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Abstract

Since speaker veri cation systems (SV) are typically used for access control, the business
decision about their deployment is largely dependent on their ef cacy and security. This
dissertation investigates methods aiming to increase the robustness of SV towards fraud
attempts and reverberation mismatch between speaker enroliment and veri cation.

The impact of reverberation is investigated rst in the context of speaker veri cation
in a room with randomly distributed microphones. The main contributions of this study
include the preferred microphone selection strategy for training and testing of an SV sys-
tem and a novel feature extraction method, which integrates reverberation robust features
with features extracted from a dereverberated signal. The results of the experiments, con-
ducted using all major speaker modeling methods, con rm that such integration provides
a higher SV ef cacy improvement compared to other existing methods.

A large part of this thesis is dedicated to an introduction of a novel dereverberation
method that enforces the sparsity of the Short-time Fourier Transform coef cients of
the desired signal. The algorithm generalizes all major up-to-date sparse Multichannel
Linear Prediction-based (MCLP) dereverberation techniques and yields superior improve-
ments in terms of dereverberation performance measures and ef cacy of speaker ver-
i cation and automatic speech recognition (ASR) when used as a preprocessing step
in the latter two tasks. Additionally, the study on the relation between dereverberation
performance and ef cacy of the subsequent SV and ASR indicates that improvements in
Cepstral Distance and Frequency Weighted Signal-To-Noise Ratio are the measures that
correlate most with the improvements of the metrics related to both tasks.

Increasing the security of SV is addressed by the detection of spoo ng the input signal
based on the playback of pre-recorded speech into the input microphone. This spoo ng
technique is known as a replay attack and is considered the most frequent and likely
to occur among other methods. The pioneering study in this research area reveals that
relevant spoo ng cues can be found at high frequencies. Additionally, a novel feature
extraction method based on an integration of cepstra from LP coef cients and LP residual
signal is proposed.






Streszczenie

Systemy wery kacji méwcy na ogé su za do kontroli dostepu, a decyzja biznesowa o
ich wdro zeniu zalezy w duzej mierze od ich bezpieczenstwa i skutecznosci. W niniejszej
rozprawie przeanalizowano szereg metod majpcych na celu zwiekszenie odpornosci sys-
teméw wery kacji méwcy na proby oszustwa oraz ré6  znice warunkéw pog osowych wys-
epujpcych podczas rejestracji i wery kacji méwcy w systemie.

W pierwszej czeSci pracy skupiono sie na wery kacji méwcy w pomieszczeniu, w kto-
rym mikrofony sa rozmieszczone w sposob losowy. Wyniki tych badah obejmujp w ascina
strategie doboru mikrofonéw podczas uczenia i testowania systemu wery kacji méwcy
oraz nowa metode ekstrakcji cech, ktéra integruje cechy odporne na pog os z cechami
uzyskanymi z sygna u poddanego usuwaniu pog osu. Wyniki eksperymentéw, w ktérych
zastosowano g 6wne metody modelowania méwcow, potwierdzap, ze zastosowanie ww.
integracji zwieksza skutecznos¢ wery kacji w poréwnaniu do stosowania innych metod.

Znaczna czes€ pracy przedstawia nowa metode usuwania pog osu, ktéra wymusza
rzadkoS¢ macierzy krotkoczasowej transformacji Fouriera po zadanego sygna u. Algorytm
stanowi uogolnienie g 6wnych metod wymuszajpcych rzadkos¢ i opartych na Wielo-
kana owej Predykcji Liniowej, cechuje sie wysoka skutecznoScia w usuwaniu pog osu oraz
zwieksza poprawnost wery kacji méwcy oraz rozpoznawania mowy, gdy jestu  zyty w
przetwarzaniu wstepnym w tych zadaniach. Badania zale zno&ci pomiedzy skuteczno$-
cia usuwania pog osu, a bedami generowanymi przez systemy przetwarzania mowy,
wskazup, ze poprawa jakoSci usuwania pog osu, wyra zona jako zmiana odleg oSci cep-
stralnej (ang. Cepstral Distance) i zmiana wa zonego czestotliwoSciowo poziomu sygna u
do szumu (ang. Frequency Weighted Segmental Signal-to-Noise Ratio) sa miarami na-
jbardziej skorelowanymi z miarami skuteczno$ci wery kacji méwcy i automatycznego
rozpoznawania mowy.

Zweekszenie bezpieczenstwa systemoéw wery kacji mowcy zrealizowano poprzez
wykrywanie prob atakéw opartych na fa szowaniu sygna u wejsciowego poprzez odt-
worzenie wczesniej nagranej mowy do mikrofonu. Ta technika oszustwa, zwana atakiem

prezentacji, jest uwa zana za najczestsza i najbardziej prawdopodobna wsrdd innych
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metod tego typu. Przeprowadzone w tym obszarze badania o pionierskim charakterze
pokazup, ze zastosowanie cech opartych na wysokich pasmach sygna u skutkuje wieksza
skutecznoScia wykrycia oszustw ni  z uzycie cech obliczonych z pe nego spektrum sygna u.
Zaproponowano ponadto nowy algorytm ekstrakcji cech oparty na aczeniu cepstrow
obliczonych ze wspé czynnikéw i sygna u bedu Predykciji Liniowej.
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Chapter 1

Introduction

1.1 Problem statement

Speech is the natural phenomenon that allows people not only to exchange semantic
information but also to express a variety of emotions and impressions based on the mod-
ulation of voice. The range of possible interactions is limited by human imagination.
Automatic speech processing typically aims to transfer the isolated aspects of this in-
teraction into a human-to-machine interface. Among the variety of the aspects such
as speech-to-text or text-to-speech conversion, emotion recognition, there is one, namely
speaker recognition, for which contributions are made in this work.

Speaker recognition can be divided into two subtasks, namely speaker veri cation
(SV) and speaker identi cation . Identi cation answers the question" who is speaking”
and the goal of veri cation is to make the binary decision”  are the words spoken by the par-
ticular person ". The general diagrams of these tasks from the algorithmic perspective are
illustrated in Figure 1.1. In both tasks, speech signals are processed with the prepossessing
and feature extraction algorithms to obtain a numerical representation which becomes
or might be further used to compute the model of a speaker’s voice, stored in a database.
In a veri cation trial, the input voice sample follows similar initial processing and its
numerical representation is compared to the model of the claimed speaker to obtain
the likelihood measure. When this output value exceeds the prede ned threshold, in-
put speech is positively veri ed to be spoken by the speaker. In an identi cation trial,
the representation from the input signal is compared with multiple models, and typically
the model for which the likelihood measure achieves the highest value indicates the iden-
ti ed speaker. Thus, speaker identi cation in general consists of multiple comparisons
similar to the one in veri cation. As such, the speaker recognition community focuses
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Figure 1.1: Speaker veri cation and speaker identi cation.

rather on the development of robust and ef cient speaker veri cation methods, which
can next be used for identi cation purposes. In this dissertation improvements to speaker
veri cation systems are mainly introduced.

Historically, the origins of research on automatic SV started in the middle of the XX
century [ 113] albeit the introduction of Gaussian Mixture Models (GMM) [  159] into this
task in the early 90' fostered the development of deployable systems. The rapid growth
of this technology, witnessed over the last 30 years, was driven by the evolution of speaker
modeling techniques from generative GMM-based, and i-vector-based systems into novel
discriminatively trained DNN-based methods. Chapter 2 provides a brief introduction
to this subject and a comprehensive overview of the evolution of speaker recognition
technology can be found in a few surveys published over the last few years [ 70, 119, 93, 12].

From the user perspective, the survey conducted in November 2014 by TNS Polska
for Nuance Communication on 1000 Poles aged between 18 and 65[ 122] showed that 47%
of the respondents declare being exhausted by the need to remember too many passwords.
This result has been con rmed in a more recent international study performed for Visa
by Fabrizio Ward, LLC in July 2019, which also indicated that 92% of Poles prefer to use

ngerprint biometric-based authentication as a much faster and more convenient way
of user veri cation. As such, we can predict huge growth in the use of biometric data
for user veri cation purposes. Although nowadays authentication is mostly performed
with ngerprint, nger veins, or face analysis, voice biometrics seems to be an attractive
alternative. As a matter of fact, itis the preferred approach in case of veri cation performed
during a telephone conversation. As presented in Figure 1.2, voice biometrics is positioned
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Figure 1.2: Relation between deployment cost and usability of various biometric authenti-
cation methods (presented on permission of Jakub Ga ka, the author of the diagram)

as the most convenient, cheap, yet much more scalable authentication solution in terms
of deployment costs provided that most people possess a cellphone with a decent sensor
for input data acquisition. Hence, we believe that speaker veri cation is considered
in general as the desired functionality for upcoming breakthroughs.

On the other hand, each year the number of devices that can be controlled by voice
increases. It might be predicted that this trend is not going to change, as voice is the natural
and desired way of communication for humans. Today it is already possible to tell a car
to park on an empty slot, or order and pay for food using virtual assistants such as Amazon
Alexa or Google Home. However, functionality based on speaker veri cation that would
allow the user to specify whose commands are accepted by a system is rarely found.
Furthermore, the users of such devices are not assumed to speak directly to a microphone
but rather to communicate with it from distance. Hence, the recorded signal is typically
corrupted with both noise and reverberation. Using such signal for speaker veri cation
without any adaptation of the system or dedicated signal processing aiming to suppress
reverberation and noise, results in heavily degraded performance of the desired task [ 132],
which is a consequence of typically different enroliment and test conditions. This problem
is frequently referred to as a channel or domain mismatch problem [65].

Another issue that arises with the deployment of speaker veri cation is its vulnerability
to a different kinds of malicious activity. There are multiple methods and abstraction levels
on which an SV system might be spoofed. The most straightforward way for deception is
based on the so-called presentation attack, which assumes replaying back the prerecorded
voice of a speaker that is enrolled within the system [ 201]. In this case, an algorithmic
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approach that is feasible to detect that the input signal is not spoken by a human during
a veri cation trial is necessary to keep the system secure.

The research presented in this work constitutes the author's contribution to solving
the problems of speaker veri cation in reverberant conditions as the subset of domain
mismatch problem and its vulnerability to replay spoo ng detection. Both problems are
addressed in three parts described in Chapters 3, 4, and 5, respectively.

First, the scenario where multiple microphones are distributed in a room is considered.
This research aims to nd an ef cient strategy for the training of a generative system using
signals from various distributed microphones. Secondly, the problem of reverberation
present in the input signal is tackled by investigation of the reverberation robust features
and the proposal of a novel feature that integrates the Mel Frequency Cepstral Coef cients
(MFCC) [39] calculated from signal dereverberated with state-of-the-art Weighted Predic-
tion Error (WPE) [ 131] dereverberation method and reverberation robust Mean Hilbert
Envelope Coef cients [ 171]. The proposed method is shown to outperform other existing
features.

Next, in the context of replay spoo ng attacks, the author was the rst to discover
that when a signal undergoes another analog-to-digital conversion, in contrast to a bona
de veri cation trial, the double anti-aliasing Itering introduces modi cations, which
might be detected. Experimentation conducted in this thesis with sub-band analysis
and different features con rms this hypothesis. Additionally, the novel method which
uses the residual signal from Linear Prediction as the source of nonlinear spoo ng traits is
introduced.

Lastly, inspired by the performance of the dereverberation method in the rst study,
the author explores various types of multichannel dereverberation techniques, assuming
that more than one sensor might be available in a single device such as a mobile phone
or microphone array. Assuming that in a non-reverberant speech signal, the non-speech
parts of its frequency domain representation should be close to zero, the multichannel
Linear Prediction-based methods that additionally enforce sparsity of the Short-time
Fourier Transform (STFT) of the output signal are investigated. In particular, the novel,
most general method, for which state-of-the-art non-sparse and sparse methods are
special cases, is proposed. Apart from the evaluation of the proposed method in terms of
its ef cacy with speaker veri cation, its usefulness is explored in the context of speech
recognition and dereverberation performance. Additionally, based on the fact that all
experiments in this part are conducted using the same dataset, the relation between the
obtained results for different tasks is analyzed to show which dereverberation performance
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measure correlates most with measures used in speaker veri cation and automatic speech

recognition.

1.2 Research objectives

Two main objectives of the research described in this thesis are formulated as follows.
The rst goal is to investigate various methods for increasing the ef cacy of speaker
veri cation in reverberant conditions and to propose novel approaches which support
this goal. The second goal is to increase the security of an SV system by decreasing its
vulnerability to replay spoo ng attacks.

In this work the following research hypotheses were set:

1. Incorporating the feature set composed of reverberation robust features and features
computed on dereverberated speech signal into a distant speaker veri cation system
improves speaker veri cation performance compared to using only features of a
single type, i.e. either only features with or without reverberation suppression.

2. The countermeasure algorithms based on high-frequency features increase the ac-
curacy of replay attack spoo ng detection compared to full-band analysis;

3. Sparse dereveberberation applied as preprocessing to speaker veri cation in re-
verberant conditions improves its performance compared to using non-sparse
dereverberation or no preprocessing front-end.

1.3 Motivation and relevance of the research

The main parts of the research described in this thesis were conducted when contributing
to the following projects:

1. Biometryczna wery kacja i identy kacja g osu (BWIG), Biometric Voice Veri ca-
tion and Identi cation , supported by the National Center for Research and Devel-
opment (NCBIR) in Poland as part of the Applied Research Program under grant
PBS1/B3/1/2012, in years 2012 - 2015.

2. Opracowanie systemu informatycznego do identy kacji g osowej os6b dzwoniacych
pod numery alarmowe (IGOD) , supported by the National Center for Research
and Development in Poland (NCBIR) under grant DOBR/0072/R/ID1/2013/03,
inyears 2013 - 2016;
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3. Audio Processing using Distributed Acoustic Sensors (APDAS)supported by the Foun-
dation for Polish Science (FNP) under grant number First TEAM/2017-3/23 (POIR.
04.04.00-00-3FC4/17-00), in years 2018 - 2019;

4. Analiza zastosowania uczenia maszynowego w przestrzennym przetwarzaniu syg-
na 6w dzwiekowych, Machine Learning for Spatial Audio Processing (MLSAP) , sup-
ported by the National Science Center (NCN) under grant 2017/25/B/ST7/01792,
inyears 2019 - 2021;

The direct motivation for immersing into research on increasing the robustness
of speaker veri cation systems was born during participation in the rst two aforemen-
tioned projects. In both, the author was responsible not only for the implementation
of speaker veri cation and identi cation engines but also partially for designing systems
architectures and data ows. It should be noted that the projects were nalized by releas-
ing commercially available and fully functional products that were unique and innovative
on a national scale.

The aim of the project BWIG, directed by drin z. Jakub Ga ka, was to develop a system
able to perform both veri cation and identi cation in a call center scenario. The project
was carried out in consortium with Voicepin, a Polish start-up aimed at providing voice
technologies. The successful deployment of the developed system in Bank Smart —one
of the nancial institutions subsequently fused into the brand named Nest Bank — allowed
the bank customers to log into their accounts using voice veri cation within the mobile
app since November 2015. Their voice signal was processed directly by the code written
by the author. Note that it has been surely the rst deployment of a voice veri cation
product developed entirely from scratch in Poland.

The second project IGOD, directed by prof. dr hab. in  z. Mariusz Zi6 ko, aimed to de-
velop a system supporting speaker pro ling in an emergency call center. This complex
system integrated various tasks, including identifying the caller and monitoring his tem-
poral characteristics, as depicted in Figure 1.3. The product was originally developed
for integration into emergency call centers, where it was initially deployed. However,
the designed architecture has been applicable, in general, to any call center. The proto-
types of the systems were publicly presented in two Show&Tell sessions at noble events
devoted to research on speech and speaker recognition, namely Interspeech 2015 and Odd-
ysey 2016. For more details, refer to the corresponding system descriptions [ 55] and [ 199],
respectively.
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Figure 1.3: Constant and temporal traits recognized within the system developed for a call
center.

Empirical experience from the abovementioned projects showed the importance
of the channel mismatch problem. Initially, the author aimed to focus on the problem
of telecommunication channel mismatch, however, the lack of the datasets other than
already published [ 85] which would allow performing reliable novel research on this
topic thwarted him from this task. The ASVspoof Challenge 2017, devoted to the detection
of replayed spoo ng attacks, and publication of the corresponding dataset ignited research
on this issue important from the perspective of SV deployment feasibility in real life. Since
increasing the security of SV systems corresponds well with the general goals of this thesis,
the author in the role of project leader participated in the Challenge with members of AGH
DSP Group.

The investigation, described in Chapter 4, conducted using the Challenge data, yields
the important practical conclusion obtained from the experiments. It has been shown
for the rst time that when a signal undergoes an analog-to-digital conversion twice
in the case of a replay attack, its spectrum close to Nyquist rate is affected more compared
to one conversion due to double anti-aliasing Itering. Therefore, the use of counter-
measures based on the upper sub-band of the signal improves the accuracy of spoo ng
detection compared to the results obtained with full-band signals. First, the simplicity
of the proposed solution to the problem implies that it can be easily integrated with any
existing and deployed speaker veri cation system, which justi es the relevance of this con-
tribution. Secondly, based on the numerous citations of the Interspeech paper, where the
results were published, it is evident that this work has had a relevant impact on the com-

munity.
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The opportunity of conducting experiments in scienti ¢ projects, directed by the su-
pervisor dr. hab. in. Konrad Kowalczyk, allowed the author to focus on a relatively poorly
researched area of distant speaker veri cation. The APDAS project aimed to develop
novel methods of signal processing using distributed microphones. This scenario covers
the situation in which signals are processed with randomly placed smartphones, typically
equipped with two or more microphones. The alternative case assumes that the stationary
smart home devices able to be controlled with voice may use distributed elements such
as remote controllers, smartphones, or small computers (such as Rasberry Pi) equipped
with microphones or microphone arrays to gather acoustic signals with increased Signal-
to-Noise Ratio (SNR) and Direct-to-Reverberation Ratio (DRR). As such, the scenarios
assumed in Chapter 3 correspond directly to the scope of the project and were perfectly
in line with the goal of increasing the robustness of SV systems. Such a scenario was
penuriously researched in the literature which also motivated the author to dive into this
investigation.

The results obtained with the generative i-vector-based system can be used in this dis-
tributed case, as the computational cost of discriminatively trained DNN-based systems
might exclude them from solutions feasible to implement on edge devices. The alter-
native approach proposed in Chapter 5 consists of sparse multichannel signal derever-
beration and subsequent veri cation based on a single dereverberated signal. In this
case, DNN-based approaches are used for speaker representation (embedding) extraction,
and the proposed dereverberation method is incorporated into the system as a preprocess-
ing step. However, the method might be used for any system already trained for speaker
veri cation in non-reveberant conditions. Also note that the sparse multichannel dere-
verberation method proposed in Chapter 5 has been published in IEEE Signal Processing
Letters (Impact Factor equal to 3.91 based on Scopus 2020 report) and its usefulness
in the context of speaker veri cation has been presented at the 2021 IEEE European Con-
ference on Signal Processing (EUSIPCO). Both publications have undergone a rigorous
revision process.

Finally, the last part of Chapter 5 includes a study of correlations between objective
performance measures for dereverberation, speaker veri cation, and speech recogni-
tion. In particular, the results show which dereverberation measures (such as PESQ, CD,
FWSEGSNR) should be optimized to obtain optimal results in one of the subsequent tasks.
From a practical point of view, the conclusions from this study are relevant for researchers
who explore dereverberation methods aiming to be inserted in front of speech recognition
or speaker veri cation systems.
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1.4 Contributions

The work described in this thesis inclines the following contributions:

» Preferred strategy for system training and speaker enrollment for distant SV based
on signals from distributed microphones;

< Analysis of reverberation robust feature extraction algorithms in the context of three
speaker modeling methods which dominate in the eld of speaker veri cation, i.e.,
GMM, i-vectors, and x-vectors based systems;

* Novel feature extraction algorithm that integrates state-of-the-art reverberation
robust features with MFCC features extracted from WPE-dereverberated signal;

« Analysis of signal sub-bands usability in replay attack spoo ng detection and show-
ing that the main clues for this task might be found in higher frequencies;

* Novel features for replay attack detection based on cepstrum of Linear Prediction
residual signal,

» Derivation and evaluation of the novel, general sparse multichannel Linear Pre-
diction based method for speech signal dereverberation, for which the existing
methods are its special cases;

« Investigation of a novel approach based on use of sparse dereverberation techniques
in the context of speaker veri cation and speech recognition;

» Analysis of the relation between output performance measures of dereverberation,
speaker veri cation, and speech recognition.

1.5 Author's research in the topic

During the PhD pursuit, the author has coauthored the following publications associated
with the topic. Some parts of them were used in the thesis.
Journals:

1. M. Witkowski and K. Kowalczyk, " Split Bregman Approach to Linear Prediction Based Dere-
verberation with Enforced Speech Sparsity", in IEEE Signal Processing Letters, 2021
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2. M. Igras-Cybulska, M. Zi6 ko, P. Zelasko, and M. Witkowski , "Structure of pauses in speech
in the context of speaker veri cation and classi cation of speech type ", EURASIP Journal on
Audio, Speech, and Music Processing, 2016

3. M. Zi6 ko, M. Witkowski , and J. Ga ka, "Composition of wavelet and Fourier transforms ",

Mathematica Applicanda, 2018
Conference Papers:

1. M. Witkowski , M. Rybicka and K. Kowalczyk, " Sparse Linear Prediction-based Derever-
beration for Signal Enhancement in Distant Speaker Veri cation ", 2021 IEEE European
Conference on Signal Processing (EUSIPCO), Ireland, Dublin, 2021

2. M. Witkowski , M. Rybicka and K. Kowalczyk, " Speaker Recognition from Distance Using
X-Vectors with Reverberation-Robust Features', 2019 IEEE Signal Processing: Algorithms,
Architectures, Arrangements, and Applications (SPA), Poznan, Poland, 2019

3. M. Witkowski , S. Kacprzak, P. Zelasko, K. Kowalczyk, and J. Galka, '‘Audio Replay Attack
Detection Using High-Frequency Features”, Interspeech, Stockholm, Sweden, 2017

4. M. Witkowski , M. Igras, J. Grzybowska, P. Jaciéw, J. Ga ka and M. Zi6 ko, "Caller identi cation
by voice", XXII Annual Paci c Voice Conference (PVC), Krakéw, Poland, 2014

5. M.Fra$, M. Witkowski , and K. Kowalczyk " Combating Reverberation in NTF-based Speech

Separation Using a Sub-Source Weighted Multichannel Wiener Filter and Linear Prediction ",
Interspeech, Brno, Czech, 2021

6. M.Fras, M. Witkowski , and K. Kowalczyk " Convolutional Weighted Minimum Mean Square
Error Filter for Joint Source Separation and Dereverberation ", 2022 IEEE International Con-
ference on Acoustics, Speech and Signal Processing (ICASSP), Singapore, 2022

7. M.Fras, M. Witkowski , and K. Kowalczyk " Convolutive Weighted Multichannel Wiener Filter

Front-end for Distant Automatic Speech Recognition in Reverberant Multispeaker Scenarios ",
submitted to Interspeech, Incheon, South Korea, 2022

Show & Tell demonstrations and technical reports:

1. M. Witkowski , J. Ga ka, J. Grzybowska, M. Igras, P. Jaciéw, and M. Zi6 ko, "Online caller pro-
ling solution for a call centre ", Odyssey: The Speaker and Language Recognition Workshop,
Bilbao, Spain, 2016

2. J. Gaka, J. Grzybowska, M. Igras, P. Jaciow, K. WajdaM. Witkowski , and M. Zi6 ko, " System
supporting speaker identi cation in emergency call center ", Interspeech, Dresden, Germany,
2015
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3. M. Rybicka, S. Kacprzak, M. Witkowski , and K. Kowalczyk Description of the DSP AGH
systems for the SASV Challenge2020

4. M. Rybicka, M. Witkowski , and K. Kowalczyk Description of the DSP AGH systems for the
VOICES Challenge 2020

1.6 Outline of the Thesis

Chapter 2 provides the general theoretical background for the studies described in the the-
sis. The rst part (Chapter 2.1) presents an overview of speaker veri cation technology
focused on methods and nomenclature used in the next chapters. The second part (Chap-
ter 2.2) elaborates on the problem of reverb compensation followed by the description
of the methodology used for evaluation of those techniques within the context of speaker
veri cation.

The study presented in Chapter 3 provides a comprehensive outlook on single-channel
speaker recognition in a reverberant scenario. Investigated reverberation robust features
extraction algorithms are introduced in Chapter 3.2. Subsequent Chapters 3.4 and 3.5
provide the descriptions and results of the performed experiments for generative and
discriminative systems, respectively, preceded by the experimental setup common for
both of them included in Chapter 3.3.

Chapter 4 describes a novel approach to increasing the security of speaker veri cation
systems by detection of so-called replay spoo ng attacks. Speci cally, the problem for-
mulation is provided within Chapter 4.3. Chapter 4.4 describes the applied methods and
reasoning that was followed in the development of the proposed countermeasures. The
data and the experimental setup are described in Chapter 4.5. Chapter 4.6 presents the
evaluation of the obtained results.

Chapter 5 consists of derivation of the novel multichannel Sparse Split Bregman signal
dereverberation method in Chapter 5.2, the study on its optimal hyperparameters in
Chapter 5.3 and its experimental evaluation in the context of dereverberation performance,
speaker veri cation, and speech recognition in Chapters 5.4, 5.5, and 5.6, respectively.
Finally, the correlation between the signal quality measures and measures related to
speech and speaker veri cation is evaluated in Chapter 5.7.

The summary of the thesis and the possible future research directions are discussed in
Chapter 6.
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Chapter 2

Fundamentals of speaker recognition and
reverberation compensation

There are multiple methods and algorithms used to verify a speaker and suppress rever-
beration in a recorded signal. The general architecture of the novel systems is, as usual,
the consequence of decades of research on this subject. This chapter aims to introduce
the reader into the algorithms and nomenclature used in the subsequent parts of the
thesis. Speci cally, Chapter 2.1 contains an overview of a speaker veri cation technology
in general with inclinations how it has evolved in the last 30 years. The description of
system parts forms the common theoretical background for the experiments on single
channel distant speaker veri cation, single channel spoo ng detection and multichannel
distant speaker veri cation described in Chapters 3, 4 and 5, respectively.

The second part 2.2 describes the problem that occurs when reverberation is presentin
a speech signal from the perspective of a subsequent speech processing task. In particular,
the detailed description of signal dereverberation techniques is provided with speci c
focus on sparsemethods, which are used as a baseline for the novel method proposed by
the author in Chapter 5.

Finally, the short description of the datasets used in evaluation of the algorithms in
both abovementioned tasks is presented in Chapter 2.3.

2.1 Speaker Veri cation

Based on typical use cases, the aim of speaker veri cation (SV) is to decide automatically
if an utterance in a given audio fragment was spoken by a claimed speaker. To perform
this task ef ciently, it is necessary to develop a system that performs a classi cation

13
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task, where each speaker forms a separate class to be recognized. Putting aside methods
used to represent speakers, each speaker veri cation system must contain three basic
functionalities, namely, system training, speaker enrollment, and test.

The training aims to enable a system to distinguish speakers ef ciently. To this end,

a large amount of data is used to optimize the hyperparameters of a method used to
compute numerical speaker representation. Typically, the dataset used in this task should
primarily contain as many speakers as possible. To increase system robustness, it is also
pro table to include audio with recorded conditions present at a deployment stage, such

as noise or reverberation, that increases the general robustness of the system. Often in the
literature, the different recording conditions are denoted frequently as different domains
or channels. The system is trained by optimization of a de ned cost function, for example,
maximization of the variability of speaker models or minimizing a classi cation error.

After the training stage, i.e., when the system has been trained, it might be used for the
so-called speaker enrollment , i.e., calculation of an instance of a speaker model, which
is also frequently called a voiceprint 1. In general, this task requires more data from a
single speaker than in a test to increase the robustness and representativeness of a model.
The amount of speech required to ef ciently enroll a speaker heavily depends on a used
algorithm but typically, in state-of-the-art systems, this is over a dozen or several dozens of
seconds. Since the algorithms are developed to discriminate speakers, speaker enrollment
is usually performed using clear speech samples with a high signal-to-noise ratio (SNR).

The goal of the test functionality in SV is to estimate the probability or  likelihood that
an audio sample was spoken by the person with the analyzed enrolled model. The output
value is then used to make the nal binary decision whether a test speech sample belongs
to the claimed speaker.

A general diagram of a typical speaker veri cation system with division into the above-
mentioned functionalities is depicted in Figure 2.1. Note that the blocks 'Preprocessing
and feature extraction, 'Speaker modeling’, and 'Classi er' modules are optimized during
the training phase and remain usually xed in Enrollment and Test. A brief overview of
the algorithms used in each block is included in the following subsections.

Along with the evolution of SV systems, strict boundaries between modules become
blurry or even disappear. Novel End-to-End approaches tend to integrate classi er,
speaker modeling, and preprocessing in a single neural network [ 12, 92]. In contrast

1The term voiceprint was introduced by Lawrence Kersta, engineer of Bell Laboratories who in 1962
published a paper where he argues that it is impossible to nd two people with the same vocal tract, similar
to the assumption that there are no two people with the same ngerprints. See[  113] for more information
on rst attempts in speaker recognition from 1908 to 1970.
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Figure 2.1: A general diagram of a speaker veri cation system.

to the classical architecture with separate blocks, this method allows for simultaneous
reduction of an error for the desired task. As such, the synergy between all modules is
obtained automatically. However, the End-to-End methods require typically more data
and are prone to over tting into the dataset used for training[  12]. For this reason, and
for the ease of training a general system, with convenient decision module (back-end)
adaptation for classi cation with data limited in size, methods that involve the structure
depicted in Figure 2.1 still constitute mainstream solutions. In particular, in this thesis,
only such a classical system with separate blocks is used for speaker veri cation.

2.1.1 Preprocessing

There are several issues present in a typical input signal of a speaker veri cation system,
which might be tackled on signal level, i.e. without modi cation of feature extraction
or subsequent modules. The common goal of these techniques is to subtract or reduce
the level of any undesired components of the signal, which might be grouped into noise,
reverberation, voices of other speakers, and non-speech signal parts. Each issue is ad-
dressed by different speech processing techniques labeled as speech enhancement speech
dereverberation, speech separationand voice/speech activity detection, respectively.

Furthermore, the speech processing techniques might be divided into single and
multichannel approaches, which refer to the number of input channels in a system.
Speaker veri cation has been so far used in remote single-channel applications mostly,
hence only a few publicly available datasets (conveniently presented in [ 12]) contain
multichannel recordings.

Single-channel speech preprocessing is a challenging task. According to the multiple
input/output theorem (MINT) [ 123], it is impossible to obtain the exact inverse lter that
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allows for the removal of stationary distortions like room acoustics or microphone charac-
teristics from the single-channel signal but it is possible for 2 and more channels. Some
dereverberation techniques like Weighted Prediction Error (described in Chapter 2.2.2) can
approximate such a lter but only with a limited accuracy for the single-channel scenario
and are much more accurate when more channels are available. Chapter 2.2 provides a
more detailed description of a dereverberation problem as a theoretical introduction to
the novel multichannel dereverberation method proposed in Chapter 5.

Multichannel speech processing methods use spatial information to estimate the
direction or location of a speaker and then reduce the sound level of the other speakers or
noise sources. Such methods involve typically beamforming[ 6] and recently deep learning
approaches [212, 211]. Speci cally, speech separation is pro table for a diarization task,
where the problem of overlapping speakers impacts highly the system performance. Since
this work is focused on the improvement of speaker veri cation, this family of methods is
out of the scope of this dissertation. However, some solutions to the problem of concurrent
speech can be found in the related work [53, 54] of the author.

The aim of voice activity detection (VAD) or speech activity detection (SAD)[ 115]isto
remove parts of the signal where speech is not present. See the details on different VAD
algorithms in the context of speaker recognitionin[ 115, 43]. The most straightforward
method is based on a comparison of energies in subsequent frames, under the assumption
that the energy of speech frames is higher than the energy of non-speech frames. More
sophisticated techniques follow the paradigm of masking redundant frames or their time-
frequency parts utilizing modeling speaker or noise content.

Finally, it is worth mentioning the preemphasis ltering, used typically before feature
extraction. The preemphasis lteris a rst-order highpass Finite Impulse Response (FIR)

Iter, that aims to remove a DC component from the signal and increase the energy of
higher speech formants. As such, the higher frequencies might be easier represented by a
feature extraction algorithm. Note that feature normalization techniques, mentioned in
Chapter 2.1.2, may remove the effect introduced by any linear transformation introduced
to the signal. In such a scenario, preemphasis does not affect further modeling.

2.1.2 Feature extraction

Although novel neural networks such as SincNet [ 158] can operate directly on audio
samples, still most SV methods rely on numerical patterns, i.e. representations which
are prone to modeling. As such, feature extraction algorithms are strongly related to the
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following system backend, since speaker voiceprint is nothing but the representation of
observed features, and not the input signal itself.

The basic classi cation of speaker-speci ¢ signal parameters introduces a distinction
between so-called low-level and high-level features. Low-level features refer typically
to acoustic and biological aspects. These features theoretically re ect the uniqueness
of the human vocal tract and voice color. High-level features contain the behavioral
characteristics of each speaker [ 177]. Extraction of low-level features is typically easier
and might be performed in short time frames. On the other hand, high-level features
require much longer signals that contain the entire utterance or sets of utterances. As
such, the former features are much easier to extract and, hence, have been mostly used in
speaker veri cation systems. The example of a study on the structure of pauses, which are
high-level features, has been performed in part by the author and published in 2016 [  79].
However, the results indicated relatively low ef cacy of the proposed method in SV. Hence,
further studies were focused on systems with low-level descriptors.

In the very early stages, automatic speaker recognition technology adapted techniques
used by humans to compare voices based on spectrograms [ 149]. In 1963 Sandra Puzansky
published one of the rst papers on procedures for automatic speaker recognition [ 153],
where a comparison of speakers was performed by computing cross-correlation between
spectrograms. The overview of the early research of speaker-dependent properties for
speech signals in the context of automatic speaker recognition has been published by
Bishnu S. Atal in 1976 in [ 10]. The Ph.D. thesis of Douglas Reynolds on using Gaussian
Mixture Modelling (GMM) in speaker recognition published in 1992 [  159] became a
milestone in the development of SR technology. In the follow-up works, namely [  160] he
evaluated also the features used afterwards widely in the SR community - Mel-frequency
Cepstral Coef cients (MFCC) and Linear Frequency Cepstral Coef cients (LFCC) [ 39],
Linear Prediction Cepstral Coef cients (LPCC) [ 10] and Perceptual Linear Prediction
Coef cients (PLP) [ 75]. With this and further works, MFCC became a state-of-the-art
baseline feature in speaker veri cation for almost 30 years.

The consequence of the massive turn of speaker veri cation into deep learning-based
methods between 2015 and 2020 caused a large decrease in using standard MFCC, as might
be examined in [ 12]. The ongoing trend in the general speaker veri cation task is that the
network, a data-driven model, can learn how to process input signals to obtain meaningful
information. As such in 2021, most novel networks operate on power spectrograms or
spectrograms multiplied by a Mel-frequency Iterbank, optionally followed by the natural
logarithm [167, 12].
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Nevertheless, in some speci ¢ and challenging scenarios of speaker veri cation, ade-
guate feature engineering is still a remaining problem. Features used in a scenario where
a speaker is recognized from the reverberant signal are discussed in detail in Chapter
3. Additionally, features and signal processing methods used for detection of speaker
Spoo ng are presented in Chapter 4.

2.1.3 Speaker modeling

Speaker modeling techniques essentially establish subsequent eras of speaker veri cation
technology, as these are typically considered the heart of a system. Such chronological
classi cation is also made in [ 119, 70]. Essentially, this chapter divides the evolution into
eras of modeling with Gaussian mixtures, subspace modeling including the well-known
i-vector extraction and deep learning era.

Gaussian mixture modeling

Undoubtedly, the rst well-established modeling technique is based on modeling features
with Gaussian Mixture Models (GMM) [ 159, 162] and was reported rst by Reynolds et al.
from the Massachusetts Institute of Technology as very effective in the rst NIST Speaker
Recognition Evaluations in the last decade of the XX century.

This method models distributions of a D -dimensional feature matrix with  J Gaussian
distributions, often called components. As such, a model is givenby - A{* j ,8j,wj}, for
components j A[1,2,...,Jwhere * ; 2R® is mean vec'ng, §; 2 RP£D denotes covariance

}]A.:.LWJ' /1. Then, the probability
of a single n-th observation y, 2 RP | i.e. features extracted from a single signal frame, is

matrix and wj is a j -th component weight. Note that

given by
: X i ¢
PYni-)AE WiNjy,*.§j (2.1)
jm
with the probability of a single  j -th component
i ¢ 1 n 1 . 0
Nj Vot j 8] A—5 —7OXP i E(y”i t j)T§}1(yni 1) (2.2)
(27)2]§ )2

Since the Gaussian Mixture Model allows for the estimation of feature distributions,
it cannot model any temporal relations of a feature. Theoretically, it perfectly ts the
requirements for modeling of speaker’s voice, as the identity of the speaking person
does not change throughout an utterance. Also, often it is assumed that features are
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independent and, hence, the covariance matrix might be diagonal. This assumption has
three major advantages. First, it makes the model more general and, in some cases, more
robust than the one with the full covariance matrix [ 162]. Secondly, the inversion of a
diagonal matrix is less computationally expensive and yields a signi cant reduction of
the computational time of probabilities compared to the full covariance matrix. Thirdly,
it has been reported in [ 162] that model with a full covariance matrix might be simply
substituted by a larger model with a diagonal matrix, without loss of modeling ef cacy.
Typically, training of a GMM is based on Expectation Maximization (EM) algorithm,
where model parameters - containing GMM means, variances, and weights are t-
ted to the histogram of training observations using an iterative procedure [ 159]. Itis
commonly assumed that subsequent frames are independent, hence with given frames
Y AHYq,Y1,---:Yn; 1] the problem becomes
N 1
argmaxp(Yj- ) Agargmax JVNEDE (2.3)
- - n/AD
Speaker veri cation is considered as a test with null hypothesis  H g that the analyzed
set of observations Y is from the claimed speaker and the alternative hypothesis H ; [161].
Then, the null hypothesis might be accepted when the ratio between likelihoods for given
hypotheses is grater than a speci ed threshold, i.e.,

P(YiH o)

o(vit ) ™ (4)

Typically, with Gaussian modeling, (2.4)is reformulated into the logarithmic form so that
low values of probabilities are feasible to compute [161]. As such, the ratio becomes

Inp(Yj- s)i Inp(Yj-5), In(), (2.5)

where - gis a GMM of voice of speaker sand - 5 is a model of all other voices, referred
to in [ 161] as a Universal Background Model (UBM). The UBM represents a speech in
general, and hence might be trained using a large amount of unlabeled data| 161]. The left
side value is also called log-likehood ratio . Note also that when a dataset is small, - s may
represent cohort, i.e., samples of speech from a closed set of speakers excluding speaker s.

On the other hand, speaker model - sis trained typically with Maximum A Posteriori
(MAP) adaptation of the UBM, using speakers' training data[ 161]. MAP adaptation is
an iterative process with expectation and maximization steps. The expectation step is
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similar to the one in the EM algorithm and aims to estimate the so-called zero, rst, and
second-order statistics of the data using the current model. In the Maximization step,
alternatively to EM, new model parameters are estimated as a weighted sum of new and
previous values of GMM means, variances, and weights. The proportion between new and
previous model parameters is regulated with the so-called relevance factor. The detailed
description of MAP adaptation is included in [161].

The approach using MAP adaptation of the GMM background model will be referred
hereafter to as GMM-UBM. This method has been reported to be bene cial in terms of per-
formance compared to the training based on exclusive estimation of features distribution
with EM algorithm, due to better modeling of differences between speakers. Additionally,
with this approach, the size (i.e., number of components) of the UBM and speaker model
might be typically larger than a model trained exclusively with a small amount of single
speaker data with the maximum likelihood approach. Thirdly, this method allows for
ef cient speaker model training with a relatively small amount of speaker data [161].

Subspace modeling

Interestingly, in [ 161] the best performance of GMM-UBM is obtained when only the
mean matrix of a speaker-dependent GMM is adapted. This phenomenon is an origin of
the so-called subspace modeling or latent factor analysis techniques [ 99], where instead
of using a full Gaussian model, only its means are kept as a speaker representation. Here,
itis worth introducing a  supervector term, which refers to a vector constructed by stacking
columns or rows of a matrix. Reminding that  Jis the number of GMM componentsand D

is a dimension of feature vectors, means supervector is de ned as

2 3

2 RPY. (2.6)

The idea of representing a speaker with a single vector is elegant and remains a com-
mon approach until today but the method of estimation of a vector evolved drastically.
The main advantage of such processing lies in the constant length of the representation, ir-
respective of an audio signal length. Speaker supervectors were successfully incorporated
in systems that used Support Vector Machines (SVM) [ 37] to discriminate speakers [ 27, 26]
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and in systems, based on the so-called Joint Factor Analysis (JFA) [ 99]. The former is not
used in this thesis so please refer to the referenced works for more detailed information.

The Joint Factor Analysis method was initially developed to address the problem of
channel mismatch between enrollment and test data. In this approach, the channel is
modeled explicitly as a supervector part. As such supervector of the speaker sis de ned
in general as a sum of 4 models [99, 100]

M &m Avy ADz A Ux, (2.7)

where m is speaker and session independent model (typically related closely to UBM
means), Vy and Dz forms speaker and residual models, and Ux is an explicit channel
model. Here, y,zs and x are assumed to be normally distributed vectors which refer to
speaker and channel factors de ned in low-dimensional subspaces. The classi cation is
then based on comparison of speaker-dependent vectors m A Vy A Dz [100]. Commonly
in literature, the columns of matricesin  V and U are called eigenvoicesand eigenchannels,
respectively. See [100] for detailed description of JFA in context of speaker veri cation.

Despite the elegance of this model, it has several drawbacks. Firstly, estimation of
matrices V,D, U requires large datasets with a decent representation of speakers and a
wide range of channels that should ideally re ect test cases. Secondly, the abovementioned
matrices cannot be estimated simultaneously and the order of estimation does affect the
output system performance. Thirdly, as shown in the thesis of Najim Dehak [  40], in fact,
channel factors also contain some speaker factors. All in all, although the JFA model
outperformed GMM-SVM approaches [ 41] it turned out also to be too complicated for
most practical uses [103].

To mitigate the problems of JFA, the model (2.7) has been simpli ed in [42] to

M AEmATw, (2.8)

where T is so-called total variability (TV) matrix and w is vector that represents both
channel and speaker in a common latent space. Compared to JFA, instead of explicit
separation between the channel and speaker components, both are modeled jointly in

a total variability space with a lower dimension equal to a few hundred. It is assumed
that channel effects might be compensated within that space. Vector w has been called
i-vector, which re ects the fact that thisisan intermediate representation, with remaining
channel information. The authorsin[ 42] call this vector also an identity vector, as it has
been commonly used as a speaker model.
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The establishment of an i-vector-based system requires training of the Gaussian Mix-
ture UBM and TV matrix using a large amount of speech data. TV matrix is obtained
similar to matrix Vin JFA [100], but with an assumption that each utterance in a dataset
comes from a different speaker [ 42]. An i-vector is then estimated using Baum-Welch
statistics as in [42].

The i-vector-based technique became the state-of-the-art method for speaker veri ca-
tion in the second decade of the XXI century. As opposed to JFA, i-vector representation
became a widely used standard in practical systems due to several advantages of this
model.

First, estimation of matrix T does not require labeled data, as this matrix represents
de facto total variability of input signals. As such, typically the same data is used for the
estimation of UBM and TV matrix. Secondly, low-dimensional representation allows for
ef cient use of a subsequent effective channel compensation such as Linear Discriminant
Analysis (LDA) or Probabilistic Linear Discriminant Analysis (PLDA). Thirdly, an utterance,
regardless of its length, is represented by a relatively short and straightforward vector,
which is convenient from a computational perspective.

Modeling with deep neural networks

Neural networks (NN) have been introduced in speaker recognition tasks in the early
stages of this technology in the last decade of the XX century [ 139, 125, 15, 48], but their
full potential has been discovered recently in the second decade of XXI century. After
the great success of DNN-based solutions reported in speech recognition tasks [ 76], re-
searchers started to apply the DNN-based modeling in speaker veri cation[ 190, 182, 112].
Speci cally, the idea of representing speakers with a short vector remains valid but in-
stead of a generative approach, neural nets are used to extract them. Commonly, taking
the nomenclature known from transforming words into word embeddings, the vectors
became named as speaker embeddings Here, it is worth mentioning the paper of David
Snyder et al. [181], where the so-called x-vector approach has been presented for the
rst time and eventually substituted the i-vector method in the position of the state-
of-the-art speaker representation method. The comprehensive overview of the neural
network-based methods is included in[ 12] and the systematic performance comparison
is presented in [193].

In this thesis, speaker modeling is not the main research focus. For the experiments
performed in this thesis, either i-vector or x-vector representations were used, including
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state-of-the-art models as well as existing models with slight modi cations, as described
below. In the following, several of the used DNN structures are presented.

Figure 2.2: The comparative diagram of the structures of TDNN (x-vector) [ 181], Res-
Net18 [74] and mR18 [167] speaker embedding extraction systems evaluated in the thesis.
The differences are highlighted with a dashed red line.

The rst system in Figure 2.2, denoted as TDNN, incorporates Time Delay Neural
Networks (TDNN) and is commonly known as the x-vector extractor. As such, x-vectors
are speaker embeddings extracted from a TDNN-based architecture, which consists of 5
time-delays (TD) layers that span over 15-time frames context of network input, followed
by a pooling layer that computes mean and standard deviation [ 181]. Next, the calculated
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statistics are propagated through 2 fully connected layers followed by the output softmax
layer with the number of outputs equal to the number of speakers in a training set. The x-
vector embedding of an utterance is extracted from the output of the rst fully connected
layer.

The mR18 structure, depicted as the last one in Figure 2.2, denotes a network which
integrates both x-vector and original Residual Neural Network (ResNet18) [ 74]. Several
modi cations have been introduced to the original 18-layer ResNet18 structure which
resulted in improved speaker veri cation based on the extracted embedding as reported
e.g. in[167]. The modi ed ResNet18 hereafter referred to as mR18, has the architecture
described below.

The rst layer is the 2D convolutional layer, which operates on Mel-spectrograms,
with a lter size of 7x7 and a downsampling stride of 2x2. The next part of the network
is composed of 4 main segments, each consisting of 2 ResNet blocks, where each of the
ResNet blocks is built of 2 convolutional layers with identity shortcut connections that
forward block input to the block output at which both input and output are added. The
convolutional layers in the ResNet block have a lter size of 3x3, have an identical output
size, and do not involve downsampling, except for the rst layer of each segment which
has a stride of 1x2. Output dimensions for each of 4 ResNet18 segments, respectively, are
{64, 128, 256, 512}. Output from the residual part is forwarded to the statistics pooling
layer which computes the mean and standard deviation of the feature vector obtained
after 4 ResNet segments in the time dimension. The output of statistics pooling is fed to 2
fully connected layers with an output size of 512, followed by a softmax output layer with a
dimension equal to the number of speakers in the training set. Similar to TDNN, speaker
embedding is extracted as the output of the rst fully connected layer.

In comparison to DNN-based solutions, the major drawback of i-vector systems is the
lack of ability to analyze relations between subsequent observations, i.e. feature vectors
extracted from a short signal frame. If a feature extraction algorithm does not span over a
larger context (for example using delta features) the Baum-Welch statistics estimate the
time-invariant statistics of a signal.

On the contrary, the x-vector extractor copes with this problem by encompassing
information from 15-time frames simultaneously and the ResNet-based solution allows
for the analysis of 7 frames. Having said that, the receptive eld for the ResNet-based
architectures is around 2s, and thus this time span should effectively be used when
analyzing changes along the time dimension.
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2.1.4 System backend

After establishing a speaker model, the system backend aims to estimate how similar is
the model to an observed utterance. This thesis is focused on speaker veri cation for
which the task is simpli ed to a determination of how the likelihood that an utterance has
been spoken by a speaker is greater than the likelihood that it has not been spoken by the
claimed person.

Model normalization

As mentioned in section 2.1.3, the models (GMM or a vector) typically require additional
channel compensation to reduce the extrinsic speaker variability traits present in the
model. The compensation might be applied right after model estimation by transforming
models, within a scoring procedure, or upon the calculated scores.

Chapter 3 provides i.a. evaluation of 3 techniques described in[ 42] that compensate a
channel in the context of reverberation suppression in an i-vector space, namely Within
Class Covariance Normalization (WCCN) [ 73], Linear Discriminant Analysis (LDA)[ 42]
and Nuisance Attribute Projection (NAP) [ 28]. Note that the same methods might be
applied in an embedding system as well. In general, each of these methods yields a
transformation matrix that projects a vector into axes for which variability introduced by
nonspeaker components is minimized.

At rst, in Within Class Covariance Normalization (WCCN) [ 73, 16] method the within-
class covariance matrix is obtained with Cholesky decomposition of covariance matrices
computed separately for each speaker. Hence, this method essentially minimizes the
within covariance among speakers' vectors.

Linear Discriminant Analysis (LDA) [ 16] yields transformation which, apart from
minimizing intraspeaker (within-class) variability, maximizes also interspeaker (between-
class) variability.

Finally, the aim of Nuisance Attribute Projection (NAP) [ 28] is to nd axes of the
maximum channel variability across vectors and then project them into the orthogonal
one. So that, after transformation, channel effects introduced to a vector are assumed to
be suppressed. The algorithms on how to incorporate these 3 techniques directly within
cosine kernels are described in [ 42]. In this thesis, the experiment where these methods
are compared in the context of reverberation compensation are described in Chapter 3.4.2.
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Scoring

Basically, in the GMM-UBM system, the likelihoods are computed directly with equations
(2.23) using the speaker GMM model and UBM. In the i-vector and embedding systems,
the general approach requires the de nition of a function that measures similarity between
test and enrollment vectors.

The most straightforward comparison method assumes computation of Cosine Dis-
tance Score (CDS) formulated as the inner product of normalized vectors w1y and wo,

i.e.,
WIWy
lekkW2k,

for example, extracted within test and enroliment. However, this simple approach requires

fcos(wi,wp) A (2.9)

typically additional calibration of the input embeddings as shown for example in [ 60] or
normalization (for example with LDA, WCCN or NAP [42]).

The other common approach used in speaker veri cation tasks incorporates Proba-
bilistic Linear Discriminant Analysis (PLDA) [ 80, 152, 98] to perform channel compensa-
tion and scoring of speaker vectors simultaneously. This method has been widely used
in both i-vector and embedding-based systems. PLDA aims to project vectors to a latent
space such that vectors of the same speaker are modeled with the same distribution.
Essentially, PLDA is equivalent to JFA as in equation (2.7), but instead of supervectors,
it models low-dimensional i-vectors or embeddings. It has been also shownin[  59] that
using Gaussian distribution is equivalent to a more complicated heavy-tailed distribution
when vectors are length-normalized prior to PLDA. In this case, the simpli ed Gaussian
PLDA model [59] is de ned as

wA  AouAz, (2.10)

where 1 |, is global vector mean, © is a transformation matrix which contains eigenvoices

in columns, with u» N (0,1) being latent speaker-dependent variable,and 2 » N (0,8 )
is a residual term. Hence, Gaussian PLDA is de ned with parameters {* ,,,©, 8} trained
using a large training data with the EM algorithm presented in[  152]. Scoring with PLDA
implements the comparison of two vectors with the hypothesis test similar to equation
(2.4). With Gaussian PLDA de ned in (2.10), score is equal to the loglikelihood ratio of
probabilities that vectors are generated with the same distribution in a latent space (null
hypothesis H () and that they follow different distributions (hypothesis  H 1). As such with
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a Gaussian PLDA the closed form solution for the score becomes [59]

’ H , H
fpLpA(W1,W2) An p(wa WZJ_ 0) p(_Wl Wo) 9)
piwrwaiH 1), p(wiiH Dp(waiH ) -,
# # TR s
H wyp ! §g Sw M wy 1 §s 0

with § g A8 wA &, and § w 0O . In this thesis all systems which contain PLDA in fact
use Gaussian PLDA and scoring de ned in (2.11).

Score normalization

The next processing block typical for SV systems includes optional score normalization,
which aims to standardize the score distribution. Provided that  sis a score obtained from
PLDA or CDS, the normalized veri cation score is given in a general form as

Sils
Yas

Snorm #E ) (2.12)

where 1 g and ¥4 are shift (typically expected value) and scale factor (typically standard
deviation), respectively. There are multiple methods to estimate these parameters and
their detailed description might be found in[ 8, 118]. In this context, it is worth to mention
a few, namely T-norm [ 11], Z-norm [ 161], their combination, symmetric normalization

(S-norm) [118] and adaptive versions of abovementioned [118].

In each SV experiment, the dataset must contain both enroll and test utterances, which
are often disjoint sets. In T-norm [ 11] !¢ and ¥ are computed as mean and standard
deviation of scores from test utterances other than the ones for which score  swas obtained.
Alternatively, in Z-norm, parameters are estimated using scores obtained from scoring
other speaker models than the one used in veri cation [ 161]. ZT-norm and TZ-norm
assume execution of both techniques, one after another. Symmetric normalization (S-
norm) [ 118]includes the average score obtained simultaneously from Z-norm and T-norm,
i.e., 3 - ,
7 A '%ee . (2.13)

Estimation of the normalization parameters using all data is typically not feasible for

3
1 1 sjt,
SS-norm /CEE ST-norm ASZ—norm ICEE

large datasets. In practice, only some part of test utterances or models referred to as a
cohort is used instead. Cohort selection is performed usually by sampling the models or
test utterances, based on scores [210]. Typically, the most N best scores are used [118].
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This assumes that for each score, the cohort might be different, and that is the reason for
adjective adaptive in the name of these methods™ group.

Calibration

It is widely known that distributions of scores are typically highly dependent on the
data domain used to train the system. In other words, the optimal score threshold for a
speaker veri cation system adjusted on one dataset most often will not be optimal for
another dataset. From the practical point of view, the scores obtained with the system
trained on publicly available datasets (such as Voxceleb or Librispeech) will differ from
the scores obtained on another dataset. As such, the use of an SV system typically requires
a calibration .

A calibration transforms obtained scores into proper (commonly understood) like-
lihood ratios which might be easily interpreted regardless of the system [ 22] to make a
veri cation decision. This means that for calibrated system the exponent of log-likelihoods
might be analyzed directly as posterior probabilities. The transformed score is obtained
with a monotonic linear function 'y Zf (s) £asA b to preserve the discriminativeness of a
system. The parameters a and b are trained using a weighted binary cross-entropy [ 22]
optimisation. This relatively simple technique provides ef cient calibration across differ-
ent datasets, yet requires a decent representation of target domain data (scores) to adjust
the calibration parameters. Finally, note that calibration is also required typically when
performing a score-level fusion of the SV systems. The Bosaris Toolkit[ 20] is common
software utilized for calibration and fusion of output scores of SV systems or other binary
classi ers.

The calibration of speaker veri cation systems has been widely researched mainly by
Niko Brummer [ 23, 21] and Luciana Ferrer [ 49, 51], so please refer to their publications for
further details. Speci cally, they have recently proposedin[ 50] the rst solution which
does not require external data and thus provides an out-of-the-box system calibration.

2.1.5 Evaluation methods and metrics

The method for evaluation of the SV system depends on the speci c task, but in general, it
requires a labeled dataset with a set of trials. A trialis composed of a model identi er (often
enroll utterance) and a test le identi er of the same ( target) and different ( nontarget)
speakers, respectively. The goal of a speaker veri cation system is to most accurately
distinguish between the trials. As such, there are two types of errors. The rst, referred

28



2.1 Speaker Veri cation

to as false acceptance or false alarm (FA), occurs when a nontarget trial is labeled as the
target one. This error is also known as False Positive (FP). The opposite error, related to
labeling a target trial as a nontarget, is called miss detection or miss and is referred to as
False Negative (FN). Assuming that a dataset contains N target and Npontar NONtarget
trials and Ngn (W) target and Nep(U) nontarget trials were wrongly classi ed for a speci ed
threshold p, False Positive Ratio (FPR) and False Negative Ratio (FNR) are formulated as

FNR(u )'CEN;N(H) (2.14a)
tar
FPRE ). (2.14b)

nontar

The score threshold, chosen in veri cation decision, has a direct impact on the numbers of
errors, i.e., Nep(1) and Ngen(R). In particular, setting a low threshold increases the chances
of classifying a trial as a target, i.e., the number of false alarms. This behavior is desired
when the usability of a system is more important than its security. On the other hand,
setting a high threshold makes the system more prone to rejection of a target speaker but
also decreases the number of false alarms, which is relevant, for example, in authenticating
a speaker when accessing a bank account.

The relation between FNR and FPR for all thresholds (system operating points) is fre-
quently displayed as a Detection Error Tradeoff (DET) plot[ 117], which comprehensively
depicts the system performance in various operating points. In speaker veri cation the
overall accuracy of the system is frequently summarized by a single value, namely Equal
Error Rate equal to EERAFPR() AAFNR(), i.e. when miss and false acceptance errors are
equal. This value is widely used to compare the discriminativeness of the SV systems, as it
is independent of calibration [22].

The threshold p for which FPR(W) £EFNR(W) is however typically not the setting of
practical demand. More often, itis set to minimize either FNR or FPR based on deployment
needs. The second metric, primarily used in NIST evaluations, is Detection Cost Function
(DCF). By introducing the costsof false alarm Cga and miss detection Cp,iss it allows the
user to evaluate a system at a desired operating point. With the probability of a target trial
denoted as Py, it is formulated as

DCF(H) ZPtar CimissFNR(U) A (1§ Piar)CeaFPR(). (2.15)

In this case, the parameters are set typically to a constant values e.g. Cpjss ££1,Cpa £1
and P A£0.001 [137]. In this thesis, the value independent on |, which minimizes the
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detection cost function and is denoted as minimal Detection Cost Function, i.e.,

minDCF Asargmin DCF(u). (2.16)
Tl
was commonly used. EER and minDCF form the pair of single value metrics that are most
frequently used in research on SV as well as in this thesis.

2.2 Room reverberation compensation

This chapter provides the theoretical basis and brief description of methods used and
evaluated in Chapter 5 devoted to compensating a reverberation. Reverberation is the
phenomenon that occurs when the generated signal reaches a receiver along with its
re ections from an enclosed environment. In particular, the received signal is composed

of a part that propagates directly from a source to a receiver, and its re ections are further
divided into early re ections and late reverberation. The example of subdivision of rever-
beration into these parts is depicted in Figure 2.3(a) and 2.3(b). The effect of propagation
of a speech signal is shown in Figures 2.3(c-f). As can be clearly seen reverberation results
always in a lower amplitude of a recorded signal due to the loss of the signal energy re-
sulting from propagation in the air. Secondly, in the presented example early re ections
do not affect the spectrogram much, and hence also do not have a negative impact on
speech intelligibility which is coherent with the conclusions from [ 140Q]. As such, in this
dissertation, removing the late reverberation part from the spectrogram is the main goal,
as it has a negative impact on speech intelligibility and recognition rates.

The error of all state-of-the-art speaker recognition methods described in Chapter
2.1 rises when the acoustic conditions during the speaker veri cation test are different
from those present in the enrollment phase. To tackle this problem, several solutions that
reduce the detrimental effect of reverberation on SV have been proposed.

For novel subspace or embedding models typical approach involves speci ¢ training.
In [ 121] authors suggest using a large amount of training data for entire system training.
Small carefully prepared datasets, which allow for system backend (PLDA) adaptation is
reported in [ 184] to improve SV ef cacy. Authors of [ 155] analyze speaker enrollment data
augmentation, based on averaging the speaker embedding from original and arti cially
reverberated utterances to compensate for the mismatched condition during a test. The
transfer learning is described in [ 184, 155], where a small subset of in-domain reverberant
data is used to retrain the classi cation layers of the DNN. The main drawback of these
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(a) sound propagation in a room (b) room impulse response (rst 0.3s)
(c) source signal (d) direct signal
(e) early re ections signal (f) fully reverberated signal

Figure 2.3: Effect of reverberation on a speech signal. Scheme of (a) sound propagation in
aroom, (b) fragment of an impulse response of a room with reverberation time equal to
0.55s, (c) spectrogram of a speech signal and spectrograms of source signal convolved with
(d) direct part (blue), (e) direct and early re ections part (green) and with (f) the entire
impulse response.

methods is the need of possessing the appropriate amount of in-domain data which spans
a large number of speakers to be able to train the network or system backend. Lack of this
data results in the limited gain that can be achieved by this approach.
Lastly, note that Residual Network (ResNet) structures|[ 74, 167] are also reported to be a
good alternative [ 135, 68] to TDNN-based architectures for the robust speaker recognition.
Alternatively, some speci c features have been used to mitigate the effect of reverbera-
tion. Authors of [ 169, 171] propose use of Mean Hilbert Envelope Coef cients (described
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in Chapter 3.2.3). Note that when a speaker is not moving appropriate Cepstral Mean
Subtraction or Cepstral Mean Normalization can be also used to subtract reverberation
and noise assuming that they are stationary distractors in the signal.

Theoretically, all the abovementioned methods require internal system modi ca-
tions or retraining. An alternative approach without this drawback consists of speech
enhancement as a front-end processing to the speaker recognition system. The signal
level dereverberation can therefore be easier to integrate with any existing and already
deployed SV system. Potentially, if speakers were enrolled using mostly clean data, with
the low level of reverberation present in an enroliment utterance (which is, in general, a
true assumption), any signal processing method, which removes reverberation from a
test utterance, decreases condition mismatch and therefore maximizes the likelihood of
proper speaker comparison.

In principle, blind dereverberation estimates the source signal based on the sig-
nal recorded from distance by a single or multiple microphones. One of the common
approaches uses the autoregressive model, i.e. use Linear Prediction to obtain the
reverberant-free signal. In this thesis, a general Multichannel Linear Prediction (MCLP)
model is used as a basic model for all the evaluated algorithms.

Recent VOICES from a Distance Challenge [135] demonstrated the popularity of
one of blind dereverberation Multichannel Linear Prediction-based techniques, namely
the Weighted Prediction Error (WPE) [ 131], as a method to cope with reverberant signal
for speaker recognition [135, 138, 120, 35, 25].

Another phenomenon of speech that can be exploited to obtain a reverberation-free
signal is its sparsity both in the time and time-frequency domain. Proposed methods
that use this phenomenon assume sparse signal distributions, e.g. Complex Generalized
Gaussian (CGG) [90] or Laplacian [ 89]. Another approach directly incorporates sparsity
constraints into problem formulation[  91], which allows for using methods such as the
Alternating Direction Method of Multipliers (ADMM) to obtain a dereverberated signal.

This chapter includes a brief description of non-sparse and sparse MCLP-based dere-
verberation methods as an introduction to Chapter 5, where novel sparse MCLP-based
technique is proposed and evaluated. First, the model of the signal that contains both
direct and reverb components, which is thereafter used in dereverberation methods, is pre-
sented in Chapter 2.2.1. Next, Chapter 2.2.2 includes a brief description of the non-sparse
WPE methods, which might be considered the state-of-the-art baseline MCLP-based
algorithm. Chapters 2.2.3 and 2.2.4 include description of the sparse CGG and ADMM
methods, respectively, as the method proposed in Chapter 5 refers to both of them. Fi-
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2.2 Room reverberation compensation

nally, a description of the objective measures used in the next chapters for evaluation of
dereverberation performance is included in Chapter 2.2.5.

2.2.1 Reverberant speech signal model

Consider a general model of a time-domain discrete speech signal with time vector t &£
0,1,...,T i 1lrecorded by m-th microphone in a non-anechoic environment [131] as

B (1) A (1) A (1) A (1), (2.17)

where d, (t) denotes the signal component, which traveled the direct path between the
source and the receiver (microphone) with early re ections (i.e both blue and green parts
depicted in Figure 2.3), By(t) is the late reverberation component (red parts in Figure
2.3), B (1) contains an additive acoustic noise and m 2 [1,2,...,M] denotes number
of microphones. It has been shown that for increasing intelligibility of the speech it is
pro table to estimate both direct signal and the early re ections, as such sum preserves
short-time correlation and in general simpli es the general signal model [131, 140].

In this thesis, primarily, the problem of removing the late reverberation component is
addressed, and hence hereafter signal is assumed to be recorded with the negligible noise
level, i.e.,

8mem(t)” O, (2.18)

which yields the general equation for time-domain dereverberation, where a desired
time-domain signal is obtained using recorded signal and late reverberation part

din (1) ABRm (1) i Bm (). (2.19)

The aim of a blind dereverberation[ 131] is to estimate the late reverberation part By (t)
using nothing but recorded microphone signals  ®n(t). The blind dereverberation meth-
ods have been extensively studied over the last decades [ 123, 131], and might be divided
into direct and indirect methods. The indirect methods|[ 123, 91] focus on estimating room
characteristics used subsequently to obtain speech signal. On the other hand, no prior
knowledge of acoustic conditions is required in the direct approach. Frequently used
techniques of the direct methods incorporate Multichannel Linear Prediction (MCLP) to
obtain the estimate of the desired signal [ 123, 131, 89, 90, 144, 91]. Note that, according
to the multiple input/output theorem (MINT) [ 123]itis possible to achieve perfect esti-
mation of d{t) with multiple microphones. However, it has been empirically [ 131, 135]
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proven that the presented methods also provide some dereverberation for single-channel
scenario. The common goal of algorithms in further sections is to estimate the reverbera-
tion part of a signal recorded by m-th microphone using a sum of ltered signals from all

microphones, i.e.,
X oLl
B (1) £ hm()em(til), (2.20)
mA | A

where ) denotes estimated value and h is the so-called inverse lter of length  Lp,.

Practically, estimation of hy, in (2.20) might be highly inaccurate because, in the time
domain, a lter length becomes similar to the length of a Room Impulse Response (RIR),
i.e., typically to a few thousands of coef cients. For example, for signals sampled 16000
times per second, recorded in a highly reverberant room with 60dB reverberation time
(RT60) equal to 1 s, the Iter length would be 16000. In such a scenario, estimation would
be heavily dependent on the amount of data, which, for long signals, is also burdened
with high computational costs.

Alternative approach assumes MCLP in a time-frequency domain, where linear pre-
diction is performed for each sub-band separately, which can be expressed as

XN oLg 1
dm(k,n) AxXm(k,n)j co (K, DXm(k,nj 1), (2.21)
mA | AD

where dy, (k,n), Xm (k,n) are desired and recorded STFT coef cients at m-th microphone,
respectively for time frame n A[0,1,2,...,N j 1] and frequency bin k 4A[0,1,2,....Kj 1].
c(k,l) denotes convolutive acoustic transfer function (ATF) model which might be consid-
ered as a sub-band Iter of length L. Although estimation of ¢ has to be performed for
each frequency band separately, the length of the Iter is typically smaller than 100, which
is much faster and provides signi cantly lower error than time-domain LP-based dere-
verberation [ 131]. In fact, a much smaller length is used, especially in multi-microphone
cases.

In this dissertation, all analyzed dereverberation methods incorporate time-frequency
domain MCLP methods. Since computation for each sub-band is performed indepen-
dently, frequency band indices k are discarded in subsequent equations in this chapter.

2.2.2 WPE

One of the most popular methods that has become the state-of-the-art dereverberation
technique is Weighted Prediction Error (WPE) [ 131, 207]. In comparison to the MCLP-
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based dereverberation model presented in (2.21) it introduces two major modi cations,
namely prediction delay and assumption that the desired signal STFT coef cients follow
time-varying Gaussian distribution.

Considering the fact, that late reverberation is the effect of multiple re ections of the
signal wave within a room, it has been shown by the authors of [  106] that incorporating
a delay, which corresponds to the boundary between early and late reverberation part,
in signals in the autoregressive model leads to better short term correlation of obtained
dereverberated speech. With this assumption, and disregarding frequency bin indices,
signal model (2.21) in STFT domain becomes

X LGl
dm(n) Axm(n)i cm()Xm(ni 1§ D), (2.22)
mA | /D
where D is a frame delay, that typically corresponds to the boundary between early re ec-
tions and late reverberation and ( .)° is a conjugate operator. Note that dn, (n), Xm(n) and
cm(l)in (2.22) are all complex values.

Secondly, it is assumed that sub-band coef cients d,(n) are modelled with time-
varying Gaussian process with zero mean and unknown time-varying variance | n(n) &
%ﬁm (n). Since itis also assumed that d., (n) is independent across both time and frequency,
which results in a diagonal covariance matrix, its so-called circular complex Gaussian
probability density function (PDF) is given by

Ya . P!
Ncidm(n);o,, m(n)¢ﬁEpl:exp i M . (2.23)
2% m(N) 2, m(n)
Therefore assuming independence in time the log-likelihood of the entire desired signal
STFT coef cients for m-th microphone is formulated as
N 1 W 1

A N N (M0, M) E NG dm()0, m(n)  (2.24)
nAD nAD

i
InL c,,
The generative model proposed in  (2.23) allows for the incorporation of using Max-
imum Likelihood scheme to obtain a dereverberated signal. Maximizing likelihood is
equivalent to minimizing its negative value, hence using  (2.24) the optimization problem
for the WPE, after removing constant values becomes

[

argmin - JdmT 1) (2.25)

Cm,. m(N)nA m(n)
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which is a Least Square problem with unknown lIter coef cients vector cm 4[cm (0),
cm(1),...,.cm(Lci 1)]2 Ct<EY and variance | (n). Setting partial derivatives of both vari-
ables in (2.25) to zero leads to closed form solutions for estimates [ 131], which are given
as
n— )
pm(n) AE max cﬂn(n)_z," , (2.26a)
Hiyg 1 Xm,D(n)Xm,D(n)mu'\N L Xm o (N)XE, (n)ﬂ

nm  Pm(n) nm  Pm(n)

bm , (2.26b)
where ()" denotes conjugate transpose operator, ( .)* is a Moore-Penrose pseudoinverse,
with delayed signal part of length L. in form

Xm.o(N) AXm(Ni D), Xm(Ni Di 1),....xm(nj D LcA1)]T2CheEL, (2.27)

The maximum operator is introduced in  (2.26a) to avoid division by zero in (2.26b) and
small positive real value " is a lower bound limit.

The nal update equations (2.26) for the WPE method are calculated in a loop by
alternatively xing one variable and computing the other until the values converge or
another stopping criterion is met. After obtaining the Iter coef cients, the ultimate
desired signal coef cients are obtained using equation (2.22).

Equation (2.26b) implements delayed autoregressive model in the frequency domain.
Secondly, it also introduces normalization of the obtained value with the desired signal
variance, therefore this method is also called by the authors as Frequency Domain Nor-
malized Linear Prediction (FDNDLP). Its popular name WPE origins in equation (2.22)
where essentially dereverberated signal dm, (n) is a linear prediction residual signal (error),
which is weighted (normalized) by its time-varying variance.

2.2.3 CGG

The FDNDLP method, described above assumes that in a single STFT frequency bin
an early reverberant speech dn, (n) from (2.21)is distributed as a time-varying Gaussian
process. In [90] Jukic et al. investigate using another phenomenon, i.e. sparsity of a speech
signal in the time-frequency domain. First, they formulate the universal solution using
the general sparse prior of the desired signal, formulated as

. ¢ ¢
Yadm(n) el JdmMi (2.28)
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where f is a general function for which fqt)/t, with f°denoting the derivative of f,
decreases with t 2 (0,A1 ). In such case, ¥2might be represented as the maximization of
the scaled Gaussian prior, i.e., as

3

. ¢ . . ¢’
Yodm(n) AargmaxN ¢ dm(n);0,, m(),A', m(n) A&
m (N)EO PR ,
It 2 . 074
argmax p exp | ,
. m(ME0 2%, m(N) 2, m(n)

(2.29)

where A ' . m (n)¢is a scaling function that is hyperprior to the spectral variance[ 90] and
allows for controlling the sparsity of the modelled variable. Such representation is then
used to formulate the negative log-likelihood and derive the general objective function for
the speech dereverberation problem as
argmin . 1“M,&In Cm(n)i Nk’ _m(n) ﬂ. (2.30)
Cm,, m(N)nA m( )
Compared to the optimisation for the WPE method given by  (2.25), the problem (2.30)
incorporates extra hyperprior on signal variance, and therefore might be considered as
a Maximum A Posteriori estimator. The closed form solution for the estimate of Iter
coef cients cp, is equal to (2.26b) since second and third terms under sum operator in
(2.30) are dependent only on a signal variance and therefore are removed. The solution
for the estimated variance is derived in [ 90] using notation from (2.28) in general form as

2jdm (n)j

b, (n )/E—O.—¢ (2.31)

Details on derivation of (2.31) are provided in Appendix A and B in[ 90]. The updates for
both estimates are solved in an alternating fashion.
As an example of the particular distribution, the authors of [ 90] use the so-called

Complex Generalized Gaussian (CGG) given as

i ¢ p N jdm(n)iP©

Ydm(n) £A———exp | ——— , 2.32

2 m( ) 21/4°i (2/p) p 1 0p/2 ( )
where, ° E0and 2 E p E 0 are scaling and sha(Lpe parameters, respectively, and j (.) denotes
gamma function. Hence, function f dm (n) can be easily calculated by equalling (2.32)
and (2.28), and then (2.31) becomes simpli ed to
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n (0}
b (n) Amax jdh,(n)ji% P2 . (2.33)

The output dereverberated signal is nally computed with equation (2.22). Note, that
setting p 4O allows for simpli cation of (2.33) into (2.26a) and then the updates on lter
coef cients ¢y, and variance , , are equal to those of the WPE method.

2.24 ADMM

The dereverberation method described in this section is proposed in[  91] and formulated
as a framework for which WPE is a special case. The authors propose a solution that
promotes sparsity of speech signals in both the time domain (referredtoas  Wideband
Model) and in the time-frequency domain (  Narrowband Model). In this thesis, the latter,
the Narrowband model is used. In ADMM the problem is formulated so that sparsity of
the speech signal is enforced directly by a function with MCLP constraint, which is written
in a matrix form as _

argmin Pldm¢ subjectto dm A Xpc Axm (2.34)

dm,C

where P is the cost function that enforce  dy Z[dm (0),dm(1),...,dm (N 1)]T 2 CNEL coef-
cients to be sparse, with reference microphone signal coef cients  Xm &A[Xm (0),Xm (2),...,
xm (N i 1)]" 2 CNEL, Filter coef cients vector contains stacked lters for all microphones,

i.e. c A&[c],cl,....c; 1T 2CMEeEL and

2
X1 (0) X350 .. x40
T T T
X, (1) Xon (1) Xy (1)
Xp A P 2b _ M.D 2 CNEML. (2.35)
XID(N] 1) x;D(Ni 1) ... XI/I‘D(Ni 1)
is a convolution matrix which contains signal fragments from from all M microphones

with Xm p(n) de ned asin (2.27).

Typically, the cost functions that promote sparsity within a vector use non-convex
“p-norms, where 0 - p - 1[124, 198]. Note, that " o-norm based cost function simply
counts the non-zero vector elements, and 1 norm sums its absolute values. Authors of
[91] use weighted " 1-norm given as

i ¢ W1 — _
Pdm Akdnky1 &£ w(n)dm(n), (2.36)
nAD
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where 8,w(n) E 0 is non-negative regularization term. Setting the sparse promoting
cost function asin (2.36)is a common approach [ 29, 110, 109, 66], since incorporating of
weighting into " 1-norm allows for minimizing the effect of various magnitudes of vector
elements and thereof the entire cost function mimics the cost function based on * g-horm.
One of the possible methods of solving the problem (2.34) incorporates the so-called
alternating direction method of multipliers (ADMM) [  18]. This technique immediately
provides the following update rules

dn £ ar%min Pidm¢A1§/2kdmAXDci Xm A bK3 | (2.37a)
¢ A& argmin kdm AXpci xm AbkZ, (2.37b)
c
b EDbAe° idmAXDci xm¢, (2.37c¢)
where %zis a penalty parameter which controls signi cance of the MCLP constraint, °

controls the algorithm's convergence speed, and b ZA[b(0),b(1),...,b(N j 1)]2CNtlisan
auxiliary algorithm's variable.

Note that in comparison to the WPE and CGG methods, this method estimates the
desired signal in each iteration. The solution for the (2.37a) is obtained in ADMM by
incorporating of the shrinkage operator Sy, thus the element-wise form of the estimate is

given as
d3m(n)ﬁES%ih(n)¢/Emax3li M,Gmin,h(n), (2.38a)
Y4h(n)j
h(n) A&m(n)i xp(n)ci b(n), (2.38b)

where 0 C Gmin C 1 refers to the minimal value of gainand xp(n) AE[XID(n),x;D(n), e
Xy p(M] 2 C¥Me is a row vector of matrix  Xp.

In [ 91] authors propose three variants of estimation of weights values: local weights,
where square of variance component is estimated using direct signal value in  n-th frame
and k-th bin, neighborhood weights, where value is averaged over both time and frequency
adjacent coef cients n § £, and k § %, respectively and NMF weights, where values are
computed by low-rank nonnegative matrix approximation. As the most common case, in
this research the local weights are calculated as
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Optimisation in (2.37b) is a typical Least Square problem, for which the derived lIter
coef cients estimate is formulated as

i ¢, i ¢
bAXI X XH X i dm Ab (2.40)

Since there is no reference microphone that might be used for initialising values in (2.37),
in this study a single iteration of WPE is used to obtain initial values of  dn, and ¢, and
setb AOn¢1. This algorithm is then composed of iterative computation of  (2.38), (2.40)
and (2.37c) until convergence conditions are met. Finally, note that term IXB Xp ! IXB in
(2.40) is xed and might be computed before the main iterative procedure. Hence, this
method has signi cantly lower computational complexity than the WPE or the CGG, and

in practice results in a much faster estimation of the desired signal.

2.2.5 Evaluation of dereverberation performance

This part of the chapter describes four metrics used to evaluate dereverberation perfor-
mance in the subsequent chapters.

Perceptual Evaluation of Speech Quality (PESQ)

As shown in Figure 2.3(f) the formant structure of a speech in a reverberant room is hard

to identify, which directly impacts speech intelligibility and its overall quality. Therefore

one of the common metrics used in the assessment of speech dereverberation algorithms

is Perceptual Evaluation of Speech Quality (PESQ) - the objective speech quality mea-
surement algorithm de ned in ITU-T Recommendation P862[  81]. This is an intrusive
measure, i.e., it requires both the reference (typically clean) signal and a degraded signal
to compute a score, based on a perceptual model of the human auditory system. Although
originally the method was developed for the assessment of transmission channels|[ 165], it
is also widely used in speech enhancement evaluations [ 78]. The algorithm estimates a
quality measure in terms of Mean Opinion Score (MOS) formulated as [81]

PESQEref, Brest) £api a1D (Rref, Brest) i a2A(Rref, Rrest), (2.41)

with parameters ag A£4.5,a1 £i0.1,a, A j0.0309 and D (®ref, Brest), A(Rref, Brest) being the
average disturbance and average asymmetrical disturbance values computed using pair
of time-domain signals. See [ 165] for the details on calculation of disturbances. The
typical output range for default settings spans between 1 and 4.5, where 1 indicates high
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degradation and 4.5 indicates no difference between the signals. Note that, apart from the
original C implementation provided with the recommendation[  81], there are available its
Matlab wrapper provided in the REVERB Challange Evaluation Toolkit[ 186] and Python
wrapper 2. In this work Matlab implementation has been used.

Cepstral Distance (CD)

Cepstral (or Cepstrum) Distance is computed using cepstra  Cret, Crest Obtained from the
reference and tested signals as [107, 78]

10 x
CD(Cref, Crest) £~ 2 (Cret(K) i Crest(k))? (2.42)
In10 g

<

with limiting the analyzed cepstral coef cientsto  P. Hence this measure indicates directly
the difference between the spectra of the signals. Typically the output values are hard-
limited to the range from 0O to 10. In dereverberation performance assessment, the direct
path signal is used as the reference and the dereverberated signal as a test. Low CD refers
to similar signals, which in this application results in high dereverberation performance.
The implementation is available in the REVERB challenge evaluation toolkit [186].

Frequency Weighted Segmental Signal-to-Noise Ratio (FWSEGSNR)

To compute this measure both reference and test signals are rst normalized to make each
energy equal to 1. Next, the Mel-spectrograms  Xef, Xtest are computed using the Gaussian
window in STFT and 13 or 25 tap Mel Iterbanks[ 78]. Finally, the value of the objective
measure is computed as [71, 78]

Pii1 Xrer(K.n)j2
101 pWw(k,n)loggz e - —
FWSEGSNR((ref,Xtest) ICE_ PK : (Jxref(kvn)JIJ Xt l(k|n)J) , (243)

where N and K are the total number of frames and mel lters, respectively, and weights
are given by
w(k,n) £ Kret(k,n)j - (2.44)

The weighting is performed commonly with  ° A0.2, hence, the importance of low-
amplitude components of the reference spectrum is increased. As such, the measure
indicates in particular the amount of non-speech components present in the test signal in

2https://github.com/ludlows/python-pesq
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decibels. Typically the FWSEGSNR is limited to the range from -10 dB to 35 dB. Similar to
previous measures, the implementation is available in the REVERB challenge evaluation
toolkit [186].

Speech-to-Reverberation Modulation energy Ratio (SRMR)

Among all metrics used to assess dereverberation in this thesis, SRMR [ 47] is the only
non-intrusive one, i.e. it does not require a reference signal to compute the score and

is speci cally dedicated to measuring dereverberation performance. In particular, the
algorithm is based on an observation that the modulation energy increases almost linearly
with the reverberation time [ 47]. As such, in clean, non-reverberant signals the energy in
low modulation frequencies is greater than the one in high frequencies. Hence, the high
ratio between the energies indicates a well-dereverberated signal [47].

To compute SRMR, the signal is rst preprocessed with energy-based voice activity
detection and normalized to -26dB (as in recommendation ITU-T P.56). Then, the prepro-
cessed signale is Itered by a gammatone lterbank with J A23 channels which yields
E; (t) signals. For each channel, the temporal envelope is computed as

q
e(t) £ »(t)2AH {r;(t)}? (2.45)

with H {@ denoting Hilbert transform operator. Each envelope is framed with Hamming
window of 256 ms length with 64 ms shift, which forms N frames e;(n,t) [47]. Next, the
squared magnitude of Fourier transform F {& of each frame is computed to obtain the
modulation energy

Ei(n,f)£F {ej(n, )} (2.46)

with f denoting modulation frequencies. The modulation frequency bins are grouped
into K A8 bands to simulate auditory-inspired modulation Iterbank [ 38, 47]. Finally, the
SRMR score is computed using the averaged energies from k sub-bands as [47]
Py 1Po 1Pnja
ka3 jmnN  nm Ejnk)
SRMRAP=— P53 1PN T :

km33 jmN nm Ejnk)

(2.47)

where the upper limit of auditory modulationbands K is adapted based on the bandwidth
of the lowest gammatone Iter for which 90% of the total test signal energy is accounted
for.
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2.3 Methodology and datasets

Firstly, this section justi es the chosen methodology of evaluation of speech dereverbera-

tion algorithms from the data perspective. Next, the summary of the datasets of speech

and Room Impulse Responses used in subsequent chapters for both dereverberation and
distant SV evaluation is presented.

2.3.1 Methodology

The evaluation of the dereverberation methods requires a reverberant speech with control-
lable or known room characteristics. An unprocessed (anechoic) reference source signal
is also necessary to measure objectively degradation introduced into a distant recording
using 3 of 4 abovementioned metrics, namely PESQ, FWSEGSNR, and CD. Typically, there
are three approaches to collecting the data needed in experiments with the reverberation
compensation:

1. Simulations with arti cial RIRS;
2. Simulations with genuine RIRS;
3. Real recordings.

The rst approach consists of convolution of anechoic or non-reverberant speech
signals with arti cially generated Room Impulse Responses (RIRs). The main advantage
of this method, among the others, is based on its highest scalability, where the maximum
size of the experimental corpora is limited by the product of the number of source speech
signals and the number of impulse responses. Source signals should be, in general,
recorded in low reverberant conditions with the neglectable noise level. One of the most
commonly used methods for the generation of impulse responses is the image-source
method [ 4]. It allows for generating a vast number of impulse responses with variable
reverberation time and source-receiver setup. Speci cally, it is also useful to virtualize
the scene by setting sound sources and multichannel receivers in different locations. Due
to parameterized order of re ections and in contrast to other approaches, this method
also allows for the generation of the direct path response and, therefore, calculation of the
direct signal necessary for reference-based objective measures like PESQ, FWSEGSNR, and
CD. Each other approach requires estimation of the direct signal to compute these metrics.
However, the main drawback of the image-source method is that RIRs are generated using
typically simpli ed empty cuboid room models. Although it allows for controlling the
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re ection (or absorption) coef cients of the walls and therefore obtaining an impulse
response with the desired reverberation characteristics, it does not re ect real rooms
containing objects like furniture that heavily affects the propagation of sound waves
from the source to the receiver. Thus, experiments using such simulated data might
be considered scienti cally signi cant but should be typicaly further evaluated in more
realistic environments.

The second approach avoids the problem of unreal rooms by using real (genuine)
impulse responses recorded in existing chambers. Consequently, the obtained results
are more reliable in the context of practical usage. However, collecting a valid number
of impulse responses requires a careful recording procedure and is much more complex
than generating arti cial ones.

The third approach of reverberant speech dataset creation assumes recording voice
signals directly in real rooms. This approach provides results mostly comparable with
real scenarios but is also the most complex and the least frequently used one. The main
drawback of this approach is the fact, that it is almostimpossible to collect the unprocessed
source signal. Secondly, a vast amount of resources is required to obtain a statistically
signi cant variety of rooms, speakers, and utterances. The organizers of the recent Far-
Field Speaker Veri cation Challenge [ 156] provided the Chinese language database Hi-
mia [ 154] potentially satisfying the requirements of this approach. However, the lack of
direct signals and a substantial amount of noise present in the recordings thwarts its usage
in the evaluation of speech dereverberation methods in this study.

Due to the abovementioned constraints, the experiments described in Chapters 3
and 5 are performed based on the rsttwo approaches. The used RIRs are summarized
in Chapter 2.3.2 followed by speech source datasets described in Chapter 2.3.3.

2.3.2 Room Impulse Responses

There are few publicly available datasets with real RIRs. The Aachen impulse response
(AIR) [87, 86] in version 1.4 contains responses recorded by 2-channel binaural and mock-
up phone microphones in 6 and 7 rooms with various reverberation times and speaker-
to-microphone distances. The 8-channel impulse responses collected in a varechoic
chamber are composed in the Multichannel Acoustics Reverberation Database at York
(MARDY) [197]. The C4DM [ 183] database aimed to collect a grid of RIRS from three
large rooms, which allows for investigation of reverberation in different locations within
the same room with a great number of microphone positions. The database described
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2.3 Methodology and datasets

Table 2.1: Summary of publically available datasets with real impulse responses used in
this research.

Name/Ref. # channels RT60 [s] mic-to-mic [cm]  src-to-mic [m]
AlIR v.1.4[87, 86] 2 0.12-5.18 17(bin), 2(ph)  various (0.5-10)
MARDY [197] 8 0.5 5 1,2,3
C4DM [183] 10£10¢rid approx. 2 50 various (1-12m)
ALBIU [69] 8 0.16,0.36, 0.61 3,4,8 1,2

in [ 69] includes measures recorded in a varechoic chamber with three xed acoustic panel
settings supposed to simulate a meeting room, of ce, and lecture room with 60dB rever-
beration times equal to 160 ms, 360 ms, and 610 ms, respectively. Responses were acquired
in Acoustic Laboratory in Bar-llan University (ALBIU), with an 8-microphone array. The
loudspeakers for the source signal playback were located on two semi-circles with source-
array distances of 1 m and 2m. Table 2.1 contains summary of the abovementioned
datasets with real RIRSs.

The rst three datasets, namely AIR, MARDY, and C4DM are used in Chapter 3.4.3,
whilst the ALBIU database was used as a real RIR source for experiments in Chapter 5.

2.3.3 Speech datasets

The subsequent chapters deal with both dereverberation and distant speaker veri cation
following the simulated approach with arti cial and genuine RIRs. This section introduces

the speech datasets used for both tasks. The source signals were mostly sampled from the
corpora considered in the speech processing community as  clean, namely TIMIT [ 61] and
LibriSpeech [ 143]. Furthermore, in subsequent chapters, the novel DNN-based systems
are trained and benchmarked with the VOICES [ 164] and the Voxceleb datasets [ 129, 36],
and hence, their short description is also provided below.

TIMIT

The well-known TIMIT [ 61] corpus was published in 1988 with the purpose of fostering
the research on phoneme and automatic speech recognition. To this end, it was designed
to contain the equal distribution of all phonemes among 8 English dialects. The dataset
contains 6300 recordings of utterances spoken by 192 female and 438 male (630 in total)
English speakers. There are 10 speech les for each speaker, where the rst 2, with a "SA"
pre X, include the common sentences "She had your dark suit in greasy wash water all
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year" and "Don't ask me to carry an oily rag like that" , respectively for all speakers. The
rest 8 les contain the random single sentences. The recordings were acquired with a
sampling rate equal to 16 000 samples per second. This dataset is available via Linguistic
Data Consortium (LDC) 2 and due to its relatively low fee its one of the most frequently
bought productin the LDC.

The major advantage of using this dataset in the research is its potential to reproduce
the results due to its popularity. In 2018 it has still remained in use with more than 20000
Google Scholar references and more than 1000 since 2017 [ 30]. The second major advan-
tage lies in the fact, that the recording sessions were performed in a quiet environment
with low reverberation time and a high direct-to-reverberation ratio. Therefore, recordings
are commonly considered as clean, i.e they are not degraded with noise or reverberation,
which makes the dataset highly usable in various types of simulation.

The main drawback of TIMIT is its small size, which is de nitely not enough for the
training of novel speech or speaker recognition systems. Secondly, its phonetic and
prosodic content does not re ect the actual use of spoken language, so it should not be
used as an ultimate benchmark dataset. Thirdly, the purchase procedure, even with its
low cost, can thwart the researchers not associated with some larger group from obtaining
the dataset. However, due to its advantageous characteristics that allow for controlling
experiment conditions, it is very often used in preliminary tests.

In this dissertation, TIMIT was used as a source of clean speech in the initial ex-
periments described in Chapter 3 and for optimization of the proposed multichannel
dereverberation method analyzed in Chapter 5.

Librispeech

The Librispeech dataset [ 143] was created as a publicly available, free of charge alternative
to the Wall Street Journal (WSJ) set for use in the Large Vocabulary Speech Recognition
(LRSV) tasks. This corpus contains 1000 h of the speech obtained from carefully sampled
14 500 audiobooks, read by 2484 speakers in total. Based on the Google Scholar report
from July 2020, this dataset has been referenced since its publication date in 2015 over 1100
times and, in fact, has become the benchmark dataset for DNN-based speech recognition
systems.

The fact that the content of the Librispeech is read is the main drawback of the corpus.
Consequently, the users should be aware of the fact that results obtained with this bench-
mark dataset should not be directly extrapolated to a spoken language. Secondly, the user

3https://catalog.ldc.upenn.edu/LDC93S1, Access: 21.07.2020
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() TIMIT example (b) Librispeech example

Figure 2.4: Normalized spectrograms of one second fragments of signals sampled from
TIMIT (a) and Librispeech (b) datasets.

of the dataset should be aware of the fact that some les in the parts denoted as  clean
in fact contain both reverberation and noise, which generates outliers in the obtained
distributions of the performance measures which distorts single-value metrics.

The quality comparison of the unchanged samples from TIMIT and Librispeech shows
that the Librispeech examples contain signi cantly more reverberation. This is the conse-
guence of harvesting the data from audiobooks, where a small amount of reverberation
does not affect the experience of listening. Short segments of audio samples from both
datasets are depicted in Fig. 2.4. The longer tails at the end of vowels are observable for
the Librispeech example.

Despite the abovementioned drawback, the Librispeech corpus has been used as the
main speech source dataset in Chapter 5, since it allows for benchmarking of all three
tasks, namely dereverberation, speech recognition, and speaker veri cation. As such, it
was possible to investigate the relations between different tasks in Chapter 5.7.

VOICES

The Librispeech corpus has been also used as a source of a clean speech in the develop-
ment of the VOICES Challenge dataset [ 164], prepared as a benchmark data for speech and
speaker recognition tasks. The VOICES dataset [164] contains the signals from Librispeech
recorded with single-channel microphones distributed in 4 real rooms with different
reverberation. Since the distances between microphones are signi cant, the recordings
are not suitable for the evaluation of the analyzed MCPLP-based dereverberation methods
as a result that both the desired signal and its variance are estimated with a Iter of the
common length and delay for all channels. In such a case, the obtained Iter would be
suboptimal as the reverberant component differs among signals from distributed mi-
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crophones. As such, this dataset was used in the evaluation of different techniques for
single-channel distant speaker veri cation in Chapter 3 and was not used subsequently in
multichannel approaches.

Voxceleb

Voxceleb 1 [129] and Voxceleb 2 [ 36] have been one of the most important datasets for the
speaker veri cation community. These large data volumes consist of the speech samples
of a vast number of celebrities extracted and carefully validated from interviews available

on YouTube. The recordings from 1251 and 6112 speakers of lengths 352 h, and 2242 h for
Voxceleb 1 and Voxceleb 2, respectively, span over a wide range of different ethnicities,
accents, professions, and ages. Due to the size and free access to the data 4, the corpora
have greatly fostered the research and became the most popular in benchmarking and
training of SV systems. In this thesis, the datasets were used mainly for the training of the
DNN-based systems in Chapters 3 and 5.

2.4 Summary

This chapter forms the theoretical background to the studies and experiments described
in the next chapters.

In speci ¢, Chapter 2.1 describes the fundamentals of the used speaker veri cation
systems, namely the generative GMM-UBM, i-vector, and DNN-based x-vector and mR18
systems. The system parts have been scrutinized and systematically described focusing
on the importance and practical relations between them.

Next, Chapter 2.2 provides a description of a problem of reverberation within the
context of speaker veri cation and the state-of-the-art methods that aim to solve it. Par-
ticularly, the detailed explanation of non-sparse and sparse Linear Prediction-based
dereverberation methods is included as they are further used in this dissertation.

Finally, the process of evaluation of the dereverberation methods and speaker ver-
i cation is reported in section 2.3 with a detailed description of the methodology and
datasets of Room Impulse Responses and speech samples used in the experiments in the
next chapters.

“https://www.robots.ox.ac.uk/ vgg/data/voxceleb/ (Access: 2018-11-10)
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Chapter 3

Single channel distant speaker
recognition

3.1 Introduction

The ongoing evolution of automatic speaker recognition technology has made a huge step
from feature analysis systems to novel approaches based on the comparison of speaker
embeddings extracted by DNNs. Kinnunen and Li describe the journey from feature-based
systems to supervectors in [ 103]. Hansen and Hasan in [ 70] focus on the comparison of the
ability to recognize speakers when performed by machines and humans, highlighting the
most important techniques. The recent summary of SR techniques|[ 119] from the noble
speech research group from Brno University of Technology encompasses an objective
benchmark of the performance of milestone SR methods that have been considered as
the latest in the last two decades.

The conclusion from the above-mentioned papers suggests that the future of speaker
recognition will involve using deep learning algorithms to extract speaker-speci ¢ infor-
mation and perform speci ed task, such as veri cation. However, even current state-of-
the-art systems still extract speaker embeddings from MFCC features [ 181]. Therefore,
accurate feature engineering or signal processing, tailored to the speci ¢ task, which
provides more robust input data, might still be pro table for novel systems.

Historically, as mentioned in Chapter 2.1, speaker veri cation systems can be divided
into three groups depending on the method of speaker modelling[  119] — generative Gaus-
sian (GMM-UBM) [ 162], generative subspace methods (i-vector) [ 42] and discriminatively
trained deep neural network-based systems, with its widely known representative x-vector
system [181]. Due to the generally greater computational complexity of DNN-based sys-
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tems, simpler generative systems might be used when processing cost is a constraint, for
example, when the calculation is done on mobile or 10T devices. As such, the experiments
in this chapter involve evaluation of all types of SV system. In speci c, this chapter aims
to thoroughly evaluate various components of feature-based single-channel SV systems.
The particular hypothesis which is veri ed in this chapter is formulated as:

Incorporating the feature set composed of reverberation robust features and features
computed on dereverberated speech signal into a distant speaker veri cation system im-
proves speaker veri cation performance compared to using only features of a single type, i.e.
either only features with or without reverberation suppression.

The description of the reverberation robust features is given in Chapter 3.2 followed
by the experimental setup described in Chapter 3.3 common for experiments described
subsequently. Chapters 3.4 and 3.5 contain descriptions of two main experimental parts
related to the investigated system types, namely generative and discriminative systems.

In the rst part 3.4, the aim of the rst two experiments is to establish the speaker
veri cation performance of the GMM-UBM [  162] and i-vector [ 42] systems with standard
channel normalization in the scenario where microphones are distributed in a simulated
room, as shown in Figures 3.5 and 3.7. With such a setup, it is investigated how selection of
microphones for system training, enroliment, and test affects the output performance. The
investigated channel normalization methods are Nuisance Attribute Projection (NAP)[ 28,
42], Linear Discriminant Analysis (LDA) [ 42] and Within Class Covariance Normalization
(WCCN) [73, 42], applied to an i-vector system.

The results and conclusions from the rst two experiments are used directly in the
third one, where the unique and thorough comparison of a system front-end processing
(i.e. dereverberation and feature extraction) in a more realistic scenario is provided. In
particular, the comparative study of using features dedicated to reverberant scenarios,
namely Mean Hilbert Envelope Coef cients (MHEC) [ 171, 169] and two-dimensional
autoregressive features (2DAR) [58, 57, 191] are presented along with front-end processing
based on the composition of weighted prediction error (WPE) [  131] signal dereverberation
with different feature extraction algorithms. In particular, it is shown that novel feature
fusion of the MHEC with MFCC computed on WPE-dereverberated signals, referred to
as WMM, outperforms the other feature extraction algorithms in the analyzed context.
Furthermore, in the third experiment, the strategy for optimal microphone selection based
on various acoustic parameters is evaluated. To the best knowledge of the author, this
comparison in the context of different features has not been reported in the literature.
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The second experimental part in Chapter 3.5, devoted to the DNN-based systems,
includes three smaller studies. It is argued that the feature extraction algorithm that
provides the best performance with the generative i-vector system also bene ts when
used with the discriminatively trained x-vector system. Evaluation is carried out with
Voxceleb [129] and VOICES [133] datasets. The study on the different approaches in the
training of the Probabilistic Linear Determinant Analysis applied to x-vectors has been
performed as an additional task.

All'in all, the main contributions of this chapter involve the evaluation of robust front-
end signal processing in generative and discriminative SV systems operating on single
channel speech signals and general strategy of using feature-based SV systems when
speaker is veri ed from distance. In particular, it is shown that using the proposed WMM
feature extraction algorithm is pro table for all types of speaker modelling. Note that the
goal of this chapter is not to obtain a single optimal SV con guration, but rather to show
the gains introduced by ne-tuning or substitution of various components of SV system.

The study described in this chapter received partial support from the Foundation for
Polish Science under grant number First TEAM/2017-3/23, entitled "Audio Processing
Using Distributed Acoustic Sensors", and has been published in part in:

» M. Witkowski, M. Rybicka and K. Kowalczyk, " Speaker Recognition from Distance
Using X-Vectors with Reverberation-Robust Features”, 2019 IEEE Signal Processing:
Algorithms, Architectures, Arrangements and Applications (SPA), Poznan, Poland,
2019

3.2 Investigated Features

Review of the robust features provided in [ 44] includes a survey of the features used in
channel mismatch, additive noise, and other degradations such as vocal effort and emo-
tion mismatch. The lack of analysis of robustness against reverberation in the literature
was the main motivation for conducting the study in this chapter. Since robust feature
extraction algorithms are evaluated exclusively in the subsequent parts of this chapter,
their brief description is provided here and not in the previous Chapter 2.

There are several approaches to extract features robust against reverberation from
speech recorded from distance. The rst group relies on separated dereverberation and
feature extraction block. Reducing room reverberation can be addressed at the signal level
using blind speech enhancement techniques such as Blind Spectral Weighting[ 170], Long-
term Log-Spectral Subtraction [ 62] and Linear Prediction-based approaches such as the
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Weighted Prediction Error [ 131], described in 2.2.2. The study on using WPE and several
beamforming techniques in the context of speaker veri cation has been described in
[126]. For a further general description of novel, mainly DNN-based speech enhancement
techniques in the context of speaker recognition, refer to Chapter 10.2 of [12].

An alternative approach involves using an adequate method for signal transformation
that provides a similar numerical representation of reverberant and non-reverberant
speech signals, which in this dissertation is referred to as robust feature extraction.

The extraction of Power Normalized Cepstral Coef cients (PNCC), described in [101]
is based on the application of auditory processing involving the use of power-law nonlin-
earity instead of logarithmic noise suppression and temporal masking for the extraction
of reverberation (and noise) robust features. In[ 148] the authors use locally normalized
cepstral coef cients (LNCC) as an alternative to MFCCs in robust speaker recognition in
highly revebererant scenarios. More detailed descriptions of the robust feature extraction
algorithms investigated in the subsequent parts of this chapter are given below.

3.2.1 MFCC

In fact the MFCC feature extraction [ 39] itself does not provide any reverberation suppres-
sion. However, as one of the most common algorithms in speech processing, it has been
used as the baseline feature in this chapter, as well as in other studies on reverberation
robust features [169, 101].

3.2.2 WPEM

The convenient approach to extend the capabilities of a SV system developed for operating
also in reverberant conditions is based on using an additional preprocessing stage that
removes reverberation from input signals. To this end, in this chapter, the incorporation of
the state-of-the-art Weighted Prediction Error dereverberation technique into the MFCC
extraction is evaluated. The difference between reverberant and dereverberated signals is
shown in Figures 3.2(a) and (b), which depict the normalized power spectra of the output
of the Mel-frequency Iterbank (without the application of the Discrete Cosine Transform
(DCT)). The power spectrum of the WPE+MFC clearly has less reverberation than that
of the MFC spectrum. The MFCC features extracted from the dereverberated signal
(hereafter denoted as WPEM) are more likely to be similar across rooms with different
levels of reverberation.
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3.2.3 MHEC

Another considered feature that has been reported to be robust against room reverberation

is the Mean Hilbert Envelope Coef cients (MHEC) [ 171, 169]. The following steps are
performed to compute the feature from a speech signal. First, a gammatone Iterbank
with center frequencies uniformly spaced on the equivalent rectangular bandwidth (ERB)
scale is applied to the microphone signal. As such, the sub-band division corresponds to
the one used in Mel-frequency Iterbanks. In each sub-band, the squared magnitude of
analytical signal (temporal envelope) is calculated, still in time-domain. Note that in this
processing step the ammount of data is equal to the length of the signal multiplied by the
number of sub-bands. Due to the high memory demand, the downsampling procedure
was introduced at this step, which is further denoted as MHEC+DS. Next, each envelope is
smoothed by a low-pass lter with coef cients[1 | °,°]to decrease the high-frequency
ripples in the envelopes.

The next step involves normalization by the long-term mean value, which is known as
automatic gain control (AGC) [ 169]. Then, for each frame, the mean envelope value is cal-
culated. Next, the authors in [169] use additional late reverberation compensation (LRC)
realized by spectral subtraction of the smoothed and shifted version of the microphone
signal. The convenient way to obtain the smoothed and shifted version of the signal is
spectral Itering with Rayleigh distribution as given in equation (8) in [ 169]. Interestingly,
in [ 171] the same authors describe the same feature extraction without late reverberation
compensation. Since highly reverberant scenarios are considered mostly in this work,
both variants of the algorithm have been analyzed, with denoting MHEC with additional
LRC as MHEC+LRC.

Subsequently, the dynamic range across the entire utterance is compressed by the
power law nonlinearity [ 171, 75, 101] with root exponential equal to 1/15, which was
reported in [ 171] to be more optimal choice for MHEC than the natural logarithm used
in typical cepstrum calculation. In the nal step, decorelation is performed by means of
DCT. The extraction of MHEC characteristics is shown in Figure 3.1.

Figure 3.1: Diagram of extraction of MHEC [171] features.
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Figure 3.2: Power spectra of reverberant speech (a) Itered by Mel-frequency lterbank,
(c) analogous to (a) but computed from the dereverberated signal, and the framed Hilbert
envelopes, (b) from MHEC feature extraction, and (d) from 2DAR feature extraction.
The envelopes were computed using the settings reported in [ 169] and [ 58] with Mel-
frequency warping enabled in 2DAR and a uniform number of sub-bands equal to 60 for
both features.

Figure 3.2(c) depicts the power spectrum computed from the Mean Hilbert envelopes
(i.e., before the dynamic compression block). Unlike Figs. 3.2(a) and (b), the power
spectrum is very smooth, regardless of the level of reverberation. Thus, the robustness of
MHEC against reverberation relies on having a similarly smooth power spectrum under
mismatched conditions.

3.24 2DAR

Another interesting concept of extraction of reverberation and noise robust features in-
volves two-dimensional autoregressive (2DAR) modeling of speech. In[ 58] itis shown that
the discrete Fourier transform (DFT) of the analytical signal is equivalent to the Discrete
Cosine Transform (DCT) of the even-symmetrized signal. Consequently, following the
Wiener-Khinchin theorem, the inverse Fourier Transform of the squared magnitude ana-
Iytical signal (i.e., Hilbert envelope) is equal to the autocorrelation. As such, the Hilbert
envelopes, obtained with the rst AR modeling in frequency domain (DCT), allow for
calculation of the second AR model in time domain.

The block diagram of the 2DAR extraction algorithm proposed in[ 58], is shown in
Figure 3.3. First, long signal parts (the authors of the method use frames of 10s) are
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Figure 3.3: Diagram of 2DAR [58] feature extraction.

subjected to DCT, which is followed by windowing to obtain separate sub-band represen-
tations in frequency (DCT) domain. The Frequency Domain Linear Prediction (FDLP)
includes calculation of the all-pole models for each sub-band, which is further used to
extract the temporal envelopes. Next, to obtain a framed representation, the envelopes
are integrated for speci ed intervals. Time Domain Linear Prediction (TDLP) refers to
using the autocorrelation, given as the inverse DFT of the framed temporal envelopes,
to obtain a time-domain all-pole model by solving the Linear Prediction problem with

the autoregressive method. The LP coef cients a, are then used to construct cepstral
components based on the recursive formula [9]

g for n A1
n'1(1. Dyajcn; i Aan, forlCn- (3.1)

where ¢, denotes the n-th output cepstral coef cient obtained from the P-th order LP

'ﬁ)aicmi, fornEP

Iter.

The envelopes depicted in Figure 3.2 (d) have also been warped onto the Mel scale
for convenient comparison with the Mel frequency spectrograms and the gammatone-
based envelope obtained within the MHEC feature extraction. Note that both Hilbert
envelopes (3.2(d) and (b)) include much smoother transitions among time and frequency
axes compared to the spectrograms (3.2(d) and (b)). This also implies that instead of
decreasing the amount of reverberation in a signal, the MHEC and 2DAR algorithms
smooth out the power spectra. In other words, the aim of these methods is to increase the
similarity of the feature matrices obtained from clean and reverberant signals.
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Figure 3.4: Diagram of WMM feature extraction.

3.2.5 WMM

Comparison of Figures 3.2(b) and (c) implies that the MFCCs calculated from the derever-
berated signal and the MHEC carry information that could be considered complementary.
For this reason, it is proposed to stack both aforementioned features in a single feature
vector. The diagram presenting this novel feature extraction fusion is depicted in Figure
3.4. In summary, after amplitude normalization, the WPEM feature vector is stacked with
the MHEC feature vector. The nal features are obtained by applying a power-based
Voice Activity Detector (VAD), with threshold set to the biased mean energy of the entire
utterance. Next, the Cepstral Mean and Variance Normalization (CMVN)[ 192] is applied
to compensate for stationary distortions. Essentially, the obtained feature extraction algo-
rithm is composed of WPE, MFCC, and MHEC, hence this combined feature is hereafter
referred to as WMM.

3.3 Common experimental setup

The aim of this part is to summarize all the details on the evaluation metrics and settings
of the feature extraction algorithms used across this chapter in one place.

The results of the experiments were analyzed in terms of Equal Error Rate (EER) and
minimal Decision Cost Function (minDCF).To examine the signi cance of the compared
EER, the coarse estimation of the A? result of the McNemar test [ 77] was used. Speci cally,
for a pair of EER results from two algorithms compared, Equations (8) and (10) from [77]
were used to determine the p value and the estimate of the minimal signi cant difference
in EER, respectively. Note that the minimal signi cant difference is directly dependent
on number of trials used in the experiment, hence the obtained values differ across the
performed experiments using various datasets.

Across all experiments, the signal processing front-end included different feature
extractors with some commonalities. At the very beginning of the processing chain, each
signal followed normalization, removal of DC components, dithering, and preemphasis
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Itering with coef cients equal to [1, -0.97]. For all feature extraction methods, frame
length and frame shift were set to 25 ms and 10 ms respectively, with Hamming window
applied. Spectra were obtained with a 512-point FFT.

MFCC extraction included the application of 27 Mel frequency lters that covered the
frequency range from 100 Hz to 8000 Hz. The 39-dimensional MFCC output vector for a
single frame consisted of the energy and the rst 12 cepstral components, appended with
delta and double delta features.

For WPEM extraction, the frequency-domain WPE algorithm [ 131] was used with the
number of Linear Prediction coef cients set to 20, 15, and 10 for frequency ranges of
0-500 Hz, 500-6500 Hz and 6500-8000 Hz, respectively. The prediction delay was equal
to 3 frames, which corresponds to 24 ms. The number of iterations was set to 2, and
the dereverberated signal was obtained by spectral subtraction. In this experiment, the

WPE implementation provided by its authors 1

was used. After signal dereverberation, 30
MFCCs (including the 0' th coef cient) were calculated by DCT of 30 triangular Iters in
the range between 20 Hz and 7600 Hz.

In the extraction of MHEC, 32 gamma lters covered the frequency range from 50,Hz
to 8000,Hz. In each sub-band, the temporal envelope was smoothed using the lter with
° fEel 27800 Asthe nal MHEC feature vector, the rst 20 of the 32 DCT coef cients were
used. This feature extraction algorithm has been implemented by the author based mainly
on[169]and [171].

The 2DAR feature extraction has been performed mainly using the default implemen-
tation settings provided by its authors 2. Due to 16 kS/s sampling rate, the DCT bandwidth
was enhanced to 8000 Hz. The FDLP and TDLP orders were set to default values of 120
and 15, respectively. The output feature vector contained recursively obtained cepstral
coef cients with corresponding deltas.

Finally, note that all features were nally subjected to Cepstral Mean and Variance
Normalization (CMVN) [192].

3.4 Generative systems

This section aims to evaluate generative speaker veri cation systems in a scenario with
microphones distributed within a reverberant room. From a practical point of view,

1The reference WPE implementation : http://www.kecl.ntt.co.jp/icl/signal/wpe/, Access: 2018-12-18
2The reference 2DAR implementation: https://github.com/iiscleap/FeatureExtractionUsingFDLP, Access:
2018-12-12
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such a scenario might be considered as the case where multiple cellular phones are
randomly distributed in a room and their microphones are used to capture speaker signals.
Using generative systems in such case is motivated by the fact that their computational
complexity is typically smaller than the complexity of DNN-based systems, and their
deployment might be easier for mobile devices.

In particular, in the rst experiment it is hypothesized that in general i-vector-based
system outperforms GMM-based system in the analyzed case. The experiment carried
out also shows the relationship between the ef cacy of the SV system and the distance
between the speaker and the microphone used to capture signals. Next, the goal of the
second experiment is to assess which i-vector channel normalization technique is most
pro table in this context. Finally, the benchmark on using different reverberation robust
feature extraction algorithms, including the proposed WMM method, is shown. The
novelty of the last experiments lies also in the comparison of different variants of MHEC
feature extraction, which in such context has not been published. Additionally, the results
of the last experiment indicate the optimal strategy for using systems trained for different
microphones in the analyzed case.

The experiments that used generative GMM-UBM and i-vector systems were per-
formed using the TIMIT dataset with trials from the MSR Toolkit, which was also used as a
software framework in this study. Signals from 530 speakers from the corpus were used for
the system training, and the remaining 100 speakers were used for evaluation. The trial
set contained 100k trials composed of 1k target and 99k nontarget examples.

3.4.1 Exp 1: In uence of microphone location for system training, en-

rollment, and scoring

One of the rst experiments was focused on nding an ef cient strategy of using dis-
tributed microphones for system training (UBM and total variability matrix extraction)
and speaker enrollment in multi-microphone GMM-UBM and i-vector systems without
any speci ¢ adaptation. Such a comparison was important for forming a baseline strategy
for subsequent experiments and has not been found in the literature. The proposed
experiment was also performed to select the system of choice for the analyzed scenario
and the optimal strategy of system training and speaker enrollment in relation to the test
position.

In this experiment, MFCCs with delta and double delta were extracted from the voice
signal as described in section 3.3. GMM-UBM and i-vector system architectures similar
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Figure 3.5: The simulated room with locations of microphones evaluated in experiment 1.
The letters indicate the locations of the microphones used to obtain the signals for system
training ( ¢), speaker voiceprint (model) enrollment (  m), and scoring ( 9).

to those implemented in the MSR toolkit were used. For the GMM-UBM system, GMM
consisted of 512 components, and speakers were enrolled using Maximum-A-Posteriori
adaptation of UBM. The dimension of i-vector subspace was set to 400, and LDA[ 42]
reduced that dimension to 200. PLDA scoring was applied to vectors with reduced dimen-
sion. Note that system components used in this experiment, namely UBM, TV matrix,
LDA and PLDA, were trained using the same training data composed of the utterances
from 530 speakers.

Figure 3.5 presents the recording setup in the simulated room, where 'c' refers to
the source microphone for training of UBM and total variability matrix, 'm' refers to
the speaker enrollment location and 's' refers to the test location. For convenience, the
scores on horizontal axis are in order of increasing source-to-microphone distance. For
example, with this setup, 'c1-m1-s1' refers to the matched conditions for system training,
enrollment, and test, whereas 'c1-m3-s7' is mostly opposite. The xed position of a
speaker is marked as "src".

The plots depicted in Figure 3.6 refer to the EER calculated for both types of systems,
for different training and enrollment conditions (locations) and for all scoring locations.
Note that the results in the rst ve plots denote mean and standard deviation margins
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Figure 3.6: The speaker veri cation performance related to different training and en-
rollment schemes. The scoring positions were organised at horizontal axis in line with
increasing corresponding speaker-to-microphone distances, namely 0, 2, 2, 4, 4, 7, and
8.6 meters.

computed from 10-fold crossvalidation. The titles of the rst ve plots are related to the
system training and enrollment. The last two plots contain only averaged values for ease
of comparison of i-vector systems with different enrollment (‘ivec comparison 1) and
system training locations (‘ivec comparison 2°).

The main conclusions of this experiment are as follows. First, the performance of all
systems heavily depends on the chosen locations where system training, enrollment and
test are performed. The EER varies in all setups from below 2% up to 15%. Typically, sys-
tem training and speaker enrollment is performed with  clean data, hence the plot ‘c1m1’
presents the general degradation of a SV system with increasing speaker-to-microphone
distance. Secondly, i-vector system is clearly more robust than GMM when speaker enroll-
ment is performed in a different position than system training (different 'c' and 'm') in
terms of EER, which is exhibited in plots 'c1m2' and 'c1m3' Interestingly, for the same
enrollment and system training position, the GMM-based system outperforms the i-vector
system, which is exhibited in plots 'c1m1’ 'c2m2' and 'c3m3" The results in plot 'c3m3'
imply also that using reverberant data in both system training and speaker enrollment
highly decreases its performance for low-reverberant test speech from microphone in
position 's1' Therefore, the results indicate that, in general, the GMM-UBM system seems
to perform well when no spatial mismatch occurs between system training, enrollment,
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and scoring. However, such assumption is idealistic, since training of a system is not per-
formed typically with a data with exactly the same channel. Keeping that in mind and due
to its general robustness, the i-vector-based system is claimed to perform better regardless
the locations. As such, the i-vector-based system is chosen for the next experiments as the
reference one and the formulated hypothesis cannot be rejected.

Additionally, the performance of the i-vector system, depicted in the plot entitled
'ivec comparison 1' con rms that the presentation of more reverberant data both in
system training and during enroliment is bene cial when the distance between the source
and the microphone increases. However, the plot ‘ivec comparison2' imply that using
data with low direct-to-reverberation ratio ('c3') for system training highly degrades the
performance of the system. Based on results from both plots, 'c1m2' seems to be to the
optimal strategy for i-vector system training and speaker enroliment.

3.4.2 Exp 2: i-vector normalization techniques

Since in the previous experiment it has been shown that the i-vector system might be
considered as more robust against reverberation, in this experiment this type of SV system
is further analyzed. As shown in Chapter 2.1.3 an i-vector contains both speaker and
channel, i.e. reverberation components. Therefore, the objective of this experiment is
to discover which state-of-the-art normalization technique and what position chosen
for normalization training provide the best performance in spatial speaker veri cation.
In particular, based on microphone positions (numbers) as in the experiment described
above, different normalization techniques have been compared — Linear Discriminant
Analysis (LDA) [42], Within Class Covariance Normalization (WCCN) [ 73, 42], Nuisance
Attribute Projection (NAP) [ 28, 42], and a combination of LDA and WCCN (denoted
hereafter as LDA+WCCN) [42], since they have been reported in the literature to be ef cient
as general channel compensation methods. The experimental setup and the dataset were
organised as in the previous experiment with a few modi cations as depicted in Figure 3.7.
Note that although the optimal setup requires speaker enrollment with moderate direct-to-
reverberation ratio, in this experiment, the i-vector system and speaker models are trained
using clean (unreverberated) data in order to better re ect the performance of channel
compensation introduced by a investigated normalization. The output dimension in LDA
was set to 200, similar to the previous experiment.

Figure 3.8 presents the results in terms of EER for different normalization techniques.
Similarly to a previous experiment, the titles indicate the position of the microphone
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Figure 3.7: The simulated room with locations of microphones evaluated in experiment 2.
The letters indicate the locations of the microphones used to obtain the signals for system
training ( c), speaker voiceprint (model) enrollment ( m), estimation of the normalization
parameters (n) and scoring (' S).

Figure 3.8: The comparison of normalization techniques used in the i-vector system
related to different position of microphone (marked in the titles of each plot) used to
acquire the normalization training data.

signals, which were used to train the transformation matrix, and 'nln2n3n4' refers to
using signals from all of the four locations for that purpose.

The results suggest that, in general, all techniques provide decent performance gain in
terms of both metrics, but the use of NAP in this context is consistently the least bene cial.
With increasing position number, the direct-to-reverberation ratio drops, and using signals
from position 'n2' results in the lowest SV errors. In that position, where the speaker-
to-microphone distance is approx 2 m, the direct-to-reverberation is optimal among all
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positions 1,2,3,4, i.e. the signal contains signi cant portions of both speaker and channel
information. As such, it is claimed that the use of signals from a single microphone might
enhance the veri cation ef cacy. Lastly, training with signals from multiple conditions
('n1ln2n3n4") is the most pro table regardless of the technique used except NAP.

Allin all, the results indicate that, except for NAP, LDA, WCNN, or their combination
provide comparable gains in terms of SV ef cacy. Secondly, it is shown that using signals
from the microphone with moderate direct-to-reverberation ratio is equivalent to using
all microphones for training of the normalization matrices. This conclusion is practically
important, as it is often impossible to gather signals from all the scattered microphones in
target environments for training.

3.4.3 Exp 3: Reverberation robust features and the in uence of acoustic

parameters

The main goal of this experiment is to validate the hypothesis that incorporation of the
proposed WMM feature extraction algorithm into a single channel SV system, operat-
ing under reverberant conditions, described in Chapter 3.2 results in increased system
performance compared to the other reverberation robust features. Apart from typical
comparison of the proposed feature extraction with other algorithms, different variants of
MHEC are thoroughly evaluated, which has not been present in the literature.Secondly,
it is also investigated which ef cient methods of choosing the output score from a set of
multiple single channel SV systems operating on scattered microphones is most pro table.

There are different techniques of using N>1 microphones for speaker recognition.
Studies in [ 24] and [ 88] show fusion techniques at different levels of the SV algorithm and
report the bene ts of likelihood fusions. Alternatively, the authors of [  126] and [ 146] show
that the use of a single microphone with the lowest value of the acoustic parameter D50
performs better than any fusion. As such, the second hypothesis for this experiment says
that this conclusion is also valid for alternative reverberation robust features.

In order to eliminate the bias introduced by appropriate system training and, hence,
increase the variability of the obtained scores, in this experiment the components of the
i-vector extractor, namely, UBM and TV matrix, LDA, WCCN and PLDA classi er, are
estimated again using non-reverberant data.

Figure 3.9 presents Equal Error Rates (EERSs) obtained by the i-vector system with the
investigated features. The results are obtained for signals convolved with a set of real
RIRs listed vertically. The responses have been carefully selected from publicly available
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Figure 3.9: The performance of i-vector system in terms of EER [%] for evaluated features
in relation to real RIRs used to simulate the test condition. Note that MHEC results in both
plots are the same for ease of comparison. Apart from identi er corresponding to a RIR

le name, vertical axis labels include related speaker-to-microphone distance Dswm,and
RIR acoustic parameters - the Deutlichkeit D50, Clarity Index C50 and Centre Time CT.
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Figure 3.10: The performance of the i-vector system room-wise scoring strategies for
different feature sets (‘avg' denotes simple score averaging over all of microphones, ‘'max’
refers to using the maximum value of all the scores, and C50,D50and CT refer to selecting
the score of single microphone with the highest respective acoustic parameter).

databases to maximize the variance of acoustic parameters within each room. In par-
ticular, the set contains responses recorded with four distributed microphones in Aula
Carolina [ 87], four microphones in the classroom, the Great Hall and the Octagon from the
C4DM [183] dataset, and three responses from the varechoic chamber with reverberation
time set to approx. 0.5s from the MARDY [ 197] dataset. The RIR identi ers, used as marks
for the vertical axis, were supplemented with the corresponding speaker-to-microphone
distance D gy and acoustic parameters, namely the Deutlichkeit (  D50), Speech Clarity
(C50) and Center Time ( CT) computed as in [ 146] for each RIR. The 50 ms response parts,
necessary to calculate C50 and D50, were selected as the rst 50 ms of the response next
to its highest absolute value. The results in the plots were sorted in descending order of
D50 for each room separately.

The rst plot (in the middle) allows for comparison of the EERs obtained with the sys-
tem with the investigated feature extraction methods described in section 3.2. The second
plot (on the right) depicts the results obtained with different variants of the MHEC feature,
namely (1) with preceding WPE dereverberation (WPE+MHEC), (2) with downsampling
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Figure 3.11: The p values obtained for approximation of ~ A? signi cance test for the upper
bound of pairwise difference of EERs [ 77] between the proposed WMM and other features
depicted in the rst plot of gure 3.9. The values at the bottom of the plot are below or
equal to 101 ©. The red dashed line indicates the level of p=0.05, i.e all values below that
line imply signi cant difference of the obtained EERSs.

applied after sub-band Itering with the gammatone lterbank (MHEC+DS), (3) with late
reverb compensation by Itering the obtained spectrum with Rayleigh distribution [ 169]
(MHEC+LRC), and (4) the MHEC features, presented for convenience of comparison of
values between the two plots.

The results in Figure 3.9 illustrate the scenario in which only a single microphone is
used in the test. The EER values depicted in Figure 3.10 allow one to assess the bene ts of
using speci c score fusion strategies that employ multiple microphones. Note that this
approach binds the approaches known from [ 146] to the additional context of the selected
features. This analysis has been performed separately for each room from the established
set and using features with most promising results shown in Figure 3.9.

The analysis of the signi cance of the obtained EER results was performed as de-
scribed in section 3.3 using the coarse approximation of the upper bound of the EER[  77].
Speci cally, the minimal ~ A? values were estimated to test the signi cance of difference of
the obtained EER between the system with the proposed WMM and 2DAR, MFCC, WPEM
and MHEC feature extraction algorithms, respectively. As given by equation (8) in[  77], the
A2 value enables for further calculation of the critical ~ p value, which indicates whether the
analyzed pair of EER is signi cantly different. The obtained p values are shown in Figure
3.11. For clarity, all very low values below the level of 10 i © were set to this limit in order to
be visible on the plot. Actually, the minimal signi cant differences between the methods
estimated using equation (10) from [ 77] were also calculated, but the implications of
those numerical results perfectly t the conclusions taken from Figure 3.11.

There are several conclusions following the obtained results. First, as can be clearly
observed in Figure 3.9, in line with the remarks from [ 146], there is a strong correlation

66



3.4 Generative systems

between the acoustic parameters, especially with D50 and the performance of the system
for all features. This phenomenon is exhibited when comparing the results for the rsttwo
responses from Aula Carolina and the Octagon. Interestingly, the speaker-to-microphone
distances for the rst two RIRs from the Great Hall and the Octagon decrease with increas-
ing EER. Hence, it is worth mentioning that a separate speaker-to-microphone distance
should not be used alone as an indicator of usefulness in the context of SV, although it
might seem to be.

Secondly, in the studied highly reverberant scenarios, the gains introduced by using the
MHEC and the proposed WMM feature are visible. These algorithms clearly outperform
use of the MFCC and MFCC preceded by WPE dereverberation. Interestingly, the ef cacy
of the system with 2DAR features is much lower than the baseline MFCC (i.e., without
any reverb compensation), which implies that the severe smoothing provided within
auto-regressive feature extraction also removes important speaker information in the
analyzed context.

As can be clearly observed in Figure 3.11, almost all obtained p values lie below the red
dashed line of p=0.05, which indicates that the corresponding pairs of EER are signi cantly
different. Thus, it is claimed that the use of the proposed feature-level fusion indeed leads
to the lowest SV errors among the studied features in highly reverberated conditions.
Furthermore, the signi cance analysis shows that MHEC is the second method of choice
as the p values, obtained for the other methods are mostly equal to or below the level
101 8.

The results from the second plot in Figure 3.9 indicate that using MHEC in its basic
form is most bene cial in the i-vector-based SV system. Application of the additional
dereverberation, as in WPEM, before MHEC extraction, signi cantly degrades the perfor-
mance of the system, which implies that the use of these two reverberation suppression
techniques is not pro table. Similarly, using downsampling or late reverb compensation
generally does not improve the performance of the system in this context.

Finally, let us discuss the results from Figure 3.10. The results for all rooms follow
the trend that naive averaging of the scores obtained for the scattered systems results in
poor speaker veri cation performance. The second best practice that does not require
any knowledge of the microphone positions or their characteristics uses the maximal
score value. In line with the conclusions from [ 146], the lowest error is obtained when the
microphone with the highest value of any of the investigated parameters is chosen for the
scoring, regardless of the feature extraction algorithm, which con rms in part the second
hypothesis formed at the beginning of the description of this experiment. Note that due
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to the high correlation between acoustic parameters, there is no difference between the
results in Figure 3.10 for all of them. It is also clear that for all rooms except Aula Carolina,
again the proposed WMM seems to be the most robust among the studied features.

Allin all, apart from multiple investigations, based on the shown results none of the
formulated hypothesis should be rejected, i.e. the proposed WMM features outperform
the other reverberation robust features and it is pro table to use D50 or other acoustic
parameter for selection of microphone for distant speaker veri cation regardless the used
feature extraction algorithm.

3.4.4 Conclusions

This part of the chapter encompassed three experiments with a generative speaker veri -
cation systems. First, it has been shown that i-vector-based systems outperform GMM-
UBM-based in reverberant conditions, when i-vector extractor is trained with clean data.
Second, the results of the rst two experiments indicate that the use of the signals from
microphone in which both reverberation and speech signal are noticable for enroliment
and training of normalization is optimal in terms of SV ef cacy. Thirdly, the results of the
last experiment con rmed that the proposed WMM feature outperforms other analyzed
reverberation robust feature extraction algorithms. Lastly, microphone with the highest
values of analyzed acoustic parameter ( D50, C50 or CT) should be selected for scoring
regardless the used feature extraction, including the WMM.

Finally, note that the overall goal of the abovementioned experiments was not to obtain
the system con guration that achieves the best absolute performance, but to investigate
the relations on ne-tuning the components of a generative SV system. As such, no global
comparison is given here.

3.5 DNN-based systems

Due to the evolution of speaker veri cation from generative to DNN-based models, the
natural step was to complement the previous experiments with the investigation of the x-
vector extractor proposed in 2018 by Snyder et al. [ 181]. Upon the conclusions formulated
on the basis of the experiments with generative systems, the aim of the investigations
described in this chapter is to reduce the effect of detrimental late reverberation and noise
on speaker recognition based on the x-vector extractor. In particular, it is hypothesized
that the use of the proposed WMM feature extraction increases x-vector-based SV ef cacy
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in reverberant conditions. To validate this hypothesis, three experiments are performed
and described in Chapters 3.5.1, 3.5.2 and 3.5.3.

The rst experiment aims to compare the performance of the algorithms with the
system trained in the same manner. In the second experiment it is validated whether
dedicated Probabilistic Linear Discriminant Analysis (PLDA) training improves the SV
performance in the analyzed case, as this approach is typical in channel adaptation. The
experiments described in Chapter 3.5.3 present the results of the author's participation
in the VOICES from Distance Challenge and addresses the analyzed problem with an
alternative dataset.

Note that the high robustness of the x-vectors against noise and room reverberation has
already been shown in [ 126, 134], outperforming the subspace-based i-vector approach.
However, the impact of reverberation robust features has not been investigated to the best
knowledge of the author. The following paragraphs describe the experimental setup for
the experiments.

In particular, the TDNN structure de ned in [  181], implemented in the Voxceleb
recipe [178] for the Kaldi toolkit[ 150, 178] and described in section 2.1.3 is used across
the experiments for x-vector extraction. Kaldi-based Voice Activity Detection (VAD) and
CMVN were applied as postprocessing for all investigated features. The bias parameter
in the energy-based VAD was always set to 5.5. Having extracted the x-vectors, their
dimension is reduced using the LDA [ 42], mean centering, and length normalization.
Next, processed x-vectors are scored using the Probabilistic Linear Discriminant Analysis
(PLDA) [152]. The implementation of PLDA from the Kaldi toolkit was adopted[  178]. Final
scores are obtained by applying an adaptive symmetric normalization (S-norm)[  118] for
all three experiments. The S-norm cohorts consisted of 80 top scored utterances from 200
utterances randomly selected from the entire development dataset.

In this study, the proposed approach is based on multiconditional PLDA training, in
which 4 types of different acoustic conditions are considered: clean, noisy, reverberant,
and noisy reverberant conditions. The noisy case has been studied additionally according
to the main assumptions made in Chapter 2. The reverberant data are obtained using
both real and arti cial RIRs (described further in detail) from rooms with different rever-
beration times and different distances between the source and the microphone. Noise was
generated by adding music and ambient sounds (sounds that are not classi ed as speech)
to microphone signals at different SNR levels. The RIRs and noise les were selected
randomly as in the Voxceleb Kaldi recipe.
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In order to mitigate the mismatch between the training and test data, the Voxcelebl
dataset [129] was selected for training and test in the rst two experiments. The test
consisted of 4 874 utterances (40 speakers) with 37 720 trials; the training consisted of 148
642 utterances (1211 speakers).

In the last experiment of this part, the test was conducted on the VOICES Challenge
dataset, composed of the development and evaluation parts, as the results of participation
of the author in the Challenge. The development set (15 904 utterances, 196 speakers)
was used for system calibration and tuning. The evaluation set (11 392 utterances, 100
speakers) was used to estimate the performance of the submitted system. For TDNN
training, the VoxCelebl train part combined with the entire VoxCeleb2 [ 36] (1 128 246
utterances) were used. In total, in the last experiment, the train set was composed of 1 276
888 training utterances from 7323 speakers.

The training and test sets were augmented based on multiple schemes, denoted
hereafter in this Chapter as:

clean - clean recordings, without any distractors, which formed the base for further
augmentation;

« rev - clean set convolved with random simulated RIRs 2 from small and medium
rooms (i.e. reverberation only);

* noises- clean set augmented with music or random noise from MUSAN corpus
(noise only);

e aug - clean set augmented with music, random noise from MUSAN corpus|[ 179]
and babble noise created using TIMIT ( noiseswith babble noise);

e rev_noises- rev set augmented with music or random noise from MUSAN (both
noises and reverberation).

Number of utterances in each scheme is the same, i.e. augmentation was performed
randomly utterance-wise. See the Voxceleb Kaldi recipe [ 178] for more details on the
augmentation algorithm. In the descriptions of the experiments below, particular sets are
denoted with the scheme name in the suf X, e.g.  train_rev indicates train set augmented
with rev scheme.

The RIR set established in [ 108], implemented in the Voxceleb Kaldi recipe, has been
used to obtain reverberated signals. It consists of both arti cial and real impulse responses.

3http://www.openslr.org/28/, access: 2019-02-28
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The arti cial set includes RIRs generated by the image method [ 4] for 200 rooms by
randomly selecting the size of aroom, an average absorption coef cient, and the positions

of the microphone and the source. The width and length of a room are sampled from

the ranges 1 m to 10m and 10 m to 30 m for small and medium sized rooms, respectively.
Each room height is set between 2 m to 5 m. Absorption coef cient ranges from 0.2 to 0.8.
The distance between the speaker and the microphone has been not greater than 5 m for
each room. For the entire arti cial set, the 60 dB reverberation time varies in the ranges
0.04s-1sand0.14s—1.50s for small and medium rooms, respectively. The real RIR set is
composed of 325 responses from the RWCP sound scene database [130], the 2014 REVERB
challenge [105] database and the Aachen impulse response database (AIR) [87].

As an additional metric to the EER, performance is also reported with a minimal
value of the Decision Cost function (minDCF) calculated using the parameters from the
VOICES challenge [133] such as Cpjss £Ct4 A1 and Py A0.01. Analogously to previous
experiments, the estimation of the coarse upper boundary for EER obtained with a pair of
SV systems was used to validate if the results obtained are signi cantly different.

Finally, note that the investigated feature extraction algorithms were initially imple-
mented in Matlab for the purpose of the previous experiments. To avoid a transition to
C++ or Python, the algorithms have been wrapped into the Kaldi recipes to perform the
assumed experiments, which is not a typical procedure and was performed by the author.

The description of the three performed experiments and arguments on the obtained
results are presented in Chapters 3.5.1, 3.5.2 and 3.5.3.

3.5.1 Features robustto reverberation

The aim of this experiment is to investigate which reverberation robust features followed by
the x-vector extractor provide the highest system robustness towards room reverberation.
To this end, an experiment in reverberant and noiseless conditions (different rooms and
distances to the source) is conducted. Based on the results obtained in Chapter 3.4.3, three
feature extraction algorithms have been selected for comparison: MFCC as a baseline,
MFCC computed from the signal dereverberated using WPE (WPEM) as the most common
approach, and the proposed WMM, obtained by stacking the WPEM and MHEC features,
as described in Chapter 3.2.

In this experiment, the TDNN-based x-vector extractor was trained with a clean
train part of Voxcelebl combined with its copy randomly augmented with arti cial re-
verberation (as in rev) and noise sources (as in noises). For LDA and PLDA training,
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Voxcelebl_train data augmented with arti cial reverberation were used (following the rev
scheme). For evaluation, three types of test datasets were created based on Voxcelebl _test:
speech convolved with simulated RIRs, speech convolved with real RIRs, and for the
completeness of comparison, clean speech, denoted in this section as AR, RR and Clin, re-
spectively. The summary of schemes for creating training and test sets for this experiment

is included for convenience in Table 3.1.

Table 3.1: The summary of augmentation schemes applied for training and test sets used
in experiment described in Chapter 3.5.1.

Target Dataset Source Dataset Augmentation scheme
Training set for x-vector extractor Voxcelebl train clean, rev, noise
Training set for backend (LDA, PLDA) Voxcelebl train rev

Test set Voxcelebl _test Cin, AR, RR

Table 3.2 presents the results of this experiment, which used 27'720 trials in each
test condition. A coarse statistical analysis was performed based on the estimation of
the upper bound of the minimal difference interms of EER[  77] in order to validate the
minimal statistical differences of EER, and on that basis, the statistical signi cance of
the results. As can be seen, the WMM results for the Cln and AR conditions are the only
signi cantly different SV results compared to the baseline MFCC, since the EER scores
(4.38% and 5.35%) are below the level of the MFCC scores with a minimal difference
subtracted.

First, the results indicate that the use of dereverberated signal (WPEM features) im-
proves the system performance over standard MFCCs, however, not signi cantly. On the
other hand, further signi cant improvement is possible with the WMM features, which
use the complementary information of MHEC. Note that this trend is also re ected in
terms of minDCF.

Secondly, the gain observed for the WMM and WPEM features for the Cln scenario
might be justi ed by the fact that Voxceleb_testis composed of samples from interviews.
As such, itis not entirely clean dataset and includes some reverberant speech, which is
successfully suppressed by appropriate processing. Additionally, the samples contain
noise, which impact on the SV results is not mitigated in this scenario. Hence, in general,
the obtained EER results are quite similar and mostly not signi cantly different. Therefore,
in further experiments described in Chapter 5, the datasets with feasible control of noise
and reverberation were used.
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Table 3.2: Results of comparison of features using evaluation on test part of Voxcelebl in
three conditions: no augmentation in test (Cln), with test data corrupted with arti cial

(AR) and real (RR) reverberation. ¢, EER values denote minimal signi cant difference
of EER between the baseline MFCC and WPEM or WMM features, computed with 95%
con dence using equation (10) from [ 77]. Last column indicates whether obtained EER
results is signi cantly different from the result obtained for MFCC feature.

(T:eosr: G Features minDCF  EER[%] ¢ EER [%] Sﬁ?f;fsﬂﬂ,y
MFCC 0468 471 ]
CIn WPEM 0430  4.72 0.31 7
WMM 0406 438 X
MFCC 0550 577 ;
AR WPEM 0514 559 0.343 7
WMM 0494 535 X
MFCC 0566 5091 ;
RR WPEM 0534 585 0.347 7
WMM 0518 564 7

Nevertheless, based on the systematic improvement observed for all test conditions
and both metrics, the results con rm that the proposed WMM feature is pro table in
comparison to MFCC as input into the TDNN-based speaker veri cation system. Note
that the constant gain obtained by incorporation of WPEM features has been shown to be
insigni cant and incorporation of MHEC provides additional gain as in the WMM.

3.5.2 Multiconditional PLDA training

The typical procedure for the deployment of the SV system is based on the adaptation
of a pretrained system to the speci c task. To address this case, the second experiment
aims to investigate the in uence of a multiconditional PLDA training in a reverberant
acoustic conditions on the system performance. Speci cally, it is investigated which type
of PLDA training improves the effectiveness of the system in both noisy and reverberant
conditions when the proposed WMM features and baseline MFCC are used as feature
extraction algorithms. Four types of PLDA training schemes, namely  clean, rev, rev_noises
and noisesare compared. In [ 157] it is reported that multiconditional PLDA training is
pro table to increase the robustness of the SV system against noise. The novelty of this
experiment lies in the fact that this approach is also validated with reverberation.

The TDNN was trained as in the previous experiment but using  train_aug instead of
train_noises. PLDA training sets were prepared with VoxCeleb1 train to cover combina-
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