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Chapter 1

Introduction

Astronomers study the physical phenomena outside the Earth's atmosphere by ob-
serving cosmic particles and electromagnetic waves incident on the Earth. Each type
of observation provides another perspective on the universe thereby unraveling some
mysteries while raising new questions. Over the years, astronomy has become a
truly multi-wavelength science. A nice demonstration is provided in Fig. 1.1. In
this image, the neutral hydrogen gas observed with the Westerbork Synthesis Radio
Telescope (WSRT) exhibits a warped structure that is completely invisible in the op-
tical image from the Sloan digital sky survey [106]. The radio observations therefore
provide a radically different view on the dynamics of this galaxy.

Images like Fig. 1.1 are only possible if the instruments used to observe differ-
ent parts of the electromagnetic spectrum provide a similarresolution. This poses
quite a challenge since the resolution of any telescope is determined by the ratio of
wavelength and telescope diameter. Consequently, the aperture of radio telescopes
has to be 5 to 6 orders of magnitude larger than that of an optical telescope to pro-
vide comparable resolution, i.e. radio telescopes should have an aperture of several
hundred kilometers. Although it is not feasible to make a dish of this size, it is possi-
ble to synthesize an aperture by building an interferometer, i.e., an array of receiving
elements.

An interferometer measures the correlation between signals received by two an-
tennas spaced at a certain distance from each other. Initially used to study a sin-
gle source passing over the sky, the principle was used in optical astronomy in the
Michelson stellar interferometer (1890, 1920); the �rst radio observations using two
dipoles were done by Ryle and Vonberg in 1946 [96,97]. Examples of subsequent in-
struments were the Cambridge One Mile Telescope, the 3 km WSRT in Westerbork,
The Netherlands (1970, 14 dishes with 25 m diameter), the 36 km Very Large Array
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2 Introduction

Figure 1.1: Image of the spiral galaxy NGC 5055, showing the structure of the neutral
hydrogen gas observed with the Westerbork Synthesis Radio Telescope (blue) super-
imposed on an optical image of the same galaxy from the Sloan digital sky survey
(white) [40].

(VLA) in Socorro, New Mexico, USA (1980, 27 movable 25-m dishes) and the 25
km Giant Meter-wave Radio Telescope (GMRT) in Pune, India (1988, 30 dishes with
45 m diameter). These telescopes use Earth rotation to obtain a sequence of corre-
lations for varying antenna baseline geometries w.r.t. theobserved sources, resulting
in high-resolution images via synthesis mapping. Even larger baselines (up to a few
thousand kilometers) were obtained by combining these instruments into a single in-
strument using a technique called very long baseline interferometry (VLBI), where
the telescope outputs are time-stamped and post-processedby correlation at a central
location. An extensive historical overview is presented in[116].

The radio astronomical community is currently building or developing several
new radio telescopes for observations below 300 MHz, such asthe Low Frequency
Array (LOFAR) [15, 127], the Murchison Wide�eld Array (MWA)[72, 73] and the
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Figure 1.2: Photograph of the LOFAR antennas near the 100-m telescope in Effels-
berg.

Long Wavelength Array (LWA) [33,57]. LOFAR, designed to operate from 10 to 90
MHz and from 110 to 240 MHz, is under construction in the Netherlands with ex-
tensions throughout Europe. The MWA is being deployed in theWestern Australian
Desert and covers the frequency range from 80 to 300 MHz. Finally, the LWA is being
developed in the United States to observe between 20 and 88 MHz, emphasizing the
world wide interest in low frequency radio astronomy. Earthbased observations of
extraterrestrial radio waves at the lowest frequencies of the electromagnetic spectrum
are hampered by the ionosphere, which becomes effectively opaque at frequencies
below 10 MHz. Several studies have therefore investigated the feasibility of a radio
astronomical facility on the Moon [35, 62, 154] or in space [9, 54]. The sensitivity,
resolution and spectral �exibility of these new instruments will provide an unprece-
dented view at the low frequency universe.

1.1 Phased array technology

These instruments look vastly different from current radiotelescopes as nicely demon-
strated by a picture of the LOFAR �eld near the 100-m telescope in Effelsberg shown
in Fig. 1.2. These instruments use phased array technology,which is new to the radio
astronomical community. A phased array radio telescope consists of a large number
of small antennas instead of a small number of large dishes. Each of these antennas
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� 1 � N
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Figure 1.3: Schematic comparison between focusing of wavesfrom a speci�c direc-
tion by a classical radio telescope (left) and a phased arraytelescope (right).

has a very large �eld-of-view (FOV), which means that they receive signals from all
over the sky simultaneously. The array is focused on the signal of interest by com-
bining the signals from many antennas after correction for the geometrical delay over
the array. This is schematically compared to focusing of an incoming wave by a dish
in Fig. 1.3.

Beam forming is the process of spatial �ltering of the received signals to select
the signal of interest. Beam forming may be implemented using either analog or
digital electronics and aims to maximize the sensitivity ofthe array in the direction
of interest while minimizing its sensitivity in other directions. Different optimization
schemes have been developed for distinct constraints on thedesired sensitivity pattern
[23, 69, 122, 126] or to suppress radio frequency interference (RFI) [14, 19]. The
sensitivity pattern of the array is called the array beam pattern or simply array beam.
In a similar way, the sensitivity pattern of an antenna is referred to as antenna beam
pattern or antenna beam.

We can map out the celestial sphere by scanning over the sky using a beam for-
mer. Another option is to correlate the signals from the antennas with each other.
The correlation between the signals from a pair of antennas provides information on
the spatial coherency of the incoming electromagnetic �eldon the spatial frequency
corresponding to the baseline between the two antennas. By measuring these correla-
tions, or visibilities, for all possible antenna pairs within the array, we thus sample the
spatial coherency in an aperture described by all baseline vectors. These visibilities
are the Fourier transform of the brightness distribution onthe sky weighted by the
antenna beam pattern [59,116] and can therefore be used to construct an image of the
sky. This process is called imaging. While a beam former can only apply one delay
and one gain to each antenna at a time, an imaging routine, or imager, can assign one
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delay and one gain to each visibility, i.e. to each antenna pair, and is therefore much
more �exible. An imager can also optimize for all directionssimultaneously which
allows an imager to disentangle the source structure from the instrumental response,
an operation called deconvolution.

The combination of antennas with a wide FOV and an electronicbeam former or a
correlator provides phased array telescopes with unprecedented capabilities. Depend-
ing on the system design, available bandwidth and availablecomputing power, it is
possible to form multiple beams simultaneously. This can beexploited to increase the
instantaneous FOV of the telescope. If the signals from all antennas are correlated,
an imager can produce snapshot images of their entire FOV. Ultimately, the telescope
can be used as an all-sky monitor. Practical limitations will generally reduce either
the bandwidth or the FOV or both. This will limit the all-sky monitoring capabilities
which are attractive for the study of transient phenomena. Fortunately, if there is an
appropriate transient detection scheme, a beam of a phased array telescope can be
steered to a detected transient within seconds or even shorter time scales. This re-
sponse time is much faster than the few minutes required by a classical dish telescope
to slew to another part of the sky. Phased arrays are therefore potentially powerful
instruments for the study of transient phenomena and generally provide a much larger
instantaneous FOV than current radio telescopes.

This �exibility comes, of course, at a price. The sensitivity of a radio tele-
scope is directly proportional to its collecting area. The Square Kilometre Array
(SKA) [31, 44], the telescope of the future, is envisaged to be two orders of magni-
tude more sensitive than current radio telescopes. In optimal phased array designs,
the collecting area per antenna roughly scales with wavelength squared. This implies
that the number of antenna elements, which is closely related to the number of sig-
nal paths, increases with frequency squared. This makes phased arrays prohibitively
expensive at frequencies higher than about 1500 MHz. Although the exact turnover
frequency may increase as hardware costs decrease due to further advances in inte-
grated circuit manufacturing, this sets the limit on the range of applicability of phased
arrays for SKA. This is re�ected in the speci�cations of the Electronic Multi-beam
Radio Astronomy Concept (EMBRACE) [1,2,84] prototype which operates between
400 and 1550 MHz.

1.2 LOFAR

The author has been deeply involved in the development and veri�cation of LOFAR,
which is a nice example of a distributed phased array telescope. LOFAR is designed
to operate between 10 and 240 MHz [127]. It was originally conceived as a survey
telescope for frequencies below 100 MHz. A survey telescopeis optimized to map out
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large fractions of the sky ef�ciently. Its key �gure of meritis its survey speed, which
is proportional to the product of instantaneous FOV and sensitivity squared. At these
frequencies, phased array technology provides the most cost effective way to create
the large effective area and the large FOV needed to get at least an order of magnitude
improvement in survey speed over existing radio telescopes[15]. The driving force
behind the sensitivity requirement was the need to calibrate the distortions of the in-
coming radio waves by the ionosphere. Calibratability of the telescope has therefore
been the key argument in the design of the LOFAR lay-out [17, 148, 155, 159]. The
emphasis put on the calibration of the telescope is also re�ected in the fact that the
calibration studies have resulted in three Ph.D. theses. This thesis concentrates on
station level signal processing, i.e. processing of the signals from individual receivers
within a station. The other two, written by Sebastiaan van der Tol [121] and Huib In-
tema [51], concentrate on (ionospheric) calibration at array level, i.e. between stations
(groups of antennas).

During early discussions on the LOFAR concept, people realized that an exten-
sion of this telescope to the 110 – 240 MHz frequency range would create an instru-
ment that should be able to detect the very weak signals from the Epoch of Reioniza-
tion (EoR). During this era, the �rst objects formed in the universe after the birth of
the universe itself. These objects reionized the neutral hydrogen in their surroundings.
With LOFAR, we should be able to detect this process by looking for a transition in
the intensity of the 21 cm neutral hydrogen line at redshiftsof about 10. Detection
of these signals will put strict constraints on cosmological models describing how the
structures we observe in the universe today were formed. This led to the introduction
of an additional type of antenna to cover this frequency band.

An attractive feature of phased array telescopes is that their receiving elements
are, in principle, omni-directional, which makes it possible, in principle, to build
an all-sky monitor. This makes them very suitable instruments to search for tran-
sient phenomena and to study variable sources. A particularform of transient, which
also led to LOFAR's �rst scienti�c result by the LOFAR Prototype Station (LOPES)
in Karlsruhe [34], are the radio �ashes produced by ultra-high energy cosmic rays
(UHECR) when colliding with particles in the Earth's atmosphere or the surface of
the Moon. These UHECRs consist of particles or
 -photons at energies over1020

eV. Such particles cannot be produced by particle accelerators on Earth and may thus
provide a new view on the most energetic processes in our universe.

The four science cases alluded to above (survey, EoR, transient and cosmic rays)
led to a set of speci�cations that de�ned a very versatile instrument. LOFAR exploits
two types of antennas, low band antennas (LBA) operating between 10 and 90 MHz
and high band antennas (HBA) covering the 110 – 240 MHz frequency range. These
antennas are grouped in stations. The antennas within each station are connected
by coaxial cables to an on-site station backend containing receiver units (RCU) and
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mode input connector frequency band (MHz) ADC clock (MHz)

1 LBA-1 10 – 90 200

2 LBA-1 30 – 90 200

3 LBA-2 10 – 90 200

4 LBA-2 30 – 90 200

5 HBA 110 – 190 200

6 HBA 170 – 230 160

7 HBA 210 – 240 200

Table 1.1: Observing modes supported by the RCUs.

digital processing boards. The RCUs are equipped with threeinput connectors, two
for a single polarization from an LBA and one for a single polarization from a HBA
tile, several analog band pass �lters and a 12-bit ADC that can either run at 160 MHz
or at 200 MHz. A complete overview of supported observing modes is provided
in Table 1.1. The digitized antenna signals are processed further in dedicated FPGA-
based remote station processing (RSP) boards. In the standard processing pipeline the
signals are split into 512 subbands, which are either 156 or 195 kHz wide depending
on the ADC clock frequency, using a polyphase �lter bank. After subband selection,
48 MHz total bandwidth is beam formed towards the direction of interest before the
beam formed signal is sent over a 2 Gbit/s Ethernet link to thecentral processing
facility (CEP) located in Groningen. At CEP each subband signal is split into 256
channels and correlated with the corresponding signals from other stations. This
produces the raw visibility data for the LOFAR array which has 1 s time resolution
and� 1 kHz frequency resolution.

The Dutch LOFAR stations have 96 LBAs, 48 HBA tiles and 96 RCUs. A tile
is a compound element in which the signals from a4 � 4 array of 16 HBAs are
combined using an analog beam former. During standard observations, 48 LBAs
or 48 HBA tiles will be selected by choosing the appropriate input channel of each
RCU. The HBA tiles on the stations in the inner 1.5 km, the corearea, are arranged
in two subarrays of 24 HBA tiles instead of a single array of 48HBA tiles. This
allows each core station to emulate two 24-tile stations instead of a single 48-tile
station. This increases the number of unique baseline vectors, and thereby the amount
of instantaneously available spatial frequency information, considerably. Figure 1.4
shows an aerial photograph of a core station. The Dutch LOFARstations support
baselines up to 150 km. Collaboration with foreign institutes has led to extensions of
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Figure 1.4: Aerial photograph of a LOFAR core station.

LOFAR throughout Europe with stations in Germany, the United Kingdom, France
and Sweden. This is nicely illustrated by Fig. 1.2 showing the LBA station in front
of the 100-m telescope in Effelsberg. These stations will have 96 LBAs and 96 HBA
tiles. They will also have a backend that supports 192 signalpaths, which allows all
96 LBAs or all 96 HBA tiles to be used at the same time.

The RSP boards can also produce a number of statistics of the incoming data.
The real-time station correlator can correlate all input channels for a single subband.
This data is used by the on-line station calibration processthat will be discussed in
Sec. 2.3. The correlated data can also be stored on the local control unit (LCU) for
further off-line processing. This option has been used extensively to obtain data for
validation of the calibration and imaging approaches discussed in this thesis. The
RSP boards can also provide real-time autocorrelation spectra of all input channels
and the beam former output, which is very helpful for system health monitoring.

1.3 Hierarchical system architecture

The Dutch LOFAR system is envisaged to consist of at least 36 stations. This implies
that the full system consists of� 3500LBAs and� 28000HBAs. It is too costly
to sample and process the signal from every individual antenna. LOFAR therefore
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array beam
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station level view
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Figure 1.5:(Center column)The beam forming hierarchy with the array beam pro-
duced by an array of stations at the top and the antenna beam atthe bottom. Subse-
quent levels in the hierarchy have beams that are narrower and more sensitive.(Left
column)the corresponding concept layout of LOFAR [70], a LOFAR low band an-
tenna station (photograph by Menno Norden) and an MWA [77] tile. (Right column)
a concept for SKA consisting of an array of stations, each with small dishes [105],
a concept for the SKA core station [105], and a SKA demonstrator tile consisting of
Vivaldi antennas [4].

has a hierarchical system architecture that reduces the number of signal paths at each
level to order 100: 96 single polarization antenna or tile signals are combined to
produce the dual polarized station output and the resulting36 dual polarization station
signals are processed further at CEP. The signals from 16 HBAs are combined by an
analog beam former in a tile, because the cost per unit collecting area would become
unacceptably high if each HBA would be directly connected toan RCU. This would
require 16 times as many RCUs in the LOFAR system with a corresponding increase
in other components like cables, power supplies and digitalprocessing boards.

This system design leads to a hierarchy of beams with increasingly smaller FOV
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but higher sensitivity. This hierarchy starts with the antenna beam pattern. The analog
tile beam former than forms a tile beam, the station beam former combines the signals
from all tiles within a station to form a station beam, whose output is combined with
the beam formed signals from other stations to form the arraybeam of the entire
LOFAR array. This is an important conceptual difference with current telescopes
using dishes. Those instruments normally have only two beams: the primary beam,
i.e. the beam of a single dish, and the array beam. The stationbeam can be regarded
as the single dish beam of classical radio telescopes, but isfar more �exible because
it is not the base of the beam forming hierarchy. This beam forming hierarchy is
illustrated in Fig. 1.5 with examples from LOFAR, MWA and SKA.

1.4 Scope of this thesis

The main question of this thesis is“What are the possibilities and limitations of
imaging with a phased array station if one has access to the individual elements and
how can this be optimized?”. There are two ways to look at the �rst part of this
question. From a fundamental perspective, one may considera perfectly calibrated
phased array and ask how well such an instrument would be ableto discern sources
spatially. Ideally, the station should achieve high-�delity, noise limited imaging at
diffraction limited resolution. Although the theoreticalimaging performance may
not be achieved in practice, imagining such an instrument may provide insight in
the way a phased array works and how one could optimize it by design. From a
practical perspective, one may ask how the station should becalibrated and how the
calibration errors affect the station beam pattern and thereby its ability to discern
sources spatially.

Calibration and imaging are the key aspects. Both of them pose new challenges
due to the large FOV of the individual elements. The half power beam width (HPBW)
of such an element is about 60 degrees and it can easily detectsources close to the
horizon. Observing with a station can therefore be aptly called �sh-eye observing.
This has a number of important consequences from a calibration perspective. First
of all, even initial calibration should be done using an all-sky source model that may
contain very complicated source structures like the extended diffuse emission from
our own Galaxy, since the antennas cannot be steered to a single calibrator. Sec-
ondly, the propagation conditions may vary over the FOV causing direction depen-
dent perturbations of the source model. This naturally leads to the following research
questions regardingcalibration:

� How can we describe the calibration problem mathematicallyand what is an
appropriate parameterization?

� How can we solve this problem in a computationally ef�cient way?
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� What is the numerical complexity of this algorithm?
� What is the theoretical accuracy of the calibration parameter estimates?
� Can we achieve this accuracy in practice?
� What is the impact of calibration errors on the beam forming or imaging capa-

bilities of the station?

In many imaging routines it is assumed that the FOV is suf�ciently small to ap-
proximate the part of the celestial sphere within the FOV by aplane. This assumption
is made to reduce the numerical complexity of the imaging algorithm, but it obviously
does not hold for �sh-eye observations. The fact that the station beam pattern varies
over the FOV of the individual elements, over time and over frequency and that the
propagation conditions may vary as well, implies that the imaging routine has to re-
construct the source structure while the direction dependent gain towards each source
is varying over time, frequency and direction. We thereforeneed to answer the fol-
lowing research questions regardingimaging:

� How can we reconstruct the source structure exploiting knowledge of the prop-
agation conditions and the instrument over time, frequencyand space from,
e.g., the calibration?

� What is the maximum achievable dynamic range in such an image?
� What is the numerical complexity of the algorithm?
� How close can we get to the theoretical limits in practice?

The phrase “if one has access to the individual receiving elements” was added to
the main research question to emphasize that the results reported in this thesis were
obtained under this assumption. Although most of this work is directly applicable
to stations of compound elements, such as LOFAR's HBA tiles,this analysis lacks a
proper calibration strategy for the individual antennas within the compound element.
Knowledge of this strategy is required to compute the calibration errors on the in-
dividual elements which ultimately affect the station beamas well. However, once
these errors are determined, the framework developed in this thesis can be applied to
stations of compound elements as well. This implies that theanalysis in this thesis
can also be applied to higher levels in the beam forming hierarchy.

1.5 Outline and summary of main results

The research presented in this thesis has been done in close collaboration with the
LOFAR team. This interaction provided the background for myresearch questions
and the unique opportunity to apply and validate the resultson actual LOFAR data.
Chapter 2 starts with a presentation of a few important historical milestones. I de-
scribe how the calibration algorithm described in Ch. 5 was integrated in the on-line
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LOFAR station calibration process and demonstrate that thealgorithm still �nds rea-
sonable solutions for the instrumental parameters under conditions of strong iono-
spheric scintillation. Chapter 2 also provides a number of imaging examples includ-
ing time and frequency synthesis imaging to demonstrate thefull range of situations
to which the results from Ch. 6 may be applied. One of the imaging experiments
also demonstrates that the proposed algorithm is able to reach the Cramer-Rao bound
on actual data. The Cramer-Rao bound is a lower bound on the total variance of the
estimated parameters when using an unbiased estimator.

These results can only be obtained using a proper model of theantenna signals.
The output signals of the receiving elements are the result of the actual electromag-
netic �eld incident on the array, the instrumental responseof the individual antennas
and noise. Chapter 3 starts with an electromagnetic description of an antenna array
to derive a general data model or measurement equation for anaperture array radio
telescope. This model is compared to models commonly exploited in the array signal
processing literature to demonstrate that many results in the literature are applicable
to aperture array radio telescopes as well. This chapter will also demonstrate how
the data model can be extended to synthesis observations in which multiple snapshot
observations are combined to improve the calibration and imaging results.

The Cramer-Rao bound puts a fundamental limit on the parameter estimation
accuracy. It is therefore used to assess the statistical ef�ciency of the algorithms pro-
posed in this thesis. Chapter 4 derives all the results required for this assessment in
other chapters. The results con�rm two properties of the estimation process that can
be intuitively understood but had not been explicitly derived earlier in the literature.
The �rst result is the impact of the boundary condition imposed to provide a phase
reference on the variance of the phases of the direction independent receiver path
gains. The variance of the phase reference is added to the variance of phase estimates
for the individual receiver paths. Therefore a phase reference based on the average
phase of all receiver paths provides a lower total variance than one based on a single
element [151]. The second result is that the variance on the direction independent
gain estimates is the same regardless whether a particular entry of the array covari-
ance matrix is affected by an additive nuisance parameter that has to be included in
the estimation process or it is simply ignored [119]. This result can be understood
intuitively by regarding the matrix equation describing the data model as a set of lin-
ear equations. This provides a convenient tool to mark speci�c entries of the array
covariance matrix as bad data in a Cramer-Rao bound analysisor in an estimation
problem.

Source modeling for calibration of aperture array radio telescopes is complicated
by the complex source structure on the sky, which consists ofa very large number
of bright discrete sources and extended diffuse emission from our own Galaxy. The
single source array calibration method proposed in [12] is therefore extended to han-
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dle multiple sources in Ch. 5. It is demonstrated that this method is asymptotically
statistically ef�cient by comparing the results from MonteCarlo simulations with the
Cramer-Rao bound, while the numerical complexity is similar to that for less statis-
tically ef�cient algorithms in the literature [149]. Usinga weighted alternating least
squares approach, this calibration method is extended to handle direction dependent
effects such as apparent variations in the calibration source powers and small shifts
in their positions [165] as well as correlated noise [164]. With these extensions, the
algorithm can handle modest ionospheric scintillation andextended emission from
large scale source structures like the Galactic plane, which proves to be a necessity in
the analysis of data from a LOFAR LBA station as demonstratedin Ch. 2.

In Ch. 6 an analytic expression describing the relation between the true bright-
ness distribution on the sky and the correlations between the received signals is used
to derive an expression for the covariance of the image values due to propagated cali-
bration errors. Together with the source confusion and the noise in the measurements,
this contributes to the effective noise in the image [161]. Although these results are
derived for snapshot observations, the framework is suitable for an analysis of synthe-
sis observations as well, since the data model for a synthesis observation has the same
mathematical form as demonstrated in Ch. 3. One of the fundamental challenges of
synthesis imaging with an array of aperture array stations is that the station beams
will change considerably more than the primary beams of current radio telescopes
during an observation. The analytic least squares solutionto the imaging problem
handles this naturally, as will be mathematically demonstrated in Ch. 6.

In Ch. 7 the results are summarized and linked to the researchquestions presented
in Sec. 1.4. The main contribution of this study, however, may be that it consis-
tently uses methods from the array signal processing literature independent from the
algorithms in todays radio astronomical data reduction packages. This is a funda-
mentally new way of looking at the data that gradually attracts more attention from
people working in the �eld and should provide the basis for the next generation of
self-calibration and imaging routines. However, the reduction of data from synthesis
observations still requires answers to many fundamental and practical questions. This
provides room for further research, which will be discussedin Ch. 7 as well.

Three appendices have been added to this thesis for convenience of the reader.
Appendix A provides a list of used acronyms while App. B explains the notational
conventions used in equations throughout this thesis. The derivations often exploit
properties of special matrix products, such as the element-wise or Hadamard product,
the Kronecker product and the Khatri-Rao or column-wise Kronecker product, that
may not be familiar to most readers. These properties are listed in App. C.
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Chapter 2

Calibration and imaging with
LOFAR

This thesis is the result of strong interaction with the LOFAR team. The work on
system integration, validation and design has led to insight in the calibration and
imaging issues that LOFAR had to face and that needed to be resolved to get this new
radio telescope operational. On the other hand the mathematical framework provided
by the signal processing community helped to make an in-depth analysis of these
issues and to �nd solutions to a number of challenging problems. This interplay led
to a number of interesting results. This chapter provides a historical overview of
some major project milestones achieved with early prototypes, in which I have been
involved, such as LOFAR's �rst all-sky survey [145] and the successful detection of
ultra-high energy cosmic rays [34]. This chapter also demonstrates the applicability
of the ideas and methods developed in later chapters to actual LOFAR data. These
demonstrations include successful calibration of a LOFAR station during a period
of strong ionospheric turbulence and statistically ef�cient imaging performance on
actual data [162].

After an introduction of the coordinate systems used to present the results, a few
successes from early LOFAR prototypes are presented. The calibration approach de-
scribed in Ch. 5 is the most noticeable contribution of this thesis project to LOFAR,
since it has been implemented on the LCU to perform the unsupervised station cal-
ibration. This pipeline is discussed in detail in Sec. 2.3. The least squares imaging
approach discussed in Ch. 6 is well suited for an all-sky monitor with either a LOFAR
station or the central core.

17
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Figure 2.1: Coordinate systems to describe the direction ofarrival along the unit vec-
torsel , em anden or using the angles� and� and polarization of the electromagnetic
waves incident on the antenna array in components along the unit vectorser , e� and
e� .

2.1 Coordinate systems

2.1.1 Direction of arrival

Sky catalogs, like the third Cambridge catalog of radio sources [8], or 3C catalog for
short, generally specify the positions of astronomical sources either in right ascension
� and declination� , a system of longitude and latitude using the ecliptic as equatorial
plane, or in Galactic longitude and latitude, a system whichuses the Galactic plane
as equatorial plane. These coordinates need to be convertedto azimuthaz and ele-
vationel at the location of the telescope at the time of observation. Azimuth is the
azimuthal angle running from North (0� ) through East (90� ) along the horizon while
the elevation is measured from the horizon (0� ) positive towards the zenith (90� ).

The literature on antenna design and engineering uses a spherical coordinate sys-
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tem �xed to the antenna. The direction from which radiation is received or in which
radiation is transmitted is speci�ed in terms of an azimuthal angle� and the angle
from bore sight, the point straight in front of the antenna,� . For a phased array
placed on a horizontal surface, bore sight corresponds to the zenith. It is then only
a minor step to �x the azimuthal angle to the quarters of the compass, as depicted
in Fig. 2.1. It follows directly from these de�nitions that the � and� are related to
azimuth and elevation by

� = 90 � � el (2.1)

� = 90 � � az (2.2)

The �eld-of-view (FOV) of most radio telescopes is suf�ciently small to project
the observed part of the celestial sphere on a plane touchingthe celestial sphere in
the center of the FOV without introducing too much distortion in the imaging pro-
cess. The position vectors projected on this plane are generally denoted byl pointing
towards East andm pointing to the North pole of the chosen spherical coordinate
system. Such a coordinate system consisting of directionalcosines turns out to be
highly convenient for phased array telescopes, so we de�ne

l = sin � cos� = cos (el) sin (az) (2.3)

m = sin � sin � = cos (el) cos (az) (2.4)

n = cos � = sin ( el) (2.5)

Thus, referring to Fig. 2.1,er = lel + mem + nen . Sincen =
p

1 � l2 � m2, l
andm suf�ce to specify a pointl = [ l; m; n ]T on the unit sphere. These de�nitions
are chosen such thatl is pointing East andm is pointing North thereby following the
common practice in radio astronomy. Although this coordinate system was de�ned
to conveniently express positions within small FOVs, we will see that with appro-
priate modi�cations in the underlying data reduction algorithms it can be applied to
extremely wide FOVs up to all sky observations.

2.1.2 Polarization

Figure 2.1 also shows the mutually orthogonal unit vectorser , e� ande� . These can
be used to specify the polarization of the incoming radiation. er is oriented parallel
to the direction of arrival, whilee� ande� lie in a plane perpendicular to the direc-
tion of arrival pointing in the direction of increasing� and increasing� respectively.
For a plane wave, the electromagnetic �eld is always perpendicular to the direction
of propagation. Thereforee� ande� suf�ce to characterize the polarization of an
incoming plane wave.
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2.1.3 Antenna locations

The position of the receiving elements within a phased arraystation can be speci�ed
using Cartesian coordinates� = [ x; y; z]T , where the positivex-axis is pointing East,
the positivey-axis is pointing North and the positivez-axis is pointing towards the
zenith, i.e.ex � el , ey � em andez � en . As explained in Sec. 1.1, the directions
of arrival of the incoming signals are estimated by measuring the phase difference
between pairs of receiving elements at a speci�c observing frequency. These phase
differences are measured by correlating the output signalsof the receivers. In radio
astronomy, these correlations are called visibilities. Since visibilities are related to
pairs of receiving elements, they are associated with a so called baseline vector point-
ing from thei th element to thej th element of the arrayu ij = [ u; v; w]T = � j � � i .
Each baseline vector describes a point in the visibility space with axis denoted byu,
v andw such thateu � ex , ev � ey andew � ez .

2.2 Highlights from early prototypes

2.2.1 The Ten Heterogeneous Element Test Array1

System setup

The Ten Heterogeneous Element Test Array (THETA) was built during the summer
of 2003 for veri�cation of the system concept. It consisted of 10 inverted V-shaped
dipoles arranged in a Y-con�guration, each leg being a 4-element non-redundant lin-
ear array. Each dipole was connected to an RCU with a 40 – 80 MHzband pass �lter
with 60 dB stopband attenuation and 6 MHz wide transition bands from 37 to 43
MHz and from 77 to 83 MHz. The �ltered signals were sampled by a12-bit 80-MHz
ADC and transmitted over a high speed optical link to a twin input module (TIM)
board in one of the backend PCs.

A TIM board [86] is a PCI card equipped with two high speed linkreceivers and
2 Gbyte of RAM. Since the 12-bit ADC samples were stored as 16-bit numbers for
easy handling by the data acquisition PCs, each TIM board wascapable of buffering
6.4 s of data from both its high speed link receivers. These data could be processed on
a small cluster consisting of four data acquisition machines and a central processing
and storage machine interconnected by 1 Gbit/s Ethernet interfaces.

1The material in this section was taken from [138]
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Figure 2.2: Full sky images taken on 28 October 2003 at 12:04 (left) and 15:04 (right)
local time showing a clearly detected coronal mass ejection. Three hours after the
initial detection at 12:04 local time, the intensity of the sun has decreased to about
7% of the original power of the CME.

Detection of a coronal mass ejection

During a 24-hour measurement campaign started on October 28, 2003 at 9:04 local
time, a coronal mass ejection (CME) was detected by THETA over its full operational
frequency range. The system was set up to simultaneously capture 50 ms of data for
all antennas once every hour. The data was split into 4096 frequency channels using a
non-overlapping 8192-point FFT. 100 consecutive frequency channels were selected
in the RFI free region around 46.3 MHz. For each channel, the instrumental phases
were determined based on the �rst row of the correlation matrix assuming that the sun
was the single dominant source in the sky and that the antennas were identical. The
more advanced calibration algorithms presented in Ch. 5 were not available at that
time. Based on this rudimentary calibration, the correlation matrix for each channel
was corrected for the instrumental gain phases. After forming an image of the sky for
each frequency channel using simple Fourier transform imaging (see Ch. 6), the 100
images were added. Fig. 2.2 shows the result for the snapshots taken at 12:04 and
15:04 local time.

The image of the sun is very suitable for calibration based ona single point source
since the sun's diameter of about0:5� is small compared to the resolution of the
THETA system, which is about10� at 46.3 MHz. A lot of side lobe structure is still
visible in the image as expected from the array geometry. This side lobe structure
is frequency dependent. It can therefore be suppressed further by averaging over a
larger frequency range. Side lobe structure can also be removed from the image by
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Figure 2.3: Detection of a cosmic ray event. The left panel shows the electric �eld de-
tected by the individual dipoles after correcting for the instrumental and geometrical
delays towards the air shower. The right panel shows the resulting signal after beam
forming towards the air shower. These results were originally published in [34].

disentangling the source structure and the instrumental response in a process called
deconvolution. This is done implicitly by the least squaresimaging method discussed
in Ch. 6 as demonstrated by the full sky imaging results presented in Sec. 2.4

2.2.2 The LOFAR Prototype Station

Using hardware identical to the THETA hardware, the 10-element LOFAR Prototype
Station (LOPES) was deployed co-located with the KarlsruheShower Core and Array
Detector (KASCADE). In this experiment, the TIM boards wereused as cyclic buffer
for temporary data storage until an interrupt was generatedby the KASCADE instru-
ment. The combination of the two instruments provided a facility that cannot only
detect the air shower of secondary particles produced by ultra-high energy cosmic
rays (UHECR) when they collide with particles in the Earth'satmosphere, but also
the radio waves produced when the charged particles in the air shower are de�ected
by the Earth's magnetic �eld. Even after RFI removal, the usable bandwidth was still
33 MHz allowing a time resolution of 30 ns, which was far better than the� 1 � s
in historic experiments. The spatial resolution was about 2� , which was an order of
magnitude better than previous experiments.

The �rst results were presented in 2005 [34] and indicate that low frequency ra-
dio telescopes like LOFAR have suf�cient spatial and temporal resolution to provide
complementary data for experiments with particle detectorarrays. A typical event
is shown in Fig. 2.3. The instrumental and geometrical delays were corrected by
shifting the time series data of the dipole followed by a frequency dependent phase
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Figure 2.4: Image of an air shower made with the LOPES array [34].

rotation. The result is shown in the left panel. The signal isalmost fully coherent at
-1.8 � s, the arrival time of the shower. Thereafter, the signal is dominated by radio
emission produced by the photomultipliers of the particle detectors. This interference
is incoherent as demonstrated in the right panel of Fig. 2.3 showing the beam formed
signal from the direction of the air shower. As a result, the interference from the
photomultipliers is strongly reduced and the detected cosmic ray event clearly stands
out.

Although a cosmic ray event lasts for only a few nanoseconds,the SNR of events
like the one shown in Fig. 2.3 is suf�ciently high to image theair shower. This is
demonstrated in Fig. 2.4. This image in azimuth and elevation (North is to the top,
East to the right) was made using a near �eld imager focused atan altitude of 2000
m, i.e. with a �xed radius of curvature for each pixel. The cosmic ray event is seen as
the bright blob in the center of the image. The “noise” in the map is mainly caused
by the side lobes of the LOPES array sensitivity pattern. No image deconvolution has
been applied to remove the instrumental response.
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Figure 2.5: Photo showing the ITS antennas (left) and the ITSlay-out (right).

2.2.3 The Initial Test Station

The initial test station (ITS), which was built in December 2003, was the �rst full
scale prototype of a LOFAR station. It consisted of 60 sky noise limited [140] in-
verted V-shaped dipoles with East-West orientation arranged in a �ve-armed spiral
con�guration. Figure 2.5 shows a photograph of the ITS dipoles and the ITS lay-out.
ITS offered an instantaneous synthesized aperture of almost 200 m diameter.

The system architecture of ITS was similar to that of THETA and LOPES. Each
dipole was connected to an RCU by a coaxial cable. In the RCUs,the signals were
�ltered by a 10 – 40 MHz band pass �lter and digitized by a 12-bit 80-MHz ADC.
The digitized signals were transported over optical high speed links to the 32 TIM
boards in the 16 data acquisition PCs (2.4 GHz Intel Xeon, 1 Gbyte RAM). The
data acquisition PCs could also be used for �rst stage processing of the data, such
as the application of a Fourier transform or polyphase �lterbank to obtain spectral
information. The raw or pre-processed data could be sent over a 1 Gbit/s Ethernet
data network to a central processing and storage machine (dual 2.0 GHz Intel Xeon,
512 Mbyte RAM).

Being the �rst full scale prototype, much practical experience on roll-out of a sta-
tion and system testing was gained [142]. ITS also has been instrumental in shaping
our ideas on station processing, such as RFI detection and mitigation, station calibra-
tion and treatment of polarized signals [142,144]. Here, I will focus on the single re-
sult that appeared prominently in many LOFAR presentationsfor almost three years:
the �rst LOFAR all-sky map observed at 30 MHz. This map, shownin Fig. 2.6, was
of�cially presented in [145]. The discussion below is basedon that paper.

Between September 24 and October 9, 2004 a total of 86 hemispheric 6.7 s snap-
shot observations were done with ITS. A non-overlapping 8192-point FFT with Han-
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ning window was applied to the data to produce spectra with 9.77 kHz frequency bins.
Only the channels within the pass band of the analog �lter (channels 1050 through
3900) were correlated to reduce the computational load. From this data, all RFI free
channels between 29.5 and 30.5 MHz were selected for furtherprocessing using a
median �lter of 51 channels around the channel tested for RFI. Snapshots with less
than 50 RFI free channels in this frequency range were rejected for further processing
leaving 56 snapshots.

The data were calibrated using the method described in [13] with a sky model
consisting of four point sources: Cassiopeia A (Cas A), Cygnus A (Cyg A), Virgo
A (Vir A) and Taurus A (Tau A). The locations and source powerswere assumed
known. The method used is based on an element-wise division of the measured co-
variance matrix by the covariance matrix predicted based onthe source model. It
is therefore not as statistically optimal as the method presented in Ch. 5, which was
used to calibrate later prototype stations and will be used to calibrate the stations in
the LOFAR production system. There is always some extended emission in snapshot
images of the sky above a station due to the galactic plane andgalactic loops like the
north polar spur. This emission is hard to model with a discrete point source model.
Therefore extended emission was �ltered out by only using baselines longer than four
wavelengths during calibration.

After successful calibration of the individual frequency channels, the result pro-
duced by Fourier transform imaging depends on the distribution of sources within the
�eld-of-view and the array beam pattern. The latter may cause contamination of weak
sources in the �eld by the side lobes of strong sources. If theposition and power of
a strong source are known, it can be subtracted from the measured visibilities. This
was used to remove the signals from Cas A and Cyg A from the individual frequency
channels before integrating over all selected channels of the respective snapshots.
These integrated snapshot images were projected on an(�; � )-grid with 1� resolution
and averaged weighted by the square root of bandwidth and integration time of the
snapshot observation. The result is shown in Fig. 2.6.

The contours indicate the distribution of the square root ofthe product of total
bandwidth and integration time over all snapshots as percentage of the maximum
value of 5:7 � 103. This is directly related to the sensitivity of the measurement.
At the time of observation, the sources at hour angles between 10 h and 20 h were
observed during day time. Since more RFI is detected during day time than during
night time, the usable number of frequency channels during day time is smaller, which
reduces the SNR achieved in those measurements. The gradient with declination is
easily explained by the fact that sources at lower declination are observable over a
shorter period of time. This restricts the achieved integration time for sources at low
declinations.

The extended emission from the Galactic plane and the north polar spur is clearly



2.3 Station calibration 27

visible in the image thanks to the considerable number of short baselines in the ITS
con�guration. A number of well-known sources is indicated.The vague blob below
Virgo A is caused by the sun which appeared at a slightly different position on the
sky w.r.t. the stars on each consecutive day during the observing run.

The resolution of a phased array telescope varies with elevation. Since the el-
evation at transit is declination dependent, this results in a varying resolution over
an all-sky map. Most sources, however, are observed with an effective resolution of
about4� . With such a resolution about 260 independent pointings persteradian can
be de�ned. To detect individual sources separately, i.e. uncluttered, there should be
at least 10 resolution elements per source in the image to avoid source confusion.
This implies that ITS is able to detect individual sources aslong as their �uxes are
above its detection limit and as long as the source density isless than 26 sources per
steradian. A close examination of a20� � 20� region around Taurus A revealed that
the map above the70%of peak sensitivity contour is confusion limited [142].

2.2.4 Core Station 10

After completing the ITS, the project team dedicated itselfto the development of
the next prototype station that would sample the incoming signals at 200 MHz and
process these data in real-time. This prototype was built onthe �eld on which core
station number 10 was planned and was therefore named CS10. CS10 initially con-
sisted of 48 LBAs in an exposhell con�guration and an on-sitereal-time processing
platform with practically the same architecture as the �naldesign described in Ch. 1.
In a later stage, 30 HBAs and 4 HBA tiles were added in varying con�gurations. This
station became operational in September 2007. The map shownin Fig. 2.6 has there-
fore been the key demonstrator of LOFAR's future abilities for almost three years.
However, the ability of CS10 to process the incoming signalsin real-time paved the
path for further experiments, some of which will be presented in the next sections.

2.3 Station calibration

A LOFAR station tracks a source by assigning complex valued weights to the an-
tenna signals in such a way that signals originating from thedirection of the source
are added coherently while unwanted signals, like RFI, are suppressed. These beam
former weights should thus correct the geometrical delays over the array, modify the
beam pattern as desired (e.g. lowering side lobes by tapering and nulling of RFI) and
correct for instrumental gain and phase variations betweensignal paths. As can be
calculated using the gain error propagation formulas derived in Ch. 6, it can be shown
that for an array of 100 elements, 1% errors in the beam formerweights cause a rel-
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ative error in the main beam of the station sensitivity pattern of -27 dB and relative
errors of -17 and -5.5 dB on -20 and -40 dB side lobes respectively [148]. These
numbers clearly demonstrate the importance of choosing theappropriate beam for-
mer weights to form a well de�ned beam to facilitate further processing at central
level.

Calculation of these beam former weights requires knowledge of [150]:

1. the position of each receiving element;
2. the orientation of each receiving element;
3. the complex electronic gains as function of frequency;
4. the system noise as function of frequency;
5. the element beam pattern as function of frequency.

This should either be provided by the station calibration orby exploiting prior knowl-
edge. In principle, the positions of the individual receivers can be derived from visi-
bility data if a good source model is available. Using the Cramer-Rao bound, which
is the lowest possible total variance of an unbiased estimator, it could be shown that
even if the calibration observations are done when the source geometry is most opti-
mal, the SNR of the standard station calibration measurements will limit the position
estimation accuracy to about 30 cm, which is much higher thanthe 2 cm RMS ac-
curacy of antenna placement during roll-out. It was therefore decided to measure the
antenna positions physically [150].

The same conclusion was drawn for the orientations. Since the element beam pat-
tern is very smooth, a small change in the orientation of an antenna will only cause
a minor change in the direction dependent gains towards the calibration sources. An
attempt to estimate the orientation based on a known or assumed element beam pat-
tern will thus result in large estimation errors, while� 1� RMS placement accuracy
can easily be achieved in the �eld. This is suf�ciently accurate for station processing.

In [150] an overview is given of experiments to validate element voltage beam
predictions from full EM simulations on ITS against actual data. The �nal conclusion
was that the prediction from the full EM simulations agreed quantitatively with the
observations within the measurement errors. It was thus concluded that direction
dependent gains could con�dently be derived from the element beam predicted by
the EM simulations and would not have to be estimated by the station calibration.

The station calibration algorithm should therefore focus on estimation of the com-
plex valued electronic gains of the individual signal pathsand their system noise pow-
ers. This is a common problem in the array signal processing literature [12,39,79,90],
but practical experience with the LOFAR prototypes indicates that we have to deal
with a number of additional challenges that are discussed inthe next section. The
resulting calibration methods are described in Ch. 5.
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2.3.1 Challenges

Autonomous process

Although the LOFAR antennas are suf�ciently stable to applycorrections known
from tables after initial station calibration, the calibration routine will run continu-
ously to support system health monitoring. Furthermore, this is not a single cen-
tralized process, but a process running at each station. Human interaction is thus
impractical and undesirable. The station calibration routine should therefore run au-
tonomously. This implies that it should recognize unsuitable data and verify that
subtle effects, like very low power RFI, did not affect the calibration results.

Limited computing resources

The station correlator can real-time correlate a single subband. The shortest possible
integration time is one second. The station correlator can thus scan over all 512 sub-
bands in the current observing mode in 512 seconds to producea dataset containing
the cross- and autocorrelations of all dipoles for each subband. The station calibra-
tion process should keep up with this rate of data generationif the time resolution
provided by the station correlator is to be maximally exploited. Since the station cal-
ibration software runs on the LCU, which is a single standardcomputer, this begs for
an ef�cient algorithm that can process this data at the desired rate using only one or
two concurrent CPUs.

Short baseline effects

A LOFAR station contains many short baselines with a length of only a few wave-
lengths. These baselines are very sensitive to large scale structures on the sky like the
emission from our own Galaxy as is nicely demonstrated by theall sky map presented
in Fig. 2.6. This is a nuisance for calibration because the instrumental response to a
mixture of large scale extended emission and point sources is hard to model.

The sensitivity pattern of a phased array provides a variable resolution because
the cross section of the array varies with elevation. As longas the resolution is lower
than the structure size of the extended emission, the total power received by a beam
pointed at that structure will increase if the resolution decreases, i.e. the main beam
gets larger. A point source has, by de�nition, a size smallerthan the resolution of the
instrument. If the resolution decreases, the point source still �ts within the main beam
and therefore the power received from the source remains thesame. Extended emis-
sion and point sources thus require different modeling, which requires two separate
sky models and is computationally demanding.
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Figure 2.7: These plots show the median amplitude of the array covariance matrix el-
ements over frequency expressed in standard deviations while the ADC clock is run-
ning at 160 MHz (left) and 200 MHz (right). The structures in the correlations of the
�rst eight RCUs at 200 MHz are not due to crosstalk but due to bad synchronization
between the RSP boards, a problem that was solved shortly after this measurement.

This computationally intensive modeling of the calibration data only works if
we know the instrumental response. Unfortunately, the electromagnetic coupling be-
tween closely packed antennas poses another challenge. Full EM simulations can
provide decent approximations to the beam patterns of antenna elements in a large
regular array or those of isolated antennas. Even with the availability of a super-
computer the intermediate situation of a randomly distributed group of antennas with
separate small ground planes is prohibitively expensive tosimulate. This is the case
for the LBA station. The experiments with the 327 MHz array demonstrate how
dif�cult this modeling is [93]. The conclusion here is that the correlations on short
baselines should be regarded unsuitable for calibration. It would thus be convenient
if we could ignore the data on the short baselines.

Crosstalk

Flagging of speci�c visibilities is also desirable in view of the crosstalk found in
the station backend at CS10. This is demonstrated by the results shown in Fig. 2.7
obtained from measurements on 29 through 31 January 2007. Inthese experiments,
75 
 loads were mounted on the RCU inputs instead of antenna cables. The thermal
noise of these loads should be uncorrelated. The station correlator was swept over all
512 subbands integrating over 64 s for each subband. This sweep was made once with
the ADC clock running at 160 and once at 200 MHz. Figure 2.7 shows the median
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amplitude of each visibility over frequency. Since the input signals are uncorrelated,
we should obtain crosscorrelations that only contain noise. To facilitate veri�cation,
the color scales have therefore been expressed in standard deviations. This shows that
there is some structure in the crosscorrelations that should not be there.

Additional measurements [153] indicate that the analog receiver chain with �lters
and ampli�ers picks up signals radiated by the backplane connectors of neighboring
RCUs in the same subrack. Since the RCUs within a Dutch LOFAR station are dis-
tributed over three subracks, we see three distinct groups in both plots in Fig. 2.7. The
structure within each subrack is caused by the numbering of the RCUs and the fact
that the crosstalk has a preferential direction towards theneighboring RCUs faced by
the analog receiver chain.

Celestial sources as calibrators

Calibration using celestial sources poses several challenges. Since the LOFAR an-
tennas are mechanically �xed and have a hemispheric FOV, they cannot be steered
towards a single calibrator. Calibration should thereforeexploit the sources that are
present at the time of observation. These sources will generally be Cas A, Cyg A, Tau
A, Vir A and the Sun. These sources may be simultaneously present. The calibration
algorithm thus has to handle multiple sources.

Although the aforementioned sources are the strongest celestial sources in the sky,
their power is still only� 1 % of the system noise. This implies that the SNR of these
sources in a 195 kHz 1 s snapshot is less than 5 per baseline. The calibration method
should therefore be able to work at low SNR and should preferably be statistically
ef�cient to obtain as accurate gain estimates as possible.

In view of the low SNR of the celestial sources, it has been proposed to use RFI
for calibration, especially those sources that are the single dominant source in their
subband. This would allow for a much simpler calibration routine, which exploits
a single strong calibrator. However, this method also has a few disadvantages. Al-
though a few demonstrations on ITS data [117, 140] indicate that it is possible to
image astronomical sources in the presence of moderately strong RFI, up to 60 dB
above the power of Cas A, RFI free subbands are generally moresuitable for astro-
nomical observations. A small glance at a typical LBA spectrum as shown in the
left panel of Fig. 2.10 in Sec. 2.3.3 reveals that the RFI is not nicely distributed over
the band and is virtually absent in the frequency range in which the antennas have
their highest gains. Calibration on RFI would therefore notprovide calibration data
for the subbands that are most interesting from an astronomical point of view. An-
other disadvantage of RFI sources is that most transmittersare located on the ground.
Most RFI is therefore located at the horizon, while most observations will be done
at elevations above 30� . At low elevations, effects like re�ections in the station en-
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Figure 2.8: Autocorrelation spectra of a few sources derived from hemispheric images
without absolute �ux calibration from ITS during a Jupiter burst (left) [142] and a
lightning bolt (right) [144].

vironment and shadowing of antennas will perturb the incoming signals. The single
source calibration model that would be assumed for the RFI may therefore turn out
to be an oversimpli�cation. For these reasons it was decidedto use celestial sources
as calibrators [150].

Transients

Calibration on celestial sources using a �xed sky model is occasionally hampered by
transient phenomena. We have already seen a very noticeableexample: the coronal
mass ejection detected by THETA. Figure 2.8 shows two other examples detected in
ITS observations. The left panel shows autocorrelation spectra derived from hemi-
spheric images over the full ITS frequency range at the location of the indicated
sources. Below 26 MHz there is strong sharply peaked emission from a Jupiter out-
burst caused by the magnetic interaction between Jupiter and its moon Io [74, 169].
The right panel shows the presence of a continuum source withan even steeper spec-
trum than Cas A and Cyg A. This is a typical spectrum produced by lightning. With
the tools developed for transients like the UHECRs observedwith LOPES it is even
possible to make a movie showing how the lightning bolt ionizes its way through the
atmosphere!

In many cases, the characteristics of such transient phenomena are more similar
to those of regular celestial sources than to those of RFI. They may therefore escape
detection by an RFI �agger while they are suf�ciently strongto have a severe impact
on the calibration results. This implies that the station calibration pipeline should
verify that its results are reasonable. This can be achievedby assuming that the
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Figure 2.9: Overview of the station calibration pipeline.

complex valued electronic gains vary smoothly over time andfrequency.

2.3.2 Station calibration pipeline

An overview of the station calibration pipeline [150, 156, 160, 167] is shown in Fig.
2.9. The calibration data are produced by a single frequencysweep of the station
correlator over all subbands with one second integration per subband. Before cali-
bration, the data are checked for suitability. The calibration routine assumes a source
model consisting of celestial sources. The calibration results will thus be distorted if
the subband contains RFI and will be inaccurate for subbandsoutside the passband of
the analog �lters. These subbands are �agged before calibration to save computing
resources.

The calibration itself is done using the modi�ed weighted alternating least squares
method described in Sec. 5.5. This method exploits nuisanceparameters to “�ag” the
visibilities that are prone to modeling errors, for exampledue to the short baseline
effects. The validity of the calibration results is checkedby assuming that the com-
plex electronic gains of the receiver paths vary smoothly over time and frequency.
After this detector, we will only have valid correction factors for a limited number
of subbands. The other subbands either contained RFI or did not produce a correct
result, for example due to lightning as illustrated in the previous section. The correc-
tions required for those subbands can be obtained by �tting aband pass model to the
available calibration results.

The RFI detection method used at the LOFAR stations is based on the Frobenius
norm of the array covariance matrix [156, 160]. This allows the algorithm to ex-
ploit differences in spatial as well as spectral characteristics between the interfering
sources and the calibrators. It is therefore sensitive to even very weak RFI sources
that have an apparent power similar to sources like Cas A and Cyg A. Since the main
purpose of this detector is to remove subbands that will likely produce erroneous
calibration results, this detector may be very tolerant, i.e. it may have a high false
acceptance rate to ensure a low false rejection rate. A detailed study based on actual
data from CS10 indicates that the test statistic has a Gaussian distribution [81], which
greatly simpli�es quantitative analysis of the false rejection rate.

The data captured by the station correlator for consecutivesubbands is acquired
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only 1 s apart. The state of the instrument and the source con�guration hardly changes
over such a small time interval. The response of the system isalso expected to vary
only slowly with frequency. The validity of the calibrationresults can thus be checked
by putting a threshold on the difference between the antennabased complex gain
solutions for consecutive subbands [160]. Since the station calibration works au-
tonomously, the calibration results will hardly be checkedby a human operator. False
acceptance of an erroneous result may thus have serious effects. This detector should
therefore be very strict. For LOFAR, the threshold was determined using data from
monitoring campaigns.

2.3.3 Demonstrations

In this section I demonstrate the operation of the station calibration pipeline using
data from two monitoring campaigns with the LBAs at CS10. The�rst run was
a three day measurement covering the 10 – 90 MHz frequency range started on 18
January 2008 at 8:23:58 UTC in which the station correlator was set up to sweep over
all 512 195 kHz subbands continuously with an integration time of 1 s per subband.
This provides good frequency coverage but each individual frequency is sampled at
a time interval that is a little larger than 8.5 minutes. A second observation was done
with �ne sampling in time but coarse sampling in frequency and the same hardware
settings. In this monitoring campaign, which was started on14 February 2008 at
15:31:38 UTC, each of the subbands 160, 192, 224, ..., 416 wasmonitored for 300 s
with 1 s integration per snapshot observation before switching to the next subband.
This cycle was repeated 19 times.

Detection of RFI and devious results

The left panel in Fig. 2.10 shows an autocorrelation spectrum from the �rst frequency
sweep during the January campaign showing the 10 – 90 MHz bandpass �lter and
RFI in the low (< 25 MHz) and high (> 88 MHz) frequency ends of the observing
band. The autocorrelation spectrum after blanking is shownin the right panel of Fig.
2.10. The data in the stop band will be ignored during calibration.

A tolerant RFI detection threshold increases the probability that low power RFI
escapes detection. This is nicely demonstrated in the left panel of Fig. 2.11 showing
the phases of the complex gain solutions. One element has been used as phase ref-
erence. The phase behavior shown in these plots is thereforethe difference in phase
behavior between two signal paths showing, amongst others,the effect of the antenna
resonance. The detection threshold per element was set to a maximum relative error
of 20%. If at least 40 out of 48 antennas had a smaller error, the data were regarded as
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Figure 2.10: A typical LBA spectrum before (left) and after (right) blanking of RFI
occupied subbands [160].
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Figure 2.11: The phase of the complex gain solutions before (left) and after (right)
blanking of erroneous results [160].

good. These data are shown in the right panel of Fig. 2.11. This shows that the outer-
most frequency points are no longer available stressing theimportance of a good band
pass description to ensure correct extrapolation to the lower and upper frequencies in
the observing band.

Dealing with short baseline effects

The station calibration algorithm that is currently implemented on the LCU at each
station solves for a complex valued direction independent gain per receiver path, a
noise model that spans all baselines shorter than four wavelengths and the direction
dependent gains towards the calibrators. For CS10, this implies estimation of 48
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Figure 2.12: Calibrated hemispheric image for the array ofx-dipoles on CS10 in a
single 195 kHz subband centered at 50 MHz observed on 15 February 2008 at 1:42:07
UTC.

antenna based gains, 47 antenna based phases, the source power ratio of the two
brightest sources and 764 real valued nuisance parameters describing the additive
terms on the baselines shorter than four wavelengths for a total of 860 real valued
parameters per polarization. Using data from a 1 s snapshot observation in the 195
kHz subband at 50 MHz captured on 15 February 2008 at 1:42:07 UTC, I show that
use of such additive nuisance parameters can reduce the complex source structure on
the sky to a simple model with only two point sources.

Figure 2.12 shows a calibrated �sh-eye image for the array ofx-dipoles. There are
two bright point sources, Cas A and Cyg A, near the northeastern horizon. The image
also shows a lot of extended emission from the Galactic plane(near the northwestern
horizon) and the north polar spur (near the eastern horizon), This extended emission
is hard to model accurately, but only affects the short baselines since short distances
in the aperture plane of a phased array correspond to the low spatial frequencies, that
describe the structure on large spatial scales.

This observation was calibrated using the method describedin Sec. 5.5. The
estimated noise model can be interpreted as an estimate of the combined effect of
extended source structure, noise coupling and receiver noise powers. This is nicely
demonstrated by the image of the estimated noise model aftercalibration shown in
the left panel of Fig. 2.13. The right panel shows the difference between the all-sky
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Figure 2.13: Calibrated hemispheric image of the noise model for baselines shorter
than four wavelengths (left) and difference between the calibrated �sh-eye map
shown in Fig. 2.12 and the noise model indicating that the remainder can be accu-
rately modeled by only two point sources.
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Figure 2.14: Apparent source power of Cas A and Cyg A (left) and phase of the
complex valued direction independent gains (right) duringscintillating ionospheric
conditions [158].

map shown in Fig. 2.12 and the image of the noise model. This indicates that after
subtraction of the noise model from the data, the data can be described by a model
consisting of only two point sources. This reduces the original calibration problem to
one that has been discussed extensively in the array signal processing literature.
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Ionospheric scintillation

It may seem surprising that we have to estimate the apparent source powers of well-
known astronomical calibrators like Cas A and Cyg A, becauseit should be possible
to model them based on the instrumental response and their intrinsic power. Such an
effort is hampered by the presence of the ionosphere which introduces a time, fre-
quency and direction dependent gain effect. This can be illustrated by the calibration
solutions found during the 300 s measurement started at 2:18:47 UTC on 15 Febru-
ary 2008 in a 195 kHz subband at 50 MHz. This measurement, originally reported
in [158], was affected by strong ionospheric scintillation. The left panel of Fig. 2.14
shows the apparent source powers of Cas A and Cyg A over these 300 s indicating
that their power ratio varies by a factor 7 with a steepest gradient of a factor 4 in just
15 s. Note that Cas A has been used as power reference, causingscintillation of Cas
A to be absorbed in the gain solutions for the receiver paths.The right panel of Fig.
2.14 shows the receiver path phase solution for this observation, which remains al-
most �at, as expected for a stable instrument. The stabilityof the instrument can thus
only be demonstrated if the data model allows for variability in the source model. The
assumption that the sources are inherently stable would have resulted in a direction
independent gain solution per receiver path suggesting a highly unstable instrument.

Impact of station calibration on telescope sensitivity

The impact of station calibration on the system performancecan most clearly be il-
lustrated by determining the gain of the station, usually expressed as the average
effective area divided by the system temperature per dipoleA=T, before and after
calibration. For this experiment data were used from a single frequency sweep started
at 8:49:58 UTC on 18 January 2008 during the �rst monitoring campaign. The raw
visibility data for baselines longer than four wavelengthsof the x-dipoles were im-
aged in a small region around Cas A to determine the apparent power of Cas A per
baseline. The system noise power was determined by taking the mean of the autocor-
relations. TheA=T ratio is directly related to the power ratio of Cas A and the system
noise [153]. The same ratio was determined based on the source and noise power es-
timates obtained during calibration. Both results are presented in Fig. 2.15 suggesting
almost a factor two improvement in the sensitivity of CS10 due to calibration.

2.4 Fish-eye imaging

The �sh-eye images and the survey map shown so far were made bycomputing the
direct Fourier transform (DFT) of the visibilities. Imaging can also be considered
an estimation problem in which the intensity of every pixel in the map needs to be
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Figure 2.15: AverageA=T per dipole measured towards Cas A before and after cal-
ibration obtained from a measurement started at 8:49:58 UTCon 18 January 2008.

estimated. This approach is described in Ch. 6 leading to a closed form expres-
sion for the least squares solution to this problem. I will refer to this approach as
least squares imaging, mainly to signify that other optimization schemes, likel1-
optimization [22, 94], are also possible. In the literature, least squares imaging with
appropriate weighting is referred to as optimal map making [114, 115]. In this sec-
tion, I show that least squares imaging implicitly takes care of the deconvolution of
the true image and the array response [163] and that it appears to produce statistically
ef�cient results on actual data [162]. This chapter ends with a survey map based on
CS10 data that was made by combining the calibration method described in Sec. 5.5
with least squares synthesis imaging. Although the resulting map indicates that there
is room for improvement and further studies, it clearly shows the potential of least
squares imaging for LOFAR and SKA core observations, in which complex source
structures like our Galaxy will be observed with a large FOV.

2.4.1 DFT versus least squares imaging

The attractive point of the least squares imaging techniqueis the deconvolution of
complex source structures. It can also handle arbitrarily large FOVs. It should thus
be well suited for �sh-eye observations with a LOFAR station. On 8 November 2008
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Figure 2.16: These total intensity maps were made by combining data from 27 156
kHz subbands evenly distributed between 45.3 and 67.3 MHz and 10 seconds of in-
tegration per channel. The left panel shows the result afterapplying a direct Fourier
transform to the raw visibility data excluding the autocorrelations followed by sum-
mation over frequency while the right panel shows the resultobtained using the least
squares imaging technique proposed in Sec. 6.3 after calibration of the individual
frequency channels using the method described in Sec. 5.5 [163].

between 10:21:59 and 10:26:45 UTC data were captured from the 48 LBAs of CS10.
The station correlator was used to correlate 27 156 kHz wide RFI free subbands
evenly distributed between 45.3 and 67.3 MHz. The integration time per subband
was 10 s. The arrays ofx-dipoles andy-dipoles were calibrated independently using
the weighted alternating least squares approach describedin Sec. 5.5 using Cas A
and Cyg A as calibrators. Least squares imaging was applied to the calibratedxx -
visibilities andyy-visibilities separately before the resulting images wereadded to
form a pseudo-intensity map. The �nal result is shown in Fig.2.16. For comparison,
a DFT was applied to the raw visibility data.

In the least squares image a number of well known sources havebeen indicated.
The most subtle feature visible is the Galactic loop emerging from Cyg A. This bit of
extended emission can be identi�ed as loop III in the Haslam survey [49]. This shows
the improvement of the least squares image over the DFT image. In the DFT image,
there is some extended emission emerging from Cyg A, but there is also a large region
of extended emission near the western horizon that cannot beassociated with known
sources. In the least squares image, this emission disappears while the emission near
Cyg A remains. We can therefore conclude that the extended emission near the west-
ern horizon in the DFT image is actually caused by the array response to the Galactic
plane and the north polar spur. This demonstrates that leastsquares imaging ade-
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quately removes the instrumental response thereby showingonly the real emission in
the �nal image. This simple observation already involves aninteresting deconvolu-
tion challenge since the image contains both strong point sources as well as extended
emission that are convolved with a frequency dependent station beam and element
beam. With conventional imaging techniques, this would require a multi-resolution
CLEAN [29]. The least squares imaging technique performs this deconvolution task
implicitly.

2.4.2 Statistical performance

The statistical performance of an algorithm can be assessedby comparing the vari-
ance of the parameter estimates in multiple realizations with the Cramer-Rao bound
(CRB). These realizations are normally obtained by Monte Carlo simulations, an ap-
proach that will also be exploited in Ch. 5. If the instrument, the environment and
the test signal are stable, multiple realizations may be obtained by repeating a single
measurement over time. Browsing through the data from the monitoring campaign
in February 2008, I found a 300 s observation on the 195 kHz subband at 50 MHz
consisting of 298 snapshots with 1 s integration each that did not seem to be affected
by ionospheric disturbances or other obvious irregularities. These data were captured
by the station correlator at CS10 starting at 15:46:44 UTC on14 February 2008.

The data for each 1 s snapshot observation were calibrated using the method de-
scribed in Sec. 5.5. The calibration solutions were constant over the 300 s interval
con�rming that the individual snapshots could be regarded as realizations of the same
measurement. The calibration results were averaged over the complete interval to im-
prove their accuracy and avoid additional noise in the imagedue to varying calibration
error propagation (see Ch. 6). The calibration results wereapplied to the data during
the imaging process. The top left panel of Fig. 2.17 shows theaverage image over all
298 snapshots.

The CRB was calculated using the result for source power estimation obtained
in Ch. 4 by regarding each pixel in the image as a discrete source. The result is
shown in the top right panel of Fig. 2.17. Note that the CRB is not constant over the
image. This is an important result, because it shows that theinterplay between the
array beam pattern and the source structure in the imaging and deconvolution process
causes a non-uniform noise distribution over the map that neither follows the source
structure nor is homogeneous over the sky. Initially this was explained by the fact that
LOFAR is a sky noise dominated instrument, which implies that the source noise is
a signi�cant fraction of the total system noise [60, 147]. However, the more detailed
analysis presented in Ch. 6 indicates that that explanationholds for DFT imagers, but
does not necessarily hold after deconvolution.

The variance of the estimated image values was determined bycomputing the
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Figure 2.17: These plots demonstrate the excellent noise performance of least squares
imaging using 298 consecutive 1 s observations in the same subband. The top left
panel shows the all sky map, the top right panel shows the expected variance of the
image pixels based on the Cramer-Rao bound, the bottom left panel shows the actual
variance of the image values if Earth rotation is ignored andthe bottom right panel
shows the variance of the image values if Earth rotation is handled properly [162].

variance for every pixel in the map over the 298 snapshots. The result is shown in
the bottom left panel of Fig. 2.17. The variance on Cas A and Cyg A appears to
be an order of magnitude higher than predicted by the CRB while the values and
overall structure in the rest of the image seem to agree quitewell. During a 5 minute
interval, the Earth rotates by 1.25� , which is a signi�cant fraction of a 5� beam.
We are therefore not measuring the variance of the imaging process but the rate at
which Cas A and Cyg A are moving in and out of a station beam directed towards a
particular point in the sky. The estimation procedure for the variance was improved
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by calculating the average variance per 10 consecutive snapshots. This led to the
result shown in the bottom right panel of Fig. 2.17 indicating quantitative agreement
with the the CRB. The least squares imaging method describedin Sec. 6.3 therefore
appears to operate statistically ef�cient on actual data.

2.4.3 All-sky least squares synthesis imaging

The hemispheric image shown in Fig. 2.16 demonstrates that the least squares imag-
ing method described in Sec. 6.3 can produce a frequency synthesis image. Math-
ematically, however, there is no difference between snapshots over frequency and
snapshots over time. We should thus be able to combine multiple observations taken
at different times into a synthesis map. After 24 hour, a LOFAR station has seen
the entire sky visible from its geographical location and this synthesis map should
be an all-sky image, covering up to4� steradian for a station placed at the equator.
This can be demonstrated using data captured during the �rstmonitoring campaign
with the LBAs at CS10 started on 18 January 2008 at 8:28:39 UTCand lasting until
9:37:04 UTC on 21 January 2008. During this period the station correlator swept
continuously over all 512 195 kHz subbands with 1 s integration time per subband.

The data for the array ofx-dipoles were calibrated using the station calibration
pipeline discussed in Sec. 2.3.2. The standard calibrationroutine was extended with
position estimation of the calibrators to reduce the impactof ionospheric effects on
the antenna based gain estimates. After calibration and subtraction of Cas A and Cyg
A, least squares imaging was used to produce the all-sky map shown in Fig. 2.18
using all RFI free data between 40 and 70 MHz assuming an isotropic element beam
pattern. The actual element beam pattern is still an object of study and can easily be
included as soon as an appropriate model becomes available.

Comparison with the ITS survey map shown in Fig. 2.6 clearly shows the impact
of the implicit deconvolution performed by least squares imaging; the extended struc-
tures like the galactic plane are less smeared out, the contrast of the bright sources Vir
A and Tau A is much improved and the “empty” parts of the sky arenow much darker.
In the CS10 map the sun is better localized near about 20 hoursright ascension and
-20� declination, since the measurements are spread over only three days instead of
two weeks.

The image also shows that there is room for further improvement. The �ux of
Cas A and Cyg A was estimated by the calibration routine basedon baselines longer
than four wavelengths. This baseline restriction should ensure that the �ux of the
underlying galactic plane is not attributed to these point sources. In Fig. 2.13 one
can already see that this does not work perfectly if the galactic plane is close to the
horizon. In that case, the projection of a four wavelength baseline in the direction of
the galactic plane is much shorter making the baseline restriction less effective. This
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Figure 2.18: CS10 survey map based on 508 frequency scans with the station correlator using all RFI free 195 kHz
subbands between 40 and 70 MHz. Cas A and Cyg A have been removed after calibration of the individual snapshots
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causes small artefacts at the locations of Cas A and Cyg A. Such artefacts were not
visible in the ITS survey map shown in Fig. 2.6, which demonstrates the least squares
imaging is far more sensitive to errors in the preparatory data reduction than DFT
imaging. This is an important asset, since it implies that data reduction errors are not
covered up by the imaging routine.

The grid of pixels was chosen such that the maximum achievable resolution to-
wards a source at a given declination is properly taken into account. This gives rise
to a declination dependent grid spacing. The smallest spacing is de�ned by a source
that transits in the zenith and is0:75� 0=D whereD is the diameter of the station and
� 0 is the minimum wavelength, in this case 4.28 m at 70 MHz. This grid may cause
artifacts like the horizontal feature at the declination ofthe sun and the horizontal fea-
ture just below 3C134. Better results can probably be obtained if the grid is chosen
based on the data instead of using a prede�ned grid. This would also include a more
objective criterion for the optimal imaging resolution, which is now determined by
hand based on several trials using the condition number of the deconvolution matrix
as �gure of merit.

Although there is enough room for further improvement, least squares imaging
seems to be a promising technique for imaging with relatively small arrays like the
LOFAR and SKA cores with a large FOV observing complex sourcestructures. As
demonstrated with the examples above and discussed in Sec. 6.3, its attractive features
are:

1. it can handle arbitrary direction dependent effects;
2. it can handle arbitrary visibility corrections;
3. it can handle non-sparse �elds, i.e. complex source structures;
4. it appears to be statistically ef�cient on actual data.

The results presented in this chapter demonstrate that the calibration and imaging
methods described in Secs. 5.5 and 6.3 work well on actual data. The foundations for
this success are laid in the next chapters. Chapter 3 describes the data model based
on an accurate physical description of a phased array antenna system. Expressions
for the Cramer-Rao bound are derived in Ch. 4. This allows a thorough assessment of
statistical performance of the proposed calibration and imaging algorithms, which led
to several re�nements over the years. This is nicely illustrated by the calibration ap-
proaches applied to THETA, ITS and CS10 data mentioned in this chapter. However,
a statistically ef�cient method based on an erroneous data model will not produce
proper results on actual data, so the next chapter is devotedto the data model.
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Chapter 3

Data model

The data model, often called measurement equation in the radio astronomical com-
munity, is the foundation on which all calibration and imaging or, in general, all data
reduction algorithms are built. It provides a mathematicalmodel of the measure-
ment system and shows the assumptions underlying the data reduction methods. Due
to its fundamental importance all well-written literatureon (array) signal processing
starts with a description of the data model. I will thereforemention only a few ref-
erences suitable for introductory reading. Thompson, Moran and Swenson [116] and
Perley, Schwab and Bridle [88] provide a thorough introduction to the �eld of radio
astronomy. A key contribution to the measurement equation came from Hamaker,
Bregman and Sault [45], who recognized that correct treatment of measurements on
polarized sources required the use of Jones matrices, i.e. the use of a matrix equation
per antenna instead of a scalar equation per feed. Leshem andVan der Veen [64],
Van der Veen, Leshem and Boonstra [123] and Boonstra [14] have reformulated the
measurement equation in the formalism used in the array signal processing literature
in which the data model for the entire array is formulated as asingle matrix equation.
This paves the way for the use of results from linear algebra for both mathemati-
cal analysis and extraction of parameters from the measureddata. With the advent
of phased arrays in radio astronomy, such as ThEA [56, 141], LOFAR [15, 127],
EMBRACE [1,2,84] and MWA [72,73], the study of the electromagnetic interaction
between the receiving elements in a tile or station array becomes increasingly impor-
tant. Lanne [61] describes a practical data model for antenna arrays including mutual
coupling.

The description in this chapter starts from antenna theory.This leads to a rather
complex data model that imposes only minor restrictions on its applicability. Working
with this data model is rather inconvenient when focusing ona speci�c aspect of the
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system or data reduction. The analysis in the rest of this thesis will therefore be done
on simpli�ed variants of the generic model presented here. This presentation should
provide a clear view on the assumptions made in the discussions.

3.1 Physical model

The electromagnetic �eld probed by the antennas in a phased array can be described
as a superposition of electromagnetic waves coming from alldirections at different
frequencies. Most signals relevant to radio astronomers originate from such vast
distances that the curvature of these waves over the array may be neglected. This
allows us to describe the electromagnetic wave with wave vector k impinging on the
receiving element located at position� at timet as the plane wave

E (� ; k; t) = E0 (k; t) e� j(k T � �j k j ct ) : (3.1)

The wave vectork = � 2�f l=c completely describes the plane wave coming from
direction l at frequencyf and j is de�ned as the negative square root of -1. The
plane wave spectrumE0 (k; t) = [ E0� ; E0� ; E0r ]T describes the complex amplitude
distribution along the three polarization directionse� , e� ander . Since a plane wave
does not have a �eld component along the direction of propagation, the component
alonger is zero and therefore it is suf�cient to describe the �eld amplitude by just
two components, i.e.E0 (k; t) = [ E0� ; E0� ]T .

The amount of power absorbed by thepth receiving element subject to an elec-
tromagnetic wave with wavenumberk and polarization[E0� ; E0� ]T depends on the
sensitivity of the receiving element to radiation from thatdirection at that frequency
with that polarization. Using reciprocity, this sensitivity pattern can be determined
by measuring the radiation pattern of the array while applying an input currentI 0 to
thepth element and leaving the terminals of all other elements open. This is called
the embedded open circuit loaded radiation patternEp [128,129] and will be referred
to as the element beam pattern. The isolated loaded radiation pattern provides a rea-
sonable approximation if the array is suf�ciently sparse [48, 130]. The open circuit
voltage at the antenna terminals is thus given by [129]

voc;p (k; t) =
4� j� 0ej jk j � 0

jk j �I 0
E

�
� p; k ; t

�
� Ep (k) (3.2)

where� 0 is the distance at which the embedded open circuit loaded radiation pattern
is measured and� =

p
�=� , with � and� as the permeability and dielectric constant

of the propagation medium, is the intrinsic impedance, which is377 
 for free space.
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receiver network,ZR , G

antenna array,ZA

Figure 3.1: Schematic representation of an antenna array characterized by its mutual
impedance matrixZA and its receiving network characterized by its mutual input
impedance matrixZR and its gain matrixG.

The open circuit voltages of allP elements of the antenna array can be stacked in
aP � 1 column vectorvoc = [ voc;1; voc;2; � � � ; voc;P ]T . The impedance of the output
terminals of the array can be described by a mutual impedancematrixZA . The array
is loaded by a receiver chain network, generally consistingof a low noise ampli�er
behind every receiving element as depicted in Fig. 3.1, characterized by its mutual
input impedance matrixZR and voltage gainsgp for each receiver chain which can
be stacked in aP � 1 column vectorg = [ g1; g2; � � � ; gP ]T . The voltages at the
output of the receiver chain network can thus be described by[128]

v (k; t) = G (f ) ZR (f ) (ZR (f ) + ZA (f )) � 1 voc (k; t)

= G (f ) Q (f ) voc (k; t) (3.3)

whereG = diag ( g). The matrixQ = ZR (ZR + ZA )� 1 describes the effect of
mutual coupling between the receiving elements of the array. The output of each el-
ement is a mixture of the response of the element itself and the scaled and delayed
responses of the other elements in the array. The antenna array and its receiving net-
work can also be described using the scattering matrixS. This approach is followed
in [130] and leads to a similar result, i.e.v = GQv oc is still an accurate description
of the mutual coupling in the antenna array. The third representation is based on the
mutual admittance matrixY . These representations are equivalent and if eitherZA

(andZR ), S or Y is known, the other two (and thereforeQ) can be calculated [61].
The output voltages of the receiver networkv (t) are the result of the superposi-

tion of voltages induced by electromagnetic waves coming from all directions at all
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frequencies. If these signals originate from celestial sources, they are stochastic in
nature. Although each celestial source has its own power spectral density, their signal
in individual narrowband [170] frequency channels may be modeled as independent
identically distributed (i.i.d.) complex Gaussian noise.The fundamental reason for
this is provided by quantum mechanics. From quantum mechanics, we know that
electromagnetic radiation may not only be described as waves but also as particles,
called photons. Each photon carries an energyE = hf whereh = 6 :626� 10� 34 Js
is the Planck constant. This implies that photons at radio frequencies, the lowest fre-
quencies of the electromagnetic spectrum, carry very smallamounts of energy. For
example, a single photon at 178 MHz, the frequency at which the 3C catalog was
observed [8], carries1:18� 10� 25 J. According to the 3C catalog, Cyg A has a �ux of
8100 Jy = 8100� 10� 26 Wm � 2Hz� 1. If this source is observed by a LOFAR high
band antenna tile with an effective area of 25 m2 in a Nyquist sampled frequency
channel, each time sample already represents2:03 � 10� 21 J which corresponds to
over 17000 photons. This number is suf�ciently large to ensure that the Poisson dis-
tribution of a photon counting experiment closely resembles a Gaussian distribution.
In reality, observers integrate over even longer time scales because the signal-to-noise
ratio in a single sample is insuf�cient to detect even a strong astronomical source like
Cyg A.

Due to the stochastic nature of the signals of interest, radio astronomical mea-
surements are based on measuring the spatial coherency between antenna signals,
the visibilities. This can either be done by �rst computing the crosscorrelation func-
tion in time before calculating the cross power spectrum or by applying a Fourier
transform to the antenna signals �rst and then compute the cross power spectrum by
channel-wise multiplication. A correlator architecture based on the �rst approach is
an XF-type correlator while an architecture based on the second approach is an FX-
type correlator. It follows from the Wiener-Kinchin theorem that these approaches
are equivalent. A derivation of this theorem [83] shows thatthis theorem holds if
the signals are jointly stationary and have a �nite coherence length in time. Both
requirements are satis�ed by celestial signals, but not by,e.g., chirped radar signals.

Since correlation can be described by a multiplication in the frequency domain,
we will assume that the narrowband condition [170] holds. This can be described
mathematically by assuming an in�nitely narrow frequency response of the system
centered aroundf 0, i.e.

v (l ; f 0; t) =
Z 1

�1
G (f ) Q (f ) voc (f; l ; t) � (f � f 0) df

= G (f 0) Q (f 0) voc (f 0; l ; t) ; (3.4)

where� (f � f 0) denotes the Dirac delta function. For notational convenience we
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will stop mentioning the frequency dependence explicitly from this point. The output
voltagesv (t) can now be obtained by integrating (3.4) over direction, i.e.

v (t) =
Z �

� �

Z �= 2

0
GQv oc (l ; t) jsin � j d� d� =

Z



GQv oc (l ; t) d
 : (3.5)

The details ofvoc (l ; t) follow from (3.1) and (3.2). By splittingE0 (l ; t) =
e0 (l ; t) s (l ; t) in a unit polarization vectore0 (l ; t) and a source signals (l ; t), we
can introduce a direction dependent gain for thepth element of the array

g0p (l ; t) =
4� j� 0ej jk j � 0

jk j �I 0
e0 (l ; t) � Ep (l ) : (3.6)

Although in this presentation, we only use direction dependent gains to describe
the element beam patterns, additional complex valued multiplicative factors may be
added to describe distortions of the incoming wave fronts due to, e.g., varying prop-
agation conditions or near-�eld effects.

These gains can be stored in aP� 1column vectorg0 (l ; t) = [ g01 (l ; t) ; g02 (l ; t) ;
� � � ; g0P (l ; t)]T . The phase of an incoming plane wave at thepth receiving element
can be denoted by a phasorap (l ; t) = exp

�
� j

�
kT � p � j k j ct

��
. These phasors can

be stacked in aP � 1 column vectora (l ; t) = [ a1 (l ; t) ; a2 (l ; t) ; � � � ; aP (l ; t)]T .
If the receiver locations are stacked in a matrix� = [ � 1; � 2; � � � ; � P ]T , the array
response vectora (l ; t) can be written in the convenient form

a (l ; t) =
1

p
P

e� j(� k �j k j ct ) ; (3.7)

which is normalized such thatka (l ; t)k2 = aH (l ; t) a (l ; t) = 1 . Equation (3.5) can
now be written as

v (t) =
Z



GQ (a (l ; t) � g0 (l ; t)) s (l ; t) d
 : (3.8)

The array covariance matrixR = E
�

v (t) vH (t)
	

is a matrix containing the
expected value of the visibilities. Since the output voltages of the receiver network
are a superposition of source signals and noise which are mutually uncorrelated, the
array covariance matrix can be split in a noise term and a signal term. The noise
term consists of a contribution from the homogenous sky background noise picked
up by the receiving elements and the noise power of the receiver chains. The noise
covariance matrix can therefore be modeled as [48]

R n = kbTrec B I + kbTsky B 	 (3.9)
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whereTrec andTsky denote the receiver and sky noise temperature respectively, kb =
1:38� 10� 23 J=K is the Boltzmann constant,B is the observing bandwidth and	 is
the element pattern overlap matrix whose elements are givenby [48,130]

	 p1 p2 =
1

2�P el

Z



Ep1 (l ) � Ep2 (l ) d
 : (3.10)

This matrix describes the overlap or correlated power received by the array elements
integrated over the homogenous sky background. The elementpattern overlap matrix
is normalized such that its diagonal elements are unity.

The contribution of the source signals to the array covariance matrix can be de-
rived directly from (3.5):

R s = E

( � Z



GQv oc (l ; t) d


� � Z



GQv oc (l ; t) d


� H
)

: (3.11)

If the source signals are spatially uncorrelated, i.e. the signal coming froml is not
correlated with the signal coming froml0 6= l , (3.11) reduces to

R s = GQ
� Z



E

�
voc (l ; t) vH

oc (l ; t)
	

d

�

QH G H : (3.12)

Using the factorization ofvoc (l ; t) introduced in (3.8) and taking expected values,
this can be written as

R s = GQ
� Z



(a (l ) � g0 (l )) � (l ) (a (l ) � g0 (l )) H d


�
QH G H ; (3.13)

where� (l ) = E fs (l ; t) s (l ; t)g.
If the signals incident on the array originate from a number of discrete sources,

the surface integral can be replaced by a summation over theQ source signals. In
practice, we always probe the sky with a �nite resolution, sothe number of resolu-
tion elements is limited. A discrete source model can therefore handle all practical
situations, even in the presence of extended emission. We can thus write

R s = GQ

 
QX

q=1

(aq � g0q) � q (aq � g0q)H

!

QH G H : (3.14)

Introducing theP� Q matricesA = [ a1; a2; � � � ; aQ ] andG 0 = [ g01; g02; � � � ; g0Q ],
theQ� 1column vector� = [ � 1; � 2; � � � ; � Q ]T and theQ� Q matrix� = diag ( � ),
this can be simpli�ed further to

R s = GQ (A � G 0) � (A � G 0)H QH G H : (3.15)
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Since the signals at the receiver network output terminals are a superposition of
the source and noise signals received by the antennas and thenoise introduced by
the receiver path electronics, the array covariance matrixat these output terminals is
described by the addition ofR n given by (3.9) andR s given by (3.15), i.e.

R = GQ (A � G 0) � (A � G 0)H QH G H + kbTsky B 	 + kbTrec B I : (3.16)

3.2 Signal processing models

Although (3.16) provides a complete description of a radio astronomical phased array
based on the physics of the system, it is more complex than required in most practi-
cal applications, in which simplifying assumptions can often be made. We will thus
make a transition from the physical description in the previous section to the repre-
sentation of array systems commonly used in the array signalprocessing literature
by discretizing the signal in time to model the sampling by anADC and introducing
Jones matrices to describe the response of a dual polarized antenna to the incoming
signals. These steps will facilitate a comparison with other array signal processing
models.

3.2.1 Short term covariance matrix

If the signal is sampled with periodT, thenth time sample of the array signal vector
x[n] follows from (3.5) by

x[n] =
Z 1

�1
v(t)� (t � nT ) dt = v(nT ): (3.17)

As argued in the previous section, this signal can be modeledby a superposition of
mutually independent source and noise signals. Equation (3.8) provides an accurate
model for the source signals while the sampled noise signalsmay be represented by
n (t) thereby leaving out the details of their origin for the moment. The array signal
vector can thus be described by

x[n] =
Z



GQ (a (l ; nT ) � g0 (l ; nT )) s (l ; nT ) d
 + n (nT ) (3.18)

or, after discretizing the source model as demonstrated in the previous section, by

x[n] = GQ

 
QX

q=1

(aq (nT ) � g0q (nT )) sq (nT )

!

+ n (nT ) : (3.19)
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TheQ source signals can be stacked in aQ � 1 source vectors (nT ) = [ s1 (nT ) ;
s2 (nT ) ; � � � ; sQ (nT )]T . Using the matricesA andG 0 as de�ned in the previous
section, we can now rewrite (3.19) as

x[n] = GQ (A � G 0) s (nT ) + n (nT ) : (3.20)

N samples can be stacked into aP � N matrixX = [ x[1]; x[2]; � � � ; x [N ]], which
is a data set used for short term integration. Over this shortterm integration interval,
often referred to as a snapshot, the array covariance matrixR = E

�
x[n]xH [n]

	
is

estimated by the short term covariance matrix estimate

bR =
1
N

XX H ; (3.21)

which is computed by a correlator and stored for later use. Its expected value based
on (3.20) is

R = GQ (A � G 0) � (A � G 0)H QH G H + � n (3.22)

where� = E
�

s (nT ) sH (nT )
	

is theQ � Q source covariance matrix and� n =
E

�
n (nT ) nH (nT )

	
is theP � P noise covariance matrix. The reader should note

that (3.22) has the same form as (3.16) with� n = kbTsky B 	 + kbTsys B I . One
should also realize that, although it is often assumed that� and� n are diagonal ma-
trices, this is not a restriction imposed by this model. However, parametric constraints
on these matrices are often required in practical estimation problems.

3.2.2 Polarimetry

Up to this point, the array system has been described by an array signal vector con-
taining the signals from every individual receiving element in the array. In this de-
scription each receiving element is treated the same way. Ifthe array has been de-
signed to fully reconstruct the polarization of the incident electromagnetic �eld, the
array generally consists of antenna elements, each consisting of two (quasi-)orthogonal
feeds. Hamaker, Bregman and Sault [45,99] recognized that one should consider the
behavior of these receiving element pairs to fully understand measurements on po-
larized sources. We will therefore return to (3.6) to see howpairing of the receiving
elements affects the array signal vector and the array covariance matrix.

In the Sec. 3.1 we introduced the direction dependent gain per elementg0p (l ; t)
by taking the inner product of the polarized element voltagebeam patternEp (l ) and
the polarization of the incoming plane wavee0 (l ; t) (see (3.6)). If we (arbitrarily) la-
bel one receiving element of thepth antenna asx-element and the other asy-element,
we can stack the direction dependent gains of both elements in a2 � 1 column vector

g0p (t) =
�

g0px

g0py

�
=

4� j� 0ej jk j � 0

jk j �I 0

�
Epx (l ) � e0 (l ; t)
Epy (l ) � e0 (l ; t)

�
: (3.23)
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This can be conveniently written as

g0p (t) =
4� j� 0ej jk j � 0

jk j �I 0

�
ET

px (l )
ET

py (l )

�
e0 (l ; t) = Jp (l ) e0 (l ; t) (3.24)

where we have introduced a2 � 2 Jones matrix for thepth antennaJp (l ).
It is now straightforward to construct a model analogous to (3.19) for the array

signal vector of an array of dual polarized antennas. De�nex[n] = [ x1x [n]; x1y [n];
x2x [n]; x2y [n]; � � � ; xP x [n]; xP y [n]]T , i.e. stack the signals from the respectivex-
andy-elements alternatingly. Stack the direction independentgains in the same way,
i.e. let g = [ g1x ; g1y ; g2x ; g2y ; � � � ; gP x ; gP y ]T so thatG = diag ( g). The matrix
Q remains essentially unaltered except that it has now size2P � 2P. The array
response vectoraq (nT ) should be replaced by a2P � 2 matrix A q (nT ) with two
identical columns since the two gain factors of each receiving element for the re-
spective components of the electromagnetic �eld should be multiplied by the same
phasor to compensate for the geometrical delay. The ordering of the elements in
the columns should be the same as inx[n] and g. If the x-feeds andy-feeds of
all antennas are co-located, it is suf�cient to know the array response vector of
the either the array ofx-elementsaqx (nT ) or the array ofy-elementsaqy (nT ),
since the2P � 2 array response matrix for the full array can now be constructed
by A q (nT ) = aqx (nT ) 
 12� 2, where12� 2 denotes a2 � 2 matrix �lled with
ones. The direction dependent gain vectorg0q is obtained by stackingg0p (nT ), i.e.

gq (nT ) =
�
JT

1q; JT
2q; � � � ; JT

P q

� T
e0q (nT ) = Jqe0q (nT ). Note that, with some

abuse of notation, we have de�ned the2P � 2 matrix Jq in which we have stacked
the Jones matrices of the individual antennas,Jpq . Finally, n (nT ) also becomes a
2P � 1 vector with its element arranged in the same order asx[n]. Putting all these
de�nitions together, we may reformulate (3.19) as

x[n] = GQ

 
QX

q=1

(A q (nT ) � Jq) e0q (nT ) sq (nT )

!

+ n (nT ) : (3.25)

The signal from theqth source is measured as a series of time samples charac-
terized by their amplitudesq (nT ) and their polarizatione0q (nT ) = e� e� (nT ) +
e� e� (nT ). Since these samples originate from a stochastic process, we need to look
for their stochastic properties. Hamaker, Bregman and Sault [45, 46, 99] introduced
the concept of source coherency, which is the2 � 2 covariance matrix of the dual
polarized source signal, i.e.

Eq = E
�

e0q (nT ) sq (nT ) sq (nT ) eH
0q (nT )

	
=

�
E ��

q E ��
q

E ��
q E ��

q

�
: (3.26)
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With this de�nition, we can formulate the model for the shortterm array covari-
ance matrix as

R = GQ

 
QX

q=1

(A q � Jq) Eq (Jq � A q)H

!

QH G H + � n (3.27)

assuming that the sources are mutually independent. By de�ning the source covari-
ance matrix as the2Q � 2Q block diagonal matrix� = bdiag ( Eq) with the source
coherenciesEq on the main diagonal and stacking the array response matrices in a
2P � 2Q matrix A = [ A 1; A 2; � � � ; A q] and the corresponding Jones matrices in a
2P � 2Q matrixG 0 = [ J1; J2; � � � ; JQ ], this can be rewritten as

R = GQ (A � G 0) � (A � G 0)H QH G H + � n (3.28)

which has exactly the same form as (3.22). Note that althoughthe assumption that
the source signals are independent was introduced in an intermediate step to improve
the readability of this derivation, the �nal result can easily handle correlated sources.

Each source is characterized by its coherency matrixE ��
q , where the superscript

has been added to emphasize that the polarization has been characterized by the �eld
components alonge� ande� . For celestial objects, astronomers generally use right
ascension� and declination� as the principal axis of the coordinate system. In that
case, the source coherencies could be denoted asE ��

q . Another important coherency
matrix isExy

p1 p2
, the coherency on the baseline from antennap1 to antennap2. Ignor-

ing the receiver gain, mutual coupling and geometrical delay (or assuming they are
appropriately compensated)Exy

p1 p2
is related toE ��

q by the Jones matrices of the two
antennas involved

Exy
p1 p2

= Jp1 qE ��
q JH

p2 q: (3.29)

These Jones matrices describe the two voltage beam patternsof the two feeds of the
antenna.

Section 6.3 discusses least squares synthesis imaging. If this is applied to po-
larized data, we have to estimate four real valued parameters per pointing direction
in the image to describe the source coherency in that direction E ��

q . SinceE ��
q is

Hermitian, an intuitive choice for a real valued coherency vector is

eq =
h
E ��

q11; Re
�

E ��
q12

�
; Im

�
E ��

q12

�
; E ��

q22

i T
: (3.30)

The measured visibility based coherenciesep1 p2 = vec
�
Exy

p1 p2

�
produced by the

qth source are related to the source coherencyeq through the instrumental response
towards theqth source that can be described by a4 � 4 beam polarization matrix
B p1 p2 q, such that

ep1 p2 = B p1 p2 qeq; (3.31)
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which is merely the vectorized form of (3.29).

3.2.3 Commonly used data models

For the development of the data model presented here the workof Warnick et al.
[48,128–130] and Lanne [61] was used as starting point. Thismodel was augmented
with the theory of polarimetry developed by Hamaker, Bregman and Sault [45,46,99].
This route was chosen to obtain a generalized data model thatcovers all viable array
signal processing models proposed in the literature. Such ageneralized data model
is quite cumbersome to work with if one's interests lie with aparticular aspect of the
system. Most studies therefore assume a simpli�ed version of the data model, for
example by ignoring mutual coupling or assuming a calibrated array. This section
presents a brief overview of the assumptions commonly made in the literature.

Although mutual coupling may have signi�cant impact on the array response in
dense phased arrays, its impact on array signal processing is often ignored, except
by a few authors. Svantesson and Viberg [112] and Svantesson[111] have proposed
modi�ed versions of commonly used algorithms like multiplesignal classi�cation
(MUSIC) [101] and estimation of signal parameters via rotational invariance tech-
niques (ESPRIT) [95] to handle arrays affected by mutual coupling under the as-
sumption that the array is calibrated, i.e.G = I . However, high resolution DOA
estimation techniques are known to be very sensitive to calibration errors. A num-
ber of recent studies therefore focuses on phased array calibration and DOA estima-
tion in the presence of mutual coupling. Examples are Lanne [61] and Warnick et
al. [48,128–130].

Ignoring mutual coupling impliesQ = I which simpli�es (3.22) to

R = G (A � G 0) � (A � G 0)H G H + � n ; (3.32)

where� is commonly assumed to be diagonal andG 0 can be a full matrix. In this
caseG can be absorbed inG 0, which then contains complex gain factors per receiv-
ing element and per source. This model is adopted by Van der Tol, Jeffs and Van der
Veen [120] to describe the direction dependent calibrationof LOFAR. They recog-
nize that a calibration routine allowing for one complex gain factor per station per
source has too many degrees of freedom to result in a unique solution. They solved
this ambiguity by exploiting the spatial, spectral and temporal continuity of these gain
factors. Wijnholds and Van der Veen [165] studied this problem under the constraint
that all receiving elements have the same directional response, an assumption also
made by Weiss and Friedlander [134]. Calibration assuming this scenario will be
discussed extensively in Ch. 5.

The fact that a single complex gain factor per visibility does not lead to a mean-
ingful solution because such a model will �t to any data, is recognized by Cornwell
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and Fomalont [26], who describe the self-calibration assumption, which states that
all gain effects in a radio telescope system are telescope based. This reduces the data
model to

R = GA�A H G H + � n ; (3.33)

where � is often assumed to be diagonal. This model is not as restrictive as it
may seem, since in self-calibration the source structure described by� and the di-
rection independent gainsG are estimated simultaneously. Since the source struc-
ture is assumed unknown,� effectively absorbs the direction dependent gainsG 0.
The data model described by (3.33) is commonly used in paperson array calibra-
tion [12,37,39,90,149].

Studies on receiving element position calibration, DOA estimation or imaging
parameterize the array response matrixA and either absorb the direction independent
gainsG in this matrix or assume that the array is calibrated. This leads to

R = A (� ) �A H (� ) + � n : (3.34)

This model is very suitable for analyzing methods based on subspace techniques
[124], which include high resolution DOA estimation techniques such as MUSIC
[101], ESPRIT [95] and weighted subspace �tting (WSF) [125]. This model also
lends itself well for the development and analysis of detectors for source signals
[65,91,92,131].

3.3 Noise subspace and signal subspace

Eigenvalue decomposition has proven to be a very powerful technique for the analysis
of array covariance matrices as illustrated by subspace based techniques for parameter
�tting [124], high resolution DOA estimation [101,125] andsource detection [14,91,
92]. Some of these techniques may be used to determine the number of sources that
has to be included in the source model used for calibration orto estimate the source
positions, as suggested in Ch. 5. This section therefore provides some background on
the eigenvalues and eigenvectors on the array covariance matrix.

The eigenvalue decomposition of theP � P array covariance matrix

R = V�V H (3.35)

decomposes the array covariance matrix in a set of orthonormal eigenvectors stacked
in a full rankP � P matrix V and their corresponding eigenvalues� 1; � 2; � � � ; � P

which form the main diagonal of theP � P diagonal matrix� . Based on the distri-
bution of eigenvalues this decomposition is often conceptually split in eigenvectors
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associated with the source signals and eigenvectors associated with the noise in the
measurement, i.e.

R = V s � sV H
s + V n � n V H

n : (3.36)

The space spanned by theQ signal eigenvectors stacked in theP � Q matrix V s is
called the signal subspace while its orthogonal complementassociated with the noise
eigenvectors stacked in theP � (P � Q) matrixV n is referred to as noise subspace.

In the remainder of this section, I present a number of simpleexamples to illus-
trate the physical signi�cance of the eigenvalues and eigenvectors of the array co-
variance matrix. First, consider the array covariance matrix for a single source with
power� 1 and array response vectora1 observed by a noise free perfectly calibrated
system

R = � 1a1aH
1 : (3.37)

This model has rank 1. Sincek a1 k2= aH
1 a1 = 1 , the eigenvector associated with

this source will bev1 = a1 and the corresponding eigenvalue will be� 1 = � 1. All
other eigenvalues will be 0, since we assumed a noise free scenario. The eigenvalue
decomposition will thus yield

R = v1� 1vH
1 + V n diag (0) V H

n : (3.38)

This simple scenario becomes a little more realistic if we add receiver gains and
mutual coupling to our model, i.e. if we expand (3.37) to

R = � 1GQa 1aH
1 QH G H : (3.39)

This model may actually be used to model the response of a verystrong point source.
After introducinga0

1 = GQa 1, we can rewrite (3.39) as

R = � 1a0
1a0H

1 ; (3.40)

which shows that the receiver gains and mutual coupling do not increase the rank of
the source model, although they do alter the associated eigenvalues and eigenvectors,
since the norm ofa0

1 may not be equal to 1.
From these examples, one may get the impression that the eigenvectors in the

source subspace are directly related to the array response vectors of the individual
sourcesaq, which may include the receiver gains and mutual coupling, and that the
corresponding eigenvalues provide information on the source powers. Unfortunately,
this relation breaks down as soon as there are two or more sources involved. The
simple argument is that the array response vectors of the sources are not always or-
thogonal while the eigenvectors are orthonormal by de�nition. There can therefore
be no one-to-one relation between the array response vectors and the eigenvector
spanning the signal subspace.
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The fact that there is no one-to-one correspondence betweenthe eigenvalue de-
composition of the signal subspace and the sources, is also nicely illustrated by the
eigenvalues for a rank 2 model for which an analytic solutionexists. Consider the
rank 2 model

R = A�A H = [ a1; a2]
�

� 1 � 12

� 21 � 2

� �
aH

1
aH

2

�
: (3.41)

The solution for the two non-zero eigenvalues is given by [170]

� 1;2 =
�

1
2

(� 1 + � 2) + Re
�

� 12aH
2 a1

	
�

�

0

B
B
@1 �

vu
u
u
t 1 � 4

�
1 �

�
�aH

1 a2
�
�2

� �
� 1� 2 � j � 12 j2

�

�
� 1 + � 2 + 2Re

�
� 12aH

2 a1
	� 2

1

C
C
A : (3.42)

This result shows that even if the signals are uncorrelated,i.e. � 12 = � 21 = 0 ,
the eigenvalues are not equal to the source powers unlessaH

1 a2 = 0 , i.e. unless
the two array response vectors are orthogonal. Only in that case, the eigenvector
corresponding to the largest eigenvalue will be aligned with the array response vector
of the strongest source and the other eigenvector with the array response vector of the
other source.

Finally, we consider the impact of noise on the eigenvalue structure. Suppose we
have an array with equal but uncorrelated system noise powers on all receivers and
that the eigenvalue decomposition of the array covariance matrix before addition of
the noise isV�V H , i.e.

R = V�V H + � n I : (3.43)

Then the eigenvalue decomposition will yield

R = V (� + � n I ) V H : (3.44)

This shows that the eigenvectors remain the same. The corresponding eigenvalues,
however, are augmented by the addition of� n . This property of the eigenvalue
decomposition follows directly from the orthonormality ofthe eigenvectors; since
VV H = I , it is easily seen thatV � n IV H = � n I . This also shows that if the sys-
tem noise varies per receiver or is correlated between receivers, the eigenvectors are
affected, since

� � 1=2
n (R s + � n ) � � 1=2

n = � � 1=2
n R s� � 1=2

n + I 6= V s � sV H
s + I (3.45)
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Equation (3.44) suggests that it is fairly simple to discernthe signal subspace from
the noise subspace if the system noise powers of the individual receivers are the same
and uncorrelated. Unfortunately, the analysis above only applies to the expected value
of the array covariance matrix. In practice, the noise on thedata introduces a structure
in the estimated eigenvalues that makes it more dif�cult to discern the eigenvalues
associated with the signal subspace from those associated with the noise subspace.
Edelman [32] has made a thorough analysis of the eigenvaluesand condition numbers
of real and complex valued random matrices, including matrices of the formR = � n I
for which he found that the largest and smallest eigenvalues, � 1 and� P , of short term
realizations ofN samples are approximately given by

� 1;P = � n

 

1 �

r
P
N

! 2

: (3.46)

This shows that the largest eigenvalue tends to be somewhat larger than the expected
� n while the smallest eigenvalue is somewhat lower. The symmetry of the largest and
smallest eigenvalue around the expected value suggests a linear relation between the
P eigenvalues. Although this works reasonably well for largeN , the actual relation is
best described by an exponential function. Quinlan et al. [91] empirically established
that thepth eigenvalue can be derived from the �rst by

� p = � 1
�
e� 2a � p� 1

; (3.47)

where

� 1 = � n

�
1 � e� 2a

1 � e� 2aP

�
P (3.48)

a =

vu
u
t 15

2 (P2 + 2)

 

1 �

s

1 �
4P (P2 + 2)
5N (P2 � 1)

!

: (3.49)

3.4 Narrowband assumption

In theoretical derivations it is convenient to assume an in�nitely small bandwidth, but
practical systems will always produce spectrally separated data with �nite channel
width. Fortunately, we may still apply a single frequency model if the system satis�es
the narrowband condition. In view of its importance, this assumption is discussed in
detail. This discussion provides insight in the physical relevance of this assumption
and leads to a quantitative relation between the decorrelation (gain) loss, the array
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size, the channel width and the zenith angle of observation that is useful in the design
of radio telescope systems.

The main reason for invoking the narrowband condition is that the differences in
time of arrival of the incoming signals at different receiving elements, the geometrical
delays, can be modeled by a phase rotation of the complex signals, i.e. by a complex
multiplication. The theoretical basis is provided by the shift theorem for the Fourier
transform [83]. The constraint that a signal with bandwidth� f should not infringe
the applicability of the shift theorem, leads to the commonly used narrowband crite-
rion [116,135]

� f � (2�� ) � 1 (3.50)

where� is the time delay over which the signal should be coherently shiftable, i.e. the
coherence time. The associated physical distancec� is called the coherence length
of the signal. This suggests that the bandwidth requirementimposed on the antenna
array depends on the size of the array.

This point is clearly demonstrated by an analysis of the impact of bandwidth
on the structure of the array covariance matrix as performedindependently by Zat-
man [170] and Boonstra [14]. Zatman de�nes narrowband as theregime in which
the second eigenvalue of a single source model covariance matrix is lower than the
combined noise level of the source covariance matrix and thenoise covariance matrix
given the SNR of the measurement. In his analysis he models the array covariance
matrix with two sources, each representing half the source power, at the same location
but separated in frequency. Mathematically this can be formulated as

R =
1
2

� s
�
a1aH

1 + a2aH
2

�
+ � n I (3.51)

where

a1 =
1

p
P

e� j 2�f 0
c � l s (3.52)

a2 =
1

p
P

e� j 2� ( f 0 +� f )
c � l s = a1 � e� j 2� � f

c � l s : (3.53)

He then derives a relation to determine when statistically ef�cient high resolution
DOA estimators will start to interpret this single broad band source as two individual
sources at two different locations. Intuitively, the broadband source modeled by these
two sources will be interpreted as two sources if the phase difference between the two
array signal vectors represents a vector larger than the system noise. Equation (3.53)
shows that this will not only depend on the SNR of the measurement, but also on
the size of the array, since the inner products of receiver locations with the source
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location�l s will produce larger values for larger arrays and therefore smaller values
of � f are suf�cient to produce the same phase change.

This problem can also be studied by writing the data model fora single source as

R =
� s

2� f

Z f 0 +� f

f 0 � � f
a (f ) aH (f ) df + � n I ; (3.54)

thus by explicitly including the integration over the observing bandwidth. Boonstra
[14] followed this approach using a second order Taylor expansion fora (f ) which is
given by

a (f ) a(0)
0 + ( f � f 0) a(1)

0 +
1
2

(f � f 0)2 a(2)
0 (3.55)

with Taylor coef�cients

a(0)
0 =

1
p

P
e� j 2�f 0

c � l s (3.56)

a(1)
0 = � j

2�
c

�l s � a(0)
0 (3.57)

a(2)
0 = �

4� 2

cc �l s � �l s � a(0)
0 : (3.58)

Equation (3.54) can now be approximated by the two source single frequency model

R = � 1a1aH
1 + � 2a2aH

2 + � n I + O
�
� f 4�

(3.59)

where

p
� 1a1 =

p
� s

�
a(0)

0 +
1
6

� f 2a(2)
0

�
(3.60)

p
� 2a2 =

p
� sp
3

� f a(1)
0 (3.61)

such thatk a1 k2= k a2 k2= 1 . Since (3.59) assumes a two source model, the signal
subspace can be described by just two eigenvectors. The values of the corresponding
eigenvalues can therefore be found using (3.42). Sincea1 anda2 can be expressed
in terms of Taylor coef�cients whose phase and gain depend onthe inner product of
the antenna and source locations,�l s, this alternative derivation leads to the same
conclusion: the maximum allowable bandwidth to satisfy thenarrowband condition
not only depends on the SNR but also on the size of the array.

This can be quanti�ed by considering the case in which a single signal at fre-
quencyf 0 from directionl0 impinges on the array. To compensate for the geometrical
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delays between time of arrival at different antennas in the array, we have to weight
the incoming signals with the conjugate ofw = a (l0; f 0). If we apply these weights
to a signal coming from the same direction at frequencyf 0 + � f , we �nd that the
weighted sum over all array elements is

w H a =
1
P

�
e� j 2�f 0

c � l 0

� H �
e� j 2�f

c � l 0

�

=
1T

P

�
ej 2�f 0

c � l 0 � e� j 2� ( f 0 +� f )
c � l 0

�

=
1T

P
e� j 2� � f

c � l 0 (3.62)

instead of 1 due to the phase mismatch caused by the frequencymismatch. Assuming
that the narrowband condition holds in practical situations thus implies a gain loss at
all in-band frequencies other than the reference frequency. The gain loss at frequency
f 6= f 0 is given by

D (f ) = 1 �
�
�w H (f 0) a (f )

�
�2

: (3.63)

This gain loss is often referred to as decorrelation loss.
In view of the discussion above, one would expect the decorrelation loss to depend

on the array geometry. It is therefore instructive to derivean approximate formula for
the decorrelation loss over a 1-D uniformly sampled array aperture, in which we can
indicate positions by the scalarx. In general, if the aperture is spatially weighted by
a windoww (x), the decorrelation loss can be calculated as

D (f ) = 1 �

�
�
�
�
�
�

R1
�1 e� j 2� ( f � f 0 )

c xl 0 w (x) dx
R1

�1 w (x) dx

�
�
�
�
�
�

2

(3.64)

where we have substituted (3.62). In the case of a uniformly tapered �nite aperture,
w (x) becomes a rectangular window function. Therefore

D (f ) = 1 �

�
�
�
�
�
�

Rx max

� x max
e� j 2� ( f � f 0 )

c xl 0 dx
Rx max

� x max
dx

�
�
�
�
�
�

2

: (3.65)

Integrating overx and reintroducing� f = f � f 0 gives

D (� f ) = 1 �

�
�
�
�
�
�

� c
2� j� f l 0

�
e� j 2� � f l 0

c x max � ej 2� � f 0
c x max

�

2xmax

�
�
�
�
�
�

2

: (3.66)
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The difference between the two exponential functions in thenumerator can be re-
placed by the sine function. The sine function has Taylor series expansionsin (x) =
x � x3=3! + : : : for small values ofx, so the decorrelation loss given in (3.66) may
be approximated by

D (� f ) � 1 �

�
�
�
�
�
�
�
�

� c
2� j� f l 0

2j
�

2� � f l 0
c xmax � 1

3!

�
2� � f l 0

c

� 3
x3

max

�

2xmax

�
�
�
�
�
�
�
�

2

= 1 �

 

�

 

1 �
1
6

�
2� � f l 0

c

� 2

x2
max

!! 2

= 1 �
�

1 �
1
3

4� 2� f 2l2
0

c2 x2
max +

1
36

4� 4� f 4l4
0

c4 x4
max

�

�
4� 2� f 2l2

0

3c2 x2
max : (3.67)

This result shows that the decorrelation loss is related to the width of the fre-
quency band, the size of the array and the DOA of the signal of interest. If the source
of interest is in the zenith, the decorrelation due to channel width even vanishes for
a horizontal planar array since the incoming plane wave arrives at all elements si-
multaneously. The fact that decorrelation occurs for all other positions on the sky
can physically be attributed to a mispointing of the array. This becomes apparent if
we interpret the phase mismatch at thepth receiving element due to the frequency
mismatch as mispointing, which can be formulated mathematically as

2� � f � T
p l0

c
=

2�f 0� T
p � l

c
; (3.68)

which implies that
� f
f 0

� T
p l0 = � T

p � l : (3.69)

This shows that if� T
p l0 = 0 , i.e. � p ? l0, no shift in l0 occurs. For a horizontal

planar array this corresponds to the situation wherel0 is pointing to the zenith. Since
there is a two dimensional subspace in which no mismatch occurs, we can reduce the
problem to a one dimensional problem by de�ning a plane including l0. For a planar
array in the(x; y)-plane, it is convenient to de�ne this plane such that it includes
bothl0 and thez-axis, since this allows the use of simple projections. Denoting the
projection of� p by � p and the projection ofl0 by l0, we can restate (3.69) as

� l0 =
� f
f 0

l0 (3.70)
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where� p has dropped out, thus showing that the mispointing is independent of pro-
jected array size. This mispointing is usually called beam squint. Equation (3.70) also
shows that for a horizontal planar array beam squint dependslinearly on the projected
zenith distancel0 = sin ( � ) and on the fractional bandwidth, a conclusion which was
also found in an earlier analysis [139] and in simulations [19].

Regardless of the way the decorrelation loss is physically explained, (3.64) and
(3.67) are key relations for the design of a phased array radio telescope. Since the size
of the array is determined by the desired spatial resolutionandl0 is �xed by specifying
the desired observable part of the sky, the only way to keep the decorrelation loss
within acceptable limits is to make an appropriate choice for the spectral resolution
of the instrument. Even the signals from broadband sources need to be treated at this
spectral resolution to avoid decorrelation losses due to premature integration.

3.5 Spatial �ltering of source signals

3.5.1 Scalar beam forming

In section 3.4 it was already noted that the phase differencebetween the anten-
nas due to geometrical delays for an incoming plane wave fromdirectionl0 at fre-
quencyf 0 can be compensated by weighting the antenna signals with theconjugate
of w = a (l0; f 0). The operation of forming a weighted sum of the antenna signals is
called beam forming. The goal of beam forming is to add the signal from a speci�c
directionl0 at a speci�c frequencyf 0 coherently while suppressing all other signals.
The decorrelation discussed in the previous section describes how well these weights
suppress signals coming from the same direction at slightlydifferent frequencies.
Below we will assess the suppression of signals at the same frequency coming from
different directions.

Consider a single source with unit power� s = 1 and array response vectoras (ls)
received by a noise free array of antennas with isotropic element patterns (G 0 = I ),
no coupling between the antennas (Q = I ) and unit receiver gain (G = I ). These
simpli�cations allow us to study beam forming without complicating factors. In this
case, the voltage output of the beam former when pointed tol0 will be

y (t) = w H (l0) as (ls) ss (t) : (3.71)

Due to the stochastic nature of the source signal, the voltage output of the beam
former is stochastic as well, so we have to consider the poweroutput of the beam
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formerE
n

jy (t)j2
o

, which is given by

yBF = E
�

w H (l0) as (ls) ss (t) ss (t) aH
s (ls) w (l0)

	

= w H (l0) R s (ls) w (l0) (3.72)

whereR s (ls) = as (ls) � saH
s (ls) = as (ls) aH (ls). This shows that the output

power of the beam former obtained by adding the antenna signals in the voltage do-
main followed by averaging in the power domain gives the sameresult as coherent
addition of the visibilities, which is generally referred to as imaging. The equivalence
of an image made by consecutive pointings using a beam formerand an image pro-
duced by applying the same antenna based weights to the visibilities was discussed
in [140]. The key difference between imaging and beam forming is that a beam for-
mer can only apply antenna based weights while an imager can assign weights to
individual baselines, i.e. individual pairs of antennas, which provides far more �exi-
bility.

The advantage of the beam former described by (3.72) is that it effectively de-
scribes a direct Fourier transform, which is especially attractive for dense regular
arrays where the fast Fourier transform can be exploited. Its disadvantage is that
it therefore suffers from the same sampling effects as the Fourier transform which
causes imperfect spatial separation between sources, as will be demonstrated in Sec.
3.5.2. Therefore more sophisticated schemes have been proposed imposing additional
constraints to reduce the power received from other directions than the direction of
interest. The disadvantage of these more advanced methods is that information on
the array covariance matrix is required. Examples of such schemes are the mini-
mum variance distortionless response (MVDR) beam former [23,122] and the robust
Capon beam former (RCB) [69,126]. The use of these more advanced beam formers
has been proposed [64] and demonstrated on actual data [117,118] in the context of
beam forming and imaging in the presence of strong interfering sources.

3.5.2 Array response

The direction dependent gain of the array or array beam pattern for a single polariza-
tion can be studied using (3.71) to obtain an array voltage beam or (3.72) to obtain
an array power beam by pointing the array in a speci�c direction while scanning the
sky with a probe. Consider a two-dimensional uniform rectangular array (URA), i.e.
a planar array with its equidistantly spaced elements placed on a rectangular grid,
consisting of16 � 16 elements with an isotropic element beam pattern. Figure 3.2
shows its power beam pattern when the array is pointed towards (l; m) = (0 ; � 0:6)
for the frequencies at which the array is0:5� spaced and0:8� spaced
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Figure 3.2: Array power beam patterns for a16� 16URA pointed towards(l; m) =
(0; � 0:6) if the array is0:5� spaced (left) and0:8� spaced (right).

In section 3.5.1 it was noted that the basic beam former describes a direct Fourier
transform relating the far �eld array voltage response to the voltage distribution of
the electromagnetic �eld sampled by the receiving elements. A URA samples a rect-
angular area on a regular grid, so based on Fourier theory we may expect the array
voltage beam of such an array to have a shape described by thesinc-function when
the array is homogeneously excited. Hence the array power beam will follow a sinc2-
function. This is nicely demonstrated by the left panel of Fig. 3.2 which shows the
array power beam for a0:5� spaced or Nyquist sampled array. The right panel shows
the corresponding beam for a0:8� spaced or undersampled array. This causes alias-
ing which leads to a grating lobe with the same sensitivity asthe main lobe appearing
in the northern part of the sky. The presence of grating lobesimplies that the array
is not able to separate signals received by the grating lobesand the signals received
in the main lobe because all these narrowband signals induceexactly the same phase
differences in the array elements.

Antenna arrays with all their receiving elements arranged in a single plane will
experience a distortion in their array beam pattern due to projection of their aperture
plane on the plane perpendicular to the direction of arrival. This projection tends to
zero at the horizon leaving the array with no spatial selectivity at zero elevation. As a
result, the size of the main beam will grow towards lower elevations. This distortion
is not seen in Fig. 3.2 due to the use of(l; m)-coordinates. These coordinates project
the celestial sphere on the plane of the local horizon, whichexactly compensates the
projection effect suffered by the array. This is nicely demonstrated in Fig. 3.3 which
shows the same beam in an(l; m)-projection and with linearly increasing zenith angle
on the radii.
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Figure 3.3: Array power beam pattern for a16 � 16 half wavelength spaced URA
pointed towards the zenith using the(l; m)-projection and polar coordinates with
linearly increasing zenith angle on the radii. The circles indicate zenith angles of 30,
60 and 90 degrees, the radii are equally spaced at azimuth intervals of 45 degrees.

Another advantage of(l; m)-coordinates is that a change in pointing of the array
causes only a shift of the array beam pattern, i.e. the pattern itself does not change.
This is readily demonstrated by the left panels of Figs. 3.2 and 3.3. This can be ex-
plained by the fact that the array beam pattern is determinedby the array con�guration
and the amplitudes of the weights applied to its elements. Asmentioned earlier, the
array beam pattern is the Fourier transform of the spatial sampling within the array
aperture. The array thus de�nes a spatial window function. An incoming plane wave
corresponds to a single spatial frequency, which can be described with a delta func-
tion, that gets convolved with the Fourier transform of thiswindow function. If this
plane wave comes from a different direction, its delta peak in the spatial spectrum
shifts and the pattern it is convolved with, will shift along.

This convolution also implies that the ability of the array to disentangle signals
coming from two different directions only depends on the separation of their DOAs
in (l; m)-coordinates. This is easily seen if the inner product ofw (l ) and a (l0)
describing the array beam pattern is written down explicitly:

w H (l ) a (l0) = aH (l ) a (l0) =
1
P

�
e� j 2�f

c � l
� H �

e� j 2�f
c � l 0

�
=

1H

P
ej 2�f

c � ( l � l 0 ) :

(3.73)
Since the inner product is also a measure of the angle betweentwo vectors, in this
case in theP-dimensional vector space of array response vectors, perfect separation
between signals implies that the corresponding array response vectors either are or-
thogonal or are made orthogonal by application of appropriate weights to the array



70 Data model

signal vector.
The convolution of the array beam pattern with the source signal has an important

consequence for polarimetric measurements with arrays of identical antennas with
co-locatedx-elements andy-elements: the polarization measured in the side lobe
response is determined by the instrumental polarization inthe main lobe and the in-
trinsic polarization of the source. Stated differently, the polarization measured in the
side lobes is not determined by the instrumental polarization at the position of the
side lobe but related to the instrumental polarization in the main lobe [143].

3.6 From snapshots to synthesis observations

The data model described by (3.22) is only valid over a limited time interval and fre-
quency range. The time interval is limited by the stability of the instrument, which
determines the update rate for the instrumental parameters, and by the angular veloc-
ity of the Earth, which enforces an update rate for the beam former weights depending
on the size of the array. The frequency range is limited by thenarrowband assump-
tion as discussed in Sec. 3.4. These constraints on the integration time and bandwidth
limit the number of samples that can be combined to obtain theshort term covariance
matrix estimate. This limits the SNR of the, generally weak,astronomical sources.
We therefore have to combine several snapshot observationsto improve the result,
typically one or more images or source parameter estimates.This process is called
time or frequency synthesis, depending along which axis thedata are combined. This
section describes how several snapshot observations can becombined into a synthesis
observation.

Equation (3.22) gives a general data model for a single snapshot. To emphasize
this, we introduce an additional subscriptm indicating the snapshot index and rewrite
(3.22) to

R m = G m Qm (A m � G 0m ) � (A m � G 0m )H QH
m G H

m + � nm : (3.74)

These snapshots may either be observations at a different time or at a different fre-
quency. If the snapshot observations are based on independent time-frequency sam-
ples, the covariance matrix for the synthesis observation is given by

R syn =

2

6
6
6
6
4

R 1 0 � � � 0

0 R 2
...

...
...

...
... 0

0 � � � 0 R M

3

7
7
7
7
5

= bdiag ( R m ) (3.75)
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where we have introducedbdiag (�) as a short hand notation for a block diagonal
matrix.

Theoretically,R syn has the same role in synthesis observations asR m has for the

mth snapshot. For example, ifw syn =
�
w T

1 ; w T
2 ; � � � ; w T

M

� T
, thenw H

syn R syn w syn

is the output of the scalar beam former applied to the synthesis observation just like
w H

m R m wm describes its output for themth snapshot. In practice, the independence
of the individual snapshots can often be exploited to reduceprocessing cost and mem-
ory usage. For examplew H

syn R syn w syn requiresO
�
M 2P2

�
multiplications and

storage of anMP � MP matrix, while
P M

m =1 w H
m R m wm requiresO

�
MP 2

�
mul-

tiplications and storage ofM P � P matrices. It is therefore convenient to vectorize
(3.75) such that only the non-zero elements are retained. This can be done by de�ning

r syn =

2

6
6
6
4

vec (R 1)
vec (R 2)

...
vec (R M )

3

7
7
7
5

: (3.76)

Usingvec
�
w H

m R m wm
�

= ( w m 
 wm )H vec (R m ) and de�ning

w syn =
h
(w 1 
 w1)T ; (w 2 
 w2)T ; � � � ; (w M 
 w)T

i T
; (3.77)

the output of the scalar beam former is simplyw H
syn r syn which only requires the

necessaryMP 2 multiplications.
In this thesis, calibration is done per snapshot to track thevariations in instrumen-

tal and, as demonstrated in Ch. 2, environmental parameters. The calibrated snapshots
are then combined to form an image using the procedure described in Sec. 6.3. For
imaging purposes, we will exploit the fact that� = diag ( � ), so we can write (3.74)
as

vec (R m ) =
�
A sm � A sm

�
� + vec ( � nm ) ; (3.78)

where we have introducedA sm = G m Qm (A m � G 0m ) I sm . The selection matrix
I sm , which determines whether a source is detected in themth snapshot, describes
sources moving in and out of the FOV during the synthesis observation. Focusing
only on the overall structure, we write this as

vec (R m ) = M m � + nm : (3.79)

For the polarized case,vec (R m ) can be expressed in the same form. We will
demonstrate this for an array of identical antennas where standard matrix products
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can be exploited. First note that, for an array of identical elements, (3.27) becomes

R m =

= G m Qm

 
QX

q=1

(A qm � (1 
 I )) Jqm EqJH
qm (A qm � (1 
 I ))H

!

QH
m G H

m +

+ � mn : (3.80)

This can also be written as

vec (R m ) =
QX

q=1

�
A

0
qm 
 A 0

qm

�
B qm eq + vec ( � mn ) : (3.81)

whereA 0
qm = G m Qm (A qm � (1 
 I )) and usedB qm as de�ned in (3.31). Taking

M m =
h
A

0
1m 
 A 0

1m ; � � � ; A
0
Qm 
 A 0

Qm

i
I sm bdiag (B qm ) (3.82)

and de�ning� =
�
eT

1 ; eT
2 ; � � � ; eT

Q

� T
, the full polarized data model given by (3.27)

can be expressed as (3.79).
Using the de�nition forr syn given by (3.76) and assuming that the source powers,

� , are constant over the synthesis observations, we �nd that

r syn =

2

6
6
6
4

M 1

M 2
...

M M

3

7
7
7
5

� +

2

6
6
6
4

vec (� n 1)
vec (� n 2)

...
vec (� nM )

3

7
7
7
5

= M � + n: (3.83)

This result is used in Sec. 6.3 to derive a generic weighted least squares solution to
the imaging problem, while (3.78) and (3.81) are used to derive speci�c expressions
for single and full polarization data, that can be applied toactual LOFAR data as
demonstrated in Ch. 2. This shows that, although much more data is involved in a
synthesis observation than in a snapshot observation, the mathematical formulation
is identical. This implies that many results derived for snapshot observations can be
applied to synthesis observations as well in a straightforward manner. The analysis
of snapshot observations presented in this thesis is therefore a major step towards the
analysis of synthesis observations.



Chapter 4

Cramer-Rao Bound

The Cramer-Rao bound (CRB) is a lower bound on the variance ofan unbiased esti-
mator. An estimator is ef�cient if it is unbiased and the covariance of the estimation
error achieves the CRB. Such an estimator is a maximum-likelihood (ML) estimator.
Although it is generally not feasible to derive such an estimator for practical prob-
lems, practical estimators may be asymptotically ef�cient, which means that if the
number of samplesN tends to in�nity, i.e. is suf�ciently large, the estimator tends to
behave like an ML estimator. An ML estimator has a number of attractive properties:
it is a consistent estimator, its estimates are asymptotically normally distributed and
it is an asymptotically ef�cient estimator. For a more detailed treatment on estima-
tion theory, the reader is referred to the excellent text books written by Kay [58] and
Moon and Stirling [75].

In this thesis, the CRB is used in two ways. In the �rst place, it is used to evaluate
the performance of the proposed parameter estimation methods. This is done by
comparing the variance of the parameter estimates in Monte Carlo simulations with
the CRB. The results from the Monte Carlo simulations also indicate whether the
estimates are unbiased or not. These simulations thereforeprovide an indication of
the statistical ef�ciency of the proposed estimators. Secondly, the CRB is used to
compute the minimum covariance of the calibration parameters as a starting point for
the analysis of calibration error propagation in the imaging process in Ch. 6.

This chapter therefore provides the ground work for later chapters. We start with
the basic de�nition of the CRB and specialize to the case in which the data samples
have a Gaussian distribution. The resulting relation for the CRB clearly shows that
the covariance matrix describing the CRB can be partitionedin blocks associated with
speci�c groups of parameters. This will be exploited in Sec.4.2 in which we provide
the results used in later chapters. Section 4.3, which is based on [151], discusses the

73
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impact of the boundary condition imposed to �x the gain phasesolution. It is shown
that the commonly used condition that the gain phase of one ofthe elements is set to
zero results in a variance on the phase estimates which is a factor2P=(P � 1) larger
than under the constraint that the average phase is zero. Another result, originally
described in [119], is that the CRB on the direction independent gain estimates is
the same regardless whether an entry of the array covariancematrix is affected by
an additive nuisance parameter that has to be included in theparameter estimation
process or it is simply ignored. The details are discussed inSec. 4.4.

4.1 De�nition of the CRB

Suppose we want to estimate a parameter vector� = [ � 1; � 2; � � � ; � L ]T from a series
of sample vectors

x (t) = s (t; � ) + n (t) (4.1)

which are composed of a parameterized signal vectors (t; � ) and a noise vectorn (t).
Assume that the cumulative probability density function (pdf) p(X ; � ) of the sample
vectors stacked inX = [ x1; x2; � � � ; xN ] is known. The covariance matrixC� of the
estimated parameter vector then satis�es [58,75]

C� � CCRB = F � 1 (4.2)

where the elements of the Fisher information matrix (FIM)F are given by

Fij = �E
�

@2 ln p(X ; � )
@�i @�j

�
: (4.3)

This is the Cramer-Rao theorem andCCRB is the Cramer-Rao bound.
Although the CRB provides a powerful tool for statistical analysis of estimation

problems and proposed estimators, its de�nition leads to rather cumbersome cal-
culations when applied to practical problems. Fortunately, a lot of ground work
has already been done if the data samples can be described by complex Gaussian
noise with covarianceR (� ) = E

�
x (t) xH (t)

	
and mean� (� ) = E fx (t)g, i.e.

x � CN (� (� ) ; R (� )) . In this case, the pdf is given by [58]

p(X ; � ) =
NY

n =1

1
� P jR (� )j

exp
�

�
1
2

(xn � � (� ))H R � 1 (� ) (xn � � (� ))
�

:

(4.4)
It is straightforward, although tedious, to derive an expression for the FIM, and there-
fore the CRB, by substitution of this pdf in (4.3). Since the complete derivation can
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be found in [58], we only state the result,

Fij = N
�

@� (� )
@�i

� H

R � 1 (� )
�

@� (� )
@�j

�

+ N tr
�

R � 1 (� )
@R (� )

@�i
R � 1 (� )

@R (� )
@�j

�
(4.5)

wheretr ( �) denotes the trace of its argument,

@� (� )
@�i
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6
6
6
6
6
4

@�1 (� )
@�i

@�2 (� )
@�i
...
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@�i

3

7
7
7
7
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5

(4.6)

and

@R (� )
@�i

=

2
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6
6
6
6
6
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@R12 (� )
@�i

� � �
@R1P (� )

@�i
@R21 (� )

@�i

@R22 (� )
@�i

� � �
@R2P (� )

@�i
...
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@RP 1 (� )

@�i

@RP 2 (� )
@�i

� � �
@RP P (� )

@�i

3

7
7
7
7
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5

; (4.7)

where the derivatives are evaluated at the true value of� .
If the signals can be described as i.i.d. complex Gaussian noise,� = 0 such that

x � CN (0; R (� )) . In that case, (4.5) simpli�es to Bangs' Formula [5,109]

Fij = N tr
�

R � 1 (� )
@R (� )

@�i
R � 1 (� )

@R (� )
@�j

�

= N
�

@vec (R (� ))
@�i

� H �
R

� 1
(� ) 
 R � 1 (� )

� �
@vec (R (� ))

@�j

�
: (4.8)

The FIM for i.i.d. complex Gaussian signals can thus be written in compact form as

F = N JH
�

R
� 1

(� ) 
 R � 1 (� )
�

J (4.9)

where we have introduced the Jacobian matrix

J =
@vec (R (� ))

@� T =
�

@vec (R (� ))
@�1

;
@vec (R (� ))

@�2
; � � � ;

@vec (R (� ))
@�L

�
: (4.10)
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Once the covariance of the parameter vectorC� has been determined, the co-
variance of a derived parameter vectore� = � (� ) can be obtained by standard error
propagation formulas, i.e. [10,58]

C e� =
�

@� (� )

@� T

� H

C�

�
@� (� )

@� T

�
(4.11)

Since the CRB is a covariance matrix, this error propagationformula can also be used
to derive the CRB fore� from the CRB for� . This property can be used to demonstrate
that the CRB calculations actually lead to very intuitive results. Suppose we have a
function� (vec (R )) to derive� fromvec (R ). The CRB for estimating the elements
of R is given by

C vec( R ) =

0

@

"
@vec (R )

@vec (R )T

#H

N
�

R
� 1


 R � 1
�

"
@vec (R )

@vec (R )T

#1

A

� 1

=

 

I H
�

1
N

�
R 
 R

�
� � 1

I

! � 1

(4.12)

Sincecov (R ) =
�
R 
 R

�
=N for a complex Gaussian signalx (t) as derived in

[14,82], we immediately see thatC vec( R ) = cov ( R ), i.e. that the CRB for estimating
the elements ofvec (R ) is simply the covariance of these elements, an expected result.
The CRB for� = � (vec (R )) is therefore simply propagated measurement noise if
� is estimated based from the measured covariance matrix and not from the measured
samples. In practice,� (R ) is often only known implicitly, which makes calculation
of the CRB for� from the inversion of the FIM given by (4.9) the most obvious
approach.

4.2 Analytic expressions for the CRB

4.2.1 Partitioning the FIM

Another consequence of (4.9) is that if� can be partitioned in subgroups� 1; � 2; � � � ,
thenJ can be partitioned in subgroups@vec (R (� )) =@� T

1 ; @vec (R (� )) =@� T
2 ; � � �

and therefore the FIM can be partitioned in blocks,

F =

2

6
4

F� 1 � 1
F� 1 � 2

� � �
F � 2 � 1

F� 2 � 2
� � �

...
...

...

3

7
5 : (4.13)
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As we will see, it is often feasible to derive an analytic solution for the submatrices
F� i � j

in which the Kronecker product in (4.9) is reduced to a Khatri-Rao product or
even a Hadamard product. This reduces the sizes of the matrices involved consider-
ably thus reducing the memory requirements for their storage. This allows us to apply
the results not only to toy examples withP � 10often used in the literature, but also
to a full European LOFAR station withP = 192. The analytic solutions also provide
insight in the sensitivity of the calibration measurementsto the model parameters.

The calibration and imaging problems [146, 149, 151,161,164,165] presented in
this thesis can all be described using the data model

R = GA (L ) G 0�G H
0 A H (L ) G H + � n (4.14)

whereL = [ l1; l2; � � � ; lQ ]. This is a specialization of (3.22) withQ = I and diagonal
G 0. The �rst constraint is merely introduced for notational convenience since mutual
coupling can be absorbed inA if the mutual coupling matrixQ is known. The latter
condition implies that we assume that all receiving elements in the array have the
same sensitivity pattern. If the diagonal elements ofG 0 are unknown, the apparent
source powers of the calibration sources are not known either. This implies that we
cannot exploit our knowledge, if available, of the intrinsic power of these calibrators
to model the array covariance matrix for, e.g., complex receiver path gain estimation.
We can therefore introduce� s = G 0�G H

0 and simplify (4.14) to

R = GA (L ) � sA H (L ) G H + � n : (4.15)

The direction independent receiver path gainsG can be written asG = ��
where� = diag ( 
 ) describes the gain amplitudes and� = diag (exp (j � )) de-
scribes the gain phases. We can now identify the following groups of parameters
from which different subsets will be estimated using the model described by (4.15):

� the amplitudes of the direction independent gains,
 = [ 
 1; 
 2; � � � ; 
 P ];
� the phases of the direction independent gains,� = [ � 1; � 2; � � � ; � P ]. Since

phases can only be measured with respect to a phase reference, an appropriate
constraint is required to �nd an unambiguous solution;

� the source positions,L = [ l1; l2; � � � ; lQ ]. If the phases of the direction in-
dependent gains are estimated simultaneously, a common rotation or shift of
the source positions can be compensated by changing the direction indepen-
dent gain phase solutions� . An appropriate constraint is therefore required to
resolve this ambiguity;

� the apparent source powers� s = diag ( � ) where� = [ � 1; � 2; � � � � Q ]. If
the amplitudes of the direction dependent gains are estimated simultaneously,
a common scalar factor applied to all elements of� s can be compensated by
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scaling the elements of
 by the square root of its inverse. An appropriate
boundary condition is required to resolve this;

� the receiver noise powers� n = diag ( � n ) where� n = [ � n 1; � n 2; � � � ; � nP ].
Although we have extended the calibration routines to deal with non-diagonal
noise covariance matrices [164], this case has not yet been assessed using a
CRB analysis.

Letel = [ l1; l2; � � � ; lQ ] be a vector containing thel-coordinates of the sources and
let em anden be corresponding vectors for them- andn-coordinates. If all parameters
would be estimated simultaneously, the Jacobian-matrix could be partitioned as [165]

J =
h
J
 ; J� ; J� ; Jel ; J em ; Jen ; J� n

i
: (4.16)

The corresponding partitioning of the FIM is given by
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: (4.17)

Note that we only have to know the constituents in the upper triangle and on the main
diagonal since the other parts of the FIM follow from its Hermiticity. Below we will
�rst derive expressions for the components of the Jacobian and then demonstrate how
the results may be used to reduce the Kronecker product in (4.9). The similarity in
structure of the submatrices of the FIM will be suf�ciently clear by then to limit the
presentation to those terms that provide interesting insights and leave the others as an
exercise for the reader.

4.2.2 Jacobians

The Jacobian for the direction independent gains is, by de�nition,

J
 =
�

@vec (R )
@
1

;
@vec (R )

@
2
; � � � ;

@vec (R )
@
P

�
(4.18)

where we have omitted the explicit statement of the parameterization ofR . For no-
tational convenience, we introduceR 0 = A (L ) � sA H (L ). Focusing on the deriva-
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tive with respect to the scalar
 i we �nd that

@vec (R )
@
i

= vec
�

@R
@
i

�
= vec

�
E ii �R 0G H + GR 0� H E ii

�
; (4.19)

whereE ij denotes the elementary matrix in which only the(i; j )th element is non-
zero and equal to 1. An elementary matrix can be written as theproduct of two unit
vectors or elementary vectors, i.e.E ij = ei eH

j . If i = j , then the elementary matrix
can be treated as a diagonal matrix with the corresponding elementary vector on the
main diagonal, i.e.E ii = diag ( ei ). Using (C.6), this can be exploited to rewrite
(4.19) to

@vec (R )
@
i

=
� �

�R 0G H � T
� I

�
ei +

�
I T � GR 0� H

�
ei : (4.20)

This particular form was chosen because it allows us to obtain a compact expression
for J
 . Before stacking the derivatives to the gains of the individual receiver paths to
form the Jacobian matrix, we note thatG and� are diagonal matrices with complex
valued elements on their main diagonal and that their Hermitian transpose can thus
be replaced by conjugation. We also note thatR T

0 = R 0 sinceR 0 is a Hermitian
matrix. The Jacobian for the direction independent gains istherefore given by

J
 = GR 0� � I + I � GR 0� : (4.21)

Gain phases can only be determined with respect to some phasereference. This
reference can be formulated as a constraint on the data. Here, we will use the simple
constraint that� 1 = 0 . The impact of this choice will be discussed in more detail in
Sec. 4.3. The advantage of this simple constraint is that thevalue of the phase of the
�rst receiver path is set, so it does not need to be estimated.We can thus determine
the Jacobian for all phases and then apply a selection matrixI s to remove the �rst
column in the computation of the CRB. Thei th column of theJ� is given by

@(R )
@�i

= jvec
�

�E ii �R 0G H � GR 0� H E ii � H
�

: (4.22)

Using (C.6), this can be written as

@vec (R )
@�i

= j
��

GR 0G � I
�

ei �
�
I � GR 0G

�
ei

�
: (4.23)

The Jacobian matrix for the gain phases including the boundary condition� 1 = 0 can
therefore be expressed as

J� = j
�
GR 0G � I � I � GR 0G

�
I s: (4.24)
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The Jacobian for the apparent source powers� is easily found after recognizing
that

vec (R ) =
�
GA � GA

�
� + vec ( � n ) ; (4.25)

where we have omitted the explicit statement of the dependence ofA onL , which is
irrelevant at this point. It then follows that

@vec (R )
@�i

=
�
GA � GA

�
ei : (4.26)

Therefore
J� = GA � GA : (4.27)

In the previous section, it was noted that the direction independent gains and the
apparent source powers share a common scaling factor. This can, for example, be re-
solved by imposing the constraint� 1 = 1 , which can be re�ected in the computation
of the Jacobian by applying an appropriate selection matrix.

The product rule allows us to write the derivative ofvec (R ) with respect tol i as

@vec (R )
@li

= vec

 

G
@A (L)

@li
� sA H (L ) G H + GA (L ) � s

�
@A (L )

@li

� H

G H

!

:

(4.28)
All elements ofA (L ) that do not depend onl i will be zero after differentiation.
Therefore

@A (L)
@li

=
@

@li
ai (l i ) eH

i ; (4.29)

whereai is the i th column ofA (L ). An expression fora (l ; t) is given by (3.7).
Here, we only need to take into account the geometrical delay. Differentiating with
respect to thel-coordinate then gives

@ai (l i )
@li

=
@

@li

1
p

P
e� j 2�

� � l i = � j
1

p
P

2�
�

diag ([x1; x2; � � � ; xP ]) e� j 2�
� � l i :

(4.30)
IntroducingG x = diag ([ x1; x2; � � � ; xP ]) G , we can write (4.28) as

@vec (R )
@li

= � j
1

p
P

2�
�

vec
�
G x AE ii � sA H G H � GA� sE ii A H G H

x

�
: (4.31)

Vectorization using (C.6) gives

@vec (R )
@li

= � j
1

p
P

2�
�

�
GA � G x A � G x A � GA

�
� sei ; (4.32)
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which implies that

Jel = j
1

p
P

2�
�

�
G x A � GA � GA � G x A

�
� s : (4.33)

In a similar way, we �nd

J em = j
1

p
P

2�
�

�
G y A � GA � GA � G y A

�
� s (4.34)

and
Jen = j

1
p

P

2�
�

�
G zA � GA � GA � G zA

�
� s (4.35)

whereG y = diag ([ y1; y2; � � � ; yP ]) G andG z = diag ([ z1; z2; � � � ; zP ]) respec-
tively.

Equations (4.33), (4.34) and (4.35) show that the entries ofthe Jacobian related to
derivatives with respect to thel-, m- andn-coordinates of the sources are proportional
to thex-, y- andz-coordinates of the receiving elements respectively. The physical
interpretation of this relation is that a plane wave propagating along the coordinate
axis of the coordinate to be estimated provides a better testsignal to estimate the
source location than a signal propagating perpendicular tothis axis.

As noted in the previous section, a common rotation or shift of the source posi-
tions can be compensated by adjusting the gain phases. If source locations and gain
phases are estimated simultaneously, an appropriate boundary condition should be
imposed on the solution. If the position of the �rst source is�xed, the impact of this
constraint on the CRB can be described by selection matrices.

For the last component of the Jacobian,J� n , we will consider two scenarios. In
the �rst scenario, all receiving elements have possibly different noise powers such
that � n = diag ( � n ). In the second scenario, all system noise powers are assumed
equal such that� n = � n I . Beginning with the �rst scenario, we note that

@vec (R )
@�ni

= vec (E ii ) = ei � ei : (4.36)

Collecting the derivatives for all values ofi and stacking them in a single matrix, we
obtain

J� n = I � I : (4.37)

If all receiving elements have equal noise power, the secondscenario, the Jacobian is
given by

J � n =
@vec (R )

@�n
=

@vec (� n I )
@�n

= vec ( I ) : (4.38)
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4.2.3 Constituents of the FIM

Using the expressions for the Jacobians for the appropriateparameter sets derived in
the previous section, it is straightforward to compute the FIM from (4.9) and invert
the result to obtain the CRB for the problem at hand. This works conveniently for toy
examples withP = 10, but becomes impractical for real life situations. For example,
if we want to compute the CRB for an array withP = 100 for estimation of direc-
tion independent gains and phases and receiver noise powers(L = 299), we need to
multiply a 299� 104 matrix with a104 � 104 matrix and multiply the result with
another104 � 299matrix. This requires a considerable amount of memory, thatis
not available on most commonly used desktop computers. The sizes of the matrices
involved are driven by the Kronecker and Khatri-Rao products. Fortunately, there are
a number of convenient relations that may be exploited to reduce Kronecker products
to Khatri-Rao products and Khatri-Rao products to Hadamardproducts, each reduc-
ing one matrix dimension fromP2 to P. These relations are summarized in App. C.
We will illustrate this reduction by computingF

 , F 
� andF�� and leave the
other constituents of the FIM as an exercise for the reader.

The �rst constituent,F 

 , follows from (4.9) as

F

 = N JH



�
R

� 1

 R � 1

�
J
 : (4.39)

Substitution of (4.21) gives

F

 = N
�
GR 0� � I + I � GR 0�

� H
�

R
� 1


 R � 1
�

�
�
GR 0� � I + I � GR 0�

�
: (4.40)

Using (C.10), the Kronecker product can be replaced by a Khatri-Rao product. The
result is

F

 = N
�
GR 0� � I + I � GR 0�

� H

�
�

R
� 1

GR 0� � R � 1I + R
� 1

I � R � 1GR 0�
�

: (4.41)

The Khatri-Rao products may be reduced to Hadamard productsby applying (C.11).
This gives

F

 = N
�
� R 0GR

� 1
GR 0� � R � 1 + � R 0GR

� 1
� R � 1GR 0� +

+ R
� 1

GR 0� � �R 0GR � 1 + R
� 1

� �R 0GR � 1GR 0�
�
:

(4.42)
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Note that the �rst and last terms are each other's complex conjugates as are the second
and third terms. We can therefore simplify this result further to

F

 = 2 N Ref M 1 + M 2g (4.43)

where we have introduced

M 1 = R
� 1

� �R 0GR � 1GR 0� (4.44)

M 2 = � R 0GR
� 1

� R � 1GR 0� : (4.45)

Equation (4.24) shows thatJ � has a more complicated structure thanJ
 since the
factors with a Khatri-Rao product are pre-multiplied by a scalar and post-multiplied
by a selection matrix. The submatricesJel , J em andJen have a similar form. The
derivation of the corresponding blocks of the FIM is therefore similar to the derivation
for F
� andF�� . Starting with the �rst, we have

F
� = j N
�
GR 0� � I + I � GR 0�

� H
�

R
� 1


 R � 1
�

�
�
GR 0G � I � I � GR 0G

�
I s : (4.46)

Reduction of the Kronecker product using (C.10) gives

F
� = j N
�
GR 0� � I + I � GR 0�

� H

�
�

R
� 1

GR 0G � R � 1I � R
� 1

I � R � 1GR 0G
�

I s: (4.47)

This result can be reduced further using (C.11), which results in

F
� = j N
�
� R 0GR

� 1
GR 0G � R � 1 � � R 0GR

� 1
� R � 1GR 0G +

+ R
� 1

GR 0G � �R 0GR � 1 � R
� 1

� �R 0GR � 1GR 0G
�
I s :

(4.48)

Using the Hadamard product relations given by (C.8) and (C.9), we may rewrite
this as

F
� = j N
�
M 1� � M 2� + M 2� � M 1�

�
I s : (4.49)

Note that each pair of complex conjugates are now subtractedleaving only their imag-
inary parts. Therefore

F
� = 2 N Im f M 1 + M 2g�I s : (4.50)
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If the factorR
� 1


 R � 1 in (4.9) is pre- and post-multiplied byJ� , the Hermitian
transpose ensures that the selection matrix does not end up between the factors with
Khatri-Rao and Kronecker products, i.e.

F �� = N I H
s

�
GR 0G � I � I � GR 0G

� H
�

R
� 1


 R � 1
�

�
�
GR 0G � I � I � GR 0G

�
I s: (4.51)

The Kronecker and Khatri-Rao products can therefore be reduced as before giving

F�� = N I H
s

�
GR 0G � I � I � GR 0G

� H

�
�

R
� 1

GR 0G � R � 1 � R
� 1

� R � 1GR 0G
�

I s

= N I H
s

�
� M 1� � �M 2� � � M 2� + �M 1�

�
I s (4.52)

The constituents of each pair of complex conjugates has the same sign, so the result
is two times their real parts. Since� is a real valued diagonal matrix, it can be moved
outside theRe-operator. Therefore,F �� is given by

F�� = 2 N I H
s � Ref M 1 � M 2g�I s : (4.53)

The submatricesJ� andJ� n have the same structure asJ
 and the structure of
Jel , J em andJen is identical to that ofJ� . The derivations of the other FIM subma-
trices are therefore similar to the ones presented here. Thereader should thus �nd
it straightforward to obtain expressions for those components by following the steps
above.

4.3 Impact of gain phase constraints

4.3.1 Constraints on the gain phase solution

The problem of estimating the direction independent gain and phase characteristics of
the receiving elements requires a boundary condition to obtain a unique solution. The
physical reason for this is that the phase of an element within the array can only be
determined with respect to some phase reference. The unconstrained solution to this
problem will therefore produce a phase solution that correctly predicts the phase dif-
ferences between the elements but has an arbitrary phase offset. This arbitrary phase
offset becomes problematic if multiple frequency channelsor multiple subarrays are
calibrated independently, but the results are combined at alater stage. Therefore an
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appropriate constraint needs to be imposed to �x this offset. It has become com-
mon practice in the signal processing literature to impose the constraint that the �rst
element of the array has zero phase, as illustrated in [3, 12,13, 25, 39, 107]. In math-
ematical derivations, this choice can be made without loss of generality, and in some
practical cases, this choice is required due to the necessity of a well-de�ned phase
reference.

In this section, which was published earlier in [151], analytic expressions are
derived for the CRB for the gain and phase estimation problemwhen calibrating
an array of identical elements on a single point source underthe constraint that the
�rst element has zero phase and under the constraint that theaverage phase of all
elements is zero. We show that under the latter constraint, the CRB for the phase
estimate decreases by a factor2P=(P � 1) as compared to the �rst constraint. It
is then shown that the proposed constraint does not only givea lower CRB but is
actually the constraint that minimizes the CRB. We subsequently demonstrate that
this constraint is also optimal in the case of an arbitrary source model and arrays of
non-identical elements. Finally, the analysis is con�rmedby a simulation focusing
on the calibration problem of a phased array radio telescope.

4.3.2 The constrained CRB

We consider the estimation of a real valuedL � 1 parameter vector� . Stoica and
Ng [108] have shown that if the estimateb� is subject toK continuously differentiable
constraintsh (� ) = 0, the CRB has the form

C� = E
� �

b� � �
� �

b� � �
� T

�
� U

�
U T FU

� � 1
U T : (4.54)

In (4.54),F denotes the FIM for the unconstrained parameter estimationproblem and
U is anL � (L � K ) matrix whose columns form an orthonormal basis for the null
space of theK � L gradient matrix ofh (� ),

H (� ) =
@h (� )

@� T : (4.55)

This implies thatH (� ) U = 0 while U T U = I . Earlier, Gorman and Hero [43]
have found a similar expression for the CRB under parametricconstraints using a
derivation based on the Barankin bound.

For our application, the complex gain estimation problem for sensor arrays can
be parameterized in terms of gain amplitudes and gain phases, i.e.

� =
h

 T ; � T

i T
= [ 
 1; 
 2; � � � ; 
 P j � 1; � 2; � � � ; � P ]T : (4.56)
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The aim of this analysis is to compare the CRB under the following two parametric
constraints:

h1 (� ) = � 1 = 0 (4.57)

h2 (� ) =
PX

p=1

� p = 0 : (4.58)

The gradient matrices for these constraints are

H 1 (� ) =
�
0T

P j 1; 0T
P � 1

�
(4.59)

H 2 (� ) =
�
0T

P j 1T
P

�
(4.60)

where0p and 1p denote column vectors of sizep � 1 �lled with zeros and ones
respectively. Orthonormal bases for the null spaces of these gradient matrices are

U 1 =

2

4
I P 0P � (P � 1)

0P � P
0T

P � 1
I P � 1

3

5 (4.61)

U 2 =

2

4
0T

P � 1 1T
P =

p
P

I P � 1 0(P � 1) � P

0P � (P � 1) I P � 1P 1T
P =P

3

5 (4.62)

whereI p denotes thep � p identity matrix and0p� q and1p� q denotep � q matrices
�lled with zeros and ones respectively. The unconstrained FIM for this problem can
be found by takingI s = I in (4.24) and is given by

F = 2 N
�

Ref M 1 + M 2g Im f M 1 + M 2g�
� Im

�
M T

1 + M T
2

	
� Ref M 2 � M 1g�

�
(4.63)

whereM 1 andM 2 are given by (4.44) and (4.45) respectively.

4.3.3 Single calibration source

In this section, we specialize to calibration based on a single point source; the case
Q > 1 is considered in Sec. 4.3.4. Without loss of generality, we can assume that
the single source is positioned in the phase center of the array and has unit power.
This simpli�es the source covariance model toR 0 = 1P 1T

P . Assume also that the
array consists of identical elements, so we may take� = I , � = I and� n = � n I ,
where� n is the noise power of a single element. The covariance matrixmodel then
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simpli�es to R = 1P 1T
P + � n I , which can be inverted using the Sherman-Morrison

formula [6],
�
B + bb H � � 1

= B � 1 �
B � 1bb H B � 1

1 + bH B � 1b
: (4.64)

This yields

R � 1 =
1

� n

�
I �

1
� n + P

1P 1T
P

�
: (4.65)

Using these simpli�cations, (4.44) and (4.45) reduce to

M 1 =
P

� n (� n + P)

�
I �

1
� n + P

1P 1T
P

�
(4.66)

M 2 =
1

(� n + P)2 1P 1T
P : (4.67)

The FIM is then described by

F =
2

� n (� n + P)

�
PI + � n � P

� n + P 1P 1T
P 0P � P

0P � P PI � 1P 1T
P

�
: (4.68)

Note (as expected) thatF is singular with a one-dimensional null space spanned by
the vector

v0 =
1

p
P

�
0P

1P

�
: (4.69)

Thus, a constraint to avoid this singularity is necessary.
Substitution of (4.61) and (4.68) in (4.54) gives the CRB under the constraint

� 1 = 0 as

C� �
� n (� n + P)

2P

2

4
I P � � n � P

2� n P 1P 1T
P 0P � P

0P � P
0 0T

P � 1
0P � 1 I P � 1 + 1P � 11T

P � 1

3

5 :

(4.70)
This implies that

var (
 p) =
� n (� n + P)

2P

�
1 �

� n � P
2� n P

�
(4.71)

for all elements and that

var ( � p) =
� n (� n + P)

P
(4.72)

for all elements except the �rst. The variance of the phase ofthe �rst element is zero,
since� 1 = 0 by de�nition.
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The CRB under the constraint
P P

p=1 � p = 0 can be found in a similar way using
(4.54), (4.62) and (4.68) as

C� �
� n (� n + P)

2P

�
I P � � n � P

2� n P 1P 1T
P 0P � P

0P � P I P � 1P 1T
P =P

�
: (4.73)

This means that

var (
 p) =
� n (� n + P)

2P

�
1 �

� n � P
2� n P

�
(4.74)

for all elements. This result is the same as the result obtained under the constraint
� 1 = 0 . This outcome was expected since neither constraint affects the gain esti-
mates. For the variance of the phase estimates, the result is

var ( � p) =
� n (� n + P)

2P

�
1 �

1
P

�
(4.75)

which differs from the previous result by a factor2P=(P � 1). If P is reasonably
large, this factor is approximately equal to 2.

In [24], De Carvalho et al. pose that among all sets of a minimal number of in-
dependent constraints,the pseudo-inverse of the unconstrained FIMF y yields the
lowest value for the total variance on all estimated parameters. An eigenvalue de-
composition onF will yield r = rank ( F) eigenvalues� i 6= 0 with correspond-
ing eigenvectorsv i . If V = [ v1; v2; � � � ; v r ] and� = diag ([ � 1; � 2; � � � ; � r ]), the
pseudo-inverse inverse can be computed by

F y = V� � 1V T = V
�
V T FV

� � 1
V T (4.76)

which has the same form as (4.54). Therefore, to achieve the lowest total variance on
all estimated parameters, we need to setU = V or (more in general) selectU such
that the column span ofU equals the column span ofV . In other words, the boundary
conditions should be selected such that their gradient matrix spans the orthogonal
complement ofV , the range of the FIM. This complement space is described by the
eigenvectors corresponding to the zero-valued eigenvalues of the FIM.

In the case studied here, one eigenvalue ofF in (4.63) is equal to zero with corre-
sponding eigenvectorv0 =

�
0T

P ; 1T
P

� T
=
p

P. This is precisely the space spanned by
the gradient matrixH 2 (� ) in (4.60). This proves that

P P
p=1 � p = 0 is a constraint

that minimizes the total variance on the estimated parameters.

4.3.4 Multiple calibration sources

When studying more complicated source models following thesteps outlined in the
previous section, one does not obtain a pedagogically interesting expression. We will
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show below, however, thatv0 still lies in the null space ofF in the general case with
an arbitrary source covariance modelR 0 and for arbitrary direction independent gains
and phases, i.e. for� 6= I and� 6= I . This suggests that the constraint

P P
p=1 � p = 0

also minimizes the total variance on all parameters in the more general case.
We need to show thatFv 0 = 0. SinceF is a positive semi-de�nite matrix, it

suf�ces to prove thatvT
0 Fv 0 = 0 . Using the structure ofv0, this reduces to proving

that, for the(2; 2)-block ofF,

1T
P Ref � (M 2 � M 1) � g1P = 0 : (4.77)

As a starting point, we note that

�M 1� = � R
� 1

� �
�
�R 0�

� �
�R � 1�

� �
�R 0�

�
= Y � ZYZ (4.78)

where we have introduced the Hermitian matricesY = �R � 1� andZ = �R 0� H .
In a similar way, we �nd that

�M 2� = ZY � YZ : (4.79)

By inserting (4.78) and (4.79) in (4.77), we obtain

1T
P Ref � (M 2 � M 1) � g1P =

= 1T
P Re

�
ZY � YZ � ZYZ � Y

	
1P

= Re
�

diag
� �

ZY
� T

YZ � (ZYZ )T Y
� T

�
1P

= Re
n

tr
�

(ZYZY )H � ZY ZY
�o

= 0 ; (4.80)

which completes the proof.

4.3.5 Application example

We will illustrate the multi-source case by an example. For this example, we will
use the antenna con�guration of LOFAR's initial test station (ITS) [140], which is
shown in the right panel of Fig. 2.5. ITS consisted ofP = 60 inverted V-shaped
dipoles arranged in a �ve-armed spiral con�guration. We will assume a sky model at
30 MHz consisting of the strongestQ = 10 astronomical sources that were visible
in the sky above ITS on January 26, 2005 at midnight. The source locations and
power ratios were taken from the third Cambridge (3C) catalog of radio sources [8].
The total power of these sources was assumed to be 1% of the system noise power
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Figure 4.1: CRBs for multi-source complex gain estimation with � =
[
 1; 
 2; � � � ; 
 P ; � 1; � 2; � � � ; � P ]T under the constraints� 1 = 0 and

P P
p=1 � p = 0

as well as the CRB based on the pseudo-inverse of the FIM that should give the low-
est total variance on the estimated parameters. Note that the latter coincides with
the CRB under the constraint

P P
p=1 � p = 0 , indicating that this boundary condition

leads to the lowest possible CRB.

of the individual antennas. The computations were done assuming integration over
N = 156250samples.

We compare the CRBs for both boundary conditions (� 1 = 0 and
P P

p=1 � p = 0 )
with the lower bound given byF y. We take identical elements as parameter values,
i.e. � = I and � = I . The results are shown in the right panel of Fig. 4.1. The
horizontal axis is the index of the individual parameters inthe parameter vector� in
(4.56). The vertical axis is the computed bound on the variance.

The plot shows that, as in the single source case, the constraints have no impact
on the variance of the gain estimates and that the variance onthe phase estimates
decreases by approximately a factor 2. The plot also shows that the variance varies
from one element to another. This can be explained by signal-to-noise ratio differ-
ences between baselines. As a result, some elements have a less favorable position in
the array than others and therefore have less accurate gain and phase estimates.

In the previous subsection, it was demonstrated thatv0 lies in the null space
of the FIM, suggesting that the boundary condition

P P
p=1 � p = 0 gives the same

CRB as the CRB obtained by taking the pseudo-inverse of the FIM, which gives
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the lowest total variance on the estimated parameters. In Fig. 4.1, we also plotted
the latter CRB for the multiple source case considered here.The CRB under the
constraint

P P
p=1 � p = 0 coincides within the numerical accuracy of the simulation

with the CRB based on the pseudo-inverse of the FIM as expected based on our earlier
analysis.

4.3.6 Concluding remarks

The CRB for estimation of the direction independent gains and phases was studied
under the constraints� 1 = 0 and

P P
p=1 � p = 0 . It was found that for calibration

on a single point source of an array of identical elements, the variance on the phase
estimates is larger by a factor2P=(P � 1) under the �rst boundary condition as
compared to the latter, which is in fact the constraint that minimizes the total variance
on the estimated parameters. It was also shown that similar conclusions hold for
more general cases involving arbitrary source covariance models and arrays of non-
identical elements.

We offer the following intuition for this loss by a factor of almost 2. Suppose
that the phase parameter vector is estimated without a proper phase constraint. In
that case, all phases are shifted by an arbitrary offset thatcannot be identi�ed. An
implementation of the �rst constraint would set� 1 = 0 by subtracting� 1 from all
other phase estimates. This reduces the variance of the estimate of� 1 to zero but adds
its original variance to the variance on the phases of all elements, thus doubling the
variance on their phase estimates. The second boundary condition would compute the
average phase and subtract it from all elements, which only leads to a small increase
in the variance on the phase estimates. This intuition can befollowed in many similar
cases as well, e.g. in the context of blind source separationand equalization, where
the phase is often not uniquely identi�able.

It can be shown that if the estimation problem is reformulated in terms ofP � 1
phase differences, the variance on theseP � 1 parameters are the same under both
constraints. This indicates that if the system only uses knowledge of the phase differ-
ences between the elements, the result is not affected by thechoice for either of the
two boundary conditions discussed in this section. An example of such a situation is
the power output of the beam former of an array of antennas. The difference in the
variance on the phase estimates does matter, if phase stability of the whole system is
required. An example of such a system is an array of subarraysin which the beam
formed output of the subarrays is processed further at system level. If the subarrays
are constantly recalibrated independently, their phase references should be as stable
as possible. In such cases, the average phase may provide a more suitable reference
than the phase of a single element. Such a system would require careful tracking of
the phases, since the constraint

P P
p=1 � p = 0 is insensitive to a phase offset that is
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an integral multiple of2�=P . If the phase variations between consecutive calibra-
tion measurements are too large, the phase reference may exhibit a phase jump of an
integral multiple of2�=P .

4.4 Dealing with missing data

4.4.1 Problem statement

The CRBs for radio astronomical calibration problems commonly assume the use of
the full array covariance matrixbR [12, 120, 149, 165], while the existing algorithms
for estimation of instrumental and source parameters effectively discard the diagonal
entries ofbR [12,149,165]. This makes sense because the system noise powers of the
receiving elements are assumed unknown and mutually uncorrelated, which results
in a diagonal but unknown noise covariance matrix� n . A general formulation of
the data model applicable to all the commonly used models [12, 13, 52, 140, 165] is
therefore

R = R s (� ) + � n ; (4.81)

whereR s (� ) is the parameterized model of the noise-free array covariance matrix.
Existing algorithms often only estimate� and simply discard the diagonal ofbR . The
lower bound for the case that the diagonal ofbR is used is of course also a lower bound
for the case in which it is discarded, because discarding data can only increase the
variance. However, the question remains whether the CRB is higher if we take into
account that the data has been discarded. If so, the diagonalcontains some useful
information to estimate� and there might exist an algorithm that exploits that infor-
mation. In this section, whose material was published earlier in [119], we investigate
this issue using a CRB analysis.

Intuitively, we expect that it does not matter whether the diagonal of bR is dis-
carded or not if� n is unknown. This intuition is based on the form of the commonly
used least squares cost function. If� n is known, the least squares estimation problem
is described by

b� = argmin
�

w
w
w bR � (R s (� ) + � n )

w
w
w

2

F

= argmin
�

PX

i =1

PX

j =1

�
�
� bRij � (Rs;ij (� ) + � n;ij )

�
�
�
2

: (4.82)
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For unknown� n = diag ( � n ) where� n = [ � n 1; � n 2; � � � ; � nP ]T , this becomes

n
b� ; b� n

o
= argmin

� ;� n

PX

i =1

PX

j =1

�
�
� bRij � (Rs;ij (� ) + � ni � ij )

�
�
�
2

: (4.83)

If � n is unknown, its constituents� ni only appear in one term of the sum, so we
are free to choose� ni such that

�
�
� bRii � (Rs;ii (� ) + � ni )

�
�
�
2

= 0 : (4.84)

Therefore, this term is always zero and the solution for� only depends on the remain-
ing terms, i.e.

b� = argmin
�

X

1� i;j � P
i 6= j

�
�
� bRij � Rs;ij (� )

�
�
�
2

: (4.85)

The availability ofbRii does not matter for the estimation of� since it does not appear
in (4.85). If bRii is missing, the term in (4.84) cannot be evaluated, so it needs to be
removed from the least squares problem. The remaining problem is given by (4.85).

We thus conclude that in solving for� using the least squares method it does not
matter whether either� ni is unknown orbRii is unavailable or both. This suggests
that the theoretically best attainable statistical performance is the same for all cases.
To see whether this is true for any estimator, we will evaluate the CRB for four cases
whether we consider� ni as known or unknown and whetherbRii is available or not.

4.4.2 Derivation of the CRB

If the P � 1 array signal vectorsx [n] are i.i.d. with a complex normal distribution
with zero mean and varianceR , i.e.x [n] � CN (0; R ), the array covariance matrix
estimate

bR =
NX

n =1

x [n] xH [n] (4.86)

will have a complex Wishart distribution withN degrees of freedom, i.e.bR �
CW(R ; N ). The probability density function of the complex Wishart distribution
is given by [18]

p
�

bR ; R
�

=
1

cP;N jR jN

�
�
� bR

�
�
�
N � P

e� tr (R � 1 bR ) (4.87)
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wherecP;N is a normalization constant. This distribution has the following proper-
ties:

E
n

bR
o

= N R (4.88)

cov
�

bR
�

= N R 
 R (4.89)

Note that these are the expected properties ofbR if the samplesx [n] are simply added
instead of averaged as was done in Ch. 3.

If a parameter is estimated from samplesx1; x2; � � � ; xN , but the estimator only
uses the samplesx1; x2; � � � ; xN � 1, i.e. theN th sample is discarded or not available,
the calculation of the CRB requires the pdf ofx1; x2; � � � ; xN � 1. Suppose that the pdf
of the samplesx1; x2; � � � ; xN is known and given byp(x1; x2; � � � ; xN ). The pdf of
the samplesx1; x2; � � � ; xN � 1 can then be found by integratingp(x1; x2; � � � ; xN )
overxN from �1 to 1 [63], i.e.

p (x1; x2; � � � ; xN � 1) =
Z 1

�1
p(x1; x2; � � � ; xN ) dxN : (4.90)

From the Wishart distribution and the de�nition of the FIM given in (4.3), one
can derive the FIM for Gaussian sources. The result is Bangs'formula which can
be written in the compact form given in (4.9). Now we considerthe elements that
do not use the �rst element of the main diagonal of the array covariance matrix, i.e.
we consider the estimators that either discard or do not haveknowledge ofbR11. The
FIM for theses estimators is based on the pdf of the remainingdata. Based on (4.90),
this pdf can be found by integrating the pdf of the Wishart distribution given in (4.87)
over bR11. For convenience of notation we de�nebR 0 to be equal tobR except for
the (1; 1)th element, which is equal to zero. We also de�nebR 1;1 as the submatrix
obtained frombR by omitting its �rst row and �rst column. We can then express the
pdf for our problem as

p
�

bR 0; R
�

=
1

cP;N jR jN

�
�
� bR 1;1

�
�
�
N � P ��

R � 1�
11

� N � P +1

� exp

0

@� tr
�

R � 1 bR 0

�
+

�
R � 1

�
11h

bR � 1
0

i

11

1

A : (4.91)

From this pdf, the FIM for the case in whichbR11 is unavailable but� n 1 is known
can be derived. The derivation is somewhat tedious and does not provide any addi-
tional insight. We will therefore only state the result, which can be expressed in a
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simple form; the FIM is Bangs' formula minus a penalty for discarding the data:

F�� = JH
�

N
�

R
� 1


 R � 1
�

� (N � P + 1) P
�

J; (4.92)

whereP is a “penalty” matrix de�ned as

P =
vec

�
R � 1E11R � 1

�
vec

�
R � 1E11R � 1

� H

[R � 1]211

: (4.93)

If we modify the parameter vector toe� =
h
� T ; � n 1

i T
to include the unknown

parameter� n 1, the FIM is extended by one row and one column, i.e.

F e� e� =
�

F �� F � � n 1

F � n 1 � F � n 1 � n 1

�
: (4.94)

The CRB fore� is the inverse ofF e� e� which can be partitioned as

F � 1
e� e�

=

2

6
4

h
F � 1

e� e�

i

��

h
F � 1

e� e�

i

� � n 1h
F � 1

e� e�

i

� n 1 �

h
F � 1

e� e�

i

� n 1 � n 1

3

7
5 : (4.95)

Since our interests lie with the impact on the parameter vector � we will focus on the
upper left block. Using the Schur complement [75], this block can be written as

h
F � 1

e� e�

i

��
=

�
F �� � F � � n 1

F � 1
� n 1 � n 1

F � n 1 �

� � 1
: (4.96)

We thus de�ne the modi�ed FIM as

eF�� = F�� � F � � n 1
F � 1

� n 1 � n 1
F � n 1 � : (4.97)

The CRB for the original parameter vector� in the presence of the additional
parameter� n 1 is given by the inverse of the modi�ed FIM. If we apply (4.97) to
either the case in whichbR11 is discarded using the pdf given in (4.91) or the case
in which the full array covariance matrix is available usingBangs' formula given in
(4.9), we obtain

eF�� = JH
�

N
�

R
� 1


 R � 1
�

� N P
�

J: (4.98)

This shows that if� n 1 is unknown, the corresponding entry of the array covariance
matrix bR11 can be discarded without changing the bound. In other words,if � n 1

is not known, an algorithm that does not usebR11 can be statistically ef�cient. For
convenience of the reader, all results are summarized in Table 4.1.
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� n 1 known � n 1 unknown
bR11 included S = Q S = Q � N P
bR11 excluded S = Q � (N � P + 1) P S = Q � N P

Table 4.1: The FIM for the four different cases is given byJH SJ. The matrixQ is

de�ned asQ = N
�

R
� 1


 R � 1
�

.

0 0.002 0.004 0.006 0.008 0.01 0.012

� n 1 is known, bR11 is available

� n 1 is unknown,bR11 is not available

� n 1 is known, bR11 is not available

Figure 4.2: CRBs (bars) and mean square errors of the absolute gain of the �rst
element obtained by a MLE in Monte Carlo simulations. The markers indicate the
99% con�dence intervals.

4.4.3 Discussion

This analysis also shows that ifbR11 has not been observed, it still matters whether
� n 1 is known or not. This may seem surprising at �rst glance but a second thought
quickly suggests that this may be related to the fact that thestatistical performance
of least squares algorithms often improves if appropriate weighting is applied to the
data and that the required weights often depend on� n . This argument indicates that
the additional information may indeed by exploited. We haveveri�ed this conjecture
by implementing the maximum likelihood estimator (MLE) forthree cases:

1. � n 1 is known andbR11 is available;
2. � n 1 is unknown andbR11 is not available;
3. � n 1 is known andbR11 is not available.

We have performed a Monte Carlo simulation with106 runs for each scenario with
P = 3 antennas andN = 100 samples. The parameter vector consisted of the
absolute gains and the phases, i.e.� = [ 
 1; 
 2; 
 3; � 2; � 3].

In Fig. 4.2 the CRB and the mean square error of the absolute gain of the �rst
element have been plotted. The �gure shows that the MLE performs better when� n 1

is known. The mean square error even lies slightly below the CRB. This is possible
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because the MLE for this problem is slightly biased at smallN . For largeN the
performance equals the bound, but also the differences between the CRB for the case
in which � n 1 is known and the CRB for the scenario in which it is not known, goes
to zero. In any practical scenario the number of samplesN is much larger than the
number of sensorsP and then the difference becomes negligible. Apart from this
consideration, it is questionable whether there exists anypractical situation in which
one knows� n 1 but does not knowbR11.

The most important conclusion therefore remains that if thenoise powers are un-
known, an algorithm that discards or ignores the diagonal entries while estimating�
can still be statistically ef�cient since discarding the diagonal ofbR has no in�uence
on the CRB. It also indicates that the CRB in estimation problems in which some en-
tries of the array covariance matrix are discarded may be computed by extending the
parameter vector with additive nuisance parameters on the appropriate entries. The
intuitive rationale for this is provided by considering thecontribution of the individual
entries to the value of a least squares cost function.
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Chapter 5

Calibration

5.1 Introduction

The calibration of aperture array radio telescopes will require novel approaches com-
pared to the methods currently used to operate the classicalradio telescopes based
on a single receiver in the focal plane of a large parabolic dish like the WSRT and
the VLA. This statement is motivated by three reasons. Firstof all, aperture arrays
have to sample their entire collecting area while classicalradio telescopes use their
parabolic dishes to focus all received power at the receiver. Aperture arrays therefore
require a large number of receiving elements to provide suf�cient collecting area to
meet the desired sensitivity. Instruments like LOFAR [15, 127], MWA [72, 73] and
EMBRACE [1, 2, 84] will have� 10; 000elements, which is three orders of mag-
nitudes more than current radio telescopes like the WSRT (14dishes) and the VLA
(27 dishes). The SKA [31, 44] is envisaged to have� 106 elements. These numbers
enforce clever distributed signal processing schemes to keep the data streams man-
ageable and clever algorithms which can run on suitable highperformance computing
hardware.

In practice, this challenge is dealt with by adopting a hierarchical system design
as described in Sec. 1.3 and depicted in Fig. 1.5. In such a design, the array is sub-
divided in subarrays commonly referred to as stations. Eachstation consists of a
number of antennas, which may either be individual receiving elements or compound
elements. These compound elements or tiles consist of multiple receiving elements
whose output signals are combined in an analog beam former toproduce the tile out-
put. A nice example of such a system that uses all the aforementioned aggregation
levels, is the LOFAR HBA system [127]. Sixteen dual polarized HBAs form a4 � 4

99
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tile and 48 or 96 HBA tiles are connected on-site to digital processing hardware to
operate as a station. Each station sends its beam formed output to a central process-
ing facility where all station data streams are correlated to provide the basic data
for (self-)calibration of and imaging with the full LOFAR array. Other systems like
EMBRACE and MWA follow a similar approach. The hierarchicalsystem design
limits the number of signal paths at each level to� 100thus keeping the data streams
and processing requirements manageable.

The second reason for considering novel approaches to calibration is the wide
�eld-of-view. The receiving elements of an aperture array station have a very broad
beam. This allows us to steer the telescope electronically by means of changing the
beam former delays or weights instead of mechanically. Thisreduces the amount of
time spent on slewing to another source to just a few seconds,which opens many
new observing possibilities such as interrupting regular observing schedule to study
transient phenomena. The intrinsically wide FOV of aperture arrays also makes them
attractive for the SKA at the lowest frequencies (� 1.5 GHz), since survey speed,
which is regarded a key �gure of merit for the SKA, is directlyproportional to the
FOV [16,20,55]. However, due to their large FOV, the individual receiving elements
will detect signals from a multitude of sources all over the sky and cannot be focused
on a single source for calibration. Calibration techniquesbased on a single point
source (see, e.g., [12]) may therefore no longer be applicable, especially not for aper-
ture array stations. Another complicating factor in large FOVs is that the propagation
conditions may vary over the FOV due to ionospheric or tropospheric disturbances.
If the array has a large physical extent or is insuf�ciently sparse to ignore mutual cou-
pling, the gain variations over the FOV may even differ from one receiving element
to another.

Finally, these new instruments will have a much higher sensitivity than current
instruments and therefore have the ability to detect very weak signals. All signal pro-
cessing algorithms applied to the new radio telescopes should thus be able to detect
these very weak sources amidst all the known strong signals.This requires a dynamic
range of a few million to one in observations close to the strongest sources in the sky.
In practice, this requirement can be reformulated by stating that the signal processing
algorithms should not unnecessarily raise the noise in the �nal data products. This
can only be judged if one knows the best possible performance, which is the main
motivation for the analysis in Chapters 4 and 6 of this thesis.

The calibration problems of radio telescopes can qualitatively be divided into the
following four regimes depending on the size of the FOV of theindividual receivers
and the baselines between them [71]:

1. All antennas and all lines of sight sample the same propagation path. The array
manifold is therefore not distorted. This is the regime withsmall FOVs and
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Figure 5.1: From top left to bottom right: graphical representation (after [71]) of
regime 1 (small FOV, short baselines), regime 2 (small FOV, long baselines), regime
3 (large FOV, short baselines) and regime 4 (large FOV, long baselines).

short baselines as shown in the top left panel of Fig. 5.1.

2. If the FOV is small but the baselines between the receivingelements are long,
the lines of sight towards a given source may experience different propagation
conditions, but all lines of sight within the FOV of a single receiving element
experience the same propagation path. In this regime, pictorially represented in
the top right panel of Fig. 5.1, the different propagation conditions only cause
antenna based gain effects.

3. If the FOV is large while the baselines are short, all linesof sight towards a
single source go through the same propagation path, but there may be consid-
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erable differences in the propagation paths towards distinct sources within the
FOV. The environment thus imposes a direction dependent gain that is the same
for all elements. This scenario is depicted in the bottom left panel of Fig. 5.1.

4. In large arrays consisting of elements with a large FOV, the lines of sight from
the receiving elements towards each source within the FOV may encounter
different propagation conditions. The required gain corrections therefore differ
per source and per element as shown in the bottom right panel of Fig. 5.1.

The �rst two regimes can be handled under the self-calibration assumption used
in radio astronomy, which states that errors are telescope based thereby reducing the
estimation problem to a single direction independent gain factor per telescope [26].
The problem of estimating these direction independent gains based on a single cal-
ibrator source is treated in [12], while the multiple sourcecase has been discussed
in [149]. The problem of �nding a complex gain per antenna persource, the fourth
regime, is not tractable without further assumptions that allow to parameterize the
behavior of the gains over space, time and/or frequency [120]. In this chapter, based
on [164, 165], we will focus on the third regime, thus �lling the gap in the available
literature. This should allow us to calibrate closely packed groups of antennas such as
a LOFAR station or a subarray of the MWA, which forms a valuable step towards cal-
ibration of the whole array. In Sec. 5.5 we will discuss a few adaptations to the basic
algorithm presented in Sec. 5.3 that were required for the LOFAR station application.

Although our primary interests lie with aperture array radio telescopes, the prob-
lem is stated in general terms in Sec. 5.2, since the problem plays a key role in a
range of applications ranging from underwater acoustics toantenna arrays. This ex-
plains the persistent interest in on-line calibration, autocalibration or self-calibration
of sensor arrays [3, 36, 37, 89, 104, 120]. In most applications, the main driver for
studies on array calibration is to improve the DOA estimation accuracy. Many stud-
ies in this �eld therefore try to solve for the DOAs and a number of array parameters.
In [36, 37, 103, 133] self-calibration schemes are presented which solve for the di-
rection independent gains and the sensor positions, i.e. the directional response of
the sensors is assumed to be known. Other studies assume a controlled environment
to calibrate the array by measuring the calibrator sources one at a time [79, 90] or
exploit the array geometry, e.g. a uniform linear array (ULA) having a Toeplitz ma-
trix as array covariance matrix [3, 68]. Weiss and Friedlander [134] have presented
a technique for almost fully blind signal estimation. Theirwork, however, focuses
on estimation and separation of source signals, not on characterizing the array itself.
The problem at hand thus also forms an interesting addition to the literature available
on sensor array calibration in general.
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5.2 Problem statement

The algorithms developed in Sec. 5.3 and validated using Monte Carlo simulations
in Sec. 5.4 are based on the data model given by (3.33), i.e. for our analysis we will
initially adopt the array covariance model

R = GA�A H G H + � n : (5.1)

Calibration then means solving forG, � and � n under the assumption thatA is
known or parametrically known.

This data model is commonly used in papers on sensor array calibration (see
e.g. [12,39,90,149]). Flanagan and Bell [36,37], Weiss andFriedlander [133] and See
[103] effectively use the same model, but focus on position calibration of the array
elements and are therefore more explicit on the form ofA . If the source positions
and locations of the sensors within the array are known, an explicit formula for aq

like (3.7) can be used to compute the spatial signature vectors. Based on (3.7) and
introducingL = [ l1; l2; � � � ; lQ ], the spatial signature matrixA is described by

A =
1

p
P

exp
�

� j
2�
�

� L
�

(5.2)

where the exponential function is applied element-wise to its argument. The time de-
pendence in (3.7) has dropped out due to correlation. In the remainder of this chapter
we will specialize to a planar array havingzp = 0 for convenience of presentation
but without loss of generality.

From (5.1) we observe thatG and � share a common scalar factor. We may
therefore impose the boundary condition� 1 = 1 . Furthermore, we will take the �rst
element as phase reference, i.e. we will impose� 1 = 0 , to resolve the ambiguity in
the phase solution ofG. In Sec. 4.3 it was shown that

P P
p=1 � p = 0 is the optimal

constraint for this problem. However, it turns out that the choice of constraint only
matters when signals from different stations are combined.The demonstrations and
examples in Ch. 2 were all done at station level, so this subtlety did not have impact
on the results. The choice for the constraint� 1 = 0 also simpli�es our analysis in
combination with the constraints required to uniquely identify the apparent source
powers and source locations. When solving for source locations, a single rotation of
all DOA vectors can be compensated by the direction independent gain phase solu-
tion. We will therefore �x the position of the �rst source to solve this ambiguity.

In Sec. 5.3 we will address four related sensor array calibration problems based
on the data model described in (5.1). These scenarios are summarized below where
the parameter vectors adhering to the aforementioned boundary conditions are stated
explicitly.
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1. The sensor noise powers are the same for all elements, i.e.� n 1 = � n 2 = � � � =
� nP , such that� n = � n I whereI is the identity matrix. In this scenario, the
parameter vector to be estimated is� =

�

 T ; � 2; � � � ; � P ; � 2; � � � ; � Q ; � n

� T
.

2. The sensor noise powers are allowed to differ from one element to another, i.e.
� n = diag ( � n ). In this case, the parameter vector is� =

�

 T ; � 2; � � � ; � P ;

� 2; � � � ; � Q ; � n 1; � � � ; � nP
� T

.

3. � n = � n I and A = A (L ), i.e. similar to the �rst scenario but with un-
known source locations. In this case,� =

�

 T ; � 2; � � � ; � P ; � 2; � � � ; � Q ; � n ;

lT
2 ; � � � ; lT

Q

� T
.

4. � n = diag ( � n ) andA = A (L ), giving � =
�

 T ; � 2; � � � ; � P ; � 2; � � � ; � Q ;

� n 1; � � � ; � nP ; lT
2 ; � � � ; lT

Q

� T
.

Note that all scenarios assume a diagonal noise matrix. Fromthe underlying physical
model described in Ch. 3 it is clear that this may not provide arealistic description
of actual data. In Ch. 2 we have demonstrated that a non-diagonal noise covariance
matrix may also be used to model extended emission, allowingus to do our calibration
on a point source model. Therefore an extension with a non-diagonal noise covariance
matrix will be discussed in Sec. 5.5.

5.3 Algorithm development

5.3.1 Generalized least squares formulation

An asymptotically ef�cient estimate of the model parameters in � can be obtained via
the ML formulation. Since all signals are assumed to be i.i.d. Gaussian signals, the
derivation is standard and the ML parameter estimates forN independent samples
are obtained by minimizing the negative log-likelihood function [82]

b� = argmin
�

�
ln jR (� )j + tr

�
R � 1 (� ) bR

��
(5.3)

whereR (� ) is the model covariance matrix as a function of� and bR is the sample
covariance matrixN � 1XX H .

It does not seem possible to solve this minimization problemin closed form. As
discussed in [82] a weighted least squares covariance matching approach is known to
lead to estimates that are, for a large number of samples, equivalent to ML estimates
and are therefore asymptotically ef�cient and reach the CRB.
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The least squares covariance model �tting problem can be de�ned as

b� = argmin
�

w
w
w bR � R (� )

w
w
w

2

F
: (5.4)

Equivalently, we consider minimization of the cost function

� (� ) =
w
w
w bR � R (� )

w
w
w

2

F
= f H (� ) f (� ) : (5.5)

The more general weighted least squares problem is obtainedby introducing a weight-
ing matrixW and minimizing

� W (� ) = f H (� ) Wf (� ) : (5.6)

The optimal weight is known to be the inverse of the asymptotic covariance of the
residuals,E

�
f (� 0) f H (� 0)

	
, where� 0 is the true value of the parameters [82]. The

optimal weight for Gaussian sources is thus

W opt =
�
R 
 R

� � 1
= R

� 1

 R � 1: (5.7)

The Kronecker structure ofW opt allows us to introduceW c = R � 1=2 and write the
weighted least squares (WLS) cost function as

� W (� ) =
w
w
wW c

�
bR � R (� )

�
W c

w
w
w

2

F
: (5.8)

As mentioned earlier, this estimator is asymptotically unbiased and asymptotically
ef�cient [82].

We propose to solve the least squares problems for the four scenarios de�ned in
Sec. 5.2 by alternating between least squares solutions to subsets of parameters. The
subsets are chosen such that the solution is either available in the literature or can be
derived analytically. We will have four subsets of parameters: the complex direction
independent gains of the receiving elementsg, the apparent source powers� , the
receiver noise powers� n and the source locationsL . In the following subsections
we will develop unweighted and weighted least squares solutions for these subsets
before putting them together to form the alternating least squares (ALS) or weighted
alternating least squares (WALS) method respectively.

5.3.2 Estimation of direction independent gains

The least squares problem to �nd the omnidirectional gainsbg based on the weighted
cost function� W (� ) can be formulated as

bg = argmin
g

w
w
w

�
W c 
 W c

� �
vec

�
bR � � n

�
� diag (vec (R 0)) ( g 
 g)

� w
w
w

2

F

(5.9)
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where we have introducedR 0 = A�A H ; in this subsectionR 0 is assumed to be
known. This problem can be solved using standard techniquesby regardingg andg as
independent vector parameters and alternatingly solving for them until convergence.
In this approach, the solution forg is

bg = argmin
g

w
w
w

�
W c 
 W c

� �
vec

�
bR � � n

�
�

��
R 0G H �

� I
�

g
� w

w
w

2

F

=
�

R
H
0 G

H
R

� 1
GR 0 � R � 1

� � 1 �
R

� 1
GR 0 � R � 1

� H
vec

�
bR � � n

�
:

(5.10)

Since the result forg is simply the complex conjugate of this relation, it is suf�cient to
apply (5.10) repeatedly until convergence. Although (W)ALS ensures that the value
of the cost function decreases in each iteration, it does notguarantee convergence to
the global minimum, especially if the initial estimate is poor. The number of iterations
required for convergence also depends strongly on the vicinity of the initial estimate
to the true value. We are thus interested in �nding a good initial estimate forg.

Fuhrmann [39] has proposed to use a suboptimal closed form solution to initialize
the Newton iterations used to solve the ML cost function under the assumption that
� n is known (or actually no noise is present). A similar problem(with unknown
� n and withR 0 a rank 1 matrix, i.e. a single calibrator source) was studiedin [12],
where a “column ratio method” was proposed. Below we generalize and improve that
technique following and extending the discussion in [149].All these techniques are
suboptimal in general in the case of multiple calibrator sources, but they can be used
to provide the starting point for iterative re�nement.

The closed form solution suggested in [39] can be derived as follows. If the
structure inu = g 
 g is neglected and� n is known or negligible, we can solve for
u in the least squares sense by

bu = diag (vec (R 0)) � 1 vec
�

bR � � n

�
(5.11)

or equivalently
dggH =

�
bR � � n

�
� R 0: (5.12)

Note that the weights cancel because we solve for one parameter for each entry ofbR .
Subsequently, use the structure ofu and assume that the estimate ofggH obtained
in the �rst step has rank 1. An eigenvalue decomposition is used to extractbg as the
dominant eigenvector frombu. It is clear, however, that the noise on speci�c elements
of bu may be increased considerably if some entries ofR 0 have a small value. Also,
the method is not applicable if� n is unknown.
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In [149] another approach is therefore suggested based on the observation that
gi gk = Rik =R0;ik holds for all off-diagonal elements ofR , i.e. for i 6= k. This
implies that

gi

gj
=

gi gk

gj gk
=

Rik =R0;ik

Rjk =R0;jk
=

Rik R0;jk

R0;ik Rjk
(k 6= i; j ) (5.13)

This relation is similar to the closure amplitude relation in astronomy [26,85], which
states that in an observation on asinglepoint source or, more generally, in the case
of a rank 1 model, the amplitude ratios are related as indicated by the second equality
sign in (5.13).

Since the indexk can be chosen freely as long ask 6= i; j , we can introducec1;ij

being the column vector containing the valuesRik R0;jk andc2;ij being the column
vector containing the valuesR0;ik Rjk for all possible values ofk 6= i; j . We can now
write (5.13) in the more general form

gi

gj
c2;ij = c1;ij (5.14)

which has the well-known solution
gi

gj
= cy

2;ij c1;ij : (5.15)

All possible gain ratios can be collected in a matrixM with entriesM ij =
cy

2;ij c1;ij . Since the model forM is M ij = gi =gj , the matrixM is expected to
be of rank 1 andg can be extracted from this matrix using an eigenvalue decompo-
sition: let v1 be the eigenvector corresponding to the largest eigenvalueof M , then
g = � v1, where the scaling factor� needs to be determined separately since the
quotientgi =gj is insensitive to modi�cation by a constant scaling factor applied to all
gains. This factor can be found by minimizing

b� = argmin
�

w
w
w� GR 0G H � � bR

w
w
w

2

F
(5.16)

for all off-diagonal elements. By introducing the vectorsr 0 = vec�
�
GR 0G H

�
and

r = vec�

�
bR

�
, wherevec� (�) operates like thevec (�) operator but leaves out the

elements on the main diagonal of its argument, this cost function can be rewritten as

b� = argmin
�

w
w
wj� j2 r 0 � r

w
w
w

2

F
(5.17)

which has least squares solutionb� =
�

r y
0r

� 1=2
.
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Equation (5.15) extends the column ratio method in [12] to all elements of the
matrix. The column ratio method was originally introduced to reconstruct the main
diagonal of a rank 1 source model, which allows to estimate this rank 1 model us-
ing an eigenvalue decomposition without distortion of the results due to unknown
receiver noise powers. In our case, this allows us to neglectthe unknown receiver
noise powers. The CRB analysis in Sec. 4.4 shows that it does not matter whether
one simultaneously estimates the receiver noise powers andthe omnidirectional com-
plex gains exploiting all data, i.e. including the autocorrelations, or ignores the au-
tocorrelations and only solves for the direction independent complex gains. Another
advantage of this method is, that it is easily adapted to scenarios with a non-diagonal
noise matrix, as is demonstrated in Sec. 5.5.

The Monte Carlo simulations presented in [149] suggest thatthe method outlined
above provides a statistically ef�cient estimate ofbg; the pseudo-inverse ensures that
the noise on the entries ofM does not dramatically increase due to small values in
either bR or R 0. It also provides a modi�cation of the initial estimate proposed by
Fuhrmann [39] which only �nds a near optimal solution to the least squares gain
estimation problem without further optimization using e.g. the Newton algorithm.
The proposed method will therefore generally save computational effort. We will
use (5.15) in the simulations presented in Sec. 5.4 to demonstrate that this method
gives statistically ef�cient results without requiring additional iterations using (5.10).
Moreover, if three or more iterations are required to ensureconvergence using (5.10),
it also requires less computational effort as discussed in Sec. 5.3.7.

Although the pseudo-inverse in (5.15) ensures robustness against small entries
in either bR or R 0, the fact that the method relies on gain ratios may lead to poor
performance if there are small entries ing, e.g. due to failing array elements. This
risk can be mitigated by rewriting (5.14) to

c2;ij gi = c1;ij gj : (5.18)

By de�ning

y i =
�
cT

2;i 1; cT
2;i 2; � � � ; cT

2;iP

� T

Y i =

2

6
6
6
4

c1;i 1

c1;i 2

...
c1;iP

3

7
7
7
5

C1 =
�
Y T

1 ; Y T
2 ; � � � ; Y T

P

� T



5.3 Algorithm development 109

C2 =

2

6
6
6
4

y1

y2

...
yP

3

7
7
7
5

we can enumeratei andj and collect all relations in a single matrix equation

C2g = C1g: (5.19)

This suggests thatg can be found by searching for the null space ofC2 � C1,
which has sizeP (P � 1)2 � P . By substituting the details ofc1;ij and c2;ij in
C2 � C1, it is easily seen thatg indeed lies in the null space and that this null space
is one dimensional. However, this is only true for noise freedata. In the practical
case of noisy data, there will not be a null space andg will be in the noise subspace
instead. Furthermore, �ndingg will involve a singular value decomposition on a very
large matrix which may be computationally prohibitive.

An alternative approach follows from recognizing thatg is obtained from the
eigenvector corresponding to the eigenvalue 1 of

C y
2C1 =

" P
k R0;ik Rjk R0;jk Rik

P
j

P
k R0;ik Rjk R0;ik Rjk

#

=

"
gi gj

P
k jgk j2 jR0;ik j2 jR0;jk j2

P
j jgj j2

P
k jgk j2 jR0;ik j2 jR0;jk j2

#

; (5.20)

which is easily found by substitution of the de�nition ofc1;ij andc2;ij and use of the
Moore-Penrose left inverse. Equation (5.20) shows thatg is the eigenvector ofC y

2C1

corresponding to eigenvalue 1 in the noise free case and thatall other eigenvalues
are lower than 1, i.e. we can �nd the eigenvector associated with g by �nding the
eigenvector corresponding to the largest eigenvalue. Simulations with completely
randomizedR 0 andg suggest that the other eigenvalues are not just lower than 1 but
are considerably lower than 1. Since it is easily demonstrated that the noise on the
actual data will lower the main eigenvalue, this is an important result; the contrast
between the largest and the second largest eigenvalue determines the susceptibility of
this method to noise on the data.

Note that these methods are still insensitive to a constant scaling factor applied to
all gains. This ambiguity is solved by (5.17). Also note thatall methods presented
above enumerate overi; j 6= k to avoid the diagonal entries of the array covariance
matrix which are affected by the system noise. By imposing more stringent restric-
tions oni andj , these methods can also handle cases in which the noise covariance
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matrix � n is non-diagonal, e.g. due to correlated noise between speci�c pairs of re-
ceiving elements, but still has suf�cient zero entries to allow the methods above to
extract the minimal amount of information for every combination of gi andgj .

5.3.3 Source power estimation

Based on the unweighted cost function� (� ), b� is found by

b� = argmin
�

w
w
w bR � GA�A H G H � � n

w
w
w

2

F

= argmin
�

w
w
wvec

��
bR � � n

�
� (GA ) � (GA )H

� w
w
w

2

F

= argmin
�

w
w
wvec

�
bR � � n

�
�

�
GA

�
� (GA ) �

w
w
w

2

F

=
�
GA � GA

� y
vec

�
bR � � n

�
(5.21)

If weighting is applied,b� follows from

b� = argmin
�

w
w
wW c

�
bR � � n

�
W c � W cGA�A H G H W c

w
w
w

2

F

= argmin
�

w
w
w

�
W c 
 W c

�
vec

�
bR � � n

�
�

�
W cGA

�
� (W cGA ) � n

w
w
w

2

F

=
��

W cGA
�

� (W cGA )
� y �

W c 
 W c
�

vec
�

bR � � n

�
: (5.22)

Using (C.10) and (C.11) to reduce the Kronecker and Khatri-Rao products and sub-
stitutingW c = R � 1=2 we obtain

b� =
��

A
H

G
H

R
� 1

GA
�

�
�
A H G H R � 1GA

� � � 1
�

vecdiag
�

A H G H R � 1
�

bR � �
�

R � 1GA
�

(5.23)

This result con�rms the observation by Ottersten, Stoica and Roy [82] that although
the derivation involves the square root of the array covariance matrix, the �nal result
only depends on the array covariance matrix itself and its inverse.

5.3.4 Estimating receiver noise powers

If � n = diag ( � n ) and no weighting is applied to the cost function, thenb� n is found
by solving

b� n = argmin
� n

w
w
w bR � GA�A H G H � � n

w
w
w

2

F
: (5.24)
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This estimation problem is the same as the sensor noise estimation problem treated
in [12], so we just state the result, which is found to be

b� n = vecdiag
�

bR � GA�A H G H
�

: (5.25)

If � n = � n I , a similar derivation gives

b� n =
1
P

tr
�

bR � GA�A H G H
�

: (5.26)

This result is just the average of the sensor noise estimatesobtained when they are
estimated individually.

If the weighted cost function� W (� ) is used, we can follow a derivation similar
to the one that led us to the estimate forb� in the previous section. We �rst note that

b� n = argmin
� n

w
w
wW c

�
bR � GR 0G H

�
W c � W c� n W c

w
w
w

2

F

= argmin
� n

w
w
w

�
W c 
 W c

�
vec

�
bR � GR 0G H

�
�

�
W c � W c

�
� n

w
w
w

2

F

=
�
W c � W c

� y �
W c 
 W c

�
vec

�
bR � GR 0G H

�
: (5.27)

Applying Eqs. (C.10) and (C.11) once more and insertingW c = R � 1=2, we get

b� n =
�

R
� 1

� R � 1
� � 1

vecdiag
�

R � 1
�

bR � GR 0G H
�

R � 1
�

: (5.28)

A similar derivation for� n = � n I gives

b� n = kR � 1k� 2
F tr

�
R � 1

�
bR � GR 0G H

�
R � 1

�
: (5.29)

The true value of the array covariance matrixR is not known in practical situa-
tions. The measured array covariance matrixbR is therefore generally used as estimate
of R . It can be shown that this conventional approach results in anoticeable bias in
the estimateb� n for a �nite number of samplesN . For simplicity of the argument,
we will prove this statement for the case whereR = � n I , such thatGR 0G H = 0.
Inserting this in (5.29) gives

b� n =
w
w
w bR � 1

w
w
w

� 2

F
tr

�
bR � 1 bR bR � 1

�

=
w
w
w bR � 1

w
w
w

� 2

F
tr

�
bR � 1

�
: (5.30)
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SinceR � 1 = � � 1
n I , we can writebR � 1 = � � 1

n (I + E) where� � 1
n E = bR � 1 �

R � 1 represents a speci�c realization of the noise on the elements of bR � 1. After
substitution in (5.30) we obtain

b� n =
w
w� � 1

n (I + E)
w
w � 2

F
tr

�
� � 1

n (I + E)
�

= � n tr
�

(I + E) ( I + E)H
� � 1

tr ( I + E)

= � n
�
tr ( I ) + tr ( E) + tr

�
EH �

+ tr
�
EE H �� � 1

(tr ( I ) + tr ( E)) :

(5.31)

SinceE represents the noise on the data, the expected value oftr ( E) andtr
�
EH

�
is

zero. This implies that

b� n � � n
�
tr ( I ) + tr

�
EE H �� � 1

tr ( I )

= � n
kI k2

F

kI k2
F + kEk2

F

: (5.32)

This shows that the presence of noise systematically reduces the value of the estimate
b� n by a biaskEk2

F =(kI k2
F + kEk2

F ). SincebR � 1 converges asymptotically inN to
the true valueR � 1, E converges to zero. This result therefore also shows that the
estimate of� n asymptotically converges to the true value if the number of samplesN
approaches in�nity.

However, this bias can be avoided by using the best availableknowledge of the
estimated parameters, i.e. by using

R = b�A
�

bL
�

�A H
�

bL
�

b�
H

+ b� n (5.33)

in (5.29). In the �rst iteration of an alternating least squares algorithm, initial esti-
mates of the parameters are used. These values are replaced by increasingly accurate
estimated values in consecutive iterations.

5.3.5 DOA estimation

The problem of estimatingL is that of estimating the direction of arrival of signals in-
cident on a sensor array and has been studied extensively. MUSIC [101] and weighted
subspace �tting (WSF) [124,125] are well-known statistically ef�cient DOA estima-
tion methods applicable to arbitrary sensor arrays. In either case, the eigenvalue
decomposition ofR is interpreted in terms of a noise subspace and a signal subspace
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(see Sec. 3.3), i.e.

R =
PX

p=1

� pvpvH
p = V s � sV H

s + V n � n V H
n (5.34)

where� 1 > � � � > � Q > � Q+1 � � � � � � P . The noise eigenvalues of the whitened
true array covariance matrix are all equal and the number of sources can be derived
from the distribution of the eigenvalues ofR ; we will assume that the number of
sources is known. In practical situations, in which only an estimate of the true array
covariance matrix is available, methods like the exponential �tting test [91, 92] or
information theoretic criteria [131] must be used to determine the number of signals.

It is quite straightforward to adapt the WSF method to our models. The data
model assumed in [125] can be described as

R = eA (L ) � eA H (L ) + � 2
n I (5.35)

where we have usedeA to avoid confusion withA as commonly used in this thesis.
To map our data model on the data model described by (5.35) we should whiten our
array covariance matrix using

R w = � � 1=2
n R� � 1=2

n = � � 1=2
n GA�A H G H � � 1=2

n + I (5.36)

and then seteA = � � 1=2
n GA . With these substitutions it is straightforward to imple-

ment the procedures described in [125].

5.3.6 (Weighted) alternating least squares

The ingredients of the preceding four subsections can be combined to formulate a
(Weighted) Alternating Least Squares ((W)ALS) solution tothe stated optimization
problems. We start by introducing an algorithm handling the�rst two scenarios iden-
ti�ed in Sec. 5.2. DOA estimation is then added in a straightforward way.

To estimatebg, b� andb� n we propose the following (W)ALS algorithm:

1. Initialization Set the iteration counteri = 1 and initializeb� [0] based on knowl-
edge of� and the directional response of the sensors. For WALS, de�nethe
weightW c = bR � 1=2. Initialize bL [0] based on knowledge of the nominal posi-
tions of the calibrator sources.

2. Estimatebg[i ] by an eigenvalue decomposition of the matrixM with its entries
obtained by averaging (5.13) over allk 6= i; j or by using (5.15) or by an
eigenvalue decomposition of the matrixC y

2C1 as given by (5.20) usingA and
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b� [i � 1] as prior knowledge. In Sec. 5.4, I compare gain estimation using (5.13)
and (5.15) demonstrating that the latter gives statistically ef�cient results. Note
that neither gain calibration approach does require knowledge of the sensor
noise powers� n and that the latter approach is advisable if some elements
may have a very low gain.

3. Estimateb� [i ]
n using either (5.25) or (5.26) (resp. (5.28) or (5.29)) applying

available knowledge ofbg[i ], b� [i � 1] andA .

4. Estimateb� [i ] using (5.21) (resp. (5.23)) and knowledge ofbg[i ], b� [i ]
n andA .

5. If the DOAs are inaccurately known (scenarios 3 and 4),estimatebL [i ] using
WSF as described in Sec. 5.3.5 using knowledge ofbg[i ] and b� [i ]

n and initial
estimatebL [i � 1] .

6. Check for convergence or stop criterionIf
�
�
� � [i � 1]y� [i ] � 1

�
�
� or i > i max , stop,

otherwise increasei by 1, update the weighting matrixW c = R � 1=2 as pro-
posed by (5.33) and continue with step 2.

The proposed criterion for convergence is based on a measureof the average relative
error in all parameters and will work even if the parameter values differ by orders of
magnitude. The extension with step 5 is referred to as the Extended ALS (xALS) or
Extended WALS (xWALS) algorithm respectively.

An algorithm that alternatingly optimizes for distinct groups of parameters can
be proven to converge if the value of the cost function decreases in each iteration.
In [124, 125] it is demonstrated that WSF minimizes the leastsquares cost function
w.r.t. the parameterization ofA , thus providing a partial solution to the least squares
problem considered here. In step 2,bg is estimated using a method that only provides
a near optimal solution to the least squares cost function. Its solution could, however,
not be discerned from the true solution in Monte Carlo simulations, as demonstrated
in Sec. 5.4. Optionally, step 2 could be augmented with one ortwo iterations of
(5.10) to assure minimization of the least squares cost function. Alternatively, one
could use the proposed estimate in the �rst iteration and use(5.10) in consecutive
iterations in which a proper initial estimate is available from the previous iteration.
The other parameters are estimated using well-known standard solutions for least
squares estimation problems. The value of the cost functionis therefore reduced in
each step, thereby ensuring convergence.
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ALS bg 41
2 P3 + P Q2 + o(� � � )

b� 2P2Q + 12P Q2 + 9 Q3 + o(� � � )

b� n 0

b� n 0

total 41
2 P3 + 2 P2Q + 13P Q2 + 9 Q3 + o(� � � )

WALS bg 5P3 + P Q2 + o(� � � )

bg (Eq. (5.10)) N iter
�
22

3 P3 + 4 P2Q + 2 Q2P + o(� � � )
�

b� 2
3 P3 + 2 P2Q + P Q2 + 2

3 Q3 + o(� � � )

b� n
5
3 P3 + o(� � � )

b� n P3 + o(� � � )

total 71
3 P3 + 2 P2Q + 2 P Q2 + 2

3 Q3 + o(� � � ) (b� n )

62
3 P3 + 2 P2Q + 2 P Q2 + 2

3 Q3 + o(� � � ) (b� n )

Table 5.1: Numerical complexity of the ALS and WALS iterations expressed in terms
of the number of receiving elements in the arrayP, the number of source signalsQ
and the number of iterations required for convergence when using (5.10) for direction
independent gain estimationN iter .

5.3.7 Computational complexity

Table 5.1 summarizes the numerical complexity of differentstages of the ALS and
WALS algorithms per iteration expressed in the number of complex multiplications.
N iter is the number of iterations required for convergence when using (5.10). In
this table, the notationo(� � � ) is used to denote all the neglected lower order terms.
The complexity of the omnidirectional complex gain estimate is dominated by the
eigenvalue decomposition onM , which requires approximately4P3 multiplications
assuming use of the divide and conquer method [168]. This step dominates the overall
complexity as well, so it may be worthwhile to estimate the number of iterations of
the power method [75] required to obtain suf�cient accuracy, especially ifP is large.

The pseudo-inverse in (5.21) can be implemented by a singular value decomposi-
tion, which is computationally more ef�cient than direct computation of the Moore-
Penrose inverse [75]. Some intermediate results, such asGA�A H G H , are required
more than once. In our calculation, we assume that these terms are computed only
once and are stored for future use. Under this assumption, the number of complex
multiplications required to compute the noise power reduces to zero. The number
of array elementsP will generally be considerably larger than the number of source
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signalsQ. The Q3-, P Q2- and P2Q-terms may therefore be considered negligi-
ble compared to theP3-term in most cases. These results suggest that the better
statistical performance of the WALS algorithm compared to the ALS algorithm, as
demonstrated by the simulation results presented in the next section, comes with only
a minor increase in complexity.

Both algorithms can be augmented with source position estimates using WSF.
In [125] it is demonstrated that WSF can be implemented withO

�
P Q2

�
complex

operations per Gauss-Newton type iteration of the proposedmodi�ed variable pro-
jection algorithm once the result from the eigenvalue decomposition is available. The
cost of WSF is therefore dominated by the eigenvalue decomposition on bR requiring
about4P3 complex multiplications. This makes the computational cost of source
location estimation comparable to the cost of estimating the direction independent
complex gains.

5.4 Algorithm validation

The methods proposed in the previous section were tested using Monte Carlo simu-
lations and compared with the CRB. The results presented in this section were pre-
sented earlier in [149] and [165]. In the �rst simulation, I compare the variance of
the direction independent gain estimates obtained from (5.13) and (5.15) with the
CRB assuming that� n = diag ( � n ) is unknown. This is a simpli�ed version of the
second scenario de�ned in Sec. 5.2, which zooms in on the gainestimation problem.
I will use this case to demonstrate that (5.15) seems to provide an asymptotically
statistically ef�cient solution.

For this Monte Carlo simulation we will use the ITS antenna con�guration in-
troduced earlier in Sec. 4.3.5. We assume a sky model at 30 MHzconsisting of the
Q = 10 strongest astronomical sources which were visible in the sky above ITS on
January 26, 2005 at midnight. The source locations and powerratios (see Table 5.2)
were taken from the third Cambridge catalog of radio sources[8], which provides
source �uxes at 178 MHz as known in the early 1960s. Although these values are not
physically accurate at 30 MHz in the current epoch, they do provide typical power
ratios that can be used to make a realistic source model. The total power of these
sources was assumed to be 1% of the system noise power of the individual antennas.
The data were averaged overN = 512; 1024; � � � ; 262144samples.

The results for the unweighted variant of the algorithm based on (5.13) are shown
in Fig. 5.2. The plots show that the CRB not only varies withN , but also from element
to element within the array. This is a geometrical effect. Interference between the
source signals causes higher signal levels in some visibilities compared to others,
while the noise power in all correlations is approximately the same. As a result, the
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name �ux (Jy a) azb (deg) el (deg)

Cassiopeia A 11000 -21.3 26.0

Cygnus A 8100 9.0 4.1

Taurus A 1420 -111.1 42.3

Virgo A 970 110.7 30.1

Cygnus X (part) 410 4.9 3.2

Cygnus X (part) 230 4.9 8.3

3C157 210 -122.1 48.6

3C123 175 -91.5 39.5

3C416.2 160 2.1 4.6

Tycho's SNRc 134 -25.5 34.3
a 1 Jy = 10� 26 Wm� 2Hz� 1

b Starting from North through East
c Super nova remnant

Table 5.2: Details of the discrete source model used in the �rst simulation. These val-
ues were taken from the third Cambridge catalog or radio sources [8], which provides
source �uxes at 178 MHz.

net SNR is better for some visibilities than for others. Thisalso explains why two
elements show much larger variance on their gain and phase estimates.

The scaling factor� limits the gain amplitudes if the SNR of the calibrator sources
is too low to obtain a meaningful dominant eigenvector from the eigenvalue decom-
position onM . This causes the variance of the gain estimate to be lower than the CRB
for smallN . The variance on the phase estimates is limited by the range of possible
values (the interval0 through2� ), as demonstrated by the asymptotic value reached
for smallN . Both gain and phase estimates do not attain the CRB. For large N , the
variance on the estimates remains approximately �ve times as large as the minimum
variance predicted by the CRB.

If the entries ofM are computed using (5.15), the algorithm does attain the CRB
as shown in Fig. 5.3. The variance on the gain and phase estimates of the individ-
ual elements in the array is now far less sensitive to the variations of the SNR over
different baselines, which causes the large variance values shown in Fig. 5.2. The
plots indicate that the algorithm attains the CRB forN � 32768samples when start-
ing with an instantaneous SNR of 0.01. This translates to an effective SNR of 2 per
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Figure 5.2: These plots show the variance on the gain (left) and phase (right) es-
timates in the Monte Carlo simulations (dots) and the CRB (solid line) for the un-
weighted variant of the direction independent complex gainestimation algorithm.
In these simulations, the amplitude was estimated as a dimensionless factor and the
phases were expressed in radians. The parameter vector for these plots was created
by concatenating the parameter vectors of the individual Monte Carlo simulations,
i.e. indices 1 through 60 represent the results for the �rst simulation (N = 512), 61
through 120 the results for the second simulation (N = 1024), etc. The variance
on the phase of the �rst element is not plotted since this element is used as phase
reference causing its variance to be zero by de�nition.
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Figure 5.3: These plots show the variance on the gain (left) and phase (right) estimates
in the Monte Carlo simulations (dots) and the CRB (solid line) for the weighted vari-
ant of the direction independent gain estimation method. The conventions used in
these plots are the same as in Fig. 5.2.
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# l m � q

1 0.24651 -0.71637 1.00000

2 -0.34346 0.76883 0.88051

3 -0.13125 -0.31463 0.79079

4 -0.29941 -0.52339 0.74654

5 0.39290 0.58902 0.69781

Table 5.3: Source powers and source locations used in the second and third Monte
Carlo simulation.

visibility at the moment the CRB is reached.
The results in Figs. 5.2 and 5.3 suggest that an eigenvalue decomposition onM

based on (5.13) does not provide a statistically ef�cient solution to the direction in-
dependent complex gain estimation problem while the resultbased on (5.15) does.
Intuitively, this result was expected based on the choice ofthe weights applied while
collecting the terms overi; j 6= k.

For the next two simulations, a �ve armed array was de�ned, each arm being an
eight-element one wavelength spaced ULA. The �rst element of each arm formed
an equally spaced circular array with half wavelength spacing between the elements.
The source model is presented in Table 5.3. This source modelwas created using
random number generators to demonstrate that the proposed approach indeed works
for arbitrary source models.

In the second simulation, the direction independent gains,the source powers and
the receiver noise powers were estimated assuming an array of identical elements,
i.e. the parameter vector was de�ned as� =

�

 T ; � 2; � � � ; � 40; � 2; � � � ; � 5; � n

� T

corresponding to the �rst scenario formulated in Sec. 5.2. Data were generated as-
suming� n = 10 andN = 105. This value for� n implies an instantaneous SNR
on the strongest source of only 0.1 per array element. Such a scenario, in which the
instantaneous SNR per baseline is considerably lower than one is quite common in
radio astronomy. Figure 5.4 shows the variance of the estimated parameters based on
1000 runs and compares these values with the CRB. As expected, the WALS method
appears to be asymptotically statistically ef�cient whilethe ALS approach does not
attain the CRB and shows clear outliers.

Figure 5.5 shows the variance found for a number of representative parameters as
function of the number of samples and compares this with the corresponding CRBs.
This plot con�rms the conjecture stated in the previous paragraph that the WALS
method is asymptotically statistically ef�cient. This is further corroborated by Fig.
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Figure 5.4: Variance of the parameter vector� = [ 
 T ; � 2; � � � ; � 40; � 2; � � � ; � 5; � n ]T

estimates obtained in Monte Carlo simulations for the weighted and unweighted ver-
sions of the alternating least squares algorithm and compared these results with the
CRB.
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Figure 5.6: Bias on the estimated parameters for the weighted and unweighted
version of the alternating least squares algorithm in the Monte Carlo simulations
(� = [ 
 T :� 2; � � � ; � 40; � 2; � � � ; � q; � n ]T ). The bias is compared with the standard
deviation on the estimates derived from the CRB.

5.6, which shows the bias found in the Monte Carlo simulations and compares this
with the statistical error of 1� for a single realization based on the CRB. This result
indicates that both methods are unbiased for all parameters.

Figure 5.7 shows the difference of the parameter value at theend of each iter-
ation and its �nal value obtained from one run of the Monte Carlo simulation for
a representative case, i.e. similar results were found for other parameters and other
runs. The standard deviation based on the CRB is plotted as reference to facilitate
the interpretation of the vertical scale. The results indicate that only one or two iter-
ations are needed to reach the CRB in this scenario. With regard to other scenarios,
this result suggests exponential convergence, i.e. each iteration adds about one sig-
ni�cant digit to the parameter estimate and it indicates that the WALS method con-
verges more rapidly than the ALS method. In these simulations the stop criterion was�
�
� � [i � 1]y� [i ] � 1

�
�
� < 10� 10.

In the third simulation, the direction independent gains, the apparent source pow-
ers, the source locations and the receiver noise powers wereestimated assuming an ar-
ray of identical elements. This corresponds to the third scenario described in Sec. 5.2.
The parameter vector to be estimated is thus� =

�

 T ; � 2; � � � ; � 40; � 2; � � � ; � 5; � n ;

l2; � � � ; l5; m2; � � � ; m5
� T

. Data were generated assuming� n = 10 andN = 1000.
This again implies an instantaneous SNR of only 0.1 per arrayelement, but in this
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Figure 5.7: The difference between the value ofb
 5 at the end of each iteration and its
�nal value is plotted versus the iteration number for ALS andWALS obtained in one
of the Monte Carlo simulation runs. The behavior shown in this plot is representative
for the results obtained for other parameters and other runs. The standard deviation
based on the CRB is also shown to demonstrate that one but preferably two iterations
are suf�cient to obtain a suf�ciently accurate results.

case the SNR per receiver is only 3.2 for the strongest sourceafter integration. Figure
5.8 shows the variance on the estimated parameters based on 1000 runs and compares
these results with the CRB. In these simulations, we only used the xWALS algorithm,
since the previous simulation already demonstrated that the ALS method gives infe-
rior results compared to the WALS approach. These results show that the variance on
the estimated parameters is close to the CRB.

Figure 5.9 shows the bias on the estimated parameters found in these Monte Carlo
simulations. These results indicate that the estimates areunbiased.

The convergence of a representative parameter is shown in Fig. 5.10. Again, one
but preferably two iterations are suf�cient to get accurateresults. However, in this

scenario the stop criterion
�
�
� � [i � 1]y� [i ] � 1

�
�
� < 10� 10 is not reached and the algorithm

stops because the maximum number of iterations (15) is reached. This indicates
that the algorithm tries to interpret the noise as real signal. In the �rst iteration, the
omnidirectional gains, apparent source powers and noise power are estimated �rst.
These values are then used in the WSF algorithm to �nd the source locations. The
source locations are then used to update the sky model, leading to an update ofbg, b�
andb� n and the cycle is complete. In the second simulation, the SNR after integration
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Figure 5.8: Variance on the parameter vector� =
�

 T ; � 2; � � � ; � 40; � 2; � � � ; � 5; � n ;
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estimates obtained in Monte Carlo simulations for the
xWALS method, compared with the CRB.
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Figure 5.9: Bias on the estimated parameters (� =
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 T ; � 2; � � � ; � 40; � 2; � � � ; � 5;
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) for the xWALS algorithm obtained in Monte Carlo
simulations. The results are compared with the standard deviation on the estimated
parameters derived from the CRB.
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Figure 5.10: The difference between the value ofb
 5 at the end of each iteration
and its �nal value is plotted versus the iteration number forone of the Monte Carlo
simulation runs. The behavior shown in this plot is representative for the results
obtained for other parameters and from other runs. The standard deviation based
on the CRB is also shown to demonstrate that one but preferably two iterations are
needed to obtain a suf�ciently accurate result.

de�ned as
p

N� p=� n was a factor 10 better than in this simulation in which the SNR
per array element per source after integration is only 2.2 to3.2.

5.5 Non-diagonal noise covariance matrix

5.5.1 Motivation

The prime goal of array calibration is to �nd the direction independent gains of the an-
tennas and the direction dependent gain of the array towardseach calibration source.
The Monte Carlo simulations in the previous section suggestthat the weighted alter-
nating least squares approach proposed in Sec. 5.3 providesan asymptotically sta-
tistically ef�cient solution and the analysis in Sec. 5.3.7shows that it is reasonably
computationally ef�cient as well. However, the calibration of actual arrays is gen-
erally even more challenging than the scenarios de�ned in Sec. 5.2. For example,
the calibration may be complicated by the fact that the covariances of signals from
closely separated receiving elements are sensitive to noise coupling, as described by
the physical model in Ch. 3. In the case of a radio astronomical phased array station
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with short baselines, the point source model may not be an accurate description of
the received signals due to bright emission from our Galaxy extending over the entire
sky. Fortunately, this emission is spatially smooth, whichimplies that it is dominant
on the short baselines. Since both effects affect only the short baselines, we pro-
pose to model these effects phenomenologically by a non-diagonal noise covariance
matrix with unknown non-zero entries on all short baselines. The short baseline ef-
fects are thus absorbed in additive nuisance parameters. This approach was originally
proposed in [164].

Direction �nding problems for calibrated arrays in the presence of unknown cor-
related noise have been extensively studied in the 1990s. Itwas proven that the gen-
eral problem is not tractable without imposing some appropriate constraints on the
noise covariance matrix or exploiting differences in temporal characteristics between
source and noise signals [110]. Radio astronomical signalsgenerally behave like
noise, thus temporal techniques (instrumental variables)are not applicable. Instead,
we should rely on an appropriately constrained parameterized model of the noise co-
variance matrix. Starting with [11], a series of papers werepublished; see [42] for an
overview. ML estimators for the source and instrument parameters under a general-
ized noise covariance parameterization are provided in [38, 42], whereas non-linear
least squares estimators were studied in [38,82,132]. In either case, an analytic source
and instrument parameter dependent solution is derived forthe noise model parame-
ters, which is substituted back into the cost function. Thiscost function then has to
be minimized using a generalized solving technique, such asNewton iterations. This
approach works well if the number of instrument and source parameters is small. For
larger problems (in Ch. 2 we have seen an example with 96 antenna and source pa-
rameters and 764 noise covariance parameters), it is convenient to exploit suboptimal
but closed-form analytic solutions, at least for initialization. We therefore propose
to modify the WALS method outlined in Sec. 5.3 by replacing the estimate of the
diagonal noise covariance matrix� n by a parameterized estimate of a non-diagonal
noise covariance matrix.

5.5.2 Modi�cation of the WALS method

Least squares estimation of non-diagonal noise covariancematrix

As in [11] and subsequent papers, we will model the unknown noise covariance ma-
trix as a linear sum of known matrices. The simplest set of matrices is provided by
elementary matricesE ij , which are zero everywhere except for a '1' in entry(i; j ),

� n =
X

( i;j )2S

� ij E ij : (5.37)
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The setS contains the index pairs of short baselines, including the autocorrelation
entries(i; i ). In the Monte Carlo simulation presented later in this section and in
the application to LOFAR data in Ch. 2, all baselines shorterthan four wavelengths
were regarded as short baselines. The unknown coef�cients of � ij are the nuisance
parameters. The noise covariance matrix is an array covariance matrix and should
therefore be Hermitian. This knowledge can be exploited to obtain a real valued
parameterization by splitting the parameter vector in the autocorrelations, the real
parts of the crosscorrelations and the imaginary parts of the crosscorrelations, i.e.

� n =
PX

i =1

� ac
i E ii +

X

( i;j )2S

� Re
ij (E ij + E ji ) +

X

( i;j )2S

� Im
ij j ( E ij � E ji ) ; (5.38)

where the setS contains the index pairs of the non-zero entries above the main di-
agonal of� n . All unique scalar real valued parameters required to describe � n , i.e.
� ac

i , � Re
ij and� Im

ij , can be stacked in a vector� n . With a representation such as given
by (5.37) or (5.38), the parameter vector� n can be related to� n using a selection
matrix I s such thatvec (� n ) = I s � n . By choosing the selection matrix such that it
represents (5.38), we can ensure that the estimated� n is Hermitian.

The weighted least squares estimateb� n can now be obtained by solving

b� n = argmin
� n

w
w
wW c

�
bR � GR 0G H

�
W c � W c� n W c

w
w
w

2

F

= argmin
� n

w
w
w

�
W c 
 W c

�
vec

�
bR � GR 0G H

�
�

�
W c 
 W c

�
I s � n

w
w
w

2

F
;

(5.39)

whereW c = R � 1=2 provides optimal weighting as discussed in Sec. 5.3.1. The
solution to this problem is

b� n =
��

W c 
 W c
�

I s
� y �

W c 
 W c
�

vec
�

bR � GR 0G H
�

=
�

I H
s

�
W c 
 W c

� H �
W c 
 W c

�
I s

� � 1
I H

s

�
W c 
 W c

� H

�
�
W c 
 W c

�
vec

�
bR � GR 0G H

�

=
�

I H
s

�
R

� 1

 R � 1

�
I s

� � 1
I H

s

�
R

� 1

 R � 1

�
vec

�
bR � GR 0G H

�
:

(5.40)

Estimation of a diagonal noise covariance matrix as described by (5.28) is a spe-
cial case of (5.40). In that case,I s = I � I whereI is theP � P identity matrix.
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This form of the selection matrix simpli�es (5.40) to (5.28)after reduction of the
Kronecker and Khatri-Rao products using (C.10) and (C.11).

The modi�ed WALS algorithm

The WALS algorithm formulated in Sec. 5.3.6 can now be modi�ed to

1. Initialization Set the iteration counteri = 1 and initializeb� [0] based on knowl-
edge of� and the directional response of the sensors. De�ne the weight
W c = bR � 1=2. Initialize bL [0] based on knowledge of the nominal position
of the calibrator sources.

2. Estimatebg[i ] by an eigenvalue decomposition of the matrixM with its entries
obtained from (5.15) or by an eigenvalue decomposition of the matrixC y

2C1

given by (5.20) usingA and b� [i � 1] as prior knowledge. In the simulation
presented later in this section and the LOFAR examples in Ch.2, I used (5.15),
which appears to be suf�ciently robust and has the lowest computational cost.
Note that neither approach requires knowledge of� n .

3. Estimateb� n using (5.40) applying available knowledge ofbg[i ], b� [i � 1] andA .

4. Estimateb� [i ] using (5.23) and knowledge ofbg[i ] , b� [i ]
n andA .

5. If the DOAs are inaccurately known,EstimatebL [i ] using WSF as described in
Sec. 5.3.5 using knowledge ofbg[i ], b� [i ]

n and initial estimatebL [i � 1] .

6. Check for convergence or stop criterionIf

�
�
�
�
b�

[i � 1]yb�
[i ]

� 1

�
�
�
� or i > i max , stop,

otherwise increasei by 1, updateW c = R � 1=2 as proposed by (5.33) and
continue with step 2.

In some cases, for example in estimating the direction independent gains, it is
possible to simply ignore the entries of the array covariance matrix corresponding to
the non-zero entries of� n . In Sec. 4.4 it was even shown that ignoring these entries
instead of including them using nuisance parameters, does not change the CRB of the
parameters of interest. In practice, however, it may be hardto develop an algorithm
for other scenarios that ignores the corrupted entries in a statistically ef�cient way.

Improving the computational ef�ciency

The calculation ofb� n using (5.40) forms the most expensive part of the modi�ed
WALS algorithm in terms of CPU and memory usage due to the Kronecker products.
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Figure 5.11: Comparison of the variance on the direction independent complex gain
and source power estimates obtained in Monte Carlo simulations with weighted least
squares estimate ofb� n and unweighted least squares estimate ofb� n .

These Kronecker products can only be reduced to simpler Khatri-Rao or Hadamard
products in a number of special cases, such as the case of a diagonal noise covariance
matrix mentioned above. However, the parameterization of� n chosen here implies
that each entry of the array covariance matrix with a contribution from � n is af-
fected by a unique additive parameter. Intuitively, one would therefore expect that
the weighting in (5.40) would not make much difference. Omitting this would reduce
the CPU and memory requirements considerably.

This idea was therefore tested in Monte Carlo simulations. For these simulations,
the �ve armed array described earlier and the source model presented in Table 5.3
were used. Figure 5.11 compares the variance on the estimates for the omnidirectional
complex gains of the receiving elements and the source powers obtained after 100
runs of a Monte Carlo simulation with weighted least squaresestimate ofb� n using
(5.40) and the computationally more ef�cient unweighted least squares estimate of
b� n . The results indicate that the variance on these estimates is the same in both
cases within the accuracy provided by the simulations. We therefore conclude that
it is viable to discard the weighting in (5.40). With this modi�cation, all 860 free
parameters in the experiment described in Ch. 2 could be extracted from the actual
data using Matlab on a standard dual core 2.4 GHz CPU in only 0.4 seconds.
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5.6 Summary of the main results

Calibration and imaging of �sh-eye observations with arrays like LOFAR is very
challenging due to the complex source structure, which includes multiple bright point
sources and extended emission from, e.g. the Galactic plane. In this chapter, a gain
calibration method was presented that can handle a multi-source sky model while
ignoring short baselines. This method shows statisticallyef�cient performance in
Monte Carlo simulations, even with an SNR per receiving element per calibrator
between 2.2 and 3.2, while having the sameO

�
P3

�
numerical complexity as other

asymptotically ef�cient algorithms in the literature thatsolve comparable calibration
problems.

Using a weighted alternating least squares approach, this method can be extended
to include estimation of apparent source powers, apparent source positions and a non-
diagonal noise covariance matrix. These extensions do not increase theO

�
P3

�
nu-

merical complexity, but more computations are required perstep. It was also demon-
strated that the computational burden can be reduced with almost no loss in direction
independent gain estimation accuracy by using the unweighted least squares solution
to �nd the noise covariance matrix. Even large problems, like the 860-parameter
LOFAR station calibration problem described in Ch. 2, can behandled by a single
2.4 GHz CPU in only 0.4 seconds.



130 Calibration



Chapter 6

Imaging

6.1 Introduction

The resolution of a telescope is determined by the ratio of observing wavelength and
diameter of the telescope aperture. Since radio waves are the longest waves in the
electromagnetic spectrum, the resolution achievable by radio telescopes consisting of
a single parabolic re�ector is fairly limited. At 21-cm wavelength, for example, even
the largest single dish radio telescopes, the 300-m dish in Arecibo and the 100-m
telescopes in Green Bank and Effelsberg, provide a resolution that is still an order of
magnitude worse than the human eye. The successful construction of the �rst radio
interferometer by Ryle and Vonberg [96, 97] in 1946 was therefore a major break-
through, since it allowed radio astronomers to sample the spatial coherence function
of the incoming signals in the aperture plane. The measured spatial coherencies can
be stored in an array covariance matrix. In Sec. 3.5.1 it was demonstrated how the
brightness distribution on the sky may be probed by a beam former and that the beam
former output power can be described byw H Rw . With w = a usinga as de�ned by
(3.7), the brightness distribution on the sky is simply the Fourier transform of these
visibilities. This relation is known as the Van Cittert-Zernike theorem [88,116].

Initially, the synthesized apertures were created by movable antennas until the
principle of Earth rotation synthesis was introduced in 1962 [98]. The basic principle
here is to exploit the rotation of the Earth to move the array w.r.t. to the sky to obtain
denser sampling of the aperture with a �xed array. This led tothe development and
construction of the WSRT and the VLA during the 1960s and 1970s.

The 25-m dishes of the WSRT are placed on an East-West line. This ensures that
during Earth rotation synthesis observations all visibility are measured in a single
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plane. This allows us to produce the dirty image in a computationally ef�cient way
by applying a fast Fourier transform (as opposed to the direct Fourier transform) after
gridding the data onto a regular grid. If the visibilities donot lie on a single plane, as is
the case with the samples produced by the VLA, they should be projected on a single
plane taking into account the resulting delay to allow the use of the computationally
ef�cient fast Fourier transform. This operation is calledw-projection [28,29].

Another attractive feature of the WSRT compared to the VLA isits equatorial
mount. This ensures that the sensitivity pattern of the dishes does not rotate w.r.t. the
sky during the observation. This implies that all points within the FOV are measured
with the same direction dependent gain during the entire observation and therefore
that the apparent source powers can be corrected to actual source powers by applying
a single direction dependent gain correction at the end. When reducing VLA data, one
has to apply these direction dependent gain corrections to every individual snapshot.
These simpli�cations proved to be a vital advantage given the available computing
power during the 1970s and 1980s. With the advent of todays computationally de-
manding imaging routines, both telescopes have been able tooperate closer to their
respective theoretical dynamic range limits.

The radio astronomical community is currently building a number of new instru-
ments for the lowest frequencies of the radio spectrum, suchas LOFAR and MWA.
Imaging with these new telescopes will be even more challenging than imaging with
the classical radio telescopes for several reasons:

� Beam stabilityThese new instruments are large phased arrays in which the an-
tennas are clustered in subarrays. Each subarray, or station, points its beam to
the desired location, but these beams will vary much more than those of the
classical mechanical dishes. This will cause more and less predictable varia-
tions in the beam pattern and hence require more complex direction dependent
corrections.

� Propagation conditionsThe low frequency radio waves observed by these new
instruments are strongly affected by ionospheric scintillation and refraction.
These effects need to be compensated by complex direction dependent correc-
tions.

� Wide �eld-of-viewThe next generation of radio telescopes is designed to have a
wide FOV. The celestial sphere in the region of interest can therefore no longer
be approximated by a plane without introducing unacceptable distortions. The
current strategy is to split the image in facets that are suf�ciently small to treat
each of them as a plane, and produce a simultaneous solution for all facets.
This approach is called facet imaging [87] and may become computationally
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expensive for very large �elds, such as the all-sky FOV provided by the LOFAR
stations as demonstrated in Ch. 2.

� Large data setsWith the advent of these new instruments, the number of ele-
ments in the array will increase by two orders of magnitude compared with the
WSRT and the VLA. These instruments will therefore produce afew terabyte
of data per day. The data should be analyzed in an amount of time compara-
ble with the time used to acquire the data to ensure effectiveuse of telescope
time. The data should therefore be handled very ef�ciently due to restrictions
in available computing power.

This combination of complex imaging problems and processing restrictions moti-
vates the continuous efforts to improve and expand existingalgorithms and to develop
new methods. Much research is focused on �nding clever short-cuts to reduce the
amount of processing required, such as the aforementionedw-projection [28,29] and
facet imaging [87] algorithms and various variants of CLEAN[27, 30]. The validity
and quality of these methods is generally assessed by practical experience. Attempts
to do a rigorous analysis are done for some aspects and cases [60,102,113,147], but
rules of thumb are used most of the time. Section 6.2 presentsthe �rst comprehen-
sive mathematical framework capable of describing the fundamental limits of radio
astronomical imaging problems. This analysis was presented earlier in [157, 161].
Although this analysis is done for snapshot observations, i.e. variations in time and
frequency are not considered, it is straightforward to extend the analysis to synthe-
sis observations using a multi-measurement data model as described in Sec. 3.6 and
in [64,120,123]. This point is illustrated in Sec. 6.3 by deriving closed form expres-
sions for synthesis images based on minimization of the least squares cost function.

6.2 Fundamental imaging limits

The resolution of the �nal image, or map, is normally determined by the size and
con�guration of the array and the spatial taper function. Under the assumption that
the sky is mainly empty, i.e., that the image contains only a few sources, maps with
higher resolution than predicted by the array con�guration(superresolution) can be
made using CLEAN. The maximum entropy method (MEM) [78] imposes a simi-
lar constraint by aiming for a solution that is as featureless as possible. In the array
processing literature, superresolution is achieved by high-resolution DOA estimation
techniques such as MUSIC [101] and WSF [124, 125] or by high-resolution beam
formers such as the MVDR beam former [23,122] or the RCB [69,126]. In all these
approaches, the goal is to disentangle the spatial responseof the array and the source
structure, a process called deconvolution. In Sec. 6.2.1, imaging is formulated as a
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least squares estimation problem, a form of model based imaging, and a closed form
expression is obtained for its solution. This allows us to formulate the deconvolu-
tion problem as a matrix inversion problem. This provides a powerful tool to assess
the tractability of the deconvolution problem and demonstrate the impact of the ar-
ray con�guration on the deconvolution limits and the redistribution of noise in the
imaging and deconvolution process.

The next generation of radio telescopes should not only provide a high resolution,
but also a large dynamic range. The dynamic range of an image is generally de�ned
as the power ratio between the strongest and weakest meaningful features in the map.
In practice, the limitations of an instrument are more conveniently described by the
achievable noise �oor in an imaging observation since the dynamic range strongly
depends on the strength of the strongest source within the �eld-of-view (FOV) and
because the noise may vary over the map. This noise �oor is a combination of calibra-
tion errors, thermal noise and confusion noise. The term “effective noise”will be used
to refer to the net result of these constituents. In Sec. 6.2.2 closed form expressions
are derived that describe the components of effective noisein terms of the covariance
of the image values, a concept that will be referred to as image covariance. The conse-
quences of these expressions are illustrated with a few examples in Sec. 6.2.3. These
examples suggest that the contribution of propagated calibration errors to the image
covariance is considerably smaller than the contribution of thermal noise, even if the
calibration is done on data with similar SNR. They also indicate that self-calibration
causes a higher covariance between source power estimates than pure imaging does.

6.2.1 Imaging and deconvolution

Beam forming versus model based imaging

In Sec. 3.5.1 the scalar beam former was introduced. If this scalar beam former is
used to probe the power coming from different directions, the source signal will be
convolved with the array beam pattern as explained in Sec. 3.5.2. Imaging is another
approach to map out the spatial distribution of source signals. This section brie�y ex-
plains the difference between imaging and beam forming following the presentation
in [161].

The imaging process transforms the covariances of the received signals, which
are referred to as visibilities in radio astronomy, to an image of the source struc-
ture within the FOV of the receivers, while the beam former scans the FOV by
forming a weighted superposition of the received signals for each distinct direc-
tion. In array processing terms this can be described as follows [64]. The operation
y (t) = w H x (t) (see (3.71)) is called beam forming and can be regarded as a spa-
tially matched �lter. The weight vectorw = a described in Sec. 3.5.1 provides the
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most basic beam former that assumes the presence of only a single source and only
corrects the signal delays due to the array geometry. These weights can be adapted to
correct the complex gain differences between the receivingelementsg derived from
calibration measurements (see Ch. 5), nulling of interfering sources [123] and spatial
tapering of the array [152].

The image value atl is equal to the expected output power of the beam former
when pointed into that direction and can be computed directly from the array covari-
ance matrixbR as

bi (l ) = E
n

jy (t)j2
o

= w H bRw : (6.1)

For w = a, this is known as direct Fourier transform imaging. To create an image,
w is scanned over all relevant directionsl . The required weights can be stacked into

a single matrixW . Sincew H bRw = ( w 
 w)H vec
�

bR
�

, we can stack all image

values in a single vectorbi and write

biBF =
�
W � W

� H
vec

�
bR

�
: (6.2)

If we only want to image at the source locations, we haveW = A . A typical model
assumption is that there is a source present at every pixel location, in which case

biBF =
�
A � A

� H
vec

�
bR

�
: (6.3)

This is the classical dirty image. Let us assume momentarilythatG = I and� n = 0,
i.e. that the gains of all receiver paths are equal and the data is noise free. Inserting
the data model given in (3.33), orvec (R ) =

�
A � A

�
� , into (6.3) gives

iBF = E
n
biBF

o
=

�
A � A

� H �
A � A

�
�

=
�

A
H

A � A H A
�

� : (6.4)

This shows that the dirty image is not equal to the true sourcestructure� . To
understand the physical meaning of the factorA

H
A � A H A , consider the product

aH
i aj , where the indicesi andj refer to the respective columns ofA . Using (3.7),

this can be written explicitly as

aH
i aj =

1
P

exp
�

� j
2�
�

�l i

� H

exp
�

� j
2�
�

�l j

�

=
1
P

PX

p=1

exp
�

j
2�
�

� T
p (l i � l j )

�
: (6.5)
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Figure 6.1: Image obtained by direct Fourier transform imaging without deconvo-
lution as in (6.1) showing the sources and their side lobe patterns (left) and image
obtained by model based imaging as in (6.12), which estimates the power emanat-
ing from each direction on the grid simultaneously, resulting in a deconvolved image
showing only the sources without the array response.

This result matches (3.73). The physical interpretation ofthe inner product between
the two spatial signature vectors is that it measures the sensitivity of the array to
signals coming from directionl j while the array is steered towardsl i and vice versa.
The productA H aj thus describes the array sensitivity for all directions of interest
stacked inL towards a source located atl j . It therefore provides the array voltage
response or array voltage beam pattern centered aroundl j ,

bV (l j ) = A H aj : (6.6)

With a de�ned as in (3.7), this shows that the voltage beam pattern is just the Fourier
transform of the spatial sampling function provided by the array con�guration and
the weighting of the array elements. The corresponding power beam pattern can be
calculated as

bP (l j ) = bV (l j ) � bV (l j ) = A
H

aj � A H aj : (6.7)

The factorA
H

A � A H A in (6.4) can thus be interpreted as a convolution by the
Fourier transform of the spatial distribution of baseline vectors, which is known as
the array beam pattern or dirty beam [116]. A more extensive discussion on the array
beam pattern including some examples was presented in Sec. 3.5.2.

The convolution is illustrated in the left panel of Fig. 6.1.This image is the result
of a simulated observation with an8� 8 half wavelength spaced, i.e. spatially Nyquist
sampled, 2-D uniform rectangular array (URA). The grid of image values on the sky
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is taken such that the �rst Nyquist zone is appropriately sampled. The source model
contains four sources at(l; m)-grid points(� 0:33; � 0:6), (� 0:2; � 0:6), (0:6; � 0:2)
and(0:87; 0:2) respectively and� = [1 ; 0:6; 1:3; 0:1]T . This source model and array
con�guration will also be used in Sec. 6.2.3 unless stated otherwise. This map clearly
shows the four sources (or three, if one regards the two sources on neighboring grid
points as a single extended source) being convolved with thearray beam pattern.

Following a model based approach, the deconvolution problem can be formulated
as a maximum likelihood (ML) estimation problem, that should provide a statistically
ef�cient estimate of the image parameters. Since all signals are assumed to be i.i.d.
Gaussian signals, the derivation is standard and the ML estimates are obtained by
minimizing the negative log-likelihood function [82], i.e.

b� = argmin
�

�
ln jR (� )j + tr

�
R � 1 (� ) bR

��
: (6.8)

It does not seem possible to solve this minimization problemin closed form, but a
weighted least squares covariance matching approach is known to lead to estimates,
that are, for a large number of samples, equivalent to ML estimates and therefore
asymptotically statistically ef�cient [82]. Inserting the data model given by (3.33),
the problem can thus be reformulated as

b� = argmin
�

w
w
wW c

�
bR � � n

�
W c � W cGA�A H G H W c

w
w
w

2

F
: (6.9)

This problem is identical to the source power estimation discussed in Sec. 5.3.3 and
the solution is given by (5.22), i.e.

b� =
��

W cGA
�

� (W cGA )
� y �

W c 
 W c
�

vec
�

bR � � n

�
: (6.10)

Optimal weighting is provided byW c = R � 1=2. Since radio astronomical
sources are generally very weak with the strongest source inthe �eld having an in-
stantaneous SNR per receiving element in the order of 0.01, we may introduce the
approximationR � � n I for an array of identical elements for convenience of nota-
tion. This reduces (6.10) to

b� =
�
GA � GA

� y
vec

�
bR � � n

�
: (6.11)

One may argue that this requires knowledge of the source locations before do-
ing the imaging. This is generally solved by simultaneouslyestimating the source
locations and source powers. Although the CLEAN algorithm has not yet been fully
analyzed, it can be regarded as an iterative procedure to do this [64]. It is instructive,
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however, to use (6.11) for imaging by estimating the power onevery image point
(pixel), i.e., by assuming a data model with a source presentat every pixel. We can
simplify (6.11) by replacing the pseudo-inverse by the Moore-Penrose left inverse to
obtain the image vector

bi =
� �

GA � GA
� H �

GA � GA
� � � 1 �

GA � GA
� H

vec
�

bR � � n

�

=
�

A
H

� 2A � A H � 2A
� � 1 �

GA � GA
�

vec
�

bR � � n

�
: (6.12)

The �rst factor in this equation represents the deconvolution operation. It is there-
fore convenient to introduce the deconvolution matrixM = A

H
� 2A � A H � 2A =�

�A H � 2A
�
� � 2

. This provides a powerful check on the sampling of the image plane. If
the image plane is oversampled, i.e. if too many image pointsare de�ned, this matrix
will be singular. This property demonstrates that high resolution imaging is only pos-
sible if a limited number of sources is present, i.e. if the number of sources is much
smaller than the number of resolution elements within the FOV. The condition num-
ber of the deconvolution matrix, which provides a measure ofthe magni�cation of
measurement noise, will be discussed in more detail later. This mostly empty �eld-
of-view is commonly assumed in astronomical imaging and this assumption is one
of the reasons why CLEAN and MEM work in practice. The right panel of Fig. 6.1
shows the image obtained by applying (6.12) to the8 � 8 URA. Comparison with
the image obtained using (6.1) clearly shows the effectiveness of the model based
imaging approach in suppressing the array beam pattern.

Noise redistribution

If imaging is done without deconvolution by using (6.3), thethermal noise adds a

constant value to all image values. This can be illustrated by assuming thatE
n

bR
o

=
� n , i.e. by assuming that the image is completely dominated by thermal noise. The
expected value of the image then becomes

iBF =
�
A � A

� H
vec (� n )

=
�
A � A

� H
� n

=
1T � n

P2 1 (6.13)

where we used the fact that all elements ofA have amplitude1=P. This equation de-
scribes an image where all values are equal to the average thermal noise per baseline.
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Figure 6.2: (a) Imaging with deconvolution using an8 � 8 half wavelength spaced
array for a Nyquist sampled image assumingR = 0 :1I (an empty �eld with only
thermal noise). (b) Imaging result for a �ve armed array, each arm being an eight
element half wavelength spaced ULA.

If the imaging process involves deconvolution, the result is described by (6.12).
For simplicity, we will assume that we have an array of identical elements, so we can
setG = I . Further, to illustrate the effect, we momentarily omit thecorrection by
� n in (6.12). In this case, the expected value of the image is

i =
�

A
H

A � A H A
� � 1 �

A � A
� H

vec (� n )

=
� �

�A H A
�
� � 2

� � 1 �
A � A

� H
� n

=
� �

�A H A
�
� � 2

� � 1 1T � n

P2 1: (6.14)

In this case, the homogeneity of the thermal noise distribution over the map depends

on the row sums of
� �

�A H A
�
� � 2

� � 1
being constant. If this is true, the noise distribu-

tion in the model based image obtained from (6.12) is analogous to that in the beam
formed image obtained using (6.3). The situation in which the columns ofA are
orthonormal forms a special case in which this holds.

Otherwise the structure is more complex. This is illustrated in Fig. 6.2 which
compares the noise distribution over the image of the8 � 8-element URA by assum-
ing R = 0 :1I with the corresponding image for a �ve armed array, each arm being
an eight element half wavelength spaced uniform linear array (ULA). The impact
of the redistribution of noise can be reduced by estimating the receiver noise pow-
ers and subtracting these estimates from the array covariance matrix as described by
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(6.12). In most astronomical imaging algorithms, the autocorrelations are generally
ignored completely thus effectively introducing a small negative system noise since
the autocorrelations represent the power sum of the source signals and the noise.

Deconvolution matrix condition number

The deconvolution matrixM not only causes a redistribution of noise over the map,
but also determines whether the deconvolution is a well conditioned problem. If
the deconvolution matrix is not invertible, the problem is ill-posed and additional
constraints are required to obtain a unique solution. Different choices for these con-
straints or even the rigor with which they are applied, lead to different imaging re-
sults for CLEAN and MEM based on the same data. This may even lead to different
interpretations of the �nal maps in some cases [78]. These problems arise due to
over-interpretation of the data by allowing for more image points (parameters) than
can be justi�ed by the data. In such situations, the condition number of the deconvo-
lution matrix will be in�nitely large. Even if the deconvolution matrix is invertible,
its condition number may be unacceptably high in view of the SNR of the data: the
condition number is a measure for the magni�cation of measurement noise [41]. The
condition number thus provides a powerful diagnostic tool to assess the feasibility of
the deconvolution problem at hand.

It is instructive to analyze a half wavelength spaced 1-D ULAwith identical el-
ements, i.e. withG = I , sampling the sky on a regular grid. In this case,A repre-
sents a Fourier transform mapping the spatial frequencies of the source structure on
the spatial samples describing the electromagnetic �eld over the array aperture. As
demonstrated in the previous section, these spatial frequencies will be convolved with
the Fourier transform of the array aperture taper or voltagebeam pattern during the
imaging process. The voltage beam pattern forl = 0 is easily calculated:

bV (0) = A H a (0) = FT
��

1P

0Q� P

��
: (6.15)

Here,FT denotes the Fourier transform andQ is the total number of image points.
The corresponding power beam pattern is

bP (0) = bV (0) � bV (0)

= FT
��

1P

0Q� P

�
~

�
1P

0Q� P

��
; (6.16)

where~ denotes the circular convolution of two vectors, i.e. for vectors of lengthN ,
[a ~ b]m =

P N � 1
n =0 an bm � n mod N . If the columns ofA are ordered such that they
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describe the array response vector for regularly spaced DOAs starting withl1 = 0, it
is easily seen that

M = A
H

A � A H A = circulant ( bP (0)) ; (6.17)

i.e. that the deconvolution matrix for a 1-D ULA equidistantly sampling the image
plane is a circulant matrix. SinceM is a circulant matrix, its eigenvalues� =
[� 1; � 2; � � � ; � Q ]T are given by the Fourier transform ofbP (0) [75], or

� = FT (bP (0))

= FT
�

FT
��

1P

0Q� P

�
~

�
1P

0Q� P

���

=
�

1P

0Q� P

�
~

�
1P

0Q� P

�
(6.18)

sinceFT (�) = FT � 1 (�) for real symmetric functions.
For Hermitian matrices, the condition number� is given by the ratio of the largest

and smallest eigenvalue, i.e.� = � max =� min [75]. If the image plane is Nyquist
sampled,Q = 2 P � 1 and

� = [1 ; 2; � � � ; P � 1; P; P � 1; � � � ; 2; 1]T : (6.19)

In this case, the condition number ofM is

� =
� max

� min
=

P
1

= P; (6.20)

thusM is invertible. The deconvolution problem is therefore well-posed and has a
unique solution.

If the image plane is undersampled symmetrically aroundl = 0 with Q < 2P � 1
samples, then

� =
�
P �

Q � 1
2

; � � � ; P � 1; P; P � 1; � � � ; P �
Q � 1

2

� T

(6.21)

and � = 2 P=(2P � (Q � 1)). The deconvolution problem in itself is thus well-
posed and has a unique solution. However, we know from Fourier theory that aliasing
effects may occur due to undersampling.

If the image plane is oversampled symmetrically aroundl = 0 with Q > 2P � 1
samples, then

� = [ � � � ; 0; 1; 2; � � � ; P � 1; P; P � 1; � � � ; 2; 1; 0; � � � ]T (6.22)
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Figure 6.3: This plot shows the condition number of the deconvolution matrix as
function of the image resolution for the8 � 8 half wavelength spaced URA and the
�ve armed array with each arm being an eight element half wavelength spaced ULA.

and� = 1 . In this case, the deconvolution problem is ill-posed and thus not solvable
without introducing additional boundary conditions to constrain the problem.

This analysis shows that, for a 1-D ULA, the condition numberslowly increases
up to Nyquist sampling of the image plane and then jumps to in�nity. Since a URA
is just the 2-D analog of a 1-D ULA, this behavior is also expected for the8 � 8
URA introduced earlier. This conjecture is con�rmed in Fig.6.3 which shows the
condition number of the deconvolution matrix as function ofimage resolution. This
�gure also shows the corresponding result for the �ve armed array introduced earlier
to demonstrate the impact of less regular and sparser sampling of the array aperture.
Although the array diameter is nearly twice as large, it doesnot provide twice the
resolution due to sparser sampling of the aperture plane. This plot also demonstrates
that a less regular array also has a less strict cut-off: there is a gradual transition of
the condition number from small values to in�nity. For arrayprocessing problems,
this means that the user should decide which value of the condition number (or noise
enhancement) is still acceptable.

Regularization is commonly used to avoid uninvertibility of matrices. In radio
astronomical imaging where most sources have a low SNR, thiswould lead to im-
perfect deconvolution causing the weakest sources in the �eld to be drowned in the
imperfectly removed array response pattern of the strongest sources. However, sev-
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eral forms of implicit regularization have been studied to handle special cases, like
strong interference, with some impressive results [117].

6.2.2 Effective noise

Equation (6.12) shows that calibration and imaging problems are strongly coupled.
Knowledge of the instrumental parameters is required to obtain the proper image.
People have approached this problem in two ways. In the �rst approach, calibration
and imaging are treated as separate steps, i.e. the instrument parameters are esti-
mated �rst from a calibration measurement and consecutively applied to the actual
measurement data. The second approach is self-calibration, which regards the esti-
mation of instrumental and image parameters as a single parameter estimation prob-
lem [26,36,37,85,120].

In either case, the achievable dynamic range is limited by the combination of
estimation errors, thermal noise and confusion noise. Together, they determine the
effective noise in the image which need not be homogeneous over the �eld of inter-
est. In this section, a number of analytic expressions are derived that describe these
contributions in terms of the data model presented in Ch. 3. The implications will be
discussed in Sec. 6.2.3.

Noise in self-calibrated images

In self-calibration, the instrumental and image parameters are estimated simultane-
ously. Self-calibration based on the data model described by (3.33) can thus be de-
scribed as simultaneous estimation of the direction independent complex gains, the
apparent source powers, the source locations and the receiver noise powers, i.e. esti-
mation of the parameter vector

� =
�

 1; � � � ; 
 P ; � 2; � � � ; � P ; � 2; � � � ; � Q ; � n 1; � � � ; � nP ;

l2; � � � ; lQ ; m2; � � � ; mQ
� T

: (6.23)

This corresponds to the fourth scenario described in Sec. 5.2. As before,� 1, � 1, l1
andm1 are omitted because they are set to constants to ensure identi�ability of the
problem. The calibration problem can be formulated as a least squares estimation
problem and solved using the WALS method introduced in Sec. 5.3.

The minimum variance of an unbiased estimator is given by theCRB. Closed
form expressions for the CRB are presented in Sec. 4.2 including a discussion on their
implications. These expressions allow us to compute the CRBfor the self-calibration
problem. The variance of the estimated image values, i.e. the noise on the image
values due to estimation inaccuracy, is given by the diagonal of the blockC�� of
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this matrix, following the partitioning of� . In general,C�� is not a diagonal matrix.
The non-diagonal entries in this submatrix describe the covariance of the noise on the
pixels, i.e. the correlation between the noise on distinct pixels. This is associated with
false structures.

Propagation of calibration errors

If the instrumental parameters are extracted from separatecalibration data, the min-
imum variance on these estimated values is given by the CRB onthe instrumental
parameters in the calibration experiment,C�� where� =

�

 1; � � � ; 
 P ; � 2; � � � ; � P ;

� n 1; � � � ; � nP
� T

. This is a simpli�ed version of the second scenario described in Sec.
5.2 and is easily handled by the WALS algorithm described in Sec. 5.3 skipping the
apparent source power estimation. The CRB follows from the results presented in
Sec. 4.2, assuming that the calibration measurement adheres to the same data model.
The propagation of the calibration errors to the image is described by

cov (i ) =
�

@i

@� T

�
C��

�
@i

@� T

� T

: (6.24)

We thus need to �nd@i=@
 T , @i=@� T and@i=@� T
n . The derivative of the image

values with respect to
 k is given by

@i
@
k

=
@

@
k
M � 1 �

GA � GA
� H

vec (R � � n ) (6.25)

whereM andG depend on
 and thus on
 k . Applying the formula for the derivative
of an inverted matrix with respect to one of its elements [75], this can be rewritten as

@i
@
k

=

 

� M � 1
�

@
@
k

M
�

M � 1 �
GA � GA

� H

+ M � 1
 k
�
e� j � k Ekk A � GA + GA � ej � k Ekk A

� H

!

vec (R � � n )

(6.26)

whereEkk is the elementary matrix with all its entries set to zero except elementEkk

which is set to 1. Inserting the vectorized version of (3.33)in (6.26) and removing
the Khatri-Rao products using (C.11) we obtain

@i
@
k

= � 2
 k (2 � 
 k ) M � 1Re
n

A
H
k: A k : � A H � 2A

o
� : (6.27)
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We have introduced the notationA k : = Ekk A , i.e.A k : has only zero valued entries
except on thekth row where the elements are equal to the corresponding elements of
A . The goal of this derivation is to obtain an expression for@i=@
 T . We will thus
have to stack the expression for@i=@
k for all values ofk in a single matrix. This is
facilitated by introducingak as thekth row ofA and rewriting (6.27) as

@i
@
k

= � 2
 k (2 � 
 k ) M � 1Re
�

aT
k � A H � 2A�a H

k

	
: (6.28)

By stacking all vectors@i=@
k in a single matrix, we therefore get

@i
@
 T = � 2M � 1Re

�
A T � A H � 2A�A H 	

(2I � � ) � : (6.29)

The corresponding result for@i=@�k can be derived in a similar way, so we only
present the main steps.

@i
@�k

=
@

@�k

�
GA � GA

� y
vec (R � � n )

= M � 1
�

@
@�k

GA � GA
� H ��

GA � GA
�

�
�

= M � 1 �
� je� j � k � A k : � GA + je j � k GA � �A k :

� H ��
GA � GA

�
�

�
:

(6.30)

Removal of the Khatri-Rao products by reducing them to Hadamard products using
(C.11) gives

@i
@�k

= � 2
 2
k M � 1Im

n�
A

H
k: A k : � A H � 2A

�o
� : (6.31)

Note that this has the same form as (6.27), so it can be rewritten in a similar way.
This gives

@i
@�k

= � 2
 2
k M � 1Im

�
aT

k � A H � 2A�a H
k

	
(6.32)

and therefore

@i

@� T = � 2M � 1Im
�

A T � A H � 2A�A H 	
� 2: (6.33)
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Finally, the partial derivative of the image values with respect to� nk is given by

@i
@�nk

=
@

@�nk
M � 1 �

GA � GA
� H

vec (R � � n )

= M � 1 �
GA � GA

� H
vec (� Ekk )

= � M � 1
�

jGA j � 2
� H

vecdiag (Ekk ) : (6.34)

Therefore
@i

@� T
n

= � M � 1
�

jGA j � 2
� H

: (6.35)

If � n = � n I this reduces further to

@i
@�n

= � M � 1
�

jGA j � 2
� H

1: (6.36)

The partial derivatives as well as the CRB (see Sec. 4.2) contain terms involving
A H A , often weighted by the gains of the receiving elements. Given the physical
interpretation of this factor discussed in Sec. 6.2.1, thissuggests that the error pattern
introduced by calibration errors follows the structures inthe dirty image. This is
con�rmed by the example in Sec. 6.2.3. Since the CRB is inversely proportional toN ,
which is equal to the product of bandwidth and integration time, the image covariance
due to calibration errors decreases proportional to bandwidth and integration time.

Thermal noise

In this section we derive an expression for the covariance ofthe image values due to
the thermal noise in the data. We will therefore assume that perfect knowledge of the
thermal noise power� n is available to avoid confusion between the thermal noise
contribution and the contribution of propagated calibration errors. The covariance of
the image values is by de�nition given by

cov
�
bi
�

= E
� �

bi � i
� �

bi � i
� H

�

= E
n �

GA � GA
� y

�
vec

�
bR � � n

�
� vec (R � � n )

�

�
�

vec
�

bR � � n

�
� vec (R � � n )

� H �
GA � GA

� yH
o

:

(6.37)

This shows that under the assumption of perfectly known noise covariance matrix� n ,

this noise covariance matrix drops out. Furthermore,
�
GA � GA

� y
can be moved
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outside the expectation operator, since it contains no estimated values. Therefore

cov
�
bi
�

= M � 1 �
GA � GA

� H
cov

�
bR

� �
GA � GA

�
M � 1: (6.38)

For Gaussian models

cov
�

bR
�

=
1
N

�
R 
 R

�
(6.39)

and we �nd that

cov
�
bi
�

=
1
N

M � 1 �
GA � GA

� H �
R 
 R

� �
GA � GA

�
M � 1: (6.40)

This can be rewritten using standard Kronecker and Khatri-Rao product relations (see
App. C) as

cov
�
bi
�

=
1
N

M � 1 �
GA � GA

� H �
R GA � RGA

�
M � 1

=
1
N

M � 1
�
�A H G H RGA

�
� � 2

M � 1: (6.41)

Finally, substituting the data model presented in (3.33), we get

cov
�
bi
�

=
1
N

M � 1
�
�A H � 2A�A H � 2A + A H � 2� n A

�
� � 2

M � 1: (6.42)

It is interesting to note that for an array of identical elements, i.e. forG = I , di-
agonalization ofA H A does not only ensure a homogeneous noise distribution over
the map after the deconvolution operation as demonstrated in Sec. 6.2.1, but also di-
agonalizes the image covariance due to thermal noise, thus ensuring that the noise
on the pixels is uncorrelated. The Gram matrixA H A describes the amount of linear
independence (or orthogonality) of the direction of arrival vectors within the �eld-
of-view of the array, which can be visualized as the array beam pattern. This ob-
servation therefore suggests that an array with a low side lobe pattern does not only
provide good spatial separation between source signals, but also ensures a relatively
low covariance between image values after deconvolution.

Confusion noise

The contributions to the effective noise from calibration errors and thermal noise scale
inversely with the number of samplesN , which is equal to the product of bandwidth
and integration time. This implies that, theoretically, these sources of image noise can
be reduced to arbitrarily low levels. In practice, a radio astronomical array will detect
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more sources with every reduction of the noise in the map. At some point, the number
of detected sources will become larger than the number of resolution elements in the
image, which will turn the map into one blur of sources. The maximum density of
discernable sources is the classical confusion limit and relates to the resolution of the
image.

In terms of self-calibration, having more detectable sources within the �eld-of-
view requires more source parameters to describe the sourcemodel. At some point,
the self-calibration problem will become ill-posed. We will refer to this as the self-
calibration confusion limit. Although the exact limit depends on the minutiae of the
array and source con�guration, we can easily compute an upper limit on the tractable
number of sources based on the argument that the number of unknowns should be
smaller than the number of equations. The data model provides a relation between
the parameters and the data. For aP-element array, the covariance matrix contains
P2 independent real values, so the data model can be regarded asP2 independent
equations. Solving for the direction independent complex gains requires2P � 1 real
valued parameters, estimation of the receiver element noise powers requires another
P parameters and theQ sources are described by3Q � 3 parameters, namely the
apparent source powers relative to the �rst source and two coordinates per source
with an appropriate constraint to avoid a common position shift of all sources. The
self-calibration problem is therefore constrained by

P2 � 2P � 1 + P + 3 Q � 3 = 3P + 3 Q � 4 (6.43)

implying that

Q �
P2 � 3P + 4

3
: (6.44)

The spatial Nyquist sampling with the8 � 8-element URA allows an image grid
of 15 � 15 = 225 image values. This resolution was con�rmed by the condition
number analysis presented in Fig. 6.3. However, the upper limit based on the analysis
above for a 64 element array is 1302. The mismatch between this upper limit and the
actual number of uniquely solvable image values can be attributed to the redundancy
in the array. Due to this redundancy, the crosscorrelationsof many antenna pairs
provide the same spatial information instead of providing additional information on
the spatial distribution of signals over the sky. In terms ofthe argument leading to
(6.44), there is linear dependence between the equations and therefore the number of
equations that provide additional information on the parameters is reduced. The �ve
armed array performs much better in this regard. ForP = 40, the upper limit on the
number of sources given by (6.44) is 494. Since

p
494 � 22, we can form an image

grid of 22 � 22 points, thus providing a resolution of� l = 0 :09. Fig. 6.3 shows
that the condition number for this array goes numerically toin�nity at � l = 0 :08,
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Figure 6.4: The logarithm (base 10) of the image covariance matrix due to calibration
errors (left) and due to the measurement noise (right) on thesame color scale. The
former is almost everywhere two orders of magnitude lower. The four sources are
located at grid points with indices 51, 52, 103 and 137 with power 1, 0.6, 1.3 and 0.1
respectively.

showing that the �ve armed array approaches its theoreticalself-calibration confusion
limit. This example illustrates that if processing power ischeap compared to antenna
hardware, a non-redundant array should be preferred over a redundant array if the
confusion limit should be reached without introducing an ill-posed deconvolution
problem.

In this section, we addressed the classical confusion limitfor pure imaging prob-
lems and the self-calibration confusion limit for self-calibration problems. This type
of confusion is often called source confusion as opposed to side lobe confusion, which
refers to blurring of the image by side lobe leftovers introduced in the CLEAN pro-
cess. In terms of the analysis presented here, side lobe confusion is part of the de-
convolution problem and is therefore implicitly included in the analysis of calibration
error and thermal noise propagation and does not need to be addressed separately.
Source confusion does require a separate treatment, because it involves the source
density distribution as a function of source brightness.

6.2.3 Implications

Thermal noise vs. propagated calibration errors

I compare the image covariance due to calibration errors to the image covariance
due to the noise in the data in a simulation. For this simulation, I used the 4-source
sky model introduced in Sec. 6.2.1. I will assume that the calibration parameters are
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calculated from a separate data set with the same data model and integration time. I
computed the CRB for the8 � 8-element URA using the relations presented in Sec.
4.2 assuming simultaneous estimation of the omni-directional complex gains,g, and
the system noise power,� n , which was assumed to be the same for all array elements.
We assumed a short term integration overN = 16384 samples. This CRB was used
in (6.24) to compute the image covariance due to calibrationerrors. The magnitudes
of the entries of the image covariance matrixcov (i ) are shown in the left panel of
Fig. 6.4 on a logarithmic scale.

The image covariance matrix due to the noise in the measurements was deter-
mined using (6.42). The result is shown in the right panel of Fig. 6.4. This shows
that the covariance of the image values due to calibration errors is more concentrated
at the source locations than the covariance due to the systemnoise and is generally
more than two orders of magnitude lower. These results indicate that the calibration
errors only represent a minor contribution to the total effective noise, even when the
calibration measurements are done on the same (short) time scales using sources of
similar strength as observed in the actual measurements, i.e. when the calibration
measurement is similar to the actual measurement.

Calibration observations vs. self-calibration

In the previous section, we discussed the situation in whichthe array is calibrated in
a separate measurement. This scheme requires an extremely stable instrument. In
most practical applications, the calibration is thereforedone on the same data that
is also used to provide the �nal image (self-calibration). It is interesting to see how
these scenarios compare. To this end, we used the relationships presented in Sec. 4.2
to compute the CRB for simultaneous estimation of the omni-directional complex
gains, the apparent source powers, the source locations andthe system noise power
for the8 � 8-element URA. This corresponds to the third scenario describes in Sec.
5.2.

Figure 6.5 compares the CRBs for these two cases. The expected covariance of
the gains and phases in the self-calibration experiment is higher since more parame-
ters have to be estimated simultaneously. The behavior of the CRB on the phases in
the self-calibrated observation (sloped upwards for increasing parameter index) can
be explained by the interaction between the source parameters and the gain phases in
combination with the choice of the phase reference element in the corner of the array.

Table 6.1 shows, for each of the two cases, the covariance matrices of the ap-
parent source powers, i.e. the covariance of the image values at the locations of the
sources. The scaling factor ambiguity betweenG and� in the self-calibration case is
resolved by putting� 1 = 1 to constrain the problem. Therefore, only the covariance
values of the other three sources are tabulated. For the caseof a separate calibration



6.2 Fundamental imaging limits 151

20 40 60 80 100 120
10

-6

10
-5

10
-4

parameter index

va
ria

nc
e

 

 

self calibration
calibration observation

Figure 6.5: The CRB for the omni-directional complex gain amplitudes (parameters
1 through 64) and phases (parameters 65 through 127) for a separate calibration ob-
servation and the self-calibration approach.

observation, the covariance matrix was determined by the sum of the image covari-
ances due to calibration errors and system noise. The results in the table indicate that
the variance in the source power estimates in both cases are comparable, although the
source power estimates are slightly better when gain calibration data is available from
a separate measurement. The covariance values found for a separate calibration stage
are much lower than the corresponding values for self-calibration. This suggests that
pure imaging is more capable of separating source signals from different directions
than self-calibrated imaging.

6.2.4 Conclusions

In this discussion on fundamental imaging limits, a closed form solution for snapshot
imaging including deconvolution was presented based on a data model (measurement
equation) for the antenna signal covariance matrix or visibilities. The presented com-
prehensive framework is suf�ciently �exible to enable extension of this analysis to
synthesis observations, since the data model for a synthesis observation has the same
form as the data model for a snapshot observation presented in (3.33). This was
demonstrated in Sec. 3.6. This similarity will become even more apparent when we
derive expressions for least squares synthesis imaging in Sec. 6.3. This framework
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self-calibration

index 2 3 4

2 0:266� 10� 4 0:287� 10� 4 0:022� 10� 4

3 0:287� 10� 4 1:237� 10� 4 0:048� 10� 4

4 0:022� 10� 4 0:048� 10� 4 0:007� 10� 4

separate calibration

index 2 3 4

2 0:280� 10� 4 0:072� 10� 4 0:006� 10� 4

3 0:072� 10� 4 0:772� 10� 4 0:012� 10� 4

4 0:006� 10� 4 0:012� 10� 4 0:005� 10� 4

Table 6.1: Covariance of source power estimates in a self-calibrated image and in an
image produced after a separate calibration step on data with the same source model.

allowed us to make the �rst rigorous assessment of the effective noise �oor, which is
the combined effect of propagated calibration errors, thermal noise and source confu-
sion, in the image in terms of the covariance of the image values. The simulations for
a URA presented in Sec. 6.2.3 indicate that the effects of propagated calibration errors
are strongly concentrated at the source locations but are considerably smaller than the
thermal noise at other image points. The results also suggest that if the instrument is
suf�ciently stable, a separate calibration step is to be preferred over a self-calibrated
image since it allows better source separation in the imaging process.

The effects of deconvolution can be described by a deconvolution matrix that de-
scribes the amount of linear independence (orthogonality)of the spatial signature vec-
tors weighted by the actual gains of the receiving elements.A diagonal deconvolution
matrix not only ensures the best possible spatial separation between the sources, but
also ensures a homogeneous noise distribution over the map.This begs the question
whether this matrix can be diagonalized by array design or byapplying appropriate
weights to the array elements. Since the deconvolution matrix is related to the array
beam pattern, the latter is equivalent to �nding weights that suppress the side lobe
pattern at least in the direction of other sources, which suggests that techniques like
robust Capon beam forming could provide the requested weighting [117]. The con-
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dition number of the deconvolution matrix can be used to assess the quality of the
solution to the deconvolution problem.

Compared to a redundant array (ULA, URA), an array without redundant ele-
ment spacings provides much better possibilities to approach the maximum number
of solvable image points for a �xed number of antenna elements, thereby allowing
the system to reach the theoretical self-calibration confusion limit.

6.3 Least squares synthesis imaging

This section presents closed form solutions for weighted least squares synthesis imag-
ing. In the context of this thesis, this demonstrates two points. First, it shows that it
is straightforward to apply the effective noise analysis presented in Sec. 6.2.2 to syn-
thesis observations, although the mathematical minutiae may become cumbersome.
Second, it outlines how the WALS method presented in Sec. 5.3can be extended to
handle polarized sources, which implies that the WALS approach may be turned into
a full polarized self-calibration algorithm. This excursion therefore emphasizes the
fact that the applicability of the results presented in thisthesis is not limited to single
polarization snapshot observations. This point is also demonstrated by the LOFAR
images presented in Sec. 2.4.

Faced with the challenges posed by the advent of the next generation of radio
telescopes, people in academia are currently reconsidering the entire imaging pro-
cess [7, 21, 64, 67, 76]. Although vastly different methods are applied by distinct
research groups, the common denominator in all these methods is the model based
approach and the application of signal processing techniques. The least squares im-
age vector estimators derived here fall in the same categoryand are formulated as ex-
plicit expressions for radio astronomical imaging. They can therefore be regarded as
specialized versions of the optimal map making approach used in cosmic microwave
background imaging, originally discussed by Texmark [114,115]. It is known thatl1-
minimization provides better results when the data is sparse [22,94]. Sparsity implies
that the image contains a number of discrete sources and is mostly empty. This does
not hold for station data as is clear from the images presented in Ch. 2, making least
squares imaging a proper deconvolution method for imaging with a LOFAR station,
but also for imaging of the complex source structures in studies on, e.g., Galactic
polarization and the EoR that will be conducted by LOFAR and SKA.

6.3.1 Generic formulation

As discussed in [82] the weighted least squares covariance matching approach leads
to estimates, that are, for a large number of samples, equivalent to maximum likeli-
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hood estimators and are therefore asymptotically ef�cient. The weighted least squares
cost function is

� W (� ) = ( br syn � r syn (� ))H W 2 (br syn � r syn (� )) = kW (br syn � r syn (� ))k2
F ;

(6.45)
wherer syn is the visibility vector for the entire synthesis observation as de�ned in
(3.76), which is parameterized by the model parameters stacked in � . The opti-
mal weight is known to be the inverse of the asymptotic covariance of the residu-
als [82]. The optimal weight for Gaussian sources is thereforeW = cov ( r syn )� 1=2.
Since the covariance of a single snapshot observation,cov (vec (R m )) , is known to
be

�
R m 
 R m

�
=N and the snapshots are assumed to be uncorrelated, the optimal

weights are given by

W = bdiag
�

R
� 1=2
m 
 R � 1=2

m

�
: (6.46)

In this section we will formulate the WLS estimation problemand its analytic
solution for two scenarios:

1. � =
�
� T ; � T

n

�
, where� n is the parameterization of the noise term, i.e. the

image values and the noise parameters are both unknown;

2. � = � , i.e. the image values are unknown, but the noise in the measurements
is either known or negligible.

We shall �rst present the solution in a very generic form to emphasize the overall
structure, which turns out to be the same for both scenarios and for scalar as well as
for full polarized imaging. This presentation without all the distracting mathematical
details also helps to highlight a few important characteristics of this method.

The WLS estimation for the �rst scenario can be formulated as

f b� ; b� n g = argmin
� ;� n

kW (br syn � M � � n)k2
F ; (6.47)

where the noise vectorn is parameterized by� n as discussed in Sec. 3.6. This least
squares problem may be solved in two ways. One may solve for� n as a function
of � , substitute the result back in the least squares cost function and consecutively
solve for� . The second approach is to solve for� and� n using an alternating least
squares approach. Here we will follow the �rst approach assuming thatn = M n � n ,
where� n =

�
� T

n 1; � T
n 2; � � � ; � T

nM

� T
is the parameterization ofn. The solution for
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� n is

� n = argmin
� n

kW (br syn � M � ) � WM n � n k2
F

= ( WM n )y W (br syn � M � )

= fM n (br syn � M � ) (6.48)

Substitution of this result in (6.47) shows that� can be found by

b� = argmin
�

w
w
w

�
W � WM n

fM n

�
(br syn � M � )

w
w
w

2

F

= argmin
�

w
w
w fW br syn � fWM �

w
w
w

2

F
; (6.49)

wherefW = W � WM n fM n . The solution to this problem is given by

b� =
�

fWM
� y

fW br syn

=
�

M H fW H fWM
� � 1

M H fW H fW br syn

= M � 1
d � d; (6.50)

whereM d = M H fW H fWM is the deconvolution matrix and� d = M H fW H fW br syn

is the dirty image.
The matrices introduced in this presentation all have a verydistinct physical

meaning. The linear mapping of the noise vectorn on its parameterization� n is
given by the noise modelM n . Depending on the noise model and the weighting
W applied to the measured visibilitiesbr syn , a new weighting matrixfW can be con-
structed which �lters the noise from the measurements. Based on these weights and
the instrument modelM , a dirty image� d can be constructed. The deconvolution
matrix M d describes how the �ux in each pixel in the true image is distributed over
the pixels in the dirty image during the imaging process. Theinversion of this matrix
therefore handles the deconvolution and the primary beam correction implicitly.

Although this description is very general, a number of important conclusions can
already be drawn:

� The deconvolution matrix describes how the values in the dirty image are re-
lated to the values in the true image. More speci�cally, eachdirty image value
is a weighted sum over all true image values. The weights depend on the overall
sensitivity pattern of the array and its behavior during theentire observation.
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� Since the instrument model describes how the intensity distribution over the
sky maps on the visibilities for each individual snapshot, the instrument model
can describe arbitrary time and frequency dependent beam patterns, both for
the individual receivers as well as for the whole array, as long as the time
and frequency span of the individual snapshots is suf�ciently short to allow a
constant model for each snapshot.

� The formulation of the instrument model presented in Ch. 3 uses a direct Fourier
transform to describe the geometrical delays over the arrayfor distinct DOAs.
It can therefore handle arbitrary array geometries and extremely wide FOVs,
up to full sky imaging.

� The sizes of the deconvolution matrix and the dirty image aresolely determined
by the number of image values. If the image consists ofQ points, the decon-
volution matrix has sizeQ � Q and the dirty image is aQ � 1 column vector
regardless of the amount of data stacked in theMP 2 � 1 visibility vector.

� The inverse of the deconvolution matrix does not have to be explicitly known to
solve the imaging problem. This fact should be exploited to save computational
effort and ensure numerical stability. The problem can be solved using, e.g.,
Gaussian elimination.

� The deconvolution matrix is Hermitian. Since� d and� are both real valued
(the physical reason for this is that their elements represent powers), the decon-
volution matrix must be real valued as well and is therefore symmetric.

If the noise is either known or negligible, as in the second scenario, the image
values can be found by solving

b� = argmin
�

kW (br syn � n) � WM � k2
F : (6.51)

This has a solution similar to (6.50):

b� = ( WM )y W (br syn � n) = M � 1
d � d (6.52)

with deconvolution matrixM d = M H W H WM and� d = M H W H W (br syn � n).
Since the structure of this result is the same as the structure of the result for the
�rst scenario, the inferences made above also hold here. In the next subsections, we
will describe the deconvolution matrix and the dirty image in more detail for both
scenarios and for scalar as well as full polarized imaging.
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6.3.2 Scalar imaging with known or negligible noise

The results for this scenario are derived in Sec. 6.A.1 in theappendix to this chapter.
Here, I will only state the results. The deconvolution matrix is given by

M d =
MX

m =1

�
�A H

sm R � 1A sm
�
� � 2

; (6.53)

whereA sm = G m Qm (A m � G 0m ) I sm as introduced in (3.78). The dirty image
is given by

� d =
MX

m =1

�
R

� 1
m A sm � R � 1

m A sm

� H
(vec (R m ) � vec (� nm )) : (6.54)

If we assume a diagonal noise covariance matrix per snapshot, this can be simpli�ed
further to

� d =
MX

m =1

�
A

H
sm R

� 1
m � A H

sm

�
1 �

�
A

H
sm R

� 1
m � A H

sm R � 1
m

�
� nm : (6.55)

The following inferences can be made based on these results in addition to the
conclusions drawn earlier:

� The deconvolution matrix generally has no special structure (block matrix,
band matrix, circulant matrix, etc.) that can be exploited to reduce the numer-
ical complexity of the algorithm apart from the fact that it is a real symmetric
matrix.

� A careful look at the individual terms contributing to the dirty image vector
reveals that each entry of this vector is the result of a summation containing
pairs of values and their complex conjugate. Therefore, each term only contains
real valued elements. Thus, the dirty image vector is a real valued vector, as
expected based on its physical signi�cance.

� Both the deconvolution matrix and the dirty image vector arethe result of a
summation over the individual snapshots. This implies thatthe full data set can
be subdivided in snapshots over time and frequency which canbe processed
independently. This is the reason why the sizes of the deconvolution matrix
and the dirty image do not depend on the amount of data. It alsoshows that
the computation of the deconvolution matrix and the dirty image vector can be
implemented as an embarrassingly parallel algorithm.
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� If the noise covariance matrix is diagonal, all Kronecker and Khatri-Rao prod-
ucts can be removed from the equations. This reduces the sizes of the matrices
involved considerably thereby saving processing power andmemory usage.

6.3.3 Scalar imaging with unknown noise

As demonstrated in Sec. 6.A.2, the deconvolution matrix in the more general case in
which the noise is unknown and has to be estimated as well, is given by

M d =
MX

m =1

�
�A H

sm R � 1
m A sm

�
� � 2

+

�
MX

m =1

�
�A H

sn R � 1
m

�
� � 2 �

�R � 1
m

�
� �� 2 �

�R � 1
m A sm

�
� � 2

: (6.56)

Comparison with the deconvolution matrix in the noise free case presented in (6.53)
shows that the �rst term is just the noise free deconvolutionmatrix. This implies that
the second term represents a correction for the noise �ltering operation.

The dirty image vector

� d =
MX

m =1

��
A

H
sm R

� 1
m � A H

sm

�
1 �

�
�A H

sm R � 1
m

�
� � 2 �

�R � 1
m

�
� �� 2

vecdiag
�
R � 1

m

� �

(6.57)
closely resembles the dirty image vector in the noise free case given by (6.55). The
only difference is that� nm is replaced by

�
�R � 1

m

�
� �� 2

vecdiag
�
R � 1

m

�
, which can be

interpreted as an estimate of the noise parameter vector� nm . Thevecdiag (�) opera-
tor produces a vector containing the elements on the main diagonal of its argument.

Note that all the remarks on the physical interpretation andon the attractive prop-
erties of the deconvolution matrix and the dirty image vector made for the noise free
case still hold if we have to �lter the noise from the data. Thesummation over snap-
shots is retained due to the fact that each snapshot has its own noise estimates, which
ensures that the snapshots are treated independently during the estimation process.
Equations (6.56) and (6.57) have been used to produce the least squares imaging re-
sults presented in Sec. 2.4.

6.3.4 Full polarized imaging with known or negligible noise

Extension of the imaging problem to the full polarized case implies that we have to
estimate four values per image point. This aspect appears nicely if we compare the
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deconvolution matrix for polarized imaging with known noise derived in Sec. 6.A.3,

M d =
MX

m =1

I H
sm

2

6
6
4

...
...

� � � M 3q1 q2 m � � �
...

. . .

3

7
7
5 I sm (6.58)

where

M 3q1 q2 m = B H
q1 m

�
A

0H
q1 m R

� 1
m A

0
q2 m 
 A 0H

q1 m R � 1
m A 0

q2 m

�
B q2 m ; (6.59)

with the deconvolution matrix for the corresponding scalarcase given by (6.53). The
basic structure of the solution is the same, but the Hadamardproduct has been re-
placed by a Kronecker product to produce a4 � 4 submatrix per source pair and
a non-scalar gain factor has appeared in the form of the4 � 4 matrix B qm which
represents the transformation between real valued image values to complex valued
components of the electromagnetic �eld.

A similar observation holds for the dirty image vector,� d =
�
eT

1 ; eT
2 ; � � � ; eT

Q

� T
,

in which the source coherencyeq for each image point is stacked (see Sec. 3.2.2 for
a more detailed discussion). The reader can verify this by comparing

� d =
MX

m =1

I H
sm

2

6
6
6
4

...

B H
qm

��
A

0H
qm R

� 1
m � A 0H

qm

�
1 �

�
A

0H
qm R

� 1
m � A 0H

qm R � 1
m

�
� nm

�

...

3

7
7
7
5

(6.60)
with the result for the scalar case given by (6.55). A derivation of this result can be
found in Sec. 6.A.3.

The matrixB qm plays a key role in ensuring a real valued deconvolution matrix
and a real valued dirty image vector, because the replacement of the Hadamard prod-
uct by a Kronecker product (deconvolution matrix) or a Khatri-Rao product (dirty
image vector) voids the warrant of real valued results. The matrix B qm can be made
snapshot independent by a careful de�nition of the Jones matrices included inA qm .
These Jones matrices should describe the sensitivity of theantennas to radiation from
a snapshot dependent direction with its electromagnetic �eld components de�ned in
a snapshot independent coordinate system. The latter ensures thatB qm is snapshot
independent and therefore does not have to align the polarization de�nitions of the
individual snapshots. Although the mathematics involved are slightly more laborious
to work with or implement, the convenient properties of the deconvolution matrix and
dirty image vector described earlier still hold
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6.3.5 Full polarized imaging with unknown noise

The �nal and most general case is full polarization imaging with unknown noise.
Expressions for the deconvolution matrix and dirty image vector are derived in Sec.
6.A.4. The deconvolution matrix is given by

M d =
MX

m =1

I H
sm

2

6
6
4

...
...

� � � M 3q1 q2 m � M 4q1 q2 m � � �
...

. . .

3

7
7
5 I sm ; (6.61)

whereM 3q1 q2 m is given by (6.59) andM 4q1 q2 m by

M 4q1 q2 m = B H
q1 m

�
A

0H
q1 m R

� 1
m 
 A 0H

q1 m R � 1
m

� �
R

� 1
m � R � 1

m

� � 1

�
�

R
� 1
m A

0
q2 m 
 R � 1

m A 0
q2 m

�
B q2 m : (6.62)

The corresponding dirty image vector is described by

� d =
MX

m =1

I H
sm

2

6
6
6
4

...

B H
qm

�
A

0H
qm R

� 1
m � A 0H

qm

�
1

...

3

7
7
7
5

+

�
MX

m =1

I H
sm M 2m

�
R

� 1
m � R � 1

m

� � 1
vecdiag

�
R � 1

m

�
; (6.63)

where

M 2m =

2

6
6
6
4

...

B H
qm

�
A

0H
qm R

� 1
m � A 0H

qm R � 1
m

�

...

3

7
7
7
5

: (6.64)

Comparison of these results with the corresponding expression for the noise free
case shows that, as in the scalar case, the deconvolution matrix and the dirty image
vector can be split in two terms. The �rst term describes the noise free imaging
process while the second term can be considered as a correction to compensate for
the changes in the weighting matrix to �lter the noise from the data.
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6.3.6 Treatment of more complicated noise models

The results in the previous sections were derived assuming that the noise covari-
ance matrices of the individual snapshots� nm are diagonal. This results in a very
simple noise model withM nm = ( I � I ) � nm andM n = ( I 
 (I � I )) � n . These
simple expressions allowed to reduce several Kronecker andKhatri-Rao products to
Hadamard products thereby reducing the sizes of the matrices involved considerably.
In many practical cases, a more complicated noise model may be required to describe
effects like noise coupling or correlator offsets. In thesecases,M n may no longer
have a simple description that allows to simplify the expressions after substitution of
the solution for� n or may even require a description based on a weighted sum of
prede�ned matrices as in [42, 132]. If such a noise model is required, it may not be
pro�table to follow the approach presented above, which involves back substitution
of the solution for the noise parameters. Instead, it may be computationally more
ef�cient to solve for noise and image parameters alternatingly until convergence, i.e.
to follow a similar approach as introduced in Sec. 5.5.2 to handle non-diagonal noise
covariance matrices in self-calibration problems. The Monte Carlo simulations pre-
sented in that section suggest that such an approach may evenconverge within only
three or four iterations.

6.A Derivation of closed form least squares imaging
solutions

6.A.1 Scalar imaging with known or negligible noise

In this appendix, expressions for the deconvolution matrixand dirty image vector
are derived for scalar imaging with known or negligible noise. From the generalized
expression given by (6.52) it follows thatM d = M H W H WM . The optimal weights
are given by (6.46), thus

W H W = bdiag
�

R
� 1=2
m 
 R � 1=2

m

� H
bdiag

�
R

� 1=2
m 
 R � 1=2

m

�

= bdiag
�

R
� 1
m 
 R � 1

m

�
: (6.65)

The instrument model implied by (3.78) is

M =

2

6
6
6
4

A s1 � A s1

A s2 � A s2
...

A sM � A sM

3

7
7
7
5

: (6.66)
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Pre-multiplication ofW H W with M H gives

M H W H W =

0

B
B
@bdiag

�
R

� 1
m 
 R � 1

m

� H

2

6
6
4

...
A sm � A sm

...

3

7
7
5

1

C
C
A

H

; (6.67)

where the second factor indicates a matrix consisting ofM blocksA sm � A sm stacked
column-wise and indexed bym. The Hermitian transpose is used to invert the order
of multiplication, so we may use (C.10). This gives

M H W H W =
�
� � � ;

�
R

� 1
m A sm � R � 1A sm

� H
; � � �

�
: (6.68)

Post-multiplying withM now gives the deconvolution matrix

M d =
MX

m =1

�
R

� 1
m A sm � R � 1

m A sm

� H �
A sm � A sm

�

=
MX

m =1

A
H
sm R

� 1
m A sm � A H

sm R � 1
m A sm

=
MX

m =1

�
�A H

sm R � 1
m A sm

�
� � 2

; (6.69)

where we used the Khatri-Rao product property given by (C.11). This result is stated
in (6.53).

The dirty image vector implied by (6.52),� d = M H W H W (br syn � n), can
also be written as a sum over the snapshots using the de�nition of r syn given by
(3.76). This directly leads to (6.54). Note that we have omitted the hat onR m while
replacingbr syn . This is done for notational convenience. This is allowablesince in
practical situations,bR m is used to compute the weighting matrixW . This implies
thatR m in the �rst factor, originating fromW may be treated as being equal toR m

in the second factor, originating frombr syn . If the snapshot noise covariance matrices
are diagonal, we can exploit the fact that

vec (� nm ) = vec (diag ( � nm )) = ( I � I ) � nm : (6.70)

Noting thatvec (R m ) = ( I � R m ) 1, we can reduce the Khatri-Rao products to
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Hadamard products. This leads to (6.55) in a straightforward way:

� d =
NX

m =1

�
R

� 1
m A sm � R � 1

m A sm

� H
(( I � R m ) 1 � (I � I ) � nm )

=
MX

m =1

�
A

H
sm R

� 1
m � A H

sm

�
1 �

�
A

H
sm R

� 1
m � A H

sm R � 1
m

�
� nm : (6.71)

6.A.2 Scalar imaging with unknown noise

The generic solution for this scenario is given by (6.50). This implicitly de�nes the
deconvolution matrix as

M d = M H fW H fWM (6.72)

and the dirty image vector as

� d = M H fW H fW br syn ; (6.73)

where
fW = W � WM n

�
M H

n W H WM n
� � 1

M H
n W H W : (6.74)

In our derivation we will assume that the noise covariance matrix of the individ-
ual snapshots is diagonal with unknown elements on its main diagonal, i.e.� nm =
diag (� nm ). This implies thatM nm = I P � I P and thatM n = I M 
 (I P � I P )
whereI n denotes then � n identity matrix.

We will �rst concentrate on �nding a suitable expression forfW . Since

WM n = bdiag
�

R
� 1=2
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 R � 1=2

m

�
bdiag (I P � I P )

= bdiag
��
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m

�
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= bdiag
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m

�
; (6.75)

where we have used (C.10) to reduce the Kronecker product. Itthe follows that

M H
n W H WM n = bdiag
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m

�
; (6.76)

where we have used (C.11) to reduce the Khatri-Rao products to a Hadamard product.
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Since

M H
n W H W = bdiag
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fW is described by

fW = W � bdiag
� �
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(6.78)

We can now �nd an expression forfW H fW , a factor that appears in the expression
for the deconvolution matrix as well as the expression for the dirty image vector.
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(6.79)

The next step to obtain expressions for the deconvolution matrix and the dirty
image vector is to pre-multiply this factor withM H . This gives

M H fW H fW =
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which reduces to
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Post-multiplication withM gives the deconvolution matrix

M d =
MX

m =1

�
R

� 1
m A sm � R � 1

m A sm

� H �
A sm � A sm

�
+

�
MX

m =1

�
A

H
sm R

� 1
m � A H

sm R � 1
m

� �
R

� 1
m � R � 1

m

� � 1
�

�
�

R
� 1
m � R � 1

m

� H �
A sm � A sm

�

=
MX

m =1

�
A

H
sm R

� 1
m A sm � A H

sm R � 1
m A sm

�
+

�
MX

m =1

�
A

H
sm R

� 1
m � A H

sm R � 1
m

� �
R

� 1
m � R � 1

m

� � 1
�

�
�

R
� 1
m A sm � R � 1

m A sm

�
:

(6.82)

This can be simpli�ed to (6.56).

In a similar way, we can �nd an expression for the dirty image vector by post-
multiplying (6.81) withbr syn , i.e.
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166 Imaging

which may also be formulated as
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which simpli�es to (6.57).

6.A.3 Full polarized imaging with known or negligible noise

Section 3.6 shows that the full polarization data model can be cast in the same form
as the scalar data model. The only difference is, that the visibility vector r syn , the
image vector� =

�
eT

1 ; eT
2 ; � � � ; eT

Q

�
and the noise vectorn have four times as many

elements, since each visibility or image point is now represented by four values. The
solution to the imaging problem in the case of known or negligible noise can therefore
still be expressed as (6.52), which implicitly de�nes a deconvolution matrixM d =
M H W H WM and a dirty image vector� d = M H W H W (br syn � n), where we
used� d instead of� d to indicate that we are estimating a full polarized image vector.

With M =
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where we have exploited the fact thatI sm andbdiag (B qm ) commute and we have
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introduced
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Post-multiplication withM gives the deconvolution matrix
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which can be written as
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where
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which was obtained using (C.2) and (C.4).

To obtain an expression for the dirty image vector� d, we have to multiply (6.85)
with br syn � n. Noting thatvec (R m ) = ( I � R m ) 1 and assuming a diagonal noise
covariance matrix such thatvec (� nm ) = vec (diag ( � nm )) = ( I � I ) � nm , this
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gives
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where we have used (C.10) to combine the Kronecker and Khatri-Rao products.

6.A.4 Full polarized imaging with unknown noise

The solution for imaging with unknown noise is given by (6.50), which implicitly
de�nes the deconvolution matrix asM d = M H fW H fWM and the dirty image vector
as� d = M H fW H fW br syn , wherefW is a weighting matrix that �lters the noise from
the data while providing optimal weighting to ensure statistical ef�ciency. If we
assume that� nm = diag ( � nm ), fW is given by (6.79).
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For convenience of notation we introduce
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Together withM 1m introduced in the previous section, we can now write (6.91) as
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Post-multiplication withM gives the deconvolution matrix
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The �rst term is easily recognized as the deconvolution matrix in the noise free case
given by (6.88). Introducing
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and usingM 3q1 q2 m de�ned in (6.89), we can formulate the expression for the decon-
volution matrix as
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Usingr syn = bdiag ( I � R m ) 1, an expression for the dirty image vector can be
derived as follows:
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where thevecdiag (�) operator produces a vector containing the elements of the main
diagonal of its argument.



Chapter 7

Conclusions and suggestions for
further research

7.1 Summary of the main results

In this thesis, I have discussed the possibilities and limitations of imaging with an
aperture array station assuming one has access to the signals from the individual re-
ceiving elements. I have shown how this may be applied in practice using data from
LOFAR (prototype) stations in several examples. A nice example in which the the-
oretical limits were attained, was presented in Sec. 2.4 in which the variance of the
image values in a �sh-eye observation with a LOFAR station were compared with
the CRB and found to show good quantitative agreement. Such results can only be
obtained by choosing an appropriate data model, often referred to as measurement
equation. A very generic model was derived in Ch. 3 based on anelectromagnetic
description of a phased array. This provides a clear view on the underlying assump-
tions. Commonly used data models are specializations of this generic model tailored
to the problem at hand as discussed in 3.2.3. Chapter 3 also provides explicit exten-
sions for modeling full polarized data and data from synthesis observations to stress
that the assumed model does not restrict the methods discussed in this thesis to sin-
gle polarization snapshot observations. This is also demonstrated by the all-sky map
based on a synthesis observation with CS10 presented in Sec.2.4 and the derivation
of expressions for full polarization synthesis imaging in Secs. 6.A.3 and 6.A.4.

The CRB was used to determine the theoretical limits of the calibration and imag-
ing problems. The required expressions were derived in Ch. 4. These expressions
were used to con�rm two intuitive properties of the complex valued receiver path

171
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gain estimation problem. It was shown that for calibration on a single point source,
a phase reference based on the average phase solution reduces the variance on the
phase estimate by a factor2P=(P � 1) compared to a phase reference based on a
single element. The reference based on the average phase is also the constraint that
minimizes the total variance on the estimated parameters. Asimilar conclusion holds
for more general cases involving arbitrary source covariance models and arrays of
non-identical elements. An intuition for this result is offered in Sec. 4.3.6.

The second result is that the variance on the direction independent gain estimates
is the same regardless whether a particular entry of the array covariance matrix is
affected by an additive nuisance parameter that has to be included in the estimation
process or is simply ignored. This result was exploited in Ch. 5 which presents a
direction independent gain estimation method that can ignore particular entries of the
array covariance matrix and that seems to be asymptoticallystatistically ef�cient. In-
terestingly, it was also found that, even if the entry is ignored, knowledge of the value
of that entry is still valuable. This was attributed to the fact that parameter estimates
can often be improved by applying appropriate weights to thedata. However, this
effect is so small that it will hardly affect practical situations.

Aperture arrays provide an extremely wide FOV. In the case ofa LOFAR LBA
station, the FOV even spans the full hemisphere and thus enables observations that
can aptly be called �sh-eye observations. Calibration and imaging of such obser-
vations is very challenging due to the complex source structure on the sky, which
includes a number of bright point sources and diffuse emission from our Galaxy.
In chapter 5, a gain calibration method is presented that canhandle a multi-source
sky model while ignoring short baselines. This method showsasymptotically sta-
tistically ef�cient performance in Monte Carlo simulations, even with an SNR per
receiving element per calibrator between 2.2 to 3.2, while having the sameO

�
P3

�

numerical complexity as other asymptotically ef�cient algorithms in the literature that
solve comparable calibration problems. Using a weighted alternating least squares
approach, this method was extended to include estimation ofapparent source powers,
apparent source positions and a non-diagonal noise covariance matrix. These exten-
sions do not increase theO

�
P3

�
numerical complexity, but more computations are

required per step. It was demonstrated that the computational burden can be reduced
with almost no loss in direction independent gain estimation accuracy by using the
unweighted least squares solution to �nd the noise covariance matrix. With this mod-
i�cation, the 860-parameter calibration problem with actual LOFAR data presented
in Sec. 2.3.3 could be solved in only 0.4 seconds using Matlabon a single core of a
standard dual core 2.4 GHz CPU. Since LOFAR's station correlator produces at most
one array covariance matrix per second, the algorithm has suf�cient computational
performance to keep up with the data and is therefore well suited for application in
the station calibration pipeline described in Sec. 2.3.2.
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Chapter 6 presented a closed form solution for least squaresoptimized snapshot
imaging including deconvolution based on the data model presented in Ch. 3. This
result allowed the �rst rigorous assessment of the effective noise �oor, which is the
combined effect of propagated calibration errors, thermalnoise and source confusion
in terms of the covariance of the image values. Effective noise is a more suitable qual-
ity measure for imaging performance than dynamic range, since the latter strongly
depends on the �ux of the strongest source in the �eld and is therefore highly obser-
vation dependent. The simulations for a URA presented in Sec. 6.2.3 indicate that the
effects of propagated calibration errors are strongly concentrated at source locations,
but are considerably smaller than the thermal noise at otherimage points. The con-
centration at source locations becomes evident if we assessthe impact of direction
dependent gain errors on the station beam pattern. The distortions in the power beam
pattern are roughly proportional to the square root of this power beam pattern. For a
typical 1% error in the direction independent gains, this causes relative errors of -27
dB in the main beam, -17 dB on a -20 dB side lobe and -5.5 dB on a -40 dB side lobe
corresponding to absolute error levels of -27 dB, -37 dB and -45.5 dB relative to the
main beam. The results also indicate that, if the stability of the instrument is such that
the variations in the instrumental parameters between calibration measurements are
comparable to or smaller than the accuracy with which they can be estimated during
self-calibration, a separate calibration step is to be preferred over a self-calibrated
image, since it allows better source separation in the imaging process.

The presented mathematical framework is suf�ciently �exible to enable exten-
sion to synthesis observations, since the data model for a synthesis observation has
the same mathematical form as the data model for a snapshot observation as demon-
strated in Sec. 3.6. This becomes even more clear from the derivation of the least
squares imaging expressions presented in Sec. 6.3.

The effects of deconvolution can be described by a deconvolution matrix that
describes the amount of linear independence (orthogonality) of the spatial signature
vectors weighted by the actual gains of the receiving elements. A diagonal deconvolu-
tion matrix not only ensures the best possible spatial separation between the sources,
but also ensures a homogeneous noise distribution over the map. The deconvolution
matrix condition number can be used to assess whether the deconvolution problem is
well-posed.

Since a diagonal deconvolution matrix seems to be pro�table, it is interesting to
ask whether this matrix can be diagonalized by array design or by applying appro-
priate weights to the array elements. Since the deconvolution matrix is related to the
array beam pattern, the latter is equivalent to �nding weights that suppress the side
lobe patterns at least in the direction of other sources, which implies that techniques
like robust Capon beam forming could provide the desired weighting [117]. The
physical interpretation of a diagonal deconvolution matrix is that the array has negli-
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gibly low side lobes. An array with low side lobe levels is thus to be preferred from
an imaging perspective. A low side lobe level is most easily achieved with a dense
regular array, especially if an appropriate taper is applied. However, a regular array
is also highly redundant and the analysis in this thesis suggests that an array with-
out redundant spacings is more likely to approach the maximum number of solvable
image points for a �xed number of antenna elements thereby allowing the system to
reach the theoretical self-calibration confusion limit. If processing power is cheap
compared to antenna hardware, a non-redundant array may be more attractive than a
redundant array if the observations are confusion limited.A trade-off between these
two aspects should thus be made based on the goals of the system.

The imaging expressions derived in Ch. 6 were applied to actual LOFAR data.
The examples in Sec. 2.4 nicely demonstrate that the deconvolution is handled im-
plicitly, that this imaging approach appears to be statistically ef�cient on actual data
and that it can straightforwardly be applied to both time andfrequency synthesis ob-
servations. These results and the derivations presented inSec. 6.3 demonstrate a few
attractive features of least squares imaging: the computational and memory require-
ments for the deconvolution step are independent of the amount of data, the method
can handle arbitrarily large �elds (up to4� sr) and it can handle complex source
structures like the Galactic plane and the North polar spur.This makes this method
very suitable for reduction of observations with the cores of LOFAR and SKA aimed
at full polarization imaging of the Galactic plane and detection of the omni-present
signals from the epoch of reionization.

The latter conclusion corroborates the feeling that the main contribution of this
thesis may be that it consistently uses methods from the array signal processing liter-
ature independent from the algorithms available in todays radio astronomical data re-
duction packages. This fundamentally new approach to radioastronomical data han-
dling gradually attracts more attention from people working in this �eld and should
form the basis for the next generation of self-calibration and imaging routines. How-
ever, the reduction of data from synthesis observations still requires answers to many
fundamental and practical questions, which provides room for further research.

7.2 Suggestions for further research

7.2.1 Calibration

The calibration method described in Ch. 5 is based on least squares minimization
of the difference between the measured and the modeled visibilities. The increase
in station sensitivity towards Cas A due to calibration demonstrated by Fig. 2.15
indicates that calibration improves the performance of thestation considerably. The
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calibration error propagation equations presented in Ch. 6suggest that this is achieved
by increased sensitivity in the pointing direction and improved pointing accuracy. The
fact that calibration improves the image quality begs the following questions:

� Is there a cost function based on some measure of image quality, e.g. contrast
or total power optimization, which can be used to calibrate the telescope?

� Does such a technique allow us to calibrate the telescope without providing a
source model, possibly with the exception of a systematic pointing offset?

� Does such a technique work in general or are there limitations in terms of
source structure (e.g. the presence of point sources), solvable instrument pa-
rameters (e.g. knowledge of the antenna positions may be required), array con-
�guration (e.g. availability of redundant baselines) or other constraints?

Calibration techniques that do not require knowledge of theavailable calibrators
may be very valuable for future space based instruments aimed at the frequency range
below 10 MHz. At these frequencies, our knowledge on the universe in general and
standard calibration sources in particular is fairly limited. Such instruments are cur-
rently in the phase of concept and feasibility studies [9,35,54,62,154].

One such technique already exists: redundancy calibration[136]. This method
exploits redundant baselines in the array which measure thesame visibility, i.e. the
same spatial frequency. This method proved to be very valuable for the highly redun-
dant WSRT [80]. The LOFAR HBA station arrays and the SKA phased array stations
envisaged for frequencies below 1.5 GHz are highly redundant as well. The following
questions are thus timely:

� Since redundancy calibration only exploits redundant baselines, it does not use
all available information. How much calibration accuracy is lost by ignoring
this information?

� Phased array receiving elements are subject to far more electromagnetic cou-
pling than the feeds in the WSRT dishes. Can redundancy stillbe exploited for
the calibration of phased arrays?

The ability of phased arrays to detect Galactic neutral hydrogen was demonstrated
using the Thousand Element Array (ThEA), an SKA path�nder built by ASTRON, in
2002 – 2003 [56, 141]. These phased array tiles were calibrated using a holographic
measurement method in which the analog beam former in each tile is used to scan
over the sky forming different superpositions of antenna signals while measuring the
complex valued voltage output of the tile using a well de�nedreference signal [47].
Originally, these measurements were done in an anechoic chamber, but this method
was demonstrated to work in the �eld as well if a strong calibrator is available [137].
The applicability of this method is severely limited by the required availability of a
single dominant point source. This begs the question
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� How can this tile calibration method be modi�ed to allow a multi-source sky
model? This is highly desirable in view of the LOFAR HBA stations and the
envisaged SKA phased array stations.

The multi-source calibration algorithm described in Ch. 5 is a self-calibration
algorithm that assumes that the number of calibrators is a priori known. If the uncal-
ibrated array has suf�cient performance to form an interpretable, but probably very
messy, image using a DFT imager, the number of sources and initial estimates for
their locations and powers may be extracted from the data. Based on this intuition, I
pose the following questions:

� If the number of available calibration sources is not a priori known, how can the
self-calibration methods presented in this thesis be modi�ed to include order
estimation of the source model?

� If such an extension is possible, what are its practical limitations in terms of
the SNR of the sources, the number of sources or other restrictions?

Good candidates for estimation of the number of sources are the exponential �tting
test (EFT) [91, 92], the minimum description length (MDL) and the Akaike infor-
mation criterion (AIC) [131]. The minimization of either the AIC or MDL criterion
proposed in [131] can, in principle, be extended to a combined detection and source
parameter estimation solution. This solution, however, ishighly non-linear and com-
putationally expensive. It may therefore be more attractive to use the EFT or the AIC
to obtain a, probably too high, estimate of the number of sources and then use the
consistency of the source parameter estimates in consecutive iterations of the WALS
approach to �nd the true number of usable calibrators.

7.2.2 Imaging

In the least squares imaging method described in Sec. 6.3, the condition number of
the deconvolution matrix signi�es whether the imaging problem is well-posed. The
physical interpretation of “well-posed” is the independency of the measured visibility
points. This is nicely illustrated by the aforementioned conclusion that an irregular
array is able to get closer to the theoretical self-calibration confusion limit than a reg-
ular, and therefore redundant, array. There are still a number of open issues regarding
the physical signi�cance of the deconvolution matrix:

� What does independency between visibilities mean? For example, even if vis-
ibilities are strongly mutually dependent, they may still contribute distinct in-
formation to the image if they have suf�cient SNR.

� Does the deconvolution matrix also provide information on the presence of
gaps in the visibility domain, i.e. on unmeasured visibilities?
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� If so, how does it deal with it?

Based on this physical insight regarding the relation between the deconvolution
matrix condition number, dependency between visibilitiesand SNR, it is expected
that an optimal imaging result can only be obtained by a data dependent image grid.
Such a grid will probably provide high resolution in regionswith bright extended
emission or near strong point sources and low resolution in the “empty” parts of the
image. The method as described in this thesis requires manual optimization of the
grid by imaging the data several times while modifying the grid between iterations.
This is a rather cumbersome process, so this begs the following question:

� Can the least squares imaging method be adapted in such a way that it deter-
mines a suitable grid automatically based on the data itself?

This may be considered a search for appropriate base functions to describe the image,
a problem for which several methods, like the Karhunen-Lo�eve expansion [75], are
readily available.

It is interesting to note that the least squares synthesis all-sky map based on CS10
data shown in Fig. 2.18 was made at a resolution of0:75� 0=D where� 0 is the min-
imum wavelength. This resolution is higher than expected based on the diffraction
limit of a uniformly weighted aperture. As mentioned above,this superresolution is
possible due to the high SNR of the data. This effect is well-known from high res-
olution DOA estimation techniques, but in this case we imagethe entire sky, i.e. not
a few distinct sources. During the experiments it was also noted that the resolution
limit can be pushed even further by applying regularizationto the deconvolution ma-
trix at the expense of a bias in source power estimation. These observations lead to
the following questions:

� What are the theoretical and practical resolution limits ofleast squares image
estimation?

� What are these limits if regularization is exploited?
� Is it possible to predict and correct the bias introduced by regularization?

From a practical perspective, we note that least squares imaging up to512� 512-
pixel images is tractable, but that larger images require excessive memory and pro-
cessing resources. A full polarization2048� 2048-pixel image, for example, would
involve a40962 � 40962 deconvolution matrix requiring 2.05 Pbyte of memory and
about 4.72 Z�op for inversion. Fortunately, least squares imaging is particularly
suited for imaging of the complex diffuse emission that willbe examined in stud-
ies on Galactic magnetism and the epoch of reionization. This diffuse emission will
typically be observed with the LOFAR and SKA cores that have alow resolution
limit. The images produced by the full LOFAR and SKA arrays will typically consist
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of many discrete sources, i.e. will typically be sparse. Since least squares optimiza-
tion is not well-suited for sparse data, other methods are probably more suitable for
these images, which will have typical sizes of4096� 4096pixels or larger. These
imaging challenges still require further study:

� Can the properties and physical signi�cance of the deconvolution matrix be
exploited to improve the computational ef�ciency of least squares imaging?

� Can these insights be used to expand the applicability of current techniques like
CLEAN to temporally, spatially and spectrally varying beampatterns?

� What can we learn from alternative imaging techniques like Least Squares
Minimum Variance Imaging [7, 67],l1-imaging [66] and compressed sens-
ing [100]?

7.3 Towards SKA

Although this research was primarily conducted for the LOFAR project, its results
are relevant steps towards data processing for the SKA as well. SKA is envisaged as
an array of stations that may consist of aperture arrays, dishes with single pixel feeds
and dishes with phased array feeds, often referred to as focal plane arrays (FPA). This
implies that the full beam forming hierarchy depicted in Fig. 1.5 will be present with
corresponding levels of calibration. The calibration studies done for LOFAR have
resulted in a thorough treatment of calibration scenarios 3and 4 depicted in Fig. 5.1.
Scenario 3 is discussed in Ch. 5 of this thesis while scenario4 is discussed in [120]
and the Ph.D. thesis of Sebastiaan van der Tol [121]. The datamodel described in
Ch. 3 is easily adapted to a tile-based architecture as demonstrated in [166] and can
therefore be applied to FPAs as well. A nice introduction to FPA signal processing
can be found in [53]. Although there are still a number of openissues, as men-
tioned above, we may thus conclude that considerable progress on all aspects of SKA
calibration has been made over the last years, particularlyin the framework of the
LOFAR project.

The framework describing the fundamental imaging limits inCh. 6 is applica-
ble to any radio telescope, thus also to SKA. SKA is still in its design phase. The
framework laid down in Ch. 6 can be used to analyze the calibration challenges and
expected image quality of different design choices thus providing a nice addition to
the set of tools used to make and support the SKA design decisions. This analysis
also led to a study on least squares imaging, a technique thatmay prove useful for
(all-sky) imaging with the SKA stations and the SKA core.

Apart from these direct contributions to the solution of SKAcalibration and imag-
ing challenges, signal processing techniques also providea proper framework for
quantitative assessment of the quality of the results. We may thus safely conclude
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that signal processing techniques have the potential to revolutionize the way astro-
nomical data is handled on the path towards SKA.





Appendix A

Abbreviations and acronyms

3C third Cambridge (catalog)
ADC analog-to-digital converter
AIC Akaike information criterion
ALS alternating least squares
ASTRON Netherlands Institute for Radio Astronomy
CEP central processing facility
CLEAN iterative beam removing technique [50,102]
CPU central processing unit
CRB Cramer-Rao bound
CS10 Core Station 10
DFT direct Fourier transform
DOA direction of arrival
EFT exponential �tting test
EM electromagnetic
EMBRACE Electronic Multi-beam Radio Astronomy Concept
ESPRIT estimation of signals via rotational invariance techniques
EoR epoch of reionization
FFT fast Fourier transform
FIM Fisher information matrix
FOV �eld-of-view
FPA focal plane array
GMRT Giant Meter-wave Radio Telescope
HBA high band antenna
HPBW half power beam width
i.i.d. independent identically distributed
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ITS Initial Test Station
KASCADE Karlsruhe Shower Core and Array Detector
LBA low band antenna
LCU local control unit
LOFAR Low Frequency Array
LOPES LOFAR Prototype Station
LWA Long Wavelength Array
MDL minimum description length
MEM maximum entropy method
ML maximum likelihood
MLE maximum likelihood estimator
MUSIC multiple signal classi�cation
MVDR minimum variance distortionless response
MWA Murchison Wide�eld Array
PC personal computer
PCI peripheral component interconnect
pdf probability density function
psf point spread function
RAM random access memory
RCB robust Capon beam former
RCU receiver unit
RFI radio frequency interference
RMS root mean square
RSP remote station processing
SKA Square Kilometre Array
SNR signal-to-noise ratio
ThEA Thousand Element Array
THETA Ten Heterogeneous Element Test Array
TIM twin input module
UHECR ultra-high energy cosmic ray
ULA uniform linear array
URA uniform rectangular array
VLA Very Large Array
VLBI Very Long Baseline Interferometry
WALS weighted alternating least squares
WLS weighted least squares
WSF weighted subspace �tting
WSRT Westerbork Synthesis Radio Telescope
xALS extended alternating least squares
xWALS extended weighted alternating least squares



Appendix B

Notation

B.1 Symbols

a, A italic lower or upper case characters denote scalars
a bold lower case characters denote column vectors
A bold upper case characters denote matrices
ai elementi from vectora
A ij element(i; j ) from matrixA
I identity matrix of appropriate size
I n n � n identity matrix
I s selection matrix
E ij elementary matrix with entry(i; j ) equal to 1 and all others set

to zero
ei unit vector with entryi equal to 1 and all others set to zero
1 vector or matrix of appropriate size �lled with ones
1P P � 1 column vector �lled with ones
1P � Q P � Q matrix �lled with ones
0 vector or matrix of appropriate size �lled with zeros
0P P � 1 column vector �lled with zeros
0P � Q P � Q matrix �lled with zeros
ex , ey , ez unit vectors in the(x; y; z)-coordinate system
j negative square root of -1
e Euler's number,2:71828:::
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B.2 Operators

(�)T transpose
(�)H Hermitian or conjugate transpose
(�)y pseudo-inverse
(�)1=2 symmetric matrix square root
(�)� n element-wise matrix exponent
e( � ) , exp(�) element-wise application of the exponential function
� conjugation
vec(�) vector formed by stacking the columns of its matrix argument
vec� (�) asvec(�) but leaving out the elements on the main diagonal
vecdiag(�) vector formed from the main diagonal of its argument
diag(�) diagonal matrix with the vector argument on the main diagonal
bdiag(�) block diagonal matrix with the matrices described by its

argument on the main diagonal
� inner product of two vectors
~ circular convolution of two vectors
� Hadamard or element-wise product of two matrices or vectors
� element-wise division of two matrices or vectors

 Kronecker product of two matrices or vectors
� Khatri-Rao or column-wise Kronecker product of two matrices
[�]ij (i; j )th element from matrix or vector argument
Ref�g real part
Imf�g imaginary part
k�kF Frobenius norm
k�k Euclidian norm
j � j absolute value of a scalar

length of a vector
determinant of a matrix

rank(�) rank of a matrix
tr( �) trace of a matrix
FT (�) Fourier transform
circulant( �) circulant matrix having the vector argument as �rst row
E f�g expectation operator
b� expected value
cov(�) covariance of the elements of its vector argument
argmin� � (� ) minimize the cost function� (� ) w.r.t. parameter vector�
CN(� ; R ) i.i.d. complex Gaussian noise with mean� and covarianceR
CW(R ; N ) complex Wishart distribution withN degrees of freedom and

covarianceR



Appendix C

Matrix product relations

The properties of the Kronecker, Khatri-Rao and Hadamard products are frequently
exploited. This appendix presents an overview of the de�nition of these products and
lists a number of important relations.

The Kronecker product
 of anN � M matrixA and aP � Q matrixB produces
theNP � MQ matrix

A 
 B =

2

6
6
6
4

A11B A12B � � � A1M B
A21B A22B � � � A2M B

...
...

...
...

AN 1B AN 2B � � � ANM B

3

7
7
7
5

: (C.1)

For matricesA , B , C and E of appropriate size, the Kronecker product has the
following useful properties:

(A 
 B ) (C 
 E) = AC 
 BE (C.2)

(A 
 B ) � 1 = A � 1 
 B � 1 (C.3)

(A 
 B )H = A H 
 B H (C.4)

The Khatri-Rao product� is the column-wise Kronecker product. The Khatri-Rao
product of anN � M matrixA and aP � M matrixB produces theNP � M matrix

A � B = [ a1 
 b1; a2 
 b2; � � � ; aM 
 bM ] ; (C.5)

wheream andbm denote themth columns ofA andB respectively. The Khatri-Rao
product can be very useful to vectorize matrix products, forexample

vec (ADB ) =
�
B T � A

�
d; (C.6)
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whereD = diag ( d).
The Hadamard product� is the entry-wise product of two matrices. The Hadamard

product of twoN � M matricesA andB is thus given by

A � B =

2

6
6
6
4

A11B11 A12B12 � � � A1M B1M

A21B21 A22B22 � � � A2M B2M
...

...
...

...
AN 1BN 1 AN 2BN 2 � � � ANM BNM

3

7
7
7
5

(C.7)

For matricesA andB and diagonal matricesD with appropriate size, the Hadamard
product has the following properties:

(AD ) � B = A � (BD ) (C.8)

A � (BD ) = ( A � B ) D (C.9)

The Kronecker and Khatri-Rao products tend to produce very large matrices. The
following relations, applicable to matrices of appropriate size, may help to reduce a
Kronecker product to a Khatri-Rao product and a Khatri-Rao product to a Hadamard
product:

(A 
 B ) (C � E) = AC � BE (C.10)

(A � B )H (C � E) = A H C � B H E (C.11)
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Samenvatting

Het doen van �sh-eye waarnemingen met radiotelescopen gebaseerd
op phased array technologie

Sterrenkunde richt zich op het bestuderen van natuurkundige verschijnselen buiten
de dampkring van de Aarde. Een van de manieren om dat te doen isdoor het meten
van radiogolven uit het heelal. Deze metingen worden gedaanmet radiotelescopen
zoals de Westerbork Synthese Radiotelescoop in Nederland en de Very Large Array in
Nieuw Mexico. Deze telescopen bestaan uit respectievelijk14 en 27 schotelantennes
met een diameter van 25 m. Beide telescopen hebben dus meerdere ontvangende
elementen en zijn derhalve zogenaamdearrays. Door de signalen ontvangen door de
afzonderlijke elementen binnen het array op de juiste wijzete combineren, kan een
virtuele telescoop gesynthetiseerd worden met een diameter zo groot als de afstand
tussen de verst uit elkaar staande elementen van het array. Aangezien de resolutie
evenredig is met de diameter van de telescoop, kan met een array van een aantal
kleine schotels een veel hogere resolutie gehaald worden dan met een enkele grote
schotel.

Op dit moment wordt er binnen de radiosterrenkundegewerkt aan de ontwikkeling
en de bouw van een aantal nieuwe radiotelescopen gericht op het doen van waarne-
mingen beneden de 300 MHz. Voorbeelden hiervan zijn de Low Frequency Array
(LOFAR, Nederland), de Murchison Wide�eld Array (MWA, Australië) en de Long
Wavelength Array (LWA, VS). Daarnaast zijn er al verschillende haalbaarheidsstud-
ies gedaan naar telescopen op de Maan en in de ruimte voor waarnemingen beneden
10 MHz, die niet vanaf de Aarde gedaan kunnen worden vanwege de ionosfeer. Al
deze telescopen zijn zogenaamdeapertuur arraysen werken fundamenteel anders
dan de “klassieke” radiotelescopen met schotelantennes. Dit verschil is geschetst in
Fig. 1. Bij een schotelantenne worden de inkomende radiogolven geconcentreerd in
het brandpunt van de schotel waar zich de ontvanger bevindt.Bij een apertuur array
zijn alle ontvangers rechtstreeks op de hemel gericht. Dezeontvangers hebben een
zeer groot zichtsveld en ontvangen dus tegelijk signalen uit vele verschillende richtin-
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Figuur 1: Vergelijjking tussen de werking van een schotelantenne (links) en een aper-
tuur array (rechts).

gen. Een signaal uit één bepaalde richting komt bij de ene ontvanger echter eerder
aan dan bij de andere ontvanger. Door dit tijdsverschil weg te regelen voordat de sig-
nalen van de verschillende ontvangers opgeteld worden, wordt het gewenste signaal
versterkt en worden alle andere signalen onderdrukt.

Dit proefschrift richt zich op de vraag wat de mogelijkhedenen beperkingen zijn
voor het maken van beelden (imaging) van de hemel op radiofrequenties met derge-
lijke apertuur arrays. Hierbij wordt er vanuit gegaan dat designalen van de afzon-
derlijke ontvangers beschikbaar zijn. Het maken van beelden gaat in twee stappen.
In de eerste stap, de calibratie, wordt de karakteristiek van de telescoop tijdens de
waarneming bepaald. Deze informatie wordt gebruikt in de tweede stap, de eigenlijke
imaging. In de praktijk wordt vaak gekozen voor een aanpak waarbij deze stappen
een aantal keer herhaald worden om zo een betere oplossing, een scherper beeld, te
krijgen.

Waar schotelontvangers gericht kunnen worden op één sterke bron voor (initiële)
calibratie, zien de ontvangers van een apertuur array permanent de hele hemel. Daar-
door ontvangen ze altijd de signalen van meerdere discrete bronnen en de diffuse
emissie van de Melkweg. Daarnaast kunnen de radiogolven op deze lage frequenties
behoorlijk verstoord worden door de ionosfeer. Het gevolg daarvan is dat de rich-
tingsafhankelijke gevoeligheid van de telescoop met de tijd kan variëren. In dit proef-
schrift wordt een wiskundig model opgesteld, waarmee het signaal van de afzonder-
lijke ontvangers beschreven kan worden. Met dit model kan het calibratieprobleem
beschreven worden als een schattingsprobleem. Dit probleem wordt vervolgens opge-
splitst in een aantal deelproblemen, waarvoor analytischeoplossingen gepresenteerd
worden of beschikbaar zijn in de literatuur. Op basis hiervan wordt een rekenkundig
ef�ciënt calibratie-algorithme voorgesteld. Dit algorithme is toegepast op data van
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een LOFAR prototype station. Uit deze tests bleek o.a. dat het algorithme in staat
was om 860 vrije parameters op te lossen op een enkele standaard 2.4 GHz core in
slechts 0.4 s en dat het algorithme nog steeds betrouwbare oplossingen vindt bij een
sterk verstorende ionosfeer.

Dankzij de wiskundige formulering van het probleem, is het mogelijk om de
Cramer-Rao limiet (CRL) te bepalen. De CRL is een theoretische limiet voor de
nauwkeurigheid waarmee een schatter zonder systematischeafwijkingen de vrije pa-
rameters kan schatten. De nauwkeurigheid van de voorgestelde calibratiemethode is
middels simulaties vergeleken met de CRL. Uit deze simulaties blijkt dat de voorge-
stelde methode geen systematische afwijkingen heeft en quanauwkeurigheid de CRL
haalt zodra het vermogen van de bronnen een factor 3 hoger is dan de ruis. Hiermee is
gedemonstreerd dat er geen algorithmes kunnen bestaan die voor hetzelfde probleem
op basis van dezelfde data een nog hogere nauwkeurigheid kunnen halen.

Gezien het feit dat de nauwkeurigheid van de calibratie fundamenteel beperkt is,
is de logische volgende vraag in hoeverre dit de kwaliteit van de gemaakte beelden
beperkt. Vaak wordt hiervoor gekeken naar het dynamische bereik van een kaart,
gede�nieerd als het verschil in vermogen tussen de sterksteen de zwakste bron in
de kaart. Dit blijkt in het algemeen geen goede maat te zijn voor de kwaliteit van
een telescoop of dataverwerkingsmethode, omdat dit sterk afhangt van het vermo-
gen van de sterkste bron in het beeldveld, hetgeen per beeldveld behoorlijk kan ver-
schillen. In dit proefschrift wordt daarom de effectieve ruis als maat genomen. De
effectieve ruis is een maat voor de totale ruis op ieder punt in een kaart, die opge-
bouwd is uit de ruis in de meting, de fouten in de kaart t.g.v. calibratiefouten en con-
fusieruis. De laatste bijdrage is het gevolg van het feit dateen telescoop bij hogere
gevoeligheid steeds meer bronnen zal detecteren tot het punt dat de afzonderlijke
bronnen niet meer uit elkaar te houden zijn omdat er op ieder punt in de kaart een
bron staat. Waarnemingen doen met nog hogere gevoeligheid heeft dan pas weer
zin als de resolutie van de telescoop verder verbeterd wordt. Met behulp van het
opgebouwde wiskundige formalisme, is het mogelijk om de impact van zowel de ruis
in de metingen als de calibratiefouten op de uiteindelijke hemelkaart te analyseren.
Hieruit blijkt dat calibratiefouten vooral doorwerken op de plaats van de sterke bron-
nen en dat ze minder invloed hebben op de “lege” delen van het beeld dan de ruis
in de metingen. De analyse laat ook zien, dat als de telesoop zo stabiel is, dat de
instrumentele variaties tussen calibratiemetingen vergelijkbaar of kleiner zijn dan de
nauwkeurigheid waarmee het instrument tijdens de waarnemng zelf gecalibreerd kan
worden, aparte calibratiemetingen de voorkeur verdienen boven calibratie tijdens de
waarneming zelf.

Ook imaging kan beschouwd worden als een schattingsprobleem, waarbij we het
vermogen willen weten dat in ieder beeldpunt in de kaart zit.Het mooie van een
dergelijke, op een wiskundig model gebaseerde, aanpak is, dat grote uitdagingen bij
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imaging met apertuur arrays, zoals het feit dat de gevoeligheid in de richting van
elke bron in het beeldveld per frequentie en per tijdstip anders kan zijn en het ex-
treem grote beeldveld, impliciet opgelost worden. In dit proefschrift worden ana-
lytische oplossingen afgeleid voor verschillende imagingscenario's. Hieruit blijkt
dat de rekenkundige complexiteit van de feitelijke imagingstap slechts afhangt van
het aantal beeldpunten in de kaart en niet van de hoeveelheiddata. Een mooie il-
lustratie hiervan is de kaart van de hele hemel zichtbaar boven Exloo geproduceerd
op basis van data van een driedaagse waarneemcampagne met een LOFAR proto-
type station. Met data van datzelfde station wordt tevens gedemonstreerd dat deze
imaging-methodiek de Cramer-Rao limiet haalt op echte data. Dat laat tevens zien
dat het gepresenteerde wiskundige model voor de data goed aansluit bij de werkelijk-
heid.

Hoewel de gepresenteerde benadering voor imaging nog verder verbeterd kan
worden, laten de resultaten behaald met LOFAR-data zien, dat deze aanpak weinig
problemen heeft met complexe bronstructuren zoals de Melkweg. Dit maakt deze
methode geschikt voor waarnemingen met LOFAR, en in de toekomst de Square
Kilometre Array (SKA), die gericht zijn op imaging van de Melkweg en detectie van
de geboorte van de eerste sterren. Deze waarnemingen wordengekenmerkt door een
relatief lage resolutie en een zo hoog mogelijke gevoeligheid op complexe bronstruc-
turen. Deze blik in de toekomst versterkt het gevoel dat de belangrijkste bijdrage
van dit proefschrift wel eens zou kunnen liggen in het feit dat er consistent gebruik
wordt gemaakt van methoden uit de signaalverwerkingsliteraatuur i.p.v. voort te bor-
duren op de methoden die beschikbaar zijn in de huidige dataverwerkingspakketten
binnen de radiosterrenkunde. De op wiskundige modellen gebaseerde aanpak uit
de statistische signaalverwerking krijgt langzamerhand meer aandacht binnen de ra-
diosterrenkunde en zal de basis moeten vormen van de volgende generatie calibratie-
en imaging-methoden.

Stefan J. Wijnholds
25 januari 2010
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