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Abstract
In spontaneous, casual conversations, the pronunciation of words is
often reduced, and utterances can be fragmented and/or co-constructed
by the conversation partners, resulting in frequently occurring disfluent
utterance structures. As humans, we are usually still able to decode
(understand) such imperfect utterances. One reason is that we can fall
back on the context and history of a conversation which helps us to
evaluate the plausibility of (sequences of) words in given surrounding
words and thus to untangle probable disambiguations. We are able
to do so because we have been learning to deal with disfluent speech
throughout our lives, providing us with powerful speech processing
models. An automatic speech recognition (ASR) system, in contrast,
is much more limited by the (finite amount of) data it was trained on.
However, state-of-the-art ASR systems are trained on more data than
any human would possibly be exposed to throughout their lifetime. For
read speech, ASR systems achieve accuracies close to perfection. Also,
for prepared speech, such as talks or speeches, systems have improved
considerably. When it comes to recognising speech from casual con-
versations, however, systems perform much worse. The last notable
advancement in ASR has been the introduction of transformers, which
delivered impressive results on established conversational speech cor-
pora. Transformers make use of a wider context, and their attention
mechanism allows them to keep track of information over a longer time
span, making them powerful tools. Consequently, one would expect
them to be able to solve the last remaining challenges in conversational
speech recognition. By comparative analyses of error patterns in human
and automatic speech recognition, the findings of the thesis motivate
further interdisciplinary research to deepen our understanding of those
errors that seem to be persistent: Off-the-shelf transformer-based ASR
systems are still affected by those disfluencies that are composed of
complex, context-dependent sequences of words, while they seem ro-
bust against disfluencies that consist in filler particles. This discrepancy
highlights the need for placing more focus on training with data sets
that are rich in disfluencies beyond filler particles. Humans compensate
for syntactic disfluencies when accompanied by pauses, while ASR
systems improve when prior disfluent context is omitted. This thesis
highlights where we can still learn from human performance and lin-
guistic knowledge and encourages further research on speech from
unscripted, spontaneous conversations.
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Chapter 1

Introduction – Dis�uencies in
Spontaneous Conversations 1

Recent architectures provide powerful tools to recognise speech on
many established corpora with steadily decreasing word error rates
(WERs; e.g., 10.1 % Luescher et al., 2023 on Hub5'00 Graff et al., 2002).
Recognition performance becomes worse when dealing with highly
spontaneous speech (cf. 21.9 % for BUCKEYE, American English speak-
ers from central Ohio, Pitt et al. 2005) or variations of English spoken
in African American communities (cf. 36.7 % for CORAAL, the Corpus
of Regional African American Language Kendall & Farrington, 2021,
results by Riviere et al. 2021). One of the Whisper systems that we used
in this study, achieved a mean WER of 19.6 % on CORAAL which is
still considerably high (Radford et al., 2023). In languages other than
English, Mihajlik et al. (2022) reported 45 % WER for spontaneous Hun-
garian and Linke et al. (2025) reported 22.79 % for spontaneous Austrian
German. At this point, we can see that the challenge of automatically
transcribing spontaneous conversations is far from being solved. Legiti-
mately, Kim et al. (2021) raised the question »How robust R U?« when
feeding spontaneous conversations into task-oriented dialogue systems.
Arnold et al. (2017) developed a system to recognise isolated words
taken from the GECO corpus that contains spontaneous conversations
in German (Schweitzer & Lewandowski, 2013) and, with a WER of 25 %,
achieved »human-like accuracy« (Arnold et al., 2017, p. 1), meaning that,
for this task, humans too only recognised these isolated words with a
WER between 20 and 44 %. The question that we consequently ask is:
What performance can we (even) expect? Given that for spontaneous

1Parts of this chapter have been reformatted from Wepner et al. (subm).
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conversations, there seems not to be a clear ground truth (Gabler et al.,
2023), humans are far from being perfect when transcribing dis�uent
stretches of speech, taken from highly spontaneous conversations.

The three main aims of this thesis are to shed light on (1) how well
different transformer-based ASR systems perform on the transcription
of dis�uent utterances taken from highly interactional spontaneous
face-to-face conversations, (2) how well humans transcribe the same
dis�uent structures, and (3) which characteristics of conversational
speech affect human and automatic transcription. In the presented
analyses, we set a speci�c focus on (i) the kind of (syntactic) dis�uency,
(ii) the role of which parts of the utterances were presented, and (iii) the
presence or absence of a �ller particle (FP) in the utterance.2

We address these aims on the basis of two studies; once with or without
FPs (Chapter 3), once with complete vs. incomplete structures (Chap-
ter 3) and with continued vs. rephrased structures (Chapters 3 and 4),
and once with incomplete structures only (Chapter 4). The common
methods used in the studies are described in chapter (Chapter 2). We
will refer to the study in Chapter 4 as TREX, and to this in Chapter 3 as
TRähX.3 In the following, we review the literature on previous research
(Section 1.1) and motivate the body of this thesis (Chapters 3 and 4). The
more detailed literature, from which we derived the research questions
and point to our hypotheses is given in the respective sections further
below (Sections 3.1.1 and 4.1.1). In Chapter 5, we set the studies from
the two core chapters (TREXand TRähX) in context with each other by
means of additional comparative statistical analyses.

1.1 Viewing Human and Automatic Transcription
of Dis�uent Speech From Multiple Angles

When studying how and to what extent humans disambiguate incon-
sistent utterances, Christianson et al. (2001) concluded that »the goal
of language processing is not always to create an idealized structure,
but rather to create a representation that is ›good enough‹ to satisfy the
comprehender that an appropriate interpretation has been obtained«.
Goldberg & Ferreira (2022) argue that a listener is required to apply a

2It shall be mentioned at this point that the main focus of this thesis is not on FPs
themselves, but we include them to differentiate them from other kinds of dis�uencies.

3TRanscription EXperiment for Chapter 4 and TRanscription ähXperiment with
�ller particles, such as ähfor Chapter 3.
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certain level of inference of a speaker's intention as speakers frequently
only utter good-enoughstructures rather than perfect sentences. As hu-
man listeners, we are exposed togood-enoughstructures in everyday
communication, so that we usually have no dif�culties in following the
speaking of others, even if they produce a high amount of dis�uencies.
In spontaneous conversations, grammatical rules allow for much more
�exibility than in other, more formal speaking styles (e.g., Eggins &
Slade, 2004; Shriberg, 2005). Some studies even consider the frequency
of occurrence of dis�uencies a measure of the spontaneity for speech
corpora (Kohler et al., 2005; Shriberg, 2001). Dis�uencies may be syn-
tactic breaks, �ller particles 4 (e.g.,um, err, Belz, 2023) that may re�ect
processing time or searching for words (Böttcher & Zellers, 2024), or
»misarticulations, malapropisms, use of a `wrong' word, unavailability
of a word when needed [...]« (Ginzburg, 2012, p. 27). Dis�uencies may
be word fragments from words that were interrupted before being fully
pronounced, repetitions of words while searching for a continuation
of a started phrase, or (self-)interruptions within a syntactic structure,
that is, at a point of maximum grammatical control (Schegloff, 1996),
before reaching a transition relevance place (Selting, 1996). There is
a multitude of research about the occurrenceof dis�uencies in sponta-
neous speech (cf. e.g., Ginzburg et al., 2014; Moniz et al., 2014; Shriberg,
1996). For the subset of �ller particles, there are several studies with
partly different �ndings on their effect on speech processing. They
showed to be helpful, for segmenting speech by children (Kidd et al.,
2011), recalling information in adults (Fraundorf & Watson, 2011), for
structuring and holding turns (Betz & López Gambino, 2016), and for
structuring and planning (Kosmala & Morgenstern, 2019). Brennan
& Schober (2001) showed that �ller particles preceding a repair help
listeners to discard the previously given, repairable information. They
have been found to be disturbing when answering content-based ques-
tions of lectures: Elmers (2023) found that listeners performed better
in answering content-based questions when a preceding �lled pause
to the relevant information had been removed than when the stimulus
contained either a silent pause or a �lled pause (containing a hesitation
token like um).

However, �ller particles are only one part of a variety of phenomena
that make speech dis�uent. Despite occurring every few turns in con-

4In speech science, it has been questioned whether labelling �ller particles as dis�u-
encies might be misleading or even stigmatising (cf. Tottie, 2015), as they were found
to serve in planning or structuring of speech (Kosmala & Morgenstern, 2019).
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versation (cf. e.g., Ginzburg, 2012; Shriberg, 1996), dis�uent structures
seem underrepresented in state-of-the-art ASR systems (Riviere et al.,
2021).

What Are the Reasons for High WERs in Conversational Speech?

For quite some time, systems have become more powerful by being
trained on more and more data. Analysing the systematic behind speech
recognition errors did not seem to pay off. In 2007, Scharenborg gave a
wide overview of the missing links between the research in engineering
and humanities. Since then, many years have passed and some of the
issues she pointed at (e.g., no context used in ASR) are no longer up to
date as systems using long short-term memory (LSTM) architectures,
for instance, make use of a longer context than just a (�xed) number of
words like N-gram-based ones at that time. Further, currently widely
used transformer-based models process an even larger amount of the
surrounding context, and, with the power of embeddings (e.g., on the
word or phone level), they also learn semantic meta-data that implic-
itly encode relationships between the words. Saon et al. (2017) and
Stolcke & Droppo (2017) both compared human and automatic tran-
scription of English telephone conversations from different corpora (the
HUB5'00 English Evaluation Transcripts Graff et al. 2002 and the NIST
2000 evaluation set, Przybocki & Martin 2001). While Saon et al. (2017)
exclusively reported the different WERs for humans and ASR, Stolcke
& Droppo (2017) also analysed them and function words, short words
(two characteristics which are often overlapping), �ller particles and
backchannels to account for the majority of errors. However, only a few
studies still analyse in more detail what ASR systems are troubled by
when it comes to spontaneous, unscripted conversations. One exception
is a study about »which words are hard to recognize« (Goldwater et al.,
2010, p. 181) for an HMM-based system by analysing the recognition
of the SRI-ICSI-UW Rich Transcription system (Stolcke et al., 2006) and
the 2004 CU-HTK system (Evermann et al., 2005) of individual words
from English telephone conversations taken from the Fisher corpus
(Cieri et al., 2004) and Switchboard (Godfrey et al., 1992) to determine
recognition errors of individual words instead of evaluating a whole
utterance with the standard WER. Goldwater et al. (2010) analysed the
context of erroneous words precisely by considering a variety of dis�u-
ency cues, such as word repetitions, �lled pauses and word fragments.
Their analysis suggested a possible prediction of word errors in certain
(lexical, prosodic, contextual) surroundings. However, it remains an
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open question, to what extent these results can be transferred to other
languages and spontaneous face-to-face conversations that are more in-
teractional than telephone conversations which naturally come without
non-verbal communication, and, are also often between strangers, thus
include small talk (e.g., in Switchboard), or discussing a given task (as
in the Kiel corpus Kohler et al. 2018).

One decade later, Szymański et al. (2020) analysed 3,000 hours of spon-
taneous, call centre conversations and concluded that »contemporary
ASR systems cannot cope with spontaneous human conversations satis-
factorily« (Szymański et al., 2020, p. 3294) and that »in-real-life WERs
are much higher than reported« (Szymański et al., 2020, p. 3290). They
criticise that corpora (like Fisher and Switchboard) which are usually
taken for benchmarking conversational speech recognition are »inher-
ently arti�cial« (Szymański et al., 2020, p. 3291) and »homogeneous with
respect to the demographic features« (Szymański et al., 2020, p. 3291)
and different cultural backgrounds (as also shown by Martin & Wright
2023) by »non-native language speakers [being] virtually absent from
benchmark datasets« (Szymański et al., 2020, p. 3291). Though Szy-
mański et al. (2020) argue for using data that is more realistic, they,
too, used (task-oriented) telephone conversations for which they could
show that state-of-the-art reported WERs are usually rather a polished
version of what is actually out there. Riviere et al. (2021) tested different
transformer-based ASR systems on conversations taken from the BUCK-
EYE corpus (Pitt et al., 2005) and CORAAL (Kendall & Farrington, 2021),
both corpora containing spontaneous conversations. They found that,
despite being powerful, all models yielded surprisingly high WERs
on both data sets: 21.9 %–42.2 % on BUCKEYE and 36.7 %–109 %5 on
CORAAL. They raised the question of whether it would not generally
be better to create a »pure conversational [language model]« (Riviere
et al., 2021, p. 4), meaning, a language model that had been trained
exclusively on conversational data, instead of trying to adapt existing
models to this speaking style.

When it comes to comparing the errors in transcriptions of spontaneous
conversations by ASR systems and human transcribers on the same data
(e.g., Arnold et al., 2017; Sherstinova et al., 2023), there is, to the best of

5A WER higher than 100 % seems confusing but is possible because of its de�nition:
Wrong words are counted and divided by the number of correct words in the reference
transcription. If insertions occur (which are not being compensated by deletions in
another position), the WER exceeds 100 %. For instance,witchestranscribed as which is
yields a WER of 200 %.
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our knowledge, not much research available in the literature. Hence, it
is not clear (a) how large the gap between humans and ASR actually
is, (b) where the differences between them lie, and (c) whether the
surrounding words, the �uency of the given structure, or pronunciation-
related aspects like reductions, have a higher impact on the transcription
performance – in terms of both the WER of the whole utterance and
individual word tokens.

As mentioned earlier, dis�uencies are frequent in highly spontaneous
conversations. State-of-the-art ASR systems still show high WERs for
speech in this speaking style. Why is that a problem?

When Do We Need an Accurate Transcription of Dis�uent Speech?

For ASR, many approaches have been suggested for thedetectionof
dis�uencies and for improving ASR performance of dis�uent structures
(cf. e.g., Stouten et al., 2006; Kaushik et al., 2010; Lu et al., 2019; Tran et al.,
2018); while some studies suggested to discard dis�uencies in terms of
FPs from speech (e.g., Kaushik et al., 2010), others tried to distinguish
FPs from other non-lexical word tokens, such as backchannels (e.g.,
Mihajlik et al., 2024). Depending on the application, the mismatch of
the speech signal's acoustics and a transcription tool's output may be
more or less acceptable, or, for some applications even appreciated:
For a system that takes meeting minutes or creates TV subtitles, it
is probably undesired to have a precise transcription of all the �ller
particles, hesitation tokens and misarticulations that had been uttered;
and they should rather be discarded from the transcript. Moreover, it
might be favourable to change the transcript even further by correcting
minor grammatical �aws, such as regularisations (e.g., footsinstead of
feetas the plural of foot, cf. Goldberg & Ferreira 2022) or agreement
errors (e.g., correcting the wereto wasin The key to the cabinetswereon
the table, cf. Christianson 2016). For instance, Horii et al. (2022) replaced
all �ller particles and hesitations 6 with dummy symbols to reduce ASR
transcription errors in spontaneous Japanese (Maekawa, 2003), which
reduced the character error rate by 5.7 % (compared to 16.0 % in the
baseline). For transcribing the semantic content of a speech database,
this is probably a good solution to discard non-lexical tokens in dis�uent
speech.

Other applications, however, require an exact verbal transcription of

6It is not entirely clear, what the difference between �llers and hesitationsis.
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all tokens produced. For language learning tools, for example, pre-
cise transcriptions are needed that represent exactlywhat was said and
even howit was said to provide useful feedback to a second language
learner. Lu et al. (2019) used a bidirectional LSTM model to detect
grammatical errors for learners of English. They tested different ASR
systems and mentioned the »lack of annotated spoken learner corpora«
(Lu et al., 2019, p.2) that made �ne-tuning to different domains and
adding con�dence scores necessary. They successfully adapted the
detection of grammatical errors from the text domain to speech from
non-native speakers, while their approach still lacks dis�uency detec-
tion and speech segmentation. Tian et al. (2021) argued for retraining
dis�uencies in their BERT model instead of removing them to make the
system respond better to natural speech. Another application where
high-quality, accurate transcriptions are indispensable is corpus cre-
ation. To be able to analyse human conversation linguistically, it is
necessary to get an exact representation of the acoustic speech signal in
the annotation. For instance, word fragments may have been caused
by an interlocutor's interruption (e.g., Drew, 2009); �ller particles may
reveal a level of cognitive load or formality of a conversation (Böttcher
& Zellers, 2024) or carry structuring meaning in turn-taking (Schegloff
et al., 1977), which would make it unsuitable to skip them. Lopez
et al. (2022) showed that back-channels and discourse particles are
the most often missed tokens by ASR systems. While in systems like
Whisper (Radford et al., 2023), non-lexical tokens are often skipped
on purpose as they do not contribute to the speech's lexical/semantic
content itself; lacking those tokens in transcripts means, however, that
these resources are not available for research in other domains, such
as prosodic analyses of �ller particles in conversations or the develop-
ment of more natural dialogue systems (Betz & López Gambino, 2016).
Finally, the detection and labelling of dis�uent speech is indispensable
is the development of tools to assist the process of speech therapy for
pathologies like stuttering or to support the detection of early dementia
or Parkinson's disease (Cmejla et al., 2013).
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1.2 Main Contributions of This Thesis

For decades, ASR systems were improved through the development of
increasingly complex architectures and by being trained on growing
amounts of data. The necessity of incorporating linguistic knowledge
did not seem to be of any advantage anymore. In this regard, it is of no
surprise that nearly everyone who has been active in the realm of ASR
probably sooner or later stumbles across one or another version of the
following quote by Bed�rich »Frederick« Jelínek:

Anytime a linguist leaves the group, the recognition rate goes up. 7

With the introduction of transformers, another leap was achieved in
recognition accuracy even for more of the less-researched languages
and more complicated data, such as speech in dif�cult acoustic condi-
tions, and one of the most challenging speaking styles: spontaneous
conversations.

Researchers often advertise their technologies as »recognizing with
human-like accuracy« (Arnold et al., 2017, p. 1), being »very close to
human-level accuracy« (Radford et al., 2023, p. 5), or »achieving human
parity« (Xiong et al., 2016, p. 1), raising expectations that may leave
readers disappointed when the details reveal that either the constraints
in which these statements pertain are narrow, or that the proverbial
human level on that task is not very high either. Already before the
introduction of transformers, attention was repeatedly drawn to this
issue. Transformers have, certainly thanks to their potential, given a
further boost to this: When releasing Whisper, OpenAI introduced it
as a system that was approaching »human-level robustness« (OpenAI,
2022). They substantiated this statement based on read English data
from LibriSpeech for which they compared their ASR results with those
of one human annotator.

Their results raise interest in the extent to which this robustness trans-
fers to other speaking styles. According to Riviere et al., the prevalence
of dis�uent utterances in spontaneous speech has not been re�ected in
established training data sets (Riviere et al., 2021), leaving researchers
questioning whether reported WERs re�ect in-real-life values (cf. Szy-
mański et al., 2020), as dis�uent utterances make up for a large amount
of the utterances in spontaneous speech (e.g., Eggins & Slade, 2004).

7There are multiple versions of this quote, which are all based on hearsay, making
an exact citation impossible (cf. Wikipedia, 2018).
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Recently, the term explainable AI8 has been established across �elds to
put emphasis on the need for gaining more knowledge about what
widely used technologies actually learn during training and then ex-
ploit in their application. In line with this approach, I would like to
contribute to this understanding by providing a detailed error analysis
in the context of challenging syntax or timing, especially in terms of
dis�uencies that consist of more complex, context-dependent sequences
of words instead of single non-lexical tokens like �ller particles.

Moreover, it is worth asking what the ›human-level accuracy‹ on syn-
tactically dis�uent utterances is. When conducting transcription ex-
periments with human participants for comparable purposes, very
controlled, often manipulated, stimuli are usually used as to limit the
variation within and between stimuli of one kind. For example, it is not
uncommon for stimuli to be recorded for the purpose of a perception
experiment (sometimes even by only one speaker) in order to capture
speci�c phenomena that would otherwise have to be effortfully ex-
tracted from spontaneous speech corpora. I make this effort here by
extracting stretches of speech from a corpus where the phenomena that
I am interested in are embedded into a larger context of longer conver-
sations. That way, the extracted stimuli re�ect the full naturalness of
what happens in casual conversations.

This thesis documents an interdisciplinary work that connects speech
technology and speech science. Its body is based on experiments in
which stimuli taken from a large corpus of conversational speech are
presented both to humans and to multiple state-of-the-art automatic
speech recognition systems. Given that the experiments with humans
and machines were designed together allows their direct comparison, in
contrast to other work that compares human and machine performance
ad hoc. The aim of this thesis is to provide insights into which charac-
teristics of conversational speech affect correct word transcription by
humans and machines on the utterance and word level. The introduc-
tion and development of novel ASR architectures is not an objective
of this thesis. Instead, I hope to that my �ndings will inspire speech
technologists to learn from this comparison with respect to where their
algorithms may improve when learning from human patterns.

8The excessive use of the term arti�cial intelligence (AI) for many kinds of technolo-
gies (that have more or less overlap with AI, often less) should only be mentioned at
this point; I would like to point out that the focus in this thesis is rather on the part
explainablethan on the part AI .
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The main contributions of this thesis are:

• An analysis of the main characteristics which (in-)correctly tran-
scribed words have in common, giving insight into transcription
errors beyond WERs, as WERs average over the errors and thus
blur the variety within transcription errors.

• A comparative study of perception experiments with human par-
ticipants and transformer-based ASR systems.

• A detailed analysis of those kinds of dis�uencies that consist in
timing or multi-word patterns and have, in contrast to FPs, often
been neglected in previous research.

• A novel visualisation technique suitable for a combined qualita-
tive and quantitative analysis of stimuli by encoding word-level
features while maintaining the contextual information of a word
within its utterance.
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Chapter 2

Common Methods and
Materials

Figure 2.1: Methodological overview of the three-stage analysis of human
transcription (HT) and ASR used in the core experiments of this thesis TRähX
and TREX(Chapters 3 and 4).
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Figure 2.1 shows the methodological overview of the common methods
used in this thesis: First, we select dis�uent utterances from spon-
taneous conversations, based on manually assigned communicative
functions. Second, we conduct transcription experiments with human
participants and decode the same stimuli with different ASR systems.
Third, we determine the word error rates (WERs) to analyse the tran-
scriptions on the utterance level. Fourth, we determine for each word
in each transcription whether it was correct or incorrect to analyse the
characteristics of (mis-)transcribed words. Finally, we reassemble the
(mis-)transcribed back into their utterances and qualitatively analyse
the words within the utterances.

While for humans »there is a system in place that lets speakers deal with
errors and dis�uencies« (Wiltschko, 2021, p. 68), humans are not used
to transcribingon a daily basis. Unlike the common usage, we thus use
the term transcriptionrather than recognitionin this thesis, as we do not
assume that a mistranscription (by a human participant) is equivalent to
a misrecognition. We abbreviate the term human transcriptionwith HT.
ASR systems, in contrast, are built for transcribing speech signals but are
trained mainly on �uent speech (e.g., Riviere et al., 2021); for them, we
stick to the established abbreviation for automatic speech recognition
(ASR). We further use the term wordsfor lexical word tokens.

2.1 Data – Dis�uent Utterances in Spontaneous Con-
versations

We selected utterances from the conversational component of the Graz
corpus of Read and Spontaneous Speech(GRASS; Schuppler et al., 2017).
The conversations were spontaneous, unscripted, and face-to-face be-
tween pairs of native Austrian German speakers who knew each other
well. There has been much research on standard German as spoken
in Germany; despite representing another German variety, GRASS is
one of the few unscripted conversational speech corpora for German.
While some characteristics of GRASS are speci�c to the language and
variety of a corpus (such as pronunciation, word order to some degree
etc.), others are independent from the language or language-variety and
depend mainly on the speaking style, such as the frequent occurrence
of the dis�uencies we look into here. The conversations were anno-
tated at multiple levels, from which we used the detailed orthographic
transcription and the annotations of communicative functions as part
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of turn-taking annotations. In the following, we discuss the aspects
that we believe make GRASS particularly interesting for both speech
scientists and researchers in speech technology, while setting GRASS
into the context of other established corpora in the �eld.

2.1.1 What Makes GRASS a Suitable Corpus for Studying
Dis�uencies in Conversational Speech?

Spontaneous speech does not equal spontaneous speech, and the cor-
pora out there differ widely and thus cover a wide variety of aspects of
human conversation (Wagner et al., 2015). There are many spontaneous
speech corpora from which we can only address a selection below. In
each paragraph, we refer to other corpora that share the aspects that
are discussed in this paragraph. However, the respective corpora might
share other aspects with GRASS as well.

Multiple speakers. A corpus containing conversations (of any kind)
differs from other spontaneous speech corpora, with, for instance, politi-
cal speeches (e.g., Tyrkkö, 2010), because there is more than one speaker.
Therefore, speakers share the text to some extent. This induces the
necessity of turn-taking, which may depend on a couple of factors like
the setting or the relationship of the speakers. All of the other corpora
that we mention below contain two or more speakers.

Relationship between the speakers. There are corpora of sponta-
neous conversations, where the speakers did not know each other (e.g.,
Kohler et al., 2018). In GRASS, each pair of conversation partners con-
sisted of speakers who knew each other well. The speakers were close
friends, (romantic) couples, close colleagues, or family members. It
was possible to observe different dynamics between the speaker pairs
(cf. Appendix A): Some conversations were characterised by the speak-
ers taking turns in longer episodes of one speaker elaborating on a
topic, while the other one was mainly listening and providing back-
channels or asking short (clari�cation) questions. Other conversations
were much more interactional, with speakers interrupting each other
frequently, or jumping forth and back between topics. An example of a
corpus containing spontaneous conversations among French speakers
who knew each other well prior to being recorded is the Nijmegen
Corpus of Casual French (Torreira et al., 2010).
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Unscripted. Many corpora that contain speech from spontaneous in-
teractions between multiple speakers are task-oriented (e.g., the HCRC
Map Task Corpus Anderson et al. 1991, the Kiel Corpus of Spoken
German Kohler et al. 2018, or Verbmobil Wahlster 1993). Restrictions
like these may have the advantage of limiting the variation between
topics and dynamics, which might further make it easier to observe
overall patterns occurring in a con�ned setting. However, it may affect
the naturalness of the conversation. The conversations in GRASS were
fully unscripted, and the speakers were not given tasks or topics for
their conversation, yielding a wide range of topics: While in some con-
versations, the speakers were very aware of the fact of being recorded
(some would explicitly mention that they would like to skip a certain
topic), in others, the speakers seemed to completely forget about the
situation resulting in a variety of topics: There are conversations in
which speakers would switch from talking business to gossiping about
their employers or other people. In other conversations, a couple would
discuss their relationship or how to raise their child.

Face-to-face. Another important aspect of GRASS is the recording
setting with speakers talking face-to-face (in contrast to established cor-
pora that contain English telephone conversations, such as Switchboard
Godfrey et al. 1992, or Fisher Cieri et al. 2004). Corpora with face-to-
face conversations in other languages than German are, for example,
the Nijmegen corpora (for Dutch: Ernestus, 2000, Spanish: Torreira &
Ernestus, 2010, French: Torreira et al., 2010, Czech: Ernestus et al., 2014),
or BUCKEYE for English (Pitt et al., 2005). For German, parts of the
conversations in the IMS GECO data base (Schweitzer et al., 2015) are
face-to-face, but task-oriented, like also in Verbmobil (Wahlster, 1993) or
the Kiel Corpus (Kohler et al., 2018). Face-to-face conversations are usu-
ally more interactional, as they also contain non-verbal communication,
than distant speech like telephone conversations.

Spontaneity. As mentioned earlier, most of the conversations in GRASS
were highly interactional. People were laughing, using swear words
and interrupting each other frequently. Examples of corpora for other
languages with a comparable level of spontaneity may be: For English,
the BUCKEYE corpus (Pitt et al., 2005), which contains many reductions,
dis�uencies, or the use of slang words. However, it has the style of
an interview that has other dynamics in turn-taking (and potentially
hierarchy between the speakers). For Czech, the Nijmegen Corpus of
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Casual Czech (Ernestus et al., 2014), with conversations between three
speakers, from which two were naive, and one instructed to keep the
conversation going. In the Nijmegen Corpus of Spontaneous Dutch
(e.g., Ernestus, 2000, ch. 5), many indicators of casualness were mea-
sured, such as reduction phenomena; however, the experimenter was
present during the recordings, which might have affected the speakers'
behaviour. Finally, the BEA database, a corpus for Hungarian, contains
spontaneous speech in an interview style and conversations of three
people, with one of them guiding the two others through different
topics (Mihajlik et al., 2022).

Language (variety). An additional aspect that is frequently addressed
when presenting our work at conferences or in journals is the language
(variety) of the GRASS corpus. GRASS contains speech from Austrian
German native speakers. In the discourse with speech technologists, we
frequently received comments like ›Why do you use a corpus of such a
small variety of German?‹. The answer is simple, since the experiments
with humans, which are an essential part of our work, are conducted
in Austria to ensure them to take place in a controlled environment.
In order to get meaningful results, we need to present the participants
with speech material they are familiar with from their everyday conver-
sations. From the speech science community, in contrast, one would
rather hear questions like ›Why do you use such a mainstream lan-
guage like German?‹. While German Standard (as spoken in Germany)
belongs to the languages that are well represented in established speech
corpora, the Austrian variety of German is rather low-resourced there.
Further, and most importantly, the effects that we are interested in in
this thesis (i.e., dis�uencies) are (mostly) independent of language.

2.1.2 Annotation of Syntactic (In-)Completion

For a subset of the corpus, there are annotations of communicative func-
tions and turn-taking (Schuppler & Kelterer, 2021; Kelterer & Schuppler,
2025) based on conversation analysis criteria, meaning that it was anno-
tated what actually happenedin the conversation and not what might
have beenintended(e.g., signalled by prosodic marking) by the speakers
(Ogden, 2024). Overall, the annotations consist of 2,593 inter-pausal
units (IPUs) that were annotated in 95 minutes of 15 conversations in
GRASS and 3,771 Points of Potential Completion (PCOMPs) that were
annotated in 70 minutes of 14 conversations.
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Boundaries were set for the IPUs where either a turn-change happened,
or the speaker paused for more than 150ms.9 For PCOMP, boundaries
were set at each point where the speaker had produced a structure
that was syntactically complete, that is, where they reached a transition
relevance place (TRP) and could have ended a sentence (Selting, 1996),
or, where an incomplete structure was interrupted in order to rephrase
and start a new, complete structure.

In this thesis, we categorise the utterances according to so-calledincom-
plete (turn-) holdson the IPU layer, and disruptionson the PCOMP layer.
In total, 15 % (N = 334) of all IPU labels were incomplete holds, that
is, a turn hold where the speaker pauses in the middle of a syntactic
structure and then continues speaking after the pause; incomplete holds
made up 39 % of all turn holds in the labelled subset of GRASS (Kelterer
& Schuppler, 2025, p. 9–10). A similar case to incomplete holds are
so-called trail-offs, where a speaker stopped speaking in the middle of a
syntactic structure, but the other speaker continued ( 1.3 %of the IPU
labels). From the PCOMP labels, 6.25 % (N = 213) of the labels were
disruptions, that is, a speaker (self-)interrupted a syntactic structure at
a point where it was syntactically incomplete. A similar case is labelled
incomplete(3.64 % of labels), where a speaker also interrupts themselves
before reaching a TRP but after that the other speaker picks up the turn.
An example for such annotations is shown in Figure 2.2.

Figure 2.2: Annotations of communicative functions in GRASS on the layers
inter-pausal unit (IPU) and points of potential completion (PCOMP).

9Note that an audible breathing by the speaker was treated as a turn-holding device
and did thus not yield setting a boundary on the IPU layer.
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2.1.3 Stimuli: Dis�uency Types and Conditions

We call utterances (complete) if they were at they are syntactically com-
plete at the point of the dis�uency 10 and a new structure was started
after the dis�uency (this dis�uency type only occurs in the experiment
presented in Chapter 3):

das ist eine andere geschichte

(that's another story
ahm

umm

und er ist sechsundachtzig

and he is sixty-eight)

We call utterances durational if they are syntactically incomplete 11 and
was continued after the dis�uency; thus it showed a durational dis�u-
ency only (i.e., a (�lled) pause) but no syntactic dis�uency, meaning
that the same syntactic structure that the speaker had started before the
pause (pre-dis�uency ) is continued after the pause (post-dis�uency ):

es wäre dort eine interessante

(there would have been an interesting
äh

er

�rma gewesen

company)

dass er den

(that he prefers to spend the

Abend lieber mit seiner neuen Freundin verbringt

evening with his new girlfriend)

We call utterancessyn+dur if they contain structures with both a syntac-
tic and a durational dis�uency, i.e., the speaker interrupts a syntactically
incomplete structure and does not continue it after the (�lled) pause,
but instead, they start a new syntactic structure after the pause:

weil das ist

(because that is
ähm

uhm

die fahren dich nämlich ganz rauf

they drive you all the way up)

dann wäre er

(then he would be

dann hätte er eine aussage treffen können

then he could have made a statement)

We call utterances syntactic if they contain structures with a syntactic
but no durational dis�uency. Like in syn+dur , these structures are
syntactically incomplete at the point of the dis�uency and not continued
after the pause (this dis�uency type only occurs in the experiment
presented in Chapter 4):

10We did not use the continuation via an increment vs. rephrasing of the rear part as
an additional factor as it was not our main focus.

11The dis�uency occurred at a point where the speaker did not reach a transition
relevance place (TRP) yet (Selting, 1996).
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ja aber wie ist er jetzt auf

(yeah but how did he now

hat er gemeint du sollst irgendwas machen

did he say you should do anything)

Dis�uency types durational , syn+dur , and syntactic have in common
that the dis�uency occurs in the middle of a syntactic structure. In
complete, the syntactic structure that was started before the dis�uency
is syntactically complete when the dis�uency occurs (i.e., ends in a
TRP). In syn+dur and syntactic , the structure that was started before
the dis�uency is not continued after the dis�uency, nor is it in complete.

In order to reveal the effect of syntactic (in-)completion on whether
humans or machines transcribe words correctly, we present all utter-
ances in three different conditions: Either, the utterance is presented
as a whole (condition whole), or only the part before the dis�uency is
presented (pre-dis�uency , in a dotted frame in the examples above), or
the part after the dis�uency ( post-dis�uency , dashed above).

2.1.4 Selection and Exclusion of Stimuli

We aim at analysing the transcription accuracy of speech from spon-
taneous conversations. Like Riviere et al. and Szymański et al., we
argue that currently reported state-of-the-art WERs (e.g., earlier nicely
compiled by Synnaeve, 2020) on spontaneous conversations do not
re�ect the actual performance on face-to-face, unscripted conversations,
or at least, these WERs only show part of the whole picture. Therefore,
we did not manipulate any of the stimuli to allow for a variety in their
characteristics that re�ect the nature of this speaking style: the num-
ber of words in the whole utterance as well as before/following the
dis�uency, the lexical content, the variation in pronunciation, etc. To
still achieve a certain level of comparability, we �ltered the pre-selected
utterances in the following ways:

1. We excluded utterances that contained laughter, foreign language
words, technical terms, and speaker noises (such as throat clearing
or smacking), and those that contained �ller particles in the pause.
We excluded word fragments as much as possible. Still, we kept
two stimuli containing a maximum of one word fragment each in
TREX.

2. We selected utterances with a medium length both in terms of the
number of words and their duration. It is known and intuitive
that the number of words affects the transcription accuracy of
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humans as their short-term memory is limited (cf. Baddeley &
Hitch, 2019). As we wanted to keep a certain level of variety (as
mentioned above), we kept some utterances with a rather high
number of words to potentially see an upper bound of what is
still processable by the participants.12 Also, ASR may be affected
by the number of words in an utterance, as transformers usually
bene�t from more context. 13

3. We excluded utterances that contained another dis�uency before
the target dis�uency.

4. In longer stretches of speech, we decided to cut the stimuli so
that they would start at a point where it is not unlikely to start an
utterance in conversational speech (approx. sentence beginning).

The utterances that we used in this thesis comprise patterns that re-
occur frequently in the conversations of GRASS; they were produced by
29 different speakers (out of 39 speakers in total), and are thus represen-
tative of the corpus. By presenting them to a good pool of participants
in the transcription experiments (i.e., one with 41 participants (average
age of 23.7 years) and one with 54 participants (average of 28.4 years),
where both pools were approx. gender-balanced) and feeding them
into multiple ASR systems, we were able to obtain a large number of
observations on the utterance and word level, allowing us to apply
statistical modelling techniques such as conditional inference trees and
mixed-effects regression models. With this approach (having a rela-
tively small set of utterances, but a large pool of participants) we can
generalise well across which characteristics of spontaneous speech are
easy vs. dif�cult for across a large group of individuals, while keeping
the workload for each of them feasible (approx. 60 minutes experiment
duration per person, incl. training).

2.2 Transcription Experiment

It is well known, that humans' short-term memory has a limited ca-
pacity (e.g., Miller, 1956). Words in an utterance (like ours) are not
independent of each other, which makes it possible to use stimuli with

12In retrospect, these longer utterances did not appear to be outliers, so we were able
to keep them for the analysis.

13For both, humans and ASR, we checked the correlation between the WER and the
number of words, the stimulus duration and the articulation rate (see Appendix B).



20 Chapter 2. Common Methods and Materials

more than seven words (e.g., Baddeley & Hitch, 2019), but still requires
incorporating considerations about choosing stimuli wisely (in terms
of their length both as the number of words and the duration of the
audio signal). We therefore controlled for the length of the stimuli in the
transcription experiments that are described in sections Sections 3.2.1
and 4.2.1. Further, as the studies presented in this thesis deal with
dis�uent structures, it is important to mention that humans usually
don't struggle with dis�uent structures in their everyday communica-
tion. However, transcribingis not a task that we are used to so much.
We even sometimes overhear (non-)lexical (word) tokens that would
not »belong« there, for instance, in a written sentence, when being
asked to transcribe. We therefore allowed the human participants in
the transcription experiments to listen a second time and correct their
�rst transcription. These �rst and second transcriptions(/answers) are
brie�y described in Sections 3.3.1 and 4.3.1.

2.2.1 Participants

The participants in the transcription experiments were native speakers
of Austrian German (or comparable). Since there was no overlap in
participants between the two transcription experiments TRähXand TREX,
further details about the participants are described in the respective
sections (Sections 3.2.2 and 4.2.2).

2.2.2 Experimental Procedure

The experiment was structured into three parts: one training and two
main experimental parts. The stimuli were presented in a sound-proof
recording studio over studio headphones. The total duration for one
participant was approximately 60 minutes. In the training, the partic-
ipants were to transcribe a small set of example stimuli to familiarise
themselves with the general setup (i.e., the input method and the in-
structions) as well as the nature of the stimuli. All dis�uency types and
conditions were covered by the training data. After the training, the
participants were given the chance to ask clari�cation questions. An
obligatory �ve-minute break split the main experimental parts (partic-
ipants could pause longer if desired). Each part contained half of the
stimuli, presented according to Latin Square ordering, such that each
participant began with another stimulus.

Participants were exposed to each stimulus exactly two times, immedi-
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ately following each other. During the �rst exposure to the stimulus,
they could type their transcription into an input �eld. When clicking
a button, editing this �rst answer was made impossible, and the tran-
scription was automatically copied into a second, editable input �eld.
The stimulus was played the second time, allowing participants to cor-
rect their �rst transcription after a second listen without changing the
�rst one. After the second transcription, they were asked to rate how
dif�cult they perceived transcribing the current stimulus on a four-level
scale from 4 (very dif�cult) to 1 (very easy).

Demographic and other metadata of the participants, such as regional
background, age, gender, education, etc., were requested at the end
of the experiment to avoid performance biases due to re�ecting on
stereotypes concerning socio-economic factors (e.g., Schmader et al.,
2008).

Technical Details. The transcription experiments took place in the
recording studio of Graz University of Technology, all with the same
laptop and the same high-quality headphones. In order to control for
the audio quality during the experiments, we did not conduct them
online. Otherwise, we would not have been able to infer if someone
mistranscribed words because the speech was dif�cult to understand by
its nature or because they were listening to the speech material under
suboptimal audio conditions.

2.3 Automatic Speech Recognition Systems

In 2017, Vaswani et al. introduced the transformer architecture that
is based on an attention mechanism, which replaced the recurrence
that other architectures (e.g., long short-term memories as introduced
by Hochreiter & Schmidhuber, 1997, revised for less complexity by
Mikolov et al., 2015) depended on. While the count of citations of the
publication 14 can only serve as anecdotal evidence, it does though give
us an idea of the importance of the architecture that Vaswani et al.
introduced. In this thesis, we compare the transcriptions of different
transformer-based ASR systems (wav2vec, Ott et al., 2019, and Whisper,
Radford et al., 2023). These transformer-based systems do not explicitly
embed words as, for example, their predecessors did, (e.g., Hochreiter
& Schmidhuber, 1997; Mikolov et al., 2013; Pennington et al., 2014),

14175,414 on Google scholar, as of 12th April 2025, 15:04 CET.
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but they encode information directly from the audio data and thus
make use of implicit relationships between dependent information that
is given at different times in the signal. The transformers' attention
mechanism allows them to keep track of long-term dependencies in
the data, such as previously mentioned information, while not being
dependent on recurrence in the architecture, which would increase
computational complexity (cf. Segal-Feldman et al., 2025). That way,
transformers can process large amounts of data at once and in this way,
learn a considerable amount of complexity (Vaswani et al., 2017).

2.3.1 wav2vec-Based Systems

We used wav2vec-based models, more speci�cally the pre-trained XLSR-
53 model (Facebook Research, 2022) which was trained on 56k hours
of multilingual speech data (Conneau et al., 2021). This model was
�ne-tuned on conversational speech from GRASS by Linke et al. (2025)
who performed a cross-validation with the 19 GRASS conversations
by �ne-tuning with 18 conversations, randomly choosing 10 % of the
training data for validation and testing with 1 conversation. For each
stimulus in our data, we used the respective model that had not seen
training data from the respective speaker. For decoding the stimuli,
we applied three different methods: (1) without lexicon and language
model (called w2v-lex-free below), (2) with lexicon ( w2v-lex ), and (3)
with lexicon and language model ( w2v-LM-2.0). The language model
contained additional text data gathered from subtitles from Austrian
TV, speeches from the European parliament (Europarl; Köhn, 2005) and
German Wikipedia (see Linke et al., 2022, 2023).

2.3.2 Whisper-Based Systems

We used zero-shot Whisper models that were »trained on 680,000 hours
of audio and the corresponding transcripts collected from the internet.
[...] 438,000 hours [represent] English-language audio and matched En-
glish transcripts, [...] 126,000 hours [represent] non-English audio and
English transcripts, while [...] 117,000 hours [represent] non-English
audio and the corresponding transcript. This non-English data repre-
sents 98 languages.«15 The models differ in their size (layers, number

15Information from OpenAI's Whisper repository on GitHub (https://github.
com/openai/whisper/blob/ba3f3cd54b0e5b8ce1ab3de13e32122d0d5f98ab/model-
card.md?plain=1#L49, accessed on 2024-July-23).
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of parameters etc.). We used the modelsbase,16 small , medium, and
large (versions v1, v2, v3),17. From the description by Radford et al.
(2023), it remains unclear how large the amount of German data was
that was included in the training material, nor do they report the exact
sources of the data. However, we found a couple of hallucinated lines
referring to subtitles from German TV channels. We tested different
temperatures as well as leaving the temperature unset. A lower tem-
perature allows for less ›creativity‹ in the output and is expected to
suit a transcription task better than a higher temperature. Only for the
model Whisper-large-v1 , we found a difference between the transcrip-
tion accuracy in terms of WER. For each model, we kept only the best
version. Further, we used the mediummodel, �ne-tuned to GRASS (Linke
et al., 2025).18

2.4 Data Post-Processing

Before analysing the transcriptions for further analysis, we revised them in a
multi-level post-processing procedure. For making fair comparisons across
transcriptions from different participants and ASR systems, we had to apply
some corrections that go beyond standard text-normalisation. In the text-
normalisation process, we �rst removed punctuation and additional white
spaces that would lead to mismatching words in the transcription and ground-
truth (e.g., Wagner et al., 2024). We �xed obvious typos in the transcriptions
from the human participants: Words that showed minor misspellings like
swapped characters where this swapping did not yield or get close to another
existing word (such as ›wahrscehinlich‹ � ›wahrscheinlich‹, probably). There
were several separable verbs in our data, which allow for different ortho-
graphic ways of writing them (e.g., ›zurückzuführen‹ vs. ›zurück zu führen‹,
attributable to); we treated both ways as similarly valid and split these into
multiple words for both HT and ASR. Further, we allowed common reductions
that are even used in colloquial writing and are semantically identical, such as
the typical deletion of [ @] at the end of verb forms in the �rst person singular,
such as ›hab‹ instead of ›habe‹ (have), again, for HT and ASR. Colloquial, di-
alect, and slang words occur frequently in the GRASS corpus and are thus also
part of the subset used in this study. Despite these words being rather used in
spoken than in written communication, they may be used when frequently
exchanging text messages with peers: the use of such words and abbreviations
(e.g., ›thx‹ as a short version of thanks) becomes frequent. Still, it is an indi-
vidual choice whether or not, and with whom, a person uses these shortcuts

16The results from this model are excluded in the analyses below because many
stimuli were not transcribed in German despite explicitly setting the language.

17as of 22nd March 2024;beam_size=5, patience=2 , language="de" .
18Each of the �ne-tuned systems did only see the data of the conversations that did

not contain the speaker of the utterance to be decoded.
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in their written messages. It may thus be that »translations« from dialectal
words to standard German (e.g., ›Haxn‹ � ›Bein‹, leg) by some participants
stem from their notion of being in an experimental setting that potentially
reminded them of a dictation task in school where pupils are explicitly asked
not to use colloquial or dialect words. It may be assumed that the participants
who used these mappings understood the correct word and also remembered
it correctly; however, it might also be that they only remembered a semantic
neighbour and therefore chose the corresponding word in standard Austrian
German. Hence, we treated such replacements as errors. Finally, we allowed
single wrong letters if they were just duplicates or phonetic neighbours of
the correct letter, such as the voiced variant of an unvoiced plosive (e.g., in
andererseids instead of andererseits, on the other hand), if they were not close to
another existing word. These misspellings could stem from a lack of spelling
knowledge, but do not contain meaningful information about whether a word
was correctly understood by a participant. Stronger reductions with multiple
wrong letters, such as ›ingwie‹ instead of ›irgendwie‹ ( somehow) by wav2vec,
were not allowed and counted as wrong because these would also not be
expected to be found by any human, not even in a casually written form, such
as in chats.

2.5 Variables and Feature Extraction

For each stimulus, we determined the WER for each participant and ASR
system, and from this derived for each word whether its transcription was
corrector incorrect. For some of the variables, we needed word- or phone-level
alignments representing their realisation (i.e., how the words were actually
pronounced in each utterance), which was often not their canonical pronunci-
ation due to the highly spontaneous speaking style in the data. The realised
pronunciations were gained from forced alignments done with Kaldi (Povey
et al., 2011, trained on the data of the whole corpus, Linke et al., 2023) that we
provided with a detailed pronunciation lexicon containing multiple possible
pronunciations per word adapted to Austrian German conversational speech
(Wepner, 2025 extended from Schuppler et al., 2014) and extended for the
newer version of GRASS (v2.9) that we used in this study. We used the forced
alignments to determine the duration of the stimuli and words ( wordDur), to
calculate the articulation rate (i.e., the number of phones per second excluding
pauses) of the stimuli (artRate ), and pronunciation distance ( pronDist ) as
the Levenshtein distance of the realised pronunciation to its canonical repre-
sentation. For instance, a typical transformation of the word ›haben‹ ( have) is
the schwa-deletion, followed by an assimilation of the nasal, and the vowel
substitution in the stressed syllable, changing the canonical pronunciation
[ha:b@n]to [hOm]. The pronunciation distance in this case is 0.8. This vari-
able pronunciation distance thus re�ects both the degree of reduction and
the strength of the dialect. We determined the logarithmic lexical frequency
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of each word (in terms of the number of occurrences in the whole corpus) 19.
Further, we determined whether the neighbouring words were transcribed
correctly or not, encoded in the variables ( pNeigh, previous neighbour and
sNeigh, subsequent neighbour).

Other factors that might in�uence transcription may be the number of words
in the stimulus: Transformer-based ASR systems may bene�t from longer
stretches of speech, whereas humans' short-term memory is limited (Baddeley
& Hitch, 2019). Since the number of words depends on the conditions (as pre
and post are naturally shorter than whole) and is highly correlated with the
stimulus duration and this in turn with the articulation rate, we tested their
correlation with the WER. As the WER had the highest correlation with the
articulation rate of the stimulus ( artRate ), we included the articulation rate
into the analysis to cover its in�uence on the transcription.

For grouping the words into function and content words ( funVScon), we gath-
ered Part-of-Speech tags with the Tree Tagger (Schmid, 1995) using the spoken
German tag-set STTS 2.0 (Westpfahl & Schmidt, 2016; Westpfahl, 2014).20 We
manually corrected the tags before grouping them. We de�ned nouns, verbs
(excluding auxiliary verbs), adjectives, and number words as content words,
and the rest as function words.

2.6 Three-Stage Analysis of the Transcriptions

Our analysis consists of three stages reporting the differences and common-
alities between HT and ASR. In the �rst stage, we use descriptive statistics
to give an overall overview of the WERs for HT (hWER) and ASR (aWER)
on an utterance level (see Sections 3.3.1 and 4.3.1). In the second stage, we
quantitatively analyse the effects of different variables and estimate their rel-
ative importance in predicting whether a word was transcribed correctly or
not. Following the method described by Levshina (2021), we use Conditional
Inference Trees (CITs) which divide the data based on signi�cance and in-
herently handle interactions between the variables. We chose the settings
and parameters rather conservatively in order to depict actual patterns in
the data instead of speci�c peculiarities of individual words or stimuli (see
Sections 3.3.2 and 4.3.2). Certainly, it may depend on many factors, in�uencing
whether a word was transcribed correctly or not, for instance, because some
utterances may be generally more dif�cult to process than others. Thus, in
the third stage, we present a scheme for visualising transcription errors of
individual words in the stimuli, together with a short qualitative analysis of
some utterances (see Sections 3.3.3 and 4.3.3).

19Since the corpus data stems from a non-dominant variety of German, we did not
determine the word frequency based on publicly available databases for German.

20This tag-set extends standard tag-sets with a variety of tags that affect (non-)lexical
tokens that do not occur in written language but are frequent in spoken language.
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For some control factors known from the literature to have an effect on WERs,
but also correlate with other word-level features, we determined their correla-
tion 21 with the WER and only included the one that was correlated the most
and thus is assumed to have the strongest effect on transcription errors while
not being correlated with the independent variables.

2.6.1 Stage 1: Transcription Errors on the Utterance Level

The established measure for evaluating the transcription accuracy of ASR is
the word error rate (WER). It has some known weaknesses, such as very high
values in the case of many deletions or insertions. There have been attempts
to establish a better measure that may overcome them (to some extent), for
instance by Popović & Ney (2007) or Morris et al. (2004), but still, none of these
measures have been established so far against the WER; which also makes
sense, because the WER is easy and straightforward to determine and does
not induce the propagation of errors introduced by faulty corrections. This
makes the WER somehow trustworthy in its very basic way. Hence, in order
to keep our work comparable with other studies in the literature, we also
report detailed WERs for the experiments in this thesis. We compare the WERs
of all the transcriptions by HT and ASR and split them up into the different
dis�uency types and conditions that we are interested in, as well as other
factors.

Technical Details. All words were text-normalised (i.e., lower-cased, digits
were converted to number-words, and punctuation was removed). 22 Then, the
WERs were calculated with the jiwer package (Morris et al., 2004) for Python,
version 3.0.1.

2.6.2 Stage 2: Transcription Errors on the Word Level

Different statistical methods have been established in the �eld of speech sci-
ence to be able to draw conclusions which factors have an effect on the obser-
vations taken. The choice of statistical method needs to be taken into close
consideration of the experimental design and of the distribution of observa-
tions achieved. Regression models are one of the commonly used methods to
analyse data statistically. Linear regression can be used to model continuous
outcome variables (such as the WER in our case), while logistic regression
handles categorical outcomes (such as binary classi�cation of a word being
in-/correct, Jaeger, 2008). Mixed-effects models allow the incorporation of
random (intercept or slope) effects to control for variation that does not stem
from the predictors of the study design, as such, but from other in�uencing

21We do not imply a linear relationship between the word errors and the tested
variables in this section. Therefore, we calculated the Spearman correlation instead of
the default Pearson correlation.

22Details on this were described earlier, see Section 2.4
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factors, such as group effects (Baayen et al., 2008). When there are higher-level
interactions (i.e., above two-way interactions) between the predictors, the
interpretation of mixed-effects models can become overwhelming.

Further, when the relationship between the outcome and the predictors is
not linear, regression models are not necessarily a suitable choice. Random
forest classi�ers may overcome this issue as they are agnostic to the data;
they are especially helpful for variable selection (Speiser et al., 2019) in cases
of a large variety of possible in�uencing factors. However, with random
forests, dealing with multi-level categorical variables may introduce a bias
in feature rankings, making the choice of the right feature ranking algorithm
an important step. In contrast, conditional inference trees (CITs) divide the
data based on signi�cance, avoiding over-�tting to the data. They inherently
handle interactions between the continuous and categorical variables and
provide a straightforward interpretability of the data (Gries, 2020; Levshina,
2021).

Given that the distribution of our data did not result in being normal (due
to many utterances with zero WER), we would violate linear regression's
normality assumption. Further, the WER averages over all word errors in an
utterance; it does not give us insight into why transcription errors occur. A
WER of 20 % may seem high at �rst sight. However, in an utterance consisting
of �ve words, 20 % WER corresponds to only one of the words being mis-
transcribed (i.e., substituted or deleted, or an additional word being inserted).
These 20 % do not tell us much about the meaning of this single word error for
the transcription of the whole utterance.

For gaining more insight into the circumstances (in terms of word characteris-
tics) errors happen, we would like to go into more detail to investigate which
of the characteristics of the individual words are dif�cult for HT and ASR. We
therefore extract multiple word-level features, which we feed into a CIT to
�nd patterns that affect the transcription of individual words.

The methods mentioned in this section are, of course, only a selection rather
than an exhaustive listing. All of them have their advantages and disadvan-
tages and this short excursus shall serve to give insight into our reasoning for
focusing on CITs.

Technical Details. The CITs used in this thesis were built with the R pack-
age partykit (Hothorn & Zeileis, 2015, version 1.2-20) with the binary out-
come correct that has the two levels correctand incorrect. The CITs were
built with mtry =

p
Nvariables. We lowered the signi�cance level a from the

default 0.05to 0.01to avoid reporting effects that are related to only some
individual words of only a few stimuli. 23 We further limited the minimum

23A more generous alpha level (alpha=0.05 ) deepened the trees shown below with-
out changing the main splits.
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number of observations (in our case words) in the last split to 5 % of the data
set (minsplit = 0.05� Nwords ) to see only the important splits and prevent the
tree from growing too much into detail by creating many sub-trees with a few
observations only.

2.6.3 Stage 3: Word Errors Within the Utterance

The visualisation technique presented in this section has been published as:
Wepner S and Schuppler B

(When) Does it Harm to Be Incomplete? Encoding ASR Mistranscriptions of
Syntactically Dis�uent Structures

3rd Graz-Vienna Speech Workshop 2025

While the word-based CIT analysis is able to �nd signi�cant patterns that
decide which characteristics made a word hard to transcribe, it does not tell us
wheretranscription errors occur as it isolates the words from their context. For
instance, it does not allow us to learn whether certain stimuli were generally
harder to transcribe than others. With the WER, we may spot stimuli that
have particularly high or low WERs in general, but since the WERs average
over the errors within a stimulus, this measure would not allow us to �nd
occurrences, such as a high-error word in an otherwise low-error stimulus.
Thus, we present a visualisation technique that allows us to spot such words
or stimuli, and to analyse the individual stimuli qualitatively with the aid of a
quantitative feature.

We map every word in each stimulus to an integer number, centred around the
dis�uency as shown in Figure 2.3a. Then, for each word, we then calculate the
percentage of how often the word was mistranscribed (by a human participant
or by an ASR system). This percentage of mistranscriptions is colour-coded as
shown in Figure 2.3b.

To further visualise the difference between the conditions (i.e., whether or
not the stimulus was presented as a whole or only the part before/after the
dis�uency was presented), we subtract the percentage of mistranscriptions in
condition whole from the percentage in pre-/post-dis�uency (Figure 2.4).

The visualisation that we developed for investigating stimuli does not only
contribute to the analysis in our particular experiment but is a methodological
contribution that may support other speech scientists in their qualitative
analysis: The visualisation is helpful to spot details on the word or utterance
level that are not easily found, for instance, as outliers that are de�ned by
exceeding the threshold of a certain variable. It shows some information that
we neither found in the WERs nor in the CITs and reveals effects that were
strong for some stimuli but overall not systematic enough to be a statistically
signi�cant pattern. In general, the visualisation allows to quickly �nd patterns
across stimuli while making it feasible to spot utterances and/or words that
stick out from the rest.
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(a) Each square represents one word in a stimulus with its distance (in terms of number
of words) from the dis�uency at position 0.

(b) An empty square with green borders represents a word that was never mistran-
scribed; the shading in the other squares represents the percentage of how often a word
was mistranscribed by at least one participant or ASR system; a darker red indicates
more mistranscriptions for a word.

Figure 2.3: Mapping words to discrete numbers relative to the dis�uency (for
one exemplary stimulus transcribed by the human participants).

Figure 2.4: Difference between the percentage of mistranscriptions (condition
whole minus the conditions pre- / post-dis�uency ); an empty circle with green
borders represents a word that was never mistranscribed in any of the condi-
tions, a blue circle means that the percentage of mistranscriptions was lower
in condition whole than in pre- / post-dis�uency , while a red circle indicates a
higher percentage of mistranscriptions in whole, and a grey shaded circle with
black borders means that the percentage of mistranscriptions of this word was
the same in all conditions.
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Chapter 3

The Effect of Filler Particles
on the Transcription of
Syntactically Dis�uent
Utterances

Parts of this chapter have been submitted for publication as:
Wepner S, Eckert L, Kubin G and Schuppler B

What the Filler? Both ASR Systems and Humans Struggle More With Other Kinds
of Dis�uencies Than With Filler Particles

Submitted to Interspeech 2025

Since dis�uencies are frequent in conversational speech, they have received
notable attention: from speech technologists to make automatic speech recogni-
tion (ASR) more robust and from speech scientists to learn more about human
speech processing. For ASR, the established quality measure is the word error
rate, while for human recognition, one of the measures is the recall of words
or utterance-level semantics. In order to be able to draw direct comparisons,
we conducted a transcription experiment, in which we presented the same
dis�uent utterances to 54 participants and nine ASR systems. We then anal-
ysed which factors affect transcription in the context of syntactic dis�uencies
and �ller particles, including well-known factors such as pronunciation and
articulation rate. We �nd that, surprisingly, both humans and ASR struggle
largely with the same characteristics of conversational speech, and that the
presence or absence of �ller particles does not affect the word error rate.

3.1 Study Design and Expectations

We aim to investigate how strongly dis�uencies affect transcription for both
ASR and HT, with a speci�c focus on (1) the kind of syntactic dis�uency, (2)
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the role of which part of the utterance was presented, and (3) the presence or
absence of a �ller particle (FP). We therefore de�ne:

(1) Dis�uency types.All selected utterances were dis�uent in one of the follow-
ing ways: The structure that started before the dis�uency was at that point
...

... syntactically incomplete 24 and was continued after the dis�uency; thus it
showed a durational dis�uency only ( durational ):

es wäre dort eine interessante
(there would have been an interesting

äh
er

�rma gewesen
company)

... syntactically incomplete and was not continued after the dis�uency, but
instead a new structure was started (syn+dur ):

weil das ist
(because that is

ähm
uhm

die fahren dich nämlich ganz rauf
they drive you all the way up)

... syntactically complete (complete) and a new structure was started after the
dis�uency: 25

das ist eine andere geschichte
(that's another story

ahm
umm

und er ist sechsundachtzig
and he is sixty-eight)

We expect more transcription errors when syntactic dis�uencies occur before
reaching a transition relevance place (TRP, Selting 1996).

(2) Conditions.To investigate the effect of the part of the utterance, we pre-
sented the stimuli in three different conditions: The whole utterance (condition
whole), the part before the dis�uency ( pre-dis�uency , in a dotted frame in the
examples above), or the part after the dis�uency ( post-dis�uency , dashed
above). In pre-dis�uency , we expect mistranscriptions for stimuli that are
interrupted in the middle of a syntactic structure ( durational , syn+dur ), than
those that are complete.

(3) With or without FP.Each utterance was presented with (w/FP) or without
(/oFP) the FP being present in the stimulus (see Sections 3.2.1 and 3.2.2) to
investigate the in�uence of the FP on transcription. Given the con�icting
�ndings in the literature, we have no clear expectations concerning FPs.

As known from the literature, also other factors affect word recognition: e.g.,
word duration, articulation rate, pronunciation variation, lexical frequency,
and whether surrounding words are hard to parse. We therefore include these
factors in our analysis.

Given the literature and our expectations, we draw the research questions

24The dis�uency occurred at a point of maximum grammatical control (Schegloff,
1996) and the speaker did not reach a TRP yet.

25We did not use the continuation via an increment vs. rephrasing of the rear part as
an additional factor as it was not our main focus.
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(RQs) and hypotheses that are described in the following sections. Most of
our hypotheses address both HT and ASR and are marked with H HT � ASR.
Hypotheses that address HT only are marked H HT and those that address ASR
only are marked H ASR respectively.

3.1.1 Hypotheses

In�uence of the Utterances' Fluency, Condition and FP Presence on
Transcription Errors

Spontaneous conversations are characterised by the frequent occurrence of
dis�uencies in the form of (long) silent pauses, repetitions, repairs, and other
types of utterance fragments that may stem from the joint co-construction of
an utterance by more than one interlocutor (Ginzburg, 2012; Shriberg, 1996;
Wiltschko, 2021). One speci�c form of dis�uency is the use of �ller particles
(FPs), a terminology we use here in line with Belz (2023) to refer to semantically
empty and syntactically unconstrained particles. FPs' timing and acoustic
characteristics have been analysed from different angles (cf. Betz & López Gam-
bino, 2016), depending on whether the aim was to learn more about speech
planning in language processing (e.g., in bilingual speech, Böttcher & Zellers
2024) or about their function in discourse organisation (Schegloff et al., 1977).
When taking the listener's perspective, FPs are a reliable cue for children to
infer speaker intention in advance of object labelling (Kidd et al., 2011) and
help recall information for adults (Fraundorf & Watson, 2011). Further, words
following FPs are recognised more quickly (Corley & Hartsuiker, 2011). Given
that FPs occur in different syntactic positions (Betz & López Gambino, 2016)
and may be accompanied by a slower speech rate in their context (e.g., Gold-
water et al., 2010), the question addressed in this chapter is to which degree
(word) recognition around FPs is affected by the occurrence of the FP itself
and to which degree by dis�uent syntax or acoustic characteristics.

Also in the �eld of speech technology, dis�uencies have received attention. Dia-
logue systems shall become more interactional which has increased the interest
in modelling non-lexical tokens for different functions: for backchanneling
(e.g., Engwall et al., 2023), and in the form of FPs for turn-holding and more
naturally sounding longer turns (e.g., Betz & López Gambino 2016; Nakanishi
et al. 2019; Yamamoto et al. 2023). However, the aim of more interactional
speech technologies comes with the need for automatic speech recognition
(ASR) systems to be robust to dis�uencies produced by the users, making it cru-
cial to improve word error rates (WERs) for spontaneous speech, in which FPs
make up a large portion of verbal tokens (e.g., 10 %of all tokens in telephone
conversations, Shriberg 2001). Replacing FPs with a uni�ed symbol reduced
WERs in spontaneous Japanese (Horii et al., 2022) and computer-directed
English (Mendelev et al., 2021). More �ne-grained labelling of non-lexical
tokens led to no confusion with lexical tokens and thus did not increase WER
in Hungarian and Austrian German conversations (Mihajlik et al., 2024). These
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studies have in common that they report global WERs or separate WERs for
lexical tokens and FPs, but they do not provide information about the effect of
FPs on WER in their context. To the best of our knowledge, Goldwater et al.
(2010) provides the only analysis on whether words in the context of FPs and
other dis�uencies are recognised equally well by HMM-based ASR systems
as those in �uent utterances. In this chapter, we �ll this knowledge gap by
analysing WERs from different transformer-based ASR systems in different
types of syntactically dis�uent structures, with or without FPs.

RQ A. Can syntactically complete structures be transcribed better than syn-
tactically incomplete structures? Does the kind of syntactic dis�uency in�u-
ence the transcription? Does it play a role, which part of the utterance was
presented, and does a �ller particle help or hinder transcription?

with the following hypotheses concerning the dis�uency types and conditions.

HHT � ASRA1 (Dis�uency types complete vs. incomplete) . In general, we expect
utterances of dis�uency type complete to be transcribed better than those of
dis�uency types syn+dur , as we assume that it is easier to transcribe two short
utterances that are syntactically complete (as in complete) instead of having
an interruption before reaching a TRP (as in syn+dur ).

HHT � ASRA2 (Dis�uency types continued vs. rephrased) . We expect utterances
of dis�uency type durational to be transcribed better than those of syn+dur ,
as we assume dis�uencies in the syntax to be harder to process than (�lled)
pauses.

HHT � ASRA3 (Complete vs. incomplete in whole). In condition whole, we
expect the utterances with a break in the syntax to be transcribed better when
they are syntactically complete at the point of the dis�uency ( complete) than
when they are syntactically incomplete there ( syn+dur ), regardless of an FP
being present or absent.

HHT � ASRA4 (Continuing vs. rephrased in whole). In condition whole, in
utterances that are syntactically incomplete at the point of the dis�uency, we
expect those utterances that are continued after the dis�uency ( durational )
to be transcribed better than those where the previously started structure is
discarded (syn+dur ), regardless of an FP being present or absent.

HHT � ASRA5 (Transcription of pre-dis�uency ). In condition pre-dis�uency ,
complete is the only dis�uency type that is syntactically complete at the point
of the dis�uency (i.e., reaches a TRP). Hence, we expect the part before the
dis�uency of utterances from this dis�uency type to be transcribed better than
those of types durational and syn+dur by both HT and ASR.

HHT � ASRA6 (Transcription of post-dis�uency ). In condition post-dis�uency ,
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only stimuli of dis�uency type durational start in the middle of a syntactic
structure. Hence, we expect the part after the dis�uency of utterances from
this dis�uency type to be transcribed worse than those of types complete and
syn+dur .

According to the literature, there are con�icting �ndings about whether FPs
help or hinder correct transcriptions by humans (and ASR). Given this, we
have no clear expectations about how the FPs will in�uence transcription in
our data.

In�uence of the Words' Characteristics on Transcription Errors

Whether an individual word can be transcribed correctly or not depends on
a complex set of in�uencing factors. These factors may stem from the word
itself, from its surroundings or both. Isolating them will always show only
a part of the picture. Still, there may be characteristics, which have a higher
in�uence than others.

Besides dis�uencies, another effect connected to spontaneous conversation is
the frequent occurrence of non-canonical pronunciation, and high variations
of the speech rate. Baese-Berk et al. (2019) showed that the human perception
of the number of syllables of both words and short phrases is in�uenced by
the speech rate of their surrounding speech, and thus leads to confusions
between phonetically close words/phrases. Reduced speech is usually un-
derstood by human listeners if they follow matching context (Warner, 2023).
However, Koopmans-van Beinum (1980) found that isolated vowels extracted
from spontaneous speech are usually not recognised by humans. In contrast,
Ernestus et al. (2002) found that native listeners dorecognise reduced, isolated
words that were cut out of their context and that the recognition of these words
with additional but limited context depends on their degree of reduction. In a
previous study, we fed stretches of speech from spontaneous conversations in
Austrian German into an HMM-GMM-based ASR system (Wepner et al., 2022).
We found that those words that are highly reduced in spontaneous speech (i.e.,
short, deaccented26, high-frequency words), were misrecognised most often
by the system. Even with an oracle language model that knew all the transcrip-
tions in advance, thus so to say cheated, this effect was persistent. Further, we
found that (prosodic) phrase-initial words were recognised worse than words
in other positions within a prosodic phrase. Also Stolcke & Droppo (2017)
found short function words to represent most of the misrecognised words by a
model consisting of a convolutional neural net combined with a bidirectional
LSTM acoustic model, and an LSTM-based language model for rescoring.

Zayats et al. (2019) found that informal 27 words that are frequent in sponta-

26= not prominent
27They de�ned informal words as “words that are characteristic of conversational

speech (vs. written text), including words that function as backchannels (uh-huh, um-
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neous conversations were often mistranscribed by humans.28 Word fragments
were often deleted, which we think may perhaps be a corrective measure by
the transcribers. Frequent words were more often mistranscribed and most
deletions were short function words whereas content words were rather not
deleted. For ASR, Goldwater et al. (2010) found fewer word errors for the
�nal occurrence of a sequence of repeated words, and for those words that
follow repetitions, than for words in other positions of the repetition. Words
before �ller particles within pauses were more often incorrect. Words with
above-average duration as well as content words were more often correct. For
both ASR and humans, Stolcke & Droppo (2017) found that most deletions and
insertions were function words, �ller particles, or single-word backchannels.

According to Cucchiarini & Binnenpoorte (2002), speaking style correlates with
transcription quality. This is intuitive since the earlier mentioned phenomena,
such as reductions or assimilations leading to non-canonical pronunciations
(Geiger & Schuppler, 2023)29, mumbling (and thus making words less compre-
hensible), choosing of ›wrong‹ words or grammar, the use of neologisms or
less frequent colloquial, slang or dialect words, and the frequent production
of dis�uencies are naturally occurring in spontaneous speech while being
less frequent in less spontaneous styles like speeches or even absent in, for
instance, read speech (e.g., Moniz et al., 2014). For ASR, performance accord-
ingly strongly depends on the data the systems were trained on. According to
Riviere et al. (2021), the diversity of speakers is limited in the typically used
training data for ASR, such that the systems might be less familiar to strongly
reduced realisations of the words than humans, who are, on the opposite,
frequently exposed to spontaneous speech (including dialectal versions in
our case) in everyday communication. Graham & Roll (2024) compared the
performance of Whisper on different (non-)native accents of English. They
found »superior performance in North American English compared to British
and Australian accents, with no signi�cant difference in Canadian English«
(Graham & Roll, 2024, p. 5) and a higher accuracy for native English accents
than for non-native accents. Besides language (e.g., Zhao & Zhang, 2022) and
speaking style (e.g., Lopez et al., 2022), the recognition performance depends
on the voice quality (e.g., Hidalgo Lopez et al., 2023) and prosody (e.g., Chen
et al., 2005) of the speech, or the quality of the recording (e.g., Alam et al.,
2015), including the (possibly unknown) number of speakers (e.g., Kocour
et al., 2021), as well as the context given (Arnold et al., 2017).

Goldwater et al. (2010) found lower WERs, for an HMM-based system, for

hum, huh, ...), �lled pauses (um, uh), interjections (oh, ooh), and single word responses
that can play the role of a backchannel (yeah, nope, huh, nah)” (Zayats et al., 2019, p. 3).

28They allowed for multiple orthographic representations of word tokens that may
not have a standardised orthography.

29In the conversations of the corpus from which we selected the data used in this
study, only 53 % of words were realised in their canonical pronunciation (Geiger &
Schuppler, 2023).
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words with higher duration, which is in line with an earlier study in which
we found that high-frequency function words were misrecognised the most,
compared to longer words or content words, as they were often produced
very short, were deaccented, and highly reduced (Wepner et al., 2022). For
the transformer-based ASR systems used in the current study, we still expect
to see this effect as well since reduction is not only an effect of a high speech
rate in our data but also of the speaking style itself: it allows for (or almost
requires) certain reductions and phonological shifts regardless of the local
speech rate, which even occur in prominent words that are emphasised by
the speaker (e.g., Ernestus & Smith, 2018). In our data, for instance, in the
realisation [gEma] for gehen wir(let's go) with the canonical pronunciation
[ge:h@n vI@]. Thus, we expect to �nd worse transcriptions for high-frequency
function words, regardless of their speech rate than for longer words and
content words. Further, we also expect the human transcribers to struggle
more with those reduced words than with canonical or longer words (cf. Baese-
Berk et al., 2019), but we also expect them to be able to compensate more for
this effect than ASR, given a more robust context knowledge.

Based on an earlier study on prosody of syntactically (in)complete structures,
where we found that the articulation rate of these structures was lower than
for those that were syntactically complete (Kelterer et al., 2023), we expect
a better transcription for both humans and ASR for those stimuli that stem
from utterances which contained a pause before reaching a transition relevance
place (i.e., dis�uency types durational and syn+dur ) than for their counterpart
in utterances without a pause (dis�uency type syntactic ).

In the light of these literature �ndings, the second research question is:

RQ B. What affects the transcription accuracy of an individual word most: its
lexical frequency, its duration, its pronunciation distance from the canonical
form, whether it is a function or content word, or its neighbourhood?

with the following hypotheses concerning the types of error:

HHT � ASRB1 (Function vs. content word) . We expect function words to be
mistranscribed more often in HT than content words. For ASR, we expect
the same effect because of the systems' smaller exposure to strongly reduced
words. Though we expect the difference to be smaller for ASR as, despite the
systems used in this study had been trained on large amounts of data, they
still do lack world knowledge in the sense that they rely more on the context
(which is very limited in our study) in order to recognise the words.

HHTB2 (Deletions in HT) . According to the observations of Zayats et al. (2019),
we expect to �nd mostly function words in the deleted words.

HHTB3 (Insertions in HT) . According to Zayats et al. (2019), we expect to �nd
mostly function words in the inserted words.
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Further, we draw the following hypotheses concerning pronunciation varia-
tion, duration and word frequency:

HHT � ASRB4 (Pronunciation distance) . We expect words realised farther away
from their canonical pronunciation to be transcribed worse by ASR than words
closer to their canonical pronunciation. Since the human participants in this
study were exposed to comparable data in their daily lives, we expect them to
be generally better at compensating for pronunciation variation than ASR.

HHT � ASRB5 (Word duration) . We expect shorter words, despite being fre-
quent, to be recognised worse than longer ones because they are often function
words and may have been reduced more strongly than longer words. We
expect this effect to be stronger for ASR than for HT.

Finally, we hypothesise about neighbouring effects:

HHT � ASRB6 (Neighbouring words) . We expect a propagation of transcription
errors to neighbouring words, as incorrectly recognised words may lead to
wrong segmentation of the words (e.g., Warner et al., 2022) or to other kinds
of confusion, which hinder correct transcription. Further, a language model
learns the likelihood of occurrence of an individual word, given a certain
neighbourhood.

HHT � ASRB7 (Mistranscriptions relative to the dis�uency) . In utterances with
a syntactic dis�uency ( syn+dur , syntactic ) in condition whole, we expect
words around the dis�uency to be transcribed worse in HT than words in
other positions of the stimulus (cf. Lickley & Bard, 1996). For ASR, we expect
words before the dis�uency to be transcribed worse than words in other
positions (cf. Goldwater et al., 2010).

3.2 Methods and Materials

3.2.1 Data

We searched the orthographic transcriptions from GRASS (see Section 2.1.2) for
typical German FPs, such asäh[E:], ähm[E:m], ahm[a:m].30 We excluded stim-
uli that contained foreign language words or additional dis�uencies. Based
on the available communicative function annotations, which are part of turn-
taking annotations by Kelterer & Schuppler 2025 (as described in Section 2.1.2),
we categorised the extracted utterances according to dis�uency types, leaving
us with a total of 46 utterances: 17 durational , 16syn+dur , and 13complete,

30We disregarded other kinds of FPs, such ashm[hm] or ah[ah] because they often
served as backchannels rather than FPs.
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consisting of 872 words (excl. FPs, see Table 3.1) which were transcribed by
the participants (see Section 3.2.2) and by all ASR systems (see Section 2.3).

The stimuli without FP ( /oFP) were created manually from the selected utter-
ances: We replaced the FP inwhole stimuli with a silence that resembled the
recording's local noise �oor. In those cases where removing the FP produced
an audible artefact by cutting it off, we softened the edges of the signal (with
attack and decay) to obtain naturally sounding stimuli. In conditions pre- and
post-dis�uency , we kept the FPs in cases without pause to the neighbouring
word, otherwise, we cut it off.

3.2.2 Transcription Experiment

Participants

54 native Austrian German speakers (26 female, 1 non-binary, 27 male, aged
19–74 years, mean 28.4 years) volunteered to participate in the experiment and
were compensated �nancially for their participation. All were normal-hearing
and none of them was dyslexic. We also asked them to rate their keyboard
skills,31 which did not correlate with WER ( � 0.16). The experiment duration
was approx. 60min per participant (incl. training to familiarise themselves
with the setup and the stimuli). Each participant then listened to a total of
46 different utterances. Each stimulus was presented twice in immediate
succession, allowing the participants to correct their �rst transcription.

Experimental Procedure

The stimuli for each participant contained one speci�c utterance either in
condition whole or in condition pre-dis�uency and post-dis�uency (in ran-
domised order with the other stimuli). Further, each participant only heard
one speci�c whole utterance either with FP or without FP. We made sure that
stimuli from the same GRASS speakers did not occur consecutively in the ex-
periment, to avoid listener adaptation effects. Additionally, the same stimulus
was heard by some participants earlier and by some later in the experiment.
Since participants were able to correct their �rst transcription after a second
listening, there were two versions from each participant to each stimulus. We
only evaluate the second, corrected transcription.

Automatic Speech Recognition Systems

We decoded the utterances with nine ASR systems, using either Whisper Rad-
ford et al. (2023) (models large-v3/v2/v1 , medium, small , see Section 2.3.2),
and the mediummodel �ne-tuned with the corpus data, or wav2vec Facebook
Research (2022), �ne-tuned to GRASS (model namesw2v-lex-free , w2v-lex ,
w2v-LM-2.0, see Section 2.3.1).

31On a scale from 4 (very skilled) to 1 (not skilled at all).
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3.2.3 Data Post-Processing

We normalised the transcriptions of all participants and ASR systems by lower-
casing and converting digits to number words. Since we were not interested in
the transcription of the FP itself, we discarded the FPs in human and automatic
transcriptions (if any) and in the ground truth. For both HT and ASR, we
treated ambiguous orthographic representations of the same word as equally
valid, for instance, if they originated from different segmentation, such as in
separable verbs like ›zurückzuführen‹ vs. ›zurück zu führen‹ ( attributable to) or
in compounds. Further, we accepted transcriptions that represented a typical
reduced variant; for instance, (I) haveis often pronounced [ h a p] instead of
›habe‹ [h a: b @], and frequently written as ›hab‹ in (casual) text messaging.
For HT, we also corrected obvious typos, because we were not interested in
whether the participants were good at spelling. 32

Excluding Data Points

For two stimuli, Whisper-large-v2 returned hallucinated strings that had no
relation to the uttered speech in the signal, such as Untertitel der Amara.org-
Community (Subtitles commissioned by Amara.org community) instead of the
actual content of the signal [da geht in einer] seite das wasser durch(the water goes
through one side). This removed 2 data points from the utterance-based data
frame and 9 data points from the word-based data frame. The remaining data
points are shown in Table 3.1.

Table 3.1: Number of utterances by dis�uency type, condition, and FP presence,
and number of words excl. FPs (column 2).

Dis�uency Type Condition w/FP /oFP

durational (17)
whole (151 words) 17 17
pre-dis�uency (77) 2 15
post-dis�uency (74) 9 8

syn+dur (16)
whole (171 words) 16 16
pre-dis�uency (75) 4 12
post-dis�uency (96) 2 14

complete (13)
whole (149 words) 13 13
pre-dis�uency (74) 2 9
post-dis�uency (75) 2 11

32Obvious typos were those words with, e.g., a drop or swap of characters which did
not yield a word that would be close to any other orthographic neighbour (e.g., ›ni hct‹
instead of ›ni cht‹, not). More details on this are given in Section 2.4.
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3.2.4 Feature Extraction

Table 3.2 shows the variables used in the analyses. Details on their de�nition
and calculation are described in the common methods above (see Section 2.5).

Since the number of words depends on the conditions (as pre and post are
naturally shorter than whole) and is highly correlated with the stimulus dura-
tion (0.70) and this in turn with the articulation rate ( � 0.42), we tested their
correlation with the WER. 33 As the WER had the highest correlation with the
articulation rate of the stimulus ( artRate ), we included the articulation rate
into the analysis to cover its in�uence on the transcription.

Table 3.2: Continuous and categorical variables in the analysis. The details are
described in Section 2.5.

Variable Description

disType Dis�uency types durational , syn+dur , complete.

condition Conditions whole, pre-dis�uency , post-dis�uency .

w/oFP Word in stimulus with FP ( w/FP) or without ( /oFP)?

wFreq Logarithmic frequency (number of occurrences in
the whole corpus) of the word.
Range: min: 1.39, max: 9.01, mean: 7.37

pNeigh, sNeigh Was the transcription of the previous/subsequent
neighbour correct, incorrector was the neighbour
not there (none)?34

wordDur Duration of the word in milliseconds.
Range: min: 23, max: 680, mean: 191

pronDist Pronunciation distance, representing the degree of
reduction and the strength of dialect.
Range: min: 0.0, max: 0.5, mean: 0.06

funVScon Was the word a function or content word?

artRate Articulation rate of the stimulus in phones
sec .

Range: min: 8.49, max: 20.08, mean: 13.51

who A binary variable indicating whether the transcrip-
tion was done by a human ( HT) or by ASR.

33Correlation of WER with number of words: 0.04(ASR),0.07(HT), stimulus dura-
tion: � 0.1 (ASR),< 0.01 (HT), and stimulus articulation rate: 0.23 (ASR), 0.11 (HT).

34Each word had at least one neighbouring word.
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3.3 Three-Stage Analysis of the Transcriptions

3.3.1 Stage 1: Transcription Errors on the Utterance Level

In this section, we aim at answering RQ A: Can syntactically complete struc-
tures be transcribed better than syntactically incomplete structures, does the
kind of syntactic dis�uency in�uence the transcription, does it play a role of
which part of the utterance was presented, and does a �ller particle help or
hinder transcription?

The mean WER of all utterances was9.22 %for HT across all 54 participants
and 19.29 %for ASR across all nine systems. Figure 3.1 shows the mean WERs
of the individual participants and ASR systems. Previously reported WERs
for ASR on the whole GRASS corpus lie in the range of 15.27 %to 63.84 %(e.g.,
Linke et al. 2025), showing that our WERs lie in an expected range for the data.
It is visible that the human participants were, on average, better at transcribing
the stimuli than the ASR systems, but in the higher ranges of HT, the mean
WERs interleave with the lower WERs of ASR. Five ASR systems achieved
lower WERs than several human participants (four for w2v-LM-2.0). For the
Whisper systems, one would further assume that the aWER corresponds to
the model size, which was not the case for the large models as:

aWERlarge-v3 < aWERlarge-v1 < aWERlarge-v2

Figure 3.1: Mean WER by participant (5.8 % – 19.42 %, blue) and ASR system
(13.27 %, – 28.43 %, orange).

Dis�uency types. Figure 3.2 shows the average hWER and aWER by dis�u-
ency type. The median of hWERs was zero for all dis�uency types, indicating
many �awlessly transcribed stimuli in HT. For ASR, in contrast, the median
aWER was only zero for dis�uency type durational . For both HT and ASR,
the mean WERs were lowest for dis�uency type complete (hWER: 4.29 %,
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aWER: 17.44 %); in HT, the mean hWERs of syn+dur (10.24 %) was lower
than of durational (12.24 %), while for ASR, durational (18.55 %) was followed
by syn+dur (21.52 %). The mean WERs are also shown in Table 3.3. While
for ASR, there were more �awless transcriptions in durational than in com-
plete, the aWERs spread slightly more in durational than in complete. In HT,
the variance corresponds to the respective mean hWERs in the dis�uency
types, but there were more stimuli with an hWER of 0.0 %than with an hWER
> 0.0 %, indicating that whentranscription goes wrong in this dis�uency type,
there are more errors made than in the other two dis�uency types.

(a) hWER35 (b) aWER

Figure 3.2: Mean WERs by dis�uency types for HT and ASR.

Table 3.3: Mean WERs by dis�uency types and conditions for HT and ASR.

Condition
Dis�uency Type whole pre post all

H
T

durational 8.72 12.69 18.81 12.2
syn+dur 9.79 12.66 8.71 10.2
complete 4.24 1.91 5.66 4.01

A
S

R durational 11.17 20.72 31.29 18.55
syn+dur 20.32 28.19 17.24 21.52
complete 14.48 13.39 26.50 17.44

Conditions. When breaking the dis�uency types down by conditions, we
get a more detailed picture (see Figure 3.3). In the hWERs, the variance was
highest in durational in all conditions, except for pre-dis�uency (where it was
comparable to syn+dur ).

In condition whole, the hWERs were higher for syn+dur (9.79 %) than for

35In dis�uency type complete, a majority of the transcriptions ( 77 %) had 0 % hWER;
therefore, the boxes are narrower than those for the other dis�uency types.
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durational (8.72 %) and complete (4.24 %). The aWERs were also highest for
syn+dur (20.32 %), but the WERs for complete (14.48 %) were higher than for
durational (11.17 %). The median hWER is only unequal zero in syn+dur ,
indicating that a break in the middle of a syntactic structure hinders tran-
scription more when a new structure is started after the pause and when the
structure was syntactically complete than when it was syntactically incomplete
(see Figure 4.5a). For ASR, the only indurational , the median equals zero (see
Figure 4.5b).

In pre-dis�uency , stimuli of dis�uency type complete were transcribed better
by HT ( 1.91 %) than those of durational (12.69 %) and syn+dur (12.66 %), and
by ASR (complete: 13.39 %,durational : 20.72 %,syn+dur : 28.19 %).

For HT, the WERs in post-dis�uency were higher for durational (18.81 %) than
for both syn+dur (8.71 %) and complete (5.66 %); for ASR, we found the same
effect but it was less pronounced in the aWERs (durational : 31.29 %, syn+dur :
17.24 %,complete: 26.50 %).

(a) hWER 35 (b) aWER

Figure 3.3: hWERs and aWERs of the three dis�uency types durational ,
syn+dur , and complete in the three conditions whole, pre-dis�uency and
post-dis�uency .

Presence or absence of the �ller particle (FP). Figure 3.4 and Table 3.4
show the WERs for stimuli in condition whole by dis�uency type and w/oFP
for HT and ASR, allowing for a direct comparison of the in�uence of the FP.
For HT, the FP was hindering correct transcription in all dis�uency types, but
the effect was of different strength. While for HT, the FP made the largest
difference in syn+dur , for ASR, its impact was similar for syn+dur and com-
plete, but since aWERs forcomplete lie in lower ranges, the effect is probably
a bit stronger.

It might have been that the FP helped transcription for some participants (or
ASR systems), while it hindered transcription for others, but we did not �nd
any pattern in our data that would support this hypothesis.
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Figure 3.4: Mean WERs in condition whole by dis�uency types and w/oFP.

Table 3.4: Mean WERs in % by dis�uency type and w/oFP for stimuli in
condition whole; in each row, the higher WER is marked in bold.

w/oFP
dis�uency type w/FP /oFP

H
T

durational 8.13 9.32
syn+dur 10.02 9.56
complete 4.30 4.18

A
S

R

durational 10.80 11.43
syn+dur 21.40 19.60
complete 12.25 15.96

Human Transcription Process

As described in Section 2.2.2, participants listened a second time to a stim-
ulus that they had just transcribed to allow them to change their previous
transcription (without allowing any changes on the �rst transcription).

First and Second Transcription. We compared the hWERs and transcrip-
tion errors in the �rst and second answers of the participants. For 78.71 %
(Nanswers = 1,2607) of the answers, the hWER did not change from the �rst
to the second answer. The hWER was improved for 18.84 % (Nanswers = 624),
and worsened for 2.45 % (Nanswers = 1,81) of the answers. This means that
for more than three quarters of the transcriptions, the correction step did not
change the hWER (there might have been changes, though), and for about a
bit less than one �fth of the transcriptions, the hWER decreased. 96.15 % of the
individual words ( Nwords = 24,454) were not changed from incorrectto correct
or vice versa between the two answers. 3.55 % of the words (Nwords = 904)
were improved and 0.3 % of the words ( Nwords = 76) were ›disimproved‹,
meaning that they were changed from a previously correcttranscription in the
�rst answer to an incorrecttranscription in the second answer.
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Dif�culty Rating. The correlation of the hWER and the dif�culty rating
(see Section 2.2.2) was positive (0.25) for all transcriptions and participants.

Table 3.5a shows the count of the dif�culty rating and the respective hWER.
Most stimuli were rated rather easy(2), followed by easy, very dif�cult and rather
dif�cult . For dif�culty ratings 3 (rather dif�cult) and 4 (very dif�cult), the
hWER does not re�ect the participants' estimation of their transcriptions.

Table 3.5b shows the participants' mean dif�culty rating by dis�uency types.
The correlations between the hWERs and the dif�culty ratings were weak for
all dis�uency types ( durational : 0.20,syn+dur : 0.31,complete: 0.25).

Table 3.5: Participants' dif�culty rating with the respective hWERs, and distri-
bution over the three dis�uency types. 36

(a) Participants' dif�culty ratings and the respec-
tive mean hWER.

dif�culty count (percentage) hWER
1 1176 (35.51 %) 5.72 %
2 1465 (44.23 %) 8.02 %
3 134 (4.05 %)34.84 %
4 537 (16.21 %)13.76 %

(b) Average dif�culty ratings by
dis�uency types.

dis�. type dif�culty
durational 1.94

syn+dur 2.15
complete 1.92

3.3.2 Stage 2: Transcription Errors on the Word Level

In this section, we aim at answering RQ B: What affects the transcription
accuracy of an individual word most: its lexical frequency, its duration, its
pronunciation distance from the canonical form, whether it is a function or
content word, or its neighbourhood?

We have seen that WERs of ASR and HT lie in different ranges, yet we do
not know which of the characteristics of individual words in an utterance are
dif�cult for transcribing. First, we look into some factors known from the
literature that in�uence a word's transcription. We then build a conditional
inference tree to model the interactions that result in correct or incorrect
transcription on the word level.

Descriptive Statistics of Correct and Incorrect Words

Function vs. content word. In HT, 94.23 %of the content words were
correctand 91.21 %of the function words. In ASR, 83.68 %of the content words
were correctand 83.27 %of the function words. 37 We further looked into the

36Rating levels: 1 – very easy, 2 – rather easy, 3 – rather dif�cult, 4 – very dif�cult.
37Remember that FPs arenot part of the words evaluated here and thus do not

account for function (or content) words.
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error type of function and content words. Most of the deleted words were
function words (HT: 87.37 %, ASR: 79.34 %). Further, most of the inserted
words were function words (HT: 92.71 %vs. 86.67 %). These �ndings are in
line with Zayats et al. (2019) who found more function words in the inserted
and deleted words in HT and Stolcke & Droppo (2017) for both HT and ASR.

(a) HT (b) ASR

Figure 3.5: Pronunciation distance from the canonical pronunciation of incor-
rectand correctwords by the three dis�uency types syntactic , syn+dur , and
durational for HT and ASR.

Pronunciation distance, word duration, and lexical frequency. Fig-
ure 3.5 shows thecorrectand incorrectwords by dis�uency type for HT and
ASR. For HT, the pronunciation distance was slightly higher in the incorrect
words than for the correctwords; this effect is strongest for dis�uency type
syn+dur , but small for the other dis�uency types, meaning that it only played
a role in stimuli with a syntactic dis�uency at a syntactically incomplete point.
For ASR, the pronunciation distance is slightly higher for the incorrectwords
than for the correctwords. However, there is no difference in pronunciation
distances between the dis�uency types, indicating that the pronunciation
difference was probably not a generally important feature.

Figure 3.6 shows the correctand incorrectwords for HT and ASR by their
duration. For both HT and ASR, shorter words were more often part of those
being mistranscribed (median wordDur HT vs. ASR: 165ms vs. 188ms), while
the correctwords expand to longer words (median 217ms for both HT and
ASR). For HT, the word duration played a smaller role than for ASR, indicated
by the lower median word duration of mistranscribed words.

The mean word frequency ( wFreq) for HT was 6.31 for incorrectwords and
5.65 for correctwords. For ASR, it was 5.68 for incorrectwords and 5.71 for
correctwords. Therefore, it seems that the humans had more dif�culties with
transcribing frequent words correctly than infrequent words, while for ASR,
there was no difference in terms of word frequency.
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Figure 3.6: Word (in-)correct by duration; median word durations incorrect
vs. correctfor HT (165 ms vs. 217 ms) and ASR (188 ms vs. 217 ms).

Neighbouring effects. Lickley & Bard (1996) found that words around a
syntactic dis�uency were more often misrecognised 38 by human participants
than words in other positions of the stimulus. In our data, we found worse
transcriptions (in condition whole) in other positions than those directly neigh-
bouring the dis�uency in syn+dur (at dis�uency: 7.81 % incorrect, elsewhere:
9.43 %incorrect) and durational (at dis�uency: 3.76 % incorrect, elsewhere:
9.43 %incorrect), while in complete, words neighbouring the dis�uency are
more often incorrect(5.56 %) than in other positions (4.90 %).

For ASR, Goldwater et al. (2010) found that words before a dis�uency were
more often mistranscribed. In our data, we found a similar pattern: In ut-
terances of dis�uency type syn+dur , and condition whole, the percentage of
a word being mistranscribed was higher for words immediately neighbour-
ing the dis�uency (33.75 % incorrect), that is, if this word was either the last
word before the dis�uency (position � 1) or the �rst word after the dis�uency
(position + 1), than for words in other positions of the stimulus (17.68 % in-
correct). In stimuli that were syntactically complete ( complete) at the point of
the dis�uency, there was only small difference (at dis�uency: 12.82 % incorrect,
elsewhere: 13.73 %incorrect), and in those that were continued after the dis-
�uency ( durational ), this relationship was reversed ( durational , at dis�uency:
4.02 %incorrect, elsewhere: 11.86 %incorrect). This indicates that a break in the
syntax hurts ASR when it occurs in the middle of a syntactic structure, but not
at a TRP.

Conditional Inference Tree Analysis of Correct and Incorrect Words

In the following, we analyse which factors affect whether individual words
were transcribed correctly with a CIT. Since each node in the tree – except for
leaves 13 and 24 – contains a large number of words, we only mention these
numbers in the �gure and do not repeat them in the text.

38Their experiment was a word recognition task.
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To model whether a word was transcribed correctly, we built a conditional
inference tree (CIT) with the equation:

correct � dType + cond + w/oFP + wFreq + pronDist + wordDur +
funVScon + pNeigh + sNeigh + artRate + who

We set the parameters of the CIT rather conservatively to �nd the overall pat-
terns instead of displaying peculiarities of only a few words (see Section 2.6.2).

Figure 3.7 shows the resulting CIT. The �rst two levels split the words based
on their immediate neighbourhood. The branches on the right (nodes 26, 29,
downwards) comprise words with at least one incorrectneighbouring word;
these words were above averageincorrect(45.63 %) and represent 15.19 %of
the data. Among them, those words in an unsupportive neighbourhood (i.e.,
with no correctneighbour) were more often incorrectthan correct(leaves 27,
31, 32:69.20 %incorrect), while words where the respective other neighbour
was correctwere less often incorrect(leaves 28, 33:24.75 %incorrect). High-
frequency words ( wFreq> 3.87) in this unsupportive neighbourhood were
more often incorrectthan words that occurred less frequently (cf. leaves 31, 32).

Node 3 splits the words with at least one correctneighbour by disType into
complete (3.29 %incorrect) vs. durational / syn+dur (5.02 %incorrect). Among
the words that originated from a stimulus of complete, those were most often
correctthat had a high frequency ( wFreq> 8.08, leaf 10:1.07 %incorrect); among
the low-frequency words ( wFreq � 8.08), those with a high pronunciation
distance (pronDist > 0.11) were more often incorrect(leaf 9: 7.81 %incorrect)
than the words that were closer to the canonical pronunciation ( pronDist �
0.11); in these latter words, it played a role whether they were transcribed
by ASR (leaf 8: 4.69 %incorrect) or by HT (leaf 7: 2.64 %incorrect). Stimulus-
initial words ( pNeigh = none) in durational / syn+dur (node 11 downwards)
were above averageincorrectwhen they were short ( wordDur� 67ms, leaf 13:
35.5 %incorrect), and below average incorrectwhen they were longer (leaf 14:
6.5 %incorrect). Stimulus-�nal ( sNeigh = none) words in durational / syn+dur
that were preceded by a correctneighbour were more often incorrectwhen
they originated from condition whole or post-dis�uency and were shorter
than 270ms (leaf 18: 12.5 %incorrect) than either longer words (leaf 19: 2.5 %
incorrect) or those in condition pre-dis�uency (leaf 20: 8.6 %incorrect). Words
in durational / syn+dur in a supportive neighbourhood (i.e., both neighbours
being correct) were more often correctwhen in stimuli with a lower articulation
rate (artRate � 12.3, leaf 22:2.8 %incorrect) or when they were longer within
stimuli with higher articulation rate (leaf 25: 4.7 %incorrect) than when they
were short (wordDur � 23ms) in stimuli with high articulation rate (leaf 24:
17.4 %incorrect).

When allowing the tree to grow deeper, funVSconbecame relevant for a sub-
set of 455words, while w/oFPbecame relevant for 157words in a separate
tree containing only words from pre- and post-dis�uency showing that these
factors only affected some particular cases but were not overall important.
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3.3.3 Stage 3: Word Errors Within the Utterance

With the CIT analysis, we found several signi�cant patterns on the word level
and found out which characteristics words (and to some degree utterances)
affect hWER and aWER. The CIT analysis, however, does not allow us to learn
more about whether certain stimuli and words are hard to transcribe for HT
and ASR. Thus, we qualitatively analyse the individual stimuli with the help
of the visualisation given in Figures 3.8 to 3.10. Therefore, we colour-coded the
percentage of mistranscriptions for every word in each stimulus and mapped
the position of this colour code to an integer number that we centred around
the dis�uency. Each square represents one word in a stimulus in the respective
condition. The darker the red, the higher the percentage of mistranscriptions,
meaning that more participants or ASR systems mistranscribed this particular
word in the respective condition. Details on this mapping and the colour-
coding are explained in Section 2.6.3.

co
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r

(a) pre-dis�uency (b) whole (c) post-dis�uency

Figure 3.8: HT: Percentage of mistranscriptions of individual words by dis�u-
ency type and condition. The darker the red, the more participants mistran-
scribed this word; an empty green square means that these words were never
mistranscribed by any of the participants – as explained in Figure 2.3.
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HT. Figure 3.8 shows the percentage of mistranscriptions in HT for each
word by dis�uency type and condition. The left column of the �gure (Fig-
ure 3.8a) shows the values for stimuli in condition pre-dis�uency , the centre
column (Figure 3.8b) shows whole, and the right column (Figure 3.8c) shows
condition post-dis�uency .

At �rst, it is clearly visible that many of the words were never mistranscribed
by any of the participants (indicated by green-bordered, empty squares). The
middle column of Figure 3.8 shows the percentage of mistranscriptions in
condition whole: Stimuli of dis�uency type durational appear to have more
words that were always correctthan those of type syn+dur . However, none of
the stimuli was always transcribed correctly by all participants in condition
whole, meaning that there was always at least one participant who mistran-
scribed a couple of words. In durational , words were more often incorrect
when the beginning of the utterance was missing (cf. middle row, right col-
umn). In the other dis�uency types, we do not see this pattern. In syn+dur ,
there were more incorrectwords in the part after the dis�uency in whole, than
when the same words were presented without the part before the dis�uency,
but for incorrectwords in the latter case, the percentage of mistranscriptions
was higher.

ASR. Figure 3.9 shows the percentage of mistranscriptions for ASR for each
word by dis�uency type and condition. As above, the left column of the �gure
(Figure 3.9a) shows the values for stimuli in condition pre-dis�uency , the
centre column (Figure 3.9b) shows whole, and the right column (Figure 3.9c)
shows condition post-dis�uency .

Compared to HT, we see many more mistranscribed words for ASR. Also,
many more non-empty squares are shaded in a darker red than in HT, indicat-
ing a higher number of ASR systems that mistranscribed the words. Further,
the difference between the conditions becomes visible: In durational , the
words before the dis�uency were transcribed better when they were presented
in condition whole than in pre-dis�uency . An interruption in the middle of
a syntactic structure seemed to hinder correct transcription in pre-dis�uency
(cf. left column, middle and bottom row), but could be compensated for when
the interrupted structure was continued after the pause (cf. centre column, mid-
dle and bottom row). In durational post-dis�uency , we see the same pattern
that we have already seen in HT: Starting an utterance in the middle of a syn-
tactic structure hinders correct transcription, indicated by many squares with
a high percentage of mistranscriptions in durational post-dis�uency (cf. right
column, middle row). However, in contrast to HT, also in complete post-
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(a) pre-dis�uency (b) whole (c) post-dis�uency

Figure 3.9: ASR: Percentage of mistranscriptions of individual words by dis-
�uency type and condition. The darker the red, the more ASR systems mis-
transcribed this word; an empty green square means that these words were
never mistranscribed by any of the ASR systems – as explained in Figure 2.3.

dis�uency , there are relatively high percentages of mistranscriptions, which
we did not see in HT.

Figure 3.10 shows the difference in the percentages of mistranscriptions for
stimuli transcribed in condition whole and those transcribed in pre- / post-
dis�uency . For each word, we subtracted the percentage of mistranscriptions
in pre-/post-dis�uency from the value in whole. Positive values indicate that
the context hindered transcription, while negative values represent words
where the context helped transcription.

In durational , the context clearly helped transcription for ASR, indicated by
many (dark) blue circles (cf. Figure 3.10e). In HT, there might be a tendency
towards this direction, but it is less clear; further, the difference between
the conditions is less pronounced than it was for ASR (cf. Figure 3.10b).39

As mentioned above, also in complete, the context seems to be more often

39This may partly stem from the fact that the percentages of mistranscriptions were
generally lower in HT than for ASR.
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helpful than disturbing to ASR; in HT, the difference between the conditions
is negligible in most of the stimuli. For syn+dur , the picture is most mixed:
Again, the differences are much stronger for ASR than for HT, but for both,
there are some stimuli where the context helped, and some where it disturbed.
For ASR, these differences seem weaker in the front part of the stimuli than in
the back part.

H
T

(a) complete (b) durational (c) syn+dur

A
S

R

(d) complete (e) durational (f) syn+dur

Figure 3.10: Comparison of conditions whole and pre / post : The colour
of each point shows the percentage of incorrect transcriptions in whole
minus the corresponding value in pre / post . The darker the blue, the
worse the transcription in pre / post . The darker the red, the worse
the transcription in whole. A black circle means that the words were
mistranscribed equally often in both conditions (darker grey means
more often incorrect; note that this happened only in HT), and a green
circle indicates that a word was always correct in both conditions.

3.4 Discussion

We analysed transcriptions of dis�uent utterances from a corpus of sponta-
neous, unscripted Austrian German conversations: First, using descriptive
statistics, second, with Conditional Inference Trees and third, by a short quali-
tative analysis. We grouped the utterances into three different dis�uency types.
All dis�uency types had in common that the utterances were interrupted by a
(�lled) pause or by an additional break in the syntax. Two of the dis�uency
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types were characterised by a dis�uency occurring at a so-called point of
maximum grammatical control (Schegloff, 1996), that is, a point where the
structure is syntactically incomplete and the speaker did not reach a transition
relevance place (TRP, Selting, 1996). The third one showed a dis�uency that
occurred after the speaker reached a TRP and thus uttered a syntactically
complete structure when reaching the (�lled) pause. We conducted a tran-
scription experiment with native Austrian German listeners and decoded the
same stimuli with different transformer-based ASR systems. As expected,
participants performed better than ASR in transcribing the stimuli correctly.
Table 4.4 shows an overview of the �ndings. The table is structured according
to our two main research questions and the respective hypotheses, presented
in Section 3.1.1 and Section 3.1.1. We refer to those hypotheses for which we
found signi�cant results in the CIT with 3 , to hypotheses where we found a
clear tendency in the descriptive statistics with ( 3 ), for mixed results that with
� , and to hypotheses that were not visible in the analysis or contrary to our
hypotheses with 7. In the rest of this section, we summarise and discuss our
�ndings by structurally following this table.

Table 3.6: Summary of hypotheses, pseudo equations and results:3 means that
the results were signi�cant in the CIT, ( 3 ) means that the results were visible in
the descriptive statistics but not signi�cant in the CIT (or not included there),
� means that it depends, 7 means that we reject the hypothesis.

Hypotheses (reference: WER orincorrectwords) ASR HT

R
Q

A

HHT � ASRA1 (Dis�. types compl. vs. incompl.) syn+dur > complete 3 3
HHT � ASRA2 (Dis�. types contin. vs. rephr.) syn+dur > durational (3 ) �
HHT � ASRA3 (Complete vs. incompl. in whole) syn+dur > complete (3 ) (3 )
HHT � ASRA4 (Contin. vs. rephr. in whole) syn+dur > durational (3 ) (3 )
HHT � ASRA5 (pre-dis�uency ) syn+dur ,durational > complete (3 ) (3 )
HHT � ASRA6 (post-dis�uency ) durational > syn+dur ,complete (3 ) (3 )

R
Q

B

HHT � ASRB1 (Func. vs. cont. words) Nfunction word � Ncontent word (3 ) (3 )
HHTB2 (Deletions in HT) Nfunction word � Ncontent word (3 ) (3 )
HHTB3 (Insertions in HT) Nfunction word � Ncontent word (3 ) (3 )
HHT � ASRB4 (Pronunciation distance) dpronunciation ") WER " 3 3
HHT � ASRB5 (Word duration) WER short words > WERlong words 3 3
HHT � ASRB6 (Neighbouring words) Neighb. incorr. ! word incorr. 3 3
HHT � ASRB7 (Mistranscr. relative to the dis�.) ddis�. #) WER " (3 ) 7

3.4.1 In�uence of the Utterances' Fluency, Condition and FP
Presence on Transcription Errors

RQ A: Can syntactically complete structures be transcribed better than syntac-
tically incomplete structures? Does the kind of syntactic dis�uency in�uence
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the transcription quality? Does it play a role, which part of the utterance was
presented, and does a �ller particle help or hinder transcription?

HHT � ASRA1 (Dis�uency types complete vs incomplete). On the utter-
ance level, we found that stimuli with a break in the syntax were easier to
transcribe when the dis�uency occurred at a TRP (i.e., when the structure was
syntactically complete at the point of the dis�uency) than when the dis�uency
occurred where the structure was syntactically incomplete. This relationship
held for both HT and ASR, but was clearly stronger in HT. On the word level,
the CIT showed that the dis�uency type played an important role for a word
being transcribed correctly or not ( p < .0001) and it was equally important
for HT and ASR. The CIT showed signi�cant differences for those words that
stemmed from utterances with a TRP at the dis�uency and those that were
syntactically incomplete at the dis�uency, with words in the latter being more
often incorrect. Having all conditions in one bucket, we found that utterances of
dis�uency type complete were easier to transcribe than utterances ofsyn+dur .
Our results therefore support hypothesis H HT � ASRA1.

HHT � ASRA2 (Dis�uency types continued vs. rephrased). On the utter-
ance level, in HT, stimuli that stemmed from utterances where the disrupted
structure was continued after the dis�uency were transcribed more often �aw-
lessly than those where a new structure was started after the pause. However,
when the transcription was not �awless, there were more errors made (in
terms of a higher WER) in stimuli from utterances with a continued syntactic
structure than in those with rephrasing. For ASR, this relationship was re-
versed, meaning that continuing a structure that was syntactically incomplete
at the point of the dis�uency helped transcription more than a break in the
syntax. On the word level, the CIT grouped these two dis�uency types, which
does not give us further insight. Based on the WERs, we see a tendency to-
wards con�rming hypothesis H HT � ASRA2 for ASR. In HT, the picture is mixed,
suggesting a re�nement of the hypothesis by distinguishing between �awless
transcriptions and those with at least one incorrectword.

HHT � ASRA3 (Complete vs. incomplete in whole). For stimuli with a
break in the syntax, we found: On the utterance level, stimuli had lower
WERs when they were syntactically complete at the dis�uency than when
they were syntactically incomplete, regardless of an FP being present or not
for both HT and ASR. On the word level, the variable condition only played
a role for utterances that were syntactically incomplete at the point of the
dis�uency. However, the CIT analysis did not show any signi�cant differences
between the dis�uency types for any of the conditions, indicating that within
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these dis�uency types, the conditions tend to have more in common than
between the dis�uency types. We therefore see a tendency towards con�rming
hypothesis H HT � ASRA3 for both HT and ASR.

HHT � ASRA4 (Continuing vs. rephrased in whole). For stimuli that were
syntactically incomplete at the point of the dis�uency, we found: On the
utterance level, stimuli were transcribed better when they were continued
after the dis�uency than when the speaker started a new structure after the
pause for both HT and ASR, regardless of an FP being present or not. The
effect was stronger for ASR than for HT. We therefore see a tendency towards
con�rming hypothesis H HT � ASRA4 for both HT and ASR.

HHT � ASRA5 (Transcription of pre-dis�uency ). In pre-dis�uency , stimuli
of dis�uency type complete were transcribed better than those of durational
and syn+dur , con�rming hypothesis H HT � ASRA5 for both HT and ASR.

HHT � ASRA6 (Transcription of post-dis�uency ). In post-dis�uency , we
found higher WERs in the transcriptions of stimuli that started in the middle
of a syntactic structure (durational ) than when the part after the dis�uency
consisted of a newly started structure ( syn+dur and complete), con�rming
hypothesis H HT � ASRA6 for both HT and ASR.

In�uence of the FP. In stimuli of condition whole, we could make a direct
comparison of utterances with or without an FP being present, because: In HT,
the FP seemed to be slightly hindering correct transcription in utterances that
had a syntactic dis�uency, while it slightly helped transcription in utterances
that were continued after the pause and thus had a durational dis�uency only.
For ASR, the FP hindered transcription in utterances that were syntactically
complete before the dis�uency and in utterances that were incomplete but
continued after the pause. However, in those utterances that were syntactically
incomplete before the dis�uency and where the previously started structure
was not continued after the pause, the FP was helpful, indicating that it miti-
gated the effect of the break in the syntax at a point of maximum grammatical
control. The strongest difference between the FP being present or absent oc-
curred in utterances that were syntactically complete before the dis�uency
(i.e., the speaker reached a TRP).

Answering RQ A. Utterances were transcribed better when they were
syntactically complete at the point of the dis�uency than when they were
incomplete before the (�lled) pause. In syntactically incomplete utterances,
it played a role which part of the utterance was presented. Words in the part
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before the dis�uency (i.e., at the beginning of an utterance) were transcribed
better than both the part after the dis�uency and the whole utterance for these
dis�uency types. The word-based analysis did not distinguish between the
dis�uency types for any of the conditions, indicating that the conditions had
more in common within the dis�uency types than between the dis�uency types
in syntactically incomplete utterances. Further, the FP played no signi�cant
role in any of our analyses. However, it was most disturbing to ASR in stimuli
that were syntactically complete before the FP was uttered.

3.4.2 In�uence of the Words' Characteristics on Transcription
Errors

RQ B: What affects the transcription accuracy of an individual word most: its
lexical frequency, its duration, its pronunciation distance from the canonical
form, whether it is a function or content word, or its neighbourhood?

HHT � ASRB1 (Function vs. content word). For both HT and ASR, we
found more mistranscribed function words than content words, but the vari-
able played no role in the CIT, indicating that it did not contribute signi�cantly
to the transcription quality. We thus only see a tendency in favour of hypothe-
sis HHT � ASRB1.

HHTB2 (Deletions in HT). More than three quarters of the deleted words
were function words in HT which is in line with �ndings by Zayats et al.
(2019). For ASR, almost ninety percent of the deletions were function words.
We con�rm H HTB2.

HHT B3 (Insertions in HT). As for the deletions, we also found more
function words in the insertions for both HT and ASR, con�rming H HTB3.

HHT � ASRB4 (Pronunciation distance). As reported for ASR (Goldwater
et al., 2010), we showed that also HT is affected by lexical frequency and
pronunciation variation: Words of high lexical frequency resulted in worse
transcriptions than low-frequency words when surrounded by mistranscribed
neighbours, but not when surrounded by correctly transcribed neighbours
within structures that reached a (syntactic if not necessarily prosodic) TRP
at the dis�uency. A larger distance from the canonical pronunciation led to
worse transcriptions for infrequent words occurring in structures that reached
a TRP at the dis�uency. We con�rm hypothesis H HT � ASRB4.

HHT � ASRB5 (Word duration). In each branch where the word duration
played a role, shorter words were transcribed worse by HT and ASR than
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longer ones (regardless of the duration's range in the respective branch). These
�ndings are in line with those earlier reported for ASR (Hirschberg et al., 2004;
Wepner et al., 2022), while we here additionally show that they are also relevant
to HT, con�rming H HT � ASRB5.

HHT � ASRB6 (Neighbouring words). For both HT and ASR, we found
that words with mistranscribed neighbours were most often mistranscribed
themselves. This result is intuitive and indicates that dis�uencies affect speech
processing of not just a single word but throughout longer stretches of speech.
We thus see a tendency towards con�rming hypothesis H HT � ASRB6.

HHT � ASRB7 (Mistranscriptions relative to the dis�uency). For ASR,
we found more mistranscribed words directly neighbouring the dis�uency
than in other positions of the utterances. For HT, we saw an opposite effect
with more mistranscriptions in other positions than immediately before or
after the dis�uency. Hence, we con�rm H HT � ASRB7 for ASR and reject it for
HT.

Answering RQ B. We found that for words having at least one correct
neighbour, the dis�uency type was the most important factor: Words from
utterances that were syntactically incomplete at the dis�uency were mistran-
scribed more often than those from utterances in which the dis�uency con-
sisted of a (�lled) pause at a TRP. Further, we found that words immediately
before a (�lled) pause were transcribed worse in utterances without a TRP
at the dis�uency than in those with a TRP there. Hence, preceding correct
neighbours compensated for utterances that were interrupted in the middle
of a syntactic structure. Words in utterances that did not reach a TRP at the
dis�uency and were surrounded by correctly transcribed neighbours were
transcribed worse when the articulation rate in the stimulus was high than
when it was low.

3.4.3 Conclusions

In this chapter, we compared human transcription (HT) and automatic speech
recognition (ASR) to investigate how strongly dis�uencies affect transcription
quality, with a speci�c focus on (1) the kind of (syntactic) dis�uency, (2) the
role of which part of the utterance was presented, and (3) the presence or
absence of a �ller particle (FP), while taking into account other factors from
the literature known to affect WER. The mean WERs for ASR across all ASR
systems were approximately 10 % higher than for the human participants.
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As discussed above, the WER is a simple, but also very rough measure that
does not give much insight into why transcription goes wrong. Therefore,
we also focused on analysing the common patterns of mistranscribed words.
This allowed us to �nd that the factors affecting whether a word was mis-
transcribed or not were largely the same for HT and ASR, showing that the
same characteristics of spontaneous speech are dif�cult for both humans and
machines.

We found that starting an utterance in the middle was more hurtful than
ending it in the middle, indicating that both humans and ASR systems are
used to sentence beginnings that are not �nished to some extent.

Finally, our analysis showed that FPs played no signi�cant role for ASR which
is in line with Goldwater et al. (2010) who reported a non-signi�cant effect of
FPs. Later studies found the FPs themselves often to be missed Lopez et al.
(2022) or mistranscribed Russell et al. (2024) by ASR. While we chose not
to evaluate whether FPs were transcribed (correctly) – as some systems are
known to be tuned not to transcribe them in the �rst place – our focus was
to anal yse the FPs' effect on surrounding words. The largest impact of FPs
on WER occurred in utterances that were syntactically complete before the
FP was uttered; this effect was negligible in HT and could thus be attributed
to statistical noise. Clark & Fox Tree (2002) showed that FPs may occur in
various places in the syntax, serving in different functions (e.g., for signalling
the search for words or keeping the �oor). We can only speculate that ASR
might expect FPs less after a TRP. Kosmala & Morgenstern, 2019 found most
FPs at the beginning of utterances which might correspond to the back part of
syntactically complete utterances in our data. When pre-training ASR systems,
data is often cleaned from dis�uent speech (cf. Riviere et al., 2021) which might
lead to systems not being used to FPs at the beginning.
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Chapter 4

The Effect of Syntactic
Incompletion on the
Transcription of Syntactically
Dis�uent Utterances

This chapter has been reformatted from:
Wepner S and {Lennkh S and Winkler J}a and Kubin G and Schuppler B

(When) Does it Harm to Be Incomplete? Human and Automatic Speech Recognition
of Syntactically Dis�uent Utterances

Submitted to Language and Speech

aequal contribution, author names in alphabetical order

Automatic speech recognition systems reach word error rates that are close
to zero in read and prepared speech. In more complex speaking styles, sys-
tems have improved through the development of increasingly complex ar-
chitectures and by being trained on growing amounts of data. The last big
advancement has been the introduction of transformer-based systems that
yield impressive results also on conversational speech. We analyse human and
automatic transcription errors on the utterance and word level and show that
transformer-based systems reach human-like accuracy in transcribing stimuli
containing dis�uencies, one of the main characteristics of highly spontaneous,
unscripted conversations. But what does human-like accuracy mean, consid-
ering that humans attain mean word error rates of 18.3 % on the same data?
Can systems still learn from the errors that humans make? We investigate why
transformers perform on average 16.2 % worse than the humans and �nd that
the kind of dis�uency plays a distinctive role in whether words are transcribed
correctly, especially in low-error utterances: While dis�uency due to pausing
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does not harm automatic transcription, we �nd that syntactically incomplete
structures with subsequent rephrasing are an important source of error. Hu-
mans can compensate for syntactic dis�uencies when they are accompanied by
a pause. Automatic transcriptions improve when, in stimuli without a pause,
only the part after the rephrasing is presented, suggesting that discarding
utterance parts that make a structure dis�uent may be bene�cial for automatic
transcription. Our �ndings and our methodological approach motivate further
experiments with spontaneous speech stimuli to increase our understanding
of the effects of different types of dis�uencies on both human and automatic
transcription.

4.1 Study Design and Expectations

We conduct a transcription experiment with dis�uent structures taken from
spontaneous conversations in Austrian German with human listeners and
different ASR systems. Following Goldwater et al. (2010), we look into the tran-
scription of individual word tokens. Additionally, we set another focus and
compare ASR results to human transcriptions. We analyse the transcriptions
by both ASR systems and participants �rst on the utterance level by looking
into WERs, and second on the word level by looking into individual words
and their characteristics. Our analysis consists of two quantitative parts, one
using descriptive statistics and the other inference statistics with conditional
inference trees, and a qualitative part. For the participants, we further report
observations about the transcription process by comparing their �rst and sec-
ond transcriptions and how they rated the dif�culty of the transcription for
each stimulus.

We call the different kinds of dis�uencies dis�uency types. We use the term
stimulus to refer to the corresponding speech signals of an utterance of any
dis�uency type, presented to the ASR systems and participants.

Dis�uency types

We call utterances syntactic if they contain structures with a syntactic but no
durational dis�uency:

ja aber wie ist er jetzt auf
(yeah but how did he now

hat er gemeint du sollst irgendwas machen
did he say you should do anything)

We call utterances durational if they contain structures with a durational dis-
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�uency (i.e., a pause)40 but no syntactic dis�uency, meaning that the same syn-
tactic structure that the speaker had started before the pause (pre-dis�uency )
is continued after the pause (post-dis�uency ):

dass er den
(that he prefers to spend the

Abend lieber mit seiner neuen Freundin verbringt
evening with his new girlfriend)

We call utterances syn+dur if they contain structures with both a syntactic
and a durational dis�uency, i.e., the speaker interrupts the syntactic structure
that they have started with a pause and starts a new syntactic structure after
the pause:

dann wäre er
(then he would be

dann hätte er eine aussage treffen können
then he could have made a statement)

All dis�uency types have in common that they show a dis�uency in the middle
of a syntactic structure, that is, before reaching a transition relevance place
(Selting, 1996). Each utterance consists of two parts: the part preceding the
dis�uency ( pre-dis�uency , in a dotted frame in the examples above), and the
part following the dis�uency ( post-dis�uency , dashed above). The stimuli
were presented to the participants and ASR systems in three conditions: Either
the two parts before or after the dis�uency were presented isolated from each
other, meaning that only the part preceding the dis�uency ( pre-dis�uency )
was presented (without the part following the dis�uency), or the part after the
dis�uency ( post-dis�uency ) was presented (without its prior context, i.e., the
part before the dis�uency), or the stimulus is presented as a whole ( whole).

Given the literature and our expectations, we draw the research questions
(RQs) and hypotheses that are described in the following sections. Most of
our hypotheses address both HT and ASR and are marked with H HT � ASR.
Hypotheses that address HT only are marked H HT and those that address ASR
only are marked H ASR respectively.

4.1.1 Hypotheses

In�uence of the Utterances' Fluency and Condition on Transcription
Errors

Lickley & Bard (1996) found that humans have more dif�culties with tran-
scribing single words that occur within dis�uent stimuli than those in �uent
stretches of speech taken from task-oriented dialogues in English taken from

40pauses arenot �lled in this study and thus silent.
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the HCRC map task corpus (Anderson et al., 1991). Dis�uent stimuli contained
repetitions, (word) insertions or deletions, re-formulations or multiple of these;
�uent stimuli contained none of these. They measured whether participants
gave the correct transcription immediately (i.e., after the �rst exposure and
with context prior to the target word only), late (i.e., after one or more words
of additional context after the target word), or failed to give it at all. Words in
dis�uent stimuli were less often transcribed in the �rst attempt and were failed
more often than words in �uent stimuli. Most dif�culties occurred around the
point where the dis�uency of the utterance appeared. Zayats et al. (2019) found
more transcription errors by humans in dis�uent structures from spontaneous
English telephone conversations between strangers taken from the Switch-
board corpus (Godfrey et al., 1992). They compared insertions and deletions in
dis�uent structures of different versions of the Switchboard transcriptions (i.e.,
Marcus et al., 1999; Deshmukh et al., 1998). For ASR, Goldwater et al. (2010)
went one step further towards analysing word characteristics that may induce
high WERs in the transcription of telephone conversations. They studied
dis�uencies caused by repeated words, �ller particles and word fragments.
They found a strong relationship between dis�uencies and WERs, especially
in close neighbourhood.

In the light of these �ndings from the literature, the �rst research question is:

RQ C. Can syntactically complete structures be transcribed better than syn-
tactically incomplete structures? Does the context help or hinder correct
transcription?

with the following hypotheses concerning the dis�uency types and conditions.

HHT � ASRC1 (Dis�uency types) . In general, we expect the utterances of dis�u-
ency type syntactic to be transcribed worse than those of type syn+dur and
durational , and syn+dur worse than durational .

HHT � ASRC2 (Transcription of whole). In both syn+dur and syntactic , a new
(syntactic) structure is started after the dis�uency (which can be preceded
by a pause as in casesyn+dur ). The syntactic structure is not completed. In
condition whole (and in general), we expect the transcription of durational
to be best, followed by syn+dur and syntactic , for both HT and ASR, but we
expect a smaller difference betweensyn+dur and syntactic for ASR than for
HT as we expect the timing of the speech signal to be less relevant for an ASR
system than it might for HT.

HHT � ASRC3 (Transcription of pre-dis�uency ). Both durational and syn+dur
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contain a pause and show a lower articulation rate in condition pre-dis�uency
(e.g., due to hesitation or �nal lengthening as found by Kelterer et al. 2023) than
syntactic . Therefore, we expect lower transcription accuracy for syntactic pre-
dis�uency than for syn+dur pre-dis�uency and durational pre-dis�uency as
syntactic may be acoustically more challenging, for instance, because of a
higher articulation rate (since there is no pause around the syntactic dis�u-
ency).

HHT � ASRC4 (Transcription of post-dis�uency ). We expect durational post-
dis�uency to be of lower transcription quality than syn+dur post-dis�uency ,
becausedurational post-dis�uency does miss its syntactically correspond-
ing beginning and thus starts in the middle of a syntactic structure whereas
syn+dur post-dis�uency starts with a new structure. While syntactic post-
dis�uency as well starts with a new structure, we expect it still to be (as good
as or) worse than durational post-dis�uency , because we expectsyntactic
post-dis�uency to be acoustically more challenging.

In�uence of the Words' Characteristics on Transcription Errors

As mentioned in Section 3.1.1, whether an individual word can be transcribed
correctly or not depends on a complex set of in�uencing factors. These factors
may stem from the word itself, from its surroundings or both. Isolating them
will always show only a part of the picture. Still, there may be characteristics
which have a higher in�uence than others. Accordingly, we repeat the same
research question in the present chapter:

RQ D. What affects the transcription accuracy of an individual word most:
its lexical frequency, its duration, its pronunciation distance from the canonical
form, whether it is a function or content word, or its neighbourhood?

with the following hypotheses concerning the types of error:

HHT � ASRD1 (Function vs. content word) . We expect function words to be
mistranscribed more often in HT than content words. For ASR, we expect
the same effect because of the systems' smaller exposure to strongly reduced
words. Though we expect the difference to be smaller for ASR as, despite the
systems used in this study had been trained on large amounts of data, they
still do lack world knowledge in the sense that they rely more on the context
(which is very limited in our study) in order to recognise the words.

HHT D2 (Deletions in HT) . According to the observations of Zayats et al.
(2019), we expect to �nd mostly function words in the deleted words.
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HHTD3 (Insertions in HT) . According to Zayats et al. (2019), we expect to �nd
mostly function words in the inserted words.

Further, we draw the following hypotheses concerning pronunciation varia-
tion, duration and word frequency:

HHT � ASRD4 (Pronunciation distance) . We expect words realised farther away
from their canonical pronunciation to be transcribed worse by ASR than words
closer to their canonical pronunciation. Since the human participants in this
study were exposed to comparable data in their daily lives, we expect them to
be generally better at compensating for pronunciation variation than ASR.

HHT � ASRD5 (Word duration) . We expect shorter words, despite being fre-
quent, to be recognised worse than longer ones because they are often function
words and may have been reduced more strongly than longer words. We
expect this effect to be stronger for ASR than for HT.

Finally, we hypothesise about neighbouring effects:

HHT � ASRD6 (Neighbouring words) . We expect a propagation of transcription
errors to neighbouring words, as incorrectly recognised words may lead to
wrong segmentation of the words (e.g., Warner et al., 2022) or to other kinds
of confusion, which hinder correct transcription. Further, a language model
learns the likelihood of occurrence of an individual word, given a certain
neighbourhood.

HHT � ASRD7 (Mistranscriptions relative to the dis�uency) . In utterances with
a syntactic dis�uency ( syn+dur , syntactic ) in condition whole, we expect
words around the dis�uency to be transcribed worse in HT than words in
other positions of the stimulus (cf. Lickley & Bard, 1996). For ASR, we expect
words before the dis�uency to be transcribed worse than words in other
positions (cf. Goldwater et al., 2010).

4.2 Methods and Materials

4.2.1 Data

We searched the communicative function annotations (see Section 2.1.2) for the
labels disruption in the PCOMPs and incomplete-holdin the IPUs. A disruption
was de�ned as a stretch of speech in which the »current speaker does not
reach a [point of potential completion], but interrupts themselves to rephrase
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and start a new sentence« (Kelterer & Schuppler, 2025, p. 23).41 They de�ned
an incomplete-holdas applicable »when a speaker produced a pause not at
a [transition relevance place], but at a point of maximum grammatical con-
trol (Schegloff, 1996) and continued speaking after the pause« (Kelterer &
Schuppler, 2025, p. 8).

We manually searched the incomplete holdsfor two types of continuations of the
speaker: (a) the speaker completed/continued the previously paused syntactic
structure without any marker of hesitation or rephrasing (dis�uency type du-
rational ); (b) the speaker started a new syntactic structure by either rephrasing
or discarding the previously started structure, marked by a disruption in the
PCOMP annotations (dis�uency types syn+dur and syntactic ). Each selected
utterance has the form pre-disfluency <disfluency> post-disfluency .

The selected 42 utterances stem from 20 speakers in 13 conversations from
GRASS (for selection/exclusion criteria, see Section 2.1.4). Figure 4.1 shows
the distribution of the number of words in them.

Figure 4.1: Distribution of the number of words in the utterances ( N = 42) for
all dis�uency types (left) and separately by dis�uency type (right).

4.2.2 Transcription Experiment

Participants

41 native Austrian Germans participated in the experiment, of which 19 identi-
�ed as female and 22 as male (none identi�ed as another gender). Participants
were between 19 and 29 years old with a mean age of23.7years. Three partici-
pants grew up multilingual, two of them with both parents being non-Austrian.
All three had been living in Austria most of their lives, two of them were born
there as well. All participants had at least an A-level exam education (Matura).

41A similar label is incomplete(3.64 % of labels), where a speaker also interrupts
themselves before reaching a TRP but after that the other speaker picks up the turn.
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On a scale from 4 (very skilled) to 1 (not skilled at all), 7 participants reported
very good keyboard skills, 21 reported good, and 13 reported rather bad
keyboard skills; none reported to be not skilled at all. The participants who
reported rather bad keyboard skills had a mean participant hWER of 17.38 %
which is even below the mean participant hWER of 18.31 %. Thus, we con-
clude that keyboard skills are not likely to be a major source of transcription
errors in our experiment. One participant (ID 252 in Figure 4.3) was diagnosed
with a weakness in hearing high and low frequencies. With a mean hWER of
23.38 % (which lies within the upper third of the participants), they did not
classify as an outlier, so we kept their data.

Experimental procedure

The experiment consisted of a training and two main experimental parts;
stimuli were presented in randomised order. 42 Half of the participants were
presented with half of the stimuli in condition whole, and the other half in
conditions pre-dis�uency and post-dis�uency (not following each other, ran-
domly mixed between the other stimuli). The other half of the participants
were exposed to the same stimuli in the respective opposite conditions. For ex-
ample: Stimulus 1 was presented to participant A in condition whole; the same
stimulus was presented to participant B in the other conditions pre-dis�uency
and post-dis�uency . Stimulus 2 was presented to participant A in conditions
pre-dis�uency and post-dis�uency , and to participant B in condition whole.

Automatic Speech Recognition Systems

We compared the transcriptions of eight different transformer-based ASR
systems (three based on wav2vec, see Section 2.3.1 and �ve based on Whisper,
see Section 2.3.2) and set them into the context of the human transcriptions
from the transcription experiment.

4.2.3 Data Post-Processing

We normalised the text of the transcripts for both human transcription and
ASR by changing from upper to lower case, deleting punctuation marks, and
converting digits into words. This is usually the point when the WER is de-
termined. The WER is the standard measure for evaluating the quality of
transcriptions of ASR systems. However, it does not account for ambiguous

42More details are described in Section 2.2.2.
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orthographic representations of the same word, for compounds 43 or neolo-
gisms that may not have been seen by the systems yet. Also, there are frequent
word errors that do not change semantic meaning and could hence be treated
mildly in an evaluation, as suggested by Popović & Ney (2007). Still, perhaps
due to its simplicity, no sophisticated measure has yet been established against
the WER, which is why we stick to it as well.

Since we are not interested in whether our participants were good at spelling,
but in whether the speech at its core was transcribed correctly, we �xed obvious
typos and ambiguous orthographic representations in HT. A detailed overview
of the text changes is given in Section 2.4. As ASR does not produce typos in
the same way, this correction step was not needed for the ASR transcriptions.
However, grapheme-based systems like wav2vec may make up words when
they cannot �nd an orthographic representation that matches the acoustic
decoding. Therefore, we found cases of minor misspellings with one missing
letter, such as ›österreichish‹ instead of ›österreichisch‹ (Austrian), where the
pronunciation of the wrong orthography would result in a correct realisation
of the word, but did not strictly follow German spelling rules.

Excluding Data Points

In conditions pre-dis�uency and post-dis�uency , three words became single-
tons that had neither a predecessor nor a successor; these words were excluded
from the analysis. For some stimuli, some of the Whisper systems returned
an empty string. We excluded these stimuli from the analysis as we did not
�nd it meaningful to analyse WERs that are based on utterances exclusively
consisting of deleted words. This removed 12 stimuli from the utterance-based
data frame and 37 data points from the word-based data frame. We did the
same for hallucinations, where the system returned strings that had no relation
to the uttered speech in the signal, such asUntertitel im Auftrag des ZDF für
funk 2017(Subtitles commissioned by ZDF for funk 2017) instead of the actual
content of the signal und dort (and there). This removed another 5 data points
from the utterance-based data frame and 12 data points from the word-based
data frame. The remaining data points are shown in Table 4.1.

43Building compounds by connecting multiple words is a frequent phenomenon in
German. These words can be connected without any modi�cation (as in Architektur
+ Büro = Architekturbüro, architect's of�ce), with the insertion of a so-called Fugenlaut
(approx. gap sound) (as in Seite+ Zahl = Seitenzahl, page number) etc.
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Table 4.1: Number of utterances, stimuli and words by dis�uency types.

# utterances # stimuli # words

dis�uency type HT/ASR HT ASR HT ASR
syntactic 14 860 325 6109 2346

durational 16 984 383 7080 2767
syn+dur 12 737 282 4663 1811

total 42 2581 990 17852 6924

4.2.4 Feature Extraction

Table 4.2 shows the variables that we used in the analyses. Details on their
de�nition and calculation are described in the common methods above (see
Section 2.5). for the word-level analysis (see Sections 4.3.1 and 4.3.2).

Table 4.2: Continuous and categorical variables in the analysis. The details are
described in Sections 2.5 and 4.1.

Variable Description

disType Dis�uency type with levels syntactic , syn+dur , durational .
condition Which part of the stimulus was presented? This can be

the whole stimulus ( whole), only the part before the dis�u-
ency (pre-dis�uency ), or the part after the dis�uency ( post-
dis�uency ).

wFreq The logarithmic frequency of the word.
Range: min: 0.0, max: 8.76, mean: 6.03

wordDur The duration of the word in milliseconds.
Range: min: 75, max: 899, mean: 250

pronDist Distance of the word's realised pronunciation to its canonical
pronunciation, normalised by the number of phones in the
canonical pronunciation. The distance was determined as the
Levenshtein distance of the phones.
Range: min: 0.0, max: 0.8, mean: 0.27

funVScon A binary variable grouping the words into function or content
words based on their Part-of-Speech tag.

pNeigh,
sNeigh

We determined whether the neighbouring word was correct,
incorrect, or did not exist ( none) for both the previous neigh-
bour (pNeigh) and the subsequent neighbour (sNeigh).44

who A binary variable indicating whether the transcription was
done by a human participant ( HT) or by ASR.

44Each word had at least one neighbouring word.
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4.3 Three-Stage Analysis of the Transcriptions

4.3.1 Stage 1: Transcription Errors on the Utterance Level

In this section, we aim at answering RQ C: Can syntactically complete struc-
tures be transcribed better than syntactically incomplete structures? Does the
context help or hinder correct transcription?

WERs for Human and Automatic Transcription

In general, we found better transcriptions (i.e., lower WERs) for HT than for
ASR. The initial hWER aftertext normalisation, but beforecleaning of typos (see
Section 4.2.3) was 23.01 % for the �rst and 20.09 % for the second answer. We
cleaned the participants' answers from typos which yielded hWERs of 20.33 %
for the �rst and 18.31 % for the second answer. For the analysis below, we
consider the second, typo-cleaned answer only. We performed this correction
step to account for the humans' memory capacity which limits the processing
of the stimuli both quickly (in order to try not to miss out words since the
humans did not know how long a stimulus would be) and correctly at the
same time (cf., e.g., Baddeley & Hitch, 2019). In Section 4.3.1, we summarise
the differences between the �rst and second answers of the participants. The
aWERaftertext normalisation was 34.56 %. We compare the best hypothesis of
each utterance for each system.

Figure 4.2: Normalised count of transcriptions with a speci�c WER showing
the distribution of the hWER (blue) and aWER (orange) in %.

Figure 4.2 shows the distribution of the hWERs and aWERs over all stimuli.
Humans outperform the ASR systems as ASR has generally higher counts
in the lower WERs. Humans transcribed 1177 stimuli (45.6 %) with hWER
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= 0.0 %and 1404 stimuli (54.4 %) with hWER > 0.0 %. The average hWER
was 18.31 % (max: 200 %). ASR transcribed 278 stimuli (28.1 %) with aWER
= 0.0 %and 712 stimuli (71.9 %) with aWER > 0.0 %. The average aWER was
34.56 % (max: 300 %).

Figure 4.3 shows the average WER by participants and ASR systems. The
WERs spread in a range of 10.5 % and 43.8 %. The lowest mean hWER was
10.5 % and the highest 28.90 %. With a mean aWER of 24.7 %, the best ASR
system (Whisper-large-v3 ) outperformed three participants. The other sys-
tems had higher aWERs than the participants with the lowest value of 29.6 %
(Whisper-medium).

Figure 4.3: Mean hWER by participant (10.50 % – 28.90 %, blue) and mean
aWER by ASR system (24.71 % – 43.75 %, orange).

The best wav2vec model (w2v-LM-2.0) had a mean aWER of 33.2 %, the model
with a pronunciation lexicon only ( w2v-lex ) had a mean aWER of 39.06 %
and the model without either ( w2v-lex-free ) had an aWER of 41.7 %.It is
noteworthy that the aWER was not proportional to the size of the Whisper
models:

aWERlarge-v3 < aWERmedium< aWERlarge-v1 < aWERlarge-v2 < aWERsmall

One would assume that the increasing model size should decrease the aWER
which was not the case for medium, large-v1 and large-v2 .

Wondering whether more context would help, we fed longer stretches of
speech, including the stimulus in question, into the best Whisper system and
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(a) hWER (b) aWER

Figure 4.4: hWERs of the second answer and aWER of the best hypothesis by
dis�uency types.

found that, in this case, this system performed better than one third of the
human participants (see Appendix C). Hence, with more context, this system
could compensate only partly for the dif�culty of the utterances indicating
that, despite being transformer-based, the systems still lack the capability of
abstraction to some extent.

Dis�uency types and conditions. Figure 4.4 shows binned box plots of
the WERs by dis�uency type. Overall, we found the highest mean hWER for
syntactic (25.24 %), medium hWER for syn+dur (18.84 %) and lowest hWER
for durational (11.87 %with median 0.00 %) for all conditions (see Figure 4.4a).
For ASR, we found the same effect as for HT with the highest mean aWER for
syntactic (44.26 %), a lower aWER for syn+dur (39.74 %) and lowest aWER
for durational (22.52 %) for all conditions. In general, the difference between
the WERs between the dis�uency types was lower for HT (range: 13.37%)
than for ASR (range: 21.74 %). For both HT and ASR, the median WERs of
syn+dur and syntactic are similar within the groups and clearly higher than
those of durational , indicating that utterances with a syntactic dis�uency are
in general more dif�cult to transcribe for both HT and ASR, regardless of the
condition. A difference between HT and ASR can be seen in Figure 4.4 as
well: Both dis�uency types that contain a syntactic dis�uency (i.e., syntactic ,
syn+dur ), have more transcriptions with aWER > 0 than with aWER = 0 for
ASR. For HT, still, the majority of transcriptions has an hWER = 0 for these
two dis�uency types.

In condition whole, the mean hWER was 17.16 %. The HT of durational
(mean hWER10.06 %) was better than syn+dur (16.17 %), better than syntactic
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(a) hWER (b) aWER

Figure 4.5: hWERs and aWERs of the three dis�uency types syntactic ,
syn+dur , and durational in the three conditions whole, pre-dis�uency and
post-dis�uency .

(26.02 %), see Figure 4.5a. The mean aWER was30.39 %. ASR transcribed
durational (mean aWER15.88 %) better than syn+dur (34.55 %), better than
syntactic (43.42 %) (see Figure 4.5b). In condition pre-dis�uency , the mean
hWER was 17.90 %. We found a higher mean hWER forsyntactic (24.49 %)
than for syn+dur (19.43 %) and durational (11.02 %). The mean aWER was
35.72 %. The mean aWER was higher for syntactic (46.32 %) than for syn+dur
(44.65 %) and lowest for durational (20.74 %). In condition post-dis�uency ,
the mean hWER was 19.88 %. We found a higher mean hWER for syntactic
(25.20 %) than for syn+dur (20.89 %) than for durational (14.51 %). The mean
aWER was37.65 %. We found a higher aWER for syntactic (43.11 %) than for
syn+dur (40.31 %) than fordurational (30.99 %).

Figure 4.5b further shows that there were many more utterances with lower
aWERs in pre-dis�uency for utterances of dis�uency type syntactic and in
post-dis�uency for utterances of dis�uency type syn+dur than in whole, indi-
cating that the respective other part of the utterance hindered transcription.

Human Transcription Process

The participants listened two times to each stimulus in order to be able to
correct their previously given transcription. Further, they were asked about
the perceived dif�culty of the transcription of each stimulus (see Section 2.2.2).

First and second transcription. We compared the hWERs and transcrip-
tion errors in the �rst and second answers of the participants. For 79.9 %
(Nanswers = 2063) of the answers, the hWER did not change from the �rst to
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the second answer. The hWER was improved for 17.3 % (Nanswers = 446), and
worsened for 2.8 % (Nanswers = 72) of the answers. 72.1 % (Nwords = 12,864)
of the individual words were not changed from correctto incorrector vice
versa between the two answers. 25.4 % (Nwords = 4,506) of the words were
improved and 2.7 % of the words ( Nwords = 482) were ›disimproved‹, meaning
that they were changed from a correcttranscription in the �rst answer to an
incorrecttranscription in the second answer. 45 These observations are intuitive
as, once a preliminary transcription is made, humans may concentrate on
recognising the details of their previous transcription.

Dif�culty rating. We found a positive correlation between the participants'
dif�culty rating and the hWER of the second answer ( 0.21). Table 4.3a shows
the count of the dif�culty rating and the respective hWER. Most of the stimuli
were rated rather easyto transcribe, followed by very easy, rather dif�cult and
very dif�cult . The hWER weakly re�ects the participants' estimation for all
dif�culty levels. Table 4.3b shows the mean dif�culty rating per dis�uency
type. The participants rated stimuli of dis�uency type syntactic more dif�cult
than those of type syn+dur than type durational .

Table 4.3: Participants' dif�culty rating with the respective hWERs, and distri-
bution over the three dis�uency types. 46

(a) Participants' dif�culty ratings and the respec-
tive mean hWER.

dif�culty count (percentage) hWER
1 715 (27.70 %) 7.16 %
2 1172 (45.41 %)14.85 %
3 535 (20.73 %)30.16 %
4 159 (6.16 %)51.60 %

(b) Average dif�culty ratings by
dis�uency types.

dis�. type dif�culty
syntactic 2.28
syn+dur 2.02

durational 1.88

We consider typos47 to be a potential indicator of dif�culty (transcription effort)
of a stimulus, but also as a consequence of potentially different keyboard skills.
Therefore, we determined the correlation of (self-estimated) keyboard skills,
dif�culty rating and the hWER. We neither found a correlation between the
keyboard skills and the dif�culty rating (-0.07) nor the hWER (0.02).

45Some of these ›disimprovements‹ may stem from a shift based on insertions or
deletions.

46Rating levels: 1 – very easy, 2 – rather easy, 3 – rather dif�cult, 4 – very dif�cult.
47In Section 2.4, we describe our de�nition and handling of typos.
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4.3.2 Stage 2: Transcription Errors on the Word Level

In this section, we aim at answering RQ D: What affects the transcription
accuracy of an individual word most: its lexical frequency, its duration, its
pronunciation distance from the canonical form, whether it is a function or
content word, or its neighbourhood?

Descriptive Statistics of Correct and Incorrect Words

Function vs. content word. As there are considerably more function words
than content words, 48 we normalised the number of correctand incorrectfunc-
tion and content words to their respective total number. In HT, 90.67 %of the
content words were correctand 81.64 %of the function words. In ASR, 75.55 %
of the content words were correctand 70.14 %of the function words. We further
grouped only the deletions by function word and content word, counted them
and divided the counts by their united count. For HT, the fraction of function
words in the deleted words was 91.34 %, for ASR, 80.31 %. The fraction of
function words, compared to all words in the data was 7.12 %(HT) and 9.02 %
(ASR), and of content words 1.94 %(HT) and 6.33 % (ASR). For HT,97.19 %of
the insertions were function words, for ASR, 87.42 %. The fraction of inserted
function words was 26.01 %(HT) and 27.34 %(ASR). That ASR both inserted
and deleted more content words than HT can be interpreted such that some of
the ASR errors are ›more dramatic‹ than those of HT.

Pronunciation distance, word duration, and lexical frequency. The
average pronunciation distance was higher for incorrectwords than for correct
words for HT ( pronDist incorrect = 0.29> pronDist correct = 0.24) and for ASR
(pronDist incorrect = 0.30 > pronDist correct = 0.23), meaning that a stronger
deviation from the canonical pronunciation (e.g., a higher degree of reduction
or stronger dialect) affects both HT and ASR in the same way. Figure 4.6
shows that for HT, the pronunciation distance is highest in syn+dur and
lowest in syntactic , regardless of whether a word was incorrector correct:
(pronDist syn+dur > pronDist durational > pronDist syntactic ) but the values of
pronDist lie in a higher range for the incorrectwords, except for syntactic ,
indicating that the pronunciation distance did not play a role in this dis�uency
type. For the correctwords, the differences of the pronDist between the dis�u-
ency types are smaller than for the incorrectwords. For ASR the distribution
is similar, but there is a difference in all the dis�uency types, including syn-
tactic . Contrary to our expectations, the effect of the pronunciation distance
is stronger for HT than for ASR, which may be explained by the fact that

48The ratio of function to content words was 324:112 in the selected utterances.
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(a) HT (b) ASR

Figure 4.6: Pronunciation distance from the canonical pronunciation of incor-
rectand correctwords by the three dis�uency types syntactic , syn+dur , and
durational for HT and ASR.

HT generally showed more correctwords than ASR, and that, accordingly,
the remaining incorrectwords for HT were those that had been hardest to
transcribe, for instance, because of a dif�cult pronunciation.

Figure 4.7 shows the the distribution of correctand incorrectwords by their
duration. For both HT and ASR, there is a tendency of incorrectwords being
shorter (mean wordDur HT: 186ms, ASR: 209ms) than correctwords (mean
wordDur HT: 242ms, ASR:243ms). The word duration was not correlated 21

with the percentage of systems that transcribed an individual word incorrectly
(corr = � 0.14), and with the percentage of participants that transcribed a
word incorrectly(corr � 0.12), meaning that the word duration affected neither
HT nor ASR. From the literature, it is known that the word duration is strongly
correlated with its prosodic prominence for a language like German and
that the prominence contributes to its recognitionfor HT (Cutler, 1998) and
ASR (Wepner et al., 2022). Depending on the language, theperceptionof a
word's prosodic prominence is often connected to its duration as well (e.g.,
for American English: Mo (2008) in the BUCKEYE corpus (Pitt et al., 2005), or
Wang & Narayanan (2007) for the Switchboard corpus (Godfrey et al., 1992),
both American English). In an earlier study, we showed that prosodically
prominent words in our corpus were recognised better by an HMM-GMM-
based ASR system (Wepner et al., 2022) than deaccented words. For a subset
of 319 words in the dataset used in this study, we had annotations of the
perceptual prosodic prominence, annotated by expert listeners. 49

49Prominence and word duration are 0.703correlated with levels 0,1,2,3 and 0.674
with levels 0,1,2 (based on the subset of 319 words).
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Figure 4.7: Word in/correct by word duration in milliseconds for HT and ASR.

Figure 4.8 shows the relationship between the word duration and its prosodic
prominence by correctand incorrectwords for HT and ASR. We see very similar
patterns between HT and ASR, meaning that the transcription of words is
equally in�uenced by the duration/prominence of the words.

For HT, the mean wFreqwas 6.21for incorrectwords and 5.99for correctwords.
For ASR, it was 5.86for incorrectwords and 6.08for correctwords. It seems that
the humans had more dif�culties with transcribing frequent words correctly
than infrequent words, while for ASR, the relationship was vice versa.

Neighbouring effects. For HT, Lickley & Bard (1996) found that words
around a syntactic dis�uency were more often misrecognised 51 than words in
other positions of the stimulus. For ASR, Goldwater et al. (2010) found that
words before a dis�uency were more often mistranscribed. We see similar
patterns in our data: In utterances of dis�uency type syntactic and syn+dur ,
and condition whole, the percentage of a word being mistranscribed was
higher for words immediately neighbouring the dis�uency (HT: 29.27 %, ASR:
47.12 %), that is, if this word was either the last word before the dis�uency
(position � 1) or the �rst word after the dis�uency (position + 1), than for
words in other positions of the stimulus (HT: 18.30 %, ASR: 31.58 %).

Conditional Inference Tree Analysis of Correct and Incorrect Words

We analysed the transcribed words with a Conditional Inference Tree (CIT) 52

with the binary outcome correct that has the two levels correctand incorrect:53

50in a subset of 319 words with prominence annotations
51Their experiment was a word recognition task.
52R implementation in the partykit package, version 1.2-20.
53The variables are described in Section 4.2.4.
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(a) correctwords (HT) (b) incorrectwords (HT)

(c) correctwords (ASR) (d) incorrectwords (ASR)

Figure 4.8: Fraction of in/correct words for HT and ASR by prosodic promi-
nence – a darker colour indicates a higher prominence level.50

correct � dType + cond + w/oFP + wFreq + pronDist + wordDur +
funVScon + pNeigh + sNeigh + who

Figure 4.11 shows the full CIT. We provide separate �gures for three sub-trees
for better readability: Figure 4.9 shows the commonalities of HT and ASR,
while Figure 4.10 shows the differences between HT and ASR. Coloured nodes
represent the variables that are qualities of the transcribed word itself, while
grey nodes contain information about whether the neighbouring words were
correct, encoded in the variables sNeigh and pNeigh. In total, 19.51 % of the
words were transcribed incorrectly.54

Commonalities of HT and ASR

The splits in the �rst two levels of the tree were made based on whether
the neighbouring words were transcribed correctly or not (see Figure 4.11).
The root node [1] contains the variable sNeigh which splits the data into

5420.87 % including the singletons that we excluded as described in Section 4.2.3.
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(a) Sub-tree:pNeigh =incorrect,
sNeigh =correct/ none. (b) Sub-tree: sNeigh =incorrect.

Figure 4.9: Sub-trees of commonalities of HT and ASR.

incorrectand correct/ nonefollowing words ( p < .0001). The right main branch
(node [29] downwards, Figure 4.9b) contains words that were followed by an
incorrectword. These words are further grouped into those that were either
preceded by a correctword (node [35] downwards), or by an incorrectword or
no word (i.e., were at the initial position in the stimulus, pNeigh =none).

What happens in a word's neighbourhood is thus crucial to its correctness: if
the following word ( sNeigh) is incorrect, then the word in question will most
likely also be transcribed incorrectly, indicated by the leaves of the right main
branch (leaves[31] –[39] ), which all are above average incorrect– compared
to the fraction of incorrectwords in the whole data set (19.51 %). Further, half
of these leaves even contain more than 50 %incorrectwords. Additionally, the
number of observations per leaf must be taken into account. For example,
leaf [39] contains only 172observations and leaf [33] 266, while the other
leaves in this sub-tree are each considerably larger. The leaves with fewer
observations were therefore less ›important‹.

In both sub-trees in Figure 4.9, the predecessor (pNeigh) of the word in ques-
tion built the second most important variable to split the data ( p < .0001).
Given an incorrectsubsequent neighbour (right main branch, Figure 4.9b), a
correctprevious neighbour supported correct transcription of the word in ques-
tion if its pronunciation was closer to the canonical pronunciation ( pronDist
� 0.66, node [36] ), especially if a word further stemmed from a stimulus of
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dis�uency type durational (26.5 %incorrect, [37] ). If a word with this lower
pronDist stemmed from dis�uency types with a syntactic dis�uency, they
were more often incorrect(36.0 %incorrect, [38] ). A higher deviation from the
canonical pronunciation ( pronDist > 0.66) diminished the supportive effect
of the previous neighbour being correct(58.1 %incorrect, [39] ). The branch of
[30] downwards contains words in an ›unsupportive neighbourhood‹, mean-
ing that the neighbouring words were either both incorrector not there (pNeigh
= none, i.e., word at initial position). When a word in this neighbourhood, in
addition, was short ( wordDur � 105ms), it was very likely to be transcribed
incorrectly(leaf [31] , 78.4 %incorrect); for longer words ( wordDur > 105ms),
the chances of a word in such neighbourhood still being correctwere better
in dis�uency type durational (39.8 %incorrect, [33] ) than in dis�uency type
syn+dur and syntactic (64.0 %incorrect, [38] ), but still far below average in
all the dis�uency types.

The left main branch of the tree comprises words that were either the last word
in the stimulus ( sNeigh = none) or were followed by a correctword. From these
words, those that were preceded by an incorrectword ( pNeigh = incorrect, see
Figure 4.9a) were all mistranscribed above average (leaves[25] –[28] ). Most
incorrectwords were either the �nal word in a stimulus ( sNeigh = incorrect)
preceded by an incorrectword ( 49.3 %incorrect, [25] ). Node [26] splits the
words with an incorrectpreceding neighbour and a correctfollowing neighbour
into HT and ASR(p < .01) with more incorrectwords for ASR, meaning that
the ASR systems were affected slightly more strongly by an incorrectprevious
neighbour (61.2 % incorrect, [27] ) than the HT (68.7 % incorrect, [28] ).

In summary, a word's neighbourhood was the strongest indicator of a word
being transcribed correctly or not by both HT and ASR. The neighbourhood
roughly divided the tree so that the above-average number of incorrectwords
were located in the two sub-trees on the right-hand side of the tree in Fig-
ure 4.11. These two sub-trees are characterised by the fact that the neigh-
bourhood of the words located there was ›unsupportive‹ (meaning that the
neighbouring words were either incorrector did not exist) and that a relatively
high number of incorrectwords occurred there. In total, 26.8 % of the words
(N = 6622) fell into these two sub-trees.

Differences Between HT and ASR

So far, we looked into those words that had at least one incorrectneighbouring
word. For both ASR and HT, incorrectwords in the neighbourhood seemed
to hinder a correct transcription of the word in question. In the following,
we consider words in a ›supportive neighbourhood‹, that is, where there are
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