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Abstract

Bayesian Compressed Sensing using Alpha-Stable
Distributions

Georgios Tzagkarakis
University of Crete

Department of Computer Science
Doctor of Philosophy, 2009

During the last decades, information is being gathered and processed at an explosive rate.
This fact gives rise to a very important issue, that is, how to effectively and precisely describe
the information content of a given source signal or an ensemble of source signals, such that it can
be stored, processed or transmitted by taking into consideration the limitations and capabilities
of the several digital devices.

One of the fundamental principles of signal processing for decades is the Nyquist-Shannon
sampling theorem, which states that the minimum number of samples needed to reconstruct a
signal without error is dictated by its bandwidth. However, there are many cases in our everyday
life in which sampling at the Nyquist rate results in too many data and thus, demanding
an increased processing power, as well as storage requirements. A mathematical theory that
emerged recently presents the background for developing a novel sensing/sampling paradigm
that goes against the common tenet in data acquisition. Compressed sensing (CS), also known
as compressive sensing, compressive sampling and sparse sampling, is a technique for acquiring
and reconstructing a signal utilizing the prior knowledge that it is sparse or compressible,
which provides a stricter sampling condition yielding a sub-Nyquist sampling criterion. Sparsity
expresses the fact that the “information rate” of a continuous-time signal may be much smaller
than suggested by its bandwidth via the Nyquist’s theorem, or that a discrete-time signal
depends on a number of degrees of freedom which is comparably much smaller than its (finite)
length.

Several deterministic and probabilistic approaches have been proposed over the last years
confronting the problem of sparse signal reconstruction from distinct viewpoints. The majority
of these methods relies on solving constrained-based optimization problems by employing several
vector norms in the design of appropriate objective functions. Only recently the problem of CS
reconstruction has been studied in a probabilistic (Bayesian) framework, resulting in several
advantages when compared with the norm-based techniques. However, both of these classes of
algorithms are based on a Gaussian assumption for the characterization of the statistics of the
sparse signal.

This thesis introduces the class of heavy-tailed distributions and particularly the family of
alpha-Stable distributions as a suitable modeling tool for designing efficient CS reconstruction
algorithms exploiting the sparsity of the received signal in an appropriate transform domain.
More specifically, the first of the proposed methods exploits the prior knowledge for a sparse
coefficient vector by modeling the statistics of its components using a Gaussian Scale Mixture



(GSM). Then, the reconstruction of the sparse signal is reduced to the problem of estimating the
parameters of the GSM model, which is in turn carried out by developing a Bayesian technique.
Furthermore, there are applications, for instance in the case of a sensor network, where the
acquisition process results in a set of multiple observations of the unknown sparse signal. For
this purpose, we extend the previous method in order to take into account the fact that the set
of multiple observations is characterized by a common sparsity structure with high probability,
yielding an efficient CS method amenable to a distributed implementation.

There are also real-world environments, such as in underwater acoustics or in telecommu-
nications, where the signal and/or the noise present a highly impulsive behavior and thus,
resulting in an even increased sparsity. The second method proposed in this thesis, which is
also developed in a Bayesian framework, reconstructs signals corrupted by a highly impulsive
noise component. This is done by modeling the statistical behavior of the sparse vector with a
Cauchy distribution, which is also a member of the family of alpha-Stable distributions. The
estimation of model parameters is performed by employing a well-known tree structure, which
is a common approach in several Bayesian Learning tasks, such as the model selection as is the
case here.

Finally, a third method is proposed that generalizes the other two in the sense that it is
developed for an arbitrary alpha-Stable distribution. The efficiency of a CS reconstruction
method does not only depend on the inversion (decoding) method by itself, but also on a suit-
able encoding part (measurement matrix) that embeds all the significant information of the few
large-amplitude transform coefficients into a measurement vector. So, it is shown first that such
a measurement matrix is constructed exploiting the accuracy of an alpha-Stable distribution
in modeling the highly impulsive (sparse) behavior of the sparse (transform) coefficients vec-
tor. The proposed CS algorithm for estimating a sparse vector proceeds by solving iteratively
a constrained optimization problem using the duality theory and the method of subgradients.
However, since the family of alpha-Stable distributions lacks finite variance, we introduce a
modified Lagrangian function which takes into account the true non-Gaussian behavior as ex-
pressed by the so called Fractional Lower-Order Moments. In addition, it is shown that the
objective function and the constraints are separable and thus, this algorithm is amenable to a
distributed implementation from the nodes of a sensor network.

We also illustrate the increased performance of the proposed CS algorithms based on heavy-
tailed models when compared with the performance of recently introduced state-of-the-art CS
reconstruction techniques, by applying them in a series of experiments for reconstructing sim-
ulated signals or for solving the problem of Direction-of-Arrival (DOA) estimation, as well as
for recovering real image data from their corresponding transform coefficients.



PerÐlhyh

Mpeôzian  Sumpiestik  DeigmatolhyÐa me qr sh
'Alfa-Eustaj¸n Katanom¸n

Ge¸rgioc Tzagkar�khc
Panepist mio Kr thc

Tm ma Epist mhc Upologist¸n
Didaktorik  Diatrib , 2009

Kat� th di�rkeia twn teleutaÐwn et¸n, h sullog  kai epexergasÐa thc plhroforÐac prag-
matopoieÐtai me polÔ taqeÐc rujmoÔc. Autì to gegonìc jètei èna krÐsimo z thma anaforik� me
to p¸c ja mporèsei na perigrafeÐ h plhroforÐa pou enup�rqei se èna s ma   se èna sÔnolo
shm�twn me apodotikì kai akrib  trìpo, ètsi ¸ste sth sunèqeia na apojhkeuteÐ, epexergasteÐ
  metadojeÐ lamb�nontac upìyh tic periorismènec dunatìthtec pou èqoun oi di�forec yhfiakèc
suskeuèc, ìpwc gia par�deigma h periorismènh enèrgeia.

MÐa apì tic jemeli¸deic arqèc sthn epexergasÐa s matoc ed¸ kai dekaetÐec eÐnai to je¸rhma
deigmatolhyÐac twn Nyquist-Shannon, sÔmfwna me to opoÐo to el�qisto pl joc deigm�twn pou
apaiteÐtai gia thn anakataskeu  enìc s matoc qwrÐc sf�lma kajorÐzetai apì to eÔroc tou f�sma-
tìc tou. EntoÔtoic, up�rqoun pollèc peript¸seic sthn kajhmerinìthta stic opoÐec ìtan h deigma-
tolhyÐa pragmatopoieÐtai sÔmfwna me to rujmì Nyquist katal gei se èna uperbolik� meg�lo
pl joc dedomènwn kai epomènwc apaiteÐ auxhmènh epexergastik  isqÔ, ìpwc epÐshc kai apojhkeu-
tikì q¸ro. MÐa majhmatik  jewrÐa pou  rje sto prosk nio prìsfata parèqei to plaÐsio gia
thn an�ptuxh enìc kainotìmou protÔpou deigmatolhyÐac, to opoÐo antikroÔei th sun jh t�sh sth
l yh dedomènwn (rujmìc Nyquist). H sumpiestik  deigmatolhyÐa (compressed sensing), gnwst 
epÐshc kai wc arai  deigmatolhyÐa, eÐnai mÐa teqnik  gia th l yh kai anakataskeu  enìc s matoc
pou ekmetalleÔetai thn ek twn protèrwn gn¸sh ìti to s ma eÐnai araiì   sumpiestì, parèqon-
tac mÐa pio austhr  sunj kh deigmatolhyÐac pou odhgeÐ se rujmoÔc mikrìterouc apì autìn tou
Nyquist. H araiìthta ekfr�zei to gegonìc ìti o rujmìc plhroforÐac enìc s matoc suneqoÔc
qrìnou eÐnai pijanìn polÔ mikrìteroc apì autìn pou upodeiknÔei to eÔroc tou f�smatìc tou
mèsw tou jewr matoc twn Nyquist-Shannon,   to ìti èna s ma diakritoÔ qrìnou exart�tai apì
èna pl joc bajm¸n eleujerÐac to opoÐo eÐnai polÔ mikrìtero se sÔgkrish me to (peperasmèno)
m koc tou.

Di�forec nteterministikèc kai pijanokratikèc proseggÐseic èqoun protajeÐ ta teleutaÐa qrì-
nia, oi opoÐec antimetwpÐzoun to prìblhma thc anakataskeu c enìc araioÔ s matoc apì diafore-
tikèc optikèc. H pleioyhfÐa twn mejìdwn aut¸n basÐzetai sthn epÐlush enìc probl matoc
beltistopoÐhshc me periorismoÔc qrhsimopoi¸ntac di�forec dianusmatikèc nìrmec gia th sqedÐ-
ash kat�llhlwn antikeimenik¸n sunart sewn. Mìlic prìsfata to prìblhma thc anakataskeu c
enìc araioÔ s matoc me qr sh sumpiestik c deigmatolhyÐac �rqise na melet�tai se èna Mpeôzianì
plaÐsio, prosfèrontac di�fora pleonekt mata se sqèsh me tic prohgoÔmenec teqnikèc. Parì-
la aut� kai oi dÔo autèc kathgorÐec mejìdwn basÐzontai wc epÐ to pleÐston sthn Gkaousian 
upìjesh gia to statistikì qarakthrismì tou araioÔ s matoc.



H paroÔsa ergasÐa eis�gei mia kl�sh katanom¸n me barièc ourèc, pio sugkekrimèna thn
oikogèneia twn 'Alfa-Eustaj¸n katanom¸n (alpha-Stable distributions) wc èna kat�llhlo mon-
tèlo gia th sqedÐash kai ulopoÐhsh apodotik¸n algorÐjmwn anakataskeu c araioÔ s matoc me
qr sh sumpiestik c deigmatolhyÐac, oi opoÐoi ekmetalleÔontai thn araiìthta tou lambanìmenou
s matoc se k�poio pedÐo metasqhmatismoÔ. Eidikìtera, h pr¸th apì tic proteinìmenec mejìdouc
ekmetalleÔetai thn ek twn protèrwn gn¸sh ìti to di�nusma twn suntelest¸n tou metasqhma-
tismènou s matoc eÐnai araiì montelopoi¸ntac th statistik  sumperifor� twn sunistws¸n tou
me èna meÐgma Gkaousian¸n (Gaussian Scale Mixture (GSM)). Katìpin, h anakataskeu  tou ar-
qikoÔ s matoc an�getai se prìblhma ektÐmhshc twn paramètrwn tou GSM montèlou, to opoÐo
epilÔetai me thn proteinìmenh Mpeôzian  mèjodo. Epiplèon, up�rqoun efarmogèc, gia par�deigma
sthn perÐptwsh enìc diktÔou aisjht rwn, ìpou h diadikasÐa l yhc katal gei se èna sÔnolo pol-
lapl¸n parathr sewn tou arqikoÔ s matoc. Gia to skopì autì epekteÐnoume thn pr¸th mèjodo
¸ste na lamb�nei upìyh to gegonìc ìti to sÔnolo twn pollapl¸n parathr sewn qarakthrÐze-
tai, me meg�lh pijanìthta, apì mÐa koin  arai  dom  odhg¸ntac se mia apodotik  mèjodo h opoÐa
epidèqetai katanemhmènh ulopoÐhsh, k�ti polÔ shmantikì se èna dÐktuo aisjht rwn.

Up�rqoun epÐshc pragmatik� perib�llonta, ìpwc gia par�deigma sthn upobrÔqia akoustik 
kai tic thlepikoinwnÐec, ìpou to s ma kai/  o jìruboc emfanÐzoun mia uyhl  kroustikìthta kai
epomènwc katal goun se akìma pio auxhmènh araiìthta. H deÔterh mèjodoc pou proteÐnetai
se aut  thn ergasÐa, h opoÐa epÐshc anaptÔssetai se èna Mpeôzianì plaÐsio, anakataskeu�zei
kroustik� s mata sta opoÐa èqei prostejeÐ jìruboc me epÐshc uyhl� kroustik  sumperifor�.
Autì antimetwpÐzetai montelopoi¸ntac to araiì, kroustikì s ma me mÐa katanom  Cauchy, h
opoÐa an kei sthn oikogèneia twn 'Alfa-Eustaj¸n katanom¸n. H ektÐmhsh twn paramètrwn tou
montèlou pragmatopoieÐtai qrhsimopoi¸ntac mÐa dendrik  dom , h opoÐa sunant�tai suqn� se
probl mata Mpeôzian c M�jhshc (Bayesian Learning), ìpwc gia par�deigma sto prìblhma thc
epilog c montèlou pou eÐnai ousiastik� kai h perÐptws  mac ed¸.

Tèloc, mÐa trÐth mèjodoc proteÐnetai h opoÐa apoteleÐ genÐkeush twn prohgoÔmenwn, me thn èn-
noia ìti mporeÐ na qrhsimopoihjeÐ sthn perÐptwsh montelopoÐhshc qrhsimopoi¸ntac opoiad pote
'Alfa-Eustaj  katanom . H apodotikìthta enìc algorÐjmou anakataskeu c araioÔ s matoc me
qr sh sumpiestik c deigmatolhyÐac den exart�tai mìno apì th mèjodo (apokwdikopoÐhsh) aut 
kajeaut , all� epÐshc kai apì ton trìpo l yhc twn metr sewn (kwdikopoÐhsh). Gia to skopì
autì shmantik  eÐnai h kataskeu  enìc kat�llhlou pÐnaka metr sewn (measurement matrix )
o opoÐoc ja emfuteÔsei ìlh th shmantik  plhroforÐa twn lÐgwn, shmantik¸n suntelest¸n tou
(metasqhmatismènou) araioÔ s matoc se èna di�nusma metr sewn. 'Etsi, apodeiknÔetai pr¸-
ta ìti ènac tètoioc pÐnakac metr sewn kataskeu�zetai basizìmenoc sthn akrÐbeia me thn opoÐa
h 'Alfa-Eustaj c katanom  mporeÐ na montelopoi sei thn kroustik  sumperifor� tou araioÔ
dianÔsmatoc. Sth sunèqeia, o proteinìmenoc algìrijmoc anakataskeu c ektim� to araiì s -
ma epilÔontac epanalhptik� èna prìblhma beltistopoÐhshc me periorismoÔc qrhsimopoi¸ntac th
JewrÐa DuismoÔ (Duality Theory) kai th mèjodo twn upo-klÐsewn (subgradients). EntoÔtoic, ka-
j¸c h oikogèneia twn 'Alfa-Eustaj¸n katanom¸n stereÐtai peperasmènhc diaspor�c, eis�goume
mÐa tropopoihmènh Lagrangian sun�rthsh h opoÐa lamb�nei upìyh th mh-Gkaousian  sumperifor�
ìpwc ekfr�zetai apì tic legìmenec Klasmatikèc Ropèc Qamhlìterhc T�xhc (Fractional Lower-
Order Moments). Epiplèon, apodeiknÔetai ìti h antikeimenik  sun�rthsh kai oi periorismoÐ eÐnai
diaqwrÐsimoi kai epomènwc autìc o algìrijmoc epidèqetai mia katanemhmènh ulopoÐhsh apì touc
kìmbouc enìc diktÔou aisjht rwn.

H auxhmènh apodotikìthta twn proteinìmenwn algorÐjmwn anakataskeu c araioÔ s matoc me
qr sh sumpiestik c deigmatolhyÐac, me b�sh montèla pou qarakthrÐzontai apì barièc ourèc, epi-
deiknÔetai mèsa apì sugkrÐseic me tic apodìseic merik¸n ek twn korufaÐwn prìsfatwn teqnik¸n,
efarmìzont�c tic se mia seir� peiram�twn, apì thn anakataskeu  prosomoiwmènwn shm�twn kai
thn epÐlush tou probl matoc ektÐmhshc thc GwnÐac 'Afixhc (Direction-of-Arrival (DOA)), wc thn
an�kthsh pragmatik¸n eikìnwn apì touc suntelestèc tou metasqhmatismoÔ touc.
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as a function of q for α = 1.2, 1.5 and 25 dispersion pairs (γX , γY ). . . . . . . . 36
3.6 Acoustic signal and APD curves corresponding to the empirical, Gaussian, GGD

and SαS distributions, at each decomposition level (3-level DWT (db4)). . . . . 38
3.7 “Indor 4” image and APD curves corresponding to the empirical, Gaussian, GGD

and SαS distributions, at each decomposition level (3-level DWT (db4)). . . . . 38

4.1 Reconstruction of uniform spikes for N = 512, L = 20, M = 110. (a) Original
signal, (b) Reconstruction with BCS, ‖~x − ~xBCS‖2/‖~x‖2 = 0.0114, (c) Recon-
struction with BCS-GSM, ‖~x− ~xBCS−GSM‖2/‖~x‖2 = 0.0106. . . . . . . . . . . 48

4.2 Reconstruction of non-uniform spikes for N = 512, L = 20, M = 110. (a)
Original signal, (b) Reconstruction with BCS, ‖~x − ~xBCS‖2/‖~x‖2 = 0.0122, (c)
Reconstruction with BCS-GSM, ‖~x− ~xBCS−GSM‖2/‖~x‖2 = 0.0121. . . . . . . . 49

4.3 Reconstruction performance of BCS-GSM and BCS: (a) Average reconstruction
error, and (b) Average number of non-zero weights, over 100 Monte-Carlo runs
using random signals with 20 non-uniform spikes (ση = 0.005). . . . . . . . . . 50

4.4 Average CS ratio as a function of M for the BCS-GSM, BCS methods (L = 20,
ση = 0.005). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

4.5 Average reconstruction error as a function of CS ratio for the BCS-GSM, BCS
methods (L = 20, ση = 0.005). . . . . . . . . . . . . . . . . . . . . . . . . . . . 51



4.6 Average RREs and CS ratios as a function of SNR for the BCS-GSM and the
selected CS methods for sparse signals with uniform spikes. . . . . . . . . . . . 54

4.7 Average RREs and CS ratios as a function of SNR for the BCS-GSM and the
selected CS methods for sparse signals with non-uniform spikes. . . . . . . . . . 55

4.8 Average reconstruction error of the standard (non-adaptive) and adaptive BCS-
GSM, over 100 Monte-Carlo runs using random signals with 20 spikes (ση = 0.005). 56

4.9 Average RREs and CS ratios over 100 Monte-Carlo runs for the adaptive BCS-
GSM and BCS methods using random signals with L = 15 uniform spikes (N =
512, ση = 0.01). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 56

4.10 Test images. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57
4.11 PSNRs and CS ratios for “Indor 2 ” image as a function of the number of CS

measurements for SNR = 5, 10 dB. . . . . . . . . . . . . . . . . . . . . . . . . . 58
4.12 PSNR and CS ratios of the BCS-GSM, BCS and their adaptive implementations

for “Indor 2 ” image. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58
4.13 Medical images (128× 128) used for evaluation of the performance of BCS-GSM. 59
4.14 PSNRs for CS reconstruction of “Aneu3”, “CerebralAngio” and “Cisternogram”

as a function of the number of measurements and for SNR = 7.5, 15 dB. . . . . 61
4.15 PSNRs for CS reconstruction of “CoronaryAngio”, “CTA” and “CTMyeloL1” as

a function of the number of measurements and for SNR = 7.5, 15 dB. . . . . . . 61
4.16 CS ratios for CS reconstruction of “Aneu3”, “CerebralAngio” and “Cisternogram”

as a function of the number of measurements and for SNR = 7.5, 15 dB. . . . . 62
4.17 CS ratios for CS reconstruction of “CoronaryAngio”, “CTA” and “CTMyeloL1”

as a function of the number of measurements and for SNR = 7.5, 15 dB. . . . . 62
4.18 Original and CS reconstructed images of “Aneu3” for SNR = 7.5, 15 dB. . . . . 63
4.19 Original and CS reconstructed images of “Cisternogram” for SNR = 7.5, 15 dB. 63
4.20 Original and CS reconstructed images of “CoronaryAngio” for SNR = 7.5, 15 dB. 64
4.21 Original and CS reconstructed images of “CTMyeloL1” for SNR = 7.5, 15 dB. . 64
4.22 Star-shaped and ring-shaped topologies of a sensor network implementing the

distributed MMV BCS-GSM method. . . . . . . . . . . . . . . . . . . . . . . . 68
4.23 DOA estimation performance for one source (54o). . . . . . . . . . . . . . . . . 74
4.24 DOA estimation performance for two sources (41o, 44o). . . . . . . . . . . . . . 75
4.25 Average percentages of successful DOA estimations for a varying number of

sources and sensors. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
4.26 Average CS ratios for a varying number of sources and sensors. . . . . . . . . . 77
4.27 Average percentages of successful DOA estimations for a varying number of

sources and initial SNR values at the leftmost sensor (K = 5). . . . . . . . . . . 78
4.28 Average CS ratios for a varying number of sources and initial SNR values at the

leftmost sensor (K = 5). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 78
4.29 PSNRs for CS reconstruction using MMV BCS-GSM of “Aneu3”, “CerebralAngio”

and “Cisternogram” as a function of M , for K ∈ {5, 10, 15, 20} (SNR = 7.5, 15 dB). 80
4.30 PSNRs for CS reconstruction using MMV BCS-GSM of “CoronaryAngio”, “CTA”

and “CTMyeloL1” as a function of M , for K ∈ {5, 10, 15, 20} (SNR = 7.5, 15 dB). 80
4.31 CS ratios for CS reconstruction using MMV BCS-GSM of “Aneu3”, “CerebralAn-

gio” and “Cisternogram” as a function of M , for K ∈ {5, 10, 15, 20} (SNR =
7.5, 15 dB). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

4.32 CS ratios for CS reconstruction using MMV BCS-GSM of “CoronaryAngio”,
“CTA” and “CTMyeloL1” as a function of M , for K ∈ {5, 10, 15, 20} (SNR =
7.5, 15 dB). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81



4.33 PSNRs comparison between Linear (optimal) reconstruction with BCS, BCS-
GSM and MMV BCS-GSM (K = 20) of “Aneu3”, “CerebralAngio” and “Cis-
ternogram” as a function of M (SNR = 7.5, 15 dB). . . . . . . . . . . . . . . . . 82

4.34 PSNRs comparison between Linear (optimal) reconstruction with BCS, BCS-
GSM and MMV BCS-GSM (K = 20) of “CoronaryAngio”, “CTA” and “CT-
MyeloL1” as a function of M (SNR = 7.5, 15 dB). . . . . . . . . . . . . . . . . . 82

4.35 CS ratios comparison between BCS, BCS-GSM and MMV BCS-GSM (K = 20)
of “Aneu3”, “CerebralAngio” and “Cisternogram” as a function of M (SNR =
7.5, 15 dB). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 83

4.36 CS ratios comparison between BCS, BCS-GSM and MMV BCS-GSM (K = 20) of
“CoronaryAngio”, “CTA” and “CTMyeloL1” as a function of M (SNR = 7.5, 15 dB). 83

4.37 Original and noisy (SNR = 5 dB) CS reconstructed images of “Indor 2” using
Linear, BCS, BCS-GSM and MMV BCS-GSM (K = 20) methods. . . . . . . . 84

4.38 Original and noisy (SNR = 5 dB) CS reconstructed images for “Indor 4” using
Linear, BCS, BCS-GSM and MMV BCS-GSM (K = 20) methods. . . . . . . . 84

4.39 Original and noisy (SNR = 5 dB) CS reconstructed images for “Nemasup” using
Linear, BCS, BCS-GSM and MMV BCS-GSM (K = 20) methods. . . . . . . . 85

5.1 Simulated standard SαS sequences along with their detail wavelet coefficients
histograms (3 levels, “db 4”). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

5.2 Average MMSE and MAP reconstruction errors for FBMP and MvC methods as
a function of M (SNR=10, 15 dB). . . . . . . . . . . . . . . . . . . . . . . . . . 95

5.3 Sparsity performance of FBMP and MvC methods. . . . . . . . . . . . . . . . . 96
5.4 SpR ratio for FBMP and MvC methods as a function of M (SNR=10, 15 dB). 97
5.5 Average MMSE and MAP reconstruction errors for FBMP and MvC methods as

a function of α (SNR=8, 10 dB). . . . . . . . . . . . . . . . . . . . . . . . . . . 98
5.6 SpR ratio for FBMP and MvC methods as a function of α (SNR=8, 10 dB). . . 98

6.1 Test stability property for four kinds of measurement matrices Φ (ref. in the text).103
6.2 Network topology for implementing the distributed SαS-CS algorithm. . . . . . 112
6.3 Noise dispersion contours: (a) Noise dispersion contours in the jointly SαS case,

as a function of γg and FSNR, for αg = 1.3, 1.45, 1.7, 1.95, (b) Noise dispersion
contours as a function of γg and αη, for αg = 1.3, 1.45, 1.7, 1.95 and FSNR = 10 dB.115

6.4 Average rSNR’s as a function of the number of CS measurements M (α = 1.3,
γw = 0.7 and FSNR = 10 dB). . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

6.5 Average CS ratios of the CS-based recovery methods as a function of the number
of CS measurements M (α = 1.3, γw = 0.7 and FSNR = 10 dB). . . . . . . . . 116

6.6 Average rSNR’s as a function of the number of CS measurements M (α = 1.5,
γw = 1 and FSNR = 10 dB). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 117

6.7 Average CS ratios of the CS-based recovery methods as a function of the number
of CS measurements M (α = 1.5, γw = 1 and FSNR = 10 dB). . . . . . . . . . 117

6.8 Average rSNR for SαS-CS and LASSO as a function of the number of CS mea-
surements M , for γw = 1, FSNR = 10 dB and α = 1.4, 1.5, 1.7, 1.8. . . . . . . . 118

6.9 Average CS ratios for SαS-CS and LASSO as a function of the number of CS
measurements M , for γw = 1, FSNR = 10 dB and α = 1.4, 1.5, 1.7, 1.8. . . . . 118

6.10 (a) Average rSNR for SαS-CS and LASSO as a function of α and FSNR (in
dB) for γw = 1 and M = 100, (b) Average rSNR for SαS-CS and LASSO as a
function of α and FSNR (in dB) [Top view]. . . . . . . . . . . . . . . . . . . . . 119

6.11 Average CS ratio for SαS-CS and LASSO as a function of α and FSNR (in dB)
for γw = 1 and M = 100. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119



6.12 (a) Average rSNR for SαS-CS and LASSO as a function of α and αη for γw = 1,
M = 100 and FSNR = 8 dB, (b) Average rSNR for SαS-CS and LASSO as a
function of α and αη [Top view]. . . . . . . . . . . . . . . . . . . . . . . . . . . 120

6.13 Average CS ratio for SαS-CS and LASSO as a function of α and αη for γw = 1,
M = 100 and FSNR = 8 dB. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 120

6.14 Average percentage of successful retrievals of the significant basis functions for
the standard and FLOM-based Lagrangian function, as a function of α and FSNR
(in dB). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 122

6.15 (a) Average reconstruction rSNR (in dB) for the “centralized” SαS-CS method,
as a function of α and FSNR (in dB), (b) Average reconstruction rSNR (in dB)
for the distributed SαS-CS method, as a function of α and FSNR (in dB). . . . 122



List of Tables

3.1 Optimal q parameter as a function of the characteristic exponent α. . . . . . . . 36

4.1 Performance comparison in terms of PSNR and CS ratio values for the recon-
struction of “Indor 4 ” and “Nemasup” images (noise-free & noisy versions) with
c = 0.6 (M = 2611). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 59





List of Abbreviations

APD Amplitude Probability Density
BCS Bayesian Compressed Sensing
BCS-GSM Bayesian Compressed Sensing using a Gaussian Scale Mixture
BP Basis Pursuit
CI Compressive Imaging
CS Compressed Sensing
CWT Continuous Wavelet Transform
DCS Distributed Compressed Sensing
DEC Differential Entropic Clustering
DFT Discrete Fourier Transform
DOA Direction of Arrival
DWT Discrete Wavelet Transform
FLOM Fractional Lower-Order Moment
GGD Generalized Gaussian Distribution
GPSR Gradient Projection for Sparse Reconstruction
GSM Gaussian Scale Mixture
i.i.d. independent identically distributed
L1EQ-PD `1-norm minimization using the Primal-Dual interior point method
MAP Maximum a Posteriori
ML Maximum Likelihood
MMV Multiple Measurement Vector
MRI Magnetic Resonance Imaging
PSNR Peak Signal-to-Noise Ratio
RIP Restricted Isometry Property
SαS Symmetric Alpha-Stable
SMV Single Measurement Vector
SNR Signal-to-Noise Ratio
SOCP Second-Order Cone Program
STFT Short-Time Fourier Transform
StOMP Stagewise Orthogonal Matching Pursuit
UUP Uniform Uncertainty Principle





List of Symbols

A matrix
A−1 inverse matrix
AT transpose matrix
AH Hermittian matrix
|A| matrix determinant
~x column vector (unless stated otherwise to be a row vector)
~xT transpose (row) vector
O(·) order of (·)
‖· ‖ vector/matrix norm
log natural logarithm
P{A} probability of event A
E{·} Expectation operator
V ar{X} Variance of random variable X
|a| absolute value (a ∈ R)
abs(~x) [|x1|, . . . , |xN |]T , ~x ∈ RN

α-SG(R) sub-Gaussian SαS vector with underlying covariance matrix R
z<a> |z|a−1z̄, z ∈ C, a ≥ 0
z̄ complex conjugate
sign(·) signum function
Sα linear space of jointly SαS random variables
[X, Y ]α covariation between two jointly SαS random variables
λXY covariation coefficient of X with Y
Corrα(X,Y ) symmetric covariation coefficient of X with Y
‖X‖α covariation norm of X ∈ Sα





Structure of the thesis

The present thesis deals with the problem of reconstructing a given signal which is sparse
by itself, or it can be sparsified in an appropriate transform domain, by employing a vector
containing much less measurements than the original signal size. In particular, since we work in
a statistical framework, the prior knowledge that the signal is sparse is exploited by modelling
the coefficients vector via members of families including distributions with heavy (algebraic)
tails and specifically, of the family of Alpha-Stable distributions. Then, efficient Bayesian and
iterative methods are proposed exploiting the accuracy of the Alpha-Stable family in capturing
the sparse nature of (highly) impulsive signals. Thus, the problem of reconstructing a signal
from its associated measurement vector is reduced to a problem of estimating the corresponding
model parameters. The thesis is organized as follows:

Chapter 1
This chapter provides the necessary background of the recently introduced theory of Com-
pressed Sensing (CS). We discriminate between its two structural components, namely, the
encoding/sensing and the decoding/reconstruction part and discuss their specific inherent re-
quirements. Besides, we classify most of the existing state-of-the-art CS reconstruction algo-
rithms according to whether they proceed in a deterministic or in a probabilistic (Bayesian)
framework. This makes the comparison with the proposed approaches more meaningful and
convenient.
Chapter 2
This chapter illustrates the fact that many natural signals, which may be not sparse by them-
selves, can be sparsified in the wavelet transform domain. It also sets out the main concepts
and properties concerning the wavelet analysis, which is employed in some of the subsequent
experimental evaluations.
Chapter 3
In this chapter we review the basic theory regarding the family of Alpha-Stable models, which
will be the fundamental statistical tool for developing the proposed CS reconstruction algo-
rithms.
Chapter 4
This chapter describes the first of the proposed CS reconstruction algorithms. In particular,
the fact that the original signal, or a transformed version of it, is sparse (or compressible) is
exploited by modeling the statistics of the coefficients vector with a Gaussian Scale Mixture



(GSM), which is suitable in approximating a heavy-tailed behavior. The problem of signal
reconstruction is reduced to the problem of estimating the GSM model parameters, which is
solved using a fast iterative approach. Then, this method is extended in the case when multiple
observations of a single sparse signals are available. For instance, this is the case of a sensor
network application where multiple sensors acquire the same signal of interest. The proposed
multiple-observation CS method also exploits the property, that due to the acquisition process,
the multiple observation vectors will be characterized by a common sparsity structure with high
probability. The proposed methods are then compared with recent state-of-the-art techniques
for reconstructing simulated signal, as well as in the problem of Direction-of-Arrival (DOA)
estimation and in the recovery of real-world images from their wavelet transform coefficients.
Chapter 5
In this chapter, the second proposed method is presented for solving the problem of reconstruct-
ing a highly impulsive signal corrupted by heavy-tailed noise. The prior belief that the vector
of coefficients should be highly sparse is enforced by fitting its prior distribution by means of a
(heavy-tailed) multivariate Cauchy distribution, which is a member of the sub-Gaussian fam-
ily. In addition, a multivariate Cauchy distribution is also employed to model the heavy-tailed
behavior of the noise corrupting the coefficients, since it models efficiently highly impulsive en-
vironments and also it yields closed form expressions in the subsequent Bayesian inference. The
experimental results show that our proposed method achieves an improved reconstruction per-
formance, in terms of a smaller reconstruction error, while increasing the sparsity using less basis
functions, when compared with a recently introduced Gaussian-based Bayesian implementation
and with previous norm-based CS reconstruction algorithms.
Chapter 6
In this chapter, the two previous methods are generalized by developing a CS method which
employees an arbitrary symmetric Alpha-Stable distribution and thus, it provides additional
degrees of freedom to the considered statistical model. The proposed CS algorithm for estimat-
ing a sparse vector proceeds by solving iteratively a constrained optimization problem using
the duality theory and the method of subgradients. However, since the family of symmetric
Alpha-Stable distributions lacks finite variance, we introduce a modified Lagrangian function
which takes into account the true non-Gaussian behavior as expressed by the so called Fractional
Lower-Order Moments. In addition, it is shown that the objective function and the constraints
are separable and thus, this algorithm is amenable to a distributed implementation from the
nodes of a sensor network. The experimental results reveal an increased reconstruction perfor-
mance in terms of a reduced reconstruction error, while achieving an increased sparsity, when
compared with state-of-the-art iterative CS methods.
Chapter 7
This chapter serves as a conclusion and summarization of the main results of this thesis and
provides directions for future work.



Chapter

1

Introduction

The whole is more than the sum of the parts.

Aristotle (384 B.C.-322 B.C.)
Metaphysica

During the last decades, information is being gathered and processed at an explosive rate.
This fact gives rise to a very important issue, that is, how to effectively and precisely describe
the information content of a given source signal or an ensemble of source signals, such that it can
be stored, processed or transmitted by taking into consideration the limitations and capabilities
of the several digital devices.

One of the fundamental principles of signal processing for decades is the Nyquist-Shannon
sampling theorem [1, 2]:

Theorem 1.1 (Nyquist-Shannon sampling theorem) If a function x(t) contains no fre-
quencies higher than B cps (cycles per second), it is completely determined by giving its ordinates
at a series of points spaced 1

2B seconds apart.

In essence this theorem states that the number of samples needed to reconstruct a signal without
error is dictated by its bandwidth - the length of the shortest interval which contains the support
of the spectrum of the signal. In particular, the signal can be perfectly reconstructed from its
samples if the sampling rate exceeds 2B samples per second, where B is the highest frequency
in the original signal. The reconstruction is simply a linear interpolation with a “sinc” kernel.
If a signal contains a component at exactly B cps (Hertz), then samples spaced at exactly 1

2B
seconds do not completely determine the signal, Shannon’s statement notwithstanding.

The above theorem actually describes two basic processes in signal processing: a sampling
process (encoding), in which a continuous-time signal is converted to a discrete-time signal and
a reconstruction process (decoding), in which the original continuous signal is recovered from
the discrete-time signal. Figure 1.1 on the following page shows the fundamental blocks of a
system as described by the Nyquist’s theorem. A few consequences that can be drawn are the
following:

1. If the highest frequency B in the original signal is known, the theorem gives the lower
bound on the sampling frequency for which perfect reconstruction can be assured. This
lower bound to the sampling frequency, 2B, is called the Nyquist rate.

2. If instead the sampling frequency is known, the theorem gives an upper bound for the
frequency components of the signal to allow for perfect reconstruction. This upper bound
is the Nyquist frequency, denoted by BN .
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Figure 1.1: Fundamental blocks of a system described by the Nyquist’s theorem.

Both of these cases imply that the signal to be sampled must be bandlimited, that is, any
component of this signal which has a frequency above a certain threshold should be zero, or at
least sufficiently close to zero to allow us to neglect its influence on the resulting reconstruction.
In practice, neither of the two statements of the sampling theorem described above can be
completely satisfied and neither can the reconstruction formula be precisely implemented. Fur-
thermore, in practice, a signal can never be perfectly bandlimited, since ideal “brick-wall” filters
cannot be realized. All practical filters can only attenuate frequencies outside a certain range
and cannot remove them entirely. In addition, a “time-limited” signal can never be bandlimited.
This means that even if an ideal reconstruction could be made, the reconstructed signal would
not be exactly the original signal (the induced error is referred to as aliasing, meaning that the
same set of samples may describe many different signals).

The Nyquist-Shannon sampling theorem is also known to be a sufficient condition. In fact,
this underlies nearly all signal acquisition tasks, such as in audio and visual electronics, medical
imaging devices and radio receivers. However, there are many cases in our everyday life in
which sampling at the Nyquist rate results in too many data and thus, demanding an increased
processing power, as well as storage requirements. For instance, assume the acquisition of
an image1 using a common digital camera of 5.0 Megapixels. With uniform sampling at the
standard Nyquist rate we obtain approximately N = 5·106 samples. By using the RGB standard
(3 colors per sample) with 8 bits/color, we get a digital image of size equal to 5 · 106 × 3 ×
8 = 120 · 106 million bits, which is a large amount of data. Thus, the use of an appropriate
compression scheme is necessary to reduce the size of the dataset.

1.1 From Nyquist’s sampling theorem to Compressed Sensing

The essential purpose of sensing and sampling systems is to capture accurately the salient
information in a signal of interest. As mentioned before the bandlimited behavior of a signal,
when compared with the assumptions of the Nyquist’s sampling theorem, is sufficient to ensure
that the signal reconstructed from a set of uniform samples is unique and equal to the original
signal. In a standard data acquisition process massive amounts of data are collected only to
be - in large part - discarded at the compression stage to facilitate storage and transmission,
which is extremely wasteful. For instance, in the case of the digital camera described before,
the sensing equipment consists of millions of imaging sensors, the pixels, but eventually encodes
the picture in just a few hundred kilobytes.

A mathematical theory that emerged recently, presents the background for developing a
novel sensing/sampling paradigm that goes against the common tenet in data acquisition. As

1For signals, such as images that are not naturally bandlimited, the sampling rate is dictated not by the
Nyquist’s theorem but by the desired spatial and/or temporal resolution. However, a common approach in such
systems is to use an anti-aliasing low-pass filter to bandlimit the signal before sampling, and so the Nyquist’s
theorem appears implicitly.
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modern electronic equipment acquires and exploits ever-increasing amounts of data, it has
already become a common perception that most of the data we acquire can be discarded with
almost no perceptual loss - confirmed by the broad success of lossy compression formats for
audio, images and other specialized data. The phenomenon of ubiquitous compressibility raises
very natural questions: “Why should we give so much effort to acquire all the data when most
of what we get will be discarded?”, “Can’t we just directly measure the part of information that
will not end up being thrown away?”. These questions lead to a more fundamental theoretical
problem: “Could the processes of sampling and compression/encoding be combined into a single
process?”. The answer to this question is given by theory of compressed sensing.

Compressed sensing (CS), also known as compressive sensing, compressive sampling and
sparse sampling, is a technique for acquiring and reconstructing a signal utilizing the prior
knowledge that it is sparse or compressible, which provides a stricter sampling condition yielding
a sub-Nyquist sampling criterion. The field has existed for at least four decades, but recently
the field has exploded, in part due to several important works [3, 4, 5]. CS relies on two basic
principles, namely, the sparsity, which refers to the signals of interest, and the incoherence,
which refers to the sensing modality.

Sparsity expresses the fact that the “information rate” of a continuous-time signal may be
much smaller than suggested by its bandwidth via the Nyquist’s theorem, or that a discrete-
time signal depends on a number of degrees of freedom which is comparably much smaller than
its (finite) length. More precisely, CS exploits the property that many natural signals are sparse
or compressible in the sense that they result in a highly compact representation when they are
projected on an appropriate set of localized orthonormal basis functions Ψ (e.g.,wavelets and
sinusoids), as several works [6, 7, 8] have shown. On the other hand, incoherence extends the
duality between the domains of time and frequency and expresses the fact that objects (signals,
images) having a sparse representation in Ψ must be spread out in the domain in which they are
acquired, just as a Dirac or a spike in the time-domain is spread out in the frequency-domain.

Figure 1.2 presents the corresponding fundamental parts of a CS-based sensing system,
analogous to the one shown in Figure 1.1. Notice that when working in the CS framework, the
processes of sensing and compression/encoding are merged into a single process. The perfor-
mance of a CS-based acquisition system is determined independently by its two main structural
components, namely, the sensing/encoding part and the reconstruction/decoding part. In the
following, we review the main factors that affect the behavior of each component separately. A
more detailed formation will be presented in the next chapter.

Figure 1.2: Fundamental blocks of a CS-based system.
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1.1.1 Sensing/Encoding Part

The performance of the first component, namely the sensing or encoding module, is in direct de-
pendence on the degree of sparsity of a (discrete-time)2 signal ~x ∈ RN . Let Ψ = [~ψ1, ~ψ2, . . . , ~ψN ]
be a N ×N matrix, whose columns correspond to the frequency-domain (or more generally to
a transform-domain) basis functions. Then, signal ~x can be represented as

~x = Ψ~w , (1.1)

where ~w ∈ RN is the weight vector. Obviously, ~x and ~w are equivalent representations of the
signal, with ~x being in the time (or space) domain and ~w in the (transform) Ψ domain. Then,
~x is called L-sparse in basis Ψ (L ¿ N) if ~w has only L non-zero components. Notice that,
in general, we will consider sparsity in an appropriate transform domain. However, the case of
Ψ = I, where I denotes the identity matrix, is reduced to considering that the original signal
~x ≡ ~w is sparse by itself.

However, note that this strict definition of sparsity is very restrictive and does not include
many real-world signals. A more precise way to define sparsity would be to say that ~x is L-
sparse if it is “well-approximated” by a linear combination of L basis vectors from Ψ. In this
case we say that ~x is L-compressible in basis Ψ when the sorted transform coefficients follow a
power-decay law:

|w(l)| . O(l−α) , α > 1 , (1.2)

where w(l) is the l-th largest coefficient, resulting in the following error for the best L-term
approximation:

‖~w − ~wL‖2 . L−α+ 1
2 , (1.3)

where ~wL denotes the approximation of ~w using the L largest (in absolute value) coefficients
- with the remaining ones set to zero - and ‖~v‖2 is the `2-norm of a vector ~v ∈ RN given by
‖~v‖2 ,

(∑N
i=1 |vi|2

)1/2.
Consider also an M × N measurement matrix Φ = [~φ1, ~φ2, . . . , ~φM ]T , M < N , where the

rows of Φ are incoherent with the columns of Ψ (the incoherence assumption mentioned before).
In simple words this means that the rows of Φ cannot sparsely represent the columns of Ψ and
vice versa. For example, let Φ contain independent and identically distributed (i.i.d.) Gaussian
entries. Such a matrix is incoherent with any fixed transform matrix Ψ with high probability
(universality property) [4].

If the signal ~x is compressible in Ψ, then, it is possible to perform directly a compressed
set of measurements ~g, resulting in a simplified sensing system. The relation between the
original signal ~x and the compressed sensing (CS) measurements ~g is obtained through random
projections. That is, the m-th CS measurement, ~gm, results by projecting ~x onto a random
linear combination of the basis functions, ~gm = ~xT (Ψ~φm), where ~φm ∈ RN is a random vector
with i.i.d. components. The CS measurements can be written in the following compact form,

~g = ΦΨT~x
(1.1)
= Φ~w . (1.4)

Figure 1.3 shows a graphical representation of Eq. (1.4). A problem could arise if two distinct
L-sparse signals, ~x and ~x′, are mapped to the same compressed data, that is, ~g = ~g′. This is
exactly the situation where certain sparse vectors lie in the null space of the measurement matrix
Φ. Matrices that are resilient to this ambiguity are those that satisfy the so-called Restricted
Isometry Property (RIP) (sometimes also called the Uniform Uncertainty Principle (UUP)) [5].

2In the subsequent analysis we ignore the time dependence for convenience and write ~x instead of ~x(t).
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Figure 1.3: The CS measurement mappings.

Definition 1.1 (RIP) A M×N measurement matrix Φ with unit-norm rows is said to satisfy
the RIP of order L whenever

(1− εL)
M

N
‖~w‖2

2 ≤ ‖Φ~w‖2
2 ≤ (1 + εL)

M

N
‖~w‖2

2 (1.5)

holds simultaneously for all L-sparse vectors ~w ∈ RN for sufficiently small values of εL.

To clarify the connection between the RIP and CS, suppose we acquire L-sparse signals via
the measurement matrix Φ. Assume also that ε2L ¿ 1. This implies that all pairwise distances
between L-sparse signals must be well preserved in the measurement domain. That is,

(1− ε2L)‖~w1 − ~w2‖2
2 ≤ ‖Φ~w1 −Φ~w2‖2

2 ≤ (1 + ε2L)‖~w1 − ~w2‖2
2 , (1.6)

holds for all L-sparse vectors ~w1, ~w2. This condition guarantees the existence of efficient and
robust algorithms for discriminating L-sparse signals based on their compressive measurements.

In practice, measurement matrices that satisfy the RIP are easy to generate. It has been
established [4, 9] that M × N matrices Φ whose entries are i.i.d. realizations of certain zero-
mean random variables satisfy the RIP with very high probability when M ≥ c · log(N) · L,
where c is a positive constant. Besides, physical limitations of real sensing systems motivate
the unit-norm restriction on the rows of Φ, which essentially limits the amount of “sampling
energy” allocated to each measurement. Some families of matrices that satisfy the RIP with
very high probability are the following:

✔ Gaussian matrices: the entries of Φ are independently sampled from a zero-mean Gaussian
distribution with variance 1/M . Then, the exact reconstruction of the L-sparse weight
vector ~w, and consequently the exact recovery of the original signal ~x, can be achieved with
probability 1−O(e−γN ) (for some γ > 0) if sparsity, L, and the number of measurements,
M , satisfy the following inequality:

L ≤ c · M

log
(

N
M

) . (1.7)

✔ Binary matrices: the entries of Φ are independently sampled from the symmetric Bernoulli
distribution, that is, P{[Φ]mn = ±1/

√
M} = 1/2, where P{A} denotes the probability of

event A and [Φ]mn is the entry of Φ on the m-th row and the n-th column. Then, as in
the Gaussian case, the exact recovery of ~x is guaranteed with probability 1 − O(e−γN )
(γ > 0) if inequality (1.7) is satisfied.

✔ Fourier matrices: the matrix Φ is a partial Fourier matrix obtained by selecting M rows
uniformly at random (random Fourier samples - sinusoids) and re-normalizing them so
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that they have unit-norm. Then, in [5] it was shown that the exact recovery of ~x is
guaranteed with probability close to 1 if the following inequality holds:

L ≤ c · M(
log(N)

)6 . (1.8)

Recently [10], this upper bound was improved: L ≤ c ·M/
(
log(N)

)4.

✔ Incoherent matrices: as it was mentioned before, incoherence (together with sparsity) is a
basic principle of the sensing modality. In addition, it generalizes the above three families
of matrices that satisfy the RIP. The incoherence between the measurement matrix Φ and
the transform basis Ψ is measured by the following coefficient:

µ(Φ,Ψ) =
√

N · max
1≤k,j≤N

|~φT
k

~ψj | . (1.9)

In particular, the smaller the value of µ(Φ,Ψ), the larger the incoherence between the
two matrices. Select the columns of Φ uniformly at random by orthonormalizing N
vectors sampled independently and uniformly on the unit sphere in RM . Then, with high
probability, the coherence between Φ and Ψ is approximately

√
2 log(N) for any fixed

matrix Ψ. In [11] it was shown that, when the pair (Φ,Ψ) is highly incoherent, the exact
recovery of ~x is guaranteed with probability that exceeds 1− ϑ if the following inequality
holds:

L ≤ c · 1
µ2(Φ,Ψ)

· M

log
(

N
ϑ

) . (1.10)

An example of such a pair of matrices consists of a matrix Φ whose columns contain a
spike basis ({~φk(n) = δ(n − k)}, k = 1, . . . , M , n = 1, . . . , N , where δ(·) is the Dirac
function) and a matrix Ψ whose columns form a Fourier basis ({~ψj(n) = N−1/2ei2πjn/N},
j = 1, . . . , N , n = 1, . . . , N).

Another example consists of a matrix Φ whose columns contain a noiselet basis [12] and
a matrix Ψ whose columns form a wavelet basis [6].

Inequality (1.10) reveals the prominent role of incoherence in the design of the sensing/encoding
part of a CS-based sensing system: the larger the incoherence (smaller µ(Φ,Ψ)), the fewer
measurements (M) are needed for a fixed degree of sparsity (L). In particular, if µ(Φ,Ψ) ' 1
(maximal incoherence) then O(L · log(N)) measurements suffice to reconstruct accurately the
original signal, instead of acquiring N samples. Moreover, since the two fundamental compo-
nents of a CS-based system, namely the sensing part and the reconstruction part, are completely
decoupled, the construction of pairs (Φ,Ψ) that promote an increased sparsity and a higher
incoherence can improve the overall system’s performance for a fixed reconstruction approach.

The most important is that a high incoherence is actually the only requirement of the sensing
module. The signal ~x can be recovered exactly from the set of CS measurements ~g by solving
specific optimization problems, described in the following section, which do not assume any
knowledge about the sparsity of ~x in basis Ψ, that is, about the number of non-zero components
(L) of ~w, their locations, or their amplitudes which are assumed to be completely unknown
a priori. Thus, the CS theory suggests that it only suffices to sample non-adaptively and
incoherently. Following this process would essentially acquire the signal directly in a compressed
form. All that is needed is a decoder to reconstruct/decode this data, as described in the next
section.
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1.1.2 Reconstruction/Decoding Part

With the so far discussion, it is clear that the problem of reconstructing the original signal ~x
from the CS measurements ~g, is equivalent to estimating the L-sparse weight vector ~w. In the
subsequent analysis we will assume that the pair of matrices (Φ,Ψ) satisfies the sparsity and
incoherence requirements, as described in the previous section, and we focus our attention on
the reconstruction module of the sensing system. A concept that lies in the core of CS theory
is to use the a posteriori computing power to reduce the potential a priori sampling complexity.

Starting with the case of acquiring noiseless measurements ~g, then, if the RIP holds, the
solution of the following optimization problem gives an accurate recovery of ~x via the accurate
reconstruction of its corresponding weight vector ~w:

~wopt = arg min
~w′∈RN

‖~w′‖0 , subject to ~g = Φ~w′ , (1.11)

where ‖~v‖0 denotes the `0-norm of a vector ~v ∈ RN , which is equal to the number of non-zero
entries in ~v. This optimization problem can recover an L-sparse signal exactly with high prob-
ability using only M = L + 1 i.i.d. Gaussian measurements [14]. Unfortunately, solving (1.11)
is both numerically unstable and NP-complete, requiring an exhaustive enumeration of all

(
N
L

)
possible locations of the nonzero entries in ~w.

For this purpose, we relax the above optimization problem by replacing the `0-norm with
the `1-norm and thus, the solution of the following linear program3 gives an accurate recovery
of ~w:

~wopt = arg min
~w′∈RN

‖~w′‖1 , subject to ~g = Φ~w′ , (1.12)

where the `1-norm of a vector ~v ∈ RN is given by ‖~v‖1 ,
∑N

i=1 |vi|. That is, among all solutions
consistent with the measurements, ~g = Φ~w′, we pick that with the minimum `1-norm. The
optimization problem (1.12) is referred to as the `1-minimization problem. This problem may be
considered as a synthesis-based approach, since we search for the sparsest ~wopt which synthesizes
signal ~x (via Ψ−1 (= ΨT in the orthonormal case)). However, it is important to note that we
can also follow an analysis-based procedure by searching directly for the signal ~x that has a
sparse representation in basis Ψ solving the following problem:

~xopt = arg min
~x′∈RN

‖ΨT~x′‖1 , subject to ~g = ΦΨT~x′ . (1.13)

The use of the `1-norm as a sparsity-promoting function goes back in the eighties when the
`1-minimization approach was suggested to recover sparse spike trains [15, 16], while recent
works [17, 18, 19, 20, 21] study how the minimization of the `1-norm can recover sparse signals
in some special setups. It is also interesting to mention that the problem of recovering L-sparse
signals from a small number of frequency samples placed on special equispaced grids, has been
carried out from a more computer-science point of view, by employing methods such as isolation
and group testing [22].

The following theorem provides strong conclusions with respect to the reconstruction of an
L-sparse vector via the solution of (1.12):

3The convex optimization problem of minimizing the `1-norm subject to linear equality constraints can be
recast as a linear program.
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Theorem 1.2 ([13]) Assume that the measurement matrix Φ satisfies the RIP (1.5) with ε2L <√
2− 1. Then, the solution ~wopt to (1.12) satisfies

‖~wopt − ~w‖2 ≤ c0√
L
· ‖~w − ~wL‖1

‖~wopt − ~w‖1 ≤ c0 · ‖~w − ~wL‖1 (1.14)

for some constant c0 > 0.

Notice that this theorem deals with a broader class of signals, namely, the class of L-
compressible signals. If ~w is not strictly L-sparse (that is, it has exactly L non-zero components)
but L-compressible (that is, it has only L “significant” components) then, inequality (1.14) as-
serts that the quality of the reconstructed vector is as good as if we had a prior knowledge of
the location of the L largest components of ~w and measured those directly. This is a critical
remark, since natural signals are mostly L-compressible rather than L-sparse. Nevertheless, we
note again that CS is able to both identify the locations and estimate the amplitudes of the
non-zero components without any specific prior knowledge about the signal except its assumed
sparsity. For this reason CS is often referred to as a universal approach, since it can effectively
recover any sufficiently sparse signal from a set of nonadaptive samples. Optimization based on
the `1-norm can exactly recover L-sparse signals and approximate closely L-compressible sig-
nals with high probability using, for instance, only M i.i.d. Gaussian entries, where M satisfies
inequality (1.7) [3, 4].

However, it is obvious that in a real-world scenario the sensing system acquires noisy mea-
surements, since it will be subjected to measurement inaccuracies:

~g = Φ~w + ~n , (1.15)

where ~n ∈ RM is a stochastic or deterministic error term (measurement noise) with bounded
energy ‖~n‖2 ≤ ε. For the reconstruction of the L-sparse vector ~w the `1-minimization approach
is employed again, but with relaxed inequality constraints:

~wopt = arg min
~w′∈RN

‖~w′‖1 , subject to ‖~g −Φ~w′‖2 ≤ ε , (1.16)

which means that we only ask the reconstruction be consistent with the data in the sense that
the approximation error ~g −Φ~w′ be within the noise level. Problem (1.16), which is a convex
problem (a second-order cone program (SOCP)) and thus can be solved efficiently, is also known
as the LASSO [23].

A variety of reconstruction methods have been proposed to recover an approximation of ~w
when the measurements are corrupted by zero-mean Gaussian noise with bounded variance.
The solution of the Dantzig selector program [24],

~wopt = arg min
~w′∈RN

‖~w′‖1 , subject to ‖ΦT (~g −Φ~w′)‖∞ ≤ κ1 , (1.17)

where ‖~v‖∞ = maxi=1,...,N |vi|, or the solution to a combinatorial optimization program by
performing the following penalized least squares minimization [25],

~wopt = arg min
~w′∈RN

{
‖~g −Φ~w′‖2

2 + κ2‖~w′‖0

}
, (1.18)

for appropriately chosen regularization constants κ1, κ2 depending on the noise variance, both
provide provable reconstruction results.

Similarly to Theorem 1.2, the following statement provides an upper bound for the recon-
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struction error in the case of noisy CS measurements:

Theorem 1.3 ([13]) Assume that the measurement matrix Φ satisfies the RIP (1.5) with ε2L <√
2− 1. Then, the solution ~wopt to (1.16) satisfies

‖~wopt − ~w‖2 ≤ c0√
L
· ‖~w − ~wL‖1 + c1 · ε (1.19)

for some constants c0, c1 > 0.

The above reconstruction error is bounded by the sum of two terms. The first is the error which
would occur as if we had noiseless data, while the second is just proportional to the noise level.

In this thesis we focus on the development of reconstruction algorithms and thus in the sub-
sequent analysis we will employ the families of matrices that were mentioned before and satisfy
the RIP. This is achievable due to the decoupled character of the sensing and reconstruction
modules. In particular, for a fixed sensing/encoding part the overall performance of a CS-based
acquisition system improves as better reconstruction algorithms are designed and implemented.
Before proceeding, we review the main classes of reconstruction algorithms proposed so far in
the general case of acquiring noisy CS measurements according to Eq. (1.15).

1.2 Reconstruction techniques for CS

In this section, we review the main categories of CS reconstruction algorithms proposed so far
in the literature. For this purpose, we can distinguish two prevalent categories, namely the
deterministic (or norm-based) reconstruction algorithms, which solve a (convex) norm-based
constraint optimization problem, and the probabilistic (or Bayesian) reconstruction techniques,
which formulate the problem of recovering a sparse signal in a completely probabilistic frame-
work.

1.2.1 Deterministic (norm-based) reconstruction techniques

Some of the CS reconstruction algorithms belonging in this category have been already men-
tioned, such as the recent works described in [17, 18, 19, 20, 21], the Dantzig selector [24] and the
penalized least squares minimization [25], as well as the works presented in [26, 27, 28]. Other al-
gorithms solving an `1-minimization problem include interior-point [29, 30] and fixed-point con-
tinuation methods [31], which are slow in general but very accurate, homotopy methods [32, 33],
which are fast and accurate especially for small-scale problems, and gradient projection algo-
rithms [34, 35, 36], which are fast and can efficiently handle large-scale problems.

Greedy algorithms can be also very efficient and computationally tractable when the signal
of interest is highly sparse. In this family belong algorithms such as the Basis Pursuit (BP) [37]
and its variants, namely, the Orthogonal Matching Pursuit (OMP) [38], the stagewise OMP
(StOMP) [39], the regularized OMP (ROMP) [40] and the thresholded BP [41]. Additionally,
there are also sparse signals whose non-zero coefficients occur in clusters, the so-called block-
sparse signals. For the reconstruction of these signals, a block version of the OMP algorithm
(BOMP) [42] and a mixed `1/`2 optimization approach [43, 44] have been proposed, which also
provide the sufficient conditions on block-coherence to guarantee the recovery of block L-sparse
signals through BOMP.

Iterative thresholding techniques [45, 46, 47, 48] constitute another family of deterministic
reconstruction approaches, which are very fast and recover sparse signals very accurately, while
they also perform well for recovering compressible signals.
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1.2.2 Probabilistic (Bayesian) reconstruction techniques

The deterministic reconstruction approaches reviewed in the previous section solve a constrained-
based optimization problem resulting in a point estimate of the sparse signal, the weight vector
~w in our case. Bayesian approaches have been widely reported in the field of sparse Bayesian
learning [49, 50, 51, 52].

The development of CS reconstruction algorithms in a probabilistic/Bayesian framework is
still in a relatively early stage, and only in a few recent studies [53, 54, 55, 56] the inversion
of CS measurements was considered from such a perspective. In particular, given a prior belief
that the weight vector ~w should be sparse in basis Ψ and the set of CS measurements ~g, the
objective is to formulate a posterior probability distribution for ~w. This improved the accuracy
over the point estimates and provided confidence intervals (error bars) in the approximation of
the original signal ~x. Besides, this was also used to guide the optimal design of additional CS
measurements implemented with the goal of reducing the uncertainty in reconstructing ~x [57].

In this probabilistic framework, the assumption that ~w is sparse is formalized by modeling
the distribution of ~w using a sparseness-enforcing prior distribution. A common choice of this
prior is the Laplace density [58]. However, the use of a Laplace prior density raised the problem
that the Bayesian inference could not be performed in closed form, since the Laplace prior is
not conjugate4 to the Gaussian assumption made for the likelihood model. For this purpose, a
hierarchical prior model was invoked using a set of hyperparameters, which had similar prop-
erties as the Laplace prior but allowed convenient conjugate-exponential analysis. Then, the
overall prior on ~w was evaluated analytically, resulting in the the Student-t distribution [50],
which can be considered as a sparseness prior, since it is peaked about zero. An efficient method
for estimating the corresponding model parameters is described in [59].

A fast tree-structured matching pursuit algorithm developed in the Bayesian framework
is presented in [60], while [61] presents an accelerated CS encoding/decoding algorithm that
employees belief propagation by emphasizing a two-state mixture Gaussian model as a prior for
sparse signals.

The majority of the contributions which appear in the literature address the recovery of a
single sparse signal. However, there are cases in several concrete applications where an ensemble
of (multi-channel) signals may not only possess sparse expansions for each signal (channel)
individually, but additionally the distinct signals can also exhibit common sparsity structures.
Motivated from previous studies carried out in a machine-learning perspective and the related
research in the field of simultaneous sparse approximation (SSA) [62, 63, 64, 65], the BCS
framework was extended recently to the so-called multi-task CS [66, 67] for the simultaneous
reconstruction of an ensemble of sparse signals, presenting a common sparsity structure, using
multiple CS measurements.

From a CS point of view, the ideas presented under the multi-task perspective, are extended
in the framework of distributed compressed sensing, which is particularly suitable for networked
data, as it is reviewed in section.

1.3 Distributed CS

Although the theory and implementation of compression have been well developed for single sig-
nals, however, many applications involve multiple signals, for which there has been less progress.
For instance, consider a sensor network in which a number of distributed nodes acquire data and
transmit them in a central collection point, the so-called fusion center (FC) [68]. In such net-
works, communication energy and bandwidth are often scarce resources, making the reduction

4In probability theory, a family of prior probability distributions p(s) is said to be conjugate to a family of
likelihood functions p(x|s) if the resulting posterior distribution p(s|x) is in the same family as p(s).
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of communications critical. Fortunately, since the sensors usually observe related phenomena,
the ensemble of signals they acquire is expected to possess some joint structure, or inter-signal
correlation in addition to the intra-signal correlation in each individual sensor’s measurements.
For example, the sensor network data often contain spatial and temporal correlations. Such
structures can be exploited by distributed source coding algorithms, where each signal is encoded
separately and all signals are recovered jointly allowing a substantial savings on the communi-
cation cost [69, 70, 71]. The CS recovery algorithms mentioned so far are designed mainly to
exploit intra-signal correlation structures at a single sensor.

Unfortunately, practical schemes for distributed compression of sources with both types of
correlation have remained a challenging problem for quite some time. The theory of Distributed
Compressed Sensing (DCS) [14] enables new distributed encoding/sensing algorithms that ex-
ploit both intra- and inter-signal correlation structures. In a typical DCS scenario, a number
of sensors acquire signals that are each individually sparse in some transform basis and also
correlated from sensor to sensor [72]. Each sensor independently encodes its signal by projecting
it onto another incoherent measurement basis (cf. Section 1.1.1), with each sensor operating
entirely without collaboration, and then transmits just a few of the resulting coefficients to the
FC. Under the right conditions, a decoder at the FC can reconstruct jointly all of the signals
precisely. The DCS theory relies on the concept of joint sparsity of a signal ensemble [14, 73, 74].

Like the CS framework, the DCS approach is also “democratic” in the sense that the ran-
domized measurements coming from each sensor have equal priority and they carry the same
amount of information. This results in sensing schemes which are robust to measurements
loss and quantization, as well as they allow a progressively better reconstruction of the data
as more measurements become available [75]. The second critical property of a DCS scheme
(similarly to the CS one) is its asymmetrical nature, since the encoding process is very simple;
the sensors merely compute incoherent projections with their signals, while it places most of
the computational complexity in the joint decoder, which often has more substantial resources
than any individual sensor node. The goal when designing a DCS method is to minimize the
overall sensor measurement rates in order to reduce the total communication cost.

The performance of a DCS reconstruction scheme when applied on networked data, that is,
on a set of observations gathered by the sensors of a network, is highly dependent on the selection
of a suitable sparsifying basis Ψ. But, while transform-based compression is well developed in
traditional signal and image processing tasks, the design of appropriate sparsifying bases for
networked data is still in an early stage. A few recent approaches associate a graph with a
given network, where the vertices of the graph represent the nodes of the network and edges
between vertices represent anticipated relationships among the data at adjacent nodes, such as
communication links or correlations and dependencies between data.

If the nodes are placed in a uniform fashion, then the underlying graph can be represented as
a regular lattice. In this setting, the sensor locations can be viewed as sampling locations and
methods like the discrete Fourier transform (DFT) or the discrete wavelet transform (DWT)
may be used to sparsify the sensor data. In more general random settings, wavelet techniques
can be extended to also handle the irregular distribution of sampling locations [76]. In particular,
graph wavelets were developed by adapting the design principles of the DWT to more abstract
graph topologies [77], while the so-called diffusion wavelets provide an alternative approach by
constructing an orthonormal basis (in contrast to graph wavelets that produce an overcomplete
dictionary) tailored to functions supported on a specific graph [78].

Apart from applying CS in several network-based monitoring applications, this sampling
framework could be also effective in other signal and image processing applications, as it is
briefly reviewed in the next section.
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1.4 Applications of CS

The class of compressible signals appears in many diverse fields and thus making CS a suitable
tool for capturing efficiently the salient information using a set of incoherent measurements
with cardinality proportional to the signal’s information level (sparsity), which is significantly
smaller than its size. In the following, we review briefly some applications which were of the
first to employ the advantages of CS theory.

➠ Signal detection-classification: The CS literature has mainly focused on problems in signal
reconstruction, approximation, and estimation in the presence of noise. Recent studies [79,
80, 81, 82] reveal that the CS framework is information scalable to a wider range of
statistical inference tasks, such as detection and classification of a signal (or target),
which do not require a reconstruction of the signal, but only estimates of the relevant
sufficient statistics for the problem at hand. As a consequence, these works showed that
significantly fewer measurements are required for signal detection and classification than
for signal reconstruction, while the computational complexity is also much reduced. The
problem of target localization belongs in this broader class of applications. The standard,
as well as the distributed CS framework have been employed to exploit the sparsity of the
received signal emitted by a target in a suitable domain [83, 84].

➠ Compressive imaging : The theory of CS has been extended in the case of processing digital
image or video, resulting in the theory of compressive imaging (CI). The combination
of mathematical and computational methods could have a great impact in this area,
where conventional hardware design has significant limitations. For instance, conventional
imaging devices that use CCD or CMOS technology are limited essentially to the visible
spectrum. However, a CI camera that collects incoherent measurements using a digital
micromirror array (and requires just one photosensitive element instead of millions) could
significantly expand these capabilities [85, 86, 87].

➠ Medical/Astronomical imaging : The fields of medical and astronomical image processing
are two fields that exploit the advantages of CS, each one for its own reasons. For instance,
magnetic resonance imaging (MRI) obeys two key requirements for successful application
of CS: i) medical imagery is compressible by sparse coding in an appropriate transform do-
main (e.g., by applying the 2-D wavelet transform) and ii) MRI scanners naturally acquire
encoded samples, rather than direct pixel samples (e.g., in spatial-frequency encoding).
Of particular interest is the way in which different applications face different constraints,
imposed by MRI scanning hardware or by patient considerations, and how the inherent
freedom of CS to choose sampling trajectories and sparsifying transforms plays a key role
in matching the constraints [88, 89].

On the other hand, due to particular data acquisition procedures, such as raster scans, the
astronomical data are often redundant. This fact, in conjunction with several technical
challenges that stem primarily from the constraints imposed by the sensing and processing
devices, such as limited power, communication bandwidth, and small storage capacity,
motivate the need for a new paradigm for data processing. In this case, CS enables a
potentially significant reduction in the sampling and computation costs at an on-board
sensing device with limited capabilities [90]. Besides, the asymmetrical nature of CS-based
approaches is a crucial point for the design of on-board sensing devices. In particular, the
property of asymmetry refers to the fact that the compression/encoding part is of very
low computational cost (simple linear random projections), while the main computational
burden is on the decompression/decoding part (for instance, a base-station on the earth),
where increased processing capabilities and computational resources are available. In
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addition, CS is able to account for the redundancy of the data during the compression
stage due to particular acquisition processes.

➠ Communications: The CS principles (sparsity, randomness and convex optimization) have
been applied to design fast and efficient error correcting codes over the reals to protect from
errors during transmission, as well as for channel estimation and equalization purposes [93,
94]. Analog-to-Information (A/I) conversion is also an emerging field in which a discrete,
low-rate sequence of incoherent measurements can be acquired from a high-bandwidth
analog signal with the goal of alleviating the pressure on conventional ADC technology,
which is currently limited to sample rates on the order of 1 GHz [95, 96]. Working in
the discrete CS framework, the experimental results suggest that analog signals obeying
a sparse or compressible model (in some analog dictionary Ψ) can be captured efficiently
using these devices at a rate proportional to their information level instead of their Nyquist
rate.

1.5 Contributions of the thesis

The field of compressed sensing signal processing has gained the increasing interest of the
research community resulting in the development of a vast number of reconstruction methods,
many of which were referred in previous sections, in the last few years only. However, there will
be always space for improvements.

The main contributions of this thesis concern the development of novel Bayesian techniques
at the decoding/reconstruction part of a CS-based system. In particular, we go against the
common tenet of using hierarchical models for modelling the sparsity of a given signal, or
the trend of making a Gaussian assumption for the statistics of the sparse vector and/or the
noise. For this purpose, all of the proposed CS reconstruction algorithms model the (possibly
highly) sparse behavior of a given signal by employing directly an appropriate sparsity-enforcing
univariate or multivariate distribution on the components of the sparse vector. Besides, in all
of the proposed methods we assume highly impulsive environments, which cannot be modelled
accurately under a Gaussian assumption. For this purpose, we employ heavy-tailed models
which are suitable in capturing the true statistical characteristics of such signals.

The main contributions of this thesis can be summarized as follows:

• The class of Bayesian CS reconstruction methods, which is still restricted in comparison
with the class of norm-based approaches, is enriched with the development of a method
that employs a Gaussian Scale Mixture (GSM) , which also comprises some of the recently
introduced Bayesian CS algorithms as special cases.

• The problem of reconstructing a signal based on a set of multiple observation vectors
was mainly treated by norm-based optimization approaches. In this thesis, we present
an extension of the GSM-based method that is able to handle multiple observations,
generated by projecting a single original signal on a set of over-complete dictionaries, in a
distributed manner and in a probabilistic framework and thus exploiting the advantages
offered by a Bayesian inference procedure.

• The lack of closed-form expressions, which is usually present in most of the Bayesian
inference tasks when using an assumption other than the Gaussian, is the main reason of
not using other statistical models, which may provide closer approximations to the true
underlying statistical characteristics of the signal of interest. As a result, the vast majority
of the existing CS algorithms employs the Gaussian distribution for modeling the signal
and/or the noise components, which may be inaccurate in many real-world applications,
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such as in underwater acoustics and telecommunications. We overcome this limitation
by proposing a CS method for reconstructing highly impulsive signals in the presence
of heavy-tailed noise, by employing the Cauchy as their prior distribution. A greedy
Bayesian approach combined with a tree-structure also results in a fast implementation
with closed-form expressions.

• Although the family of alpha-Stable distributions is extremely powerful for representing
highly impulsive and thus sparse phenomena in the context of CS, however, the lack of
closed-form expressions and second-order statistics make it difficult to manipulate. The
last of our proposed CS methods can be considered as a generalization of the two previous
methods in the sense that it is able to handle a general heavy-tailed model, as it is the case
of a Symmetric alpha-Stable (SαS) distribution. For instance, the Cauchy distribution
employed by the previous method belongs in this family.

• We overcome the non-adaptive behavior inherent to any CS method by introducing a new
SαS measurement matrix, which is adapted to the statistical characteristics of the sparse
signal.

• A novel Lagrangian function is introduced for the estimation of a sparse vector by solving
a constrained optimization problem using the duality theory and the method of subgra-
dients. The proposed Lagrangian is best adapted to the case of alpha-Stable distributions
by exploiting Fractional Lower-Order Moments instead of second-order statistics, which
are not defined for this family of distributions.
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Chapter

2
Wavelet Transform -
a sparsity enforcing domain

Before a diamond shows its brilliancy and
prismatic colors it has to stand a good deal
of cutting and smoothing.

Anonymous

2.1 Introduction

In the following two chapters we review briefly the main mathematical tools which will be em-
ployed in the subsequent analysis of the proposed CS reconstruction techniques. As mentioned
in Chapter 1, one of the fundamental properties of a CS-based system is its decoupling be-
havior with respect to the compression and the reconstruction modules. Figure 2.1 shows the
compression module1 of such a system. The core tenet of CS theory requires that the signal of
interest is sparse by itself (in the space-domain) or in a suitable transform basis. Thus, we are
interested in transformations that result in as highly sparse coefficient vectors as possible (in
the discrete case).

Figure 2.1: The compression/encoding module of a CS-based system.

Several works [6, 7] have shown that the use of a wavelet basis in place of Ψ yields a highly
compact (sparse) representation of many natural signals. Since the experimental evaluation of
our proposed CS reconstruction methods will be primarily exploit the efficiency of the wavelet
transform we cite here its main concepts and properties. The above references can be used for
a more thorough study of the subject.

1In the subsequent text the terms compression/encoding and decompression/decoding/reconstruction will be
used interchangeably, respectively.
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2.2 Discrete Fourier Transform (DFT)

Fourier analysis is one of the oldest subjects in mathematics and it is of great importance to
both mathematicians and engineers, since it has many applications in different fields. Fourier
analysis is well known for the (integral) Fourier transforms and Fourier series of a function
f(t) defined on the real line R. When f(t) represents an analog signal, then it is defined in
the continuous-time domain, while its Fourier transform describes the spectral behavior of f(t)
in terms of frequency. On the other hand, a Fourier series expansion is a transformation of
bi-infinite sequences to periodic functions.

For each p, 1 ≤ p < ∞, let Lp(R) denote the class of measurable functions on R such that
the integral ∫ ∞

−∞
|f(t)|p dt

is finite (< ∞). Since the continuous Fourier transform is used to describe the spectral content
of an analog signal f(t) with finite energy (that is, f(t) ∈ L2(R)), we are also interested in
describing the spectral content in the case of a digital (discrete-time) signal. A digital signal is
represented by a sequence {f [n] = f(nT )}n∈Z ∈ `p(Z) sampling the values of the corresponding
analog signal with period T , where `p(Z) denotes the spaces of bi-infinite sequences {an}n∈Z
with finite lp-norm, ‖{an}‖lp < ∞, where

‖{an}‖lp =





(∑
n∈Z |an|p

) 1
p

, 1 ≤ p < ∞,

supn |an| , p = ∞.

The spectral content of a digital signal is extracted by employing the Discrete Fourier Transform
(DFT) F∗ as follows:

(F∗{f [n]})(u) =
∑

n∈Z
f [n]einu . (2.1)

In other words, the DFT of {f [n]}n∈Z is the Fourier series with Fourier coefficients given by
{f [n]}n∈Z. The values of an N -sample time-domain sequence f [n], n = 0, . . . , N − 1, and the
corresponding N -point transform sequence F [k], k = 0, . . . , N − 1, discrete spectrum are given
by:
(Discrete Fourier Transform)

F [k] =
N−1∑

n=0

f [n]e−i2πkn/N , k = 0, . . . , N − 1

(Inverse Discrete Fourier Transform)

f [n] =
1
N

N−1∑

k=0

F [k]ei2πkn/N , n = 0, . . . , N − 1 .

2.2.1 Short-Time Fourier Transform (STFT)

DFT is useful only when the signal is stationary. It can be employed in the non-stationary
case (when the signal is composed of time-varying spectral characteristics), but only if we are
interested in what frequency components exist in the signal and not about the corresponding
time instants in which they occur. Thus, if we are interested in acquiring information both in
the time and frequency domain for a non-stationary signal then, the DFT is not adequate.
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The solution to this problem is given by a two-dimensional time-frequency representation
Sf (τ, ω) of f(t) by observing the signal through a “window” g(t) of limited extend centered at
time location τ (with frequency ω), in which it is reasonable to assume that the portion of the
signal which is seen through it is stationary. More specifically, in the discrete-time domain the
short-time Fourier transform (STFT) of f [n] is the DFT of the windowed signal f [n]g[n−m],

Sf (m, k) =
N−1∑

n=0

f [n]g[n−m]e−i2πkn/N , m = 0, . . . , N − 1, k = 0, . . . , N − 1 , (2.2)

which maps f in a time-frequency plane (m, k). Similarly to the inverse DFT, the inverse STFT
is defined as:

f [n] =
1

Eg

N−1∑

k=0

N−1∑

m=0

Sf (m, k)g[n−m]ei2πkn/N , n = 0, . . . , N − 1 , (2.3)

where Eg is a normalizing factor depending on the “energy” of the window g. One of the inherent
characteristics of STFT is that it has the same resolution across the time-frequency plane as
shown in Figure 2.2(a).

(a) (b)

Figure 2.2: Comparison of time-frequency tiling for STFT and wavelet spectrum.

2.3 Wavelet Transform

As we saw above, the main drawback of the STFT is the fixed time-frequency resolution over
the entire time-frequency plane, since STFT uses the same window at all frequencies. On the
other hand, since frequency is directly proportional to the number of cycles per unit time, it
takes a narrow window in the time-domain to locate high-frequency components more precisely
and a wide time-window to analyze low-frequency behavior. Hence, the STFT is not suitable for
analyzing signals with both very high and very low frequencies. The resolution limitation of the
STFT is overcome by introducing the wavelet transform, which provides a flexible window which
narrows when observing high-frequency components and widens when observing low-frequency
components.

2.3.1 The 1-Dimensional Wavelet Transform

Continuous Wavelet Transform (CWT)

Starting with the continuous-time case, the definition of the 1-D CWT is stated as follows:
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Definition 2.1 (1-D Continuous Wavelet Transform (CWT))
If ψ(t) ∈ L2(R) satisfies the “admissibility” condition

Cψ =
∫ ∞

−∞

|Ψ(ω)|2
|ω| dω < ∞ , (2.4)

then ψ(t) is called a basic wavelet. The CWT of a function f(t), relative to a basic wavelet
ψ(t), is defined by

(Wψf)(b, α) =
1√
|α|

∫ ∞

−∞
f(t)ψ

( t− b

α

)
dt, f ∈ L2(R) , (2.5)

where α, b ∈ R (α 6= 0) and Ψ(ω) is the Fourier transform of ψ(t),

where ψ(·) denotes the conjugate of the function ψ(·), b represents the time-location parameter
and α the scale parameter which is inversely proportional to the frequency, α = ω0

ω , with ω0

denoting the central frequency of Ψ(ω) [6, 97]. By setting

ψb, α(t) =
1√
|α| ψ

( t− b

α

)
, (2.6)

the CWT becomes
(Wψf)(b, α) =

∫ ∞

−∞
f(t)ψb, α(t) dt = 〈f, ψb, α〉 , (2.7)

which shows that the wavelet transform gives a measure of similarity, in the sense of similar
frequency content, between the basis functions (wavelets) and the signal itself. The basic
wavelet, which corresponds to the scale2 α = 1, is rescaled by dilation or compression in order
to extract the signal’s spectrum at frequencies other than the frequency of the basic wavelet.
This is one of the main differences with STFT, which uses an analysis window that contains
a number of modulation frequencies. The second main difference is that the STFT uses an
analysis window of fixed length at all frequencies, while the CWT uses an analysis window (the
basic wavelet) with a length which depends on the frequency, as shown in Figure 2.2(b) on the
preceding page.

Finally, we can reconstruct any finite-energy signal f(t) ∈ L2(R) from its CWT values using
the following inverse formula,

f(t) =
1

Cψ

∫ ∞

−∞

∫ ∞

−∞
{(Wψf)(b, α)}ψb, α(t)

dα db

α2
. (2.8)

Note that the finiteness of the constant Cψ (Eq. (2.4)) restricts the class of L2(R) functions
ψ(t) that can be used as basic wavelets. For a more detailed study on the properties of the
CWT the interested reader is referred to [6, 97].

In practice we are interested in reconstructing a signal by sampling it on a discrete set of
the time-scale plane (that is, b, α /∈ R anymore). For ψb, α(t) to cover the whole time-axis at a
fixed discretized scale α = αm

0 , we have to choose the translation parameter b = nb0α
m
0 ,

α = αm
0 , b = nb0α

m
0 , m, n ∈ Z, α0 > 1, b0 > 0 ,

obtaining a discretized family of wavelets

ψn, m(t) = α
−m/2
0 ψ(α−m

0 t− nb0) (2.9)
2In the subsequent analysis the terms scale and level will be used interchangeably.
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(the normalization factor α
−m/2
0 makes ψn, m(t) of unit norm). The case corresponding to

α0 = 2 and b0 = 1 is called dyadic and then we can find orthonormal bases which are used in
the reconstruction of a function from its CWT coefficients.

When this discretized set of wavelet functions constitutes an orthonormal basis of L2(R) we
can reconstruct a signal f(t) ∈ L2(R) using its CWT coefficients 〈f(t), ψn, m(t)〉 in a wavelet
series expansion,

f(t) =
∞∑

n=−∞

∞∑
m=−∞

〈f(t), ψn, m(t)〉ψn, m(t) . (2.10)

Instead of using orthonormal wavelet families, f(t) can be reconstructed using bi-orthogonal
families of wavelets. In this case the wavelet used for the analysis is different from the one used
for the reconstruction [6].

Multi-resolution analysis

A fundamental concept in wavelet analysis is its multi-resolution behavior. It is based on
the idea of signal decompositions which rely on successive approximations. The given signal
will be decomposed in a coarse approximation plus added details. By applying the successive
approximations recursively the space of signals L2(R) can be spanned by spaces of successive
details at all resolutions. This happens due to the fact that, as the detail resolution goes to
infinity, the approximation error goes to zero. We have the following definition [97]:

Definition 2.2 (Multi-resolution analysis) A multi-resolution analysis is a sequence (Vj)j ∈Z
of closed subspaces of L2(R) such that

1. ... ⊂ V2 ⊂ V1 ⊂ V0 ⊂ V−1 ⊂ V−2 ⊂ ...

2.
⋃

j ∈ZVj = L2(R)

3.
⋂

j ∈Z Vj = ∅

4. f(t) ∈ Vj ⇔ f(2jt) ∈ V0

5. f(t) ∈ V0 ⇔ f(t− n) ∈ V0 , ∀n ∈ Z

6. there exists a function ϕ(t) ∈ V0, called a scaling function, such that the set {ϕ(t−n)}n∈Z
is an orthonormal basis in V0.

Note that by combining 4.-6. we conclude that the set {ϕn, j(t) = 2−j/2ϕ(2−jt − n) , n ∈ Z}
constitutes a basis for Vj .

Now consider Wj to be the orthogonal complement of Vj in Vj−1, that is, Vj−1 = Vj ⊕Wj ,
which leads to the decomposition

L2(R) =
⊕

j ∈Z
Wj . (2.11)

Besides, using the property 2. of the Vj spaces an analogous relation holds for the Wj spaces,

f(t) ∈ Wj ⇔ f(2jt) ∈ W0 . (2.12)

Hence, the translations of the basic wavelet ψ(t) ∈ W0, {ψ(t−n) , n ∈ Z}, form an (orthonor-
mal) basis of W0, whereas from properties 2.-3. and Eq. (2.11) the set

ψn, j(t) = 2−j/2ψ(2−jt− n), n, j ∈ Z (2.13)
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constitutes an orthonormal basis of L2(R), while {ψn, j}n∈Z is an orthonormal basis of Wj . The
scaling function ϕ(t) has the characteristics of a lowpass filter, while the wavelet function ψ(t)
has the characteristics of a highpass filter.

Concluding, the following interpretation can be given to the multi-resolution analysis. From
property 2., every signal f ∈ L2(R) can be approximated arbitrarily closely by an fk ∈ Vk,
for some k ∈ Z. Since Vj−1 = Vj ⊕Wj , fk has the following decomposition:

fk = fk+1 + gk+1 ,

where fk+1 ∈ Vk+1 is a coarsest approximation in the “approximation space” Vk+1 and gk+1 ∈
Wk+1 is a detail in the “detail space” Wk+1. By repeating this process we obtain

fk = gk+1 + gk+2 + · · ·+ gk+P + fk+P

where fj ∈ Vj and gj ∈ Wj . In general we can represent a signal f(t) as a succession of multi-
resolution details and a coarsest approximation. Then, the original signal f can be recovered
by following the inverse process, that is, by adding the details to the coarsest approximation.

Discrete Wavelet Transform (DWT)

By discretizing the continuous wavelet transform over the set of indices (n,m) we obtain a
discrete set of wavelet functions ψn, m, which perform the analysis and synthesis of a signal
f(t). The analysis coefficients are given by the following projections,

cn, m = 〈f, ψn, m〉

and from these the original signal is recovered as follows,

f(t) =
∞∑

n=−∞

∞∑
m=−∞

cn, m ψn, m(t) .

The implementation of the Discrete Wavelet Transform (DWT) assumes the existence of a
multi-resolution analysis produced by a scaling function ϕ(t).

Since the approximation spaces Vj are getting larger as j → −∞, f(t) can be approximated
arbitrarily closely by choosing a small enough j = −J (J > 0) and taking the projection of this
function into V−J using the basis functions {ϕn,−J(t)}n∈Z. The approximation coefficients are
given by

a0[n] = 〈f(t), ϕn,−J(t)〉 ,

which can be employed to reconstruct an approximation of f(t),

f(t) ≈
∞∑

n=−∞
a0[n]ϕn,−J(t) .

Thus, the original signal f(t) can be represented by its approximation in V−J (or equivalently
at level-0 ) via the set of coefficients a0[n]. By exploiting the property Vj−1 = Vj⊕Wj the above
approximation can be decomposed further using the basis functions {ϕn,−J+1(t)}n∈Z in V−J+1

and {ψn,−J+1(t)}n∈Z in W−J+1 resulting in the following expansion,



Chapter 2. Wavelet Transform-a sparsity enforcing domain 23

f(t) =
∞∑

n=−∞
a0[n] ϕn,−J(t)

=
∞∑

n=−∞
a1[n] ϕn,−J+1(t) +

∞∑
n=−∞

d1[n]ψn,−J+1(t)

= A1(t) + D1(t)

where A1(t) corresponds to the approximation at level-1 and D1(t) denotes the detail at the
same level, while the coefficients a1[n] and d1[n] are the approximation and detail coefficients of
the first level, respectively. This decomposition procedure can be repeated for the approximation
Aj(t) at level-j resulting in an iterative expansion,

f(t) = A1(t) + D1(t)
= A2(t) + D2(t) + D1(t)
= A3(t) + D3(t) + D2(t) + D1(t)
= · · ··

This decomposition procedure is equivalent to a lowpass (Lo-D) and highpass (Hi-D) filtering
followed by downsampling, as Figure 2.33 shows.

Figure 2.3: The filtering process of the 1-D DWT.

2.3.2 The 2-Dimensional Discrete Wavelet Transform

An extension of the 1-D DWT is available for the class of two-dimensional (2-D) discrete signals,
such as the digital images. In two dimensions, a 2-D scaling function ϕ(x, y) and three 2-D
directionally sensitive wavelets, ψH(x, y), ψV (x, y), ψD(x, y) are required. These functions can
be written in a separable form in terms of a 1-D scaling function ϕ(t) and its corresponding
basic wavelet ψ(t), as follows:

ϕ(x, y) = ϕ(x)ϕ(y) (2.14)
ψH(x, y) = ψ(x)ϕ(y) (2.15)
ψV (x, y) = ϕ(x)ψ(y) (2.16)
ψD(x, y) = ψ(x)ψ(y) (2.17)

3Obtained from http://www.mathworks.com/access/helpdesk/help/toolbox/wavelet/dwt.html
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The directionally sensitive character of these wavelets expresses their ability to measure func-
tional variations (e.g., intensity or gray-level variations for images) along different directions.
So, ψH(x, y) measures variations along the horizontal direction, ψV (x, y) localizes variations
along the vertical direction and ψD(x, y) responds to variations along diagonals. Given the
above separable functions, the extension of the 1-D DWT to two dimensions is direct. In the
2-D case the basis functions at scale j are defined as follows [98],

ϕj,m,n(x, y) = 2j/2ϕ(2jx−m, 2jy − n) (2.18)

ψi
j,m,n(x, y) = 2j/2ψi(2jx−m, 2jy − n) , i ∈ {H, V, D} (2.19)

Definition 2.3 (2-D Discrete Wavelet Transform) The 2-D DWT of a signal f(x, y) of
size M ×N at a fixed scale j, is defined as follows:

Aj(m,n) =
1√
MN

M−1∑

x=0

N−1∑

y=0

f(x, y)ϕj,m,n(x, y) (2.20)

Di
j(m,n) =

1√
MN

M−1∑

x=0

N−1∑

y=0

f(x, y)ψi
j,m,n(x, y) , i ∈ {H, V, D} (2.21)

where Aj denotes the set of approximation wavelet coefficients and Di
j the set of detail coeffi-

cients across direction i ∈ {H, V,D}, at the given scale j (these four sets of coefficients constitute
the subbands of the 2-D DWT for the given signal f(x, y)). Following a similar approach as in
the 1-D case by decomposing iteratively the approximation coefficients at each level we obtain
the structure shown in Figure 2.4 (in the case of 3 levels).

Figure 2.4: A 3-level 2-D DWT.

Figure 2.5 on the next page shows the original image “Facets” along with its 3-level 2-D
DWT using the Daubechies’ 4 (“db4”) wavelet. The normalized histogram of the amplitudes of
the detail coefficients at all decomposition levels reveals the sparsity enforcing behavior of the
2-D DWT, since the vast majority of wavelet coefficients is concentrated around zero.
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Figure 2.5: Original image “Facets”, along with its 3-level 2-D DWT using Daubechies’ 4 wavelet.

2.4 Statistical properties of the DWT coefficients

The development of CS reconstruction methods in a Bayesian framework, as it will be described
in detail in the subsequent chapters, will be more convenient when the coefficients of a properly
chosen wavelet transform satisfy certain statistical properties. Fortunately, the de-correlating
capability of the DWT is guaranteed and it can be verified by evaluating the auto- and cross-
correlation of the wavelet coefficients among the several subbands. A detailed study on the
correlation properties of these coefficients [99] showed that the statistical expectation of the
approximation coefficients is proportional to the average of the original signal, whereas the
corresponding expectation of the detail coefficients is almost zero, inducing a high sparsity
of the original signal in the wavelet domain. It is also proved that the auto-correlations of
the approximation and detail coefficients are proportional to the auto-correlation of the original
signal. On the other hand, the cross-correlation between approximation and detail coefficients at
the same resolution level is equal to zero, which means that these coefficients are de-correlated.
The detail coefficients at different resolution levels are also de-correlated, which may simplify
the statistical inference.

The second component of the compression module of a CS-based system is the measurement
matrix Φ. As it was mentioned in Chapter 1, the universality property guarantees that a
random measurement matrix is incoherent with an arbitrary transformation matrix Ψ with
high probability. This means that the standard CS methods are non-adaptive, in the sense
that the generation of CS measurements is based on an arbitrary random matrix and does not
depend actually on the inherent statistical properties of the sparse signal. The fact that we are
interested in achieving the highest possible sparsity of the signal in a suitable transform domain
necessitates the use of statistical models that are able to support such an increased sparsity
and adapt accordingly the measurement matrix so as to account for the specific statistical
characteristics of the sparse signal.

Besides, the design of an efficient reconstruction Bayesian CS algorithm primarily depends
on an accurate modeling of these characteristics. In the next chapter we review briefly the main
properties of the family of α-Stable distributions, whose members are heavy-tailed and thus,
suitable for representing highly sparse signals, as we will see in the subsequent analysis.
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3

Alpha-Stable models

As far as the laws of mathematics refer to
reality they are not certain, and as far as
they are certain they do not refer to reality.

A. Einstein (1879-1955)

3.1 Introduction

Figure 3.1 revisits the reconstruction module of a CS-based system. Given the CS measure-
ments and the random measurement matrix Φ the reconstruction algorithm recovers (in the
general case) the sparse signal in the transform domain and then, the original signal is obtained
simply by applying the inverse transform Ψ−1. As it will be clarified in the next chapters, the
performance of a CS reconstruction algorithm when working in a Bayesian framework depends
primarily on the selection of an accurate statistical model for the representation of the statistical
behavior of the sparse signal.

Figure 3.1: The decompression/reconstruction module of a CS-based system.

The majority of signal processing applications have been dominated traditionally by the
Gaussian assumption, since the Gaussian model is justified by the Central Limit Theorem and
also it often leads to analytical solutions. However, the statistical characteristics in a highly
sparse scenario may be non-Gaussian. As a consequence, the Gaussian assumption may result
in significant performance degradation for systems operating in a non-Gaussian environment.
Phenomena that belong in the non-Gaussian class exhibit an impulsive nature. For instance,
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a highly sparse signal can be considered to be impulsive in the sense that from coefficients of
negligible amplitude it presents abrupt changes to coefficients of significant amplitude. This
fact is expressed by the heavy-tailed behavior of their density functions, which means that the
probability of large observations is non-negligible. As a result, the rate of decay in the tails of
the distributions is less rapid than in the Gaussian case.

The heavy-tailed behavior of the distribution functions is described by a stable law, which is
a direct generalization of the Gaussian distribution and includes the Gaussian as a limiting case.
The class of stable distributions was first characterized by Lévy [100]. Since then, significant
progress has been made in developing theory for stable processes [101, 102, 103, 104, 105, 106].
Applications of the stable distributions in the fields of signal processing and communications
can be also found in [107, 108, 109, 110, 111]. This chapter introduces the basic concepts of a
statistical model based on a sub-class of the stable family, namely, the class of Symmetric-α-
Stable (SαS) distributions.

3.2 The family of Stable Distributions

3.2.1 Univariate SαS Distributions

A symmetric α-Stable (SαS) distribution is best defined by its characteristic function as follows:

φ(t) = exp(ıδt− γ|t|α) , (3.1)

where α is the characteristic exponent, taking values 0 < α ≤ 2, δ (−∞ < δ < ∞) is the location
parameter, and γ (γ > 0) is the dispersion of the distribution. The characteristic exponent is
a shape parameter which controls the "thickness" of the tails of the density function. The
smaller the α is, the heavier the tails of the SαS density function. The dispersion parameter
determines the spread of the distribution around its location parameter, similar to the variance
of the Gaussian. When 1 < α ≤ 2, the location parameter δ equals the mean of the SαS
distribution, while for 0 < α ≤ 1, δ corresponds to its median.

A SαS distribution is called standard if δ = 0, γ = 1. For the parameterization of a SαS
random variable X, corresponding to the characteristic function of Eq. (3.1), it holds that
if X follows a SαS distribution with parameters α, γ, δ (X ∼ pα(γ, δ)), then the variable
(X − δ)/γ1/α is standard with characteristic exponent α. Examples of standard SαS density
functions for different values of α are shown in Figure 3.2 on the next page.

There are multiple parameterizations of the general univariate stable distributions which are
useful for different problems. Two of them are the following [112]:

φ(t) = exp(ıδt− γα|t|α) , (3.2)

φ(t) = exp(ıδt− 1
α

γα
∗ |t|α) , (3.3)

with γ∗ = α1/αγ. Parameterization (3.3) is probably the most intuitive for users in applied
fields, as it has a number of interesting properties [112]: for instance, the mode of a SαS
density following this parameterization is at δ and in the Gaussian case (α = 2) γ∗ is the
standard deviation.

In general, no closed-form expressions exist for most density and distribution functions. Two
important special cases of SαS densities with closed-form expressions are the Gaussian (α = 2)
and the Cauchy (α = 1). Using parameterization (3.1) we have:
Gaussian

p2(γ, δ; x) =
1√
4πγ

e
− (x−δ)2

4γ (3.4)
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Figure 3.2: Standard SαS density functions for different values of the characteristic exponent
α (parameterization (3.2)).

Cauchy

p1(γ, δ; x) =
1
π

γ

γ2 + (x− δ)2
(3.5)

Note that when using parameterization (3.1) with α = 2 (Gaussian) then the dispersion γ equals
the half of the variance.

SαS densities have many common features with the Gaussian, they are smooth, unimodal,
symmetric with respect to the median and bell-shaped. However, unlike the Gaussian density,
which has exponential tails, the stable densities have tails following an algebraic rate of decay
which makes them heavier than the Gaussian tails, as shown in Figure 3.3 on the following
page. Figure 3.4 on page 31 displays some simulated SαS time series demonstrating the fact
that random variables following SαS distributions with small α values are highly impulsive.

Two of the most important properties of the stable distributions are the stability property
and the Generalized Central Limit Theorem, which are stated as follows:
Stability property: if X1, X2, . . . , XN are independent random variables following stable dis-
tributions with the same α, then all linear combinations

∑N
k=1 akXk, for arbitrary constants

ak, are stable with the same α.
Generalized Central Limit Theorem: X is stable if and only if it is the limit in distribution
of sums of the form

X1 + · · ·+ XN

aN
− bN

where X1, X2, ... is a sequence of i.i.d. random variables and {aN}, {bN} are sequences of
positive and real numbers, respectively.

An important characteristic of the SαS distributions is the non-existence of the second-order
moment, except for the Gaussian case (α = 2). Instead, all moments of order q less than α
do exist and are called the Fractional Lower Order Moments (FLOMs). The following theorem
holds [102]:
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Figure 3.3: Tails of the standard SαS density functions for different values of the characteristic
exponent α (parameterization (3.2)).

Theorem 3.1 (FLOM) The FLOMs of a SαS random variable X, following parameteriza-
tion (3.2) with zero location parameter and dispersion γ, are given by

E{|X|q} =
(
C(q, α) · γ)q

, for 0 < q < α (3.6)

where
(
C(q, α)

)q =
2q+1Γ

(
q+1
2

)
Γ
(
− q

α

)

α
√

π Γ
(
− q

2

) =
Γ
(
1− q

α

)

cos
(

π
2 q

)
Γ(1− q)

(3.7)

with Γ(·) denoting the Gamma function, which is defined by

Γ(x) =
∫ ∞

0
tx−1 e−t dt . (3.8)

The practical implementation of a stable model is a non-trivial task due to the lack of
analytical expressions for its probability density and distribution functions. DuMouchel [106]
developed a (computationally intensive) procedure for approximating stable densities and dis-
tribution functions. Nolan [113] improved the approximation procedure by developing methods
which make it possible to compute densities, distribution functions and quantiles for stable
distributions quickly.

A very important task in designing algorithms based on the SαS models is the parameter
estimation, that is, the estimation of the three parameters (α, γ, δ) describing the SαS distri-
bution. Most of the conventional methods in mathematical statistics, such as the Maximum
Likelihood (ML) estimation, can not be used in the stable case, since they depend on an ex-
plicit form for the density. Nevertheless, there are suboptimal numerical methods that have
been found useful and efficient in practical applications. Among them, there are methods based
on sample quantiles [114] and sample characteristic functions [115, 116]. There are also ML
methods based on an approximation to the likelihood function [113, 117].

In the following chapters, we assume a SαS distribution located around the origin (i.e.,
δ = 0) and we estimate the SαS model parameters (α, γ) using the consistent ML method
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Figure 3.4: Simulated SαS sequences for different values of the characteristic exponent.

described by Nolan [113], which gives reliable estimates and provides the most tight confidence
intervals.

3.2.2 Multivariate Stable Distributions

Unlike the family of univariate stable distributions, the family of multivariate stable distribu-
tions forms a non-parametric set (except for the multivariate Gaussian case (α = 2)). The
definition of the multivariate stable distribution is as follows:

Definition 3.1 (Multivariate stable distribution) An N -dimensional distribution function
F (~x), ~x ∈ RN , is called stable if, for any i.i.d. random vectors ~X1, ~X2 with distribution function
F (~x) and arbitrary constants a1, a2, there exist a ∈ R, ~b ∈ RN and a random vector ~X with the
same distribution function F (~x) such that

a1
~X1 + a2

~X2
d= a ~X +~b

where d= means equality in distribution.

A multivariate stable distribution is determined by a location vector ~δ ∈ RN , the characteristic
exponent 0 < α ≤ 2 and a finite measure µ(d~s ) on the unit sphere SN of RN [102]. In the
multivariate case, a real random vector ~X = (X1, . . . , XN ) is SαS, or the real random variables
X1, . . . , XN are jointly SαS, if their joint characteristic function is of the form

φ(~θ ) = exp
{

ı~θ T~δ −
∫

SN

| ~θ T~s |α µ(d~s )
}

(3.9)

with T denoting a transpose and where the spectral measure µ(·) is symmetric, that is, µ(A) =
µ(−A) for any measurable set A on SN .
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A very important difference between the multivariate Gaussian and stable distributions is
that a stable random vector can not be whitened. Specifically, it is known that if ~X is a Gaussian
vector, then it can be written as

~X = A~Y

where A is a constant matrix and ~Y is a Gaussian random vector with independent components.
In the stable case, it is shown that representation of even two stable variables with characteristic
exponent 0 < α < 2 as a linear combination of a finite number of independent stable variables
of the same α is impossible [118].

Sub-Gaussian random vectors

An important sub-class of multivariate SαS random vectors is the class of the so-called α-sub-
Gaussian random vectors [102] defined as follows,

Definition 3.2 (sub-Gaussian SαS random vector) Any vector ~X distributed as

~X = A1/2 ~G (3.10)

where A is a positive α
2 -stable random variable and ~G = (G1, G2, . . . , GN ) is a zero-mean Gaus-

sian random vector, independent of A, with covariance matrix R, is called sub-Gaussian SαS
random vector in RN with underlying Gaussian vector ~G.

This sub-class is often denoted by α-SG(R). Thus, a sub-Gaussian SαS random vector can
be also viewed as a variance mixture of Gaussian vectors. An advantage of the sub-Gaussian
SαS random vectors as a modeling tool is the simple analytical expression of the corresponding
characteristic function. The following proposition holds:

Proposition 3.1 The characteristic function of a sub-Gaussian SαS random vector ~X is given
by,

φ(~θ ) = φ(θ1, . . . , θN ) = E{eı〈~θ, ~X〉}

= E{eı
∑N

k=1 θkXk} = exp
{
−

∣∣∣1
2

N∑

i=1

N∑

j=1

θiθjRij

∣∣∣
α/2}

(3.11)

whereRij = E{GiGj} are the covariances of the underlying Gaussian random vector (G1, . . . , GN ),

with 〈·, ·〉 denoting the inner product of two vectors.
We also note that in the zero-mean case the covariance of two random variables equals their

correlation and thus, the N ×N matrix R can be also viewed as the correlation matrix of the
underlying vector ~G. Eq. (3.11) can be rewritten as follows

φ(~θ ) = exp
{
−

∣∣∣1
2

~θ TR~θ
∣∣∣
α/2}

and taking into account that R is a non-negative definite matrix we can further simplify it as,

φ(~θ ) = exp
{
−

(1
2

~θ TR~θ
)α/2}

. (3.12)

The above proposition results in the next corollary [102]:

Corollary 3.1 Let ~X be sub-Gaussian SαS random vector with underlying Gaussian vector ~G.
Then there is a one-to-one correspondence between the probability distribution of ~G and that of
~X.
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It is shown [102] that a vector with independent non-zero components cannot be sub-Gaussian.
The components of a sub-Gaussian SαS random vector are, in fact, strongly dependent.

3.2.3 Covariations

The concept of covariance plays a fundamental role in the second-order moment theory. How-
ever, covariances do not exist in the family of SαS random variables due to their infinite vari-
ance. Instead, a quantity called covariation, which under certain constraints plays an analogous
role for SαS random variables to the one played by covariance for Gaussian random variables,
has been proposed:

Definition 3.3 (Covariation) Let X and Y be jointly SαS random variables with 1 < α ≤ 2,
zero location parameters and dispersions γX and γY respectively. Then for all 1 < q < α, the
covariation of X with Y is defined by

[X,Y ]α =
E{XY <q−1>}
E{|Y |q} ‖Y ‖α

α (3.13)

where for any complex number z and a ≥ 0 we use the notation z<a> = |z|a−1z̄ with z̄ denoting
complex conjugation,

where ‖Y ‖α denotes the covariation norm of Y expressed in terms of its scale parameter as
shown in Proposition 3.2 below. Linearity in the first argument and scaling are two useful
properties of the covariation. The interested reader may refer to [102] for a more thorough
analysis.
(Linearity in the first argument): If X1, X2, Y are jointly SαS then

[aX1 + bX2, Y ]α = a[X1, Y ]α + b[X2, Y ]α (3.14)

for any constants a, b ∈ R.
(Pseudo-linearity in the second argument): If X1, X2, Y are jointly SαS then

[Y, aX1 + bX2]α = a<α−1>[Y, X1]α + b<α−1>[Y, X2]α (3.15)

for any constants a, b ∈ R.
(Scaling): If X, Y are jointly SαS and a, b ∈ R, then

[aX, bY ]α = ab<α−1>[X, Y ]α . (3.16)

The covariation coefficient of X with Y , for all 1 < q < α, is defined by:

λXY =
[X, Y ]α
[Y, Y ]α

=
E{XY <q−1>}
E{|Y |q} (3.17)

Note the asymmetric nature of the covariation and the covariation coefficient. However, we can
define a symmetric covariation coefficient as follows:

Corrα(X, Y ) = λXY λY X =
[X, Y ]α [Y,X]α
[Y, Y ]α [X, X]α

. (3.18)

Let Sα be the linear space of jointly SαS random variables. For 1 < α ≤ 2, the covariation
induces a norm on Sα,
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Definition 3.4 (Covariation norm) The covariation norm of X ∈ Sα, 1 < α ≤ 2, is defined
by

‖X‖α = ([X, X]α)1/α

Depending on the parameterization of the characteristic function of a SαS distribution the
following proposition holds:

Proposition 3.2 If X ∼ pα(γ, 0) with α > 1, then

‖X‖α = γ1/α , for parameterization (3.1)

and
‖X‖α = γ , for parameterization (3.2)

Estimation of Covariations

In general, it is difficult to find analytical expressions for the covariations (or covariation co-
efficients). In practical applications it is important to have unbiased and efficient estimators
of these quantities. The covariation coefficient λXY was defined as a fraction of the covaria-
tion [X,Y ]α and the scale parameter [Y, Y ]α. Thus, having an estimation of the covariation
coefficient λXY then, we can estimate [X,Y ]α by multiplying λXY and [Y, Y ]α.

Focusing our attention on estimating the covariation coefficient λXY we present two methods
that achieved an increased performance in terms of computational efficiency and estimation
accuracy, by employing Monte-Carlo simulations. The first method, called the Fractional Lower
Order Moment (FLOM) Estimator is very simple and computationally efficient and gives very
good results especially when α is close to 2. The second method, called the Screened Ratio (SR)
Estimator, exhibits a better performance for small values of α and is strongly consistent. In the
following, we make the assumption of jointly SαS random variables X,Y with α > 1 and a set
of independent observations (X1, Y1), . . . , (XN , YN ) [119].
FLOM Estimator: For some 1 ≤ q < α, the value of λXY is estimated by,

λ̂FLOM =
∑N

i=1 Xi|Yi|q−1 sign(Yi)∑N
i=1 |Yi|q

(3.19)

where

sign(x) =





1 , for x > 0
0 , for x = 0
−1 , for x < 0

(3.20)

Screened Ratio Estimator: For arbitrary constants c1, c2, with 0 < c1 < c2 ≤ ∞ the SR
estimator of λXY is given by,

λ̂SR =
∑N

i=1 XiY
−1
i χYi∑N

i=1 χYi

(3.21)

with the random variable χY defined as follows:

χY =

{
1 , if c1 < |Y | < c2

0 , otherwise.

We usually choose c2 = ∞ and c1 to be a relatively small number.
The above estimators can be employed to estimate covariations between sub-Gaussian ran-

dom variables or vectors. Consider the α-SG(R) vector ~X = A1/2 ~G. Then, the covariations
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{[Xi, Xj ]α}N
i,j=1 are given by [102]:

[Xi, Xj ]α = 2−
α
2 [R]ij [R]

(α−2)
2

jj . (3.22)

Notice that if [R]ii = [R]jj then the covariation is symmetric, that is, [Xi, Xj ]α = [Xj , Xi]α. In
the following, the covariations will be estimated using parameterization (3.2) for the character-
istic function. By combining Eq. (3.13) with Proposition 3.2 we obtain,

[X,Y ]α =
E{XY <q−1>}
E{|Y |q} γα

Y . (3.23)

A covariation estimator is obtained by combining Eqs. (3.19), (3.23) as follows:

ĉFLOM
ij =

∑K
k=1

~Xk
i | ~Xk

j |q−1 sign( ~Xk
j )

∑K
k=1 | ~Xk

j |q
γα

Xj
, (3.24)

where the dispersion γXj is estimated using the ML estimator and the vectors { ~X1, ~X2, . . . , ~XK}
constitute a set of K independent realizations of an α-SG(R) process, with ~Xk = (Xk

1 , . . . , Xk
N ),

k = 1, . . . , K. In the stable case we define the covariation matrix C with its elements being the
covariations. Then, the estimated covariation matrix Ĉ is the matrix with elements [Ĉ ]ij =
ĉFLOM

ij .
Finally, from Eq. (3.22) we can estimate the elements [R]ij of the underlying covariance

matrix as follows:

[R̂]jj =
(
2

α
2 [Ĉ]jj

) 2
α , [R̂]ij = 2

α
2

[Ĉ]ij

[R̂]
(α−2)

2
jj

(3.25)

which are consistent and asymptotically normal.
However, the estimation of covariations and covariation coefficients requires the specification

of the arbitrary parameter q. When employing the multivariate sub-Gaussian model we need to
estimate the covariations between the components of sub-Gaussian vectors. For this purpose,
we repeat the process described in [120] and we create a table with the optimal values of q as a
function of the characteristic exponent α, by finding the value of q that minimizes the standard
deviation of the ĉFLOM

ij estimator, for different values of α > 1. For this purpose we studied
the influence of q on the performance of the covariation estimator via Monte-Carlo runs, using
two sub-Gaussian random variables: X = A1/2GX , Y = A1/2GY .

By definition, X and Y can be viewed as SαS random variables with dispersion γX and
γY , respectively. We generate a sample of a sub-Gaussian random variable by first generating
a sample A drawn from an Sα/2((cos πα

4 )2/α, 1, 0) distribution [102] and then by generating a
sample G drawn from a zero-mean Gaussian distribution with variance 2γ2, which is viewed as
S2(γ, 0, 0) (with γ = γX or γ = γY depending on whether the Gaussian part G corresponds
to the variable X or Y , respectively). We executed K = 1000 Monte-Carlo runs with α ∈
[1 : 0.05 : 2] and for dispersions (γX , γY ) ranging in the interval [0.01 : 0.1 : 5]. Figure 3.5
displays the curves representing the standard deviation of the ĉFLOM (q) covariation estimator
as a function of q for two values of α and 25 pairs of dispersions (γX , γY ). We observe that
for each α all the curves are minimized in a common interval on the q-axis and actually their
optimal value of q is close to each other. For a given αi the optimal qi is estimated by averaging
the optimal q values over its corresponding curves and over the Monte-Carlo runs.

Table 3.1 shows the corresponding optimal values of q for several values of α. This table is
also used as a lookup table in order to find the optimal q for every 1 < α ≤ 2 by interpolating
these values or by extrapolating them when the numerical ML estimation results in α < 1.
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Figure 3.5: Curves representing the standard deviation of the ĉFLOM covariation estimator as
a function of q for α = 1.2, 1.5 and 25 dispersion pairs (γX , γY ).

α Optimal q α Optimal q

1 0.52 1.5 0.69
1.05 0.54 1.55 0.71
1.1 0.56 1.6 0.72
1.15 0.57 1.65 0.74
1.2 0.58 1.7 0.76
1.25 0.59 1.75 0.79
1.3 0.61 1.8 0.81
1.35 0.62 1.85 0.84
1.4 0.64 1.9 0.88
1.45 0.66 1.95 0.93

2 0.8

Table 3.1: Optimal q parameter as a function of the characteristic exponent α.

3.3 Statistical Modeling of Wavelet Subband Coefficients

The development of CS reconstruction methods in a transform-domain is based on the obser-
vation that often a linear, invertible transform re-structures the original signal, resulting in a
set of transform coefficients whose structure is “simpler” to model. Real-world signals are char-
acterized by a set of “features”, such as abrupt changes for 1-D signals and edges, ridges and
lines for images. For such signals, the wavelet transform is a powerful modeling tool as it was
mentioned in Chapter 2. The following properties of the wavelet transform justify the design
and implementation of CS methods in the wavelet domain:

❶ Locality : Each wavelet coefficient represents signal content localized in both space and
frequency.

❷ Multiresolution: The wavelet transform decomposes each signal at a nested set of scales.

❸ Abrupt change detection: Wavelet functions operate as local abrupt change detectors,
representing them by large wavelet coefficients at the corresponding locations.

Consequently, we can closely approximate a signal using just a few, large amplitude, wavelet
coefficients.
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The development of efficient CS reconstruction algorithms working in a Bayesian framework
require the accurate modeling of the marginal densities of wavelet subband coefficients. These
coefficients have been commonly represented as Gaussian random variables, since this assump-
tion results in convenient expressions. However, the above mentioned properties of the wavelet
transform yield that the set of wavelet coefficients of real-world signals tends to be sparse, re-
sulting in a large number of small amplitude coefficients and a small number of large amplitude
coefficients. This property is in conflict with the Gaussian assumption and thus, may degrade
the performance of a CS-based system giving rise to peaky and heavy-tailed non-Gaussian
marginal distributions of the wavelet subband coefficients. This also justifies the use of SαS
distributions in the design of Bayesian CS reconstruction techniques.

Closing this chapter, we provide examples which show that an often better approximation of
the marginal density of coefficients at distinct subbands, produced by various types of wavelet
transforms, may be obtained by alpha-Stable models. The SαS model is suitable for describing
signals with heavier distribution tails than what is assumed by exponential families, like the
Gaussian and the generalized Gaussian density (GGD). Indeed, the SαS density follows an
algebraic rate of decay that depends on the value of the characteristic exponent: P{X > x} ∼
cαx−α.

The statistical fitting proceeds in two steps: first, we assess whether the data deviate from the
normal distribution and we determine if they have heavy tails by employing normal probability
plots [121]. Then, we check if the data is in the stable domain of attraction by estimating
the characteristic exponent α directly from the data and by providing the related confidence
intervals. As further stability diagnostics, we employ the amplitude probability density (APD)
curves (P{|X| > x}) that give a good indication of whether the SαS fit matches the data near
the mode and on the tails of the distribution.

In the first illustration, the accuracy of the SαS model is tested on a 1-D underwater acous-
tics’ signal, which is decomposed in 3 levels using Daubechies’ 4 (db4) wavelet. Figure 3.6 on
the following page shows the signal along with the APD curves corresponding to the empirical,
the Gaussian, the GGD and the SαS distributions, at each decomposition level. It is clear
that the SαS model provides a superior approximation near the mode and on the tails of the
empirical distribution, when compared with the other models.

In the second example, the accuracy of the SαS model is tested on the 2-D “Indor 4” image,
which is decomposed in 3 levels using the db4 wavelet. Figure 3.7 shows the image along
with the APD curves corresponding to the empirical, the Gaussian, the GGD and the SαS
distributions, for one direction per decomposition level suggestively (H: horizontal, D: diagonal,
V: vertical). Although for the horizontal direction at the third level the SαS and GGD models
results in comparable approximation capability, however, it is clear that the SαS model provides
a superior approximation near the mode and on the tails of the empirical distribution for the
rest of directions when compared with the other models. This behavior is valid for the other
directions, too, which are not shown in the figure. The value of the characteristic exponent α is
also included in parentheses in the title of each subplot. The fact that its value deviates largely
from 2 indicates a highly impulsive nature of the corresponding wavelet coefficients. This is
equivalent to a very large number of negligible-amplitude coefficients and only a few significant
ones, which results in a highly sparse coefficient vector. This also justifies the appropriateness
of alpha-Stable models in the design of efficient Bayesian CS methods.

In the following chapters, we introduce and describe in detail the design and implementation
of novel Bayesian CS reconstruction methods, which exploit the sparsity-enforcing property
of the wavelet transform, as well as the accurate modeling of the high sparsity behavior via
members of the alpha-Stable family of distributions.
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Figure 3.6: Acoustic signal and APD curves corresponding to the empirical, Gaussian, GGD
and SαS distributions, at each decomposition level (3-level DWT (db4)).
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Figure 3.7: “Indor 4” image and APD curves corresponding to the empirical, Gaussian, GGD
and SαS distributions, at each decomposition level (3-level DWT (db4)).
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Chapter

4
Bayesian Compressed Sensing
via Gaussian Scale Mixtures

Where is the knowledge we have lost in
information?

T. S. Eliot
The Rock (1934)

4.1 Introduction

As it was mentioned in Chapter 1, sampling is a key concept of signal processing since it
allows real-world signals in the continuous-domain to be acquired, represented and processed in
the discrete-domain. The long-term trend of applying the classical Shannon/Nyquist sampling
theorem specifies that to avoid losing information when capturing a signal we must sample at
least twice faster than the signal bandwidth. In many modern applications, including digital
image and video cameras, this sampling rate is so high resulting in too many samples, and
thus, making compression a necessity prior to storage or transmission. In addition, there are
cases where even higher compression rates would suffice to carry out a specific task, such as in
image classification and retrieval, where a high-quality reconstruction of the still images is not
necessary. In contrast, a highly sparse representation of the database images is required under
the possible limited storage and power constraints of the imaging system.

Besides, in Chapter 2 we saw that many natural signals result in a highly compact (sparse)
representation, when they are projected on localized orthonormal basis functions, such as the
wavelets. The traditional approach to compressing such a sparse signal is to compute its trans-
form coefficients and then store or transmit only a small number of large amplitude coefficients.
However, this is an inherently wasteful process in terms of both sampling rate and compu-
tational complexity, since one gathers and processes the entire signal even though an exact
representation is not required explicitly.

On the other hand, compressed sensing (CS) enables a potentially significant reduction in
the sampling and computation costs at a sensing system with limited capabilities. According
to the CS framework a signal having a sparse representation in a transform basis Ψ can be
reconstructed from a small set of projections onto a second, measurement basis Φ that is
incoherent with the first one. Also recall that CS provides a simple compression scheme with
low computational complexity, which is asymmetrical in nature with the compression part being
of very low complexity (simple linear projections), while the main computational cost is on
the decompression part where increased computational resources are available. This inherent
property of CS enables its use in practical application involving digital devices with limited
computational and power resources, such as in a wireless sensor network or in a network of
cameras acquiring high-resolution images.
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On the other hand, the majority of the works presented in the recent literature about the
sparse representation and reconstruction of a signal in an over-complete dictionary using CS
has concentrated on solving constrained-based optimization problems (cf. Section 1.2). For
instance, following the `1-norm minimization approach in the general case of noisy measure-
ments we seek the sparsest weight (coefficient) vector, which solves the problem (1.16). These
approaches for the solution of such an optimization problem result in a point estimate of the
weight vector ~w.

In a recent study [55], the inversion of CS measurements was considered from a Bayesian
perspective (Bayesian Compressed Sensing (BCS)). In particular, given a prior belief that the
weight vector ~w should be sparse in the basis Ψ and the set of CS measurements ~g (observables),
the objective is to formulate a posterior probability distribution for ~w. This improved the accu-
racy over the point estimate and provided confidence intervals (error bars) in the approximation
of the original signal ~x. Besides, this was also used to guide the optimal design of additional CS
measurements implemented with the goal of reducing the uncertainty in reconstructing ~x. For
computational purposes and in order to get closed-form expressions for the Bayesian inference,
the prior distribution of ~w was approximated using a sparsity-enforcing hierarchical model.

In the present chapter, the CS-based estimation of ~w is also performed in a Bayesian frame-
work. However, in contrast to the previous work, our proposed method consists in modeling
directly the prior distribution of ~w with a heavy-tailed distribution, which promotes the sparsity
of ~w. This is motivated by the fact that a heavy-tailed density function is suitable for modeling
highly impulsive signals. In our case, ~w could be considered as a highly impulsive “signal”, since
it is characterized by a large number of close to zero-amplitude components and a small number
of large-amplitude components. For this purpose, a Gaussian Scale Mixture (GSM) is employed
to model the heavy-tailed behavior of ~w.

4.2 Bayesian CS inversion

Let Ψ be a N ×N matrix, whose columns correspond to the transform basis functions. Then,
a given signal ~x ∈ RN can be represented as ~x = Ψ~w, where ~w ∈ RN is the weight (coefficients)
vector. As mentioned in Chapter 2, for many natural signals the majority of the components
of ~w have negligible amplitude. In particular, ~x is L-sparse in basis Ψ if the corresponding
weight vector ~w has L non-zero components (L ¿ N). In a real-world scenario ~x is not strictly
L-sparse, but it is said to be compressible when the re-ordered components of ~w decay at a
power-law.

Also let Φ be a M × N (M < N) measurement matrix as described in Section 1.1.1. For
instance, let Φ be a Hadamard matrix or a matrix containing independent and identically
distributed (i.i.d.) Gaussian entries. Such matrices are incoherent with any fixed transform
matrix Ψ with high probability (universality property) [4].

If ~x is compressible in Ψ, then, it is possible to perform directly a compressed set of measure-
ments ~g resulting in a simplified acquisition system. The original signal ~x and the CS measure-
ments ~g are related through random projections, ~g = ΦΨT~x = Φ~w , where Φ = [~φ1, . . . , ~φM ]T

and ~φm ∈ RN is a random vector with i.i.d. components. Thus, finding a sparse representa-
tion of ~x from ~g reduces to estimating a weight vector ~w with as few non-zero components as
possible, which then can be used for reconstructing ~x.

Notice that the representation of the original space-domain signal ~x is equivalent to its
frequency-domain representation ~w (for instance, ~w may contain the wavelet coefficients of ~x)
related via the invertible matrix Ψ. Thus, without loss of generality, in the following study we
consider that the noisy CS measurements corresponding to the L-sparse signal ~x are acquired
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in the transform domain using the model:

~g = Φ~w + ~η , (4.1)

where ~η is the associated additive noise component.
Most of the recent literature on CS has concentrated on solving constrained optimization

problems for sparse signal representation. For instance, when the CS measurements are acquired
via Eq. (4.1) an `1-norm minimization approach seeks a sparse vector ~w by solving the following
optimization problem,

~̃w = arg min
~w
‖~w‖1 , s.t. ‖~g −Φ~w‖∞ ≤ ε , (4.2)

where ε is the noise level (‖~η‖2 ≤ ε). The main approaches for the solution of such optimization
problems include linear programming and greedy algorithms (cf. Section 1.2) resulting in a
point estimate of the weight vector ~w.

On the other hand, when the CS inversion is treated from a Bayesian perspective, then given
a prior belief that ~w is sparse in basis Ψ and the set of CS measurements ~g, the objective is
to formulate a posterior probability distribution for ~w. This improves the accuracy over a point
estimate and provides confidence intervals (error bars) in the approximation of ~x, which can be
used to guide the optimal design of additional CS measurements with the goal of reducing the
uncertainty in reconstructing ~x.

By considering that the CS measurements are corrupted by additive, zero-mean Gaussian
noise ~η with unknown variance σ2

η we obtain the following Gaussian likelihood model:

p(~g|~w, σ2
η) = (2πσ2

η)
−M/2 · exp

(
− 1

2σ2
η

‖~g −Φ~w‖
)

. (4.3)

Given the CS measurements ~g and assuming that the measurement matrix Φ is known, the
quantities to be estimated are the sparse weight vector ~w and the noise variance σ2

η. Working
in a Bayesian framework, this is equivalent to seeking a full posterior density function for ~w
and σ2

η.
In this probabilistic framework, the assumption that ~w is sparse is formalized by modeling

the distribution of ~w using a sparsity-enforcing prior distribution. A common choice of this prior
is the Laplace density [58]. Thus, given the CS measurements ~g and assuming the Gaussian
likelihood model of Eq. (4.3), it is straightforward to see that the solution of the constrained
optimization problem of Eq. (1.16) corresponds to a maximum a posteriori (MAP) estimate of
~w using an appropriate prior density.

4.3 Estimation of a sparse vector ~w using a GSM

The use of a Laplace prior density raised the problem that the Bayesian inference may not be
performed in closed form [58], since the Laplace prior is not conjugate1 to the Gaussian likelihood
model. The treatment of the CS measurements ~g from a Bayesian viewpoint, while overcoming
the problem of conjugateness, was introduced in [55]. In particular, rather than modeling the
distribution of ~w using a Laplace prior, a hierarchical prior model was invoked using a set
of hyperparameters, which had similar properties as the Laplace prior but allowed convenient
conjugate-exponential analysis. Then, the overall prior on ~w was evaluated analytically resulting
in the Student-t distribution [50], which can be considered as a sparseness prior, since it is peaked
about zero.

1In probability theory, a family of prior probability distributions p(s) is said to be conjugate to a family of
likelihood functions p(x|s) if the resulting posterior distribution p(s|x) is in the same family as p(s).
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4.3.1 GSM prior model

In contrast to the previous BCS work, our proposed method consists in modeling directly the
prior distribution of ~w using a heavy-tailed distribution, which promotes its sparsity, since it is
suitable for modeling highly impulsive signals. This is motivated by the fact that the content of
many natural signals (e.g., images) is often well structured (e.g., in the case of images containing
edges) and thus ~w can be considered as highly impulsive, since it is characterized by a large
number of negligible-amplitude components and a small number of large-amplitude components.

For this purpose, in our proposed method we replace the approximate hierarchical process
by modeling directly the prior distribution of ~w by means of a Gaussian Scale Mixture (GSM).

Definition 4.1 (Gaussian Scale Mixture) A vector ~w ∈ RN is called a GSM with underly-
ing Gaussian vector ~G iff it can be written in the form ~w = A1/2 ~G, where A is a positive random
variable and ~G = (G1, G2, . . . , GN ) is a zero-mean Gaussian random vector, independent of A,
with covariance matrix Σ.

Notice that when A is a positive α
2 -stable random variable the GSM model reduces to an

α-SG(R) model (Definition 3.2). However, in the subsequent analysis we only consider that
the components of ~G are also independent, and thus the covariance matrix becomes diagonal
Σ = diag(σ2

1, . . . σ
2
N ), without making any assumption about the prior distribution of A.

From the above definition, the density of ~w conditioned on the variable A is a zero-mean
multivariate Gaussian given by:

p(~w|A) =
exp

(−1
2 ~wT (AΣ)−1 ~w

)

(2π)N/2|AΣ|1/2
, (4.4)

where | · | denotes the determinant of a matrix. From Eq. (4.4), we obtain the following simple
expression for the maximum likelihood estimate of the variable A,

Â(~w) =
~wTΣ−1 ~w

N
. (4.5)

4.3.2 BCS inversion using a GSM

Assuming that the noise variance σ2
η, the value of A, and the covariance matrix Σ have been

estimated, given the CS measurements ~g and the random measurement matrix Φ, then, the
posterior density of ~w is given by the Bayes’ rule combining the likelihood and the prior density
functions and exploiting the independence of A and ~G,

p(~w|~g, A,Σ, σ2
η) =

p(~g|~w, σ2
η)p(~w|A,Σ)

p(~g|A,Σ, σ2
η)

, (4.6)

which results after some algebraic manipulation in a multivariate Gaussian distribution whose
mean ~µ and covariance P are given by

~µ = σ−2
η PΦT~g , (4.7)

P = (σ−2
η ΦTΦ + D)−1 , (4.8)

where D = diag((Aσ2
1)
−1, . . . , (Aσ2

N )−1). Working in this framework, the estimated weight
vector ~w is chosen to be equal to the most probable value of the above multivariate Gaussian
model, that is, ~w ≡ ~µ.

Thus, the problem of estimating the sparse weight vector ~w reduces to estimating the un-
known model parameters A, Σ, σ2

η. This is carried out by performing a type-II maximum
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likelihood estimation. By noting that Eq. (4.8) can be re-written in the following equivalent
form,

A−1P =

P̃︷ ︸︸ ︷(
Aσ−2

η ΦTΦ + Σ−1
)−1

, (4.9)

we can estimate the unknown parameters σ2
η, {σ−2

i }N
i=1 iteratively by maximizing the following

marginal log-likelihood function based on the matrix P̃ with respect to the unknown parameters:

L(σ2
η, {σ−2

i }N
i=1) = log

[
p(~g|A, σ2

η, {σ−2
i }N

i=1)
]

= −1
2

[
M log(2π)+log(|C|)+~gTC−1~g

]
, (4.10)

where C = σ2
η

A I + ΦΣΦT . By comparing Eq. (4.10) with the marginal likelihood model in [59]
we notice that our proposed model is actually a scaled version of the previous hierarchical
models by a factor of A−1. This factor plays an important role in the estimation process, since
it controls the heavy-tailed behavior of the diagonal elements of D and consequently of the
covariance matrix P, and thus the sparsity of the estimated weight vector ~w ≡ ~µ.

The fast update algorithm described in [59] is adapted and used for the maximization of
Eq. (4.10) resulting in a sequential addition and deletion of candidate basis functions (columns
of Φ)2 to increase monotonically the marginal likelihood. First of all, note that the matrix C
can be decomposed as follows:

C =
σ2

η

A
I +

N∑

n=1,n6=i

σ2
n
~φ·,n~φT

·,n + σ2
i
~φ·,i~φT

·,i = C−i + σ2
i
~φ·,i~φT

·,i , (4.11)

where C−i is C with the contribution of the i-th basis vector ignored. Thus, the determinant
and the inverse of C can be computed sequentially using the following expressions:

|C | = |C−i| |1 + σ2
i
~φT
·,iC

−1
−i

~φ·,i| (4.12)

C−1 = C−1
−i −

C−1
−i

~φ·,i~φT
·,iC

−1
−i

σ−2
i + ~φT

·,iC
−1
−i

~φ·,i
. (4.13)

Consequently, the marginal log-likelihood can be decomposed in two terms,

L(σ2
η, {σ−2

i }N
i=1) = L(σ2

η, {σ−2
i }N

i=1,i6=i′) + l(σ−2
i′ ) , (4.14)

with the first term depending on all except for the i′-th variance, while the second term depends
only on the i′-th variance. In particular, l(σ−2

i′ ) is given by:

l(σ−2
i′ ) =

1
2

[
log(σ−2

i′ )− log(σ−2
i′ + si′) +

q2
i′

σ−2
i′ + si′

]
, (4.15)

where si′ = ~φT
·,i′C

−1
−i′

~φ·,i′ and qi′ = ~φT
·,i′C

−1
−i′~g. In order to monotonically maximize the marginal

log-likelihood it suffices to focus on maximizing the second term of Eq. (4.14). It can be easily
seen by analyzing Eq. (4.15) that it has a single maximum

σ−2
i′ =





s2
i′

q2
i′−si′

, if q2
i′ > si′ ,

∞ , if q2
i′ ≤ si′ .

(4.16)

2For convenience we denote the i-th column of Φ by ~φ·,i, to avoid any confusion with its definition in
Section 1.1.1. However, elsewhere in the text the single-subscript notation ~ϕi denotes a column vector.
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This result implies that,

❒ if the i′-th basis function ~φ·,i′ has been included in the set of “significant” basis functions
(that is, σ−2

i′ < ∞) in a previous iteration, while the current iteration yields q2
i′ ≤ si′ , then

it can be deleted from the model (that is, set σ−2
i′ = ∞).

❒ if the i′-th basis function ~φ·,i′ has not been included yet in the set of “significant” basis
functions (that is, σ−2

i′ = ∞), while the current iteration yields q2
i′ > si′ , then it can be

added in the model (that is, set σ−2
i′ to a finite optimal value).

❒ if the i′-th basis function ~φ·,i′ has been already included in the set of “significant” basis
functions (that is, σ−2

i′ < ∞) and the current iteration still yields q2
i′ > si′ , then the

corresponding value of σ−2
i′ can be re-estimated.

Note that, apart from an estimation of the optimal sparse vector ~w, the algorithm also returns
the set of significant basis functions denoted by B. Besides, a very important difference of a
BCS approach when compared with a norm-based one is that it permits successive additions
and deletions of basis functions in the model. Thus, a basis function which may be considered to
be significant at the beginning can be deleted in a subsequent iteration if the algorithm decides
that it was not representative for the CS measurements. On the other hand, the norm-based
CS reconstruction methods start with a single basis function and they can only add a new basis
function in the model when moving from one iteration to the next one. This is the reason why
BCS approaches often achieve an increased reconstruction performance, but at the cost of a
possibly increased number of iterations.

Several convergence criteria can be employed to terminate the execution of the algorithm,
such as when the number of iterations exceeds a predefined maximum or when the relative
decrease of the marginal log-likelihood function from one iteration to the next one falls below a
small positive threshold. In our implementation we adopt the second approach, since it results
in an increased reconstruction performance, while the first one could be used to reduce the
computational cost. The iterative scheme for the estimation of the weight vector ~w proceeds as
shown by Algorithm 1.

Besides, it is important to note that the computational complexity of our proposed method,
compared to the complexity of the standard BCS approach [55] is only slightly increased at the
order of O(L2) due to the estimation of A. This increase is negligible for truly sparse signals,
since L ¿ N .

4.4 Adaptive BCS using a GSM

As it was mentioned before, one of the advantages when working in a probabilistic framework
is that we are able to provide a measure of uncertainty in the estimation of the original signal
~x. This can be further employed to design adaptively the measurement matrix Φ by selecting
the next projection vector ~φM+1 with the goal of reducing the uncertainty of ~x.

Since ~x = Ψ~w and ~w follows a multivariate Gaussian density with a mean vector and a
covariance matrix which are given by Eqs. (4.7), (4.8), respectively, we conclude that ~x also
follows a multivariate Gaussian density with the following mean and covariance:

E{~x} = Ψ~µ , (4.17)
Cov{~x} = ΨPΨT . (4.18)

The diagonal elements of the above covariance matrix correspond to the error bars on the
accuracy of the estimate of ~x.
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Algorithm 1 Estimation of the sparse weight vector ~w via BCS-GSM
Input: Φ, ~g, c ∼ 10−3

Output: ~̂w ≡ ~µ, P, σ2
η, B {the set of significant basis functions}

Initialize: σ2
η = c · V ar(~g)

select basis vector ~φ·,i1 (i1-th column of Φ) s.t. i1 = arg max
i=1,...,N

‖~φ·,i‖2(
‖~φT
·,i~g‖2/‖~φ·,i‖2

)
−σ2

η

set σ−2
i1

= ‖~φ·,i1‖2(
‖~φT
·,i1~g‖2/‖~φ·,i1‖2

)
−σ2

η

(all other {σ−2
i }i 6=i1 are set to infinity)

B = {i1}
1: Compute P (Eq. (4.8)), ~µ (Eq. (4.7)) (initially scalars) and estimate A from Eq.(4.5)
2: repeat
3: for i = 1, . . . , N do
4: Compute ξi = q2

i − si

5: if ξi > 0 and σ−2
i < ∞ then

6: re-estimate σ−2
i

7: else if ξi > 0 and σ−2
i = ∞ then

8: add i-th basis in the model (B ← B ∪ {i}) and update σ−2
i

9: else if ξi ≤ 0 and σ−2
i < ∞ then

10: delete i-th basis from the model (B ← B \ {i}) and set σ−2
i = ∞

11: end if
12: Update P, ~µ and A (in this order)
13: Update σ2

η = ‖~g−Φ~µ‖2
N−card(B)+

∑
n∈B A−1σ−2

n Pnn
{card denotes the cardinality of a set}

14: Update D by performing the scaling Aσ2
i

15: end for
16: until convergence

The differential entropy is a commonly used probabilistic measure of the uncertainty in the
knowledge of the density of ~x,

h(~x) = −
∫

p(~x) log(p(~x))d~x =
1
2

log
(|ΨPΨT |) + c =

1
2

log(|P|) + c , (4.19)

where c is a constant that does not depend on the measurement matrix Φ. The next optimal
projection ~φM+1 is selected in terms of minimizing the differential entropy. If the measurement
matrix Φ is augmented by adding ~φT

M+1 as its (M + 1)-th row and by denoting with hM+1(~x)
the new differential entropy we have the following relation:

hM+1(~x) = h(~x)− 1
2

log
(
1 + σ−2

η
~φT

M+1P~φM+1

)
, (4.20)

where the estimation of σ−2
η and P is based on the previous M measurements. From the above

relation it is clear that the minimization of hM+1(~x) is equivalent to maximizing ~φT
M+1P~φM+1.

This can be carried out by performing an eigen-decomposition of the covariance matrix P and
select ~φM+1 to be the eigenvector corresponding to the largest eigenvalue.

In the following, we evaluate the performance of the proposed GSM-based CS algorithm in
terms of the resulting reconstruction error and achieved sparsity, by applying it on synthetic
signals as well as on real-world images. In addition, we compare with the performance of other
state-of-the-art norm-based and Bayesian CS methods.
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Figure 4.1: Reconstruction of uniform spikes for N = 512, L = 20, M = 110. (a) Original
signal, (b) Reconstruction with BCS, ‖~x − ~xBCS‖2/‖~x‖2 = 0.0114, (c) Reconstruction with
BCS-GSM, ‖~x− ~xBCS−GSM‖2/‖~x‖2 = 0.0106.

4.5 Performance evaluation: 1-D synthetic signals

In this section, we evaluate the performance of the proposed BCS-GSM method by employing
synthetic signals and compare it with the performance of the standard BCS method3, as well
as with recently introduced state-of-the-art CS techniques. In the following, the reconstruction
performance of a CS method is evaluated using the relative reconstruction error (RRE) defined
as follows:

relative reconstruction error =
‖~x− ~xmethod‖2

‖~x‖2
, (4.21)

where ~xmethod is the reconstructed sparse vector obtained using a given CS method.
As a first illustration, we consider a set of simulated signals of length N = 512 that contain

L = 20 spikes created by setting ±1 at 20 locations chosen at random. The M×N measurement
matrix Φ is constructed by first drawing i.i.d. samples from a standard Gaussian distribution
and then normalizing its columns to unit magnitude. The measurement noise is generated by
drawing samples from a zero-mean Gaussian density with standard deviation ση = 0.005.

Figure 4.1(a) shows the original sparse signal, while Figures 4.1(b)-(c) present the recon-
structed signals using BCS and BCS-GSM, respectively, using M = 110 measurements. As we
can see, both algorithms recover accurately the 20 spikes, with the proposed BCS-GSM method
achieving a slightly smaller reconstruction error compared with the error of the BCS approach.
Besides, the error bars in the last two figures show that both methods reconstruct the original
signal within a similar confidence interval.

The signal that we considered above has uniform spikes and it corresponds to the case of

3For the implementation of BCS we used the code included in the SparseLab package that is available online
at http://sparselab.stanford.edu/.
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Figure 4.2: Reconstruction of non-uniform spikes for N = 512, L = 20, M = 110. (a) Original
signal, (b) Reconstruction with BCS, ‖~x − ~xBCS‖2/‖~x‖2 = 0.0122, (c) Reconstruction with
BCS-GSM, ‖~x− ~xBCS−GSM‖2/‖~x‖2 = 0.0121.

a sparse vector ~w whose non-zero components have the same magnitude. In the following,
we repeat the experiment on a signal with non-uniform spikes, as shown in Figure 4.2(a). To
make the comparison meaningful, the Signal-to-Noise Ratio (SNR) of both signals is fixed to
be the same. The reconstructed signals using BCS and BCS-GSM, respectively, are shown in
Figures 4.2(b)-(c) for M = 110 measurements. As in the uniform case, both algorithms recover
accurately the 20 non-uniform spikes, with the proposed BCS-GSM method achieving a slightly
smaller reconstruction error compared with the error of the BCS approach. Besides, the error
bars in the last two figures show that the original signal is reconstructed by both methods
within a similar confidence interval.

In order to test the effect of the number of CS measurements M on the performance of BCS-
GSM we perform a set of 100 Monte-Carlo runs, where in each run we generate a signal with
20 randomly placed non-uniform spikes, with the value of each spike drawn from a standard
Gaussian distribution. Figure 4.3 on the next page compares the reconstruction errors averaged
over the 100 runs for the BCS-GSM and BCS methods, as well as the average number of non-
zero components of ~w, as a function of the number of CS measurements M ∈ [60, 100]. It
is clear that the proposed scheme maintains the reconstruction performance achieved by the
BCS method. On the other hand, and most importantly, there is a significant increase in the
sparsity achieved by the BCS-GSM algorithm (a smaller number of non-zero components), when
compared with BCS, which is equivalent to using a decreased number of basis functions (columns
of Φ). This increase of sparsity is more apparent for a small number of CS measurements, while
both methods tend to produce equally sparse vectors ~w as the number of CS measurements
increases. This is a natural behavior, since as the number of measurements increases, the
number of basis functions required to extract the information content of the signal ~x decreases.

Besides, the increased sparsity achieved by BCS-GSM can be exploited in reducing the
storage requirements of a sensing system. In particular, instead of storing the whole signal
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Figure 4.3: Reconstruction performance of BCS-GSM and BCS: (a) Average reconstruction
error, and (b) Average number of non-zero weights, over 100 Monte-Carlo runs using random
signals with 20 non-uniform spikes (ση = 0.005).

of length N , it suffices to store only the set of K indices (K ¿ N) corresponding to the
columns of Φ selected by BCS-GSM. Then, assuming that Φ is known, the original signal can
be reconstructed from the set of K indices using the BCS-GSM method.

In order to make more meaningful the comparisons between the sparsities achieved by several
CS methods, we define the CS ratio as follows:

CS ratio =
number of CS measurements M

number of non-zero weights
. (4.22)

The higher the CS ratio of a CS reconstruction algorithm, the higher the achieved sparsity is
for a fixed value of M .

Figure 4.4 shows the CS ratio for BCS-GSM and BCS. As it can be seen, for the same number
of CS measurements M , BCS-GSM results in a higher CS ratio than the CS ratio of the BCS
approach, which means that our proposed method results in a sparser solution. Besides, for both
methods this ratio increases almost monotonically tending to 5 as M approaches 100, which
is exactly the value of 100

20 , where L = 20 is the sparsity of the simulated signals. Figure 4.5
shows the average reconstruction error as a function of the CS ratio for the BCS-GSM and BCS
methods. We observe that for the same reconstruction error, the BCS-GSM method achieves a
higher CS ratio, which is equivalent to achieving a higher sparsity.

The above results provide a first indication of the effectiveness of the proposed BCS-GSM
method in reconstructing sparse signals. In order to strengthen the validity of this observation
we compare its performance with some of the recently introduced state-of-the-art CS methods
being either deterministic (norm-based) or purely Bayesian. In particular, in the subsequent
evaluations we compare with the performance of the following CS methods: 1) Gradient Projec-
tion for Sparse Reconstruction (GPSR) [34], 2) Basis Pursuit (BP) [37], 3) Stagewise Orthogonal
Matching Pursuit (StOMP) [39], 4) `1-norm minimization using the primal-dual interior point
method (L1EQ-PD) [147], 5) Smoothed `0 (SL0) [150], 6) BCS and 7) BCS by variational Bayes
(BCS-vB) [149].4

4For the implementation of the other CS methods we used the MATLAB codes included in the
packages: http://sparselab.stanford.edu/, http://www.acm.caltech.edu/l1magic, http://www.lx.it.pt/
~mtf/GPSR, http://ee.sharif.ir/~SLzero, http://www.see.ed.ac.uk/~tblumens/sparsify/sparsify.html,
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Figure 4.4: Average CS ratio as a function of
M for the BCS-GSM, BCS methods (L = 20,
ση = 0.005).
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Figure 4.5: Average reconstruction error as a
function of CS ratio for the BCS-GSM, BCS
methods (L = 20, ση = 0.005).

More specifically, we are interested in testing how the reconstruction efficiency of the above
CS methods is affected by the degree of sparsity, as well as by the input SNR. For this purpose,
first we present the reconstruction performance of the selected CS methods on a set of random
signals with uniform spikes (±1) generated by setting N = 512, L ∈ {10, 15, 20}, SNR ∈ {10 :
5 : 35} (dB) and M = 110. Also note that the results are averaged over 100 Monte-Carlo runs.
Besides, the noise variance σ2

η is determined by the following relation as a function of SNR, L
and N :

SNR = 10 · log10

( L
N

σ2
η

)
, (4.23)

where L
N is the empirical estimation of the variance of the sparse vector.

Figures 4.6(a), 4.6(c), 4.6(e) on page 54 show the average RREs, for the three degrees of
sparsity, as a function of SNR for the BCS-GSM and the other selected CS methods. We
can see that as L decreases (i.e., sparsity increases) the Bayesian CS methods result in an
increased reconstruction performance for increasing SNR values, when compared with the norm-
based methods. On the other hand, and most importantly, the proposed BCS-GSM method
results in enormous compression rates in terms of yielding much higher CS ratios, as shown
in Figures 4.6(b), 4.6(d), 4.6(f). In particular, BCS-GSM achieves an increase of the CS ratio
(or equivalently a decrease of the number of significant basis functions) even at the order of
∼ 50 times in comparison with the majority of norm-based methods (cf. Fig. 4.6(f)), which is
more prominent for smaller values of the SNR. Besides, notice that in contrast to the other
CS methods, the CS ratios of BCS-GSM and BCS converge exactly to the corresponding true
fraction CS ratio = M

L = 110
L for the three values of L.

In addition, we observe that the CS ratios of BCS-GSM and StOMP present a relatively flat
behavior for all the SNR values. This happens because these two methods perform a correction
of the noise variance and thus they refine their adaptation to the true SNR value (note the term
σ2

η/A in the definition of the matrix C in Eq. (4.10)). On the other hand, BCS and GPSR start
with an under- or over-estimated noise variance, which is preserved until their convergence.
Thus, for low SNR values a potential error in the initial estimate of σ2

η is important, while it
does not play a significant role for large SNR values (σ2

η ¿ 1) and thus resulting in an increased
sparsity (high CS ratio).

http://people.ee.duke.edu/~lihan/cs/.
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Besides, we can see that the CS ratios corresponding to BP, L1EQ-PD, SL0 and BCS-vB take
a constant value' 0.21, which is exactly the ratio M

N = 110
512 . This means that these four methods

employ all the basis vectors to estimate the sparse vector. The reason for this characteristic
is ought to the implementation of these methods. In contrast to BCS-GSM, StOMP, BCS
and GPSR, which start from an all-zero vector and activate (or de-activate) components in
each iteration, the last four methods perform the CS reconstruction by solving linear systems
of equations employing the whole measurement matrix, followed by a kind of thresholding
that suppresses the non-significant components. However, due to numerical inaccuracies this
process usually does not result in exactly zero components, but in components with negligible
amplitude. For this purpose, the computation of the CS ratio considers even the locations of
negligible amplitude to be activated, yielding a small CS ratio value.

A second series of experiments is performed on a set of random signals with random non-
uniform spikes drawn from a standard Gaussian distribution and normalized such that the
variance of the sparse signal equals to L

N . As before, the signals are generated by setting
N = 512, L ∈ {10, 15, 20}, SNR ∈ {10 : 5 : 35} (dB) and M = 110, while the noise variance
σ2

η is determined by Eq. (4.23). As in the uniform case, the results are averaged over 100
Monte-Carlo runs.

Figures 4.7(a), 4.7(c), 4.7(e) on page 55 show the average RREs, for the three degrees of
sparsity, as a function of SNR for the BCS-GSM and the other selected CS methods. Similarly
to the uniform case, we observe that as L decreases (i.e., sparsity increases) the Bayesian CS
methods result in an increased reconstruction performance for increasing SNR values, when
compared with the norm-based methods. However, for L = 20 the reconstruction is more
accurate in the non-uniform case. On the other hand, the proposed BCS-GSM method results
again in significantly increased compression rates in terms of yielding much higher CS ratios, as
shown in Figures 4.7(b), 4.7(d), 4.7(f). In particular, BCS-GSM achieves an increase of the CS
ratio (or equivalently a decrease of the number of significant basis functions) even at the order
of ∼ 55 times in comparison with the majority of norm-based methods (cf. Fig. 4.7(f)), which is
more prominent for smaller values of the SNR. Besides, notice that in contrast to the other CS
methods, the CS ratios of BCS-GSM and BCS applied on non-uniform sparse signals converge
more closely to the corresponding true fraction CS ratio = M

L = 110
L for the three values of L.

In addition, similar observations can be extracted for the specific behavior of each method
(e.g., the relatively flat behavior of BCS-GSM and StOMP, or the small CS ratio values for
BCS-vB, SL0 and BP) as in the case of uniform spikes.

As discussed in Section 4.4, the Bayesian framework permits the adaptive design of the
measurement matrix Φ with the goal of reducing the uncertainty in reconstructing the sparse
vector. We compare the performance of the standard BCS-GSM implementation with its adap-
tive version by employing a set of 100 Monte-Carlo runs, where in each run we generate a signal
of length N = 512 with 20 randomly placed non-uniform spikes drawn from a standard Gaus-
sian distribution. The measurement vector ~g is corrupted by additive zero-mean Gaussian noise
with standard deviation ση = 0.005. The initial 60 measurements are gathered by using the
associated random projections, while the remaining 40 measurements are gathered sequentially
based on the adaptive optimal selection of the next projection. After each new projection vector
~φM+1 is determined the associated reconstruction error is also computed as the average over
the 100 Monte-Carlo runs.

Figure 4.8 on page 56 shows the average reconstruction error of the standard (non-adaptive)
and the adaptive BCS-GSM method. As it can be seen, the adaptive implementation out-
performs the non-adaptive one, and particularly, the improvement achieved by the adaptive
BCS-GSM increases as the number of CS measurements increases. This means that the sequen-
tial selection of the next optimal projection results in a decreased reconstruction error and this
increased performance accumulates over the number of measurements, resulting in an overall
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superior performance when compared to the standard BCS-GSM scheme.
As a second illustration, we compare the reconstruction performance of the adaptive versions

of BCS and BCS-GSM on a set of random sparse vectors of length N = 512 with L = 15 uniform
spikes corrupted by additive Gaussian noise with ση = 0.01. Figure 4.9(a) on page 56 shows
the average RREs for the two methods over 100 Monte-Carlo runs. In each run the initial 80
measurements are gathered by using the associated random projections, while the remaining
40 measurements are gathered sequentially based on the adaptive optimal selection of the next
projection. The proposed BCS-GSM outperforms the standard BCS method as the number
of measurements M decreases, whereas both methods achieve the same performance as M
approaches 120. In addition, for fewer CS measurements BCS-GSM results in a higher CS
ratio, too, as shown in Figure 4.9(b), while as M increases both methods converge to the true
ratio 8 = M=120

L=15 .
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(a) RREs, uniform spikes: (N = 512, L = 20, M =
110)
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(b) CS ratios, uniform spikes: (N = 512, L = 20,
M = 110)
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(c) RREs, uniform spikes: (N = 512, L = 15, M =
110)
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(d) CS ratios, uniform spikes: (N = 512, L = 15,
M = 110)
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(e) RREs, uniform spikes: (N = 512, L = 10, M =
110)
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(f) CS ratios, uniform spikes: (N = 512, L = 10, M =
110)

Figure 4.6: Average RREs and CS ratios as a function of SNR for the BCS-GSM and the
selected CS methods for sparse signals with uniform spikes.
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(a) RREs, non-uniform spikes: (N = 512, L = 20,
M = 110)
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(b) CS ratios, non-uniform spikes: (N = 512, L = 20,
M = 110)
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(c) RREs, non-uniform spikes: (N = 512, L = 15,
M = 110)
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(d) CS ratios, non-uniform spikes: (N = 512, L = 15,
M = 110)
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(e) RREs, non-uniform spikes: (N = 512, L = 10,
M = 110)
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(f) CS ratios, non-uniform spikes: (N = 512, L = 10,
M = 110)

Figure 4.7: Average RREs and CS ratios as a function of SNR for the BCS-GSM and the
selected CS methods for sparse signals with non-uniform spikes.
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Figure 4.8: Average reconstruction error of the standard (non-adaptive) and adaptive BCS-
GSM, over 100 Monte-Carlo runs using random signals with 20 spikes (ση = 0.005).
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(a) Average reconstruction error of the adaptive BCS-
GSM and BCS methods over 100 Monte-Carlo runs
using random signals with L = 15 uniform spikes (N =
512, ση = 0.01).
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(b) Average CS ratios of the adaptive BCS-GSM and
BCS methods over 100 Monte-Carlo runs using random
signals with L = 15 uniform spikes (N = 512, ση =
0.01).

Figure 4.9: Average RREs and CS ratios over 100 Monte-Carlo runs for the adaptive BCS-GSM
and BCS methods using random signals with L = 15 uniform spikes (N = 512, ση = 0.01).
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4.6 Performance evaluation: Image reconstruction

In the second set of experiments, the performance of our proposed BCS-GSM algorithm is
evaluated and compared with the performance of other CS methods for the reconstruction of
images with distinct content. As a first illustration, we examine the validity of the proposed
BCS-GSM method in reconstructing images by comparing its performance with the standard
BCS method [55], as well as with the norm-based optimization schemes BP [37] and StOMP [39]
(combined with a CFAR thresholding scheme), which achieved the best reconstruction perfor-
mance on the three 256×256 (noise-free) images of distinct content shown in Figure 4.10, along
with their noisy versions obtained by adding zero-mean Gaussian noise with SNR = 5, 10 dB.
Each image is sparsified by a transformation in the 2-D Discrete Wavelet Transform (DWT) do-
main (cf. Chapter 2). In particular, the images are decomposed in 6 scales using the Daubechies’
wavelet with 4 vanishing moments (“db4”). The CS measurements ~g are acquired by applying
Hadamard matrices Φ on the wavelet coefficients vector ~w. In addition, the quality of the
reconstructed image (of size P × Q) is measured via the Peak Signal-to-Noise Ratio (PSNR),
which is defined as follows (in dB):

PSNR = 20 · log10

(
max{I}√

1
PQ

∑P
p=1

∑Q
q=1 |I(p, q)− Î(p, q)|2

)
, (4.24)

where I and Î denote the original and reconstructed image, respectively, max{I} is the maxi-
mum pixel value of image I and I(p, q) is the pixel value at the position (p, q).

Indor 2 Indor 4 Nemasup

Figure 4.10: Test images.

Figure 4.11(a) shows the PSNRs between the reconstructed noise-free/noisy images and the
original (noise-free) “Indor 2 ” image, using BCS-GSM, linear reconstruction (inverse DWT),
which achieves the best performance, and the selected norm-based CS methods for the two SNR
values as a function of the number of measurements, where the number of CS measurements
is equal to the sum of a portion c of the detail coefficients of the decomposition levels 3 − 6
plus the coarse-scale approximation coefficients. The value of c varies in {0.4:0.2:1}. As it can
be seen, the proposed BCS-GSM method achieves similar reconstruction performance with the
other four methods for the same number of measurements, with a decrease of PSNR which is
at most ∼1 dB in the noise-free case, while there is no difference in the two noisy cases.

Most importantly, Figure 4.11(b) shows the CS ratio for each one of the four CS methods.
We can see that the proposed BCS-GSM method results in a much sparser representation of
the original image as M increases, by reducing the number of significant basis functions by as
much as 50%. Thus, Figures 4.11(a)-4.11(b) indicate that the proposed scheme could reduce
significantly the storage requirements of a large image database, while maintaining a high
reconstruction quality. This can be very significant in applications such as image classification
and retrieval.
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(a) PSNRs for “Indor 2 ” image as a function of the
number of CS measurements for SNR = 5, 10 dB.
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(b) CS ratios of the selected CS recovery methods for
“Indor 2 ” image as a function of the number of CS mea-
surements for SNR = 5, 10 dB.

Figure 4.11: PSNRs and CS ratios for “Indor 2 ” image as a function of the number of CS
measurements for SNR = 5, 10 dB.

On the other hand, Figure 4.12 shows the PSNR and CS ratio values for the BCS-GSM
and BCS methods along with their adaptive versions applied on “Indor 2 ” image by varying
the number of CS measurements M in the interval [2513, 2611]. The adaptive implementation
achieves the same reconstruction performance in terms of PSNR for both methods, whereas the
CS ratio increases, which is equivalent to a more efficient sparse representation (3.03% for the
BCS-GSM method on average).
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Figure 4.12: PSNR and CS ratios of the BCS-GSM, BCS and their adaptive implementations
for “Indor 2 ” image.

Table 4.1 shows the PSNRs and CS ratios of the four CS methods for the other two test
images by setting c = 0.6, which corresponds to M = 2611 measurements. As for the “Indor 2 ”
image, the proposed BCS-GSM approach achieves a significantly increased sparsity for repre-
senting images with distinct contents (with a maximum increase of sparsity over 50%), while
yielding the same reconstruction performance in the noise-free and the two noisy cases.
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BP StOMP BCS BCS-GSM Linear
IMAGE PSNR CS ratio PSNR CS ratio PSNR CS ratio PSNR CS ratio PSNR

Noise-free 29.27 0.68 29.16 1.85 29.04 3.63 28.35 5.63 29.60
Indor 4 10 dB 7.08 0.68 7.09 1.87 7.09 2.05 7.08 5.49 7.09

5 dB 6.15 0.67 6.15 2.45 6.15 4.31 6.14 5.95 6.15
Noise-free 25.43 0.67 25.34 2.11 25.35 2.24 25.32 4.13 25.61

Nemasup 10 dB 9.95 0.68 9.96 2.92 9.96 1.90 9.95 4.30 9.96
5 dB 5.57 0.68 5.56 2.51 5.57 2.01 5.56 4.15 5.57

Table 4.1: Performance comparison in terms of PSNR and CS ratio values for the reconstruction
of “Indor 4 ” and “Nemasup” images (noise-free & noisy versions) with c = 0.6 (M = 2611).

In a second series of experiments, we evaluate the performance of BCS-GSM by applying it
on a set of six medical images of size 128× 128, which are shown in Figure 4.13. As before, the
images are sparsified in the 2-D DWT domain by decomposing them in 5 scales using the “db4”
wavelet. Except for the original (noiseless) images we generate two noisy versions of them by
adding zero-mean Gaussian noise resulting in SNR = 7.5, 15 dB. As mentioned in Chapter 2,
the detail wavelet coefficients represent the high-frequency content of a given signal and they are
characterized by a highly sparse behavior, whereas the approximation coefficients correspond
to a coarse representation of it. Thus, the CS algorithms are applied on the detail coefficients
only and the reconstruction of the original signal is performed by adding the approximation
coefficients to the reconstructed signal obtained from the detail coefficients.

Aneu3 CerebralAngio Cisternogram

CoronaryAngio CTA CTMyeloL1

Figure 4.13: Medical images (128× 128) used for evaluation of the performance of BCS-GSM.

In the subsequent experiments we apply the several CS algorithms using a portion of the
detail coefficients. In particular, if Ndetail is the number of the detail coefficients, we evaluate
the performance using a subset of size c · Ndetail with c ∈ {0.3, 0.4, 0.5, 0.65} (or equivalently
by employing 30%, 40%, 50% and 65% of the detail coefficients). The proposed BCS-GSM
method is compared with the following CS techniques: 1) standard BCS, 2) BP, 3) StOMP
(combined with a CFAR thresholding scheme), 4) `1-norm minimization using the primal-dual
interior point method (L1EQ-PD) and 5) the linear reconstruction, which is simply the inverse
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2-D DWT and gives the optimal reconstruction.
Figures 4.14, 4.15 on the facing page show the PSNRs between the reconstructed (noiseless

and noisy) images and the corresponding original (noiseless) image, for the BCS-GSM, as well
as for the other five reconstruction approaches, as a function of the number of measurements for
the two SNR values. First, we observe that for the six images the reconstruction performance of
all methods decreases as the SNR decreases, something that we expected. However, it is clear
that the proposed BCS-GSM method achieves practically the same PSNR with the selected CS
methods and the optimal linear reconstruction. In particular, the difference in PSNR with the
linear reconstruction is less than 1 dB in the noiseless case, while it is negligible in the two noisy
cases.

Besides, the increased number of measurements in the selected range M ∈ [1900, 4200]
does not affect the reconstruction PSNR as much as one would expect. The reason for this,
almost flat, behavior is the high sparsity of the selected images in the wavelet domain. Since
they consist of lines and edges on a relatively homogeneous background the most significant
coefficients of their corresponding 2-D DWT transform are placed in the finer (high-frequency)
scales. Thus, the first M = 2000 measurements generated by employing 30% (c = 0.3) of the
detail coefficients already carry the most significant information content. The addition of more
measurements, that is, of more detail coefficients, improves only slightly (in practice negligibly)
the reconstruction performance. However, even though the PSNR remains almost constant, the
CS ratio profits by the increased number of measurements, yielding higher values and thus an
increased sparsity.

The increased capabilities of BCS-GSM in providing a highly sparse representation in the
case of images becomes more apparent in Figures 4.16, 4.17 on page 62, which present the
corresponding CS ratio values. Obviously, BCS-GSM outperforms all the other CS methods,
increasing the sparsity of the representation by as much as 15 times as the number of mea-
surements increases. In addition, this significantly increased performance is robust even in the
low-SNR case. For a visual inspection of the reconstruction performance, Figures 4.18-4.21
show the original and reconstructed images corresponding to “Aneu3”, “Cisternogram”, “Coro-
naryAngio” and “CTMyeloL1” by setting c = 0.5 for the two SNR values.

In the following section, BCS-GSM is extended in the case where multiple observations of
the original signal are available. The proposed method is developed in a distributed way and
thus it is amenable to an implementation by the nodes of a sensor network.
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Figure 4.14: PSNRs for CS reconstruction of “Aneu3”, “CerebralAngio” and “Cisternogram” as
a function of the number of measurements and for SNR = 7.5, 15 dB.

2000 3000 4000
18

20

22

24
CoronaryAngio

P
S

N
R

 [d
B

]

2000 3000 4000
15

16

17

18

19
CTA

P
S

N
R

 [d
B

]

2000 3000 4000
21

22

23

24

25
CTMyeloL1

P
S

N
R

 [d
B

]

2000 3000 4000
9.7

9.75

9.8

9.85

9.9
CoronaryAngio, SNR = 15 dB

2000 3000 4000

9.7

9.8

9.9

10
CTA, SNR = 15 dB

2000 3000 4000
9.7

9.75

9.8

9.85
CTMyeloL1, SNR = 15 dB

Number of measurements [M]

2000 3000 4000
8.3

8.32

8.34

8.36

8.38
CoronaryAngio, SNR = 7.5 dB

2000 3000 4000
8.9

8.95

9

9.05

9.1
CTA, SNR = 7.5 dB

2000 3000 4000
8.11

8.12

8.13

8.14

8.15
CTMyeloL1, SNR = 7.5 dB

 

 

BP StOMP−FAR BCS L1EQ−PD BCS−GSM LINEAR

Figure 4.15: PSNRs for CS reconstruction of “CoronaryAngio”, “CTA” and “CTMyeloL1” as a
function of the number of measurements and for SNR = 7.5, 15 dB.
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Figure 4.16: CS ratios for CS reconstruction of “Aneu3”, “CerebralAngio” and “Cisternogram”
as a function of the number of measurements and for SNR = 7.5, 15 dB.
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Figure 4.17: CS ratios for CS reconstruction of “CoronaryAngio”, “CTA” and “CTMyeloL1” as
a function of the number of measurements and for SNR = 7.5, 15 dB.
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Figure 4.18: Original and CS reconstructed images of “Aneu3” for SNR = 7.5, 15 dB.
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Figure 4.19: Original and CS reconstructed images of “Cisternogram” for SNR = 7.5, 15 dB.
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Figure 4.20: Original and CS reconstructed images of “CoronaryAngio” for SNR = 7.5, 15 dB.
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Figure 4.21: Original and CS reconstructed images of “CTMyeloL1” for SNR = 7.5, 15 dB.
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4.7 Multiple-measurement BCS using a GSM

CS theory provides a paradigm for simultaneously sensing and compressing a signal using a small
subset of random incoherent projection coefficients, enabling a potentially significant reduction
in the sampling and computation costs at a sensing system with limited capabilities. The
several CS methods presented so far provide sparse representations and reconstruction for the
single measurement vector (SMV) case. In particular, a signal having a sparse representation
in a transform basis Ψ can be reconstructed from a single vector containing a small number of
projections onto a measurement basis Φ, which is incoherent with the first one. The property
of asymmetry of the CS-based approaches is also a crucial point for the design of real-time
sensing systems, since the compression part is of very low complexity (simple linear projections),
while the main computational burden is on the decompression part where increased processing
capabilities and computational resources are available.

However, there are cases where a single sensing device or a number of sensing devices acquires
multiple measurements of the same original signal resulting in an ensemble of signals. Recent
studies extended the CS framework by presenting methods for the sparse representation and
reconstruction of a signal ensemble whose individual signals are characterized by a common
sparsity structure [62, 73]. In this case, the multiple measurement vectors are obtained by
projecting each signal of the ensemble on the same over-complete dictionary.

The problem of sparse representation and reconstruction in the case of multiple measurement
vectors (MMV) in an over-complete dictionary is motivated by several inverse problems that
arise in distinct fields, such as in astronomy [90], medical imaging [88] and multi-view imag-
ing [122]. In the following sections of this chapter we extend the SMV BCS-GSM algorithm
described above, for reconstructing the original signal based on a set of noisy CS measurements
vectors, where each vector results by projecting the original signal on distinct over-complete
dictionaries.

In the case of multiple measurement vectors the corresponding noisy CS reconstruction
problem is stated as follows:

G = ΦW + H , (4.25)

where G = [~g1, . . . , ~gK ] ∈ RM×K is the MMV matrix, Φ = [~φ1, . . . , ~φM ]T ∈ RM×N is a random
measurement matrix (over-complete dictionary), W = [~w1, . . . , ~wK ] ∈ RN×K is the weight
vectors matrix and H = [~η1, . . . , ~ηK ] ∈ RM×K is the noise matrix. Each sparse weight vector is
the transform-domain equivalent of the corresponding original space-domain signal, ~xi = Ψi ~wi,
i = 1, . . . , K, where the columns of Ψi ∈ RN×N correspond to the transform basis functions.
In general, each ~xi is considered to be sparse on a different basis Ψi. For K = 1 the problem is
reduced to the standard CS reconstruction using a single measurement vector.

Several CS methods have been introduced recently that give an estimate of W satisfying
Eq. (4.25) by solving a norm-based constrained optimization problem [63, 64, 65, 123]. On
the other hand, the work presented in [124] develops a reconstruction method in a Bayesian
framework by modelling the prior belief that the majority of the rows of W will be zero, due to
the assumption for a joint sparsity structure, by employing a zero-mean Gaussian distribution
on the norm of each individual row. As in the SMV case the Bayesian framework provides the
critical advantage that we obtain not only a point estimate of the signal, as the norm-based
methods do, but also a confidence interval, which can be employed to select appropriately the
future measurements such that to reduce the reconstruction uncertainty.

However, there are cases where we are interested in reconstructing a single original signal
from multiple measurements. For instance, this is a usual case in astronomy when we try to
reconstruct a certain area of the sky using multiple observations of it [90], in a multi-view
imaging system where we are interested in reconstructing the scene from the measurements
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acquired by the cameras [122] or in a Direction-of-Arrival (DOA) estimation problem using
a sensor network, where we try to reconstruct the vector of sources’ positions using multiple
observations of it. For the solution of such problems we generalize the work presented in the
previous sections in the case of multiple measurements vectors.

4.7.1 Multiple-measurement vectors model

In this section we present the signal model considered in the development of the proposed CS
method, as well as the reconstruction algorithm by employing multiple measurement vectors. In
the following, we are given the original signal ~x ∈ RN with a sparse transform coefficient vector
~w, which is observed K times via a set of random measurement matrices {Φi}K

i=1 ∈ RM×N .
These matrices are incoherent with Ψ resulting in a set of K measurement vectors given by:

~gi = Φi ~w + ~ηi , i = 1, . . . , K (4.26)

where ~ηi ∈ RM is a noise vector with unknown variance σ2
η. The set {Φi}K

i=1 can contain,
for instance, Hadamard matrices or matrices with i.i.d. Gaussian entries. Such matrices are
incoherent with any fixed transform matrix Ψ with high probability (universality property).
Also notice that this model differs from the one given by Eq. (4.25) in that distinct measurement
matrices are used on a single weight vector, instead of a matrix.

Thus, given the matrix G = [~g1, . . . , ~gK ] containing the multiple measurement vectors and
the set of measurement matrices {Φi}K

i=1 the reconstruction problem reduces to estimating the
sparse weight vector ~w. In [90] this problem is solved by employing a norm-based constrained
optimization approach. The reconstruction can be also recast as an SMV problem and solved
with one of the many norm-based CS approaches as follows:

~̂w = arg min
~w
‖~w‖1 s.t. ‖G−Φ~w‖ < ε , (4.27)

where Φ = diag(Φ1, . . . ,ΦK) is a block-diagonal matrix and ε is the noise level.
On the other hand, when the inversion of CS measurements is treated from a Bayesian

perspective, then, given the prior belief that ~x is L-sparse in basis Ψ (that is, only L of ~w’s
components have “significant” amplitude) and the set of CS measurement vectors G, the objec-
tive is to formulate a posterior probability distribution for ~w. As in the SMV case, this could
improve the accuracy over the point estimate given by a norm-based approach and provide
confidence intervals in the approximation of ~x, which can be used to guide the optimal design
of additional CS measurements with the goal of reducing the uncertainty in reconstructing ~x.

For this purpose, we extend the work presented in the previous sections of this chapter
by incorporating the set of multiple measurement vectors in the reconstruction of ~x. Under
the assumption of zero-mean Gaussian noise vectors with the same variance σ2

η, we obtain the
following Gaussian likelihood model for the measurement vector ~gi, i = 1, . . . , K,

p(~gi|~w, σ2
η) = (2πσ2

η)
−M/2 · exp

(
− 1

2σ2
η

‖~gi −Φi ~w‖
)

. (4.28)

As mentioned above, the goal is to seeking a full posterior density function for ~w and σ2
η.

4.7.2 BCS-GSM inversion using multiple measurement vectors

As in the above work, the proposed extension consists in modeling directly the prior distribution
of ~w with a heavy-tailed distribution, which promotes its sparsity. In particular, we model
directly the prior distribution of ~w by means of a GSM. The density of ~w conditioned on the
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variable A is a zero-mean multivariate Gaussian given by Eq. (4.4), while the ML estimate of
the variable A is obtained from Eq. (4.5). The assumption of independence yields a diagonal
covariance matrix Σ = diag(σ2

1, . . . σ
2
N ).

Assuming that the noise variance σ2
η, the value of A, and the covariance matrix Σ have been

estimated, given the CS measurement vector ~gi and the measurement matrix Φi, the posterior
density of ~w is given by the Bayes’ rule,

p(~w|~gi, A,Σ, σ2
η) =

p(~gi|~w, σ2
η)p(~w|A,Σ)

p(~gi|A,Σ, σ2
η)

, (4.29)

which is a multivariate Gaussian distribution whose mean ~µi and covariance Pi are given by,

~µi = σ−2
η PiΦT

i ~gi , (4.30)

Pi = (σ−2
η ΦT

i Φi + D)−1 , i = 1, . . . , K (4.31)

where D = diag((Aσ2
1)
−1, . . . , (Aσ2

N )−1) is the diagonal matrix containing the scaled variances
of ~w’s components. The presence of the scale parameter A in the proposed GSM-based BCS
method provides an additional degree of freedom, which may result in a more accurate modeling
of the true sparsity of the signal of interest, as well as the noise component, when compared
with previous BCS approaches [55, 60].

The problem of estimating the sparse weight vector ~w reduces to estimating the unknown
model parameters A,Σ, σ2

η, by combining type-II ML estimations from the K measurement
vectors. For this purpose, we estimate the unknown parameters σ2

η, {σ2
j }N

j=1 iteratively by
employing a modified version of the marginal log-likelihood function given by Eq. (4.10). In
particular, we have to incorporate explicitly the information provided by the matrix G. The
most convenient and straightforward way to do this is to sum up the contributions of the
individual measurement vectors ~gi resulting in the following log-likelihood function:

L(σ2
η, {σ−2

j }N
j=1) =

K∑

i=1

log[p(~gi|A, σ2
η, {σ−2

j }N
j=1)]

= −1
2

[
KL log(2π) +

K∑

i=1

log(|Ci|) +
K∑

i=1

~gT
i C−1

i ~gi

]
, (4.32)

where Ci = σ2
η

A I + ΦiΣΦT
i . It is clear from Eq. (4.32) that the scaling factor of A−1 plays an

important role in the estimation process, since it controls the heavy-tailed behavior of the diag-
onal elements of D and consequently of the covariance matrices {Pi}K

i=1, and thus, the sparsity
of the estimated weight vector ~w which depends on the corresponding mean vectors {~µi}K

i=1,
as we will see in the subsequent analysis. The addition and deletion of candidate basis func-
tions (columns of {Φi}K

i=1) is performed with the goal to increasing monotonically the marginal
likelihood. Following a similar incremental procedure as the one used in the implementation of
Algorithm 1 the computational cost for updating the most “expensive” quantities of Eq. (4.32),
namely the determinants {|Ci|}K

i=1 and the inverses {C−1
i }K

i=1, is reduced significantly.
Besides, the additive character of Eq. (4.32) indicates that the proposed method is amenable

to a distributed implementation by the nodes a sensor network, as we will discuss in the following
sections.

After some algebraic manipulation we can see that the marginal likelihood is decoupled in
two terms as follows:

L(σ2
η, {σ−2

j }N
j=1) = L(σ2

η, {σ−2
j }N

j=1,j 6=j′) + l(σ−2
j′ ) (4.33)
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(a) Star-shaped network topology (b) Ring-shaped network topology

Figure 4.22: Star-shaped and ring-shaped topologies of a sensor network implementing the
distributed MMV BCS-GSM method.

with the first term depending on all except for the j′-th variance, while the second term depends
only on the j′-th variance. This decoupling also accelerates the updating of Eq. (4.32). In
particular, l(σ−2

j′ ) is given by:

l(σ−2
j′ ) =

1
2

[ K∑

i=1

(
log(σ−2

j′ )− log(σ−2
j′ + si,j′) +

q2
i,j′

σ−2
j′ + si,j′

)]
(4.34)

where
si,j′ = ~φT

i,j′C
−1
i,−j′

~φi,j′ and qi,j′ = ~φT
i,j′C

−1
i,−j′~gi , (4.35)

with ~φi,j′ denoting the j′-th column of Φi and Ci,−j′ is equal to Ci with the contribution of
j′-th basis vector ~φi,j′ removed.

4.7.3 Estimation of a sparse vector ~w

The fact that all covariance matrices {Pi}K
i=1 depend on the same model parameters (σ2

η,D)
means that the algorithm will converge to a common set of indices B indicating the significant
basis vectors which are used from each measurement matrix Φi. In addition, the fact that the
marginal log-likelihood is written as a sum of K terms suggests that the estimation process
can be distributed over the K sensors of the network, with each sensor employing the SMV
BCS-GSM method described in the previous section in order to obtain a local estimation of
the sparse vector ~w. For convenience, in the subsequent analysis we describe the distributed
implementation in terms of a sensor network scenario.

As we mentioned before, the proposed MMV BCS-GSM algorithm is developed under the
assumption of a common sparsity structure for the signal models of the K sensors. This means
that at each iteration the necessary information should be exchanged in the network, such that
all sensors activate the same basis function. By exploiting the rule described in Section 4.3.2
for the addition and deletion of a basis function in the SMV case, we introduce the following
heuristic rule for the addition or deletion of a basis function in the signal models of all sensors
when multiple measurement vectors are available.
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❒ the i-th sensor, i ∈ {1, . . . , K}, computes the differences ξi,j = q2
i,j − si,j (Eq. (4.35)) for

every column j ∈ {1, . . . , N} of its measurement matrix Φi, along with the corresponding
estimation of σ−2

j (Eq. (4.16)). Then, if for all sensors ξi,j > 0 and σ−2
j < ∞, each sensor

re-estimates σ−2
j .

❒ if for all sensors i ∈ {1, . . . , K} it holds that ξi,j > 0 and σ−2
j = ∞, then the j-th basis

function should be added in the corresponding model and the set of significant basis
vectors is updated, B ← B ∪ {j}. In addition, each sensor updates its associated σ−2

j .

❒ if there is at least one sensor i′ for which ξi′,j ≤ 0 and σ−2
j < ∞, then the j-th basis

vector is deleted from the K models (measurement matrices) and the set of significant
basis vectors is updated, (B ← B \ {j}). Besides, each sensor sets σ−2

j = ∞.

From the above heuristic rule we observe that the minimal information which should be
exchanged between the nodes of the network in order to decide if their associated j-th basis
vector should be added or deleted from the corresponding model is simply the sign of ξi,j and
an indicator distinguishing between the two cases σ−2

j = ∞ and σ−2
j < ∞.

Each iteration of the proposed algorithm results in K multivariate Gaussians with parameters
(~µi,Pi) given by Eqs. (4.30)-(4.31) by employing the model parameters estimated by maximizing
Eq. (4.34). In contrast to the single measurement vector case, this objective function presents
several local maxima. Experimental evaluation revealed that in some cases, depending on the
values of si,j′ and qi,j′ , the numerical optimization of this expression was unstable in the sense
that the estimated local maximum was far away from the global one or the algorithm oscillated
among two local maxima close to each other. For this purpose, the “optimal” σ−2

j′ can be defined
by averaging the unique global maxima of the additive terms of Eq. (4.34).

Since we are working in a Bayesian framework, we are interested in combining these Gaus-
sians in a single “best” representative, which will be then considered to be the estimation of
the sparse weight vector ~w. For this purpose, a clustering method exploiting the statistical
assumptions made in this work must be used. The standard k-Means-based techniques exploit
only first-order moments and they also assume that each input is a sample drawn from one
of k distributions (here Gaussians). However, in the proposed method we have to incorporate
the information of the second-order moments (covariance matrices), since they represent the
heavy-tailed behavior of ~w, which is crucial for achieving an increased sparsity and also we
are interested in clustering a set of distributions (and not a set of samples) into a single best
representative.

For this purpose, we employ a differential entropic clustering (DEC) of the K multivariate
Gaussians [125] and the best representative (~µ∗,P∗) is defined as the multivariate Gaussian
that minimizes the total differential entropy with respect to the K Gaussians. Thus, at the end
of each iteration the estimated value of ~w is defined as ~̂w ≡ ~µ∗, where

~µ∗ =
K∑

i=1

ci~µi , (4.36)

P∗ =
K∑

i=1

ci

(
Pi + (~µi − ~µ∗)(~µi − ~µ∗)T

)
, (4.37)

where ci are weights, which we choose to be equal to 1/K. It is also important to note that the
update of A from Eq. (4.5) is carried out by substituting ~w with ~µ∗.

Algorithm 2 summarizes the proposed BCS-GSM reconstruction approach when multiple
measurement vectors are available. We use the same convergence criterion as in the stan-
dard BCS-GSM algorithm, namely, the algorithm terminates when the relative increase of the
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Algorithm 2 Estimation of a sparse vector ~w via BCS-GSM using multiple measurement
vectors
Input: {Φi}K

i=1, G, c ∼ 10−3

Output: ~̂w ≡ ~µ∗, P∗, σ2
η, B {the set of significant basis functions}

Initialize: σ2
η = c · 1

K

∑K
i=1 V ar(~gi)

select “significant” index j1 s.t. j1 = arg max
j=1,...,N

1
K

∑K
i=1 ‖~φi,j‖2(

1
K

∑K
i=1 ‖~φT

i,j~gi‖2/‖~φi,j‖2
)
−σ2

η

set σ−2
j1

=
1
K

∑K
i=1 ‖~φi,j1

‖2(
1
K

∑K
i=1 ‖~φT

i,j1
~gi‖2/‖~φi,j1

‖2
)
−σ2

η

(all other {σ−2
j }j 6=j1 are set to infinity)

B = {j1}
1: Compute {Pi}K

i=1 (Eq. (4.31)), {~µi}K
i=1 (Eq. (4.30)) (initially scalars)

2: Compute ~µ∗ (Eq. (4.36)), P∗ (Eq. (4.37)) using DEC and estimate A (Eq.(4.5)) by setting
~w = ~µ∗

3: repeat
4: for i = 1, . . . , K do
5: for j = 1, . . . , N do
6: Compute ξi,j = q2

i,j − si,j

7: if ∀ i , ξi,j > 0 and σ−2
j < ∞ then

8: re-estimate σ−2
j

9: else if ∀ i , ξi,j > 0 and σ−2
j = ∞ then

10: add j-th basis in the model (B ← B ∪ {j}) and update σ−2
j

11: else if ∃ i′ , ξi′,j ≤ 0 and σ−2
j < ∞ then

12: delete j-th basis from the model (B ← B \ {j}) and set σ−2
j = ∞

13: end if
14: Update {Pi}K

i=1, {~µi}K
i=1

15: Update ~µ∗, P∗ using DEC and estimate A

16: Update σ2
η = 1

K

∑K
i=1

‖~gi−Φi~µi‖2
N−card(B)+

∑
n∈B A−1σ−2

n Pi,nn
{card: cardinality of a set}

17: Update D by performing the scaling A σ2
j

18: end for
19: end for
20: until convergence

marginal log-likelihood falls below a predefined threshold for all i ∈ {1, . . . , K}. Notice also
that the computational complexity of the proposed approach increases by a multiplicative factor
at the order of O(K) when compared with the complexity of the single measurement vector
BCS-GSM implementation.

4.7.4 Adaptive BCS-GSM using multiple measurement vectors

The procedure described in Section 4.4 for selecting adaptively the future measurements so as
to minimize the uncertainty in the estimation of ~w and consequently of the original signal ~x,
can be easily adopted in the case of multiple measurement vectors. What we have to do is to
execute Algorithm 2 by augmenting each measurement matrix Φi with an optimally selected
next projection ~φi,M+1 adapted to the information content of the sparse vector ~w with the goal
of reducing the uncertainty of ~x. This is impossible with the previous norm-based approaches.

Following the differential entropy minimization process, the next optimal projection is carried
out by performing an eigen-decomposition of Pi (Eq. (4.31)) and selecting ~φi,M+1 to be the
eigenvector corresponding to the largest eigenvalue.
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4.8 Distributed implementation of MMV BCS-GSM

In the following, the proposed MMV BCS-GSM method is carried out by the nodes of a sensor
network in a distributed fashion using two distinct implementations corresponding to the star-
shaped and the ring-shaped topologies shown in Figures 4.22(a), 4.22(b). We also consider that
the k-th node possess the measurement matrix Φk, which is used for the construction of the
corresponding measurement vector ~gk, k = 1, . . . ,K.

4.8.1 Distributed MMV BCS-GSM using a star-shaped topology

In a WSN scenario employing a star-shaped network topology (cf. Figure 4.22(a)) we are in-
terested in reducing the communication cost between the nodes and the fusion center (FC) as
much as possible. For this purpose, we propose an implementation where each sensor transmits
the minimal amount of data required to reconstruct the signal of interest. The reconstruction
process is performed in two stages alternated sequentially. In the first stage, each sensor com-
putes the pair (ξi,j , σ

−2
j ) and transmits to the fusion center the sign of ξi,j and an indicator

distinguishing between the two cases σ−2
j = ∞ and σ−2

j < ∞. The FC collects this informa-
tion and applies the heuristic rule described in the previous section in order to decide if the
j-th basis vector should be added or removed from the signal model of each sensor. In the
second stage, this decision is broadcasted to the network and each sensor updates its associ-
ated model parameters corresponding to a multivariate Gaussian distribution, namely, the pair
(~µi, Pi). This pair is transmitted to the FC, which estimates the sparse vector ~w as the mean
vector of the multivariate Gaussian distribution obtained via differential entropic clustering
(Eqs. (4.36), (4.37)).

The algorithm proceeds by alternating between these two stages until convergence. Notice
also that in each iteration the i-th sensor transmits to the FC a vector ~µi of size less than
N . More specifically, the size of ~µi (respectively of Pi) will be equal to the cardinality of the
current optimal set B, since only the components of ~µi (respectively columns of Pi) with their
indices belonging to B are taken into consideration. A further reduction in the amount of data
transmitted by each sensor to the FC is achieved by exploiting the symmetry of the covariance
matrix Pi.

4.8.2 Distributed MMV BCS-GSM using a ring-shaped topology

The heuristic rule introduced in the previous section for the addition and deletion of basis
vectors can be implemented in a distributed way by the nodes of a network connected in a ring-
shaped topology (cf. Figure 4.22(b)), without the need for the presence of a fusion center. In
this case the process starts at node 1, which computes the pair (ξ1,j , σ

−2
j ) and transmits to the

next sensor the sign of ξ1,j and an indicator distinguishing between the two cases σ−2
j = ∞ and

σ−2
j < ∞. The next sensor computes the sign of ξ2,j and an indicator distinguishing between

the two cases σ−2
j = ∞ and σ−2

j < ∞, where σ−2
j is estimated using its own measurement vector

~g2 and matrix Φ2, and compares these values with those received from the previous sensor. If
they agree the process is continued with the second sensor transmitting to the next one the
sign of ξ2,j and the indicator corresponding to σ−2

j . Otherwise, if there exists a sensor i′ for
which ξi′,j ≤ 0 and σ−2

j < ∞ then a message is transmitted to the rest of the nodes of the ring
indicating that the j-th basis vector should be deleted from the model.

Thus, after one sweep of the ring in the current iteration the K-th node decides whether
the j-th basis vector must be added or deleted from the model. This corresponds to the first
stage of the implementation based on a star-shaped network topology. Using this knowledge
the first sensor computes the pair (~µ1, P1), which is then transmitted to the next node. The
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second node estimates its own pair (~µ2, P2) and combines it with the received one in order to
form a partial estimation of (~µ∗, P∗) via Eqs. (4.36), (4.37). Since in the current iteration we
do not have the complete knowledge of ~µ∗ required for the computation of P∗ we overcome this
limitation by employing the ~µ∗ estimated in the previous iteration. Thus, in iteration t the i-th
sensor (i > 1) computes the pair

~µ∗t =
i∑

j=1

cj~µj , (4.38)

P∗
t =

i∑

j=1

cj

(
Pj + (~µj − ~µ∗t−1)(~µj − ~µ∗t−1)

T
)

, (4.39)

which is simplified using the following recursions

~µ∗t =
i−1∑

j=1

cj~µj + ci~µi , (4.40)

P∗
t =

i−1∑

j=1

cj

(
Pj + (~µj − ~µ∗t−1)(~µj − ~µ∗t−1)

T + ci

(
Pi + (~µi − ~µ∗t−1)(~µi − ~µ∗t−1)

T
)

, (4.41)

where the sums
∑i−1

j=1(·) in the above two equations have been computed in the previous sensor
i− 1.

We note here that the size of ~µ∗ may differ from one iteration to the next one, since it
depends on the cardinality of B. For this purpose, we remove or pad with a zero the j-th
component of ~µ∗ depending on whether the j-th basis vector has been deleted or added in the
model, respectively. At the end of the second sweep, which corresponds to the second stage
of the implementation based on a star-shaped topology, the K-th node has access to the pair
(~µ∗, P∗), which is used to trigger the first node for the next iteration. The pair of these two
sweeps is repeated until the algorithm converges.

4.9 Performance evaluation: DOA estimation

Direction-of-Arrival (DOA) estimation is a classic problem in the field of signal processing due
to its numerous applications, from target tracking in a military environment to the localization
of a mobile user in a smart home or a museum. Among the most prominent high-resolution
techniques, MUSIC [91] detects frequencies in a signal by performing an eigen-decomposition on
the covariance matrix of the received signal samples. The algorithm assumes that the number of
samples and frequencies are known, with an increasing accuracy as more samples are acquired,
but at the cost of a high computational complexity. MVDR [92] is based on the minimization
of the output power, subject to the constraint that the gain in the steering direction is unity.
Classical MVDR beamforming techniques suffer from signal suppression in the presence of errors,
such as the uncertainty in the look direction and array perturbations.

In addition, all traditional DOA estimation techniques acquire the source signals by sampling
them at Nyquist’s rate, which may result in high storage and bandwidth requirements in many
modern sensing systems. In a typical scenario, a number of sensors capture signals transmitted
from several sources. The received samples are then combined to estimate the position of
the sources, either by exchanging them via in-network communications among sensors or by
transmitting them to a fusion center (FC) with increased power and processing capabilities. In
untethered sensor arrays, the amount of transmitted information must be reduced as much as
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possible, since the communication cost dominates the power consumption.
A critical observation is that the problem of DOA estimation in an environment with a

number of sensors and much fewer sources presents an inherent sparsity in the space-domain.
If we view the monitored field as a dense grid with the sensors and sources placed on the nodes
of the grid, then each sensor can be associated with a vector with all of its components being
zero except for those corresponding to the nodes of the grid where the sources are placed. This
justifies the potential effectiveness of CS methods in estimating the positions of the sources,
while the fact that multiple observations of the same original signals (source bearings) are
available at the sensor nodes motivates the use of the proposed MMV BCS-GSM approach.

Although in the present DOA estimation scenario we consider a 2-D space, the procedure is
generalized to a higher dimensional space in a straightforward way. In our setting we consider a
field consisting of a linear array of K sensors and L sources. Each sensor receives a superposition
of the time-domain source signals, f(t) =

∑L
l=1 fl(t). Given these received signals the goal is

to determine the DOA of each source. We also assume that the sensor positions are known in
advance, {~ni = [xi , yi]T }K

i=1. The i-th sensor receives a time-delayed and attenuated version of
the superimposed source signal f(t), given by:

wi(t) = a · f(
t + ∆i(πf )− (R/c)

)
, (4.42)

where a is the attenuation, πf = θf are the unknown azimuths and ∆i(πf ) is the relative
time-delay at the i-th sensor of the signal transmitted at θf . In the following, we ignore
the attenuation and assume that the R

c term is known, or constant across the array (far-field
assumption), where R is the sensor-source range and c is the speed of the propagating wave in
the medium.

The azimuth space is discretized by forming a finite set of angles B = {π1, π2, . . . , πN} where
N determines the resolution. Let ~b denote the sparse vector, which selects elements from B. A
non-zero component ~bj > 0 indicates the presence of a source at an azimuth of πj . For L = 1
the sparsity pattern vector ~b has only one non-zero entry and thus, this is the case of the highest
possible sparsity.

In particular, the angle space is discretized in 180 points, which corresponds to a resolution
of 1 degree. Doing so, the sparsifying transform matrices {Ψi}K

i=1 will be of dimension P × 180
(P À 180) with their columns containing the received time-delayed signals from each potential
source location (elements of B). Besides, the i-th sensor is associated with a distinct random
measurement matrix Φi ∈ RM×P , where M is the number of measurements per sensor. The
bearing sparsity pattern vector ~b is related linearly to the received signal at the i-th sensor via
the expression ~wi = Ψi

~b . The corresponding set of measurement vectors for the K sensors in
the general noisy case is given by:

~gi = Φi ~wi + ~ηi = Φ̃i
~b + ~ηi , i = 1, . . . , K (4.43)

where Φ̃i = ΦiΨi and ~ηi ∈ RM is a noise vector with unknown variance σ2
η. In our case, the

set {Φi}K
i=1 contains matrices with i.i.d. standard Gaussian entries.

The reconstruction of the sparse vector ~b can be also recast as an SMV problem and solved
with one of the many norm-based CS approaches as follows:

~̂b = arg min ‖~b‖1 s.t. ‖G−ΦΨ~b‖2 < ε , (4.44)

where G = [~g1, . . . , ~gK ] contains the multiple measurement vectors, Ψ = [Ψ1, . . . ,ΨK ]T , Φ =
diag(Φ1, . . . ,ΦK) is a block-diagonal measurement matrix and ε is the noise level. In the
following, we compare the performance of the proposed MMV BCS-GSM algorithm (M-BCS-
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GSM) described in Algorithm 2, with the performance of Bayesian (BCS, BCS-GSM) and norm-
based CS methods (GPSR, BP, StOMP, L1EQ-PD, SL0), which solve the above optimization
problem (4.44).

In the subsequent performance evaluation the time-delay between each potential source po-
sition and the sensor is computed for c = 340 m/s with a sampling frequency fs = 500 Hz, while
the source signals are generated by drawing 512 samples from a standard Gaussian distribution
N (0, 1). Besides, the sensor array consists of 5 sensors placed at a distance of 10o (on the grid)
from each other. The SNR at the leftmost sensor is equal to 20 dB and it reduces at 1.5 dB
from sensor to sensor as we are moving on the right side of the array. We illustrate the efficiency
of the proposed method for estimating DOAs in two test cases: 1) presence of a single source
placed at 54o and 2) presence of two sources with small angular separation at 41o and 44o,
respectively, in order to evaluate the discrimination capability of the several CS reconstruction
methods. In each case the results are averaged over 100 Monte-Carlo runs for a varying number
of measurements per sensor, M ∈ {10, 15, 20, 25, 30}.

Figure 4.23(a) shows the average number of successful source detections of the source at 54o,
where a detection is characterized as successful if it recovers the positions of all sources. As we
can see, the proposed method results in the highest detection performance, which increases as
M increases. Its “centralized” SMV analogue (BCS-GSM) along with the norm-based methods
GPSR and L1EQ-PD also perform well, but by employing more basis functions, as shown in
Figure 4.23(b). This significant increase of the sparsity achieved by the proposed method is
very important for resource preservation in a sensor network application.

Figure 4.24(a) shows the average number of successful source detections for the case of two
sources. As in the single source case, the proposed method results in the highest detection per-
formance for M > 15, with the BCS-GSM and L1EQ-PD methods following closely. However,
as Figure 4.24(b) shows, the proposed method results again in an important increase of the
sparsity, for instance, at the order of 80% for M = 30 in comparison with the BCS-GSM and
at an even higher order when compared with the other methods.
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Figure 4.23: DOA estimation performance for one source (54o).

In the following, we test the estimation performance of the proposed MMV BCS-GSM algo-
rithm in a more general network setup for a varying number of sensors and sources, as well as
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Figure 4.24: DOA estimation performance for two sources (41o, 44o).

for varying SNR values. The time-delay is computed for c = 340 m/s with a sampling frequency
fs = 500 Hz, while the source signals are generated by drawing 256 samples from a standard
Gaussian distribution. Besides, the sensor array consists of K sensors, K ∈ {5 : 2 : 11}, placed
at a distance of 10o (on the grid) from each other, with each sensor generating M = 25 CS
measurements. In addition, the SNR at the leftmost sensor varies in {30 : −5 : 15} dB and it
reduces at 1.5 dB from sensor to sensor as we are moving on the right side of the array.

First, we perform a series of 100 Monte-Carlo runs in order to evaluate the efficiency of
the proposed method for estimating DOAs as the number of sensors and sources varies. We
consider that the initial source is placed at 40o, while from one set of 100 runs to the next the
number of sources increases by one, with the new source being separated with an angle of 3o

from the rightmost source. The SNR at the leftmost sensor is set to 25 dB and it reduces at
1.5 dB from sensor to sensor. Motivated by the reconstruction performance presented in the
above experiments we compare with GPSR, L1EQ-PD and BCS. Figure 4.25 shows the average
detection percentages as a function of the number of sources. We observe that the proposed
distributed implementation based on multiple measurement vectors (M-BCSGSM) maintains
the high detection rates of its “centralized” counterpart (BCS-GSM), while, in general, it results
in an increased detection performance when compared with the other methods for a small
number of sensors and sources. This detection performance is achieved using much less basis
vectors, since M-BCSGSM increases the CS ratio by as much as 7 times (for 2 sources and 7
sensors), as shown in Figure 4.26.

A justification for the decreased performance when the number of sensors/sources increases
can be found by looking over line 11 of Algorithm 2 describing the proposed basis selection rule.
In particular, this rule suggests that a basis vector is deleted from the set of significant basis vec-
tors B if there is at least one measurement vector (sensor) i′ ∈ {1, . . . , K} whose corresponding
signal model satisfies the proposed inequalities. Thus, as the number of measurement vectors
(K) increases, the probability of affecting the set B by finding such a “violator” increases, too.
A way to overcome this limitation is to relax the requirement for deleting a basis vector from
B. For instance, we may set a stricter condition by demanding from more than one sensors
to satisfy the inequalities in line 11 of Algorithm 2 in order to delete the corresponding basis
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vector.
On the other hand, we observe that the CS ratios of M-BCSGSM and BCS-GSM follow

inverse trajectories, with the first one decreasing while the second increases as the number of
sources increases. A reason for the behavior of M-BCSGSM was stated before and has to do
with the rule for adding and deleting basis vectors in B. As the number of sources increases,
the number of columns P of the measurement matrices Φi increase, too (cf. Eq. (4.43)). This is
equivalent to increasing the over-completeness of the dictionary (measurement matrix Φi) and
thus the space of candidate sparse models.

In the second test case we fix the number of sensors to K = 5, while the number of sources
varies from 2 to 6, placed as described in the previous test case, and the initial SNR at the
leftmost sensor is reduced in each set of 100 Monte-Carlo realizations from 30 dB to 15 dB.
Figure 4.27 shows the average detection percentages of M-BCSGSM compared with the per-
formance of BCS-GSM, GPSR, L1EQ-PD and BCS, as a function of the number of sources.
We observe that the proposed distributed implementation outperforms the other CS methods in
most of the cases, even its centralized counterpart (BCS-GSM) for environments with 2 sources.
Besides, the detection performance of M-BCSGSM is robust as the initial SNR decreases, while
also employing a significantly reduced number of basis vectors, as shown in Figure 4.28.

The robustness of the achieved CS ratios for a decreasing SNR is due to the design of M-
BCSGSM, as well as of BCS-GSM. In particular, both methods perform a correction of the
noise variance in each iteration by dividing σ2

η with the estimated scaling factor A of the GSM
model. As a result, both algorithms adapt to the true SNR value until their convergence and
thus their sparsity remains unaffected in practice.
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Figure 4.25: Average percentages of successful DOA estimations for a varying number of sources
and sensors.
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Figure 4.26: Average CS ratios for a varying number of sources and sensors.
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Figure 4.27: Average percentages of successful DOA estimations for a varying number of sources
and initial SNR values at the leftmost sensor (K = 5).
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Figure 4.28: Average CS ratios for a varying number of sources and initial SNR values at the
leftmost sensor (K = 5).
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4.10 Performance evaluation: Image reconstruction

As a second illustration, we test the performance of the proposed MMVBCS-GSM (M-BCSGSM)
algorithm in recovering real-world images. First, we apply Algorithm 2 on the set of medical
images shown in Figure 4.13. Each image is decomposed in 5 scales via a 2-D DWT using
the “db 4” wavelet. Besides, two noisy versions are generated for each image corresponding
to SNR = 7.5, 15 dB. A hybrid reconstruction approach is followed by applying the CS algo-
rithms on a portion of the detail coefficients only, while the approximation coefficients are em-
ployed without compression. In particular, we consider a varying number of CS measurements
M = c ·Ndetail, where Ndetail is the number of detail coefficients and c ∈ {0.3, 0.4, 0.5, 0.65}.

Figures 4.29, 4.30 show the PSNRs between the reconstructed (noiseless and noisy) images
and the corresponding original (noiseless) image, for the M-BCSGSM method employing K
measurement vectors, K ∈ {5, 10, 15, 20}, as a function of the number of CS measurements
M for the two SNR values. First, we observe that, in general, the reconstruction performance
increases as M increases, while the decrease of SNR yields a degradation of the reconstruction
quality, something that we expected. Although the differences between the PSNR values are
almost negligible, we observe that an increased number of measurement vectors does not result
necessarily in an increased reconstruction quality. However, we could say that as M decreases
fewer measurement vectors suffice in achieving a higher PSNR.

Similar remarks can be extracted for the associated CS ratios presented in Figures 4.31, 4.32 on
page 81. More specifically, we observe that the CS ratios increase as M increases and the rate of
increase is robust even in the low-SNR case. However, a larger number of measurement vectors
does not necessarily result in a higher CS ratio as in the case of PSNR. As in DOA estimation,
a justification for this behavior can be found in line 11 of Algorithm 2. In particular, the
proposed basis selection rule suggests that a basis vector is deleted from the set of significant
basis vectors B if there is at least one measurement vector i′ ∈ {1, . . . , K} whose corresponding
signal model satisfies the proposed inequalities. Thus, as K increases the probability of affecting
the set B by finding such a “violator” increases, too. A way to overcome this limitation is to
relax the requirement for deleting a basis vector from B. For instance, we may set a stricter
condition by demanding from more than one (out of K) signal models to satisfy the inequalities
in line 11 of Algorithm 2 in order to delete the corresponding basis vector.

For convenience, in Figures 4.33, 4.34 on page 82 we compare the reconstruction perfor-
mance of the M-BCSGSM method with its SMV counterpart (BCS-GSM). As we can see, both
methods achieve practically the same PSNR, which is closer to the optimal value achieved
by the linear reconstruction (inverse 2-D DWT) as the SNR decreases. In addition, the M-
BCSGSM algorithm results in an increased CS ratio especially as M decreases, as shown in
Figures 4.35, 4.36 on page 83, while both methods result in a significant increase of the CS ratio
when compared with the standard BCS approach.

As a last illustration, we test the reconstruction performance of M-BCSGSM on the set of
images shown in Figure 4.10, with each image being decomposed in 6 scales using the “db 4”
wavelet. In contrast to the medical images, the experimental results revealed an increased
performance when the measurement vectors are obtained using Hadamard measurement matri-
ces Φ, instead of matrices with i.i.d. standard Gaussian entries. The M-BCSGSM extension
achieves the same performance when compared with BCS-GSM in terms of PSNR and CS
ratios (cf. Table 4.1). Figures 4.37- 4.39 on page 85 show the original (noiseless) and noisy
(for SNR = 5 dB) reconstructed images obtained from the optimal linear approach (inverse
2-D DWT) along with BCS, BCS-GSM and M-BCSGSM (with K = 20) by employing 60% of
the detail coefficients. These figures reveal an interesting characteristic of M-BCSGSM when
applied on this set of images with distinct content. In particular, as it can be seen from the
reconstructed images corresponding to the noisy case, the M-BCSGSM algorithm results in an
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increased denoising performance. Besides, it tends to smooth the edges simulating the action of
a diffusion operator. This remarkable behavior requires a more thorough study before turning
out in more general conclusions.
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Figure 4.29: PSNRs for CS reconstruction using MMV BCS-GSM of “Aneu3”, “CerebralAngio”
and “Cisternogram” as a function of M , for K ∈ {5, 10, 15, 20} (SNR = 7.5, 15 dB).
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Figure 4.30: PSNRs for CS reconstruction using MMV BCS-GSM of “CoronaryAngio”, “CTA”
and “CTMyeloL1” as a function of M , for K ∈ {5, 10, 15, 20} (SNR = 7.5, 15 dB).
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Figure 4.31: CS ratios for CS reconstruction using MMV BCS-GSM of “Aneu3”, “CerebralAngio”
and “Cisternogram” as a function of M , for K ∈ {5, 10, 15, 20} (SNR = 7.5, 15 dB).
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Figure 4.32: CS ratios for CS reconstruction using MMV BCS-GSM of “CoronaryAngio”, “CTA”
and “CTMyeloL1” as a function of M , for K ∈ {5, 10, 15, 20} (SNR = 7.5, 15 dB).
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Figure 4.33: PSNRs comparison between Linear (optimal) reconstruction with BCS, BCS-GSM
and MMV BCS-GSM (K = 20) of “Aneu3”, “CerebralAngio” and “Cisternogram” as a function
of M (SNR = 7.5, 15 dB).
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Figure 4.34: PSNRs comparison between Linear (optimal) reconstruction with BCS, BCS-GSM
and MMV BCS-GSM (K = 20) of “CoronaryAngio”, “CTA” and “CTMyeloL1” as a function of
M (SNR = 7.5, 15 dB).
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Figure 4.35: CS ratios comparison between BCS, BCS-GSM and MMV BCS-GSM (K = 20) of
“Aneu3”, “CerebralAngio” and “Cisternogram” as a function of M (SNR = 7.5, 15 dB).
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Figure 4.36: CS ratios comparison between BCS, BCS-GSM and MMV BCS-GSM (K = 20) of
“CoronaryAngio”, “CTA” and “CTMyeloL1” as a function of M (SNR = 7.5, 15 dB).
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Figure 4.37: Original and noisy (SNR = 5 dB) CS reconstructed images of “Indor 2” using
Linear, BCS, BCS-GSM and MMV BCS-GSM (K = 20) methods.
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Figure 4.38: Original and noisy (SNR = 5 dB) CS reconstructed images for “Indor 4” using
Linear, BCS, BCS-GSM and MMV BCS-GSM (K = 20) methods.
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Figure 4.39: Original and noisy (SNR = 5 dB) CS reconstructed images for “Nemasup” using
Linear, BCS, BCS-GSM and MMV BCS-GSM (K = 20) methods.

4.11 Conclusions and future work

In this chapter, we introduced a novel Bayesian CS reconstruction method. We extended a recent
work [55] by replacing the hierarchical prior model with a GSM, which models directly the sparse
(weight) vector with a heavy-tailed distribution that enforces its sparsity. The experimental
results on 1-D synthetic signals, as well as on real-world images, revealed a critical property of
the proposed BCS-GSM approach when compared with norm-based CS reconstruction methods.
In particular, we showed that the BCS-GSM technique maintains comparable reconstruction
performance, while using much fewer basis functions and thus resulting in an increased sparsity.

Then, the BCS-GSM algorithm was extended in the case where multiple measurement vec-
tors are available, generated by projecting a single vector on multiple measurement matrices.
The experimental results on the problems of DOA estimation and image reconstruction revealed
an increased performance of the proposed MMV BCS-GSM approach when compared with the
SMV BCS-GSM method, as well as with other state-of-the-art CS algorithms. In particular,
we showed that the MMV BCS-GSM implementation achieves an increased performance in the
problem of DOA estimation and a higher denoising capability in the case of image reconstruc-
tion, while using much fewer basis functions and thus, resulting in an increased sparsity.

In the present work we did not make any assumption for the probability density function
of the scaling factor A of the GSM model. As a future work, we are interested in posing a
heavy-tailed distribution on the random variable A. In particular, when A follows an α-Stable
distribution (cf. Chapter 3), then the GSM is reduced to a sub-Gaussian model. We expect
that the characteristic exponent which appears in the α-Stable distribution will provide further
control on the sparsity of the weight vector.
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Chapter

5
Bayesian Compressed Sensing of Highly
Impulsive Signals in Heavy-Tailed Noise

Great things are not done by impulse, but by
a series of small things brought together.

Vincent van Gogh (1853-1890)
Dutch Post-Impressionist artist

5.1 Introduction

Modern acquisition devices capture signals in very high data rates and thus increasing the
processing and storage requirements. According to CS theory, the complexity of a sensing
system can be reduced significantly if the signal of interest is highly compressible in some
orthonormal basis. Then, an accurate reconstruction can be obtained from random projections
using a very small subset of the projection coefficients. A Bayesian framework was introduced in
Chapter 4 with respect to the reconstruction of the original (noisy) signal, achieving an increased
performance when compared with reconstruction methods employing norm-based constrained
minimization approaches. The proposed BCS method was designed by employing mixtures of
Gaussians to approximate the sparsity of the prior distribution of the projection coefficients.

However, there are cases in which a signal exhibits a highly impulsive behavior and thus
resulting in an even sparser coefficient vector. As an illustration, Figure 5.1 on the following
page shows simulated standard SαS sequences (δ = 0, γ = 1) with increasing impulsiveness
(decreasing characteristic exponent α) along with their corresponding histograms of wavelet
coefficients. Each sequence is decomposed in 3 levels using “Daubechies’ 4” (db 4) wavelet. It
is clear that the more impulsive a signal is, the more sparse the transform coefficients are.

Highly impulsive signals are present in several natural environments, such as in underwater
acoustics [126] and audio (for instance, the recordings of instruments like a drum) and con-
sequently they are characterized by an even sparser coefficient vector. Besides, the Gaussian
assumption for the statistical description of the noise is in many cases inaccurate, since there
are environments where the noise (interference) distribution is heavy-tailed [127, 128, 129].

In recent BCS studies [50, 54, 55, 60], the inversion of CS measurements was considered by
employing the multivariate Gaussian distribution as the prior probability model for computa-
tional purposes and in order to get closed-form expressions. In this chapter, the estimation of
the sparse weight vector ~w, and subsequently of the original impulsive signal, is also performed
in a Bayesian framework. However, in order to treat the above scenarios of highly impulsive
environments we develop a method which consists of modeling the prior probability of ~w with
a heavy-tailed distribution, which promotes a high sparsity of ~w.

The proposed reconstruction algorithm is based on a set of compressed-sensing measurements
corrupted by heavy-tailed noise. The prior belief that the vector of projection coefficients should
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be highly sparse is enforced by fitting its prior distribution by means of a (heavy-tailed) multi-
variate Cauchy distribution, which is a member of the sub-Gaussian family (cf. Section 3.2.2).
In addition, a multivariate Cauchy distribution is also employed to model the heavy-tailed
behavior of the noise corrupting the projection coefficients, since it models efficiently highly
impulsive environments [130, 131] and also it yields closed form expressions in the subsequent
Bayesian inference. The experimental results show that our proposed method achieves an im-
proved reconstruction performance in terms of a smaller reconstruction error, while increasing
the sparsity using less basis functions, when compared with a recently introduced Gaussian-
based Bayesian implementation and with previous norm-based CS reconstruction algorithms.
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Figure 5.1: Simulated standard SαS sequences along with their detail wavelet coefficients his-
tograms (3 levels, “db 4”).

5.2 Statistical signal model

As we have already mentioned, the representation of the space-domain signal ~x is equivalent to
its representation in the frequency domain ~w. Thus, without loss of generality and similarly to
the assumption we adopted in the previous chapter, in the following study we consider that the
noisy CS measurements are acquired in the transform domain using the model:

~g = Φ~w + ~η , (5.1)

where the measurement matrix Φ ∈ RM×N is described in Section 1.1.1 and ~η is the associated
additive noise component. Assuming that matrix Φ is known, the quantities to be estimated,
given the CS measurements ~g, are the sparse weight vector ~w and the noise underlying variance
σ2

η. In this chapter, the assumption that ~w and ~η are highly sparse is formalized by modeling
their prior distribution using a member of the sub-Gaussian Symmetric α-Stable (SαS) family
(see Definition 3.2).

In the following analysis, a multivariate sub-Gaussian distribution with underlying covariance
matrix Σ (the covariance of the Gaussian part) and (in general non-zero) location parameter
~µ is denoted by α-SG(~µ,Σ), where the parameter α controls the heaviness of the tails of the
marginal sub-Gaussian distributions.
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The multivariate Cauchy distribution (MvC) is α-SG(~µ,Σ) for α = 1 and its density function
is given by:

p(~x) =
Γ
(

N+1
2

)

π(N+1)/2
|Σ|− 1

2
[
1 + (~x− ~µ)TΣ−1(~x− ~µ)

]− (N+1)
2 , (5.2)

where Γ(·) is the Gamma function and | · | denotes the matrix determinant.
In Eq. (5.1) we consider that ~w ∼ 1-SG(~µ,Σ), where Σ = diag(σ2

1, . . . , σ
2
N ) and ~η ∼ 1-

SG(~0, σ2
ηIM×M ), where ~0 is the M × 1 zero vector and IM×M is the identity matrix. The

stability property states that the sum of two sub-Gaussian (and consequently two multivariate
Cauchy) distributions with the same α is again sub-Gaussian (multivariate Cauchy). Thus, the
measurement vector ~g ∼ 1-SG(~µg,R), where

~µg = Φ~µ , (5.3)
R = ΦΣΦT + σ2

ηI . (5.4)

From the above, it is clear that the multivariate Cauchy distribution can be viewed as
a mixture of Gaussians scaled by a SαS random variable A1/2, where Σ and thus R, are
determined by a discrete random vector ~τ = [τ1, . . . , τN ]T of mixture parameters, which may
be viewed as a candidate model. In our case it indicates which entries in ~w are non-zero and
consequently the model is equivalent to a basis selection. In the following, we emphasize the
dependence of the mean vector ~µ (and subsequently of ~µg), as well as of the matrix Σ (and
thus R) on the mixture vector ~τ by ~µ(~τ) (~µg(~τ)), Σ(~τ) (R(~τ)), respectively. For simplicity (as
in [60]), we assume that ~τ ∼Bernoulli(λ1), that is, P{τi = 1} = λ1 and P{τi = 0} = λ0. We
choose λ1 ¿ 1 which ensures that, with high probability, the weight vector ~w has relatively
few non-zero components. Accordingly, Σ(~τ) = diag(σ2

τ1 , . . . , σ
2
τN

) with σ2
τi
6= 0 or σ2

τi
= 0

depending on whether the i-th component is significant and activated in the mixture or not.
Similarly, ~µ(~τ) = (µτ1 , . . . , µτN ) with µτi 6= 0 or µτi = 0. In the general case, the Gaussian
part of each mixture component may be chosen from a set of Ω Gaussians with µτi ∈ {µω}Ω

ω=1,
σ2

τi
∈ {σ2

ω}Ω
ω=1 and τi ∈ {0, 1, . . . ,Ω− 1}, where P{τi = ω} = λω with

∑Ω
ω=2 λω ¿ 1 to ensure

sparsity with high probability.
In the present study, we consider the following two cases for computational simplicity:

❐ Non-zero mean binary mixture: in this case, Ω = 2, µτi ∈ {0, µ1} with µ1 6= 0, and σ2
τi
∈

{σ2
0, σ

2
1}, where σ2

0 = 0 to enforce sparsity. Besides, we choose λ1 ¿ 1 and λ0 = 1− λ1.

❐ Non-zero mean ternary mixture: in this case, Ω = 3, µτi ∈ {0, µ1, µ2} with µ1 = −µ2 6= 0,
and σ2

τi
∈ {σ2

0, σ
2
1, σ

2
2}, where σ2

0 = 0 and σ2
1 = σ2

2. Besides, we assume equiprobable
non-zero components, that is, λ1 = λ2. This model facilitates the discrimination between
active (non-zero) and non-active (zero) coefficients when no a priori knowledge of sign is
available.

5.3 Estimation of a sparse vector ~w via an MvC prior

In this section, we describe the process for reconstructing the sparse vector ~w from the CS
measurements ~g. Following the above analysis, this process is reduced to finding the sparse
set of the most probable basis configurations (columns of Φ) associated with the activated
mixture components and estimating their corresponding model parameters (µτi , σ

2
τi

). Then,
their corresponding posterior probabilities are employed to obtain a Minimum Mean Squared
Error (MMSE), as well as a Maximum A Posteriori (MAP) estimate of the sparse vector ~w.
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The posterior probability of a given mixture vector ~τ ′ is given by the Bayes’ rule:

p(~τ ′|~g) =
p(~g|~τ ′)p(~τ ′)∑
~τ∈T p(~g|~τ)p(~τ)

, (5.5)

where in the non-zero mean binary mixture case T = {0, 1}N denotes the set containing the
2N possible basis configurations. The posterior probabilities give a full description of the data
uncertainty and are employed for inference and decision tasks. A common choice is to compute
a single model that maximizes the posterior probability, the MAP estimate ~τMAP. However, to
obtain the MMSE estimate of ~w we have to compute a weighted average of conditional mean
estimates over all models with nonzero probability [132]. The posterior probabilities reveal the
uncertainty among multiple candidate models that are ambiguous due to measurement noise or
correlation among columns in the measurement matrix Φ.

Let Ts be the subset of T containing the mixture vectors ~τ with the most significant posterior
probabilities. We expect that the size of Ts will be much smaller than the size of T and thus,
the {p(~τ ′|~g)}~τ ′∈Ts can be estimated from {p(~g|~τ ′)p(~τ ′)}~τ ′∈Ts . The determination of the set Ts

requires the specification of an appropriate selection metric. The basis selection metric for the
MvC prior model, which is used to decide whether to include a given mixture vector ~τ in Ts, or
not, is defined as follows:

ρ(~τ ,~g) = ln[p(~g|~τ)p(~τ)] = ln[p(~g|~τ)] + ln[p(~τ)]

= ln
[Γ

(
(M + 1)/2

)

π(M+1)/2

]
− 1

2
ln

[|R(~τ)|]

− M + 1
2

ln
[
1 + (~g − ~µg(~τ))TR(~τ)−1(~g − ~µg(~τ))

]
+

N∑

i=1

ln[λτi ] , (5.6)

where
N∑

i=1

ln[λτi ] = ‖~τ‖0 ln
[
λ1/λ0

]
+ N ln[λ0] , (5.7)

and ‖~τ‖0 is the `0-norm (the number of non-zero (activated) components) of ~τ .

5.3.1 MMSE and MAP estimate of ~w

A computationally feasible approximation of the MMSE estimate of the sparse weight vector
~w, using only the most significant posterior probabilities, is given by:

~̂wMMSE ,
∑

~τ∈Ts

p(~τ |~g)E{~w|~g, ~τ} , (5.8)

where for the approximation of E{~w|~g, ~τ} we use the underlying Gaussian part of the 1-
SG(~µg,R) distribution resulting in the following expression:

E{~w|~g, ~τ} = ~µ(~τ) + Σ(~τ)ΦTR(~τ)−1(~g − ~µg(~τ)) . (5.9)

Notice that this approximation is feasible due to the one-to-one correspondence between the
probability distribution of ~g and its Gaussian part (Corollary 3.1). Similarly, the approximate
MMSE estimation error is given by the trace of the conditional covariance matrix,

tr(Cov{~w|~g}) =
∑

~τ∈Ts

p(~τ |~g)
[
tr(Cov{~w|~g, ~τ})‖ ~̂wMMSE − E{~w|~g, ~τ}‖2

]
, (5.10)



Chapter 5. BCS of Highly Impulsive Signals in Heavy-Tailed Noise 91

where
Cov{~w|~g, ~τ} = Σ(~τ)−Σ(~τ)ΦTR(~τ)−1ΦΣ(~τ) . (5.11)

On the other hand, the MAP basis configuration is given by ~τMAP = arg max~τ∈Ts p(~τ |~g),
resulting in the following approximation of the MAP estimate of ~w:

~̂wMAP , E{~w|~g, ~τMAP} , (5.12)

where E{~w|~g, ~τMAP} is given by Eq. (5.9) by substituting ~τMAP in place of ~τ . Thus, the MAP
estimate of ~w is expressed only in terms of one mixture vector, namely, the vector with the
highest posterior probability. This estimate could be employed in sensing systems with very
limited resources, such as power, memory capacity, and bandwidth.

5.3.2 Incremental basis selection via a tree-structure

In this section, we focus our attention in extracting the set of significant mixture vectors Ts.
By observing that the joint distribution of (~τ ,~g) is related with the basis selection metric,

p(~τ ,~g) = p(~g|~τ)p(~τ) = exp{ρ(~τ ,~g)} ,

we conclude that significant values of p(~τ ,~g) correspond to relatively large values of ρ(~τ ,~g). In
order to quantify what constitutes a relatively large value of the basis selection metric we derive
its prior distribution in terms of the first two moments, namely, the mean and the variance.

If ~τ is the true mixture vector from which the CS measurement vector ~g is generated, then

E{ρ(~τ ,~g)} = ln
[Γ

(
(M + 1)/2

)

π(M+1)/2

]
− 1

2
E

{
ln

[|R(~τ)|]
︸ ︷︷ ︸

(I)

}

− M + 1
2

E
{

ln
[
1 + (~g − ~µg(~τ))TR(~τ)−1(~g − ~µg(~τ))

]}

︸ ︷︷ ︸
(II)

+ E
{ N∑

i=1

ln[λτi ]
}

︸ ︷︷ ︸
(III)

(5.13)

In the following, we compute the quantities (I), (II), (III) by assuming that σ2
τi

= σ2
1 and λτi = λ1

for τi 6= 0.

(I) = E
{

ln
[|R(~τ)|]

}
= E

{
ln

[
(σ2

1 + σ2
η)

Lσ2(M−L)
η

]}

= E
{

L ln
[σ2

1

σ2
η

+ 1
]

+ M ln[σ2
η]

}

= ln
[σ2

1

σ2
η

+ 1
]
E{L}+ M ln[σ2

η]

L∼Binomial= ln
[σ2

1

σ2
η

+ 1
]
N(1− λ0) + M ln[σ2

η] . (5.14)

The second expectation of Eq. (5.13) is evaluated as follows:

(II)
~v=~g−~µg(~τ)

= E
{

ln
[
1 + ~vTR(~τ)−1~v

]}
= E

{
ln

[
1 + V

]}
, (5.15)

where the random variable V = ~vTR(~τ)−1~v follows a Chi-square distribution (V ∼ χ2
M ). The

evaluation of the expectation in Eq. (5.15) falls in the general case of computing the expected
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logarithm of a noncentral Chi-square random variable [133]. We estimated the above expectation
by evaluating numerically the following integral using the adaptive Gauss-Kronrod quadrature
method, which may be most efficient for high accuracies:

∫ ∞

0
ln(x + 1)

x(M−2)/2e−x/2

2M/2Γ
(

M
2

) dx .

Finally, the third expectation of Eq. (5.13) is given by,

(III) = N ln[λ0]−N(1− λ0) ln
[λ0

λ1

]
. (5.16)

Similarly, the second-order moment of ρ(~τ ,~g) is given by:

V ar{ρ(~τ ,~g)} = N(1−λ0)λ0

(
1
4

ln
[(σ2

1

σ2
η

+1
)2]

+ln
[(λ0

λ1

)2])
+

M + 1
2

V ar
{

ln[1+V ]
}

, (5.17)

where, analogously to the first-order case, the term V ar
{

ln[1 + V ]
}
is estimated numerically

by evaluating the following integral using the adaptive Gauss-Kronrod quadrature method:
∫ ∞

0
ln

[
(x + 1)2

]x(M−2)/2e−x/2

2M/2Γ
(

M
2

) dx .

Obviously, it is impractical to evaluate the posterior probabilities for all 2N (non-zero mean
binary mixture) or 3N mixture vectors (non-zero mean ternary mixture) and in general for
all ΩN basis configurations. For this purpose, we employ a commonly used incremental tree-
structured procedure for selecting the next significant basis configuration adapted to the MvC
prior model. Although for convenience we focus on the binary case (Ω = 2) however, the
procedure is extended in a straightforward way to the general case Ω > 2. The root of the tree
consists of the zero vector ~τ = ~0 for which

ρ(~0, ~g) = ln
[
Γ
(M + 1

2

)]
− M

2
ln[σ2

η]−
(M + 1)

2
ln

[
π
(
1 +

‖~g‖2

σ2
η

)]
. (5.18)

At the first level of the tree the set T1 is formed, which contains the N binary vectors (in
general the (Ω− 1)N mixture vectors) ~τ generated by “activating” one mixture parameter at a
time. Then, the values of the selection metric ρ(~τ ,~g) are computed for these mixture vectors
and those with the K largest values are chosen to explore further and stored in Ts,1, where K
is a predetermined positive integer. At the second level of the tree, for each element of Ts,1

a second mixture component is “activated” in all possible locations once at a time resulting
in

∑K
k=1(N − k) binary vectors, which form the set T2. As before, the values of ρ(~τ ,~g) are

computed for these mixture vectors, and those with the K largest values are chosen to explore
further and stored in Ts,2. The process is repeated until the value of ρ(~τ ,~g) is adequately large
or until Ts,lmax is formed, where lmax is a predefined maximum number of tree levels, chosen
such that P{‖~τ‖0 > lmax} is sufficiently small. The explored vectors ~τ that yield the significant
values of ρ(~τ ,~g) and thus of exp{ρ(~τ ,~g)} = p(~g|~τ)p(~τ) constitute the final optimal set of mixture
vectors Ts.

When moving from one level of the tree to the next one the values of the metric ρ(·) must be
updated. In particular, the change results from the activation of a single mixture component
at a time. For this purpose, let ~τq denote the mixture vector which is identical to ~τ except for
the q-th component, which is “activated” in ~τq, while it is “inactive” in ~τ . We are interested in
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computing the differences
∆q(~τ) = ρ(~τq, ~g)− ρ(~τ ,~g) , (5.19)

which are then used to decide which mixture components will be activated. More specifically,
the set Ts,l at the l-th tree-level is formed by keeping the K binary vectors of the set Tl that
correspond to the K largest values of ∆q(~τ), that is, we keep only these vectors which achieve
the highest increase of the basis selection metric. From Eq. (5.6) we can see that the key
quantities to be updated are the inverse of R(~τ) and its determinant. The update of R(~τ)
when the q-th component is activated is given by:

R(~τq) = R(~τ) + σ2
τq

~φq
~φT

q , (5.20)

and thus the matrix inversion lemma results in a simple expression for updating the inverse of
R(~τq):

R(~τq)−1 = R(~τ)−1 − γq~vq~v
T
q , (5.21)

γq = σ2
τq

(1 + σ2
τq

~φT
q ~vq)−1 , (5.22)

~vq = R(~τ)−1~φq . (5.23)

Besides, from Eq. (5.20) the determinant of R(~τ) can be easily updated as follows:

|R(~τq)| = (1 + σ2
τq

~φT
q R(~τ)−1~φq)|R(~τ)| = σ2

τq

γq
|R(~τ)| . (5.24)

Notice also that the updated mean vector ~µ(~τq) (and consequently ~µg(~τq)) is the same as ~µ(~τ)
(~µg(~τ)) except for a change of its q-th component from µq = µ0 = 0 to µq = µ1. Finally, the
probability of ~τ is updated as:

p(~τq) =
λ1

λ0
p(~τ) . (5.25)

The substitution of the above update equations in Eq. (5.6) results after some algebraic manip-
ulation in the following expression for ∆q(~τ) corresponding to the MvC prior model :

∆q(~τ) =
1
2

ln
( γq

σ2
τq

)
+ln

(λ1

λ0

)
−M + 1

2

(
ln

(
1−γq

∣∣~ζg(~τ)T~vq + (µ1/σ2
τq

)
∣∣2 − (µ2

1/σ2
τq

)

1 + ~ζg(~τ)TR(~τ)−1~ζg(~τ)

))
, (5.26)

where ~ζg(~τ) = ~g − ~µg(~τ). Due to our assumption that the mixture vectors consist of two

components, the variances σ2
τq

in Eq. (5.26) can be substituted by σ2
1. Notice that in the

general case, Ω > 2, we would be interested in computing the differences

∆q,ω′(~τ) = ρ(~τq, ~g)− ρ(~τ ,~g) , (5.27)

which quantify the change to ρ(~τ ,~g) that results from changing the q-th component of ~τ from ω
to ω′. Accordingly, in Eq. (5.26) the quantities µ1 and σ2

τq
will be replaced by µω′,ω = µω′ − µω

and σ2
ω′,ω = σ2

ω′ − σ2
ω, respectively.

In our implementation, the algorithm terminates when a total of lmax mixture components
are “activated”, that is, when we reach the lmax-th level of the tree. If at least one of the lmax

values of the metric ρ(·) exceeds some predefined threshold ρTh the algorithm terminates. If
not, a second search starts from the root and directed to ignore all previously visited nodes.
This process is repeated until the threshold ρTh is exceeded or until the number of searches
reaches a maximum value Smax. Algorithm 3 summarizes the process for estimating a highly
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Algorithm 3 Estimation of a sparse vector ~w via an MvC prior model
Input: Φ, ~g, µ1, σ2

1, σ2
η, λ1, ρTh, Smax, lmax

Output: ~̂w ≡ E{~w|~g}, Ts, {p(~τ |~g)}~τ∈Ts , {E{~w|~g, ~τ}}~τ∈Ts (Eq. (5.9)), {Cov{~w|~g, ~τ}}~τ∈Ts

(Eq. (5.11))
Initialize: Compute ρ(~0, ~g) (Eq. (5.18))

1: for i = 1, . . . , N do
2: Compute ~v

(0)
i (Eq. (5.23))

3: Compute γ
(0)
i (Eq. (5.22))

4: Compute ρ(0)(~τi, ~g) = ρ(~0, ~g) + ∆i(~τ) (Eq. (5.19))
5: end for
6: for s = 1, . . . , Smax do
7: idx = {}
8: ~τ (s,0) = ~0
9: for l = 1, . . . , lmax do

10: iopt = arg maxi ρ(~τi, ~g) {which also leads to an unvisited node}
11: ρ(s,l) = ρ(~τiopt , ~g)
12: ~τ (s,l) = ~τ (s,l−1) + δiopt {δk = 1 in k-th position and 0 elsewhere}
13: idx ← {idx, iopt}
14: for i = 1, . . . , N do
15: Update ~vi

16: Update γi

17: Update selection metric: ρ(~τi, ~g) = ρ(s,l) + ∆i(~τ)
18: end for
19: Estimate ~̂w(s,l) (Eq. (5.8))
20: Estimate Cov{~w|~g, ~τ}(s,l) (Eq. (5.11))
21: end for
22: if max{ρ(s,l)}l=1,...,lmax > ρTh then
23: terminate
24: end if
25: end for

sparse weight vector ~w using an MvC prior model. For convenience, we cite the steps for the
binary case.

5.4 Performance evaluation

In this section, we compare the performance of the proposed reconstruction scheme with the
FBMP method proposed in [60]1. For this purpose, we generate simulated measurement vectors
~g according to Eq. (5.1), where the sparse vectors ~w are drawn from an MvC distribution of
length N = 400 that contain L spikes, whose locations are chosen at random. We set the sparsity
as a function of λ1 and N , L = dλ1 ·Ne. In the subsequent experiments we choose λ1 = 0.02,
which results in a highly impulsive and thus heavy-tailed vector ~w. The measurement noise
is generated by drawing samples from a zero-mean MvC distribution with underlying variance
σ2

η. The M × N measurement matrix Φ is constructed by first drawing i.i.d. samples from a
standard Gaussian distribution, and then by normalizing its columns to unit magnitude.

The reconstruction performance is tested for two distinct Signal-to-Noise Ratio (SNR) values

1We used the FBMP package downloaded from http://www.ece.osu.edu/~zinielj/fbmp, using the standard
implementation without parameter re-estimation.
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(SNR=10, 15 dB), as well as for a range of measurements (M ∈ {90 : 1 : 120}). In particular,
the noise variance σ2

η and the mixture variance σ2
1 are related via the expression:

SNR =
σ2

1λ1N

σ2
ηM

. (5.28)

The process is repeated for 100 independent Monte-Carlo realizations and the results are given
by averaging over the 100 runs. The normalized mean-squared error of the MMSE estimated
sparse vector ~̂w is given by

NMSEMMSE =
1

100

100∑

j=1

‖ ~̂wMMSE,j − ~w‖2
2

‖~w‖2
2

, (5.29)

where ~̂wMMSE,j is the MMSE estimate of ~w, given by Eq. (5.8), at the j-th Monte-Carlo run.
Similarly, the normalized mean-squared error of the MAP estimated sparse vector is given by

NMSEMAP =
1

100

100∑

j=1

‖ ~̂wMAP,j − ~w‖2
2

‖~w‖2
2

, (5.30)

where ~̂wMAP,j is the MAP estimate of ~w, given by Eq. (5.12), at the j-th Monte-Carlo run.

Figure 5.2 shows the MMSE and MAP reconstruction errors averaged over the 100 runs
for SNR=10, 15 dB. It is clear that the proposed algorithm, which is based on a heavy-tailed
distribution, achieves a better reconstruction performance when compared with the FBMP
method, which is based on a normality assumption with respect to the prior distributions. For
both methods, the corresponding MMSE and MAP estimates are close to each other. Also,
the SNR level affects more the FBMP method. Besides, an interesting observation is that in a
highly impulsive scenario the increasing number of measurements deteriorates the reconstruction
performance.
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Figure 5.2: Average MMSE and MAP reconstruction errors for FBMP and MvC methods as a
function of M (SNR=10, 15 dB).
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Figure 5.3(a) shows the average number of non-zero taps contained in the most significant
basis configurations for both methods. Our proposed method results in a decreased number
of activated taps. On the other hand, Figure 5.3(b) shows the average number of vectors
contained in the set Ts,lmax consisting of the most significant basis configurations (mixture
vectors). Our method exploits a smaller number of such configurations, while for a smaller
SNR both methods require more mixture vectors to capture the impulsive behavior. In order
to make the comparison of the sparsity performance of the two methods more meaningful we
define the following sparsity ratio

SpR =
(# non-zero taps)× (# significant mixture vectors)

M
. (5.31)

The lower the value of SpR, for a fixed M , the sparser the solution of the corresponding method.
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(a) Average number of non-zero taps for FBMP and
MvC methods as a function of M (SNR=10, 15 dB).
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Figure 5.3: Sparsity performance of FBMP and MvC methods.

Figure 5.4 shows the SpR ratio for the two methods and for the two SNR values. As it
can be seen, for the same number of CS measurements the SpR ratio of the proposed method
is much smaller than the corresponding value of the FBMP approach, which means that our
proposed method results in a sparser solution. The fact that the value of SpR corresponding
to the proposed method is almost constant over the whole range of M may be due to the fact
that we do not re-estimate the mixture parameters (µi, σ

2
i ) during the reconstruction process.

This may affect the sensitivity of the proposed algorithm.
As it was mentioned before, the degree of impulsiveness of the signal under consideration is

controlled by the value of the characteristic exponent α of the sub-Gaussian SαS distribution.
Although in our proposed model we consider the multivariate Cauchy case (α = 1) we are
interested in studying the reconstruction performance for other values of α as well, corresponding
to different levels of impulsiveness. For this purpose, we curry out a second set of Monte-Carlo
runs by generating simulated measurement vectors ~g according to Eq. (5.1), where the sparse
vectors ~w are drawn from a sub-Gaussian distribution of length N = 300 that contain L spikes,
whose locations are chosen at random. As before, the sparsity is set as a function of λ1 and
N , L = dλ1 · Ne, with λ1 = 0.03. The measurement noise is generated by drawing samples
from a zero-mean sub-Gaussian distribution with underlying standard deviation ση. We fix the
number of measurements to M = 90 and the M ×N measurement matrix Φ is constructed by
first drawing i.i.d. samples from a standard Gaussian distribution and then by normalizing its
columns to unit magnitude.
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Figure 5.4: SpR ratio for FBMP and MvC methods as a function of M (SNR=10, 15 dB).

The reconstruction performance is tested by varying the characteristic exponent α in the
interval [1, 2] with a step size of 0.1 and for two SNR values, SNR=8, 10 dB. The underlying
variance of the noise, σ2

η, is set in accordance to the mixture variance σ2
1 via Eq. (5.28). We

also set the values of the mixing parameters µ1 and σ2
1 to 3 and 5, respectively. The process is

repeated for 100 independent Monte-Carlo realizations and the results are given by averaging
over the 100 runs.

Figure 5.5 on the following page shows the NMSEMMSE and NMSEMAP reconstruction errors,
as a function of α, corresponding to the FBMP and MvC methods, for the two SNR values.
First, we observe that the performance of both methods is improved as the SNR increases.
Besides, the MvC approach achieves a smaller reconstruction error in comparison to the FBMP
approach for values of α close to 1, that is, when the actual distribution of the signal is heavy-
tailed, while its performance is comparable to the performance of the FBMP as α tends to 2
(that is, to a Gaussian prior model). Thus, when the original signal is highly sparse the MvC
approach should be preferred.

Figure 5.6 shows the SpR ratio as a function of α for the FBMP and MvC methods, for the
two SNR values. As before, for the values of α which are in the vicinity of 1 the SpR ratio of the
proposed method is much smaller than the SpR ratio of the FBMP approach, which means that
our proposed method results in a much sparser solution when working in a highly impulsive
environment. On the other hand, as the value of α approaches 2 (Gaussian statistics) the SpR
ratio of both methods decreases, with the FBMP method, which is based on a Gaussian prior,
resulting in a slightly sparser solution.

5.5 Conclusions and future work

In this chapter, we introduced a method for CS reconstruction of a highly impulsive vector in
heavy-tailed noise, developed in a Bayesian framework. We employed a multivariate Cauchy
(MvC) distribution as the prior model, and thus modeling directly the vector ~w with a heavy-
tailed distribution that enforces its sparsity. The experimental results revealed an improved
performance of the proposed approach when compared with the previous FBMP method, which
was designed under a Gaussian assumption. In particular, we showed that the MvC-based
implementation achieves a smaller reconstruction error than the FBMP approach when the
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observed signal is truly sparse (that is, α → 1), while maintaining a quite low value of the SpR
ratio, which is equivalent to an increased sparsity.

In the present work, we made the simplified assumption that the components of a mixture
vector ~τ are chosen from two distributions (“inactive”, “active”). Besides, the parameters of these
distributions are predetermined and kept fixed during the reconstruction process. As a future
work, we are interested in modifying the proposed model so as to permit each mixture component
to be chosen from a larger set of candidate mixture distributions and also in introducing a
technique for re-estimating their corresponding parameters (µi, σ

2
i ) during the reconstruction

process.
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Figure 5.5: Average MMSE and MAP reconstruction errors for FBMP and MvC methods as a
function of α (SNR=8, 10 dB).
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Figure 5.6: SpR ratio for FBMP and MvC methods as a function of α (SNR=8, 10 dB).



Chapter

6
Compressed Sensing using
Symmetric Alpha-Stable Distributions

What most experimenters take for granted
before they begin their experiments is
infinitely more interesting than any results to
which their experiments lead.

Norbert Wiener (1894-1964)
Mathematician

6.1 Introduction

Sensor networks gather an enormous amount of data over space and time to derive an estimate
of a parameter or function from them. Several constraints, such as limited power, communi-
cation bandwidth, and storage capacity, motivate the need for a new paradigm for sensor data
processing in order to extend the network’s lifetime, while also obtaining accurate estimates.
Besides, the Gaussian assumption has played a predominant role in signal processing being
widely used as a signal and noise model. However, this assumption is very often unrealistic for
a wide range of real-world data, which can be highly sparse in appropriate orthonormal bases.

In the present chapter, the inherent property of compressed sensing (CS) theory working
simultaneously as a sensing and compression protocol using a small subset of random projections
is exploited to reduce the total amount of data handled by each sensor. We propose a new
iterative algorithm for reconstructing non-negative signals in highly impulsive environments,
which can be modelled by members of the symmetric alpha-Stable distributions family. In
addition, we develop a distributed implementation using duality theory and subgradient-based
optimization. The subsequent performance evaluation reveals that our proposed method results
in an increased reconstruction performance, while also achieving a high sparsity using much less
basis functions when compared with state-of-the-art constrained optimization algorithms.

A major challenge in designing wireless sensor network (WSN) systems and algorithms is that
transmitting data from a sensor to a central processing node may set a significant exhaustion of
communication and energy resources. Such concerns may place undesirable limits on the amount
of data collected and processed by sensor networks. Thus, it is natural to seek distributed
algorithms for processing the data gathered by the nodes of a sensor network.

Several works [134, 6], have shown that many natural signals result in highly sparse represen-
tations when they are projected on localized orthonormal bases (e.g., wavelets, sinusoids). The
traditional approach to compressing such sparse signals is to compute their transform coeffi-
cients and then store or transmit only a small number of large amplitude coefficients. However,
this is an inherently wasteful process (in terms of both sampling rate and computational com-
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plexity), since one gathers and processes the entire signal even though an exact representation
is not required explicitly.

Compressed sensing (CS) [4] enables a potentially significant reduction in sampling and
computation costs at a sensing system with limited capabilities. In particular, a signal having a
sparse representation in a transform domain can be reconstructed from a small set of projections
onto a second, measurement basis that is incoherent with the first one. Thus, CS provides a
simple compression scheme with low computational complexity. Compressive wireless sensing
(CWS) [72, 135] appears to be able to reduce the latency of data gathering in a single-hop
network by delivering linear projections of sensor readings through synchronized amplitude-
modulated analog transmissions or in a distributed fashion.

The majority of previous works on CS-based reconstruction of a sparse signal solve con-
strained optimization problems. Commonly used approaches are typically based on convex
relaxation (Basis Pursuit [37]), non-convex (gradient based) local optimization (Re-weighted `1

minimization [136]) or greedy strategies ((Orthogonal) Matching Pursuit ((O)MP [137, 138]).
The increased computation cost per iteration of those methods was addressed by introducing a
general framework, the so-called Gradient Pursuits (GP) [36].

All these methods have been applied in scenarios where the underlying process generating the
signal and/or the noise follows a Gaussian model. However, the normality assumption is violated
in several distinct environments, such as in underwater acoustics [139], in sonar/radar [140],
in telephony/satellite communications [141] and in finance [142], where the associate signals
and/or noise take large-amplitude values much more frequently than what a Gaussian model
implies.

For this purpose, we develop a new iterative greedy algorithm for CS reconstruction of
sparse signals corrupted by additive heavy-tailed noise. In particular, the impulsive behavior is
modelled using members from the family of symmetric alpha-Stable (SαS) distributions, which
are heavy-tailed and thus appropriate for representing highly impulsive phenomena. Then, this
method is extended in an efficient distributed fashion, such as to be applicable in a wireless
sensor network by reducing significantly the total amount of data handled by each sensor.

For convenience, in the next section we review briefly the statistical signal model employed by
the proposed method, as well as some of the main properties of the family of SαSdistributions
introduced in Chapter 3.

6.2 Statistical signal model

Let Ψ be a N ×N matrix, whose columns correspond to the transform basis functions. Then,
a given signal ~f ∈ RN can be represented as ~f = Ψ~w, where ~w ∈ RN is the weight vector.
Obviously, ~f and ~w are equivalent representations of the original signal in the space and the
transform domain, respectively. As mentioned above, for many real-world signals the majority
of the components of ~w have negligible amplitude. In particular, ~f is L-sparse in basis Ψ if
the corresponding weight vector ~w has exactly L non-zero components (L ¿ N). In a real-
world scenario ~f is not strictly L-sparse, but it is said to be compressible when the re-ordered
components of ~w decay at a power-law.

Consider also an M×N (M < N) measurement matrix Φ, where the rows of Φ are incoherent
with the columns of Ψ. For instance, let Φ be a Hadamard matrix or a matrix containing
independent and identically distributed (i.i.d.) Gaussian entries. Such matrices are incoherent
with any fixed transform matrix Ψ with high probability (universality property) [4].

If ~f is compressible in Ψ, then, it is possible to perform directly a compressed set of mea-
surements ~g, resulting in a simplified acquisition system. The original signal ~f is related to the
CS measurements ~g through random projections, ~g = ΦΨT ~f = Φ~w , where Φ = [~φ1, . . . , ~φM ]T
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and ~φm ∈ RN is a random vector with i.i.d. components. Thus, the reconstruction of ~f from ~g
reduces to estimating the sparse weight vector ~w.

Most of the recent literature on CS has concentrated on solving constrained optimization
problems for signal reconstruction using a set of noisy CS measurements,

~g = Φ~w + ~η , (6.1)

where the unknown vector ~w and/or the noise ~η (with unknown variance σ2
η) are modelled as

Gaussian random variables. However, the Gaussian assumption is not efficient for a highly
sparse coefficient vector ~w. For this purpose, recent works incorporated several non-Gaussian
(heavy-tailed) distributions (e.g., Student-t, Laplace, Cauchy, GSM) [50, 143, 144, 145] for
modelling the prior belief that the vast majority of ~w’s components have negligible amplitude.

In the present study, the prior belief that ~w is highly sparse is exploited by using a SαS
distribution as its prior, which is heavy-tailed and thus, suitable for representing an impulsive
behavior. Notice that in this case a high sparsity can be viewed as a high impulsiveness in the
sense that only a very small number of ~w’s components deviates from zero (all the components
with a negligible amplitude can be considered to be “zero”). In the following discussion we
consider that the noise ~η is also drawn from a SαS distribution. The use of this family is also
motivated by the fact that the tails of a SαS distribution decay at an algebraic rate, which is
in agreement with the rate of decay of the re-ordered components of the (compressible) vector
~w.

In the following we revisit for convenience some of the fundamental properties of the family
of univariate SαS distributions exploited in the design of the proposed CS method. As it was
mentioned in Chapter 3, a SαS distribution is best defined by its characteristic function [112]:

φ(t) = exp(ıδt− γα|t|α), (6.2)

where α is the characteristic exponent, taking values 0 < α ≤ 2, δ (−∞ < δ < ∞) is the location
parameter and γ (γ > 0) is the dispersion of the distribution. The characteristic exponent is
a shape parameter, which controls the “thickness” of the tails of the density function. The
smaller the α, the heavier the tails of the SαS density function. The dispersion parameter
determines the spread of the distribution around its location parameter, similar to the variance
of the Gaussian. A SαS distribution is called standard if δ = 0 and γ = 1. The notation
X ∼ fα(γ, δ) means that the random variable X follows a SαS distribution with parameters
α, γ, δ.

In general, no closed-form expressions exist for most SαS density and distribution functions
except for the Gaussian (α = 2) and the Cauchy (α = 1). As mentioned before, unlike the
Gaussian density which has exponential tails, stable densities have tails following an algebraic
rate of decay (P (X > x) ∼ Cx−α, as x → ∞, where C is a constant depending on the model
parameters), hence SαS random variables with small α values are highly impulsive.

An important characteristic of SαS distributions is the non-existence of second-order mo-
ments. Instead, all moments of order p less than α do exist and are called the Fractional Lower
Order Moments (FLOMs). In particular, the FLOMs of a SαS random variable X ∼ fα(γ, δ =
0) are given by Eq. (3.6):

E{|X|p} =
(
C(p, α) · γ)p

, 0 < p < α, (6.3)

where
(
C(p, α)

)p =
2p+1Γ

(
p+1
2

)
Γ
(
− p

α

)

α
√

π Γ
(
−p

2

) =
Γ
(
1− p

α

)

cos
(

π
2 p

)
Γ(1− p)

. (6.4)
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The SαS model parameters (α, γ) can be estimated using the consistent Maximum Like-
lihood (ML) method described by Nolan [113], which gives reliable estimates and provides
the tightest possible confidence intervals. In addition, from Eq. (3.6) we obtain the following
expression for the dispersion of X:

γX =

(
E{|X|p})1/p

C(p, α)
. (6.5)

The covariation norm of X ∼ fα(γ, 0) with α > 1, is defined by ‖X‖α = γX , where γX is given
from Eq. (6.5). This definition is extended to a quasi-norm for α < 1, resulting in the following
expressions:

‖X‖α =

{
γX , for 0 < p < α, 1 ≤ α ≤ 2
γα

X , for 0 < p < α, 0 < α < 1
(6.6)

The concept of covariance plays a fundamental role in the second-order moment theory.
However, covariances do not exist in the family of SαS random variables, due to their infi-
nite variance. Instead, a quantity called covariation, which under certain constraints plays an
analogous role for SαS random variables to the one played by covariance for Gaussian random
variables, has been proposed. Let X and Y be jointly SαS random variables with 1 < α ≤ 2,
zero location parameters and dispersions γX and γY , respectively. Then, for all 1 < p < α the
covariation of X with Y was defined by Eq. (3.13) as follows:

[X,Y ]α =
E{XY <p−1>}

E{|Y |p} ‖Y ‖α
α , (6.7)

where for any real number z and a ≥ 0 we use the notation

z<a> = |z|asign(z) , (6.8)

while for a real vector ~z ∈ RN and a ≥ 0 we write

~z<a> = [|z1|asign(z1), . . . , |zN |asign(zN )] . (6.9)

The covariation satisfies the following (pseudo-)linearity properties in the first and second ar-
gument, respectively (ref. Eqs. (3.14)-(3.15)): If X1, X2, Y are jointly SαS then

[aX1 + bX2, Y ]α = a[X1, Y ]α + b[X2, Y ]α (6.10)

[Y, aX1 + bX2]α = a<α−1>[Y,X1]α + b<α−1>[Y, X2]α (6.11)

for any constants a, b ∈ R.
If X ∼ fα(γX , 0) and Y ∼ fα(γY , 0) are two independent SαS random variables then cX ∼

fα(|c|γX , 0) (c 6= 0) and X + Y ∼ fα

(
(γα

X + γα
Y )1/α, 0

)
. Thus, for the noisy CS measurements

~g = Φ~w + ~η, if {wi ∼ fα(γi, 0)}N
i=1 and {ηj ∼ fα(γη, 0)}M

j=1, then

gj ∼ fα

([ N∑

i=1

(|φji|γi)α + γα
η

]1/α
, 0

)
, j = 1, . . . ,M , (6.12)

where φji is the element of Φ in the j-th row and the i-th column, that is, each CS measurement
also follows a SαS distribution with the same α.
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6.2.1 A new SαS measurement matrix

The majority of previous CS methods employs a measurement matrix Φ whose entries are i.i.d.
draws of a zero-mean Gaussian distribution. In this section, we examine the performance of
existing measurement matrices in the case of SαS underlying statistics and we proposed a new
SαS measurement matrix. We carry out a set of 100 Monte-Carlo runs for each α ∈ [0.9 : 0.05 :
2], where in each run we generate distinct vectors ~w ∈ R1000, ~η ∈ R100 with i.i.d. SαS entries,
where the dispersions are chosen randomly (uniformly) in the interval [0.01, 2.5]. We employ
four measurement matrices: 1) Φ1 whose entries are i.i.d zero-mean standard Gaussian samples
(SαS with α = 2) and normalized columns to unit `2-norm, 2) Φ2 with entries being i.i.d
standard SαS samples, 3) Φ3 resulting by normalizing the columns of Φ2 to unit `2-norm and
4) Φ4 obtained by normalizing the columns of Φ2 to unit covariation norm. Figure 6.1 shows
that the value of α, resulting by averaging the α values estimated from ~g over all Monte-Carlo
runs, approximates the true α when the matrix Φ2 is employed, that is, the non-normalized
matrix with entries drawn from a standard SαS distribution. Thus, the proposed CS method
is developed by employing non-normalized measurement matrices with i.i.d. SαS entries as the
most suitable ones. Most importantly, the choice of Φ2 instead of a Gaussian matrix offers an
additional degree of freedom (the value of α), resulting in a more efficient adaptation of the CS
scheme to the sparsity of ~w.
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Figure 6.1: Test stability property for four kinds of measurement matrices Φ (ref. in the text).

6.3 SαS minimum dispersion CS inversion

A CS-based inversion scheme aims at recovering the sparse vector ~w given the measurement
matrix Φ (in the subsequent analysis we use Φ = Φ2) and the CS measurements ~g. In the ideal
case, we should look for a vector ~w with the smallest number of non-zero components, that is,
with the smallest `0 norm. Although the problem of finding such a ~w is NP-hard, there exist
several sub-optimal strategies which are used in practice. Most of them solve a constrained
optimization problem by employing `2 or `1 norms. On the other hand, CS reconstruction
methods were developed in recent works [146, 151] by employing `p norms with p < 1, with the
goal of approximating the ideal `0 case.

Notice that for α-Stable data the Minimum Mean Squared Error (MMSE) criterion can be
replaced by the Minimum Dispersion (MD) criterion in estimation problems since, unlike the
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variance, the dispersion of an α-Stable random variable is finite and gives a good measure of the
spread of estimation errors around zero. This provides a natural justification for the eligibility
of `p norms with p < 1 in conjunction with a SαS prior model. From Eq. (6.5) we also observe
that the MD criterion can be viewed as a least `p-norm estimation error criterion since the
FLOM E{|X|p} can be estimated as the `p norm of the vector X.

In the following, we develop an algorithm for approximating iteratively a sparse vector ~w
with non-negative components. This is the case, for instance, of a signal with a sparse Fourier
spectrum. In the subsequent derivations we will also use the following conventions: i) the set In

contains n indices which indicate the n “active” columns of Φ selected in the current iteration,
ii) ΦIn denotes the sub-matrix of Φ containing only those columns with indices in In (the
same notation is also used for vectors, that is, ~wIn), iii) ~wn−1

In refers to an card(In)-dimensional
vector as calculated in iteration n− 1, that is, the elements in ~wn−1

In which are not in ~wn−1
In−1 are

set to zero (card(·) denotes the cardinality of a set).

Similarly to the MP and OMP algorithms, the proposed approach minimizes an objective
function depending on the norm of the approximation error. However, in contrast to MP and
OMP (as well as to other greedy CS methods) that employ the squared `2 norm of the error, our
SαS-CS method optimizes the following cost function which is based on the `p norm (p < 1)
due to the lack of second-order moments:

Jp(~w) =
N∑

i=1

|wi|p , ~w ∈ RN , 0 ≤ p ≤ 1 . (6.13)

In particular, we are interested in minimizing Jp(·) over ~w in terms of the estimation error r(~w) =
~g − Φ~w (for convenience we will also use the notation ~r instead of r(~w)). This minimization
will be implemented using a form of directional updates. Specifically, in the n-th iteration the
estimate of the sparse vector is updated by calculating a direction ~vn

In and a step-size µn as
follows,

~wn
In = ~wn−1

In + µn~vn
In . (6.14)

A popular directional optimization approach is the conjugate gradient method that is guar-
anteed to solve quadratic optimization problems (e.g., MP/OMP). The conjugate gradient
method uses directional updates that are G-conjugate to the previously chosen directions,
where G = ΦTΦ is the Gram matrix. A set of vectors {~v1, . . . , ~vN} is said to be G-conjugate
if ~vT

i G~vj = 0, ∀ i 6= j. Following this approach the step-size µn is calculated by:

µn =
~rnT

ΦIn~vn
In

~vnT

In ΦT
InΦIn~vn

In

(6.15)

and accordingly, the updated residual is given by:

~rn = ~rn−1 − µnΦIn~vn
In . (6.16)

Instead of calculating the exact conjugate direction, a more computationally efficient sub-
optimal direction is computed as a combination of the current gradient and the previous direc-
tion only :

~vn
In = [~∇Jp]In + bn~vn−1

In , (6.17)

where bn is a step-size parameter and [~∇Jp] is the negative gradient vector of the cost function
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with respect to ~w:

[~∇Jp] = −~∇~w

(
Jp(r(~w))

)
= −[~∇~wr(~w)][~∇~w(Jp)(r(~w))]

= ΦT |p| diag
(|r1|p−2, . . . , |rM |p−2

)
~r , (6.18)

where diag
(|r1|p−2, . . . , |rM |p−2

)
is the M ×M diagonal matrix with elements the components

of the residual vector ~r = ~g −Φ~w.
In order to calculate the step-size bn we introduce a statistical pseudo-orthogonality condition

between two SαS random variables. If X, Y are two jointly Gaussian random variable, they
are considered to be orthogonal if their covariance is equal to zero. Since only the FLOMs are
finite for α-Stable variables, then, if X, Y are two jointly SαS random variables we consider
them to be orthogonal if they have zero “inner product”, which we define as follows:

(X,Y ) = ‖Y ‖2−α
α [X,Y ]α . (6.19)

In the proposed SαS-CS algorithm, the step-size bn is computed by requiring the new di-
rection to be “orthogonal” to the previous one, that is, (~vn

In , ~vn−1
In ) = 0, where:

(~vn
In , ~vn−1

In ) = ‖~vn−1
In ‖2−α

α [~vn
In , ~vn−1

In ]α
(6.17)
= ‖~vn−1

In ‖2−α
α

[
[~∇Jp]In + bn~vn−1

In , ~vn−1
In

]
α

(3.14)
= ‖~vn−1

In ‖2−α
α

([
[~∇Jp]In , ~vn−1

In

]
α

+ bn
[
~vn−1
In , ~vn−1

In

]
α

)

By equating the last expression with zero and noting that ‖~vn−1
In ‖α 6= 0 and [~vn−1

In , ~vn−1
In ]α =

γα
~vn−1
In

we calculate the step-size bn as follows:

bn = −E{[
~∇Jp]In .∗ (~vn−1

In )<p−1>}
E{|~vn−1

In |p} , (6.20)

where the expectations are estimated by taking the mean values of the corresponding vectors
and “.∗” denotes element-by-element multiplication between two vectors.

6.3.1 Basis selection rule

A task that affects significantly the performance of a CS reconstruction algorithm is the ap-
propriate selection of the sparsest subset of basis vectors (columns of Φ) that best represents
the data (~g). For instance, MP selects iteratively the column of Φ resulting in the largest (in
absolute magnitude) inner product with the current approximation error (residual) ~rn, which
is equivalent to the largest reduction of ~rn. On the other hand, OMP selects the column of Φ
which, together with the already selected columns, yields the best signal approximation in the
current iteration. In a recent work [152], the single-column selection rule was extended in a more
efficient implementation which reduces the overall number of iterations by select all columns
that satisfy a certain condition. For instance, in the n-th iteration one selects all columns whose
inner product with ~rn is above a threshold defined as a function of the norm of the residual.

In the proposed SαS-CS algorithm, we select the optimal set of basis functions in the n-th
iteration, In, by introducing the following “distance measure” between two SαS random vectors
~x, ~y ∈ RN , based on FLOMs (with 0 < p < α):

dα(~x, ~y) = ‖~x− ~y‖α =





(
E{|~x−~y|p}

)1/p

C(p,α) , for 1 ≤ α ≤ 2(
E{|~x−~y|p}

)α/p

C(p,α) , for 0 < α < 1
(6.21)



106 BCS using Alpha-Stable Distributions

Algorithm 4 SαS-CS estimation of a sparse vector ~w

Input: Φ, ~g, ξ, ε
Initialize: ~r0 = ~g, ~w0 = ~0, I0 = ∅

1: ML estimate of α from ~g
2: Find optimal p (as function of α)
3: for n = 1; n = n + 1 until convergence criterion is met, do
4: [~∇Jp]n = ΦT |p | diag

(|rn
1 |p−2, . . . , |rn

M |p−2
)
~rn

5: In = In−1 ∪ {i | dα(~φi, ~r
n) ≤ ξ ·minj(dα(~φj , ~r

n))}
6: if n = 1 then
7: ~v1

I1 = 1
8: end if
9: if n 6= 1 then

10: bn = −E{[~∇Jp]In .∗ (~vn−1
In )<p−1>}/E{|~vn−1

In |p}
11: ~vn

In = [~∇Jp]nIn + bn~vn−1
In

12: end if
13: ~qn = ΦIn~vn

In

14: µn = (~rnT
~qn)/(~qnT

~qn)
15: ~wn

In = ~wn−1
In + µn~vn

In

16: ~rn = ~rn−1 − µn~qn

17: end for

where |~x − ~y|p = (|x1 − y1|p, . . . , |xN − yN |p). In particular, an index i is added in In if the
“distance” between the i-th basis vector, ~φi, and the current residual, ~rn, is below a certain
threshold,

In = In−1 ∪ {i | dα(~φi, ~r
n) ≤ ξ ·min

j
(dα(~φj , ~r

n))} , (6.22)

with ξ > 1 (usually it suffices ξ ≈ (1 + δ) with δ being close to zero). Notice that when ξ = 1
the basis selection rule reduces to the completely greedy approach, where a single optimal basis
vector is selected in each iteration.

The algorithm terminates whether a predefined maximum number of iterations is reached,
or when the relative decrease of the residual `p-norm falls bellow a threshold,

‖~rn‖p
p − ‖~rn−1‖p

p

‖~rn−1‖p
p

< ε , ε ¿ 1 .

Algorithm 4 summarizes the proposed SαS-CS reconstruction technique.

6.3.2 Estimation of p parameter

Notice that most of the quantities involved in the proposed SαS-CS algorithm depend on the
specification of a parameter p, whose optimal value is a function of the characteristic exponent
α. We compute the optimal p value as the one that minimizes the standard deviation of the
FLOM-based covariation estimator, obtained from Eq. (3.13) by replacing the expectations with
the arithmetic mean, for different values of α > 1. For this purpose we studied the influence of
p on the performance of the covariation estimator via Monte-Carlo runs using two SαS random
variables X, Y of length N = 2048 (N is chosen to be a power of 2 for a faster ML estimation
of the SαS parameters). We executed 1000 Monte-Carlo runs with α ∈ [0.9 : 0.05 : 2] (for
computational reasons we selected to start with α = 0.9 which is close to but less than 1)
and for dispersions (γX , γY ) ranging in the interval [0.01, 5] with a denser sampling in the
sub-interval [0.01, 2.5].
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Table 3.1 shows the averaged optimal p values (in that table p is denoted by q) as a function
of α ≥ 1, where the average is taken over the corresponding optimal p’s for all dispersion pairs
(γX , γY ) and Monte-Carlo runs. This table is then used as a lookup table in order to find the
optimal p for every 0.9 ≤ α ≤ 2 by interpolating these values or by extrapolating them when
the numerical ML estimation results in α < 0.9.

6.4 Distributed SαS-CS

There are cases where the information, namely, the measurement matrix Φ and the sparse
signal ~w, may not be available in a single node. For instance, consider the case of a sensor
network where each sensor has access only to a portion of Φ. In the following, we assume
that the columns of Φ are distributed across the nodes/sensors of a network. Working in this
framework, it is well known that a famous basis selection method, namely, the Basis Pursuit
(BP) can be reformulated as a distributed linear program [147]. However, the resulting approach
requires a fully connected network in the sense that, at each iteration, every sensor must be able
to communicate with all the remaining ones. Motivated by this fact, we present a method for
solving the SαS-CS problem in a distributed fashion, while requiring a less demanding network
topology.

The problem under consideration is stated as follows: “given K nodes each one storing a
subset of columns of Φ, find appropriate network topologies along with distributed algorithms
for solving the following problem (P1)”,

Primal (P1): min Jp(~w)
s.t. ~g = Φ~w + ~η

−~w ≤ 0 ,

where by −~w ≤ 0 (⇔ ~w ≥ 0) we mean that each component of ~w should be non-negative.
Notice also that now the objective function Jp(·) is applied directly on the sparse vector ~w
instead of the residual ~r as before.

The columns of Φ are distributed among K nodes, such that the k-th node stores the
k-th submatrix in the horizontal partition Φ = [Φ1, . . . ,Φk, . . . ,ΦK ], where Φk ∈ RM×nk ,
and n1 + · · · + nK = N . A corresponding partition also holds for the sparse vector, ~w =
[~w1, . . . , ~wk, . . . , ~wK ], where ~wk ∈ Rnk . The proposed method is based on the Duality The-
ory [148]. Under the appropriate conditions, such as, separability of the objective function and
the constraints, dual problems can be confronted by distributed methods. Hereafter, we assume
that Φ has full rank in order to ensure the feasibility of (P1) with high probability.

Unless the opposite is clearly stated, we assume throughout this section the following:
Feasibility & Boundedness: There exists at least one feasible solution for the primal problem
(P1) and the objective function is bounded from below, that is, −∞ < J∗p < ∞, where J∗p
denotes the optimal value of Jp(~w).

In order to enforce the unconstrained character of the corresponding dual problem, and
therefore a direct applicability in a distributed setting (since the objective function is already
separable), we introduce a redundant constraint. In particular, let U > 0 be an upper bound
of the `∞ norm of any solution of (P1). Then, the bounded version of (P1) is given by:

Bounded Primal (P2): min Jp(~w)
s.t. ~g = Φ~w + ~η

−~w ≤ 0
‖~w‖p∞ ≤ U .
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We also note that such an upper bound U can be easily found. Starting from the noiseless case,
given any ~w such that ~g = Φ~w (e.g., ~w = Φ†~g, where Φ† denotes the pseudoinverse), it suffices
to select U > N‖~w‖p∞. Indeed, if ~w∗ is a solution of (P1) the following inequalities hold:

‖~w∗‖p
∞ = ( max

1≤i≤N
{|w∗i |})p ≤ Jp(~w∗) ≤ Jp(~w) ≤ N‖~w‖p

∞ < U .

Generalizing in the noisy case, the following inequalities determine a rule for the selection of U :

‖~w∗‖p
∞ ≤ Jp(~w∗) ≤ Jp

(
~w) = Jp(Φ†(~g − ~η)

)

≤ N‖Φ†(~g − ~η)‖p
∞ ≤ N‖Φ†‖max‖1(~g − ~η)‖p

∞
< (N‖Φ†‖maxRp) = U , (6.23)

where ‖Φ†‖max = max
{∣∣[Φ†]nm

∣∣}
1≤n≤N,1≤m≤M

, 1 ∈ RN×M is the matrix with all of its entries
being equal to one and R is a positive constant greater than the maximum amplitude component
of ~g − ~η. Since they are SαS random vectors this maximum is unknown in advance, but it
suffices to select an R that satisfies this requirement with “high-probability”. In a specific signal
processing application, there is usually some prior knowledge about the signal content so that we
can achieve an appropriate choice for R by assigning a relatively large value to it in comparison
with the entries of the (known) measurement vector ~g and the expected noise amplitude.

6.4.1 Dualization and distributed solution of the primal problem

We consider the dual function L(·) defined for ~λ ∈ RM as follows:

L(~λ) = inf
~w∈RN

+

L(~w,~λ) , (6.24)

where L(~w,~λ) is the Lagrangian function and ~λ is the vector of Lagrange multipliers. The dual
problem is defined by:

Dual (D1): max L(~λ)
s.t. ~λ ≥ 0 .

Following the standard dualization approach on all constraints except for the redundant ones
and exploiting the separability of the objective function, as well as the partition of Φ and ~w,
the Lagrangian function is expressed as follows:

L(~w,~λ) = Jp(~w) + ~λT (~g −Φ~w)

= ~λT~g +
∑K

k=1

(
Jp(~wk)− ~λTΦk ~wk

)
. (6.25)

Notice that although the noise component is not explicitly employed in the above expression,
however its presence will always result in an approximation ~̂w

∗
of the optimal vector ~w∗. From

the above, the dual function given by:

L(~λ) = ~λT~g +
∑K

k=1
Lk(~λ) , where

Lk(~λ) = inf
{(

Jp(~wk)− ~λTΦk ~wk

)
: ‖~wk‖p

∞ ≤ U
}

. (6.26)

Because of the lack of second-order statistics we are interested in developing a distributed
SαS-CS algorithm based on FLOMs. The standard Lagrangian function of Eq. (6.25) employs
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the usual inner product, which can be viewed as a measure of variance between the associated
vectors. For this purpose, we propose the use of a Lagrangian function that exploits (fractional
lower-order) covariations instead of variances and thus, it adapts to our SαS framework. The
proposed Lagrangian is given by the following equation:

LS(~w,~λ) = Jp(~w) + (~λ,~g −Φ~w)
(6.19)
= Jp(~w) + ‖~g −Φ~w‖2−α

α [~λ,~g −Φ~w]α︸ ︷︷ ︸
s

. (6.27)

For convenience we will restrict ourselves to the case 1 ≤ α ≤ 2. By noting that ‖~g−Φ~w‖2−α
α =

‖~η‖2−α
α = γ2−α

η (from Eq. (6.6)) and using the pseudo-linearity property of Eq. (3.15), the
second term of Eq. (6.27) takes the following form:

s = γ2−α
η

(
[~λ,~g]α + (−1)<α−1>[~λ,Φ~w]α

)

(3.13)
= γ2−α

η

(
E{~λ .∗ ~g<p−1>}

E{|~g|p} γα
g −

E{~λ .∗ (
Φ~w

)<p−1>}
E{|Φ~w|p} γα

Φ~w

)

(3.6)
= γ2−α

η

(
E{~λ .∗ ~g<p−1>}
C(p, α)p γp−α

g

− E{
~λ .∗ (

Φ~w
)<p−1>}

C(p, α)p γp−α
Φ~w

)

= γ2−α
η

(
E{~λ .∗ ~g<p−1>}
C(p, α)p γp−α

g

− E{
~λ .∗(∑K

k=1 Φk ~wk

)<p−1>}
C(p, α)p γp−α

Φ~w

)
,

(6.28)

where we note again that “.∗” denotes element-by-element multiplication between two vectors.
In order to avoid numerical instability caused by the estimation of dispersions γg and γΦ~w, we
will consider scenarios where the signal power is greater than the noise power (analogous to
a relatively high SNR assumption). In this case γg ' γΦ~w. In addition, by substituting the
expectations with the corresponding arithmetic means (expressed as inner products), Eq. (6.28)
takes the following form:

s =
γ2−α

η γα−p
g

MC(p, α)p

[
~λT

(
~g<p−1> − (

K∑

k=1

Φk ~wk

)<p−1>
)]

. (6.29)

Since γη is unknown and also along with γg they act as positive scaling factors and thus,
they do not affect the minimization operator, the final expression of the proposed Lagrangian
function is given by:

LS(~w,~λ) =
K∑

k=1

Jp(~wk) + ~λT
(
~g<p−1> − (

K∑

k=1

Φk ~wk

)<p−1>
)

, (6.30)

which is in a separable form and thus, amenable to a distributed implementation. In particular,
we have to solve the dual problem (D1) using the following dual function

LS(~λ) = inf
~w∈RN

+

‖~w‖p
∞≤U

LS(~w,~λ) . (6.31)

We do this by employing the method of subgradients [148], that is,

~λi+1 = [~λi + si ~d(~λi)]+ , (6.32)
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where ~λi is the estimated dual variable in the i-th iteration, si > 0 is a step-size parameter,
~d(~λi) is a supergradient1 of the dual function LS(·) and [·]+ denotes the projection of a vector
on the non-negative halfplane (due to the constraint of (D1)).

According to the subgradient method, for a sufficiently small step-size si the distance of the
current iterate, ~λi+1, to the optimal solution is reduced. In practice, the convergence of the
subgradient method is ensured using the following step-size:

si =
ci

(L̂S(~λi)− LS(~λi)
)

‖~d(~λi)‖2

, (6.33)

where L̂S is an approximation to the (unknown) optimal dual solution, which can be estimated
using the best current dual value

L̂S(~λi) = max
0≤i′≤i

LS(~λi′) . (6.34)

In Eq. (6.33), ci is a number chosen such that it guarantees a diminishing step-size. This can
be achieved by setting

ci =
1 + β

i + β
, (6.35)

where β is a fixed positive integer.

Turning back into Eq. (6.32), for a given ~λ a supergradient ~d(~λ) can be obtained by differ-
entiating Eq. (6.30) as follows:

~d(~λ) = ~g<p−1> −
( K∑

k=1

Φk ~w∗k(~λ)
)<p−1>

, (6.36)

where ~w∗k(~λ) is chosen such that it maximizes LS(~λ) obtained by substituting Eq. (6.30) in
Eq. (6.31). We select the {~w∗k(~λ)}K

k=1 by employing a heuristic approach as follows: first, notice
that in the current i-th iteration the term ~λiT ~g<p−1> can be considered as a constant and thus,
it suffices to find ~w∗k(~λ

i) (1 ≤ k ≤ K) such that the vector ~w∗(~λi) = [~w∗1(~λ
i), . . . , ~w∗K(~λi)]

satisfies the expression

~w∗(~λi) = arg inf
~w∈RN

+

‖~w‖p
∞≤U

( K∑

k=1

Jp(~wk)− ~λiT (
K∑

k=1

Φk ~wk

)<p−1>
)

. (6.37)

The following relations hold under the consideration ~a ≤ ~b ⇔ ai ≤ bi , ∀ i (the same holds
for “≥”):

( K∑

k=1

Φk ~wk

)<p−1>
=

[|v1|p−1sign(v1), . . . , |vM |p−1sign(vM )
]T

≤
sign(·)≤1

[|v1|p−1, . . . , |vM |p−1
]T (6.38)

1The vector ~h is a supergradient (resp. subgradient) of a concave (resp. convex) function f at the point ~x if
∀ ~y, f(~y) ≤ f(~x) + ~hT (~y − ~x) (resp. f(~y) ≥ f(~x) + ~hT (~y − ~x)).
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where

vm =
K∑

k=1

nk∑

j=1

[Φk]mjwkj , (6.39)

with [Φk]mj denoting the (mj)-th element of the submatrix Φk and wkj being the j-th com-
ponent of ~wk. Taking the inner products of both sides of Eq. (6.38) with ~λi under the dual
constraint ~λi ≥ 0 results in the following relations

~λiT
( K∑

k=1

Φk ~wk

)<p−1>
≤ ~λiT

[|v1|p−1, . . . , |vM |p−1
]T

=
M∑

m=1

λi
m|vm|p−1 =

M∑

m=1

|(λi
m)

1
p−1 vm|p−1 . (6.40)

From Eqs. (6.39)-(6.40) we can see that the m-th component of the current Lagrange multiplier
λi

m, risen to the power of 1/(p − 1), multiplies the m-th row of each submatrix Φk. We are
interested in finding a ~w∗(~λi) that minimizes Eq. (6.37) under the constraint ‖~w‖p∞ ≤ U .
By combining with the inequality in Eq. (6.40), whose right-hand side consists of non-negative
terms, we suggest that instead of finding a ~w∗(~λi) satisfying Eq. (6.37) we relax this requirement
by searching for a ~w∗(~λi) such that:

~w∗(~λi) = arg inf
~w∈RN

+

‖~w‖p
∞≤U

( K∑

k=1

Jp(~wk)−
M∑

m=1

|(λi
m)

1
p−1 vm|p−1

)
, (6.41)

where {vm}M
m=1 (Eq. (6.39)) depend explicitly on {~w∗k(~λ

i)}K
k=1 and the relaxation refers to the

fact that the estimated ~w∗ does not achieve exactly the infimum of Eq. (6.37) but a lower
value, with our goal being to make this difference as small as possible. This relaxation has the
advantage that we estimate ~w∗ without the ambiguity of the sign(·) function.

Since both terms in the parentheses of Eq. (6.41) are non-negative the infimum of their
difference will be equal to zero. Notice also that the second term implies that the parts of the
partition of Φ and ~w corresponding to the k-th sensor are distributed over M (additive) terms
in a row-wise way (Eq. (6.39)). Thus, in order to enforce this contribution of the k-th sensor
to be close to its associated objective function value, Jp(~wk), we keep only these components of
~wk for which the sum of their coefficients over those M terms is non-negative, that is, for the
k-th sensor the set of indices T i

k corresponding to the active components in the i-th iteration is
given by,

T i
k =

{
j :

M∑

m=1

(λi
m)

1
p−1 [Φk]mj ≥ 0

}
, 1 ≤ j ≤ nk . (6.42)

Each sensor computes individually its set T i
k , which is then transmitted to the central node

(Fusion Center). There, the single set of the current active components, T i, is obtained as the
union of the K sets,

T i =
K⋃

k=1

T i
k . (6.43)

Finally, the current “optimal” vector ~w∗(~λi) is formed as follows:

[~w∗(~λi)]n =

{
0 , if n /∈ T i

U
1
p , if n ∈ T i .

(6.44)
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The above discussion indicates a natural network topology for the distributed implementation
of the proposed subgradient method, as shown in Figure 6.2.

Figure 6.2: Network topology for implementing the distributed SαS-CS algorithm.

Through the Karush-Kuhn-Tucker (KKT) conditions and the relaxation represented by
Eq. (6.41), it can be seen that for any optimal solution ~λ∗ of (D1), using LS(·) instead of
L(·), we have that

supp (~w∗) ⊂ T ∗ , (6.45)

where supp (~w∗) = {n : [~w∗]n 6= 0} is the support of the optimal sparse vector satisfying (P2)
and T ∗ is the final set of active components after the algorithm has converged. In other words,
once the central node computes ~λ∗ then, it obtains an over-estimate of the support of a solution
of (P2) and thus, of (P1) since the two problems are equivalent. This means that at this point
the central node could solve a problem (P1) of reduced dimensionality by removing the columns
of Φ whose indices are not included in T ∗ (and consequently setting [~w]n′ = 0 for n′ /∈ T ∗).

In particular, the central node estimates the sparse vector ~w satisfying the observation model

~g = ΦT ∗ ~wT ∗ + ~η , (6.46)

using the SαS-CS algorithm described in Section 6.3. Since the solution is expected to be
highly sparse, this approach could also yield a significant reduction of the computational cost
via the reduction in the problem dimensionality. The proposed distributed SαS-CS strategy
relies on the knowledge of ~λ∗. In practice, the subgradient method is stopped at the central
node after a maximum finite number of iterations is reached or when the relative error of the
estimated dual variable falls below a predefined tolerance ε,

‖~λi+1 − ~λi‖2 < ε · ‖~λi+1 − ~λ0‖2 . (6.47)

As a result, the distributed algorithm converges to a suboptimal ~̂λ
∗
and consequently to a

suboptimal set T̂ ∗.
Notice that Φ is distributed over the K nodes. However, ΦT̂ ∗ is required to the central node

to estimate the sparse vector. This is carried out as follows: after stopping the subgradient

method, the central node sends ~̂λ
∗
to the K nodes, which compute their corresponding fragments

of T̂ ∗ in a parallel way and transmit them back to the central node.
Concluding this section, we observe that the proposed distributed SαS-CS algorithm consists

of two stages: in the first stage the central node (FC) implements the subgradient method of
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Algorithm 5 Distributed SαS-CS estimation of a sparse vector ~w

Input: Partitioned matrix {Φk}K
k=1, ~g (available to FC), U , ξ, ε, β, MaxIter or ε (to terminate

subgradient method)
Initialize: ~λ0 = [1, . . . , 1] ∈ RM , ~w0 = [0, . . . , 0] ∈ RN

1: ML estimate of α from ~g
2: Find optimal p (as function of α)
3: for i = 1; i = i + 1 until convergence criterion is met, do
4: Broadcast ~λi to the K sensors
5: for each sensor k = 1, . . . , K do
6: Estimate ~w∗k(~λ

i) (from Eqs. (6.42), (6.44))
7: Return Φk ~w∗k(~λ

i) to the central node
8: end for
9: Compute ~d(~λi) (from Eq. (6.36)) at the central node

10: Update Lagrange multiplier ~λi+1 (using Eqs. (6.32)-(6.35))
11: end for
12: Broadcast ~̂λ

∗
= ~λi+1 to the K sensors

13: for each sensor k = 1, . . . , K do

14: Compute T ∗k (from Eq. (6.42)) using ~̂λ
∗

15: Return T ∗k and [Φk]T ∗k to the central node
16: end for
17: At the central node form T̂ ∗ (from Eq. (6.43)) and ΦT̂ ∗
18: Run reduced dimensionality Algorithm 4 with inputs ΦT̂ ∗ , ~g, ξ, ε
19: Output final sparse solution ~w∗ at the central node

Eq. (6.32) to estimate and update ~̂λ
i

by exchanging information with each sensor of the network

in a parallel fashion. In the second stage, the final ~̂λ
∗
is broadcasted by the central node to

the K sensors, which estimate efficiently their corresponding set of activated components T ∗k
from Eq. (6.42) via simple additions and multiplications. Then, the central node forms T̂ ∗
and ΦT̂ ∗ and solves a reduced dimensionality problem using the iterative SαS-CS Algorithm 4.
Algorithm 5 summarizes the proposed distributed SαS-CS reconstruction method.

6.5 Performance evaluation

In this section, we evaluate the performance of the proposed SαS-CS algorithm and its dis-
tributed version, by comparing it with state-of-the-art norm-based CS reconstruction methods.
Of course there are quite many CS methods in the recent literature with which we could com-
pare, however, the scope of this study is to highlight the advantages of the SαS model in
developing CS reconstruction algorithms and to exhibit its superiority when compared with
some of the most recent norm-based iterative CS methods. In particular, the following meth-
ods are used for comparisons, which employ `2 and `p (p ≤ 1) norms: 1) Stagewise Orthogonal
Matching Pursuit (StOMP) [39], 2) LASSO with a non-negativity constrained (nnLasso) [23], 3)
`1-norm minimization using the primal-dual interior point method (L1EQ-PD), 4) Smoothed `0

(SL0) [150], 5) Affine Scaling Transformation with varying p diversity measure (AST) [151], 6)
normalized Iterative Hard Thresholding (nIHT) [48] and 7) Stagewise weak Conjugate Gradient
Pursuit (SWCGP) [152].2

2For the implementation of the other CS methods we used the MATLAB codes included in the packages: http:
//sparselab.stanford.edu/, http://www.acm.caltech.edu/l1magic, http://ee.sharif.ir/~SLzero, http:
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The usual measure for the noise level in a corrupted signal is the Signal to Noise Ratio
(SNR) defined as the ratio of the power of the observed data vector ~g to the power of the noise
~η, which is expressed in dB’s as follows:

SNR = 10 log10

(‖~g‖2
2

‖~η‖2
2

)
. (6.48)

However, a SαS distribution does not have finite second order statistics and therefore, SNR is
not a valid distortion measure in the SαS case. As an alternative, we use a signal distortion
measure based on fractional lower-order statistics, the so-called Fractional-order SNR (FSNR),

FSNR = 10 log10

(E{|~g|p}
E{|~η|p}

)

= 10 log10

( (C(pg, αg)γg)pg

(C(pη, αη)γη)pη

)
, (6.49)

where αg, γg denote the characteristic exponent and the dispersion of ~g, respectively, and pg is
the corresponding p-parameter depending on αg (the same notation holds for ~η). Notice that
when the signal and noise components are jointly SαS (αg = αη), then

FSNR = p · 10 log10

(γg

γη

)
. (6.50)

In the following simulations the noise dispersion is determined via Eq. (6.50) in the jointly
SαS case, for a given pair (αg, γg) and an FSNR value (in dB). Although the proposed SαS-CS
algorithm was developed under the assumption that the signal and noise components are jointly
SαS however, the performance of the proposed method will be also evaluated in the case of
additive SαS noise with a different characteristic exponent from that of the signal. In this case
the noise dispersion is determined via Eq. (6.49) when αg 6= αη, for a given triplet (αg, αη, γg)
and an FSNR value (in dB).

Figures 6.3(a)-6.3(b) show contour lines for four different values of αg illustrating the behav-
ior of noise dispersion γη, as the signal dispersion γg varies in [0.1, 5], in the jointly SαS case
(Eq. (6.50)) and when the signal and noise components have different characteristic exponents
(Eq. (6.49)), respectively. In the second case the FSNR value is fixed at 10 dB.

6.5.1 Performance evaluation of SαS-CS (Algorithm 4)

In the first test case, we evaluate the performance of the proposed SαS-CS algorithm for recon-
structing simulated SαS signals corrupted by SαS noise with the same or different characteristic
exponents. Notice once again that the proposed method has been developed under the assump-
tion of a sparse vector with non-negative components. For this purpose, we generate vectors ~x
of length N = 512 with zero components except for L = 10 randomly chosen positions whose
values are drawn from a SαS distribution. Then, the non-negative sparse vector to be recon-
structed is ~w = abs(~x), where abs(~x) = (|x1|, . . . , |xN |). The value of α varies in the interval
[1.1, 2], while the dispersion γw is chosen from [0.1, 5]. Accordingly, following the discussion
in Section 6.2.1 the entries of the measurement matrix Φ are chosen from a SαS distribution
with the same α as the sparse vector and dispersion 1. The noise dispersion γη is determined
via Eq. (6.49) or Eq. (6.50) for a given pair (αw, γw) or a triplet (αw, αη, γw), respectively, and
FSNR values (in dB) ranging in the interval [5, 15]. For a given α, the corresponding optimal
value of p is given by interpolating the “Optimal q” columns of Table 3.1 as a function of α.

//www.see.ed.ac.uk/~tblumens/sparsify/sparsify.html.
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Figure 6.3: Noise dispersion contours: (a) Noise dispersion contours in the jointly SαS case,
as a function of γg and FSNR, for αg = 1.3, 1.45, 1.7, 1.95, (b) Noise dispersion contours as a
function of γg and αη, for αg = 1.3, 1.45, 1.7, 1.95 and FSNR = 10 dB.

We also note that the subsequent performance evaluation is represented as an average over 100
Monte-Carlo runs.

Besides, the parameter ξ involved in the basis selection rule is set to 1.035 in order to
accelerate the SαS-CS approach by permitting the simultaneous selection of more than one
basis vectors in each iteration. Figure 6.4 shows the relative reconstruction SNR value of the
proposed SαS-CS method in comparison with the values achieved by the other CS methods,
where the relative reconstruction SNR is defined as follows,

rSNR = 10 log10

( ‖~w‖2
2

‖~w − ~̂w‖2
2

)
, (6.51)

where ~̂w is the reconstructed sparse vector. The rSNR is shown as a function of the number
of CS measurements M ∈ {80 : 10 : 120} for α = 1.3, γw = 0.7 and FSNR = 10 dB (resulting
in γη = 0.018). As we can see, the proposed CS algorithm outperforms all the other methods
except for the LASSO technique, which follows closely SαS-CS. However, notice that as M
increases SαS-CS outperforms LASSO, too. This can be justified by the fact that since the
proposed method depends on the p-parameter, whose value is a function of α, then, by increasing
the size M of the measurement vector ~g results in a more accurate estimation of α and thus,
of p. In addition, we observe that for this specific heavy-tailed environment the L1EQ-PD and
nIHT methods actually fail completely to reconstruct the sparse vector ~w.

On the other hand, Figure 6.5 shows the CS ratio for each one of the selected CS methods,
which we define as follows:

CS ratio =
number of CS measurements M

number of non-zero components of ~w
, (6.52)

where the number of non-zero components of ~w (sparsity) depends on the algorithm. The higher
the CS ratio the higher the sparsity is for a fixed value of M . We can see that on average the
proposed SαS-CS method results in much higher CS ratios and thus, in much sparser solutions
when compared with the other methods. Also notice that as M increases the proposed SαS-CS
algorithm converges to the true sparsity L = 10 ' M

{CS ratio} , in contrast to the other methods.
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Figure 6.4: Average rSNR’s as a function of the number of CS measurements M (α = 1.3,
γw = 0.7 and FSNR = 10 dB).
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Figure 6.5: Average CS ratios of the CS-based recovery methods as a function of the number
of CS measurements M (α = 1.3, γw = 0.7 and FSNR = 10 dB).

Similarly, Figures 6.6-6.7 show the relative reconstruction SNR values and the corresponding
CS ratios, respectively, of the proposed SαS-CS method in comparison with the values achieved
by the other CS methods, by setting α = 1.5, γw = 1 and FSNR = 10 dB (resulting in
γη = 0.037). As before, the proposed CS algorithm outperforms all the other methods as M
increases, while also converging to the true sparsity L = 10.

Experimentation with other (α, γw, FSNR) triplets revealed a similar behavior as in Fig-
ures 6.4-6.7, in the sense that the LASSO method is the main competitor of the proposed
SαS-CS method. Thus, in the subsequent evaluation we primarily focus on comparing the
proposed method with LASSO.
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Figure 6.6: Average rSNR’s as a function of the number of CS measurements M (α = 1.5,
γw = 1 and FSNR = 10 dB).
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Figure 6.7: Average CS ratios of the CS-based recovery methods as a function of the number
of CS measurements M (α = 1.5, γw = 1 and FSNR = 10 dB).

Figure 6.8 on the next page shows the average reconstruction rSNR values for the SαS-
CS and the LASSO methods as a function of M , for γw = 1, FSNR = 10 dB and α =
1.4, 1.5, 1.7, 1.8. We observe that for small α (that is, for highly impulsive signals) the proposed
SαS-CS method outperforms LASSO. However, as α → 2 (Gaussian assumption) then the
LASSO results in a better reconstruction performance. On the other hand, Figure 6.9 shows
that this increased performance comes at the cost of a significant increase in the number of
basis functions used by LASSO (whose CS ratio is much smaller than the corresponding value
of SαS-CS). Notice also that again the SαS-CS method tends to the true sparsity, L = 10, in
contrast to LASSO.
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Figure 6.8: Average rSNR for SαS-CS and LASSO as a function of the number of CS measure-
ments M , for γw = 1, FSNR = 10 dB and α = 1.4, 1.5, 1.7, 1.8.
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Figure 6.9: Average CS ratios for SαS-CS and LASSO as a function of the number of CS
measurements M , for γw = 1, FSNR = 10 dB and α = 1.4, 1.5, 1.7, 1.8.

In order to examine the influence of the FSNR value on the reconstruction performance we
plot in Figure 6.10(a) the reconstruction rSNR of the proposed SαS-CS method in comparison
with LASSO as a function of α and FSNR for γw = 1 and M = 100. For a better visualization,
Figure 6.10(b) plots the same results from a top view. As it can be seen, SαS-CS outperforms
LASSO in the majority of (α, FSNR) pairs. Most importantly, SαS-CS results in a better
reconstruction performance as α is getting smaller (that is, as the signal model tends to be
more impulsive and with heavier tails). Figure 6.11 shows the corresponding CS ratio values,
illustrating again the ability of the SαS-CS method to approach the true sparsity (especially
as the FSNR value increases) in contrast to LASSO.
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Figure 6.10: (a) Average rSNR for SαS-CS and LASSO as a function of α and FSNR (in dB)
for γw = 1 and M = 100, (b) Average rSNR for SαS-CS and LASSO as a function of α and
FSNR (in dB) [Top view].
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Figure 6.11: Average CS ratio for SαS-CS and LASSO as a function of α and FSNR (in dB)
for γw = 1 and M = 100.

Finally, as a last illustration, we evaluate the performance of the proposed SαS-CS algorithm
when the signal and noise components are not jointly SαS, that is, when αw 6= αη. For this
purpose, we plot in Figure 6.12(a) on the following page the reconstruction rSNR of the proposed
SαS-CS method in comparison with LASSO as a function of α (αw) and αη for γw = 1, M = 100
and FSNR = 8 dB. For a better visualization, Figure 6.12(b) plots the same results from a
top view. As it can be seen, SαS-CS outperforms LASSO in the majority of (α, αη) pairs
with the difference being more prominent for smaller values of α, justifying for one more time
the validity of the proposed method in a truly impulsive environment. Figure 6.13 shows the
corresponding CS ratio values, revealing again the ability of the SαS-CS method to approach
the true sparsity in contrast to LASSO.
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Figure 6.12: (a) Average rSNR for SαS-CS and LASSO as a function of α and αη for γw = 1,
M = 100 and FSNR = 8 dB, (b) Average rSNR for SαS-CS and LASSO as a function of α and
αη [Top view].

1
1.2

1.4
1.6

1.8
2

1

1.2

1.4

1.6

1.8

2
0

2

4

6

8

10

12

 

αNoise αη 

A
ve

ra
ge

 C
S

 r
at

io

LASSO
SαS−CS

Figure 6.13: Average CS ratio for SαS-CS and LASSO as a function of α and αη for γw = 1,
M = 100 and FSNR = 8 dB.

6.5.2 Performance evaluation of distributed SαS-CS (Algorithm 5)

In the second test case we evaluate the performance of the proposed distributed implementation
of SαS-CS as described by Algorithm 5. For this purpose, a set of simulated SαS sparse vectors
is generated with the specifications described in the first test case.

First, we validate the efficiency of the proposed FLOM-based Lagrangian function, given by
Eq. (6.30), in capturing the significant basis functions (columns of Φ) to be activated for the
estimation of the sparse vector ~w, in contrast to the standard Lagrangian given by Eq. (6.25).
We do so using simulated SαS signal (~w) and noise (~η) components with α ∈ [1.1, 2], γw = 0.7,
FSNR ∈ [5, 15] by repeating the process for each triplet (α, γw = 0.7, FSNR) for 100 Monte-
Carlo runs. Then, for each signal ~w the SαS-CS reconstruction algorithm (Algorithm 4) is
executed to estimate ~̂w, as well as the corresponding set of significant basis functions, whose
indices are stored in a vector TR.

Algorithm 5 is executed next using the standard and the FLOM-based Lagrangian function
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for reconstructing the same sparse vector ~w, resulting in the indices vectors T and TS , respec-
tively, containing the corresponding indices of the significant basis functions3. Algorithm 5
proceeds by setting K = 15, M = 100, β = 1, MaxIter = 2N and ε = 10−6. We also note that
a different partition of Φ (and ~w) is created in each Monte-Carlo run, by assigning a different
number of columns nk to the k-th sensor (k = 1, . . . , K). However, we take care of generating
“balanced” partitions in the sense that all sensors obtain a similar number of columns of Φ.

Figure 6.14 on the next page shows the average percentage of successful retrievals of the
significant basis functions, as expressed via the cardinalities of the intersections TR ∩ T and
TR ∩ TS as a function of α and FSNR (in dB). It is clear that, on average, the standard
Lagrangian function, which is based on second-order statistics, is able to retrieve less than half
of the significant basis functions as estimated by the SαS-CS method. On the other hand,
the distributed SαS-CS algorithm combined with the FLOM-based Lagrangian function has an
100% percentage of success in retrieving the significant basis functions given by its “centralized”
(SαS-CS) implementation.

Figures 6.15(a)-6.15(b) show the relative reconstruction SNR for the “centralized” SαS-CS
method (Algorithm 4) and its distributed extension (Algorithm 5), as a function of α and
FSNR (in dB). First of all, we observe that the reduced dimensionality problem, resulting
by implementing the distributed SαS-CS method, which is then solved at the central node,
yields exactly the same reconstruction performance with the solution of its “centralized” full
dimensional counterpart. In addition, we can see that for both methods the reconstruction
performance increases as the values of α and FSNR increase. The decrease of rSNR as α →
1 is related to the increased inaccuracy in estimating the characteristic exponent α using a
measurement vector ~g of small size M = 100. This problem can be alleviated by increasing
the number of measurements M . For instance, in practical applications employing time-series
a significant amount of data is usually available and thus, one can increase M in order to
enhance the estimation accuracy of α without violating the requirement of a CS-based method
for a small set of measurements (M will be still small compared to the length of the original
time-series).

6.6 Conclusions and future work

In this chapter, we described a distributed method for CS reconstruction based on a nonlinear
programming framework with a potential application in a WSN. The sparse weight vector is
modelled directly with a heavy-tailed distribution selected from the family of SαS distributions
that enforces its sparsity. The experimental results revealed an increased reconstruction per-
formance of highly impulsive vectors with non-negative components, while also achieving an
increased sparsity, when compared with other state-of-the-art iterative greedy CS algorithms.
Besides, we showed that the computational cost for acquiring and processing the sparse signal
at each sensor is reduced significantly to satisfy the limitations of a WSN.

As future work, we are interested in exploiting the SαS model for developing a CS algorithm
in a purely Bayesian framework. We expect that a probabilistic approach will provide further
control on the sparsity of the weight vector and furthermore it will permit the optimal design of
future CS measurements with the goal of reducing the uncertainty of the reconstructed signal,
something which is not possible with the present norm-based iterative approach. In addition,
we will extend the SαS-CS method in the case of non-jointly SαS signal and noise components
(αw 6= αη).

3We mention for clarification that when using the standard Lagrangian function the i-th column of Φ, ~φi, is
considered to be significant if |~φT

i
~λ| ≥ 1.
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Figure 6.14: Average percentage of successful retrievals of the significant basis functions for the
standard and FLOM-based Lagrangian function, as a function of α and FSNR (in dB).
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Figure 6.15: (a) Average reconstruction rSNR (in dB) for the “centralized” SαS-CS method, as
a function of α and FSNR (in dB), (b) Average reconstruction rSNR (in dB) for the distributed
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7

Conclusions and Future work

The trouble with our times is that the future
is not what it used to be.

P. Valery (1871-1945)
French poet and essayist

Concluding this thesis, we review in brief the main contributions and results presented in
the previous chapters, while also providing directions for future work.

7.1 Thesis overview

The subject of this work was the development of CS algorithms for representing and reconstruct-
ing highly sparse signals in a Bayesian framework. Although the vast majority of the previous
CS techniques was based on the solution of norm-based, constrained optimization problems,
however, designing a purely probabilistic (Bayesian) method offers the critical advantage that
it results not simply in a point estimate of the sparse vector, but it also provides confidence
intervals, which be exploited for the design of adaptive future measurements with the goal of
reducing the estimation uncertainty. In this framework, the prior belief for a sparse vector is
expressed by modeling its prior distribution with an appropriate sparsity-enforcing distribution
function.

The first, recently introduced, Bayesian CS methods were designed by modeling the prior
distribution of the sparse vector using a hierarchical model in order to overcome the lack of
closed-form expressions in the Bayesian inference. In Chapter 4 we introduced a method for
representing highly sparse signals by replacing the hierarchical model with a GSM, which is
applied directly on the signal to be reconstructed enforcing its sparsity. The main advantage of
the proposed method (BCS-GSM) is due to the scaling factor of the GSM model. This factor
provides an additional degree of freedom by modeling the heavy-tailed behavior of the sparse
signal and thus providing a more accurate representation of the true underlying statistics of the
signal and/or the noise. The performance of BCS-GSM was evaluated on several sets of 1-D
synthetic signals, as well as on real-world images (sparsified in the DWT domain). In both test
cases, the proposed method either maintained the reconstruction performance of other recent
state-of-the-art CS method, or it outperformed them. Most importantly, in all of the cases
considered our method resulted in significantly increased sparse representations by employing
much less significant basis vectors, expressed by the higher CS ratios.

There are several practical applications where multiple measurement vectors of the same
original signal are available. For this purpose we extended BCS-GSM in order to take into
account the multiple observations (MMV BCS-GSM). We showed that the proposed extension
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is amenable to a distributed implementation using two different network topologies. We eval-
uated its performance by applying it on the problems of DOA estimation and image sparse
representation. In both cases the results revealed an increased reconstruction performance of
the distributed implementation, which is close to its SMV (“centralized”) counterpart, namely
the BCS-GSM method, as well as to other state-of-the-art CS methods, or even it outperforms
them in several experimental scenarios. However, in all cases the distributed version resulted
in significantly increased CS ratios, which is equivalent to representing a sparse signal using
much fewer basis vectors. In addition, in the case of images MMV BCS-GSM revealed another
remarkable property, namely the ability of acting as a diffusion operator resulting in smoother
images with a higher degree of denoising.

The Gaussian assumption has been adopted in the vast majority of the previous CS methods,
since the Bayesian inference results in simple, closed-form expressions. However, this assumption
is far from being adequate in modeling the statistical characteristics of the signal and/or noise
components in several real-world environments. In Chapter 5, we overcome this limitation
of the Gaussian model by introducing a Bayesian CS method for recovering highly impulsive
signals corrupted by additive impulsive noise. In particular, the highly impulsive nature is
modelled by approximating the prior distribution of the signal and/or noise components with a
Cauchy distribution, which is heavy-tailed and thus appropriate in representing such a behavior.
Besides, the Bayesian inference is carried out by employing a suitable tree-structure, which
results in an efficient implementation of the proposed method using closed-form expressions.
The performance of the proposed CS algorithm was evaluated and compared with other CS
methods based on a Gaussian assumption. The results revealed a significant improvement of
the reconstruction quality when the signal and/or the noise is generated in a truly impulsive
environment, while yielding much sparser solutions, in contrast to the other methods.

The Cauchy distribution employed in the previous method belongs to the family of SαS
distributions, which are heavy-tailed and thus appropriate in modeling highly sparse signals.
Despite this fact, the SαS distributions have not gained the interest of the research community
due to the lack of closed-form density function (except for the Cauchy, and the Gaussian), as
well as the lack of second-order moments. In Chapter 6, we introduced a novel CS algorithm,
where the prior belief that the signal and/or noise are highly sparse (impulsive) is expressed
by modeling their corresponding prior distributions with a member of the SαS family. First,
we proposed a new measurement matrix, which is best adapted to the inherent statistical
characteristics of the sparse signal, with its i.i.d. entries being drawn from a standard SαS
distribution with the same characteristic exponent as the one estimated from the acquired
sparse signal.

Then, we developed a novel iterative greedy algorithm for CS reconstruction of signals with
non-negative components by solving a constrained optimization problem using duality theory
and subgradients. For this purpose, a novel Lagrangian function was introduced which is best
adapted to the case of SαS distributions by exploiting Fractional Lower-Order Moments instead
of second-order statistics, which are not defined for this family of distributions. Moreover,
we showed that the associated dual problem is separable and thus amenable to a distributed
implementation. Motivated by this observation, we extended the SαS-based CS method in a
distributed fashion with a potential application in a WSN.

The experimental results revealed an increased reconstruction performance of highly impul-
sive vectors with non-negative components, while also achieving an increased sparsity when
compared with other state-of-the-art iterative greedy CS algorithms. Besides, we showed that
the computational cost for acquiring and processing the sparse signal at each sensor is reduced
significantly to satisfy the limitations of a WSN.
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7.2 Future work

In this section, we propose several research direction for improving and extending the CS al-
gorithms introduced in the previous chapters with respect to the algorithmic part, as well as
potential applications which could benefit from their increased performance.

First, the proposed GSM-based CS algorithm described in Chapter 4 was developed without
making any assumption for the prior distribution of the scaling factor. However, when this
prior distribution is chosen from the family of positive α-Stable distributions, then the GSM
model reduces to a sub-Gaussian model, which is expected to be more efficient in characterizing
a highly sparse signal due to the additional degrees of freedom provided by its characteristic
exponent and dispersion, resulting in a more accurate approximation of the true heavy-tailed
statistics of the sparse signal. Besides, the distributed extension of the proposed BCS-GSM
method was implemented using to distinct network topologies, namely a star-shaped and a
ring-shaped one. As a future work, several clustering strategies could be examined in order to
reduce the in-network communications, while maintaining a high performance in terms of the
reconstruction quality and the achieved sparsity.

In Chapter 5, the proposed CS method was developed by exploiting the one-to-one corre-
spondence of a sub-Gaussian vector with its underlying Gaussian part. As a direct extension,
this method could be modified such as to employ directly the estimated covariation matrix
(FLOM-based) instead of the associated covariance matrix (second-order statistics).

The SαS-based CS algorithm presented in Chapter 6 was developed under the assumption
of jointly SαS signal and noise components. A direct generalization is the modification of
this method in order to consider the case where the signal and the noise are drawn from SαS
distributions with different characteristic exponents. The greedy algorithm described in this
chapter does not provide the advantage for acquiring adaptively future measurements with
the goal of reducing the estimation uncertainty, as the purely Bayesian methods do. As a
future work, we intend in extending the proposed approach in a purely Bayesian framework.
Besides, the distributed version was implemented in a simple star-shaped network topology. As
a generalization, the proposed distributed method could be modified so as to adapt in several
network topologies and clustering strategies with the goal of reducing further the communication
and processing cost.

The performance of all the CS algorithms introduced in this thesis was evaluated primarily for
the reconstruction of sparse signals (1-D or 2-D). However, there are several applications where
an accurate reconstruction of the original signal is not necessary. Motivated by this observation,
the highly sparse representations achieved by the proposed methods can be exploited in carrying
out several signal processing tasks, such as detection, classification, and retrieval. This will be
one of the main directions of our ongoing research.
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