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Abstract

In recent years, a huge body of data generated by various applications in domains
like social networks and healthcare have paved the way for the development of high
performance models. Deep learning has transformed the eld of data analysis by
dramatically improving the state of the art in various classi cation and prediction
tasks. Combined with advancements in electromyography it has given rise to new
hand gesture recognition applications, such as human computer interfaces, sign
language recognition, robotics control and rehabilitation games.

The purpose of this thesis is to develop novel methods for electromyography
signal analysis based on deep learning for the problem of hand gesture recog-
nition. Speci cally, we focus on methods for data preparation and developing
accurate models even when few data are available. Electromyography signals are
in general one-dimensional time-series with a rich frequency content. Various fea-
ture sets have been proposed in literature however due to the stochastic nature
of the signals the performance of the developed models depends on the combina-
tion of the features and the classi er. On the other hand, the end-to-end training
scheme of deep learning models reduces the e ort needed for nding the best fea-
tures and classi cation model, yet a suitable preprocessing of the signals is still
required. Another problem is that variations in gesture duration, sensor placement
and muscle physiology require continuous adaptation of the trained models using
new recorded data.

The implementation is based on surface electromyography sensors, which com-
prise the input to the end-to-end deep learning pipelines that process and classify
the electromyography signals. Preprocessing and data preparation techniques for
electromyograms are examined, while data augmentation and transfer learning ap-
proaches allow developing personalized models even when few data are available.
Besides their successful application in other domains, the use of deep learning
models allows the development of systems that can easily generalize to new users.
The use of electromyography sensors is important because the developed system
can detect whether any unwanted compensatory movements are performed, which
under typical vision-based interfaces is impossible.

The advancements proposed in this thesis have been evaluated with publicly
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available data repositories. However, considering that the models are trained in
an end-to-end fashion they can be easily adapted to di erent setups.
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Perblhyh

Ta teleutaba grinia, éna ter"stio sOnolo dedoménwn pou paidgtai api di*forec
efarmogéc se tomebc ipwc ta koinwnik™ dbktua kai h ugeiongraijalyh éqoun
anobxei to drimo gia thn an”ptuxh montelwn mhganik ¢ m’jlogie uyhl apidosh.
H baji” m’jhsh éqgei metamorf sei to pedbo thc an“lushc dedom&n belti, nontac
dramatik™ thn akrbbeia se efarmogec taxinimhshc kai priblegh Se sunduasmi
me tic exelbxeic sthn hlektromuografba, sunebale sthn anigh newn efarmog,n
anagn_rishc geironomi.n kai kin sewn tou gerioQ, ipwc diegféc anjr,pou up-
ologist , anagn,rish nohmatik c gl ssac, élegqo rompotik ,n susthm’™twn kai
paignbdia fusik ¢ apokat stashc.

O skopic aut ¢ thc diatrib ¢ ePnai na anaptOxei néec mejidongia thn anlush
twn shm™twn hlektromuografbac me b“sh th baji” m“jhsh gia to piblhma thc
anagn.rishc geironomi,n. Sugkekrimena, esti"zoume se meéguc gia thn proe-
toimasba dedoménwn kai thn an”ptuxh montelwn uyhl ¢ apidgsikimh kai itan
[Dga dedoména ebnai diajesima. Ta s mata hlektromuograf®&oumn genik™ sthn
kathgorba twn monodi“statwn gronoseir,n, €qoun imwc plo@ssugnotiki perieqi-
meno. Di*fora sOnola garakthristik.n @qoun protaje sth bib liografba, wstiso,
ligw thc stogastik ¢ fOshc twn shm™twn, h akrBbeia thc taxini mhshc exart -
tai api to sunduasmi twn qarakthristik,n kai tou taxinomht . Api thn “llh
pleur”, h ekpabdeush twn montélwn baji"c m“jhshc mei, nei thprosp~jeia pou
apaitebtai gia thn eOresh twn katllhlwn garakthristik,.n k ai tou montélou tax-
inimhshc, wstiso apaitebtai akimh mia swst proepexergas®wvn shm™twn. 'Ena
“llo priblhma ebnai iti oi diakum™nseic sth di“rkeia thc geironombac, sthn topo-
jéthsh tou aisjht ra kai sth fusiologBa twn mu,n apaitoOn sun eq prosarmog
twn ekpaideuménwn montelwn grhsimopoi ntac néa katagegreena dedomena.

Arqik”, parousi“zontai oi sqetikéc énnoiec kai h bibliografba pou aforoOn sto
priblhma thc taxinimhshc kin sewn tou gerioO me tegnikéc gahik ¢ mjhshc.
H meleth tou probl matoc xekin®™ me éna apli suneliktiki neunwniki dbktuo pou
epitrépei th diereOnhsh twn shmantik,n paramétrwn. Thn efisdou montélou
apoteloOn eikinec tou s matoc pou dhmiourgoOntai me th rdéjown kuliimenwn
parajOrwn kai égoun diast’seic pou exart ntai api th dirke ia tou parajOrou kai
twn arijmi twn aisjht rwn. Sth sunégeia anazht jhkan teqnik éc pou na epitre-
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poun thn kalOterh montelopobhsh thc gronik ¢ ex’rthshc twshm™twn. H gr sh
akolouji_n frktal kai sugkekriména thc kampOlhc QBPImpert epitrépei thn anadb-
plwsh miac gronoseir’c ston 2D g,ro diathr ,ntac th geitnbas h twn shmebwn kai
epitrépontac to susqgetismi makrin.n shmePwn. H ekpaPdewsirwnik n diktOwn
me dedomena aut ¢ thc morf ¢ odhgeb se shmantik beltbwslakntbbeiac touc. H
sOgkrish me “llec kampOlec fr'ktal faner nei thn beltiwvménh apidosh twn neur-
wnik,n diktOwn pou grhsimopoioOn thn kampOlh QBImpert. IEpip parousi“ze-
tai ena suneliktiki dbktuo pou epitrepei th gr sh pollapl,n epipédwn thc kam-
pOlhc frktal sumb’llontac sthn ekpabdeush montélwn me ligierec paramétrouc
gwrbc na ephre“zetai arnhtik™ h akrbbeia. Akoloujeb h malé&fronik,n sunelik-
tik,n diktOwn ta opoPa protim ntai gia thn kalOterh apidoshtouc se sgésh me
ta anadromik™ dbktua. H an’lush twn exagimenwn garakthrig¢, n debgnei thn
ikanithta aut,n twn diktOwn sth montelopoBhsh gronoseir,n Gia thn taxinimhsh
grhsimopoiebtai wc teleutabo st'dio thc argitektonik ¢ émepbpedo prosoq ¢ pou
sunoybzei ta pio shmantik™ garakthristik™ tou s matoc.

Sth sunéqeia thc diatrib ¢ parousizetai h susthmatik meléth tegnik n epaO-
xhshc dedoménwn. Argik”, analOontai oi sgetikéc melétechsbibliografba pou
aforoOn thn aOxhsh dedoménwn gronoseir.n kaj.c kai montélargsomobwshc
shm™twn hlektromuografbac. Api tic tegnikéc pou bréjhkan sh bibliografba
axiologoOntai h prisjesh GkaousianoO jorObou, h stréblwsh tou pl*touc tou
s matoc, kaj,c kai dOo tegnikéc pou aforoOn sth dhmiourgbagieht,n shm™twn.
EpBshc, gbnetai gr sh thc aposOnjeshc tou s matoc me th gr shc aposOnjeshc
kumatbwn, en, parousizontai treic diaforetikoD tripoi suduasmoO twn parap™nw
tegnik,n. Tiso h poiotik iso kai h posotik an’lush twn apote  lesm“twn se dOo
diaforetikéc b seic dedoménwn deBgnoun iti autéc oi méjogmproOn na belti soun
shmantik™ thn anagn,rish twn kin sewn.

'Epeita, exet"zontai oi tegnikéc metafor"c m“jhshc me skopi hn an”ptuxh mon-
telwn akima kai itan IDga dedoména ebnai diajésima. Anag@smia peiramatik
diadikasba gia thn axiolighsh thc beltistopobhshc tautiqgronwn ergasi.n. H up-
ijesh pou diereun“tai ebnai €'n h gr sh bohjhtik,n ergasi,n , ipwc h ektbmhsh
thc paragimenhc dOnamhc kat” thn ektélesh twn kin sewn, mg na belti_sei thn
kOria ergasPa pou ePnai h swst taxinimhsh thc kbnhshc. Madlakiik méjodoc
ebnai h prosarmog pedbou. Sugkekrimena upojetoume iti @mavniki dbktuo ek-
paideumeéno gia thn taxinimhsh twn kin sewn se mba b"sh desammporeb na ex’gei
garakthristik™ pou na ebnai qr sima gia thn taxinimhsh twn k sewn miac “llhc
b“shc dedoménwn. Par’llhla diereun“tai kai h epbdrash thagepexergasbac sthn
ekpabdeush twn metaferimenwn montelwn. Ta apotelésmata psifaoun shman-
tik beltbwsh gia to st'dio proepexergasbac pou diathreb moi thn anergimenh
f'sh tou s matoc, prigma pou shmabnei iti gbnetai swst pribeyh thc ekteloO-
menhc kbnhshc grhsimopoi ntac éna pososti thc di‘rkeiacus matoc. Epipléon,
diaforéc sthn apidosh entopPzontai metaxO twn neurwnik, rkifdwn.

H diatrib oloklhr,netai me thn perblhyh twn shmantik,n sumperasm“twn ka-
j.c kai me prot“seic gia mellontik éreuna.
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Introduction

A variety of biomedical signals can be measured on the human body. In most cases,
these biosignals originate from changes in the electric current across a tissue or
an organ. These currents produce voltage di erences that can be measured on
the body surface, characterizing indirectly the sources of the electric currents
within the body and hence providing some information about the physiological
state of internal organs and tissue activation. Myoelectric signals are associated
with the activation and movement of skeletal muscles. The process of measuring
these signals is called Electromyography (EMG) and the recorded signal provides
information about the state of the muscles involved during a movement that results
in changes to joint dynamics/kinematics and body posture. A type of movement
that carries a special meaning is gestures. Each gesture utilizes di erent joints,
thus di erent muscles are activated. Therefore, various patterns can be detected
in the recorded EMG signal that allow the recognition of each gesture. This
technique, and in particular hand gesture recognition, nds many applications,
such as prostheses control in amputated individuals, sign language recognition,
rehabilitation.

Pattern recognition employs data analysis tools and signal processing for the
automated detection of patterns in data. Regarding EMG-based hand gesture
recognition, these patterns are used to discriminate between di erent gestures. In
case a set of EMG signals is recorded while hand gestures are performed, Machine
Learning (ML) techniques are usually applied. They consist of algorithms that
learn from data and can detect the underlying structure of these data. They also
require some domain knowledge in order to extract the proper signal character-
istics that could be useful for discriminating between various gestures. Recent
progress in this domain has given rise to Deep Learning (DL) models. These
are optimized in an end-to-end fashion by using a su ciently large amount of
data. Advancements in elds like computer vision and language processing have
expanded the application of DL methods in other domains including biomedical
signals. Reasonably, one could investigate whether such approaches can be useful
for EMG-based hand gesture classi cation, considering that it may be hard to
acquire enough data.



Chapter 1. Introduction

1.1 Objectives

The aim of this thesis is to advance DL-based electromyography signal analysis
for the problem of hand gesture recognition. To achieve this goal, the following
objectives are speci ed:

" investigate methods for data preparation and proper representations of sur-
face Electromyography (SEMG) signals

" develop accurate DL models and techniques for the classi cation of a large
number of hand gestures

Throughout the thesis special care is taken in order to follow evaluation pro-
tocols proposed in previous works in the literature. This allows the comparison of
our developed methods with existing research in the eld.

1.2 Outline

The remainder of the thesis is organized as follows. Chapter 2 provides the basic
concepts of myoelectric signals and hand gesture recognition. In Chapter 3 an
introduction to the basic terminology and fundamentals of DL is made. Chapter 4
presents our contributions to the development of DL models for the task of SEMG-
based hand gesture recognition. In Chapter 5, we propose data augmentation
methods for SEMG signals that can be used to expand the available data for
optimizing the performance of deep models. Chapter 6 explores the application of
domain adaptation and speci cally Transfer Learning (TL) to gesture recognition
using deep neural networks. Finally, Chapter 7 summarizes our work and outlines
proposals for future work.



Electromyography and Hand Gesture
Recognition

2.1 Introduction

This chapter provides the basic concepts of myoelectric signals and hand gesture
recognition. Firstly, we describe what gesture recognition is, while a presentation
of the most common sensor technologies is made. Further, the fundamentals of
muscle physiology and EMG signals are described. Finally, the SEMG datasets
used in this work are introduced.

2.2 Hand Gesture Recognition

Gesture is any movement performed by a human in order to manipulate an ob-
ject or communicate with others. It involves the physical movement of one or
more body parts, e.g. ngers, hands or head. According to [86], gestures can be
distinguished into three categories:

A

Body motions that include full body movements
" Upper limb gestures, i.e. hand and arm gestures and postures

" Head gestures and other facial expressions, such as head shaking and eyebrow
frowning

Gestures are used either to convey a message, e.g. waving at someone, or to
interact with objects in the environment, e.g. opening a bottle.

A gesture recognition is the procedure of interpreting the gesture performed
by a human and reveal its intent. In computer science, a mathematical model
is utilized to analyze and decode the performed gesture which can be used as an
input command to a computer program. Among the di erent body parts involved
in a gesture, the hand is the most suitable for Human Computer Interaction (HCI)
applications, since it is most commonly used for the interaction between humans

3
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[1]. Depending on the sensor modalities used, hand gesture recognition systems
can be categorized into vision based and non-vision based.

Vision based approaches utilize one or more cameras to extract the gesture
information from video sequences. The basic technique consists of the detec-
tion of the hand within the video frame, separation from the background, feature
extraction, tracking of the hand between the video frames and nally, recogni-
tion/classi cation of the gesture. The image modality used to acquire the video
of the gesture can be a single or a stereo camera which in many cases are accom-
panied by re ective markers worn by the users that facilitate the detection of the
hand. Further, depth sensors are emerging which provide some bene ts to camera-
based methods. For example, they are robust to varying color and illumination
conditions of the scene, thus o ering a better 3D reconstruction of the hand. Also,
the use of skeletal models of the hand can guide the extraction of visual features
and facilitate gesture classi cation [49].

Despite the advancements in vision based algorithms, the use of cameras in
gesture recognition is connected with some disadvantages. Firstly, many have
raised concerns about the privacy of the users. The captured video or depth
information can expose sensitive data about the users and their surroundings.
For example, one could extract how many people are in the room, determine the
user's height from skeleton landmarks, and decipher what a person is writing [38].
Further, it is a very di cult task to recognize subtle movements or hand gestures
when some of the ngers are covered by other body parts, whereas it is impossible
to determine the exerted force, a useful quantity in rehabilitation applications.
Another equally important disadvantage of camera systems is that they are often
used indoor and in controlled environments. In this case, no data are acquired
outdoor and outside the camera's eld of view. Finally, the cost of camera based
solutions can be prohibitive in case multiple cameras are needed.

Non-vision based solutions utilize various types of sensors except cameras.
Gloves based on mechanical sensors can record nger movements across multiple
degrees of freedom. When they are combined with accelerometers and gyroscopes
they can also recognize movements of the wrist. Another solution is the use of
bands of sensors, such as EMG or Inertial Measurement Units (IMUs), worn on
the arm or the wrist. EMG sensors measure the electrical signals generated by the
muscles during a movement, whereas IMUs can detect the orientation of the arm
which is useful in dynamic movements and rotations of the forearm. Further, non-
wearable sensors can be employed for hand gesture recognition. For example, radio
frequency based systems can distinguish between di erent gestures depending on
how radio signals are re ected o the human body [140]. Although a promising
solution, they require the user to be within a short distance from the device.

The review of [82] presents the sensor technologies that appear in gesture
recognition literature up to 2016. Their analysis shows that the use of camera-
based solutions as well as motion capture gloves has diminished over the last years.
Possible reasons might be the requirement for good illumination of the scene, low
accuracy due to occlusion from other objects in the scene, the need for more than
one cameras that makes it an expensive solution, and most importantly privacy
issues.
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On the other hand, the use of non-vision based technologies such as wearable
sensor-bands is growing quickly. The development of low cost and more accurate
hardware has contributed to the increasing adoption of EMG sensors for the task
of hand gesture recognition. These sensors record the electrical information that
results in performing a gesture, thus apart from HCI they found many applica-
tions in physiological/biomechanical studies, as evaluation tool in physiotherapy,
in sports training, and ergonomics [72]. They are valuable in physiotherapy be-
cause they can reveal whether the correct muscles are activated during a movement
allowing the health practitioner to determine if the patient performed any com-
pensatory contractions or not. Another advantage of EMG sensors over camera
based approaches is that they do not su er neither from problems related to the
illumination of the user's space nor from occlusion and line of sight issues. Finally,
they can have a higher precision than cameras, because, by measuring the signals
that cause a movement, they can recognize even very subtle gestures.

2.3 Physiology of Electromyography Signals

Before continuing with the presentation of signal processing and pattern recog-
nition techniques for EMG signals, it is essential that the generation process of
muscle activation is understood. The goal of this section is to describe the ele-
mentary physiology of muscle activation and the basic properties of EMG signals.

2.3.1 Muscle Activation

The stimuli to contract a muscle or perform a movement is generated in the motor
cortex of the brain or the spinal cord and it is transmitted to the speci ¢ muscle
via a motor neuron. Skeletal muscles are attached to bones by tendons and they
consist of long muscle cells callethuscle bres A motor neuron can innervate
more than one muscle bre. The motor neuron with its dendrites and axon along
with the muscle bres it innervates is also known as anotor unit (Fig. 2.1a).
The term “unit' means that all muscle bres of a given motor unit act as one
[72]. Further, a muscle unit consists of the muscle bres innervated by a single
axon. Since a motor neuron can innervate a few muscle bres, more neurons are
required to activate the whole muscle. Anotor nucleusconsists of all the motor
neurons that innervate a single muscle. It is important to understand that the
motor neurons in a motor nucleus do not re all at the same time. Also, the motor
units contain various numbers of muscle bres. For example, the motor units rst
recruited during a contraction innervate fewer muscle bres, so they have smaller
muscle units, than the motor units that re later [34].

The stimuli of the motor neuron, also called axonal action potential or neural
drive, is transmitted to muscle bres through the release of chemical agents in the
motor end-plate. These action potentials cause the depolarization of the muscle
membrane and when a voltage threshold is exceeded, Muscle Unit Action Poten-
tials (MUAPS) are generated that travel along the muscle bre in both directions
at a speed known asonduction velocity This excitation is converted into a muscle
contraction. The action potentials cause the release of €awhich interacts with
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Figure 2.1: Muscle innervation and muscle structure. In (a) the innervation of two motor units
is shown (image taken from [39]). In (b) the structure of a skeletal muscle is depicted (image
taken from [32])

regulatory proteins in the intra-cellular space. In a muscle bre there are actin
and myosin laments repeated in contractile units callecsarcomeres(Fig. 2.1b).
The presence of CH is necessary to allow actin and myosin slide over each other
and shorten the muscle leading to contraction. At some point maximum over-
lap between actin and myosin is achieved and the muscle shortening stops. Also,
shortening can stop early in case no more action potentials are generated and the
concentration of C&* is reduced.

More than one action potential is required to keep the sliding laments in
motion. A single stimulus is not enough for the end position to be reached. Muscle
shortening will continue only if a second stimulus arrives before the muscle has
relaxed. The frequency at which the stimulation occurs is calleaction potential
frequencyor discharge rate For a given discharge rate, the force developed by a
muscle unit will depend on the length and rate of change in length of its muscle
bres. The force will take a maximum value at an intermediate length when
the number of bindings between the laments in the sarcomere is maximal. The
length at which peak muscle unit force is achieved increases with a decrease in
action potential frequency. The maximal force capacity of a muscle unit depends
on the cross-sectional area of the bres, the force capacity of the bres and most
importantly on the number of bres it innervates. More details about how all
these parameters correlate can be found in any physiology textbook [113, 145].

2.3.2 Electromyography

Electromyography (EMG) is the signal that is generated by the electrical activity
of muscle bres during a contraction. It can be measured with either surface
electrodes, i.e. SEMG, attached to the surface of the skin or with intramuscular
needle electrodes, i.e. intra-muscular Electromyography (iEMG), inserted into a
muscle. sEMG recordings are best suited for the analysis of super cial muscles,
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whereas IEMG can reach deeper muscles and record the discharges of individual
muscle bres. Although less reliable, SEMG is a non-invasive technique and due to
the advancements in electrode hardware and signal processing it has found many
applications in rehabilitation and physiological studies [17]. In the remaining of
this section we focus on the properties of surface electrodes which constitute an
important part of this thesis.

SEMG is the signal that results from the superposition of MUAPs that can be
detected under the electrode site. Two electrodes are placed at a short distance
in the direction of the muscle bres in a con guration known as "bipolar measure-
ment'. The amplitude of the signal can vary between 0 and 10 mV (peak-to-peak).
The frequency content ranges from 0 Hz to 500 Hz, while the most energy is found
in the region below 150 Hz. Therefore, to ful | the Nyquist theorem a sampling
frequency of at least 1 kHz is required to capture the entire information the EMG
can provide.

The sources of the signal are separated from the electrodes by biological tissues.
These are known as thevolume conductorand act as a low-pass Iter [37]. In
IEMG, the insertion of electrodes directly into the muscle allows the detection of
electric potentials very close to the source, thus the volume conductor in uence
is minimized. On the other hand, for surface electrodes, when the thickness of
the tissue layer increases, the signal amplitude decreases and the bandwidth is
reduced [37, 104]. Therefore, the positioning of the electrodes is signi cant. The
best position is found between the innervation zone and the tendon, while for
dynamic studies, i.e. studies that include movements of joints, the electrodes need
to be attached at the centre of the muscle in the most exed posture [72].

A problem encountered in the recording of many biological signals is interfer-
ence from other signals and artifacts. A common source of contamination is the
Power Line Interference (PLI) which has a fundamental frequency of 50 Hz/60
Hz. This frequency component as well as the rst harmonics are well within the
frequency range with the most of the SEMG energy. Thus, it is necessary to
remove the PLI using Itering techniques such as bandstop/notch lters or statis-
tical methods, before further analysis of the signal. Another problem that SEMG
recordings su er from is cross-talk. It refers to measuring a signal over a cer-
tain muscle that is generated by another nearby muscle. One way to deal with
this issue is to increase the selectivity of the electrodes. In [29], it is shown that
a double di erential recording can reduce the volume of muscle from which the
electrodes measure the signal. A speci c kind of cross-talk is the contamination
of the SEMG recordings from ECG spikes. ECG artifacts appear when recording
SEMG from muscles around the heart, such as the shoulder and the upper trunk
[72]. This artifact has a center frequency of 80 Hz which is within the region
of maximum power of the SEMG. In order to reduce its e ect, adaptive Itering
[83] or decomposition techniques [123] can be used. Other sources of interference
include motion artifacts, e.g. due to electrode-skin contact and movements of the
recording cables. Finally, to improve the quality of the SEMG signal a proper skin
preparation is normally required which includes removing hair, cleaning the skin
with alcohol solvents or rubbing with conductive paste [72, 85].

Myoelectric activity can be measured from the surface of the skin using either
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wet or dry electrodes. In the rst case, a conductive gel is used to reduce the
electrode-skin impedance while an adhesive paste secures the electrode placement
to avoid motion artifacts. On the other hand, dry electrodes are applied directly
over the skin without any preparation. A layer of dead skin tissue along with
an oily surface result in a high impedance which consecutively has a negative
impact on the SNR of the recorded signal. Further, the lack of adhesive paste
makes dry electrodes prone to motion artifacts. Although wet electrodes have been
the gold standard for sEMG, they can be unsuitable for long-term monitoring,
because the gel dries gradually deteriorating the signal quality. Research has
shown that the performance of the dry electrodes can be as good as the one of
wet electrodes in case of stationary settings [85], i.e. when the measured subject
does not perform big movements. Further, recent works have made advancements
in the development of robust dry electrodes. In [85], a dry electrodes design based
on capacitive electrodes is proposed. Since they do not require a good resistive
contact with the skin, they can be attached directly without any preparation. In
addition, [107] presents an improved electronic design for dry electrodes based on
stainless steel or titanium thin Ims, whereas [106] suggests the use of a copper
and zinc alloy, which o ers an SNR comparable to wet electrodes. As a result,
wearable sleeves or armbands based on dry electrodes are the most bene cial
option for telemonitoring, sports and rehabilitation.

2.4 Electromyography Datasets

In the EMG-related literature, techniques have been developed for processing
EMG signals, classifying hand gestures and estimating exerted force. In most
of the cases, the datasets that were collected for these studies have been kept pri-
vate by their authors. Over the last decade, researches have made EMG datasets
publicly available. This paved the way for developing benchmarking tools and
allowing direct comparison of di erent methods. In this section we provide the
details of Ninapro [6], putEMG [65] and IEE [18] datasets that were used for the
evaluation of the methods developed in the current thesis.

2.4.1 Ninapro

Ninapro is a a publicly available multimodal dataset intended to promote research
on robotic and prosthetic hands controlled with Al. It consists of 10 databases
that contain SEMG, IMU, hand kinematics and dynamics, eye tracking and clinical
data. Data records are collected from healthy subjects as well as amputees. Based
on previous works and standard lists of hand postures and grasps, a total of 52
hand and wrist movements were selected [6]. These are divided into four categories
(Table 2.1):

" 12 basic movements of the ngers including extensions and exions
" 8 isometric hand postures

~ 9 basic movements of the wrist
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~ 23 grasps and functional movements using everyday objects

Data are organized into 10 databases where each one contains all of the 52 ges-
tures or a subset. Additionally, di erent modalities are employed in each database.
Regardless of the database, the same acquisition protocol was followed in every
case [6]. The subject sits comfortably on an adjustable chair, in front of a table
with a large screen that shows the movement cue. Sensor units, e.g. SEMG elec-
trodes and a dataglove, are worn on the dominant hand. For the amputees, SEMG
electrodes are placed on the stump while the dataglove is worn on the intact limb,
and the subject is asked to perform each movement with both hands. Before the
experimentation starts, the subjects underwent a training phase to familiarise with
the procedure. After that, each gesture was repeated a number of times, where
each repetition lasted around 5 s and a rest period of 3 s was reserved between
movements to avoid muscle fatigue. When one gesture was repeated the speci ed
number of times, the subject continued with the next gesture until all were per-
formed. Details of each database are given in Table 2.2, while a brief description
follows.

The DB1 database [7, 8] includes 10 repetitions of 52 di erent movements
collected from 27 intact subjects (ag28 3:4yrs). The sEMG data are acquired
using 10 OttoBock MyoBock 13E200 electrodes, while kinematic data are acquired
using a Cyberglove Il dataglove. The electrodes provide an RMS recti ed version
of the SEMG signal at a sampling rate of 100 Hz. Eight out of the 10 electrodes
are equally placed around the forearm and the other two are placed on the main
exor and extensor muscles ( exor digitorum super cialis and extensor digitorum
super cialis respectively). A similar placement is followed in the rest of Ninapro
datasets as shown in Fig. 2.2.

In the second and third databases [7], 12 Delsys Trigno wireless electrodes
are used. Ten of the electrodes are placed the same way as in DB1, whereas the
remaining two are placed on the main activity spots of the biceps branchii and
triceps branchii. These electrodes not only sample sEMG signals at a rate of
2 kHz, but they also integrate a 3-axes accelerometer that provides acceleration
measurements at 148 Hz. Data records include acquisitions from 40 subjects while
performing 40 gestures each one repeated 6 times. Finally, kinematic data are
collected with the same dataglove.

In the DB4 database [98], SEMG signals are recorded with a Cometa Wave
SEMG system. It consists of 12 lightweight sensors operating at 2 kHz sampling
frequency which are placed the same way as in DB2. Ten subjects perform 52
gestures each one repeated 6 times. In contrast to previous databases, neither
kinematic nor acceleration data are recorded.

The DB5 database [98] includes data from 10 intact subjects recorded with two
Thalmic Myo armbands. Each armband consists of 8 SEMG dry electrodes and a
9 axis IMU. sEMG measurements are reported at 200 Hz sampling frequency and
IMU data at 50 Hz sampling rate. Both data streams are transferred via bluetooth
to the recording station. To synchronize the two devices a custom timestamping
procedure was developed. Each subject wears the two armbands one next to the
other. The upper one is placed closer to the elbow following the con guration of
the previous databases, whereas the lower armband is placed just below the rst,
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Figure 2.2: Sensor placement for Ninapro datasets. The electrodes attached to the forearm in
Ninapro DB1 are shown in (a), for Ninapro DB2, DB3, DB4, DB7 are shown in (b), for Ninapro
DB5 are shown in (c), for Ninapro DB8 in (d), and for MeganePro in (e). In (a) and (b),
number “1' corresponds to eight equally spaced electrodes around the forearm, while number
2" are individual electrodes. The numbering in (d) corresponds to the order the electrode
measurements are saved in the data recordings. Images taken from [6, 7, 98, 74, 44].

tilted by 225degto Il the gaps left by the rst armband. Each subject performs
52 gestures repeated 6 times. Kinematic data are acquired using the Cyberglove
Il dataglove.

The DB6 database [93] has been built to facilitate studies related to repeata-
bility of classi cation of hand grasps. The experiment consists of 12 repetitions
of 7 grasps performed on a set of 14 objects. The number of repetitions is equally
distributed among two objects. Each repetition lasts for 4 seconds and is followed
by 4 seconds of rest. SEMG signals are collected with 14 Delsys Trigno electrodes.
These are equally spaced around the forearm with the rst eight being placed at
the height of the radio humeral joint (as in previous databases) and the remaining
6 placed just below the rst row, in correspondence to the empty spaces of the
rst row and positioned in order to avoid positioning over the ulna.

10
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The seventh Ninapro database [73] includes 20 intact subjects and 2 amputees
recorded with 12 wireless electrodes from the Delsys Trigno EMG system. The
sensors are placed as in DB2, while kinematic data are collected by a dataglove.
The subjects repeated 40 gestures 6 times.

The DB8 database [74] is intended to be used as a benchmark for decoding
nger position rather than motion classi cation. The experiment comprised ten
repetitions of nine movements including single- nger as well as functional move-
ments. Ten intact and two transradial amputee subjects were recruited. For the
able-bodied group, 16 Delsys Trigno sensors were placed on the participants' right
forearm arranged in two rows of eight equally spaced sensors, without targeting
speci ¢ muscles. Following a similar con guration, 13 and 12 sensors were used,
respectively, for the two amputee participants. The sampling frequency of SEMG
signals was set to 1111 Hz and the sampling of the IMU signals was set ot 148
Hz. Then, all signals were upsampled to 2 kHz and synchronized. Kinematic data
were collected with the Cyberglove II.

In the DB9 database [61], the authors provide the calibrated kinematic data
collected from the 77 subjects of DB1, DB2 and DB5. The depository contains
the raw kinematic data as well as the calibrated ones. SEMG and accelerometer
data can be found on the original databases.

The last Ninapro database, called MeganePro, [44] comprises four depositories.
It is a multimodal dataset from intact and hand amputated subjects including
electromyography, inertial, gaze tracking, visual, behavioral and clinical data. It
has been developed in order to improve robotic prosthesis control through the
analysis of eye-hand coordination.

In the experiments presented in this thesis, we are interested in using elec-
tromyography data for the classi cation of hand gestures. Thus, from the Ninapro
project we have utilized databases DB1, DB2, DB3 and DB7. A sample from the
SEMG signals found in these databases is shown in Fig. 2.3.

2.42 putEMG

The putEMG dataset [65] contains SEMG data collected from 44 participants
during two recording sessions separated by one week. The dataset includes 7
active gestures recorded using a matrix of 24 3D-printed electrodes, i.e. 3 rows of
8 sensors, placed around the forearm. The rst band was placed in approximately
1=4 of forearm length measuring from the elbow, each following band was separated
by approximately 1=5 of the forearm length. The electrode bands were aligned
such that the rst electrode of each band was over the ulna bone. In Fig. 2.4
the placement of the sSEMG electrodes is shown. sSEMG signals were sampled
at 5120 Hz using a universal, desktop multi-channel biosignal ampli er, MEBA
by OT Bioelettronica. Signals were recorded in monopolar mode with reference
electrodes placed close to the wrist of the examined arm.

During each recording session, every gesture was repeated 20 times organized
in 3 experiments. These di er in the number of repetitions, their duration, and the
order of gestures (Table 2.4). Electrode placement repeatability was not ensured,
thus there might be di erences between the experiments.
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Figure 2.3: Sample of SEMG signals from Ninapro databases DB1, DB2, DB3, and DB7. The
title in each gure shows the database, the subject id, the gesture and the repetition. The colors
correspond to di erent electrode channels.

Figure 2.4: Sensor placement for the putEMG dataset. Twenty-four electrodes are placed around
the forearm forming an electrode grid of size3 8. Image taken from [65].

From the above experiments, in the current thesis we use the ‘repeats-long' of
the rst recording session because it contains the most repetitions. We did not
merge neither the data in the two sessions nor data from di erent experiments
to exclude possible errors due to dierences in electrode placement. Further,
following the analysis in [126] we apply the "chained8' di erential con guration
along each electrode band. This means that electrode values result from the
di erence of two neighbouring electrodes. A sample from the sEMG signals found
in this database is shown in Fig. 2.5a.
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Figure 2.5: Sample of sSEMG signals from putEMG and IEE databases. The title in each gure
shows the database, the subject id, the gesture and the repetition. The colors correspond to
di erent electrode channels.

243 |EE

The IEE sEMG database [18] was formed to provide benchmark data that enable
tests on di erent methodologies based on EMG signal processing. Itis based on the
Ninapro DB1 and DB2 datasets of which the experimental protocol was followed.
Speci cally, 4 healthy subjects were recruited to perform 17 gestures, i.e. hand
postures and wrist movements groups from Table 2.1, for a total of 22 repetitions.
The experiment is organised into 4 assays which di er according to the number
of repetitions and the order of the movements. Assays A and B contain 6 and 10
repetitions respectively and the gestures are performed sequentially as in Ninapro.
On the other hand, assays C and D were identical to assays A and B except that
the gestures were performed in random order. The sEMG were acquired using
12 electrodes placed in the forearm in the same fashion as in Ninapro DB2. The
sampling frequency was set to 2 kHz.

In our experiments we did not include the assays with random gestures in order
to avoid any labeling errors that may appear due to the subjects' confusion [18].
From the sequential assays, we used the second one, assay B, which contains more
repetitions. A sample from the SEMG signals found in this database is shown in
Fig. 2.5b.
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Table 2.1: Gestures used in Ninapro dataset. Numbers in parentheses in the second column
correspond to the global gesture label.

Group  Label number  Description

0 (0) Rest
w 1-2 (1-2) Index exion and extension
% 3-4 (3-4) Middle exion and extension
S 5-6 (5-6) Ring exion and extension
E.’, 7-8 (7-8) Little nger exion and extension
o 9-10 (9-10) Thumb adduction and abduction

11-12 (11-12) Thumb exion and extension

1(13) Thumb up
* 2 (14) Extension of index and middle ngers, exion of the others
% 3 (15) Flexion of ring and little nger, extension of the others
g 4 (16) Thumb opposing base of little nger
° 5(17) Abduction of all ngers
ﬁ:" 6 (18) Fingers exed together in st

7 (19) Pointing index

8 (20) Adduction of extended ngers
" 1-2 (21-22) Wrist supination and pronation (rotation around middle nger)
% 3-4 (23-24) Wrist supination and pronation (rotation around little nger)
é 5-6 (25-26) Wrist exion and extension
§ 7-8 (27-28) Wrist radial and ulnar deviation

9 (29) Wrist extension with closed hand

1-2 (30-31) Large and small diameter

3(32) Fixed hook
4 (33) Index nger extension
5 (34) Medium wrap
@ 6 (35) Ring
3 7 (36) Prismatic four ngers
£ 8 (37) Stick
IS 9 (38) Writing tripod
E 10-12 (39-41) Power, three nger, and precision sphere
g 13 (42) Tripod
© 14-15 (43-44) Prismatic and tip pinch
% 16 (45) Quadpod
o 17 (46) Lateral
18-19 (47-48)  Parallel extension and exion
20 (49) Power disk
21 (50) Open a bottle with a tripod grasp
22 (51) Turn a screw (grasp the screwdriver with a stick grasp (8))
23 (52) Cut something (grasp the knife with an index nger extension
grasp (4))
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Table 2.2: Details of the databases in the Ninapro depository. DB3 is collected from amputee
subjects, while in DB7, DB8 and DB10 there are both healthy and amputees (the second value
given corresponds to the number of amputees). DB9 contains calibrated kinematic data collected
from the subjects in DB1, DB2, and DB5.

DB Gestures Trials Subjects  Electrodes Sampling (Hz) Other
modalities
DB1 52 10 27 10 100 glove
glove,
DB2 40 10 40 12 2000
acceIFr\?emeter
DB3 40 6 11 12 2000 glove,
accelerometer
DB4 52 6 10 12 2000 -
DB5 52 6 10 16 200 glove,
accelerometer
DB6 7 12 10 14 2000 accelerometer
DB7 40 6 20+2 12 2000 glove, IMU
DB8 9 10 10+2 16 1111 glove, IMU
DB9 40 - 77 - - glove only
glove, IMU,
DB10 10 4 30+15 12 2000 eye tracking,
video

Table 2.3: Hand gestures used in putEMG dataset. Numbers in parentheses in the second
column correspond to the global gesture label.

Label number Description

1 (1) Relax/rest: subject was allowed to move hand freely, with no
restriction or put the hand on the table ] ]
Idle: subject was asked not to move the hand at all while keeping

0 (0) .
the muscles relaxed. It separates each gesture execution

1(1) Fist

2(2) Flexion

3(3) Extension

6 (4) Pinch thumb-index

7 (5) Pinch thumb-middle

8 (6) Pinch thumb-ring

9(7) Pinch thumb-small

Table 2.4: Experimental protocol in putEMG dataset. A repetitive order means that every
gesture is repeated a number of times before the next gesture is performed, while a sequential
order means that all the gestures are performed before starting the next repetition sequence.

Repetition

Experiment Repetitions duration (s) Order

repeats-long 8 3 repetitive
sequential 6 3 sequential

repeats-short 6 1 repetitive

15



Chapter 2. Electromyography and Hand Gesture Recognition

16



Deep Learning Fundamentals

3.1 Introduction

ML and DL are sub elds of Arti cial Intelligence (Al) (Fig. 3.1). Al is the scien-
tic eld which studies how to create computers and computer software that are
capable of intelligent behaviour. Both ML and DL utilize Al algorithms to create
models that make predictions or classi cations based on input data.

In ML, computer algorithms that learn from data are studied and developed.
The goal of these algorithms is to detect a hidden structure associated with the
data generation mechanism [125]. Instead of explicitly following a list of instruc-
tions to solve a problem, like traditional computer programs, in ML a computer
is given a model which can evaluate examples, and a small set of instructions to
modify the model when it makes a mistake [16].

DL is a class of ML algorithms that has revolutionized many elds of data
analysis [46]. For example, Convolutional Neural Networks (CNNs) and Recurrent
Neural Networks (RNNs) were successfully deployed for image classi cation and
speech recognition tasks, respectively. DL methods di er from conventional ML
approaches in that feature extraction is part of the model de nition, therefore
obviating the need for hand-crafted features. Although these methods are not
new [46], they recently gained more attention due to the increased availability
of abundant data and vast improvements in computing hardware allowing these
computationally demanding methods to be executed in less time.

In the next section, we de ne the basic terminology and explain the funda-
mentals of DL. We have chosen to dedicate a separate section to CNNs, because
they play a dominant role in our work. Finally, in the last section of the chapter
we present the procedure followed in hand gesture recognition.

3.2 De nitions and Fundamentals

An ML model can be de ned as a functiony = f(x; ), wherex is the input
example,y is the model prediction and are the parameters that our model uses.
The model parameters are learned while the model is exposed to more and more
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Artificial Intelligence

Machine Learning

Deep
Learning

Figure 3.1: Deep Learning (DL) and Machine Learning (ML) as sub elds of Arti cial Intelligence
(Al).

examples from a training set(x,;y,);n = 1;2;::;;N. With an optimal set of
parameters the model makes as many correct predictions as possible.

Classi cation and regression

Two problems that are encountered to a great extent in ML and DL are thelas-

si cation and regressiontasks. In classi cation, an unknown example is assigned
one out of the available known classes/categories. It is usually assumed that each
example belongs to only one category. For example, in handwritten digit classi -
cation, binary images correspond to each numerical digit and are assigned to one
of the ten classes (0-9).

Often after a pre-processing step a better representation of the input data is
found through a process known afeature learning or feature extraction During
this step, raw data are encoded in an e cient way that preserves the input infor-
mation. Domain knowledge is used to extract features or attributes from the raw
data in order to make the input more useful for the ML model. The set of the
m selected features is called thi&eature vector so that each example can be rep-
resented in anm-dimensional space, known as thieature space [125]. Features
vary in signi cance, thus feature selection methods have been developed that can
reduce the number of features to keep the most informative ones and prevent the
model from becoming too speci c to the training data set.

In the next step, a functionf () known as the classi er is designed so that it can
predict the output category given an input. Speci cally, the corresponding feature
vector x is formed and fed into the classi er. The output is one of the available
class labels and it is computed based on the valuefgfx). With an m-dimensional
input space andk possible categories, the mapping function is: X 'Y where
X 2 RM"andY = fCy; Cy; :i1; Ckg is the output space.

The main di erence between classi cation and regression tasks is the type of
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the output. In regression tasks, the outputy is not one out of an available set
of values but instead it takes values in an interval on the real axis. Similarly to
classi cation tasks, a pre-processing step is usually used for feature extraction and
selection. The mapping function becomels: X 'Y whereX 2 R™ andY 2 R.
Predicting the price of a house given its features like the size, the number of rooms,
the location, etc. is one of the common examples of regression.

Though similar, classi cation and regression have di erent goals. In regression,
the function f () models how the data are generated so that the output follows the
trend of the data in the feature space. On the other hand, the classi er function
f () learns a decision boundary such that the input data are correctly separated
into their corresponding classes.

(Un)supervised learning

Another distinction of ML algorithms is based on whether the training data con-
sists of input-output pairs or not. The type of learning where the ground-truth
outputs are available during training is calledsupervised learning The training
data can be seen as the available previous experience, and based on this, the model
can make predictions for the future [125]. There is a wide range of supervised
learning algorithms, each with its strengths and weaknesses (e.g. Support Vector
Machine (SVM), k-nearest neighbors, neural networks). The examples mentioned
earlier, i.e. handwritten digit classi cation and house price prediction, are ad-
dressed with supervised learning algorithms. On the other hand, amsupervised
learning algorithm learns from unlabelled training data. What such an algorithm
does is to uncover the distribution of the input data, thus it can learn useful prop-
erties of the structure of the dataset. Some of the most common algorithms used
in unsupervised learning include clustering (e.g. k-means), anomaly detection and
neural networks (e.g. autoencoders).

A probabilistic approach

In a probabilistic approach, an ML model can be thought of as a hypothesis about
the relationship between the inputX and the output y. The probability p( ) is
called the prior and represents our knowledge about before observing the data
[46]. Using Bayes Theorem we can describe this relationship as:

(X;yj )p( )
p(xX;y)

This means that the probability of the modelf (x; ) being true after data(X ;y)
are observed equals the the probability of observing the data given the model
parameters multiplied by the prior probability and divided by the probability of
observing the data regardless of the hypothesis.

The p( jX ;y) is called theposterior probability and shows the distribution of
the model parameters after observing some data. Initially, the prior is considered
to have high entropy that represents our uncertainty on the model parameters
before any data is observed. During optimization, the entropy of the posterior is
reduced meaning that we are more certain about the parameters of the model.

o( jX:y)= P (3.1)
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To make predictions about new data pointdy+1 = (Xn+1;Yn+1), after hav-
ing observedfdy;::;;dyg = f(Xg1;y1); 5 (XN Yn )9 We need to integrate over the
distribution of

z

p(dn+1jdy; i dy) = p(dy+1j )p( jdi;::;dy)d (3.2)

Therefore, any uncertainty about the model is taken into account.

One drawback of this approach is that the prior greatly a ects the optimiza-
tion of the model, thus a poor selection of the prior probability will result in a
suboptimal model. Also these methods su er from the high computational cost
and the integrals are often intractable.

ML models

Arti cial Neural Networks (ANNs) are computing systems inspired by the biolog-
ical neural networks that constitute animal brains. The basic building element of
the brain is the neuron. A neuron is connected to other neurons via the synapses
that carry the information from one neuron to the other. Each neuron performs
an aggregation of its inputs and when the sum exceeds a patrticular threshold,
the neuron sends an electrical spike to another neuron through the axon. A com-
putational model of the neuron called theperceptron was developed by Frank
Rosenblatt [105] which resulted in many advancements in ML thereafter.

An ANN is based on a collection of connected units or nodes calladi cial
neurons which loosely model the neurons in a biological brain. The connections
between the neurons have a weight that adjusts as learning proceeds. This weight
increases or decreases the strength of the signal at a connection. Typically, neurons
are aggregated into layers and each layer can have a di erent number of neurons.
The input is propagated from the rst layer (input layer) to the last layer (output
layer) possibly after traversing a number of intermediate layers (hidden layers).

The most typical kind of a neural network is the Multi Layer Perceptron
(MLP). MLP is a supervised learning algorithm that learns a functiorf () : R™ !

R° by training on a dataset, wherem is the dimensionality of the input ando is
the size of the output vector. It is a feedforward neural network that, given a set
of m featuresx = fXy;X»;::;; XmQg and a targety, can learn a non-linear function
approximation for either classi cation or regression tasks. The functiof () can
be represented as a decomposition bfunctions f (x) = f O (f ¢ D(::f D (x)::),
wheref ()() corresponds to theé™ layer of the network andl is the number of lay-
ers also called thalepth of the network. The number of units in a layer determines
the width of the model.

Each neuron in a hidden layer transforms the values from the previous layer
with a weighted lingar summation using its parameters, consisting of the weights
w; and the biasb, ., wix; + b= Wx + b, followed by a non-linear activation
function g() : R! R. The output layer receives the values from the last hidden
layer and transforms them into output values. Common choices for the hidden
layers' activation functions are the Recti ed Linear Unit (ReLU) or the tanh().

A non-linear activation is important, otherwise regardless of the number of layers
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the output would be a liner function of the input. The output layer's activation
depends on the kind of a task. Normally, it is a softm&} or a sigmoid) for multi-
class and binary classi cation respectively and a linear activation for regression
tasks.

ANNs can be seen as function approximators, they can model a family of
functions parameterized by the weights of the network. It has been shown that a
neural network with one hidden layer is su cient to approximate any continuous
function [27]. However, the theorem does not state how big such a network should
be or whether the training algorithm will be able to learn that function [46].
Thus, a network with a single layer can theoretically represent any function, but
the layer may be infeasibly large and may fail to learn and generalize correctly.
Using deeper models can reduce the number of units required to represent the
desired function. Another reason for using deep models is when we want to learn
a computer program consisting of multiple steps, where each step makes use of
the previous step's output [46].

The term "deep' in DL refers to the use of multiple layers (depth > 2) in the
network. DL eliminates the need for feature extraction and selection, thus usually
raw input data is used and the layers learn to progressively extract higher-order
features. For example, in image processing, lower layers may identify edges, while
higher layers can detect digits or letters or faces.

A category of DL models is the Recurrent Neural Network (RNN). These
networks contain loops so they belong to this category not due to the number of
distinct layers they use, but because the input signal can propagate through a
layer more than once, thus the e ective depth is unlimited. RNNs can use their
internal state (memory) to process variable length sequences of inputs. This makes
them applicable to tasks such as handwriting recognition, speech recognition or
language modelling.

The most common recurrent network is the Long Short-Term Memory (LSTM)
architecture [52]. The main components of these models are the “gate layers' which
control for how long the information is remembered and how it is modi ed. These
gates are constructed with a sigmoid activation and an elementwise multiplication,
thus when the sigmoid output is zero, it means the information is not propagated,
whereas a value of one means the information passes unchanged. A schematic
representation is shown in Fig. 3.2. To calculate the outpuh; at timestep t the
following equations are used:

fo=" (Wilhe 15x]+ br)
iv= (Wilhy 1;x]+ hb)

tanh(Weclht 15X + k)

Ci=f C1+ip G
(Wolh 1;xt] + k)

o tanh(C)

Q
I

(3.3)

2 9
o

wherefy,, iy and g, are the forget, input and output gates, respectively, that control
the internal state C;.
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Figure 3.2: The repeating module in an LSTM layer shown as a part of the unfolded loop of
an LSTM network. SuccessiveC; values represent the internal state chain of the network, while
h; denotes the output at the corresponding timestep. The “forget gates', i.e. the sigmoid layers

shown in yellow rectangles, are the important component of this architecture. Figure adapted
from [90].

Bidirectional RNNs were introduced to increase the amount of input informa-
tion available to the network. As their name suggests, they can predict or label
each element of a sequence based on the element's past and future contexts. They
are especially useful when the context of the input sequence is needed. For ex-
ample, in handwriting recognition, knowing the letters located before and after
the current letter can boost the model's performance. In this architecture, a dif-
ferent state is used for each direction and then two states are concatenated to a
single state that describes past and future information and is used for the model's
prediction.

The method used to train RNNs is called "backpropagation through time’, and
is a generalization of backpropagation used for feedforward networks. Given a
sequence ok input-output pairs, the algorithm starts by unfolding the network in
time. Thus, the unfolded network containsk inputs and outputs, while the same
parameters are shared by all the copies of the network. Then the backpropagation
is used as usual to nd the gradient of the loss function with respect to model
parameters. The update of the model parameters is equal to the sum of the
updates calculated from every of thé& copies.

An autoencoderis a type of arti cial neural network that is trained in an unsu-
pervised fashion to learn data encodings in a low-dimensional space. It consists of
two usually symmetrical parts, theencoderand the decoder The encoder takes as
input the raw data and generates a code of low dimensionality, whereas the decoder
is fed with the generated code and tries to reconstruct the input. Although the de-
coder could perfectly reconstruct the input, autoencoders are usually restricted to
learn approximate reconstructions of the data, preserving only the most relevant
features. They are trained using the MSE loss between the input and its recon-
structed version along with regularizations applied to the learned representations.
For example, a sparse autoencoder is forced to generate sparse codes throdgh a
regularization on the output of the encoder.

Apart from dimensionality reduction and feature learning, autoencoders can
be used as generative models as well. One such architecture is the Variational Au-
toencoder (VAE). These models make strong assumptions about the distribution
of the encodings, also calletatent variables If we denote the encoder ag (zjx)
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and the decoder ap (xjz), where , are the parameters of the encoder and
decoder respectivelyx is the input, and z represents the latent variables, then the
VAE uses the following loss function:

L(x; 5 )= Dk (@ (z}¥)iip (2)) Ez q @@nllog(p (xj2))] (3.4)

where the rst term is the Kullback-Leibler divergence between the probability
distribution q (zjx) and the expected probability distribution p(z), and the sec-
ond term is the reconstruction loss. It is assumed thaxjz follows a Gaussian
distribution, thus the second term, which is the negative log-likelihood, is propor-
tional to the MSE reconstruction loss. Typically,p (z) = N (0;1) which can be
shaped to an arbitrary distribution given a suitable function. Once the network
is trained, the encoder part can be discarded. To generate new meaningful exam-
ples that are like those already in the training dataset, but not exactly the same,
samples are taken from the Gaussian distribution and fed to the decoder network.
Although they are successful in many tasks, neural networks are prone to
erratic behaviour. Training models with too many parameters can be very di cult,
since they can learn rare relationships between the data and resultaver tting .
In addition, it has been shown that if a small perturbation is added to a correctly
classi ed input image, it can lead to a misclassi cation Another problem of very
deep networks is thevanishing gradients Since the network weights are updated
during training through a chain of multiplications it means in the early layers the
gradients become small, preventing the weights from changing their value. In the
worst case, the network stops training further. Solutions to these problems have
already been proposed, however researchers/developers should be aware of any
issues with their architecture in order to apply the correct remedy.

Optimization with gradient descent

An ML algorithm is a function y = f (x; ) that maps input data x to the output

y using the model parameters . The optimal values of the model parameters
are learned during the training stage. During this process two components are
required, the loss function and the optimization algorithm or optimizer.

The loss function is a measure of the distance between the predictions made by
the ML model and the expected outputs. The smaller the loss value is, the fewer
wrong predictions the model makes. In a supervised learning, the expected output
are the ground-truth labels, while in unsupervised learning, the loss function usu-
ally measures how di erent the output is from the original input. Common options
are the Cross-Entropy (CE) and the Mean Squared Error (MSE) for classi cation
and regression tasks, respectively.

In binary classi cation tasks, the CE loss of an example is:

Lee@y = Yilog(m) (1 y)log(l p) (3.5)

wherey; is the true label that takes values O or 1p; is the output probability
that example i belongs to categoryy =1 and 1 p; is the output probability
that example i belongs to categoryy = 0. In the case ofk possible labels, i.e.
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Y = f1;2;:::;kg, the CE loss is generalized to:

Xk
Leeq = yij log(ps; ) (3.6)
i=1

wherey;; =1 if the true label of examplei is j, otherwisey;; =0, and p;; is the
output probability that example i belongs to category; .
Then, the averaged loss calculated over d\ training examples is simply:

1 X
Lce = N Lce) (3.7)

i=1
The MSE loss, which is usually used in regression tasks is de ned as:

1 X )
Lmse @) = d i W) (3.8)

j=1

wherey; and ¥} are the ground truth and the model prediction for example and
d is the dimensionality of the output. In the case of single output value, such as in
the house pricing exampled = 1. The average loss is computed over all training
examples.

Having de ned the loss function, an optimization process is used to minimize
the lossL() and nd the optimal model parameters

=argminL(X ;y; ) (3.9)

The optimization algorithm used in the majority of the cases is Stochastic Gradient
Descent (SGD). The application of gradient descent consists of computing the
(partial) derivative of the loss function and adjusting the values of the model
parameters by taking small steps to the opposite sign of the derivative.

The set of values for whichr L(X ;y; ) = 0 are known as critical points.
They can be minima, maxima or saddle points. The minimum that achieves the
lowest value ofL() is a global minimum. In DL, the loss function has usually
many local minima and saddle points, which makes optimization di cult. Thus,
the procedure stops when a su ciently low value of loss function is achieved [46].

Gradient descent is an iterative algorithm that updates the model parameters
after eachiteration or epoch Using the value of the derivative at iterationt, a
new set of parameters; is computed as:

t= t1 rLX;y; « 1) (3.10)

where is the learning rate that determines how big or small the steps will be in
the direction of the steepest descent, i.e. towards the minimum.

Considering that in DL very big datasets are used, the computation of a gra-
dient step can be extremely long. The gradients can be computed over a smaller
set of samples calleaninibatch drawn uniformly from the training set. The size
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m of the minibatch is usually a small number ranging from 1 to a few hundreds.
The computation of the gradient and the update of the parameters becomes:

LT )
Q= —f XiiYis t 1

m (3.11)
t= t1 Ot

Larger batch sizes can provide a more accurate gradient estimation, while smaller
batches result in noisy computations that may have a regularizing e ect [46]. In
the latter case, a small learning rate is preferred to maintain stability.

In some cases, SGD can be quite slow, therefore many variants have been
proposed. In gradient descent with momentum, a decaying moving average of
previous gradients,u;, is used and forces taking steps in their direction. The
computation is as follows:

U= u; 1+(1 )G

(3.12)

t t 1 u

whereu; is initialized asug = 0. Intuitively why this works is that SGD estimates
the gradients on small batches resulting in noisy computations. That means the
updates are not always in the optimal direction. Consecutively, a moving average
of the gradients provides a better estimate of the optimal direction. A variant
of this approach, called Nesterov momentum [120], changes slightly the order of
the computations. Speci cally, the gradient is evaluated after the parameters are
updated with the moving average estimate.

Another variant typically used in literature is Adam [71]. This method keeps a
moving average of the gradients, similar to momentum, but also an average of the
squared gradientsy;. What is di erent in the calculation is that the moving aver-
ages are computed for each parameter separately, which means that e ectively an
adaptive learning rate is used for each parameter. The computation of a gradient
step for parameteri of is as follows:

U 1+ (2 1) Gk

Ugi =

11
Vi i+ (1 2
vy = 20t t 2) G (3.13)
1 2
ti— ot L pﬁum

where up; = 0 and vo; = 0. The authors propose default values of; = 0:9,
>=0:999 and =10 8.

The parameters of a neural network are updated during training using the
backpropagation algorithm. It works by computing the gradient of the loss func-
tion L() with respect to each parametew, b via the chain rule, computing the
gradient one layer at a time, and iterating backward from the last layer. The
algorithm can be decomposed in the following four steps:

" Feedforward computation
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" Backpropagation to the output layer
" Backpropagation to the hidden layers
~ Weight updates

It stops when the value of the loss function is su ciently small. To avoid repeated
calculations, the model has to store the outpu of all hidden layers which are
calculated during the forward pass. For examplg® = W® a® + b2 is the neuron
value at the second hidden layer and® = g(z®) is the output activation. The
computation of the gradient of the loss function with respect to the parameters of
the i layer is as follows:

@L_ @L @;2) _ WAl
ey eYey '
eL_ eL@? _

e efaep (3.14)
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@ _ v
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where the subscript§ and k correspond to thej ™ unit and the k" connection.
Once all partial derivatives have been computed, the parameters are updated using
a gradient descent algorithm (see below).

Regularization

The purpose of training an ML algorithm is to perform well on new previously
unseen data. The ability to perform well on previously unobserved inputs is called
generalization[46]. This is typically measured through the performance on a test
set collected separately from the training data. An optimally trained model, will
have both small training and test errors, but also the di erence between the two
should be small. Otherwise, the model might undert or overt. Under tting
occurs when the model is not able to obtain a su ciently low error value or
equivalently to make accurate predictions on the training set. Over tting occurs
when the generalization gap between the training error and test error is too large.
The capacity of the model, i.e. its ability to learn a wide variety of functions,
can inform us whether the model is more likely to overt or under t. In DL, the
model's capacity corresponds to the number of learnable parameters in the model.
With a bigger capacity a model can t more types of functions for mapping inputs
to outputs. The relation between the test error and the model capacity has usually
a U-shape (Fig. 3.3).

To control the capacity of a learning algorithm one has to limit or increase
the set of the available functions it can learn. Increasing the model's capacity
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Figure 3.3: Typical relationship between capacity and error. At the left of the graph (under t-
ting), training and test error are both high. As we increase capacity, training error decreases,
but the gap between training and generalization error increases. Eventually, the size of this gap
outweighs the decrease in training error, and we enter the over tting region, where capacity is
too large, above the optimal capacity. Figure adapted from [46].

by changing its structure or increasing the training iterations can address the
problem of undertting. On the other hand, one way to reduce over tting is
through regularization. Regularization is a mathematical tool to impose a priori
information on the structure of the solution, thus limiting the search space of the
model [125]. This results in reducing the generalization error but not the training
error. Next, we focus on regularization techniques that are most of the times
applied to the parameters of neural networks.

A common way to mitigate over tting is to put constraints on the complex-
ity of a network by forcing its weights only to take small values. This is called
weight regularization and it is done by adding a cost to the loss function. In
the case ofl; regularization, the cost is proportional to the absolute value of the
weights, whereas in thd, regularization it is proportional to the squared value
of the weights. The latter is also calledveight decayregularization. Thel; reg-
ularization pushes weights towards exactly zero encouraging a sparse model. In
I, regularization the weights are penalized towards small values without making
them sparse.

Another common approach is to use weight constraints. In this case, we con-
strain the magnitude of the model weights to be within a range or below a limit.
This method checks the size or magnitude of the weights and scales them so that
they are all below a pre-de ned threshold. Examples include forcing a unit norm
for the weights, limiting the maximum and minimum values of the weight norm.

In activity regularization, the output of a layer of a neural network is con ned.
Here, we penalize the model during training based on the magnitude of the acti-
vations, i.e. the output of the layer. Thel, or |, penalty is typically used. It is
usually applied before the activation function.

Dropout is another common regularization method for neural networks. It
consists of randomly setting to zero a number of output features of a layer during
training. How many features are set to zero is controlled by the dropout rate pa-
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rameter de ned as percentage of the total parameters of the layer. An explanation
of why it works is that setting to zero a number of the outputs prohibits individual
nodes in the network to rely on the output of the other nodes, thus, each node
must output features that are useful on their own.

Hyperparameter selection

The behavior of many ML algorithms is controlled through a set of several pa-
rameters calledhyperparameters For example, a neural network is de ned by
the number of layers, the number of units per layer and the activation functions.
Additionally, regularization (i.e. penalty weights, constraint thresholds, dropout
rate) and optimization parameters (i.e. optimizer variant and corresponding pa-
rameters, learning rate, batch size, number of iterations/epochs) determine how
the model is trained. Given all the variables one has to de ne in order to build an
ML model, we can expect that there will be many con gurations that can lead to
a good model.

The procedure of optimizing the values of the hyperparameters is callbagiper-
parameter tuning The outcome is a set of parameter values that yield an optimal
model that achieves a low loss value on the given data. Normally, the loss function
is evaluated on a di erent dataset called validation set. This can either be done on
a held-out sample from the training set or by a Cross-Validation (CV) approach.
In the case ofk-fold CV, the training set is divided into k non-overlapping sets
and in each round the model is trained using 1 folds and evaluated on the re-
maining one. This is repeated for every set of hyperparameter values and the loss
value averaged over thé folds is used to nd the optimal set of hyperparameters
(Alg. 3.1).

This procedure of hyperparameter selection can be done manually or automat-
ically. In the rst case, one needs to understand how each parameter a ects the
model's performance. The latter case, although there is no need to fully under-
stand each hyperparameter, is often more computationally expensive.

Manual tuning is best done when only the values of a few hyperparameters
need to be speci ed. The learning rate is considered the most important hyperpa-
rameter [46]. It controls how fast (high) or slow (low) the gradient steps are, hence
it a ects whether the model will converge to an optimal solution. If the learning
rate is too high, the loss error will start to increase and never converge. On the
other hand, with a quite low learning rate the model might stuck in a saddle point
or bad local minimum with high error. Starting from an existing model architec-
ture, a researcher will have to tune the learning rate to its optimal value for the
given training set. Then, he/she will increase the model's capacity via changing
the architecture, e.g. adding layers, increasing the number of units per layer or
modifying the activation functions. By evaluating the model on the validation set,
it can be determined whether any kind of regularization is needed. This procedure
is repeated until the optimum is found. We should note that starting from a good
initial model is important in order to keep the number of iterations small.

The most common automatic approach when there are only a few hyperparam-
eters is to perform agrid search(Fig. 3.4a). Initially, for each hyperparameter, a

28



3.2. De nitions and Fundamentals

Algorithm 3.1:  Hyperparameter optimization with Cross-Validation
(CV)

Input: p= fps;:; pn0, a set of hyperparameters
Input: P =P; i Py, the hyperparameter search space
Input: model, an ML model
Input: d, the training set
Input: Kk, number of CV folds
Output: p , the optimal set of hyperparameters
1 Qyain ;dva create_cv_folds(d; k);
2 results  zerosfiparam_space K);
3 for pin P do

4 for | 1to k do

5 m,  modelp);

6 mp-train(dtrain [| ]),

7 mp.evaldyalj );

8 results store_cv_metrics(p;j);
9 end

10 results average_cv_metricsp);

11 end

12 p arg min results;

small set of values is selected. The set of values per parameter depends on their
type, i.e. discrete, continuous or nominal, and whether the values are chosen uni-
formly or arbitrarily from the hyperparameter search space. The algorithm then
trains a model for every combination of hyperparameter values de ned in the rst
step. Finally, the con guration that achieves the lowest validation set error is
chosen as the best hyperparameter set. In case there is only one hyperparameter
of interest, this approach is also calletine search

When using a search algorithm, one should de ne the search space of each
hyperparameter. This can be chosen on prior experience from similar experiments.
Usually, for numerical hyperparameters the search space is de ned in a logarithmic
scale, e.g. for a learning rate we could udd0 ;10 2;:::;10 5g, while for the
number of units in a layerf 8; 16, 32, 64; 1283. In case of lack of previous experience,
one could start with a manual search to evaluate some extreme values and then
continue with an automatic approach. Alternatively, one could perform a grid
search iteratively. In the rst iteration, the process would start with a large but
sparse search space. Then, in subsequent iterations the search space is limited
around the optimal set found in the previous step. A major limitation of the grid
approach is the computational cost which grows exponentially with the number
of hyperparameters [46]. If there aren hyperparameters where each one can take
up to n values, the number of model evaluations increases @¢n™).

An alternative to grid search that is not computationally expensive is &andom
search (Fig. 3.4b). In this case, we start by de ning a marginal distribution
for each hyperparameter, e.g. a generalized Bernoulli for discrete parameters or
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uniform distribution for continuous ones. Then, instead of trying all the possible
combinations, a xed number of parameter settings is sampled from the speci ed
distributions. As a result the computational cost is constant with respect to the
number of hyperparameters, meaning that a larger search space can be explored
without reducing e ciency.

Hyperparameter tuning can be addressed as an optimization problem. The
objective function h(p) that we need to optimize takes as input the values for
each hyperparametemp, and the output is the validation set error. The optimal
setp is found as:

p =argmin h(p) (3.15)
p

Evaluations of the objective function are usually costly, e.g. training a neural
network and measuring the validation set error. A Bayesian approach stores the
results of the previous evaluations and builds a surrogate probabilistic model that
can be evaluated much faster. Given previous results the algorithm chooses the
next point to evaluate based on a heuristic function. Then, the true objective
function is evaluated at that point and the surrogate model is updated. That way
the algorithm can make an informed choice about which con gurations to evaluate
next, instead of simply sampling random ones or trying all the con gurations one
after the other. The heuristic used to select the next evaluation point, also called
an acquisition function, o ers a balance between exploring new hyperaparameter
values and exploiting what we already know from previous results.

3.3 Convolutional Neural Network

Convolutional Neural Networks (CNNs) are very similar to the neural network
architectures presented in the previous section. They consist of neurons with
learnable weights and biases, where each neuron performs a dot product between
its parameters and the inputs, followed by a non-linear activation function. What

is di erent is that the inputs are assumed to be images and the parameters (i.e. the
weights) in a convolutional layer are shared between the neurons. Further, their
name suggests that the mathematical operation of convolution is used. Although
CNNs trained by backpropagation had been around for decades [40], fast imple-
mentations for GPUs were needed to allow their widespread adoption to various
tasks.

CNNs have been inspired by the structural architecture of our visual system [40,
57], and have been particularly successful in machine vision and optical character
recognition tasks, where the inputs are images. The main operations used in CNNs
are the convolution and the pooling The operation of convolution for a 2D input
imagex is given by:

X X
ofi;j1=(x wli;j]= X(m;njwli  m;j n] (3.16)
m n
wherew is the weight matrix of the layer also calleckernel and o is the output
known asfeature map However, neural network libraries used by developers im-
plement the cross-correlation instead of the mathematical convolution, which is
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(a) Grid search (b) Random search

Figure 3.4: Grid (a) vs random (b) search for the hyperparameters. In this illustration, only the
hyperparameter on the horizontal axis has a signi cant e ect. Grid search wastes an amount of
computation that is exponential in the number of non-in uential hyperparameters, while random
search tests a unique value of every in uential hyperparameter on nearly every trial. The green
and yellow curves show the evaluation metric as a function of the corresponding hyperparameter.
Figure adapted from [46].

equivalent to a convolution with the kernel rotated over 180 degrees:

X X
oi;j]1=(x wW)i;j]= X[i + m;i + nJw[m;n] (3.17)

m n

Each node in a feature map receives inputs from a speci ¢ window area of the
previous layer, known as itseceptive eld. This area corresponds to the spatial
dimensionality of the kernel. Often, for deeper layers the e ective receptive eld
is used which is calculated with respect to the input of the rst layer. After a
convolution and a non-linearity, a pooling operation usually follows. It computes
a summary statistic of the nearby outputs such as an average or maximum calcu-
lation.

An important property of convolutional layers is parameter sharing. It stems
from the fact that each coe cient of the kernel is used at every position of the
input, thus a convolution is more e cient than a dense matrix multiplication in
terms of storage requirements. Another consequence of parameter sharing is that
convolutional layers are equivariant to translation. This means that if the input
is translated, the output changes in the same way. As a result, a convolutional
layer can detect an edge in an image regardless of its position. On the other
hand, pooling layers make the output invariant to small translations of the input,
meaning that the output does not change when the input is translated by a small
amount. This can be extremely useful when we need to know whether a feature
is present in the feature map and not its exact location [46].

A typical CNN architecture, like the one shown in Fig. 3.5, consists of a stack of
convolutional and pooling layers followed by fully connected layers. Next, details
about the convolutional and pooling layers are given.
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Input

Conv()
RelLU
Pool()
Dense()
RelLU
Dense()

Output

Softmax

Figure 3.5: A typical CNN architecture. The most common form of a CNN architecture stacks
a few convolutional, ReLU layers, followed by pooling layers. This pattern is repeated until the
input has been merged spatially to a small size. At some point, it transitions to fully-connected
layers. Figure is based on [137].

Convolutional layer

In CNN terminology the input and the generated feature maps are represented
as multidimensional arrays calledensors For example, an image is a 3D volume
with dimensionswidth(W) heigh{H) depth(C), wheredepthcan for example
correspond to the color channels of the image and equals 1 for a grayscale image
or 3 for an RGB image. The output of a convolutional layer is also a tensor, where
the last dimension equals the number of convolutional kernels learned by the layer.

The convolutional layer learns a set o€, Iters. In a regular 2D convolution,
every lter is usually a small square matrixf,, fy that extends along the depth
dimension of the input. These lters are stacked into a 4-dimensional tensor of
shapefyw fuy Cin Cou. Based on Eq. 3.17, the output feature map is a 3D
tensor calculated as:

Kin K X
oi;j;k]= X[i + I;j + m;n] w[l;m;n; K]+ HK] (3.18)

n=1 |=1 m=1

wherew, bare the kernel and the bias parameters. Consequently, the layer contains
fw fu Cin Cout+ Cou learnable parameters. A graphical representation is shown
in Fig. 3.6.

Apart from the number of the lIters, the size of the output depends on two
more hyperparameters, the strides and the zero-paddingp. The stride speci es
the number of positions we slide the Iter, while zero-padding corresponds to how
many zeros are added around the border of the input tensor before the convolution
is applied. The greater the strides is, the smaller becomes the output size. Zero-
padding is used to control the spatial size of the output since it allows preserving
the spatial size of the input. In the general case, the output size of a convolutional
layer is given by (W—ur2Bw 4 1) (HTHE2ZPL 4 1) Coy.

The above analysis of the 2D convolutional layer can be generalized to 1D or
3D inputs by removing or adding a spatial dimension in Eq. 3.18. For example, in
the 1D case, 3D tensors of side Cj, C, constitute the lters and the output
is given by:

Xin X
ofi; k] = x[i + I;n] w[l;n; k] + BKk] (3.19)

n=1 |=1
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Figure 3.6: The convolutional layer. The input volume x is convolved with the kernelw and the
bias b is added. The input has a size o5 5 3 and the paddingpw = py = 1. The layer
consists of 2 kernels with a spatial size ofyy fy =3 3 and the convolution is performed
with a stride sy = sy = 2. The depth dimension of the output, Cyyt, equals 2, the number of
kernels. The gure is adapted from [137].

An important application of 1D convolutions is in causal convolutions where the
input is zero-padded only from the left border (see Chapter 4).

A common variant of the regular 2D convolution is based on the idea of sep-
arable lters. Usually in image analysis, a 2D kernel can be separated spatially
into two smaller 1D kernels and the convolution is applied in two steps using less
parameters. The main issue is that not all the kernels can be factored, thus when
it comes to a CNN learning a spatially separable convolution, the network is forced
to explore a smaller portion of the parameter space.

On the other hand, a more common practice consists of using depthwise sepa-
rable convolutions. This process separates the regular convolution into two parts:
a depthwise and a pointwise convolution. In the rst part, the convolution sees
only one channel of the input, while the number of the lters is equal to the num-
ber of input channels. Hence, the kernek;, has a size ofyy fy Cj, and the
intermediate output is given by:

X X
ofi;j;k]= X[i + ;) + m;k] wq[l;m; K] (3.20)

=1 m=1
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Next, a number ofC,,; mixing kernels of sizel 1 C;j, arranged into a 4D tensor
w, of shapel 1 Cj, C, are used to increase the depth of the output tensor:

Kin
ofi;jjk]= " efi;jin] wo[1;1;n;K] + bK] (3.21)
n=1
The total number of learnable parameters i§yy fy Cin + Ciy Cout + Cour Which is
smaller than the one in the case of the regular convolution. Although this approach
reduces the amount of parameters and allows faster training, it may lead to an
under tted model if the number of parameters becomes too small.

Pooling layer

Pooling layers are typically inserted periodically between consecutive convolutional
layers. Their role is to reduce the spatial size of the input. A pooling layer op-
erates independently in each channel and applies a summary function. Common
operations are the maximum, the average or a weighted average. These are calcu-
lated over a rectangular neighborhood of siZzgy fy. The other hyperparameter

is the stride s. Usually a square neighborhood is used whefg, = f;, = f and

s = f. The output shape is calculated similarly to the convolutional layer but the
padding is set to zerop =0, and C,; = Ci,. A graphical representation is shown

in Fig. 3.7.

A variant of the pooling layer is the global pooling. The di erence is that from
each channel a single summary value is computed. Thus, the output becomes a
vector with size Cy,. Typically, it is used as a last step before the fully connected
layers in order to reduce the size of their parameters and prevent over tting.

3.4 Deep Learning Pipeline for Electromyography
Datasets

In view of the advancements in DL, the problem of sEMG-based hand gesture
recognition has been formulated as a DL classi cation task. The main steps in a
DL pipeline are shown in Fig. 3.8. The acquisition and preprocessing methods are
guite similar to SEMG signal processing techniques. Compared to other methods,
DL requires many data, which in the case of SEMG can be dicult to acquire.
Therefore, an augmentation step is usually employed to create synthetic data from
a small dataset. The most important part of the pipeline is the classi er, where
both CNN and RNN models can be used. Finally, once the model is speci ed, the
last step is the analysis of the network performance using evaluation metrics and
trying to visualize how the network made its decisions.

Starting from Fig. 3.8, the acquisition of the Ninapro dataset was introduced
in Chapter 2, while augmentation and neural network models are discussed in
Chapter 5 and Chapter 4, respectively. This section describes a data preparation
pipeline for the Ninapro dataset, as well as details about the experimentation
setup and the evaluation metrics.
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Figure 3.7: The pooling layer. In this illustration a max pooling operation of afy fy =2 2
neighbourhood and a stride ofsy = sy = 2 is applied to an input volume of size6 6 3.
Figure is adapted from [137].

3.4.1 Data Preparation

The preprocessing steps presented here are based on the works of the authors of
Ninapro [6, 7, 8, 9] as well as from experiments we have performed. All the data
streams in this dataset are synchronized and relabeled to deal with the problem
of misalignment between the gesture class imposed by the video stimuli and the
movement performed by the subject. Next, the power line interference needs to
be removed. This Itering is done using either a notch or a Hampel lter. It is
suggested to avoid notch Itering because the power line frequency overlaps with
the region of the spectrum where the peak of the SEMG signal is found. On the
other hand, the Hampel lIter, which is used by the Ninapro authors, calculates
the median and the standard deviation over a sliding window and replaces outliers
with the median value. The authors of the Ninapro repository have already applied
these two steps to the SEMG signals.

The random nature of the EMG signal means that it cannot be reproduced
exactly a second time. Thus, the raw signal is not useful for pattern recognition
algorithms. Instead, a smoothing lIter is applied to extract a signal that is an
estimator of the amplitude behaviour. Two approaches are typically used [72]:

" the Mean Absolute Value (MAV) that computes a moving average of the
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Figure 3.8: A DL pipeline for SEMG-based gesture recognition. The augmentation step can be
omitted.

recti ed signal using a sliding window ofk points

1 X
MAV = — X (3.22)
K i=1
" the Root Mean Squared (RMS) that is similar to MAV but it is based on
the square root calculation of the mean square of the SEMG samples
v
P
RMS; = K X? (3.23)
i=1
Between the two signals, the RMS is mostly preferred as it represents the mean
power of the EMG signal. The value of the window size is usually selected between
50 and 250 to avoid phase shifts of abrupt signal changes [72, 22]. In Ninapro, only
the rst database, i.e. DB1, provides the RMS recti ed version of the signals. For
the other databases, the RMS calculation step must be performed. The window
size we have used for the RMS calculation is 100 ms. After the extraction of the
RMS envelope, the signals are downsampled to 100 Hz and a lowpass Iter with
a cut-o frequency of 1 Hz is applied as suggested in [9].

Another drawback of the randomness of the EMG signal is that the ampli-
tude is in uenced by the recording conditions. It can vary between the electrode
locations, the subjects and even between measurements taken on di erent days
[72]. To eliminate these confounding factors, normalization procedures can be
used. The most common approach is to express the SEMG as a percentage of the
Maximum Voluntary Contraction (MVC) value [14]. The bene t of MVC normal-
ization is that it rescales the signal as a percentage of a unique reference value and
allows comparisons between subjects. However, considering that it requires the
exertion of maximal force it can only be performed by healthy subjects. Further,
it requires a correct angular joint position, which is usually di erent for each of
the investigated muscles, making the experiment tiresome and time-consuming.
Another normalization approach is based on the mean or maximum value of a
gesture repetition. In that case, the average or the peak amplitude of each gesture
repetition are used as reference points. The advantage is that this method reduces
the standard deviation across multiple trials of the same gesture rendering pattern
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extraction an easier task. On the contrary, comparisons between trials of the same
subject or between the EMG channels become invalid. In Ninapro databases, the
MVC value is not available, thus the peak value of the gesture repetitions is used
for the normalization. This rescaling also helps with numerical stability problems
encountered during the training of DL models. Table 3.1 provides a summary of
the preprocessing steps applied to each of the datasets used in this work.

After the preprocessing, an augmentation step can be applied which we discuss
in detail in Chapter 5. Regardless of whether augmentation methods are used
or not, a sliding window approach is normally utilized as a last step before the
classi er model. The signal of a gesture repetition is segmented into analysis
windows of lengthT, using a step , where T,. The amount of windowsN,,
that can be generated in that way from a signal with durationTg,, is:

_ Tdur Ta

N, = c+1 (3.24)

When T, is too small, the predictions of the classi er will most probably contain a
large number of errors. On the other hand, a long analysis window will result in a
better performance, but the time required to generate a decision will be increased.
To meet the needs for a real-time application the analysis window should be less
than 300 ms [33, 89]. If the performance of the model is not acceptable, one could
reduce the step and apply a post-processing, e.g. majority voting, over the last
2k + 1 predictions. Then, the delay to make a nal prediction for the middle
segment of the post-processing window will ble  (Fig. 3.9), which should not
exceed the upper bound for real-time response [33]. For example, if the window
stepis =16 ms, thenk = b%c = 18, thus at most 2k + 1 = 37 predictions
can be used in the majority voting. The benet is that the post-processing can
smooth out the errors, thus a higher accuracy can be achieved. The above analysis
assumes that the processing timg, of the computing system for lItering the new
data and generating a class prediction is negligible, i.e, < , which is generally
true for the currently available hardware that supports deep networks.

Table 3.1: Details of the preprocessing of the SEMG datasets. The “Electrodes' column shows
the electrode con guration in the format a b+ c where a is the number of arrays, b is the
number of equally spaced electrodes in each array, andare additional electrodes.

Samplin i I
DB Gestures  Electrodes (Hg) ¢ Avg!l?:Ie Filtering
RMS 1 Hz lowpass,
+
DBl >2 1 82 100 envelope normalization
DB2 40 1 8+4 2000
DB3 40 1 8+4 2000 RMS envelope,
anti-aliasing,
DB7 40 1 8+4 2000 raw SEMG  downsample at 100 Hz,
PUtEMG 7 3 8 5000 1 Hz lowpass,
IEE 17 1 8+4 2000 normalization
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Figure 3.9: Sliding window scheme with window sizeT, = 150 ms and window step of =50
ms. If the analysis window becomes bigger, it will require more processing time thus the step
needs to be increased. In case a post-processing is used, such as majority voting, classi cation
errors can be smoothed out. Here, a majority voting is applied over 5 windowsw; »;::;; W2,
and the new prediction is assigned to the middle windowyw; , thus the delay equals2 .

3.4.2 Experimentation and Evaluation

In order to properly evaluate an ML model on unseen data, the dataset is nor-
mally separated into training and test splits. The rst one is used to optimize the
model parameters, whereas the latter to assess the generalization ability. In EMG
datasets, myoelectric signals are recorded from di erent subjects during various
recording sessions. Usually, in a session, each gesture is repeated more than once,
therefore the data can be partitioned based on the gesture repetitions. For exam-
ple, in an intra-subject evaluation, if 10 repetitions are recorded and a decision is
made to include 80% of the data into the training set, then 8 repetitions, the same
for each gesture, are used for training and the remaining 2 for testing (Fig. 3.10a).
It is important that the separation into training and test sets is made before data
technigues such as augmentation and sliding window segmentation are applied.
Otherwise, there will be a leak of information of the train set into the test set.

Once the dataset is partitioned, the hyperparameters of the model need to be
chosen. This is done using a CV approach performed separately for a few of the
subjects (Fig. 3.10b). The details of hyperparameter selection were given in the
previous section and Alg. 3.1. The patrtition into training and validation folds
should follow the same principle as the separation of train and test. Following
the same example, with the 8 training repetitions we could perform an 8-fold CV,
where gesture repetitions are in turn used as a validation fold. The results for
each hyperparameter set are aggregated over the subjects used in the CV and the
values that minimize the loss for all the subjects are used.

Generally, to evaluate a hand gesture classi er two approaches are followed
[31, 69]:

" intra-subject evaluation

" inter-subject evaluation.
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Figure 3.10: Partitioning data into train, test and validation splits. Every colored
square/rectangle corresponds to a di erent gesture repetition. Green color represents repeti-
tions used for training, blue is for testing, and orange is for validation. In (a), out of the 10
repetitions of each subject 8 are used for training and the remaining 2 for testing. In the hyperpa-
rameter selection phase (b), K subjects are selected and for each subject a CV is applied similar
to Alg. 3.1. The loss metric is averaged across the K subjects and the optimal hyperparameter
values are chosen.

In the rst case, data recorded from one subject are partitioned into training and
test sets. The network is optimized on the train data and the accuracy on the
test set is measured. This procedure is repeated for all the subjects available in
the dataset and an average performance is reported (Fig. 3.10c). On the other
hand, the inter-subject evaluation follows a leave-one-subject-out CV, where the
validation set consists of the data of one subject, while for training the recordings
of all the other subjects are used. This is repeated until all the subjects have been
used in the validation set (Fig. 3.10d).

The intra-/inter-subject evaluation approaches do not substitute one another,
rather they should both be applied since they provide di erent insights about the
network. With an intra-subject evaluation, one obtains a metric about the ability
of the network to generalize to unseen data from the same subject it was trained
on. On the other hand, an inter-subject evaluation is useful for the assessment
of methods that tackle subject variability problems (e.g. electrode shift, fatigue),
as well as measure the ability of the network to generalize when the source and
target distributions di er (domain adaptation).

Further the two approaches can be related to di erent kinds of EMG data
variability. In the intra-subject case, irregularities in data appear due to di erences
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Figure 3.10: Partitioning data into train, test and validation splits (cont.). In the intra-subject
evaluation (c), a gesture classi er is trained with one subject's training data and evaluated with
the testing data of the same subject. The procedure is repeated for each of the N subjects and
the average is calculated. In the inter-subject evaluation (d), one subject is used for testing and
the remaining for training. The model is trained with the training data of the training subjects
and evaluated on the testing data of the testing subject. The procedure is repeated for each of
the N subjects and the average is calculated.

between the repetitions performed by the human subject. These di erences are
very normal since it is not possible for a human to exactly reproduce a movement
a second time [72]. On the contrary, in the inter-subject case, di erences in muscle
physiology between the subjects and the way each subject performs a gesture are
responsible for dissimilarities in EMG data. This kind of variability is exploited

in biometrics applications based on EMG [35].

Apart from the loss function value, other evaluation metrics can be used. Ges-
ture recognition is a classi cation task, thus the accuracy should be the main
evaluation metric. Normally, EMG signals are segmented using the sliding win-
dow method, thus the accuracy corresponds to the proportion of the windows for
which the model predictions equal the ground truth class. In multi-class classi-
cation tasks, two types of the accuracy metric can be used. Thmiicro-average
is a per sample metric that aggregates the contributions of all classes to compute
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the average, i.e.:
P k

n.
accuracyy ., = Pkl—N' (3.25)
1 Vi
wherek is the number of classes); is the number of the correct predictions for
classi, and N; is the number of samples for clags Conversely, themacro-average
is a per class metric that computes the accuracy metric for each class and then
takes the average, thus it weighs classes equally, i.e.:

1)«ﬂ

accurac = =
ynacro k L Ni

(3.26)

The micro version is preferable in cases of class imbalance in the data. Considering
that in EMG datasets the duration of gesture repetitions varies, thus the sliding
window approach creates an imbalance problem, the micro-average is normally
used. In the rest of the thesis, when mentioning accuracy we mean the micro-
average metric. Further, in EMG-based hand gesture recognition the window
segments that correspond to transient phases are mostly misclassi ed. To deal
with this, a majority voting over the duration of gesture repetitions can be applied.

In that case, the repetition segment of a speci ¢ gesture is assigned the majority
predicted gesture label of the SEMG windows that correspond to that repetition.
Additionally, what is quite common, especially in vision tasks, is to compute a
top-k accuracy metric where a model prediction is assumed correct when any of
the k highest output probabilities match the expected label. Other metrics used
in classi cation tasks are the precision, recall, and f1 measure.

In studies that investigate robust control and real-time aspects of EMG-based
gesture recognition, additional metrics have been introduced. In [15], a stabil-
ity metric that measures how often the model predictions change relative to the
ground truth changes of the gestures is de ned. Further, to assess the real-time
behaviour of a classi er, the authors of [91] compute for each repetition the num-
ber of windows until the rst correct prediction occurs, as well as the number of
windows between the rst correct prediction and the time a speci ed number of
correct predictions have been made. They also propose a metric that quanti es
the proportion of gesture classes for which all repetitions have at least a number of
correct predictions. This can be used to identify whether a limited set of gestures
is correctly classi ed or not. These metrics are not utilized in this PhD thesis.

The signi cance of the results is evaluated with statistical analysis based on hy-
pothesis testing. Speci cally, a repeated measures Analysis of Variance (ANOVA)
is performed in order to compare two or more cases. This test requires one or more
independent variables, e.g. DL models used in the comparison, and one dependent
variable, e.g. classi cation accuracy. The term repeated measures means that the
same subjects are used more than once on the same dependent variable to evaluate
the di erent cases. The measurements are made under di erent conditions which
are the levels of the independent variables. This test examines whether there are
any signi cant di erences between the related means. The null hypothesidi)
states that the means are equal, i.élg: 1= ,= 3= ::= |, where Iis
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the population mean andk is the number of the levels of the independent vari-
ables. The alternative hypothesisKl5) states that the population means are not
equal, i.e. H, : at least two means are signi cantly di erent For example, when
comparing the classi cation accuracy (dependent variable) of three CNN gesture
classi ers (independent variable) on the Ninapro DB1 dataset, the population con-
sists of 27 subjects while there are 3 levels in the independent variable. Thus, the
hypotheses would béHy: 1= ,= zandHax: 16 ,or ;6 zor ,6 .
More details about the calculations performed in this test can be found in [78]. In
this work, the tools provided by the IBM SPSS software have been used.
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Deep Learning Models for Gesture
Recognition

4.1 Introduction

This chapter presents our contributions to the development of CNN models for
the task of SEMG-based hand gesture recognition. Accurate gesture recognition
is important for a number of applications including HCI [103], prosthesis control
[21] and rehabilitation gaming [19, 92]. SEMG signals measured from the forearm
contain useful information for decoding muscle activity and hand motion.

Algorithms based on ML have been used extensively for determining the type
of hand motion from sEMG data. A complete pattern recognition system based on
ML includes acquiring data, extracting features, specifying a model and reasoning
about new data. In the case of hand gesture recognition based on SEMG, electrodes
attached to the arm and/or forearm acquire the EMG signals, and the typical
extracted features are RMS, variance, zero crossings and frequency coe cients
that are applied as inputs to classi ers like k-NN, SVM, MLP and Random Forests
[109].

Over the past years, DL models have shown great success to the problem of
SEMG-based gesture recognition. In these approaches, SEMG data are represented
as images and a CNN is used to determine the type of gesture. A typical CNN
architecture consists of a stack of convolutional and pooling layers followed by fully
connected (i.e. dense) layers and a softmax output (please refer to Chapter 3). In
this way, CNNs transform the input image layer by layer, from the pixel values to
the nal classi cation label.

The application of DL methods can also favor the performance of SEMG in-
terfaces used in rehabilitation. There is a large body of literature about the uti-
lization of SEMG devices in rehabilitation and myoelectric control [36, 73, 97, 99].
A common limitation presented is the lack of classi cation robustness. To ad-
dress this, recent studies provide evidence for signi cant performance improvement
(with respect to classi cation accuracy and latency) achieved with DL approaches
[13, 111, 122].

The literature for DL methods related to SEMG gesture recognition has been
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continuously increasing over the last years. In [108], the authors evaluate di erent
con gurations of RNNs and their results show that a classi er with a bidirectional
recurrent layer composed of LSTM units followed by an attention mechanism per-
forms best in an application classifying 18 gestures from the Ninapro database.
The authors of [119] use an unsupervised generative ow model to learn compre-
hensible features classi ed by a softmax layer that achieves about 64% accuracy on
classifying 53 gestures. RNNs are important for sequence problems where succes-
sive inputs are dependent on each other. However, when analysing multi-channel
EMG signals the spatial correlation is equally important for gesture classi cation.
Therefore, CNN models are a reasonable choice for a hand gesture classi er based
on seEMG.

CNN models are the most commonly used DL approach for the task of gesture
recognition based on sEMG signals. In [95], the authors develop a CNN for the
categorization of six common gestures that improves the classi cation accuracy
compared to SVM. The model of [9] consisting of convolutional and average pooling
layers results in comparable performance to what was achieved using typical ML
approaches. The works of [43, 142] propose a few novelties compared to previous
works not only in network structure but also in the way EMG signals are acquired.
This is based on a high-density electrode array, which is considered an e ective
approach in myoelectric control [64, 88, 118]. Using instantaneous EMG images,
the CNN model of [43] correctly classi es a set of eight hand movements with a rate
of 89%, whereas the multi-stream CNN described in [142] achieves 85% accuracy
on the Ninapro database. In their latter works [54, 143], the authors of [142]
propose a multi-view approach combining various SEMG representations, including
Fast Fourier Transform (FFT) and traditional feature vectors, that achieves a
classi cation improvement of about 3%. An overview of the application of CNNs
for hand gesture recognition is shown in Fig. 4.1.

In [15], the MAV signals extracted from 8 dry electrodes placed on the forearm
have been used as input to a TCN of a single convolutional layer. The architecture
evaluated on a dataset of 9 subjects and 27 gesture labels achieves an accuracy
of about 70%. The authors, also, observe that the proposed model has better
stability, measured as the rate of changes in predicted labels compared to ground
truth, than an LSTM. The authors of [151] utilize a TCN that consists of 3 blocks
of temporal convolutions. Their experimentation is based on rst removing the
transients of the signals and segment the remaining part of the signal into 150 ms
windows. The accuracy of the inter-session evaluation on the Ninapro DB6 [93]
dataset is 65.2%, while the accuracy of an SVM classi er is lower. In [102], the few-
shot learning procedure is applied for the task of gesture recognition. The authors
build a deep TCN model for the classi cation of SEMG signals from the Ninapro
DB2 dataset. With this approach, their model achieves an accuracy of 83.99% on a
5-way 5-shot experiment, while the accuracy on new gestures, i.e. gestures that are
not used during training, is 72.19%. Finally, [50] combines temporal and spatial
convolutions in a model similar to the Squeezenet [59] architecture. A re module
employs temporal convolutions and then a typical 2D convolution is applied. The
10-fold CV accuracy on DB1 is 77.5% and on DB2 is 69.5%. The authors notice
that the accuracy on segments from the 1st repetition of the gestures is lower.
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Figure 4.1: The application of CNNs for hand gesture recognition. The sEMG signal is measured
using electrodes attached to the forearm. The signal is segmented in small pieces and each
segment is represented as an image with dimensions corresponding to the time duration (rows)
and the electrodes (columns). The image is fed into a CNN that predicts the performed gesture.

4.1.1 Contributions

Motivated by the progress of DL methods we provide an overview of the application
of these methods to SEMG pattern classi cation problems. Then, we propose
modi cations to a simple CNN model [9] and we develop new DL approaches for
the classi cation of hand gestures. The main contributions are:

" analysis of the hyperparameters of a typical CNN model used for gesture
recognition

the development of a representation method for SEMG signals as images
using fractal curves and the application to hand gesture recognition

the approach of gesture recognition as a time sequence classi cation problem
using Temporal Convolutional Networks (TCNSs)

The contents of this chapter are based on our publications [127, 129, 130, 131,
133, 134].

4.1.2 Chapter Outline

The rest of the chapter is organized as follows. In Section 4.2, we provide details
and the experimentation for improving the classi cation of a previous 2D CNN
model. Section 4.3 describes a novel way for representing SEMG signals using
fractal curves for the classi cation with common CNNs. Then, an architecture
based on multiple iterations of the Hilbert curve (MSHilbNet) is presented. In
Section 4.4, we develop an architecture based on TCN models in order to exploit
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the temporal information of the data. Finally, Section 4.5 summarizes the out-
comes. To increase the readability of the text of Chapter 4, many Tables and
Figures are regrouped in Appendix A.

4.2 2D Convolutional Neural Networks

The problem of sEMG-based hand gesture recognition can be formulated as an
image classi cation problem using CNNs, where the input SEMG image has a size
ofH W 1 (height width depth. Various approaches have been employed
to construct an sEMG image. For example, in the works of [43, 142, 31], the
instantaneous SEMG signals from a high density electrode array have been used,;
the width and the height of the array match the dimensions of the image. In
addition, sEMG images can be constructed with segments of SEMG signals us-
ing (overlapping) time-windows, in which case the width matches the number of
electrodes and the height is equal to the window length [9]. Another approach is
based on spectrograms using the Short Time Fourier Transform (STFT) of SEMG
segments, where for each channel of the EMG a spectrogram is created resulting in
an image of sizdrequency time-bins channels[24, 152]. In this work, we adhere

to the approach of [9] and generate SEMG images with sliding windows. These
images are created using a window length of 150 ms and an overlap of 60%, i.e. 90
ms, in order to make fair comparisons with previous works in the literature that
use similar time-windows. Therefore, the input EMG image has a size % 10
(height width), where the height dimension corresponds to the window length
(i.,e. 150 ms sampled at 100 Hz) and the width equals the number of electrodes.
An example of an image created with this method is shown in Fig. 4.6d.

4.2.1 Architectures

The proposed CNN (depicted in Fig. 4.2) is based on the architecture introduced
in [9]. However, substantial modi cations have been made to increase the classi-
cation accuracy of the model. The main adjustments in the architecture are the
introduction of dropout [116] layers and the use of max pooling instead of average
pooling, while the number of trainable parameters remains the same. The CNN
architecture has 4 hidden convolutional layers and 1 output layer. The rst two
hidden layers consist of 32 lters of siz& 10and3 3. The third layer consists of
64 lters of size5 5. The fourth layer contains 64 lters of 5 1 size, whereas the
last one is a G-way convolutional layer withl 1 lters, where G is the number
of gestures to be classi ed. Zero padding is applied before the convolutions of the
hidden layers, which are followed by ReLU non-linearities and a dropout layers
with a probability of 0.15 for zeroing the output of a hidden unit. In addition, a
subsampling layer performs max pooling overd 3 window after the dropout of
the second and third layers. Finally, the last convolutional layer is followed by a
softmax activation function.

The weights were initialized with the Xavier initializer [45] and a weight decay
(I, regularization) of 0.0002 was applied during training. Network parameters were
identi ed via cross-validated random search and manual hyperparameter tuning
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Figure 4.2: Graphical representation of the AtzoriNet* model. G is the number of gestures and
C is the number of input channels. For Ninapro DB1,C =10 and G = 53.

on a validation set composed of three subjects randomly selected from the rst
dataset (DB1) of the Ninapro database [7]. This dataset contains 10 repetitions
for each gesture, therefore 7 repetitions (approximately 2/3 of the data) were used
as the train set, and the test set consisted of the remaining repetitions.

The procedure of hyperparameter searching was performed as follows. In each
fold of the CV, EMG data from one repetition of the training set were used as test
data and the remaining repetitions for training. The hyperparameter search space
included weight decay, dropout rate, pooling, kernel initializer, whereas stride and
padding values were computed such that the size of the output tensor is correct.
The search space along with the selected values are listed in Table 4.1 [127].
Additionally, the proper optimizer parameters were found in the same fashion for
each evaluation method.

The preprocessing of EMG signals is described next. Firstly, a 1st order 1 Hz
low-pass Butterworth Iter is applied as in previous studies on Ninapro database
([9, 43]). Then, training data are augmented by duplicating the signals of each
repetition and adding Gaussian noise with a Signal to Noise Ratio (SNR) equal
to 25 dB, where the amount of noise was calculated separately for each EMG
channel. Finally, both for training and testing, the EMG signals are segmented
into overlapping windows of 150 ms length and 90 ms overlap, which can be
considered as a form of data augmentation similar to image shifting.

Due to the recording process followed in the Ninapro database, each gesture
repetition is followed by a resting phase, meaning that the majority of the images
correspond to the ‘rest' gesture. In addition, there are variations in the duration of
the gesture repetitions, which a ect the number of generated images. Therefore,
accounting for the fact that gestures are not equally represented in the dataset,
two steps are taken to deal with the imbalance problem. First, the EMG data
of the ‘rest' gesture are subsampled, such that the same number of repetitions is
shared between all gestures. Secondly, during training the loss function is weighted
such that the network pays more attention to under-represented gestures.

4.2.2 Experimental Setup

The proposed CNN architecture is evaluated on data from the Ninapro database
that includes SsEMG data related to 53 hand movements of 78 subjects (11 tran-
sradial amputees, 67 intact subjects) divided into three datasets. The Ninapro
DBL1 includes data acquisitions of 27 intact subjects (7 females, 20 males; 2 left
handed, 25 right handed; ag28 3:4 years). The second dataset includes data
acquisitions of 40 intact subjects (12 females, 28 males; 6 left handed, 34 right
handed; age299 3.9 years). The third dataset includes data acquisitions of 11
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Table 4.1: Hyperparameter tuning for AtzoriNet*.

Hyperparameter Search space Selected value
Weight decay [0.0001, 0.001] 0.0002
Dropout [0, 0.333] 0.15

Pooling method {'max', "average'} ‘max’
K Linitial {"glorot', “he', "normal’, “glorot
ernel initializer uniform’} g
Optimizer {'SGD', "Adam'} ‘SGD
Learning rate [0.001, 0.1] 0.05
Learning schedule { c\onstant, _step declay, “step decay'
exponential decay'}
Epochs [30, 150] 100
Batch size {32, 64, 128, 256, 512, 1024} 512

transradial amputees (11 males; 1 left handed, 10 right handed; a¢236 1196
years). More details about the database and the acquisition procedure can be
found in [9, 7].

All the evaluations of the model were carried out on the Ninapro DB1 using
all the data available. This dataset is comprised of SEMG signals captured from
27 subjects using 10 electrodes, of which 8 are placed around the forearm and
the other 2 are placed on the main activity spots of the large exor and extensor
muscles of the forearm [7]. For a fair comparison with current literature, the
data were split into training and test datasets following the approach described
in [9], i.e. repetitions 2,5, and 7 were used for testing and the rest for training.
Hyperparameter tuning was performed using CV on the training set. The models
were trained on a workstation with an Intel Xeon, 2.40 GHz (E5-2630v3) processor,
16 GB RAM and an Nvidia GTX1080, 8GB GPU.

The model is evaluated by means of two experiments. The rst one adheres
to the evaluation procedure described in [9], while the second uses the setting of
[43]. As performance metrics, we use the average accuracies on the train and test
sets, the average of the top-3 test accuracies (i.e. the accuracy when any of the
3 highest output probabilities match the expected gesture) and the test accuracy
after majority voting on each gesture repetition (i.e. the repetition segment of a
speci ¢ gesture is assigned the majority gesture label of the sEMG images that
correspond to that repetition). Additionally, the model performance is further
evaluated by analyzing misclassi cations per class, provided by a confusion matrix,
and the accuracy over the gesture duration normalized time as in [8].

In accordance with [9], a model was trained using 7 repetitions and tested with
the remaining 3 for each of the 27 subjects in the dataset. Each model is initialized
with randomized weights and trained using Stochastic Gradient Descent (SGD)
for 100 epochs with 0.05 initial learning rate and a batch size of 512. The learning
rate was reduced every 15th epoch by a factor of 50%.

The second experiment follows the set up of [43], which di ers from the pro-
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cedure of [9] in that a pre-trained network is created using all the training data
of all subjects and then a ne-tuned model is generated for each subject. The
rst model is initialized with randomized weights and trained using SGD for 100
epochs with 0.05 learning rate, and a batch size of 512. The learning rate was
reduced every 15 epochs by a factor of 50%. The subject-speci ¢ models were
initialized with the pre-trained network and the last two convolutional layers were
ne-tuned using SGD optimizer for 30 epochs with a learning rate of 0.01 halved
every 10th epoch, and a batch size of 128.

In ML, an ablation study typically refers to the procedure that removes some
“feature' or component of the model, and measures how that a ects performance
compared to the model that includes all the components of the study. In this
work, an ablation study was conducted investigating the impact of the model
components shown in Table 4.2. Speci cally, each parameter was in turn set to
the values proposed in the initial paper of [9] and the performance, as in the rst
evaluation experiment, was recorded for 10 subjects.

" Pooling: All pooling layers use the "average' method as in [9] while the rest
of the parameters remain as in Table 4.1.

Dropout: Early experiments showed that the model might su er from over t-
ting, thus dropout layers were used as regularizers. In this case, the network
is trained without dropout (dropout = 0).

Weight decay: The value of thd, regularization is set to 0.0005 as described
in the original paper.

Regularization: We examine the impact of both the dropout and the weight
decay by setting each one to their original values (dropout = d; = 0.0005).

Optimizer: The parameters of the optimizer (i.e. the learning rate, the
batch size and the number of epochs) are reverted to their initial values
while retaining the remaining parameters of the model.

Table 4.2: Hyperparameter values for the experiments of the ablation study. The notation *-'
corresponds to the default value shown in the 'Default' row.

A ected Learning  Batch

Poolin Dropout I ) Epochs
component g P 2 rate size P
. , 0.05, ‘step
Default max 0.15 0.0002 decay’ 512 100
Pooling “average' - - - - -
Dropout - 0.0 - - - -
Weight decay - - 0.0005 - - -
Regularization - 0.0 0.0005 - - -
Optimizer i i . J000L o oes 30
constant
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Label smoothing is a regularization method that was rst described in [121].
It consists of redistributing the ground-truth softmax probabilities of the training
examples using a distribution function. This function can be any distribution such
as the uniform distribution [121] or even the output of another neural network [96,
10]. Adding noise to the labels acts as a regularizer since it prevents the model from
becoming too con dent about its predictions therefore encouraging generalization.
In these experiments, three label smoothing methods are investigated:

" Smoothing with the uniform distribution where the one-hot ground-truth
label g(k) = .y is replaced by

qik) = @ ) ky* 9(k) (4.1)

wherek;y 2 [0;52] «y is a Dirac delta, which equals 1 fok = y and 0
otherwise, g(k) = Uf0; 529 the uniform distribution and is a smoothing
factor.

Uniform smoothing conditioned on the general group type of the gesture.

The hand gesture groups as de ned in the Ninapro dataset are shown in
Table 2.1. Thereforeg(k) in Eq. 4.1 becomes

g(kjy =0) = kaO; 54

) 1=13 k 12
a(kjy 2 [1,12]) =
0 elsewhere
) 1=9 k=0 ork2[1320]
kiy 2 [1320]) =
o(kdy 2 {13 20) 0 elsewhere (4.2)
) 1=10 k=0 ork 2 [21;29
o(kiy 2 [21; 29]) = [21:29]
0 elsewhere
) 1=24 k=0 ork2[3052
a(kiy 2 [30,52]) = 130:52]
0 elsewhere

A

Are nery network f,() [10] is initially trained with the ground-truth labels of
the training examplesf X yain ; Yirain 0, While a second network is trained with
the predictions of the re nery model on the training dataf X yain ; fr (Xtrain )0.
The architectures of both networks can be the same or di erent, and both
are randomly initialized.

The parameters of the smoothing methods that were used are as follows. For
the uniform and group-based distributions the smoothing factor is set to= 0:1, as
in other works in the literature [121], while in the case of the re nery network, both
models have the same architecture and they are trained with the same parameters
as in Table 4.1 [127]. The performance is measured as in the rst evaluation
experiment.
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Figure 4.3: Loss value after each training epoch calculated on train set (left) and test set (right).
The solid line is the median value across subjects while the shaded area corresponds to the 5%
and 95% percentiles.
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Figure 4.4: Plot of prediction accuracy against normalized time duration for the AtzoriNet*.
The horizontal axis is the index of the SEMG segment divided by the segment duration, while
the vertical axis corresponds to the micro-average accuracy. It can be seen that at the start and
completion of the gesture repetition the accuracy is lower.

4.2.3 Results

The results of the model evaluation are summarized in Table 4.3. Compared to
similar works evaluated on the same dataset, the proposed model outperforms
the original network of [9], while it is inferior to the more complex approaches of
[43] and [142]. Table 4.4 shows the comparison between these works under the
same evaluation that was used in each paper. The model of [43] uses as input the
instantaneous EMG images, i.el 10for the Ninapro DB1, so the majority vote
over 200 ms is shown in parentheses, whereas the input image in the network of
[142] is20 10 pixels.

Apart from di erences in the input, there are more model architecture dis-
similarities. Both [43] and [142] incorporate batch normalization [60] that allows
for faster convergence, and fully connected layers that o er increased network ca-
pacity due to more trainable weights. In addition, the approach of [142] adopts a
multi-stream pipeline where a number of EMG electrodes are processed separately
and are then merged with fully connected layers. This architecture is denoted as
WeiNet and a graphical representation is shown in Fig. A.1. This split-and-merge
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Table 4.3: Evaluation results for two di erent con gurations.

. ) Majority
Setting Train Test accuracy Top-3 test voting test
accuracy accuracy
accuracy
[9] 0.8303 0.7048 0.8706 0.9231
[43] 0.8121 0.7206 0.8806 0.9306

Table 4.4: Test accuracy comparison for the AtzoriNet*. In [43], the value in parentheses is the
accuracy over a majority window of 200 ms.

AtzoriNet*

Setting [129] AtzoriNet [9] [43] WeiNet [142]
[9] 0.7048 0.6659 - -
0.7610
[43] 0.7206 - (0.7780) 0.85

approach enables learning the correlation between individual muscles and specic
gestures leading to state-of-the-art accuracy of 85% on the Ninapro DB1. How-
ever, we explicitly chose not to follow similar approaches in this paper in order to

develop a better understanding of how DL methods can be applied to SEMG data
through a simpler network.

The proposed network is further evaluated through loss graphs and an error
analysis. Fig. 4.3 shows the loss graphs during training on the train and test sets.
It can be observed that decaying the learning rate helps the network parameters
converge to a better optimum. When comparing the loss between the train and
test sets, it is obvious that there is some degree of over tting. However, apply-
ing more regularization (e.g. dropout, weight decay) does not decrease the test
loss. Therefore, a di erent pipeline (e.g. preprocessing steps, data augmentation,
di erent lter sizes) may reduce the generalization error of the network.

An error analysis was performed to better understand the performance of our
model. The confusion matrix is calculated for each subject evaluation and the

Table 4.5: Di erence in accuracy between the control model and the parameters of the ablation
study. The values in parentheses are the standard deviations.

Train accuracy Test accuracy Vote accuracy
Pooling -0.2315 (0.0346) -0.0905 (0.0391) -0.0423 (0.0389)
Dropout +0.1095 (0.0051) -0.0255 (0.0534) -0.0114 (0.0472)
Weight decay -0.0249 (0.0287) +0.0011 (0.0462) +0.0040 (0.0368)
Regularization +0.0954 (0.0099) -0.0173 (0.0443) -0.0077 (0.0437)
Optimizer -0.6782 (0.0751) -0.4272 (0.0868) -0.4540 (0.1276)
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Table 4.6: Loss and accuracy values with and without label smoothing. The values in parentheses
are the standard deviations. An "*' denotes signi cant di erence compared to the "Base' model
at a 5% signi cance level.

. Train Test Vote

Train loss Test loss accuracy accuracy accuracy

0.3337 1.1947 0.8303 0.7048 0.9231

Base (0.0679) (0.2795) (0.0410) (0.0626) (0.0340)
. 0.8891* 1.3352% 0.8150 0.7057 0.9162
Uniform (0.0799) (0.1933) (0.0429) (0.0602) (0.0343)
Group 0.7638* 1.2595+ 0.8195* 0.7033 0.9143
(0.0722) (0.2060) (0.0423) (0.0604) (0.0298)

Re nery 0.5378% 1.1109* 0.8192* 0.6957 0.9234
(0.1059) (0.2407) (0.0365) (0.0613) (0.0354)

average is shown in Fig. A.2. Most misclassi cations occur around the main
diagonal and according to the class labels mostly similar movements are falsely
categorized. That is expected considering the location of the EMG electrodes and
the muscles that participate in each movement. For example, gesture labels "9',
"11' represent the adduction and exion of the thumb that are coordinated by the
same forearm muscles. In addition, there is a concentration of errors in the lower-
right corner that corresponds to grasps and functional hand gestures that involve
more muscles. Taking into account that each EMG image is a 150 ms segment and
the gesture repetition lasts 5 s, we may conclude that for a given misclassi cation
a proportion of the images will be similar between the two gestures. A possible
explanation is that some groups of movements can be broken down into the same
smaller movements. It is only when the full sequence of images is available that the
network can decide correctly which gesture is performed. Comparing the confusion
matrices before and after the majority voting we see that most errors around the
diagonal are reduced by the majority voting.

Another reason for the low accuracy is the fact that the errors are not evenly
distributed on the duration of the entire gesture repetition. Fig. 4.4 [127], which
relates classi cation errors with the time-normalized movement duration, demon-
strates that misclassi cations are primarily concentrated in the beginning and at
the completion of the movement. The reason is that during the recording session
there is a gradual transition between rest, gesture and rest, in contrast to the dis-
crete changes of the gesture labels. Consequently, accuracy is lower during these
transition periods where the change in movement is not yet clearly evident from
the input SEMG signal [8].

The results of the ablation study are presented next. Each row in Table 4.5
shows the di erence in the average accuracy (train, test and majority voting) of
ten subjects between the baseline model and the corresponding ablated model.
It is obvious that between the two modi cations made to the architecture of [9],
the type of pooling method has huge impact on the model performance (9% on
the test set). The dropout and the weight decay a ect the accuracy by about
2.5%, which means that the model can be e ectively regularized using only data
augmentation methods. In addition, modi cations to the optimizer parameters
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were observed to be essential to achieve an accuracy similar to the one reported
in [9].

Additional experiments examined the regularization e ect of label smoothing.
The purpose of this method is to improve the ability of the model to generalize to
unseen data, thus reducing the loss on the test data. The results of these experi-
ments, as well as a comparison to the baseline model without label smoothing are
shown in Table 4.6. Statistical signi cance is assessed with the Wilcoxon signed-
rank test and an *' denotes a signi cant di erence between the baseline model
and the corresponding smoothing method at a signi cance level of 5%. We see
that the loss value during training is increased in all cases, while the expected
decrease in the test loss is observed only for the label re nery method. However,
this di erence does not translate to an improvement on the accuracy metric.

Overall, it is shown that a simple CNN architecture can be successful at the
task of SEMG hand gesture recognition, taking into account accuracy of a model
that performs at random when classifying 53 gestures. Small modi cations to the
model parameters and the training process can boost the performance, whereas
deeper and more complex networks yield the best performance. The inability of
the proposed model to generalize well to unseen data needs to be addressed to
facilitate further improvement. Finally, the use of small EMG segments accounts
for much of the classi cation error as there is a signi cant amount of resemblance
between EMG signals of similar gesture groups, especially during their transitive
periods. Therefore, majority voting over these small EMG segments provides a
better evaluation metric.

4.3 Convolutional Neural Networks based on Frac-
tals

In this section, we investigate the application of several space- lling curves, namely
the Hilbert, Peano, and Z-order curves, to represent SEMG signals as images that
can be classied by CNNs. This type of curve is useful because it provides a
mapping between 1D and d-dimensional spaces while preserving locality.

Space- lling curves, such as the Peano, Hilbert, and Z-order (Morton) curves,
have found applications in various domains, such as database access, data com-
pression, and image processing. The key property of space- lling curves is that
they constitute a mapping between a multidimensional space and a lower dimen-
sional space while, in general, they tend to preserve locality between the data
points. The Hilbert curve or Hilbert space- lling curve was rst described by the
German mathematician David Hilbert in 1891. The main property of this contin-
uous fractal space- lling curve is the superiority in preserving locality compared
to alternative curves [48, 87]. This means when two points that lie on a 1D line
at a speci c distance are mapped into 2D space with a space- lling curve, their
new distance will be smaller if the Hilbert curve is used.

The Hilbert curve can be constructed recursively. Firstly, the 2D plane is
divided into four quadrants that are traversed according to a fundamental pattern
as shown in Fig. 4.5a. In each subsequent iteration, all existing subsquares are
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subdivided into four smaller subsquares. These four subsquares are connected
by a pattern obtained by rotation and/or re ection of the fundamental pattern.

Fig. 4.5a 4.5d visualizes Hilbert curve traversals of the 2D space after the rst
iterations, where the numbers are the index within the 1D sequence that is mapped
to the speci c pixel of the 2D image.

The Peano curve is the rst example of a space- lling curve to be discovered, by
Giuseppe Peano in 1890. To construct the Peano curve the 2D plane is initially
divided into nine squares (i.e. a3 3 grid) that are traversed according to a
fundamental pattern. From each iteration to the next, all existing subsquares are
subdivided into nine smaller subsquares connected as shown in Fig. 4.5e 4.5h.

The Z-order (also known as Morton curve) is another locality preserving space-
lling curve named after Guy Macdonald Morton, who rst applied the order to
le sequencing in 1966. Its basic pattern looks like the letter “Z'. The curve is
constructed as shown in Fig. 4.5i 4.5I.

The use of fractal curves, and in particular the Hilbert curve, for designing
alternative image and signal representations is long known, but never studied for
SEMG signals. In [30] and [77], the properties of the Hilbert curve have been
exploited to convert mammographic images to 1D vectors. In combination with a
set of appropriate features, this helped in detecting breast cancer. In [23] a similar
dimensionality reduction approach is followed. The mapping of 3D data into 2D
and 1D representations facilitates the classi cation of 3D structural data by CNNs.
Compared to the direct processing of raw data, such an approach reduces training
time and can be used in cases of data of an arbitrary number of channels. The
sequence of the extracted image patches is of importance for the detection of image
forgeries by LSTM-based models [12]. The Hilbert curve is employed to determine
the order of the image patches fed into the LSTM, thus preserving spatial locality.

The Hilbert curve can also be used in the inverse problem, i.e. transforming
1D data in 2D images. The authors of [149] found that long-term interactions
between regions of the DNA sequence are important for its classi cation. Thus,
instead of very deep networks or larger Iters, the Hilbert curve was employed to
map the DNA sequence into an image such that proximal elements stay close, and
the distance between distant elements is reduced.

Besides the more popular Hilbert curve, also Z-order curves have been used
in representation problems, though less frequently. For example, in [124] the Z-
order curve is chosen because of its good balance between locality preservation
and computational complexity to map the neighbourhood around a point in a 3D
point cloud into a 1D sequence. These sequences are fed into a CNN to predict
the displacement between the current and the next point. The authors of [62]
represent the 4D coordinates of a crystal structure as a 1D feature vector using
the Z-order curve. An MLP predictor takes as input these representations and
estimates the energy of the organic molecular structure.
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Figure 4.5: The rst four iterations, k = f1;2;3;4qg, of (a-d) the Hilbert curve, (e-h) the Peano
curve, (i-I) the Morton (Z-order) curve.

4.3.1 Fractal Curves on Image Models
Methods

Following the notation found in [48], a discrete d-dimensional Hilbert curve of
order p, denoted asH{ of length L%, whereL = 2", is a bijective mapping:

HY o+ L0 Ly (4.3)

such thaty;; = x;81 2f0;:::;L%  1g, where(i;j ) = HZ(l).

Fractal curves are used to transform multi-channel SEMG signals into 2D image
representations. The sEMG signals are recorded by K electrodes (channels), while
performing a hand gesture. These are organized into small segments of N samples.
Such an arrangement results in SEMG data of sia¢ K as shown in Section 4.2.
The fractal curve mapping can be applied in two ways, either (i) across the time
dimension, i.e. map each time sequence of an SEMG channel into a 2D image, or
(i) across the sEMG channels, i.e. map the values of the SEMG channels of each
time instant into a 2D image (Fig. 4.6).

56



4.3. Convolutional Neural Networks based on Fractals

The application of the Hilbert mapping across the time dimension is as follows
(Alg. 4.1). Given a single-electrode sEMG sequence of lendth a 2D representa-
tion of L L size is produced, wher& = L2 and L is a power of two, i.e.L =2".

In the case ofK SEMG electrodes, this process is repeated for every electrode,
and the outputs are stacked into a K-channel image, resultinginanh L K
image. For example, an SEMG signal of 10 electrodes and 64 samples is mapped
intoan 8 8 10image. The output image)y, is initialized with zeros, and then
for every electrodek and every timestepn, image coordinateq(i;j ) are generated
from the timestep n such that the output image value at position(i; j; k ) equals
the signal value at timestepn of electrodek. The application of the Z-order curve

is identical, while for the Peano curve the di erence is that should be a power
of three, i.e. L = 3". It is important to note that sequence segments of length
smaller thanL?, i.e. (L 1)><N <L 2, can be used as well, however, in that
case the nal image has to be zero-padded up to a length bf.

In the second option, the Hilbert curve mapping is applied across the SEMG
electrodes (Alg. 4.2). The number of SEMG electrodes should be a square number,
i.e. K = L2, whereL = 2" (for the Hilbert and Z-order curves) orL = 3" (for
the Peano curve). At every time instant of the sequence the set &f electrode
values is mapped into arl. L image. Thus the dimensions of the Hilbert curve
representation of theN K segment willbeL L N. For example, an SEMG
segment of 16 electrodes with 20 samples is mapped intd a 4 20image. The
output image, y, is initialized with zeros, and then for every electrod& and every
timestep n, image coordinategi;j ) are generated from the electrode indelk such
that the image value at position(i; j;n ) equals the sEMG value at timestem of
electrodek. As in the previous case, the image will be zero-padded, if there are
less electrodes thar.? (Fig. 4.6¢).

The computation of the mapping from 1D to 2D using these space- lling curves
requires only bitwise operations based on Gray codes performeddfl) time. For
a givenM M grid, calculating the coordinates for a single data point requires
O(logzM) repetitions [53]. Since the mapping is the same for all images, it is
computed only once and then used as a look-up table. Therefore, the computa-
tional overhead is very small compared to training the CNN. A common approach

Algorithm 4.1: Hilbert curve across time dimension

Input: X, 2D array of sizeN K, whereN L2
Output: vy, 3D array of sizeL L K
hc HI%gzL;
y zerogL;L;K);
for k OtoK 1do
forn OtoN 1do
i) he(n);
yli:ji k] x[m;K];
end
end

©® N o o A W N R

57



Chapter 4. Deep Learning Models for Gesture Recognition

Algorithm 4.2:  Hilbert curve across electrode dimension

Input: X, 2D array of sizeN K, whereK L2
Output: vy, 3D array of sizeL L N
hc HI%gzL;
y zeroqL;L;N);
forn OtoN 1do
for k OtoK 1do
i) he(k);
yli:isn ] x[n;K];
end
end

® N o A W N R

in image applications is to use 1D (grayscale) or 3D (RGB) images as inputs to
CNNs. In our approach, the dimensionality (i.e. the number of channels) of the
image corresponds either to the number of electrodes or to the SEMG segment
duration.

Experimental setup

For the evaluation of the proposed models the rst dataset of the Ninapro database
[7] was selected following the intra-subject evaluation as described in Section 2.4.

As in previous studies involving the Ninapro dataset, the SEMG signals are
pre-processed by a low-pass lter [9, 127, 43]. Augmentation of the training data
(see also Chapter 5) is achieved by duplicating the signals of each repetition and
adding Gaussian noise of 25dB SNR. Magnitude-warping is also used for sSEMG
signal augmentation [128, 136]. As a last step, SEMG signals from tKe = 10
channels are segmented into overlapping windows of length with a step of 50
ms and are organized into\N 10 arrays.

A number of neural networks have been used for hand gesture recognition
[127]. Apart from those, we also investigate CNN architectures that are typically
found in image related tasks, but have not yet been applied to SEMG-based hand
gesture recognition, such as VGGNet [114], DenseNet [56], and SqueezeNet [59].
For the comparisons to be fair, an e ort is made to keep the number of trainable
parameters of the networks approximately equal. The model architectures are
shown in Fig. A.3, A.4, A.5.

As our baseline for comparison, we follow the approach where none of the
fractal curve mappings is used. This means thatth® 10arrays are fed into the
CNN models as single-channel images. For the window lendth we experiment
with two di erent values: 16 and 64 samples. The reason for choosimy = 16
is that for a real-time application the window size should be as small as possible
[58, 5]. We also report results for a bigger window, i.eN = 64, because of
the highest accuracy that was achieved during the validation experimentation
(Fig. 4.7). The explanation for the trend in Fig. 4.7, is that with longer segments
(N > 64) one can generate less training examples compared to smaMewalues.
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Figure 4.6: The application of the Hilbert curve mapping to SEMG data. (a) A 64-samples
segment of SEMG signal, (b) the "HilbTime' (Hilbert across time) representation of electrodes
m = f1;2;6;9g (image size8 8), (c) the "HilbElect' (Hilbert across electrodes) representation
at time instants n = f0; 15;45;60g (image size4 4), (d) the "Baseline' image representation
(image size64 10), (e) the "HilbTime' 3D sEMG representation (image size8 8 10) and (f)
the "HilbElect' 3D sEMG representation (image size4 4 64). In (c, f) there are less electrodes
than pixel dimensions, thus the last six pixels on the right of the images are zeros.

Therefore, the CNN models tend to over t. On the other hand, too small segments
do not contain enough information for the classi cation task.

Regarding the space- lling curve mapping across the time dimension (xxxxTime),
the N 10segments are organized intb L 10images. The "xxxx' denotes the
mapping curve type. In the case of Hilbert and Z-order mappings, fa¥ values
equal to 16 and 64 the resulting image sizes afde 4 10and8 8 10, respec-
tively, while for the Peano curve the image sizes a®e 6 10 (zero-padded and
cropped) and9 9 10 (zero-padded). The mapping across the sEMG channel
dimension (xxxxElect) is performed in a similar fashion. Given the number of
channelsK =10, the N 10segments are organized into images with dimensions
4 4 N. The pixels corresponding to the last six positions that the three fractal
curves traverse are set to zero. In this approach we retain the spatial resolution
constant due to the small number of available electrodes. Regarding the window
length, we only experimented withN = 16, since a longer segment would gen-
erate very deep image representations that in turn would increase the number of
parameters in the rst convolutional layer increasing the probability of over tting.

All networks were trained using stochastic gradient descent for 60 epochs with
an initial learning rate of 0.1 halved every 15 epochs, and a batch size of 1024. To
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Figure 4.7: Accuracy vs window size forN = f16;64;128 256g. Error bars correspond to
standard deviation. Highest performance is achieved withN = 64.

avoid over tting the networks due to the small training set, dropout layers were
appended after each convolutional layer with a forget rate of 0.3. In addition,
weight decay regularization with a value of 0.0005 was applied to all convolutional
layers. These values were selected after performing a grid search on a validation
set of ten randomly selected subjects.

For the statistical comparison of the methods, repeated measures ANOVA and
paired Wilcoxon tests are employed, with the F-value being the test statistic and
the p-value the corresponding probability.

Results

In the experiments, we evaluate two methods for generating SEMG image rep-
resentations from multi-channel sEMG signals using three di erent space- lling
curves. The evaluation across four CNN models is shown in Table 4.7, where an
“* denotes a signi cant di erence (Wilcoxon signed rank test ata = 5% signif-
icance level) between the corresponding representation and the baseline method.
Fig. 4.8 shows the evaluation metrics (top-1 and top-3 accuracies, precision, and
recall) for the best performing combination of representation method and CNN
model forN =16 and N = 64. In Table 4.8, repeated measures ANOVA followed
by Wilcoxon signed rank tests assess the signi cance of the di erences between the
space- lling curves. On the left, the p-values of the ANOVA are reported, while
on the right side of the Table, the pairwise comparisons based on the Wilcoxon
test are shown, where the values above the diagonal correspond to p-values for
N = 16, and the values below the diagonal are fok = 64. An X' denotes an
invalid comparison, and an "*' a signi cant di erence @ = 5%).

In general, from Table 4.7 we see that the Hilbert curve mappings perform
always equally well or better compared to the baseline. On the other hand, the
image representations of the other two space- lling curves are mostly inferior to the
baseline, except for the representations across the electrode dimension (PeanElect
and ZordElect). A comparison between the performances of the CNN architec-
tures, reveals that the VGGNet and the DenseNet yield similar results, whereas
the performance of the SqueezeNet is always lower. Considering how much these
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Table 4.7: Test accuracy metric across sEMG representation method and CNN model. An ™*
denotes a signi cant di erence (a = 5%) between the baseline and the corresponding space- lling
representation. Values in parentheses correspond to the standard deviation.

N Model Baseline HilbTime HilbElect PeanTime PeanElect ZordTime ZordElect

0.7115 0.7192* 0.7469* 0.6957* 0.7346* 0.7045 0.7404*

VGGNet  0682) (0.0670) (0.0653) (0.0688) (0.0648) (0.0685) (0.0639)
16 07225 0.7064* 0.7319* 0.6838* 0.7069* 0.6866* 0.7025*

DenseNet 9. 0639) (0.0634) (0.0598) (0.0689) (0.0562) (0.0613) (0.0597)

< NeQ5611 05585 05742 04062° 05934 0.3986* 05908
queezeNely 2342)  (0.1955) (0.2144) (0.3017) (0.1798) (0.2514) (0.1816)
0.7592  0.7908* 0.7527 0.7535
VGGNet  4.0629) (0.0570) ; (0.0560) ; (0.0590) ;
64 pensenet 07493 07757 ] 0.7544 ] 0.7449 ]
(0.0648)  (0.0588) (0.0535) (0.0547)
S Ne0:6297 05188 ] 0.3307* ] 0.3281* ]
queezeNel 1445y  (0.3298) (0.3499) (0.3297)

Table 4.8: Repeated measures ANOVA and pairwise tests for the comparison of the fractal
curves. In (a), the F and p values of the ANOVA are reported forN =16 and N =64. In (b)
and (c), the p-values of the pairwise comparisons based on the Wilcoxon test are shown. Values
above the diagonal correspond toN = 16, and the values below the diagonal are folN = 64.
An “x' denotes an invalid comparison, and an **' a signi cant di erence (a = 5%).

ANOVA (N=16) ANOVA (N=64)
F=9.6077 p=8e-8* F=7.7856 p=0.0011*
(a) Repeated measures ANOVA

HilbTime PeanTime ZordTime HilbElect PeanElect ZordElect
HilbTime - 9e-5* 0.0006* HilbElect - 0.1075 0.0088*
PeanTime 0.0003* - 0.4004 PeanElect X - 0.7548
ZordTime 0.0010* 0.6309 - ZordElect X X -
(b) xxxxTime (c) xxxxElect

architectures di er, it is di cult to identify which model components are respon-
sible for this degradation in accuracy performance. The highest top-1 accuracy
on the test data is achieved with HilbElect forN = 16 and HilbTime for N = 64,
which improves the baseline performance by more than 3%. These representations
perform better than the performance of the AtzoriNet* architecture, developed
speci cally for the problem of hand gesture recognition, as shown in Fig. 4.8.

In Table 4.8, comparing the top-1 accuracy of the space- lling curves repre-
sentations shows signi cant di erences for bothN = 16 and N = 64. Then,
the pairwise comparisons con rm that the SEMG images generated by the Hilbert
curve lead to higher performance. In addition, the di erences in accuracy between
the Peano and the Z-order curves are not signi cant in general.

For the dierence between the representations across time (xxxxTime) and
across the electrodes (xxxxElect), we can assume that the former yield better
results, since the dataset used in this work contains data from only ten electrodes.
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Figure 4.8: Comparison of the evaluation metrics for the AtzoriNet* [127] and the best perform-
ing combinations of representation method and CNN model folN =16 and N = 64.

Thus, approximately 1/3 of the pixels of every xxxxElect image correspond to zero
padded values, resulting in a limited set of patterns that can be detected by the
CNN models compared to the xxxxTime images.

Regarding the advantage of the Hilbert curve in detection accuracy, we can
attribute it to the better locality preserving properties between the examined
curves. The reason might be that less convolutions are required to extract useful
patterns in data, since data are tightly clustered. Therefore, given a network
architecture, the Hilbert curve image allows for a better utilization of the model
parameters. For example, a CNN model with a small kernel would require less
convolutional layers to extract good features since these features would be much
closer in the image plane than in the case of a dierent representation. This
could e ectively reduce the number of trainable parameters resulting in reduced
over tting.

4.3.2 Multi-scale Hilbert

In this section, inspired by the multi-scale dense networks [56], we propose the
application of a similar architecture, which we name MSHilbNet, where the gen-
eration of Hilbert curve representations of multiple orders is an inherent feature
of the topology.

Methods

The MSHilbNet is a new multi-scale Hilbert curve approach for the problem of
gesture recognition. With this model, we investigate the utilization of Hilbert
curve representations of multiple scales (i.e. multiple orders of the Hilbert curve),
where coarser scales can be constructed via downsampling. We show here that
downsampling with a pooling layer of non-overlappin@ 2 kernels kernelsize=
stride=2 2) retains the pattern of the Hilbert curve (Fig. 4.9), i.e. the output
of this operation is the Hilbert curve representation of the subsampled signal.
Given an imagey that is the Hilbert representation of orderk of the 1D
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z[0; 1] = pool3(y[0 : 1;2 : 3]) = pool3(x[4 : 7])

— z[0; 0] = pool%(y[o :10:1) = pool}l(x[o 1 3))

(@) (b)

Figure 4.9: Application of pooling operator to obtain lower order Hilbert curve representations.
In (b), zis a 1st order representation generated from a 2nd order representatioy, shown in (a).

representationz = pook(y):

x°= poolz(x)
Zjojo = Xlo (4.4)

where poof() is the 2D pooling operation with kernel size and stride equal to
2 2, pooli() is the 1D pooling with kernel size and stride equal to 4,x% =

With this tool we can create a network architecture, shown in Fig. 4.10, that
exploits multiple resolutions of the Hilbert representation obtained via a pooling
(pl) operation. As in [56], regular convolutions increase the deptld) of the ar-
chitecture for each resolution (scale), while we adopt strided convolutions to carry
information from a higher resolution to a lower resolution §). Regular convo-
lutions consist of 3 3 convolutions and ReLU activations, whereas the strided
convolutions use2 2 lters. Finally, a single output label is obtained by merging
the outputs (0) of the intermediate classi ers that consist ofl 1 convolution,
ReLU, global pooling layer and a softmax activation. The implementation code is
available at https://github.com/DSIP-UPatras/sEMG-hilbert-curve

Experimental setup

The evaluation of the models was performed on the rst dataset of the Ninapro
database [7] following the procedure described in previous section.

In the following experiments, window segments of 16, 32, and 64 samples (160
ms, 320 ms, and 640 ms, respectively) were used. A validation experiment showed
that a window size of 64 samples performs the best, while we included the results
for shorter segments considering the guidelines for real-time myoelectric control
applications [33], [115]. In the case ™ = 16, the training set contains on average
266K instances with a standard deviation of 17K, while the corresponding testing
setis3:6K 250 We attribute this variance across the subjects to the fact that in
the Ninapro dataset the duration of the gesture repetitions are not the same among
the subjects. The train and test sizes for the remaining input con gurations are
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depth (d)

Conv(32, 3x3)
BN
RelLU
Dropout

scale (s)

Conv(32, 2x2)
BN
RelLU
Dropout

Pool(2x2)

v

Conv(G, 1x1)
RelLU
GlobalPool
Softmax

—
l classifier

(Weighted) Average

Figure 4.10: The MSHilbNet model. Horizontal arrows correspond to regular convolutions
between features of the same scale, while the diagonal arrows are strided convolutions that convey
information to coarser scales. The initial scales are generated by a pooling operation shown with
vertical arrows. The dark shaded blocks correspond to a model witts = [8 8;4 4;2 2],

d =3, 0=[3;21]. A detailed description of the operations that correspond to each type of
arrow is given on the right of the gure.

shown in Table A.1. Similar to other classi cation problems, the gesture labels are
encoded with one-hot vectors of dimension equal to 53, i.e. the 52 hand gestures
and the relax periods.

Prior to performing the evaluation, a model selection step is required to de-
termine the appropriate hyperparameter values of the model. A validation set
determined the depth @) of the network and the type of pooling pl), as well as
the number of Hilbert scales §) and output layers (0) of the MSHilbNet. The
exact parameter space and the selected values are reported in Table 4.9. A set
of ten randomly selected subjects was used. From the training set of each sub-
ject, repetition number 6 is held-out as a validation set. Then, a grid search is
performed for the hyperparameters in Table 4.9 where the model is trained for
every subject using six repetitions and evaluated on the validation data. The
model with the best performance (i.e. highest accuracy for the validation set) is
selected for further evaluation. At this stage, we consider input SEMG segments
of lengthN = 64 (i.e. input dimensions8 8 10) since it allows to evaluate the
performance of 1-3 scales.

The depth hyperparameter,d, corresponds to the number of basic blocks that
the network consists of. The number of convolutions depends on both the depth
and the number of scales (e.g. for a number of scales equal to 3, every depth 1
adds to the network graph three regular and two strided convolutions).
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Table 4.9: Hyperparameter selection for the MSHilbNet model.

Hyperparameter Search space Optimal value
Depth (d) f3;4;59 3
Pool (pl) f'max'; ‘averageg ‘max’
Scales §) f3;2; 1g** 3
Output layers (0) f[d];[d;d 2];[d;d 1;::1]g [d]

** the values f 3;2; 1g for s correspond tof[8 8;4 4;2 2];[8 8;4 4];[8 8]g, respectively

Results

The optimal hyperparameter selection for the model is based on the evaluations
shown in Table A.2. Regarding the window length, there is no di erence in val-
idation accuracy betweenN = 16 and N = 32(p = 1:0), while any variation
betweenN = 16 and N = 64 is signi cant (p = 0:002). Consequently, for the
HilbTime representation the MSHilbNet at window lengthN = 64 performs the
best (Table 4.10). A further analysis of the MSHilbNet is shown in Fig. A.6, A.7
and Tables 4.11, A.3, A.4. In Fig. A.6, highly activated feature maps are shown
for the single-scale (Fig. A.6¢) and the multi-scale (Fig. A.6d, e) approaches when
a Thumb up' gesture is performed. In addition, the softmax distributions of
the intermediate classi ers and the nal output calculated as their average are
shown in Fig. A.7. Three types of output layers (0) and two model depths (d) are
evaluated on the validation set of 10 random subjects. Signi cant di erences in
validation accuracy were found (Table A.3) between the two variablepE 0:018
and p = 0:05 for depth and output layer, respectively). Further, the pairwise
comparisons (Table A.4) suggested that there is a marginal di erence between the
two depths (i.e. d = 3 and d = 5), whereas for the output layer the performance
measured as the "weighted average' of all the layers is considered similar to that
of the deepest layer§ = 0:220.

In Table A.2, we see that in general adding more layers along the depth dimen-
sion does not yield any performance improvements. On the contrary, increasing
the number of scales increases the accuracy by up to 9% (e.g., in the case where
depthd =5 and classi ers are attached to all depth® = [5; 4; :::; 1], as illustrated

Table 4.10: Average values of evaluation metrics for optimal models using full dataset. Standard
deviations are reported in parentheses. The depth of the model is denoted by, pl corresponds
to the pooling method, s is the number of scales, and the location of the output classi er

MSHilbNet (s=[8 8;4 4,2 2],d=3,0=[3])

HilbTime(16) HilbTime(32) HilbTime(64)
Accuracy 0.7410 (0.0564) 0.7502 (0.0683) 0.8168 (0.0525)
Precision 0.7601 (0.0509) 0.7662 (0.0610) 0.8258 (0.0492)
Recall 0.7416 (0.0566) 0.7503 (0.0687) 0.8149 (0.0526)
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Table 4.11: Comparison of average accuracy between MSHilbNet classi ers at deptt= 3 and
d=5(s=[8 84 4;2 2]andN =64). Standard deviations reported in parentheses

d=3 d=5
0=[3] o= o= 0=[5] o= o=
[3;2;1], [3:2,1], [5:4;3,2,1], [5,4,3;2;1],
“average' “weighted ‘average' “weighted
average' average'

accuracy ~ 0.7862  0.6718  0.7850  0.7767  0.7127 0.7875
(0.0648)  (0.0494)  (0.0642)  (0.0664)  (0.0619)  (0.0624)

in Fig. 4.10, the accuracy is improved from 0.6211 whex=[8 8]to 0.7127 when
s=[8 84 42 2]. Inaddition, averaging the outputs of the intermediate
classi ers does not provide a higher classi cation accuracy (i.e. given the depth,
the accuracy decreases the more the intermediate classi ers are). However, the
performance of the intermediate classi ers improves when the network deepens,
but it still remains lower than the corresponding single classi er case. Eventually,
the best performance, i.e. highest accuracy, is achieved for demth= 3, three
scaless=[8 84 4;2 2]and a single classi er from the deepest layary = [3].
The main advantage of this model is the use of multiple scales of the input
image which allows to capture both ne and coarse features at every depth. In
Fig. A.6,we show the feature maps with the highest activation generated from
models with depthd = 3 and scaless = [8 8] (Fig. A.6¢c), s=[8 8,4 4]
(Fig. A.6d), s=[8 84 4;2 2](Fig. A.6e), when using as input the middle
segment of "Thumb up' gesture (Fig. A.6a, A.6b). Comparing the corresponding
features between the three models, we see that when using only one scale the model
needs more layers to locate the region with useful information. In contrast, more
scales of the input allow the model to locate signi cant features faster. For exam-
ple, the feature map of the rst convolutional layer has high amplitude activations
in a larger area when one scale is used (Fig. A.6¢c "bl_regular_0/5"), whereas in
the case of three scales (Fig. A.6e 'b1l_regular_0/28") high values are limited to
a smaller region. In addition, there is a correspondence to the activation patterns
between subsequent layers as well as coarse scales (e.g., low right highly activated),
while in the single-scale case subsequent activation maps activate di erent regions.
Finally, the convolutions of the single-scale network fail to extract other impor-
tant features (e.g., low left region) that more scales can identify (e.g., Fig. A.6e
"b2_strided_0/5"). The second component of the MSHilbNet is the use of multi-
ple classi ers. Figure A.7 shows the softmax output of the intermediate and nal
classi er for two models with depthd = 3 (Fig. A.7a) and d =5 (Fig. A.7b) for
the rst 12 gestures of the Ninapro dataset (basic nger movements). We can see
that classi ers at the last layer are in general more accurate (i.e. high con dence
for the correct label), while earlier classi ers tend to misclassify. To further evalu-
ate whether a multi-classi er approach is helpful, we substituted the nal average
classi er for a weighted classi er with learnable weights. In particular, the weights
are learned during training through an attention mechanism. The classi cation
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results on the validation set are shown in Table 4.11. Clearly, there is a great
improvement from using the "weighted average' since the classi cation accuracy is
improved by 11% and 7% fod = 3 and d = 5, respectively, compared to the case
of the “average' classi er. However, the performance is not signi cantly better
than a single classi er < 0:05).

4.4 Temporal Convolutional Networks

Taking into account the outcomes of [11] we investigate the application of Tem-
poral Convolutional Network (TCN) [80] to the problem of sEMG-based gesture
recognition. In contrast to the image classi cation approach, EMG signals are
considered as a multi-dimensional time-series and only 1D convolutions are ap-
plied. Additionally, the outputs of the convolutions are computed using only past
and current data (causal convolution$

4.4.1 Architectures

Unlike existing works in SEMG-based gesture recognition that address the problem
as an image classi cation task, we develop a time sequence recognition model. It
is based on the architecture of TCN presented in [11] for sequence prediction
problems. The main characteristics of TCNs are the use of causal convolutions
and the mapping of an input sequence to an output sequence of the same length
(Fig. 4.11). In addition, accounting for sequences with long history, this model
uses dilated convolutions that enable a large receptive eld [150] as well as residual
connections [51] that allow training deeper networks. Considering that our task
is to classify SEMG signals, the output layer of a TCN is further processed by
either an average over time (AoT) calculation or an attention mechanism (Att)
[147] so that a single class label characterizes a complete sequence. Given an input
sequence of lengtiN, fxg = fXo;::;; Xy 10, the output of a causal convolutional
layer is a sequencdéog = faog;::;;oy 19 such that the calculation ofo,;n < N

Yo Y1 yLer yLer VLN

I N N Y Y Y Y O I O

Xo X1 XN-2 XN XN

Figure 4.11: Graphical representation of temporal causal convolutions.
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/ Residual block \
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Dropout
Conv1D(kf,d)
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Figure 4.12: Graphical representation of the TCNet model. "Convl1D(k,f,d)' is a causal 1D
convolution with k Iters of size f and dilation rate d. After every TCN block the dilation
rate is doubled. There are two alternatives for the output: either an average over time (AoT)
or an attention mechanism Att. The output label is generated through a dense layer with
G = number of gesturesunits, denoted as Dense(G).

depends only orf Xg; :::; Xng. The dilated convolutions are calculated as:
X
Oh = (X gW)y = Xn dmWm (4.5)
m

where 4 is the operator for dilated convolutionsd is the dilation factor and w is
the lter's impulse response. Next, a ReLU activation is applied, i.ey = ReLU(0).
For a TCN with L layers, the output of the last layer,y*, is used for the sequence
classi cation. When using the AoT, the class labe} attributed to the sequence
is found through a fully connected layer (i.e. Dense(G)) with softmax activation
function:

1 Xt
=k
N (4.6)

¥ = softmax(W, s+ h)

S =

whereW,, b, are trainable parameters. Otherwise, when using the Att, the class
label is calculated as follows [147]:

vp = tanh( Wy yrl; + by)
a, = softmax(v, u,)
X+ (4.7)
S= anYn
n=0
¢ = softmax(W, s+ k)

where W,, b, are trainable parameters that transform the TCN output into a
hidden representationv,, u, is a learnable context vector,a, is the normalized
importance for each time-step ana is the weighted sum ofy- based on the im-
portance weights. According to [11], the advantages of TCN include the ability to
process sequences of arbitrary lengths, while they require less memory in training
compared to RNNs due to shared Iter parameters of the convolutions. On the
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other hand, during inference RNNs are more memory-friendly since their calcula-
tions at time n are based only on the current input and the hidden state, whereas

a TCN needs an input sequence with duration equal to the receptive eld. For the
case of SEMG signals classi cation, the use of a time sequence model, which seems
to be a natural choice given the nature of the EMG input data, is investigated, and
compared to the image classi cation methods used so far. The hyperparameters
that have to be determined are the number of residual blocks and the number of
layers per block, both of which a ect the size of the receptive eld.

In the rest of the section the proposed architecture is denoted as TCNet and
a graphical representation is shown in Fig. 4.12.

4.4.2 Experimental Setup

The performed experiments evaluated TCNet with receptive elds that correspond
to 300 ms (short) and 2500 ms (long) input sequences. In addition, an exponential
dilation factor d = 2' for the I layer in the network was used. The classi cation
was either based on the AoT or the Att mechanism. Therefore, four models were
evaluated using complete repetition sequences as input. The details of each model
are shown in Table 4.12.

All networks were trained using the adam optimizer [71] for 30 epochs with
constant learning rate of 0.01 and a batch size of 128. To avoid over tting the
networks due to the small training set (size 053 7 = 371), the training data of
each subject were augmented by a factor of 10 using the time-warping, magnitude-
warping and jittering methods described in [136]. The warping method consists
of multiplying the sEMG signal with a random curve of small variance, whereas
jittering is the addition of Gaussian noise to the sEMG (see also Chapter 5).
Finally, dropout layers were appended after each convolution with a forget rate
of 0.05. These values were selected after performing a grid search on a validation
set of ve randomly selected subjects. The models were trained on a workstation
with an Intel Xeon, 2.40 GHz (E5-2630v3) processor, 16 GB RAM and a Nvidia
GTX1080, 8GB GPU. Each epoch was completed in approximately 20s. The
results are summarized in Table 4.13.

Table 4.12: Details of the evaluated models. The number of layers refers only to convolutions.

Model Classi er Re(;elgtlve Parameters Layers
Ao0T(300) AoT 300 ms 60K 4
A0T(2500) AoT 2500 ms 70K 7
Att(300) Att 300 ms 75K 4
Att(2500) Att 2500 ms 85K 7
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Table 4.13: Performance (test-accuracy) of the evaluated models.

Model Test accuracy Top-3 test accuracy
Ao0T(300) 0.8951 (0.0343) 0.9742 (0.0151)
A0T(2500) 0.8929 (0.0380) 0.9737 (0.0150)
Att(300) 0.8967 (0.0350) 0.9735 (0.0177)
Att(2500) 0.8976 (0.0349) 0.9711 (0.0168)

True: 11, Prediction: 11 True: 11, Prediction: 11

EMG sequence EMG sequence

f T T T T T f T T T T T
0 100 200 300 400 500 0 100 200 300 400 500

Last layer output Last layer output

0 100 200 300 400 500

Attention weights Attention weights

0.02
0.014
0.00 -

200 300 500 0 100 200 300 400 500
time [samples] time [samples]

(a) Att(300) (b) Att(2500)

Figure 4.13: Classication of the ‘thumb exion' gesture of subject-11 with Att(300) and
Att(2500). With a sampling rate of 100 Hz, the receptive eld in (a) is 300 ms or 30 sam-
ples, while in (b) it is 2500 ms or 250 samples.

4.4.3 Results

The problem of hand gesture recognition based on SEMG is addressed as a se-
guence classi cation task using the TCNet architecture, i.e. a type of CNN that
performs only temporal causal convolutions. Two hyperparameters of the model
are explored: the receptive eld of the convolutions and the type of classi cation.

A comparison of the loss graphs during training and testing (Fig. A.8) shows
that all models have been trained until convergence. In addition, the degree of
over tting is very small, therefore adjusting the forget rate of the dropout layers
could only slightly improve the test accuracy. Error analysis based on the aver-

Table 4.14: Performance (test-accuracy) of the evaluated models.

Model Test accuracy Model parameters
AtzoriNet [9] 0.6659 85K
AtzoriNet* [127] 0.7048 85K
[43] 0.7610 500K
WeiNet [142] 0.85 2.5M
TCNet [130] 0.8576 85K
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True: 45, Prediction: 45 True: 45, Prediction: 40

EMG sequence EMG sequence
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Figure 4.14: Classication of the "quadpod grasp' gesture of subject-11 with Att(300) and
Att(2500). The latter misclassi es the gesture as a “three- nger sphere grasp'. With a sam-
pling rate of 100 Hz, the receptive eld in (a) is 300 ms or 30 samples, while in (b) it is 2500 ms
or 250 samples.

age confusion matrix shows that some gestures are di cult to classify correctly
(Fig. A.9). All confusion matrices display a few clusters of misclassi cations be-
tween the following gestures: i) thumb adduction-abduction and exion-extension
(labels 9 12), ii) thumb opposing little nger and abduction of all ngers (labels

16 17), iii) power grip and hook grasp (labels 31 32), iv) types of three nger
grasps (labels 40 42), and v) types of pinch grasps (labels 43 44). The rst three
cases are gestures were all the ngers except the thumb are fully or partially ex-
tended, while in the last two the gestures are very similar and hence some of the
subjects might have been confused. In Section 4.2.3, we have shown that these
groups of gestures were mostly misclassi ed by an image-based approach as well.

The above observations are veri ed quantitatively using the sensitivity and
speci city values for the case of Att(300) in the one against all approach derived
from the confusion matrix (Fig. A.9). Within the rst group of the Ninapro ges-
tures, i.e. labels 1 12, gestures 9 and 11 have the smallest sensitivity value (0.8608
and 0.8974 respectively). In the second group, i.e. labels 13 20, gestures 16 and
17 have the smallest sensitivity value (0.9113 and 0.9350 respectively), while in the
last group of gestures, i.e. labels 30 52, the smallest sensitivity value is found for
gestures 32, 42 and 43 (0.8182, 0.8250 and 0.8354 respectively). In all the cases, a
value of above 0.98 is observed for the speci city metric. The low sensitivity val-
ues mean that for these gestures there are more repetitions classi ed as a di erent
gesture than for other gestures. Also, the much lower values in the last group of
gestures, con rm the di culty of a classi er to accurately discriminate between a
wide range of grasps. On the other hand, the high speci city value means that
there are only a few false positives for each gesture label.

A comparison between AoT and Att reveals that the speci ¢ attention mech-
anism did not yield much better results than the time average. The performance
gain from using Att is only 0.2%. However, the values of the attention weights
show that the model can identify discriminative features for the classi cation, since
in general the weights values are not equally spread (Fig. 4.13, 4.14).

In Fig. 4.13, the attention weights of the short and the long receptive eld
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model are shown for the same gesture. It is clear that with a longer receptive
eld the network can isolate useful features. However, it might occur that an
important region of the input is completely ignored (Fig. 4.14) resulting in a
classi cation error. Therefore, more experiments should be conducted to gain
a better understanding of the relation between the receptive eld and attention
methods.

Compared to other experimental results on the Ninapro benchmark dataset,
the proposed model outperforms the state-of-the-art on SEMG-based gesture recog-
nition (Table 4.14). Previous approaches classi ed SEMG images generated from
sliding windows of 150 ms [9, 127] and 200 ms [142], whereas in this work only
complete sequences are considered. In addition to achieving the highest perfor-
mance in the Ninapro dataset, the model uses only a few parameters, which allows
training with less data.

4.5 Conclusions

In this chapter, we presented our work regarding the development of DL models
for the problem of hand gesture recognition. Section 4.2 presented an overview
of recent advances in the use of DL methods for SEMG hand gesture classi ca-
tion, while improvements to existing architectures were discussed. The proposed
modi ed CNN model extends the basic model described in [9] and is compared to
the state of the art. It improves on the selected baseline model by 3%, yet the
works of [43] and [142] outperform it under the same evaluation settings, but at
the cost of models with much higher complexity. Our analysis shows that among
the proposed modi cations, the use of max pooling has the greatest e ect on the
model accuracy. Label smoothing was applied in order to verify if the classi -
cation performance is hampered by a priori bias, but no signi cant performance
improvement has been measured. By treating the EMG signals as images, tempo-
ral causality is ignored in the EMG data, and hence architectures like TCNs can
be used to bene t from the temporal information in the data.

Section 4.3 explored the application of the space- lling curves as a means of
representing SEMG signals as images for solving the problem of hand gesture
recognition. Three curves, i.e. Hilbert, Peano, and Z-order, and two mapping
approaches, i.e. traversal across the time dimension and traversal across the elec-
trodes dimension, were evaluated. We made an experimental comparison of three
CNN models based on architectures that have been widely used in image processing
tasks along with a model optimized for the problem of hand gesture recognition.
The results showed that in general, gesture detection accuracy can be improved
if SEMG signals are converted to images using fractal curves. The improvement
is more evident in the Hilbert curve representations, where the classi cation ac-
curacy is signi cantly increased by more than 3% using a VGG-based network.
We speculate that this is probably due to the better localization preserving prop-
erties of the Hilbert curve. The di erences in accuracy between the Peano and
the Z-order curves were not signi cant in general. Then, we presented a model
(MSHilbNet) with few trainable parameters that utilizes multiple scales of the
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initial Hilbert curve representation. The evaluation of this multi-scale topology
suggested that in every case it performed better than regular topologies. Finally,
an analysis provided insights into the performance of the MSHilbNet architecture.

In Section 4.4 we investigated the application of a TCN model to the problem of
SEMG-based recognition. In contrast to previous works that address the problem
as an image classi cation task, the proposed model can categorize complete SEMG
sequences. The architecture consists of a stack of layers that perform temporal
causal convolutions, while the class label is computed either with an AoT or an
Att method. The results showed that it outperforms the state-of-the-art by about
5% on a benchmark dataset.
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Data Augmentation

5.1 Introduction

This chapter presents our contributions to the application of data augmentation
methods on sEMG signals for the task of hand gesture recognition. Data augmen-
tation is a promising approach for enhancing existing datasets that can be useful
when there are not many data available, or when combining smaller datasets
collected under di erent setups is not an option. Research in many domains has
shown that bigger datasets can result in better DL models, since, in general, train-
ing on more data allows better generalization. However, when a task involves the
analysis of biomedical signals, e.g. Electroencephalography (EEG), EMG, Elec-
trocardiography (ECG), acquiring bigger datasets is a complicated task and it can
be an unpleasant experience for the patients due to tiredness and patient's limi-
tations or physical impairments. In addition, manual e ort might be needed for
cleaning and labeling the data. Consequently, the absence of a su cient amount
of data makes analyzing these signals quite a challenging task.

Data augmentation comprises a set of approaches that aim at in ating the
amount and diversity of available data to train models for a target task without
the need to collect new data. This family of techniques builds synthetic/arti cial
data by transforming existing labeled samples so as to help the model learn the
range of intra-class variation that one could possibly observe. A key challenge for
data augmentation is to generate new data that maintain the correct label. In
many tasks, this requires domain knowledge, which in the case of SEMG can be
di cult to exploit due to high within-subject variability (i.e. the same person can
perform the same gesture in many di erent ways, while factors such as fatigue and
sweat a ect the properties of the recorded signal). Data augmentation is also one
of the approaches to deal with the problem of over tting because the augmented
data are expected to represent a more extensive set of possible data points, thus
reducing the dissimilarity between the training and validation/testing sets.

Over the last few years, the subject of data augmentation has attracted many
researchers and considerable progress has been made especially in the domain of
computer vision, which in uences many other research areas. Augmentation meth-
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ods can be divided into two big categories [112]: Basic image manipulations (e.g.,
kernel lters, geometric and color transformations [76]) and DL approaches (e.g.,
neural style transfer [42] and Generative Adversarial Network (GAN) [47, 153]).
Furthermore, meta-learning methods (e.g., Smart Augmentation [81], AutoAug-
ment [25]) can utilize neural networks in order to learn a set of appropriate aug-
mentations for a given dataset and task, while the RandAugment strategy [26]
manages to reduce the augmentation search space without reducing the perfor-
mance of the model.

Many works modify the original GAN architecture to improve the quality of
the generated images. For example, the CycleGAN [153] architecture learns to
transform images of one domain, e.g. horses, to images of another domain, e.g.
zebras, without a direct mapping being given. This is achieved using two gener-
ators and two discriminators to transform the images between the two domains.

It can achieve compelling results in cases where color and texture changes are
required, however the success in cases that require geometric changes is limited.
GANSs have been quite successful in the eld of biomedical image analysis, where,
among others, they can be used for reconstruction, synthesis, and classi cation
tasks. An overview of the literature is provided by [148]. The use of meta-learning
methods is a relatively new concept, thus more research needs to be carried out
to compare their performance with other existing methods [112].

In the area of biosignal processing, augmentation methods have been devel-
oped as well. In the work of [136], a set of simple sequence manipulations (e.g.,
warping, time shuing, additive noise) are evaluated on a Parkinson's disease
dataset recorded with accelerometer sensors. For brain computer interfaces, [75]
investigates the possibility of electrode shifts of an EEG cap as a means of gener-
ating augmented data that correspond to spatial distortions. An extensive review
of augmentation methods for EEG-related tasks is performed in [79]. The authors
evaluate a wide range of augmentations that includes data manipulations such
as additive noise and sliding windows as well as DL approaches based on GANSs.
Their results showed that additive noise and sliding windows provided the highest
accuracy increase across di erent tasks. Furthermore, the authors of [66] have
developed a method based on sub-optimally aligned sequences for generating aug-
mented data. Their approach evaluated across di erent datasets, including EEG
and ECG signals, yielded better or equivalent performance compared to existing
methods.

Various augmentation strategies have been applied to sEMG-based gesture
recognition. Basic data manipulations like the addition of Gaussian noise [9, 43]
and the electrode shift of a high density electrode grid [31] have provided limited
gains. In [24], a set of domain speci c augmentations are evaluated. These include
the simulation of sensor noise, electrode displacement, and fatigue. Additionally, a
sliding window approach is used instead of non-overlapping signal segments. Their
analysis showed that the sliding window approach results in signi cant improve-
ment, while the additive noise performed the worst. The fact that domain-speci ¢
approaches like electrode displacement and muscle fatigue approximation failed to
improve the classi cation accuracy con rms the di culty of generating appropri-
ate sEMG signals. On the other hand, electrode displacement has been success-
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ful as an augmentation method for the problem of user authentication based on
SEMG. The authors of [35] apply a circular rotation of the eight electrodes of the
Myo armband, thus expanding the original data up to 8x. In this case, the elec-
trode displacement augmentation improves the performance of the model because
the enhanced dataset still belongs to one person, while a speci c hand gesture
is not required for the successful authentication. Finally, DL-based approaches
have shown great potential for enhancing EMG datasets. In [3], the authors uti-
lize a GAN architecture combined with Style Transfer to augment SEMG signals
recorded from Parkinson's disease patients. Speci cally, their model learns the
tremor patterns of a patient and applies them to signals acquired from healthy
subjects. Thus, they can use able-bodied subjects to investigate how patients’
movements are a ected by the disease.

5.1.1 Contributions

Despite the research progress in many elds, there are very few studies that provide
an extensive evaluation of the augmentation methods applied to a speci c task.
In this work, we investigate the application of data augmentation to the problem
of hand gesture recognition based on sEMG signals, while providing a thorough
assessment of the proposed methods The training dataset is enhanced with
synthetic data in order to improve the recognition accuracy of CNN classi ers.
The main contributions are:

" the presentation of common (i.e. additive noise, overlapping windows) and
novel (i.e. magnitude warping, wavelet decomposition, synthetic SEMG
models) data augmentation methods for SEMG signals

an extensive and systematic evaluation of the aforementioned augmentation
methods

an improvement in classi cation accuracy of the state-of-the-art model [142].

The contents of this chapter are based on our publication [132].

5.1.2 Chapter Outline

The rest of the chapter is organized as follows. In Section 5.2 we give the details of
the proposed approaches and the CNN architectures used in the experimentation.
The experiments followed by a discussion of the results are given in Sections 5.3
and 5.4. Finally, Section 5.5 summarizes the outcomes of our work. To facilitate

the reading of this Chapter 5, we have regrouped most of the Tables and Figures
in Appendix B.

1The approach developed in this work could be more correctly mentioned as dataset aug-
mentation using surrogate SEMG signals. However, we simply refer to it as data augmentation
following the terminology found in the literature.
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5.2 Augmentation Methods

Data augmentation is an e ective regularization technique that can generate a
new examplef x; ;y; g from a real onef x;; y;g without altering the class label, i.e.

yi = Yy, . As a result, over tting problems emerged from training on small datasets
can be diminished. In this work, ve data augmentation techniques are evaluated:

" Gaussian Noise (GN)
" Magnitude Warping (MW)
" Wavelet Decomposition (WD)
~ Synthetic Simulation (SS1) and (SS2)
~ combination of the above (Augmentor)
The comparison is made with the CNN architectures described in Section 5.3.2 on

the datasets presented in Section 5.3.1.

5.2.1 Gaussian Noise

The addition of low amplitude white noise has been the answer to overiftting in
many image related tasks. In the case of SEMG signals, the addition of GN with a
desired SNR can emulate additive sensor noise. A noise sigmas sampled from a
Gaussian distribution with zero mean and variance equal to the ratio of the signal
power over the SNR:

r

n N ( =0; =

X2 (5.1)

SNR)

As a result the trained model will be robust to noisy data encountered during
inference time.

5.2.2 Magnitude Warping

MW has been used in [136] to change the shape of accelerometer signals for the
motion recognition task. The same e ect can be achieved with SEMG signals,
where this method would model the intra-subject variation, i.e. dierences in
SEMG amplitude when the same gesture is repeated. This amplitude deformation
is achieved through the multiplication of the signal with a random smooth curve of
small variance, selected empirically, and a mean equal to one. This smooth curve
is generated by tting a cubic spline curve on a few random samples. Firstly,
equidistant time points, t = ftq;:::;trg, are selected. Secondly, for each one a
random number,r(t;), is sampled from a normal distribution with unity mean.
Then, an interpolation with cubic splines is applied over the random samples, as
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shown in Fig. 5.1. Finally, the augmented signal is obtained by the elementwise
product of this interpolated curve CubicSplingr)) with the sEMG signal x;:

X; = X; CubicSplinef)
r=fr(ty);:r(ty)g (5.2)
r) N ( =1;)
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Figure 5.1: Example of smooth curve generation used in the MW method. Random values for
T = 6 equidistant points are sampled fromN ( =1; = 0:2) and then interpolated using a
cubic spline.

5.2.3 Wavelet Decomposition

Filtering with di erent types of Iters can generate various views of the input
signal. Here, we apply WD as an augmentation method using a randomly se-
lected wavelet and decomposition level. The details coe cients (cD) extracted
through the Discrete Wavelet Transform (DWT) are modi ed by a factorb, while
the approximation coe cients (cA) are not altered. Then, the Inverse Discrete
Wavelet Transform (IDWT) is used to obtain the augmented signal:

X; = IDWT( cA;cD ; )
cD =b cD (5.3)
cA;cD = DWT( x;; ;1)

5.2.4 Synthetic Simulation

An sEMG simulation model [22] is applied to generate synthetic data. For a single
electrode, the method applies a shaping Iteg to a random vectorw followed by
multiplication with an amplitude signal and the addition of Gaussian noise.
The frequency characteristics of the generated signal are determined by the ligr
the Power Spectral Density (PSD) of which depends on the two frequency values,
f, and f,,. To account for the correlation between adjacent electrodes, we extend
the model of [22] by samplingv from a multivariate Gaussian of zero mean, and
a covariance matrix computed from the correlation between the electrode signals.
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To obtain , we apply a low-pass lter to the real SEMG signal calculated by a
moving average lIter over 15 ms windows. We call this method SS1.:

Xi =(w g) +n
w N ( =0; =Cov(xj))
f2f2
(F2+1)(f2+ 122
n N ( =0; =0:1)
= lowpass(x;)

PSD,(f) =

(5.4)

A similar simulation model has been developed by [41]. In their approach,
the SEMG variance ( 2) is generated from a probability distribution with a shape
determined by the muscle activations. The inverse gamma distributionG(; ),
is used with parameters estimated by the Expectation Maximization (EM) algo-
rithm from the real sEMG signals. Shaping Iterg and noisen are calculated as
in Equation (5.4). We denote this method as SS2:

X =(w @ Z+n
w N ( =0; =1)
210G (5 )
;= EM(Xx)

(5.5)

5.2.5 Augmentor

Finally, a random combination of the above methods is explored, indicated as Aug-
mentor. Given there areK augmentations available, we can distinguish between
three approaches:

1. Augmentor-One (AO): applies only one augmentation method randomly
selected from the available methods, e.g., if we have two augmentations
(A1; Ay), this approach is equal to applyingA; to half of the data andA; to
the other half.

2. Augmentor-All (AA): applies all the K methods consecutively, i.e.x; =
Ak (A 1(:AL(X0))) -

3. Augmentor-Random (AR): applies each of th& augmentation methods suc-
cessively with a probabilitypc, k 2 [1; K] X; = Ax (P Ak 1(Px 15 :5AL(P1; X)) -
An augmentation methodAy is applied if a random number sampled from
a uniform distribution U(0O; 1) is greater than the thresholdps. In these
experiments, all threshold probabilities are equal tg, = 0:5.

The order of the application in AA, AR approaches is: SSx-WD-MW-GN,
where SSx is either SS1 or SS2. Examples of the generated signals for each method
can be seen in Fig. 5.2.
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Figure 5.2: Examples of the investigated augmentation methods applied to the RMS of a SEMG
signal from NinaproDB1. The colors correspond to the di erent electrode channels.

5.2.6 Augmentation Pipeline

The nal step of the augmentation pipeline consists of generating the input images
using the Sliding Window (SW) method. This generates images of dimensions
L C, wherelL is the segment duration andC the number of SEMG electrodes,
using a window step 2 [1;L]. Contrary to the previous augmentations, SW
does not generate new signals but instead it forms the input images with overlap
( <L) orwithout ( = L). Although in the majority of literature SW is not
considered an augmentation method (except in [24, 79]), we believe it is better to
include it here, since it has many similarities with the crop augmentation used in
computer vision [112].

Another variable of the proposed augmentation scheme is the amount of aug-
mentation. This is controlled by the augmentation ratio,R, de ned as the ratio of
the number of generated signals over the number of the initial signals. For exam-
ple, in the case of Ninapro DB1, the training set consists of 52 gestures repeated
seven times, i.e.52 7 = 364 signals. Thus, an augmentation factor equal to
nine means that in the augmented dataset there ar864 9 = 3276 generated
signals and the training size (before segmentation) becom&&4 + 3276 = 3640
The appropriate value should be chosen in relation to the initial data size and the
trainable parameters of the network.

5.3 Experiments

5.3.1 Datasets

Augmentation methods are evaluated across two datasets: Ninapro DB1 [6, 7] and
pPutEMG [65]. Ninapro DB1 consists of 27 healthy subjects performing 53 gestures,
each one repeated 10 times, recorded with 10 electrodes. The putEMG dataset
consists of data from 44 subjects performing eight gestures, where each gesture
is repeated 20 times during three tasks (denoted as ‘repeats-long’, “sequential’,
and ‘repeats-short'), recorded with 24 electrodes arranged in three rows. In the
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following experiments, only the rst task (eight repetitions) of putEMG is used.
We have not used the recordings of "sequential' and ‘repeats-short' tasks because
we have opted to follow the classical approach of repeating the same gesture as
in Ninapro DB1 and in most of the studies on hand gesture recognition. Details
of the datasets can be found in Table B.1. To avoid segments of the same signal
being in both training and validation sets, the partition of data into training,
validation and testing sets is based on the initial signal repetitions, e.g., segments
generated from repetition 5 of the Ninapro DB1 can be found in the test set
only. A complete description is given in Table B.2. In addition, a variance was
observed at the training set regarding the amount of segments per class due to
the inconsistency in gesture duration. Hence, this class imbalance was solved by
randomly removing segments from the over-represented gestures.

For the preprocessing of the signals, we follow the guidelines for the corre-
sponding dataset [9, 65]. For Ninapro, a 1st order Butterworth lowpass Iter
with cut-o frequency at 1 Hz is applied to the RMS. For putEMG, rstly a
notch Iter at 50 Hz followed by a 5th order bandpass Butterworth lter [20 Hz,
700 Hz] are applied. Then, to be consistent with the preprocessing in Ninapro, the
RMS is calculated over 100 ms windows and the same low-pass lIter is applied.
Finally, to eliminate any e ects of the sampling frequency to the model architec-
ture, the sEMG signals are subsampled to the lowest sampling frequency between
the datasets (i.e. 100 Hz).

5.3.2 Model Architectures

The above-mentioned data augmentation methods are evaluated by measuring
the improvement of classi cation accuracy for two CNN architectures. These are

a modi ed version of the simple model of [9] denoted as AtzoriNet* described

in [127], and an implementation of the bigger network of [142] called WeiNet to

evaluate how well augmentation works in overparameterized networks. Details of
the models can be seen in Table 5.1.

The version of AtzoriNet presented in [9] consists of blocks of convolutional
and average pooling layers that end in a single softmax layer. The outcome of our
experimentation in [127] is a model with improved accuracy that includes max
pooling and dropout layers (Fig. 4.2).

WeiNet is described as a multi-stream approach where a di erent convolutional
pipeline is applied to streams of the input data (Fig. A.1). Each data stream
is processed by two convolutional and two locally connected layers that do not
decrease the spatial resolution of the input. The outputs from each stream are
merged into a single feature vector via concatenation. Then, this feature vector
passes through a series of fully connected layers followed by a softmax classi er.

5.3.3 Experiments

In the following experimentation, augmentation methods are indicated by their
name with the window step in parentheses. For exampl§S1(15) corresponds to
SS1 augmentation with window step = 15 (no overlap), while MW (01) is the
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Table 5.1: Architecture details of the two CNN models.

Model AtzoriNet* [127] WeiNet [142]

s ={
Conv2D(64, (3,3))
Conv2D(64, (3,3))

LC(64, (1,1))
LC(64, (1,1))

Conv2D(32, (1,$C))
Conv2D(32, (3,3))

MaxPool(3,3) } $C
_ Conv2D(64, (5,5))
Details Concat(s)
MaxPool(3,3) FC(512)
Conv2D(64, (5,1)) FC(512)
Conv2D($G, (1,1)) FC(128)
Soft
ortmax FC($G)
Softmax
Parameters 84K M

$C: number of SEMG channels,$G: number of gestures,Conv2D(k; (f1;f2)): 2D Convolutional
layer of k lters with size (fi;f2), MaxPool(f1;f2): max pooling layer of size (f1;f32),
LC (k; (f1;f2)): locally connected layer of k lters of size (f;;f2), Concat(s): layer that
concatenates a list of feature mapss along the last (depth) axis, FC (k): fully connected layer
of k units, Softmax: softmax distribution layer

MW method with maximum overlap. In the following experimentation, we con-
sider as a rst baseline the case without any augmentatiorR = 0) and window
step = L denoted asSW (15)(baselinel). Taking into account that there is
no consensus in literature concerning the use of sliding windows (SW) as an aug-
mentation method, we also consider the maximum overlap approa&Ww (01) as a
second baseline, i.eSW(01)(baseline2).

Data preparation and training of the models are carried out on a workstation
with an Intel i9-7920X 2.90 GHz processor, 128 GB RAM and an Nvidia GeForce
RTX 2080Ti 11GB GPU. The implementation is based on the Tensor ow Python
library. On the DB1 dataset, the average training time per subject was 20 s, 2
min, and 4 min for the SW(15), SW(01), and the augmentation methods with
R = 9. On the putEMG dataset, the average training time per subject was 5 s,
20 s, and 2 min for theSW(15), SW(01), and the augmentation methods with
R = 15.

Hyper-parameters

The rst step of the experimentation consists of determining the proper values
for the parameters of the augmentation methods. This is achieved through a grid
search performed for the AtzoriNet* on each dataset separately. Speci cally for
the WD, MW, and GN methods, the values shown in Table B.4 are evaluated. In
the case of WD, the and| correspond to the mother wavelet and the decompo-
sition level used to compute the wavelet coe cientcA and cD (i.e. average and
details coe cients, respectively), while b is the multiplication factor that modi-
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es the details coe cients (Equation (5.3)). In the cases of MW and GN, there
is a single hyperparameter that controls the variance,, of the smoothing curve
(Equation (5.2)) and the amount of additive noise, characterized b$NR (Equa-
tion (5.1)), respectively. For these experiments, only the rst 20 subjects are used.
The images are generated without overlap, i.e. = L, and the size of the aug-
mented training set is 10 times the size of the original, i.dR = 9. During training
the validation repetitions shown in Table B.2 are held out from the training set.

Augmentation methods evaluation

The next step consists of the evaluation of the augmentation methods with the
optimized hyperparameters using the complete datasets and the AtzoriNet* model.
The augmentation methods SS1, SS2, WD, MW, GN are compared against each
other, while for the Augmentor methods, the top-3 best performing augmentations
as evaluated on Ninapro DB1 are used. The probabilitp, in the case of AR is
set to px = 0:5. The input images of sizd. C, whereL the segment duration
and C the number of electrodes, are generated using 150 ms segments, Li.e=

15 Further, window overlaps = f15;8;4;2;1g and augmentation ratiosR =
f1,4;9; 159 are evaluated.

State-of-the-art model

Finally, the methods that performed best are applied to the WeiNet model. The
input images are generated using 200 ms segments and maximum overlap, i.e.
L =20; =1, as proposed by the authors of the model. Window overlap is held
constant for the investigated augmentation ratioRR = f 1; 4; 9g.

5.3.4 Metrics

The performance metrics used for the evaluation are the accuracy and the loss val-
ues computed on the validation/test set averaged across the subjects. Speci cally,
the metrics values for a given dataset, CNN model and augmentation method
are compared with the corresponding values of the other methods as well as the
baseline of the same dataset and model. Additionally, the average across subjects
f1-score for each gesture is shown. Statistical signi cance is analysed through an
ANOVA followed by post-hoc pairwise tests. To assess the quality of the generated
data, a low dimensional t-SNE embedding [138] of the CNN features computed on
the real and the augmented sEMG is provided. Furthermore, metrics that evalu-
ate the gesture clusters in the high-dimensional feature space are provided. These
are:

" the Silhouette Coe cient (SC) [68]:

1 X ni)  ai)
N . maxa(i);hi)g

SC=

(5.6)

where N is the total number of points, a(i) is the mean distance between
point i and all other data points in the same cluster andl(i) is the smallest
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mean distance ofi to all points in any other cluster, of whichi is not a
member

" the Davies-Bouldin Index (DB) [28]:

% L
' * (5.7)

1
DB = — max
K. isi dig)

where K is the number of clusters, ; the average distance of all points in
cluster i from the cluster centroidc and d(c; G) the distance between the
two centroids.

SC values are in the range [-1,1], where a high value indicates that the points are
well matched to their own clusters. DB index values are positive numbers and the
optimal clustering solution has the smallest DB value.

5.3.5 Model Optimization

Optimization of the hyperparameters for the two CNN models are reported in
Table B.3. Speci cally, the AtzoriNet* models were trained with the Adam [71]
optimizer using a constant learning rate of 0.001 and a batch size of 512 for 100
epochs. Furthermore, to avoid over tting the models, an early stopping strategy
was adopted and a weight decay{) regularization of 0.0005 was used. In the case
of WeiNet, the networks were optimized following the guidelines of the authors
[142], i.e. using SGD with momentum for 28 epochs with a learning rate of 0.1
divided by 10 after epochs 16 and 24, a batch size of 1024 dadegularization
equal to 0.0001.

5.4 Results

5.4.1 Hyper-parameters

The augmentation hyperparameters search space along with the selected values
are shown in Table B.4 and the average accuracy on the validation set is shown in
Table B.5. The parameter values that scored the highest accuracy in Ninapro DB1
were as follows: for GN, theSNR = 30, for MW, the = 0:1 and for WD, the
= sym4, | =5, b= 3. In putEMG, the corresponding values wereSNR = 35,
=0:1and =db7,1=5,b=0.

For the SNR parameter of GN, a value ofSNR = 30 was selected by the
greedy search, which is di erent compared to previous works on the AtzoriNet
and Ninapro dataset [9, 127]. In the case of the putEMG dataset, a higher SNR
is chosen ENR = 35) for the GN augmentation since the signals in this dataset
are already much noisier. The value of determines the degree of deformation
applied to the sEMG, so a small value ( = 0:1) is selected to avoid synthetic
signals that could represent a signal of a di erent gesture.

In the case of WD, the parameter values are di erent in the two datasets.
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5.4.2 Augmentation Methods Evaluation

The evaluation of the augmentation methods on the AtzoriNet* [127] across the

two datasets is as follows: Fig. B.1 shows the average accuracy when di erent
overlap steps are used for the generation of the images without any other aug-
mentation applied. This shows that a higher accuracy is achieved with smaller

steps. Fig. B.2 and B.3 and Tables B.6 and B.7 contain the accuracy metrics for
each augmentation method evaluated on the test set of the two datasets. The best
performance in Ninapro DB1 is achieved by the MW with an accuracy of 0.7443

(equally good to GN, WD+MW, AO, and AR (Table B.8)), while in putEMG by

the Augmentor AO with 0.9697 accuracy (equally good to other augmentations

except SS1 wher@ < 0:001 (Table B.9)).

When compared to SW(15) (baseline-1), these accuracy scores correspond to
an improvement of over 11% on Ninapro (Table B.6) and over 16% on putEMG
(Table B.7).

Fig. B.4 and B.5 show the accuracy and loss graphs during training and testing
(left), the performance for each subject with and without augmentation (middle),
and the 2D embedding of the CNN features along with the corresponding cluster-
ing metrics computed on the augmented training set and the test accuracy of the
most representative subject (right). The loss graphs show the loss and accuracy
values during training and testing averaged across subjects. The improvement for
each subject is visualized as a scatter plot of the accuracy of an augmentation
method vs. the baseline-1 and baseline-2 approaches. The shape and orientation
of the ellipses show how the augmentation methods a ect the model accuracy com-
pared to the baseline. When the classi cation variance (i.e. the spread of the data
points) is equal between the corresponding baseline and the augmentation method,
the point cloud is parallel to the main diagonal. In addition, a point cloud above
the diagonal means that the classi cation accuracy is improved by applying the
corresponding augmentation. CNN features extracted from the last convolutional
layer of the model of a single subject are visualized using t-SNE an algorithm
for dimensionality reduction that enables the embedding of high-dimensional data
into a two-dimensional space for visualization purposes [138]. Empty circles cor-
respond to features of the generated signals through augmentation, while gestures
are represented with di erent colors. As a representative subject, we considered
the one for which the clustering metrics were close to the average ones, found
in Tables B.10 and B.11 for Ninapro DB1 and putEMG, respectively. The SC
and DB metrics presented in Section 5.3.4 are calculated in the high-dimensional
feature space and shown on the title of each t-SNE visualization along with the
classi cation accuracy metric for that subject (i.e. SC/DB/accuracy).

The average fl-score of each gesture on the test set is shown in Fig. B.6
and B.7. Finally, Tables B.8 and B.9 show the results of the pairetitests on
the classi cation accuracy for the smallest augmentation ratio (i.,e. R = 1) and
the largest one (i.e. R = 9 for Ninapro DB1 and R = 15 for putEMG), while
Tables B.12 and B.13 show the results of the signi cance tests for the SC and DB
clustering metrics on the two datasets.

Many works in the literature do not clarify whether overlapping windows are
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used or not, therefore we try to assess the e ect of the window step The
analysis of [24] showed that among the investigated methods the SW augmentation
approach performed signi cantly better. In Fig. B.1, we can see the declining
trend of the average accuracy when the window step, increases. Speci cally,
with densely overlapping windows, the size of the training set increases more than
with the augmentation ratio R, which translates to higher gain in classi cation
accuracy. For example, when = 15;R = 0, there are 6038 training samples
and when = 15;R =9 there are 10x more samples, i.e. 60,380. On the other
hand, when = 1;R = 0 the training size consists of 87,936 samples and when

=1;R =9 there are 879,360. This con rms that using overlapping windows is
a rst important factor of a DL pipeline for SEMG signal processing.

The second factor that a ects the performance of the CNN model with respect
to both baselines is the amount of augmentation expressed with the augmentation
ratio R. In Fig. B.2, we can see that for the Ninapro DB1 dataset a statistically
signi cant improvement (observed through the followingp-values, p = 0:002 for
GN, p = 0:004 for WD+MW, p < 0:001 for the remaining methods) can be
measured for a ratio up toR = 4. For example, the accuracy of the MW method
(Table B.6) improves from 0.7337R = 1) to 0.7436 R = 4) (signi cant di erence
with a p-value of p < 0:001), while the additional improvement when usingR = 9
is not signi cant (i.e. +0.0007 with p-value equal top = 0:728. In the case of
putEMG (Fig. B.3), the accuracy continues to improve for bigger values of R.
For the same augmentation method (i.e. MW), there is an increase from 0.9477
(R=1)to 0.9580 R =4) (signi cant di erence with a p-value ofp=0:015 and
then 0.9650 R = 15) (signi cant di erence with a p-value of p = 0:010. This
is due to the fact that in putEMG there are less repetitions per gesture and also
their duration is shorter than in Ninapro, so the number of SEMG windows is
generally smaller. Therefore, a larger amount of augmented signals is required to
train a given CNN model.

A detailed comparison is given in Fig. B.4 and B.5 considering the following
points: the average loss/accuracy graphs, the accuracy improvement per subject
relative to the baselines (i.e. SW(15) and SW(01)), and the 2D embeddings. Re-
garding the use of overlapping windows, the loss graphs show that with maximum
overlap the network weights are trained more e ciently. The performance for
every subject is improved, though the high variance in the results remains as we
can see from the spread of the points in the second column of Fig. B.4 and B.5.
Additionally, the average SC and DB metrics for the SW(15) and SW(01) methods
remain low. This is also illustrated in the embedding graphs which do not show
any improvement in distinguishing the features of di erent gestures.

Comparing the two augmentation methods based on sEMG simulation, i.e.
SS1 and SS2, we can see that the latter outperforms the former in both datasets
regardless the value of augmentation ratio R. On the other hand, SS1 does not
improve the accuracy in any of the subjects of Ninapro, since the ellipse in the
second and third columns of Fig. B.4 is below the diagonal. An explanation
for the di erence in the performance of these two methods can be given by the
corresponding clustering metrics of the CNN features (Table B.10), where SS1 has
the lowest SC value, i.e. 0.1535, and SS2 the highest, i.e. 0.2980 (the di erence
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is signi cant with p < 0:001 as shown in Table B.12). These observations are
visualized in the t-SNE graphs shown in the last column of Fig. B.4 and B.5 for a
single subject. In the case of SS2, a few clusters of similar gestures appear, whereas
the features of the augmented signals lie far away from the real data in SS1. As
a result, when generating more augmented signals with SS1 by increasing the
ratio R, the classi cation accuracy deteriorates rapidly (Table B.6). In Ninapro,
the accuracy deteriorates for bigger augmentation ratios when SS2 is used (the
di erence betweenR =1 andR = 4 is signi cant with p < 0:001), but for putEMG
there is an improvement of 0.0124 froR =1 to R =4 (p=0:005. The di erence
between the two simulation methods lies in the calculation of the SEMG variance.
In SS2, it is better estimated through an inverse Gaussian distribution using the
EM algorithm. However, this leads to an increased computational demand which
only a ects the training time of the CNN.

In general, WD and MW followed by GN yield higher accuracy results so,
these augmentations are considered in the Augmentor variants, i.e. AO, AA, AR.
In Ninapro DB1, the performance of the Augmentor methods are slightly below
the other approaches while the best result is achieved with MW (Table B.6). The
WD and MW score higher accuracies on putEMG as well, but equally good results
can be obtained with the AO and AR methods. Overall, the best performance in
Ninapro DB1 is achieved by the MW with an accuracy of 0.7443 (equally good to
GN, WD+MW, AO, and AR (Table B.8)), while on putEMG best performance
is obtained by the Augmentor AO with 0.9697 accuracy (equally good to other
augmentations except SS1 wherp < 0:001 (Table B.9)). When compared to
SW(15) (baseline-1), these accuracy scores correspond to an improvement of over
11% on Ninapro (Table B.6) and over 16% on putEMG (Table B.7).

The learning curves averaged across subjects ( rst column of Fig. B.4 and B.5)
can be used to assess the degree of over tting by the di erence between the training
and testing curves. In the case of the Ninapro dataset ( rst column of Fig. B.4),
MW performs better in reducing over tting. On the other hand, in WD and GN,
there is a great degree of over tting, which can be explained by the fact that the
features of the augmented signals remain close to the corresponding original ones.
Although their combination, WD+MW, does not yield higher accuracy than MW
alone, over tting is further decreased. In general, from the rst column of Fig. B.4,
we may conclude that the investigated augmentations do not provide an adequate
variety in the generated signals of all the 52 gestures in Ninapro DB1, since the
di erence in the loss values between train and test is considerable. Similarly in
the putEMG dataset, MW and WD+MW yield the best performance in terms of
reduced over tting ( rst column of Fig. B.5).

A few di erences are observed between the learning curves of the two datasets.
Speci cally, in Ninapro, the gap between the training and testing loss curve is big-
ger than in putEMG. In addition, the nal loss values are much lower in putEMG
across every method. A possible explanation could be the fact that the classi ca-
tion task is easier in putEMG which contains less gestures compared to Ninapro
DB1. This is also depicted in the t-SNE embeddings (last column of Fig. B.4 and
B.5) where some clear clusters are formed in the case of putEMG. Regardless of
the di erences in the learning curves, the behaviour of the augmentation methods
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is largely the same in the two datasets as described above.

A di erence in the classi cation performance of the two datasets is observed
in the middle plots of Fig. B.4 and B.5. For Ninapro (Fig. B.4), we observe
a more consistent behaviour across the subjects since the accuracy variance in
the augmentation methods y-axis) is similar to the variance in the two baselines
(x-axis), though a slightly lower variance is observed in the MW method. In the
third column, we can see that almost all the subjects are above the diagonal when
the MW method is used, whereas in the case of SS2 the points are slightly below
the diagonal. Furthermore, the classi cation accuracy changes in the same way
across the subjects. On the other hand, in putEMG (Fig. B.5), there is a high
variance in the SW(15) (baseline-1) approach, which is minimized in the MW
method. In addition, many subjects perform very well without any augmentation,
thus there is a smaller margin for improvement in these cases compared to the
subjects that score poorly without augmentation. This is more clear when the
augmentation methods are compared to SW(01) (baseline-2), where the ellipses
are less elongated and the angle between the ellipses and the diagonal is smaller.

Overall, apart from the di erent acquisition hardware used in the two datasets,
which has a dominant e ect on the quality of the recorded signal, another reason
that can explain these di erences is the amount of gestures in the two datasets.
Ninapro contains a huge variety of gestures where the subtle di erences between
them make the classi cation a much harder problem than in the case of putEMG
with fewer gestures. The results of the augmentation methods on putEMG show
that augmentation techniques are bene cial to improving the accuracy when there
are too few data.

Regarding the clustering metrics and the t-SNE embeddings, the following can
be observed. Between the two datasets, we see larger SC values and smaller DB
values in putEMG (Table B.11) compared to Ninapro DB1 (Table B.10). This is
expected since the classi cation task is easier in putEMG, thus the CNN features
of the same gesture can be clustered together as can be seen in the example t-SNE
embeddings (last column of Fig. B.5). From the low dimensional visualizations
of the CNN features for a single subject, we can see that for the augmentation
methods with higher accuracy (e.g., SS2, GN), there is better separability between
the clusters. This is in agreement with the cluster metrics, since the SC value is
greater than in the baseline-1 and the DB value is smaller (the di erences are
signi cant with p < 0:001in both datasets as shown in Tables B.12 and B.13).
Eventually, the average clustering metrics (Table B.10) show signi cantly better
separation SC = 0:298QDB = 1:36) for the SS2 method compared to all the
other augmentation methods in the Ninapro dataset (the di erences are signi cant
with p < 0:001 for the SC andp < 0:05 for the DB metric (Table B.12)). In
putEMG, (Table B.11), the AR augmentation o ers better separation SC =
0:5394 DB = 0:77) than the baselines, SS1, MW, WD+MW, and AA, but it is
equally good to SS2, WD, GN, and AO (withp-values shown in the last column
and last row of Table B.13 for the SC and DB metric, respectively). Another
observation is that in general there is an agreement between the SC/DB metrics
and the accuracy score. For example, a high SC value corresponds to higher
accuracy (Pearson's correlation = 0:9418with p < 0:001for Ninapro and =

89



Chapter 5. Data Augmentation

0:8917 with p < 0:001 for putEMG) and a large DB value to lower accuracy
(Pearson's correlation = 0:9559with p < 0:001for Ninapro and = 0:9549
with p < 0:001for putEMG). However, ordering the augmentation methods with
respect to metrics SC/DB might be di erent than a ranking based on the accuracy
values (e.g., in Table B.11, the AR method has the best values for the SC and DB
metrics, but the highest accuracy is achieved by AO).

To assess the improvement for each individual gesture, the average fl-score is
provided in Fig. B.6 and B.7. With the exception of the SS1 method in Ninapro,
the remaining augmentation approaches improve the classi cation of every gesture.
This improvement is mostly clear in the more complex gestures of Ninapro, e.g.,
labels 21 29 (wrist rotations) and labels 38, 40, 50 (variations of tripod grasp),
where the di erence between the baseline-1 and the WD, MW augmentations is
bigger. Similarly, in putEMG the most gain in classi cation is observed in labels
4 7 that correspond to a subject performing a pinch grasp using the thumb and any
of the other ngers. This indicates that the augmentation methods investigated
in this study improve the performance on di cult gestures.

In order to understand how the augmented data a ect the CNN classi er,
the t-SNE representation of the last layer features was extended to the earlier
convolutional layers. In Fig. 5.3, we see the features of the rst convolutional
layer for the two baselines, i.e. SW(15) and SW(01), as well as for the best
performing augmentation methods on the representative subject of the putEMG
dataset, i.e. MW(01) and AO(01). In the case of SW(15), there is a high degree of
overlap of the features of the di erent gestures. However, for the best performing
augmentation methods the features of some of the gestures have formed separated
clusters. This nding explains the improved classi cation accuracy achieved with
the augmentation methods, since it shows that the augmented data facilitate the
formation of gesture clusters even from the rst convolutional layer.

5.4.3 State-of-the-art Model

Regarding the evaluation of the WeiNet [142], Table B.14 shows the average ac-
curacy of the augmentation methods on the Ninapro DB1 dataset for = 1,

R = 9. The analysis showed a signi cant improvement < 0:001) when the MW
augmentation is used.

Considering that this model has far more weights than the AtzoriNet*, we
did not perform a grid search for the optimum augmentation hyperparameters.
Rather, based on the results from AtzoriNet*, the best augmentation methods,
namely the WD and MW, are applied.

As reported in [142], the performance of the model on the Ninapro dataset
when maximum overlap is used, i.e. SW(01), is 0.85. Due to di erences in the
development tools, the baseline accuracy we achieved is 0.8480.

Table B.14 shows that, with the MW augmentation, the baseline performance
is improved by 1% when the augmentation ratio is set t&R = 15. A repeated
measures ANOVA test showed that this change in accuracy is signi canp(<
0:001). Additionally, the WD method performed worse than the baseline, which
consequently had a negative e ect on the accuracy of WD+MW.
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Figure 5.3: t-SNE representations of the rst convolutional layers of AtzoriNet* on the putEMG
dataset. The gure shows the representations for (a) the SW(15), (b) SW(01), (c) MW(01),
and (d) AO(01) methods. The colors correspond to the di erent gestures. The original data are
denoted with full circles and the augmented data with empty ones.

5.5 Conclusions

This work explored the application of data augmentation techniques on sEMG
signals for the problem of gesture recognition. Five approaches, i.e., SS1, SS2,
WD, MW, GN, and SW, were evaluated with di erent amounts of augmentation

R across two datasets. The evaluation was based on the AtzoriNet*, a modi ed
version of a lightweight CNN for gesture recognition, while the ndings were also
applied to the state-of-the-art model in the domain (WeiNet [142]). The results
showed that the recognition accuracy never decreases signi cantly except in one
case (i.e., in the SS1 method on Ninapro dataset), while it can be improved if
the training set is in ated with generated signals that provide adequate data
diversity for training DL models. Simply by generating the input images using
overlapping windows (i.e. SW(01) method), the gain in accuracy is signi cantly
larger when compared with the non-overlapping case (i.e. SW(15) method), which
is further signi cantly improved with the MW or WD methods on the Ninapro
dataset. Selecting the appropriate amount of augmentation is important since the
required data size depends on the dataset and the model architecture. Finally,
the classi cation accuracy of the state-of-the-art model, WeiNet, was signi cantly
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improved by 1% using the investigated augmentation methods.
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Transfer Learning

6.1 Introduction

In this chapter we present our exploration of applying Transfer Learning (TL) tech-
niques for deep neural networks on the SEMG-based gesture recognition. Transfer
learning is being used for transferring the knowledge learned by a model from
one domain to another related domain. A practical application of these meth-
ods is when there are too few training data in the domain where the knowledge
is transferred to. For example, a sentiment analyzer trained on review texts of
movies could be employed for the classi cation of the reviews on a new computer
equipment e-shop. In both cases, the learner analyses text reviews of some kind
of products, thus both are subdomains of the bigger domain of product reviews.

Depending on how TL is performed and what is being transferred, one can
distinguish the following approaches: multi-task learning, covariate shift, and do-
main adaptation. In multi-task learning, di erent source and target domain tasks
are assumed. These are learned simultaneously, resulting in a model that learns a
common feature representation. For example, the sEMG recordings can be used
to estimate the amount of exerted force as well as the performed gesture [55].
When the source and target domains are the same, but there is a di erence in the
marginal distributions of source and target data, thertovariate shift solutions can
be applied to transform and align the datasets. These techniques can be useful
when the signal distributions change due to putting on and o the electrode sen-
sors, sweating, or varying arm positions [139Domain adaptation techniques can
be used when the domains are di erent while the tasks are in general the same, for
instance, when changing a gesture classi cation model to accommodate the use
by a di erent subject. A thorough categorization of transfer learning approaches
can be found in [94, 144].

For the domain of SEMG-based gesture recognition transfer learning methods
are very relevant. The biggest problem is the high variability of the SEMG signals
not only between the subjects (inter-subject) but also between di erent recordings
of the same subject (intra-subject) [69]. In the rst case, these discrepancies are
due to the di erent physiology of the forearm muscles across the subjects as well
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as due to the possible ways one can perform the same gesture. Di erences in the
recordings of the same subject are due to variations in gesture duration, applied
force (intra-session) and sensor placement (inter-session). All this variation in the
input signal can result in a poor performance of a trained classi er when tested
on a di erent dataset.

Similarly to data augmentation, transfer learning can also be used when we do
not have enough training data. Recording a su cient amount of SEMG signals
from populations like the elderly or patients is not a good practice. In that case,
one could transfer a model trained on an abundant dataset of healthy subjects
using only a small dataset recorded from the target domain. Of a particular
interest for the prosthetics eld is utilising the information learned from healthy
subjects to improve the control of prosthetic hands used by amputees.

Transfer learning for SEMG data is an important research topic. Related lit-
erature can be divided into (1) the works that modify the source and/or target
data and (2) the studies that adapt a learned model to the target data.

In the former approach (1), linear and non-linear transformations of the sig-
nals in the two domains have been proposed. In [20], the recorded SEMGs of each
subject in the source domain are considered to have a di erent conditional prob-
ability distribution P (yjx). Then, two weighting schemes that deal with marginal
and conditional probability di erences evaluate the similarities in distributions
between the source and target domains. The optimal weights minimize the dif-
ferences in the predictions of the source models on the target domain. A new
classi er is learned using the re-weighted source data and a few target data. To
address electrode shift that may happen due to donning/do ng, the authors of
[100] transform the disturbed target data to the original source space. Assuming
that the extracted features change linearly between the neighboring electrodes,
the corrected feature values of the disturbed data can be estimated. Finally, the
model trained on the source domain provides label predictions for the corrected
target data. Based on the bilinear model of [84], the authors of [110] developed
a framework for decomposing the myoelectric signals into subject specic and
motion speci ¢ components based on the spectral coe cients of the wavelet trans-
form. Then, a transformation is sought that minimizes the distance between the
coe cients of di erent subjects or di erent sessions of the same subject. In [101],
the sEMG features from two datasets are embedded in a low dimensional space
and then a linear transformation estimated by the least squares approach is ap-
plied to minimize their distance. Then, k-nearest neighbors classi er was used for
label prediction.

Among the methods used in approach (2), [139] proposes an adaptation al-
gorithm based on Linear Discriminant Analysis (LDA) to overcome the accuracy
decrease over multiple days. Their algorithm adapts the mean and the covari-
ance matrix of the LDA using a weighted average of their values calculated on
the source and calibration sets. In [31], the batch normalization layers of a CNN
model are trained for each subject independently, while the remaining parameters
are shared between the subjects. Then, for a new subject a small calibration set
is used to train only the batch normalization layers. In [141], a model trained on
SEMG data is transferred to a new multi-modal classi er. The pretrained SEMG
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model weights are used to initialize the corresponding module in the multi-modal
classi er, while the IMU module is trained from scratch. In [24], the approach of
Progressive Neural Networks (PNN) is employed, where the source domain model
is connected in parallel to the target domain model. The connection is made
through layer-wise connections and the target domain model is trained to cap-
ture only the di erence between the source and the new target space. In [69],
a two-stage RNN is proposed. The model consists of a dense layer called adap-
tation matrix initialized with the identity matrix which is followed by an LSTM
layer. In the rst step, only the LSTM is trained using the source domain data.
Next, a small set of calibration data from the target domain is used to train the
adaptation layer. In [70], an approach similar to [67] is followed. An ensemble of
CNN models is trained using the data in the source domain. These models are
ranked according to the prediction accuracy on the target domain subject. Then,
the top-k models are ne-tuned with the calibration data and the prediction for
new inputs is computed as the majority voting of these models. In [2], LDA-
and SVM-based transfer learning approaches are compared with a typical CNN
approach. It consists of pretraining the CNN classi er on the source domain, and
then transferring all the layers except the last one to the target domain where
the model weights are ne-tuned with the data of the target subject. The results
showed that the transferred CNN models performed better than the SVM and
LDA as well as the models trained from scratch on the target domain.

6.1.1 Contributions

In this work, we investigate the application of TL and speci callydomain adap-
tation to the problem of hand gesture recognition based on sEMG. Similarly to
previous works, we ne-tune a pretrained model using the SEMG signals collected
from a subject not present in the source dataset [2, 141], i.e. we use methods cat-
egorized as type (2) approaches in the introduction of Section 6.1. The di erence
is that the source and the target datasets come from di erent databases thus the
recording protocol/hardware and the number of gestures are di erent. Further, we
investigate the e ect of various preprocessing steps and CNN models. The main
contributions are:

" the development of a TL methodology for transferring a model for gesture
classi cation to a target database where the SEMG recording protocol might
be di erent

" the analysis of the e ects of preprocessing steps to TL

The contents of this chapter are partly based on our publication [135].

6.1.2 Chapter Outline

The rest of the chapter is organized as follows. In Section 6.2 we give a formal
de nition of transfer learning, the details of the proposed approach and the CNN
architectures used in the experimentation. The details of the experiments are
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given in Section 6.3 which is followed by a discussion of the results in Section 6.4.
Finally, Section 6.5 summarizes the outcomes and outlines possible extensions of
this work.

6.2 Methods

6.2.1 De nition and Notation

The de nition of transfer learning involves the clari cation of two terms, the do-
main and the task. A domain D consists of a feature spacX and a marginal
probability distribution P(X), whereX = fxj;::;x,9 2 X. Given a speci ¢ do-
main, D = fX ;P(X)g, a task consists of two components: a label spa¢é and
an objective predictive functionf : X 'Y . The function f is used to predict
the corresponding labely = f (x) of a new instancex. This task, denoted by
T = fY ;f(X)g, is learned from the training data consisting of pair§ x;;y;g [94].
Given source and target domain®s, Dt and the corresponding learning tasks
Ts, T+, whereDgs 6 D+, or/and Ts 6 T, TL aims to help improve the learning
of the target predictive functionf () in T+ using the knowledge inDs and Ts.

6.2.2 Approach

In this study, we assume thatDs 6 Dt meaningXs = X1 and Ps(X) 6 P+ (X),
i.e. the feature space is the same but the marginal distributions are di erent in
the two domains. Further, Ts 6 Ty becauseYs 6 Yt andfs() 6 f+(), i.e. the
target label space is di erent from the source and hence the models in the two
domains are di erent.

Transfer learning is applied in three steps as shown in Alg. 6.1. As the source
domain we consider the data from all the subjects in a given dataset. This can also
be considered as a multi-source domain due to the di erences between the subjects
[20]. In the rst step, these data is used to pretrain the weights of the base model.
Next, the entire model, except the last layer, is transferred to the target subject-
speci ¢ model and the data from this target subject are used twice. Firstly, for
training only a new randomly initialized last layer of the model, while keeping the
transferred weights frozen, and secondly to slightly adapt the weights of the entire
model. The di erence betweerPs(X) and P+ (X) is due to the di erent way each
subject performs a gesture. The reason why we assuivi¢ 6 Yt is because in
the target dataset we are interested in a di erent set of gestures. Speci cally, the
target domain consists of a subset of the available gestures in the source domain,
Yt Y s. The dierence betweenfg() and f1() lies on the model parameters of
the last layer although the architecture remains the same.

6.2.3 Datasets and Preprocessing

In this study, we evaluate the performance of the transfer learning approach across
three di erent target datasets, while we keep the source domain data the same
in all the experiments. Speci cally, the Ninapro DB2 [7] is used as the source
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Algorithm 6.1:  Transfer learning steps
Input: Ds, Dt: Source and target domain data
Input: Iry Iry: Learning rates for transfer learning steps
Output: Subject-speci ¢ modelsdVl;

1 Base modelM s with L layers;

2 Pretrain base modelM s with Dg;

3 for subject datad; in Dt do

4 Mt = Ms,

5 UpdatgMy.. ;Irq;d,) ; // Train last layer of M;

6 UpdatgMy¢;Iro; di) ; // Optimize M, with a smaller learning
rate

7 end

domain. It consists of 40 subjects performing 40 gestures each one repeated 6
times. The rst target dataset is the Ninapro DB7 [73] containing 20 subjects
that perform 40 gestures repeated 6 times. We have used only the rst group of
gestures that consists of 17 basic movements of the ngers and the wrist. The
next target dataset is the IEE [18] containing 4 subjects that perform 17 gestures
repeated 6 times. Lastly, the putEMG [65] target dataset contains 44 subjects
that perform 7 gestures repeated 8 times. The Ninapro and IEE datasets are
recorded using 12 electrodes with the same recording protocol, while the putEMG
is recorded with 3 rings of 8 electrodes placed around the forearm. To address
this discrepancy when evaluating on the putEMG, only one ring is used and the
model is pretrained using the rst 8 electrodes of Ninapro DB2.

An interesting application of TL is to use a source model trained on healthy
subjects to recognise gestures performed by handicapped subjects. To that e ect,
the Ninapro DB3 [7] dataset that contains amputee subjects has been used as a
target dataset as well. The dataset contains 50 gestures, however, some of the
subjects did not perform all of them. Thus, in our experimentation we used 40
out of the 50 gestures performed by the majority of the subjects.

The preprocessing steps are as follows. The RMS envelope of each repetition
signal is calculated and then follows a Butterworth low-pass Iter as in [9]. Next,
the signals are normalized tq0; 1] range and resampled at 100 Hz to reduce pro-
cessing time. For the putEMG dataset, before the RMS calculation, thehained8'

di erential con guration is applied along the electrode rings as in [126].

A set of preprocessing steps found in transfer learning studies of SEMG datasets
are investigated. These include (i) alignment of the electrodes across the subjects
of source and target domains [24], (ii) training only with the middle section of the
signal [24, 151], (iii) using only the rst samples of the signal, (iv) dividing the
entire repetition into three parts with di erent labels [117].

The Electrode Alignment (EA) for each subject consists of identifying the most
active SsEMG channel for a speci ¢ set of gestures oa,the rst subject [24]. This is
done by calculating the IEMG feature,IEMG (x) = ;jXij, for each gesture on
the rst subject. On subsequent subjects on the source and target datasets and
for the same gestures, the IEMG feature is also calculated. The active channel
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is the one that maximizes the IEMG feature. Then, the channels are circularly
shifted accordingly to match the active channel of the rst subject.

Training only with the middle steady section of the signal (PLAT) is done by
removing the transient phases at both ends. In [24], this is achieved during the
recording of the dataset. In contrast, the work of [151] considers the rst and
the last 1.5 s of the signal (the average duration of the gestures being 5 s) in the
Ninapro dataset as transients which are removed. We have followed the latter
approach, while we additionally varied the size of the segment that is kept as a
proportion of the total duration of the repetition.

In many cases, a correct gesture prediction is expected before the subject
completes the gesture. Therefore, we investigated an approach where the models
are trained only with the rst few seconds of the gesture repetition (ASC). The
segment of the signal that is kept is de ned as a proportion of the total duration
of the repetition.

In [117], the authors predict simultaneously the type of gesture and the gesture
phase of the input. Each repetition is divided into the ascending, plateau and
descending stages (APD). As a result the classi er needs to predict 3x more gesture
labels. The subjects are instructed to remain in each stage for a speci c amount of
time, thus the ground truth labelling is done automatically during the recording.

In our case we followed, two approaches which are depicted in Fig. 6.1. In the rst
case, we arbitrarily divide the repetitions as a proportion of the total duration of
the repetition. In the second case, a threshold set to 70% of the maximum value
is used to de ne the borders of the plateau region.

The nal preprocessing step is the application of a sliding window. To be valid
in terms of real-time constraints, a window size of 200 ms and a step of 10 ms
have been used. The input to the CNN models consists of matrices of die C,
whereN is the window size andC the number of electrodes. Therefore, the input
array has a size o020 12for Ninapro and IEE datasets, and20 8 for putEMG.

6.2.4 Model Architectures

As learner modeld () we investigate di erent CNN architectures that have been

applied to sEMG-based hand gesture recognition. These are the modi ed At-
zoriNet* [127], a TCN model denoted as TCNet [130] and a new CNN that com-
bines temporal and spatial convolutions called TSNet. A brief description of the
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Figure 6.1: Division of 'Abduction of ngers'into ascending (A), plateau (P) and descending (D)
phases using (a) 60% for the plateau, (b) 40% for the plateau, (c) threshold-based algorithm.
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former two follows while more details are provided for the latter.

The original version of AtzoriNet presented in [9] consists of blocks of convo-
lutional and average pooling layers that end in a single softmax layer. The rst
convolution is applied across the electrodes dimension, while subsequent layers use
square kernels. The outcome of our experimentation, AtzoriNet* [127], is a model
with improved accuracy that includes max pooling and dropout layers.

The TCNet model [130] employs only convolutions along the time dimension.
The di erence to the regular convolution operation is that the input signal of each
layer is zero-padded from the left to enforce causality. Thus, the output, at
timestep n is computed using the inputs up tox,, i.e. y, = f (Xo.::n). To obtain
the output label for the input sequence an attention layer is appended after the
last convolution. The TCNet architecture is built using residual blocks [51] and
dilated convolutions with an exponential factor [130, 150].

Since the input signal is two dimensional (time and space), an appropriate
design that exploits the information in both dimensions should be used. In typical
feature extraction methods, the features are computed channel-wise and then they
are combined by the classi er. Therefore, contrary to the above-mentioned models
that either apply an initial spatial convolution [127] or use only temporal ones
[130], the proposed TSNet starts with channel-wise causal convolutions whose
output features are combined in later layers using regular 2D convolutions.

Given an input SEMG segmenix of dimensiondN  C, whereN is the duration
of the window segment andC the number of electrodes, the outpub! of the rst
channel-wise temporal causal convolution is of the same dimensions and calculated
as:

Ohe = (Xic W:l;c)n
X (6.1)

XI’] m;ch;c

m=0

wheren and c are the indices for the time and electrode dimensionk, is the size

of the convolutional kernelw. Next, a ReLU activation function is applied,y* =
ReLU(o'). More than one such convolutional layers can be used in a sequential
fashion, e.g.yZ. = ReLU((y}, WZ2.)n). Then, normal 2D convolutions with ReLU
activation are applied for subsequent layerk

ReLU(y' ' w')

Rin XZ Xl 62
RelLU( | 1 w! ) 6.2

yn1 ma;n2 mo;din " M1;mM2;din ;dout
din =0 mp= Komi= Kj

I
ynl;nz;dout

where Dy, is the number of input features,d, and d,; the indices for the input
and output features,(2K;+1) (2K, + 1) the size of the convolutional kernelv.
The kernel sizes follow the models of AtzoriNet* [127]. A small grid search was
performed to nd the number of Iters and the number of convolutional layers.
An overview of the architectures described above is provided in Table 6.1.

Data preparation and training of the models are carried out on a workstation
with an Intel i9-7920X 2.90 GHz processor, 128 GB RAM and an Nvidia GeForce
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Table 6.1: Architecture details of the CNN models.

Model AtzoriNet* [127] TCNet [130] TSNet
ChCConvlD($C, 3)
Comab(sz, Gy Ccomao@z. 3.1y TR L)
MaxPool((3,3)) CConviD(64,3,2)) - 1 oD(ea, (3.3))
ConvaD(64, (55)  CCOnviD(64,3, 4)) MaxPool((2,2)
Details MaxPooI((’3 3,)) CConviD(128, 3, 8)) Conv2D(6§f( (’5);))
Conv2D(64, (5,1)) Attention() MaxPool((2,2))
N FC($G) ’
Conv2D($G, (1,1)) Softmax Conv2D($G, (1,1))
Softmax Softmax
Parameters 84K 75K 120K

$C: number of SEMG channels,$G: number of gestures,Conv2D(k; (f1;f2)): a 2D Convolu-
tional layer of k Iters with size (fq;f2), MaxPool((f1;f2)): a max pooling layer of size(f1;f>),
CConvlD(k;f;d): a 1D Causal Convolutional layer of k Iters with size f and dilation ratio
d, ChCConvlD(k;f): a 1D Channel-wise Causal Convolutional layer ofk Iters with size f,
Attention (): an Attention layer, FC (k): a fully connected layer ofk units, Softmax: a softmax
distribution layer

RTX 2080Ti 11GB GPU. The implementation is based on the Tensor ow and
Keras Python libraries. The pretraining phase lasted between 20 min (TSNet) and
35 min (TCNet). The baseline experiment took on average 20 s per subject, while
the TL1 and TL2 steps lasted 5 s per subject and 10 s per subject respectively.

6.3 Experiments

The experimentation consists of training the models with only target domain data
(i.,e. the Baseline approach), the pretraining on the source dataset (Pretrain),
the rst (TL1) and the second (TL2) steps of transfer learning. Each iteration is
characterized by the dataset, the model, the preprocessing steps and the type of
experiment. For example, DB7_AtzoriNet* PLAT-60_Baseline corresponds to
the baseline experiment for the DB7 target dataset preprocessed with the plateau
extraction function where the middle 60% of the signal is used for training the
AtzoriNet* classi er. Similarly, DB7_TSNet_APD-th_TL2 corresponds to the
second step of transfer learning on the DB7 target dataset for the TSNet model
and the threshold-base division of the gesture phases. To allow a fair comparison
with the methods using the APD preprocessing, the predictions on the di erent
phases of a gesture are summarized and presented along the per class results. The
APD preprocessing was not applied to the putEMG dataset, since the transient
phases were too short. From the available gesture repetitions in each dataset, one
repetition is used as the test set and the rest are utilized for training the model.
A full list of the experiments is shown in Table 6.2.
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Table 6.2: List of experiments.

Type Target Dataset Model Preprocessing
i - None, EA, ASC,
Pretrain AtzoriNet*, TCNet,
DB7. IEE PLAT, APD
Baseline, : TSNet
TLL1/2 PUutEMG None, EA, ASC, PLAT
DB3 AtzoriNet* None, PLAT, APD

6.3.1 Hyper-parameters

For the baseline experiments, the hyperparameters for the optimization of the
CNNs were chosen based on previous knowledge. However, for the pretrain and
transfer learning steps a small grid search was performed. The search included
the optimizer, learning rate, epochs and batch size. The selected values and the
search space are shown in Table 6.3. The hyperparameters that de ne the CNN
architectures, i.e. number of layers, size of convolutions, were selected based on
previous knowledge.

Table 6.3: List of selected hyperparameters values.

Tvoe Optimizer Learning rate Epochs Batch size
yp {SGD, Adam}  {5e-4,1e-3,5e-3,1-2]10,20,30}  {64,128,256}
Baseline Adam 0.001 20 128
Pretrain SGD 0.001 20 128
TL1/2 Adam 0.001 10+10 256
6.3.2 Analysis

The results are analysed under the statistical framework of repeated measures
ANOVA followed by post-hoc pairwise tests at a signi cance level of = 0:05
This is used in the case of studying the di erences in mean scores of the same
population under three or more di erent conditions. In our case, these conditions
refer to the various preprocessing steps, the dierent CNN classi ers and the
evaluation type, e.g. Baseline or TL2.

6.4 Results

Tables 6.4, 6.5, 6.6 show the results of the Baseline and TL2 experiments for
the three target datasets Ninapro DB7, putEMG and IEE respectively. Results
on TL1 were always lower than the corresponding Baseliné.herefore, they are
omitted. Fig. 6.2 shows the di erence in accuracy between Baseline, TL1 and
TL2. Table 6.7 shows the results of the Baseline and TL2 experiments for the
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Ninapro DB3 dataset containing data from amputee subjects only. The results of
the Pretrain step on Ninapro DB2 are shown in Table 6.8. Results are reported as
the average and standard deviation of the test accuracy across the target subjects.
The values in the APD methods correspond to the test accuracy summarized over
the results of the same gestures, i.e. accuracy on the 17 (Ninapro DB7 and IEE) or
40 (Ninapro DB3) gesture labels, while in parentheses are the accuracies calculated
on the models' output. i.e. accuracy on the 51 (Ninapro DB7 and IEE) or 120
(Ninapro DB3) labels of the APD method. An example of train and test losses is
shown in Fig. 6.3.

The results of the repeated measures ANOVA are given below. On the Ni-
napro DB7 target dataset, the Shapiro-Wilk test of normality showed that the
data were normally distributed (p > 0:05). Mauchly's Test of Sphericity indicated
that the assumption of sphericity had been violated, 2(104) = 202804 p  0:05,
and therefore, a Greenhouse-Geisser correction was used. The three-way interac-
tions between CNN model, preprocessing and evaluation type were not signi cant,
F (5:21499070) = 1:966 p = 0:087. However, there were signi cant two-way in-
teractions between CNN model and preprocessing(5:674 107.806) = 3:426 p =
0:005 as well as between preprocessing and evaluation tyde(4:096 77:822) =
5941 p 0:05 A further analysis of the interaction between preprocessing and
evaluation type indicates whether the di erent preprocessing steps had any in u-
ence on the di erences between the Baseline and the TL2 evaluations. Speci cally,
after applying the Bonferonni adjustment, signi cant di erences for the prepro-
cessing steps ASC-2( = 0:001, and ASC-40,p = 0:027, were found.

An analysis of the interaction between preprocessing and CNN model can
show whether the preprocessing steps had any e ect on the performance of the
networks. The di erences between the models were not signi cant in the cases of
EA, p=0:993 and ASC-20,p = 0:061 After applying the Bonferonni adjustment,
there were signi cant di erences between the TSNet and the other two models for
the case of no preprocessing 0:05 with AtzoriNet* and p = 0:004 with
TCNet, and for the APD-60, p = 0:006 with AtzoriNet* and p = 0:029 with
TCNet. Further, the di erence between TSNet and AtzoriNet* was signi cant
for the ASC-40,p = 0:02 APD-40, p = 0:016 and APD-th, p = 0:003 Lastly,
the di erence between TSNet and TCNet were also signi cant for the PLAT-60,
p=0:019

On the putEMG target dataset, the Shapiro-Wilk test of normality showed
that there were signi cant di erences between the data distributions and the nor-
mal distribution (p < 0:05) in all the cases except the TCNet_None_Baseline
and TSNet ASC-20 _TL2. Therefore, the non-parametric Friedman test was
applied. There was a signi cant di erence between the employed experiments,

2(29) = 370:887, p  0:005 To evaluate the di erences between the Baseline
and TL2, post-hoc analysis with Wilcoxon signed-rank tests was conducted with
a Bonferroni correction applied, resulting in a signi cance level set at = 0:0033
There were signi cant di erences for the AtzoriNet* with ASC-20 Z = 3:526
p  0:0033, for TCNet without preprocessing € = 5415 p  0:.0033, for
TCNet with ASC-20 (Z = 3:013 p = 0:003 and TSNet without preprocessing
(Z= 4633 p 0:0033.
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Figure 6.2: Di erence in classi cation accuracies between Baseline, TL2 and TL1 for the case of
AtzoriNet* without preprocessing.
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Figure 6.3: Train and test loss for the AtzoriNet* in the (a) Baseline approach and the (b)
Transfer learning steps TL1 (rst 10 epochs), TL2 (last 10 epochs). Similar for TSNet in (c),
(d). The dashed lines correspond to the average across the subjects and the shaded area to the
standard deviation.
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On the IEE target dataset, the data sample was small (only 4 subjects), thus
a statistical analysis could not be performed.

The above signi cance tests show that the type of preprocessing plays a sig-
ni cant role in the training of the transferred models. In the majority of the
cases, the improvement gained by the transfer learning approach was signi cant
only with the ASC-20 preprocessing step. Also, in that case the biggest accu-
racy increase, +5.14%, was recorded from the use of TL for the TCNet model
(Table 6.4). This nding is important because it means that the classi cation
accuracy can be improved with a transfer learning approach when the prediction
is made with respect to the rst 20% of the signal. Thus, the use of ASC-20
preprocessing in prosthetic control should certainly be investigated where a fast
response is required. However, when the entire signal is available during training,
the model performance can be higher without a TL approach. This is due to the
fact that the plateau phase contains more useful information, since in the Baseline
experiment the highest accuracy is achieved with the PLAT-60 method (above
90% for all the CNNSs).

In general, the evaluated models performed di erently across the preprocessing
methods. Regarding the TSNet model, the results in Tables 6.4, 6.5 show that the
classi cation at TL2 is always higher than the Baseline. On the other hand, for
the AtzoriNet* the accuracy is reduced in the case of no preprocessing while for
the TCNet in no preprocessing and the PLAT-60 methods. Further, between the
evaluated models, TSNet had generally a better performance but it was dependent
on the preprocessing step.

In the experiment of TL to the amputee dataset, i.e. Ninapro DB3, the results
are also important (Table 6.7). The Baseline performance is similar to the results
provided in [9]. Without a preprocessing step, the TL2 approach improves the
accuracy by roughly 2.5%, i.e. from 0.4048 to 0.4300. Then, keeping only the
plateau phase both the Baseline and TL2 results are improved. However, there
are no gains in accuracy from the APD-th method. We assume that the reason is
the longer response times of the amputee subjects which result in long transient
phases, thus the accuracy drops.

6.5 Conclusions

Our analysis demonstrated that any improvement caused by the use of TL is
subject to the preprocessing steps. The experimentation including three di erent
CNN models and eight preprocessing alternatives showed that the ASC-20 prepro-
cessing resulted in a signi cant improvement of the TL approach compared to the
Baseline. This translates to+5:14% higher accuracy for the Ninapro DB7 with
the TCNet model and+5:19% higher accuracy for putEMG with the AtzoriNet*.
The TSNet model had generally a better performance but it was dependent on
the preprocessing step. In all the cases, the TL2 accuracy was higher than for
Baseline. Further, both TL steps are required to successfully transfer the model
to a new subject.

Overall, it is evident that under certain circumstances TL can be a useful
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tool for improving the performance of DL classi ers for the problem of gesture
recognition.
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Table 6.4: Results in average std for Ninapro DB7 target dataset. The values in parentheses
correspond to the test accuracy calculated on the models' output. i.e. accuracy on the 51 labels
of the APD method.

Model Preprocessing Baseline TL2
None 0.8640 0.0372 0.8523 0.0351
EA - 0.8773 0.0480
PLAT-60 0.9033 0.0405 0.9057 0.0443
ASC-20 0.7755 0.0792 0.7953 0.0783
ASC-40 0.8360 0.0462 0.8502 0.0612
AtzoriNet*
0.8569 0.0403 0.8578 0.0380
APD-40 (0.7259 0.0733) (0.7447 0.0698)
0.8577 0.0416 0.8613 0.0385
APD-60 (0.7557 0.0625) (0.7639  0.0600)
A 0.8569 0.0394 0.8628 0.0410
APD-t (0.7719 0.0611) (0.7844 0.0633)
None 0.8709 0.0405 0.8634 0.0425
EA - 0.8804 0.0394
PLAT-60 0.9140 0.0387 0.8938 0.0501
ASC-20 0.7777 0.0507 0.8291 0.0860
ASC-40 0.8402 0.0621 0.8641 0.0538
TCNet
0.8704 0.0375 0.8805 0.0440
APD-40 (0.7586 0.0699) (0.7692 0.0726)
0.8776 0.0396 0.8827 0.0422
APD-60 (0.7845 0.0644) (0.7905  0.0695)
0.8753 0.0474 0.8767 0.0478
APD-th (0.8044 0.0644) (0.8030 0.0735)
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Table 6.4: Results in average std for Ninapro DB7 target dataset (Continued). The values in
parentheses correspond to the test accuracy calculated on the models' output. i.e. accuracy on
the 51 labels of the APD method.

Model Preprocessing Baseline TL2
None 0.8743 0.0369 0.8833 0.0452
EA - 0.8808 0.0401
PLAT-60 0.9170 0.0429 0.9193 0.0423
ASC-20 0.7717 0.0743 0.7867 0.0723
ASC-40 0.8493 0.0498 0.8673 0.0436

TSNet

0.8666 0.0321 0.8706 0.0400
APD-40 (0.7329 0.0726) (0.7525 0.0688)
0.8705 0.0353 0.8773 0.0434
APD-60 (0.7631 0.0693) (0.7782 0.0674)
A 0.8694 0.0367 0.8791 0.0391
APD-t (0.7798 0.0697) (0.7994 0.0679)

Table 6.5: Results for putEMG target dataset.

Model Preprocessing Baseline TL2
None 0.8846 0.0858 0.9178 0.0601
EA - 0.9205 0.0613
AtzoriNet* PLAT-60 0.9293 0.0665 0.9151 0.0691
ASC-20 0.7926 0.1558 0.8445 0.1263
ASC-40 0.9077 0.0736 0.8959 0.0891
None 0.7641 0.1335 0.9176 0.0623
EA - 0.9084 0.0650
TCNet PLAT-60 0.9216 0.0717 0.9124 0.0770
ASC-20 0.7677 0.1377 0.8143 0.1197
ASC-40 0.9032 0.0779 0.8918 0.0828
None 0.8694 0.0880 0.9238 0.0645
EA - 0.9230 0.0619
TSNet PLAT-60 0.9107 0.0810 0.9288 0.0760
ASC-20 0.7989 0.1347 0.7592 0.1466
ASC-40 0.8810 0.0924 0.9027 0.0787
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Table 6.6: Results in average std for IEE target dataset. The values in parentheses correspond
to the test accuracy calculated on the models' output, i.e. accuracy on the 51 labels of the APD
method.

Model Preprocessing Baseline TL2
None 0.7780 0.1486 0.7834 0.1458
EA - 0.7937 0.1479
PLAT-60 0.8100 0.1520 0.7949 0.1346
ASC-20 0.7754 0.1345 0.7745 0.1924
ASC-40 0.7711 0.1604 0.7833 0.1490
AtzoriNet*
0.7521 0.1459 0.7646 0.1344
APD-40 (0.6409 0.1444) (0.6407 0.1429)
0.7610 0.1288 0.7728 0.1110
APD-60 (0.6466 0.1172) (0.6622 0.1135)
A 0.7531 0.1206 0.7775 0.1242
APD-t (0.7195 0.1375) (0.7366 0.1192)
None 0.7964 0.1028 0.7949 0.1028
EA - 0.7940 0.1156
PLAT-60 0.8044 0.1617 0.8272 0.1048
ASC-20 0.7421 0.1263 0.7438 0.0663
ASC-40 0.7540 0.1466 0.7687 0.0971
TCNet
0.7802 0.0940 0.7373 0.1145
APD-40 (0.6578 0.1307) (0.5974 0.1025)
0.7764 0.1243 0.7487 0.1038
APD-60 (0.6800 0.1260) (0.6313 0.1132)
0.7746 0.1255 0.7362 0.1183
APD-th (0.7478  0.1343) (0.6689 0.1059)
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Table 6.6: Results in average std for IEE target dataset (Continued). The values in parentheses
correspond to the test accuracy calculated on the models' output, i.e. accuracy on the 51 labels
of the APD method.

Model Preprocessing Baseline TL2
None 0.7929 0.1082 0.8003 0.1131
EA - 0.8005 0.1160
PLAT-60 0.8007 0.1453 0.7939 0.1197
ASC-20 0.7768 0.1447 0.7409 0.1443
ASC-40 0.8137 0.0983 0.8253 0.1227

TSNet

0.7862 0.0940 0.7827 0.1321
APD-40 (0.6418 0.1259) (0.6319 0.1508)
0.7502 0.1012 0.7994 0.0989
APD-60 (0.6568 0.1136) (0.6805 0.1097)
A 0.7688 0.1117 0.7698 0.1521
APD-t (0.7243  0.1209) (0.7248  0.1506)

Table 6.7: Results in average std for Ninapro DB3 target dataset (amputee subjects). The
values in parentheses correspond to the test accuracy calculated on the models' output, i.e.
accuracy on the 120 labels of the APD method.

Model Preprocessing Baseline TL2
None 0.4048 0.1329 0.4300 0.1476
AtzoriNet* PLAT-60 0.4519 0.1584 0.4631 0.1595
) 0.3906 0.1467 0.4154 0.1461
APD-t (0.3119 0.1284) (0.3532 0.1398)

Table 6.8: Results for Pretrain on Ninapro DB2 source dataset.

Preprocessing AtzoriNet* TCNet TSNet

None 0.3246 0.4285 0.3562

EA 0.3392 0.4701 0.3916

PLAT-60 0.3866 0.5035 0.4907

ASC-20 0.2979 0.4041 0.2117

ASC-40 0.3657 0.5025 0.4213
APD-40 0.2748 (0.2128) 0.4470 (0.3721) 0.3539 (0.2950)
APD-60 0.2834 (0.2028) 0.4388 (0.3829) 0.3858 (0.3292)
APD-th 0.2955 (0.2357) 0.4507 (0.3920) 0.3652 (0.3303)
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Conclusions

This PhD research addressed the problem of hand gesture recognition based on
SEMG using DL. Gesture recognition nds many applications in advanced HCI,
robotic control, sign language recognition and rehabilitation. The hypothesis has
been veri ed that using DL to decode electromyography signals can improve the
performance of classi cation models. This research resulted in the development of
DL methods for hand gesture recognition.

Speci cally, it was shown that a simple CNN architecture can be successful
at the task of SEMG hand gesture recognition (Section 4.2). Multi-channel EMG
signals are divided into small segments using a sliding window approach, and
then a CNN model can derive a class label. Similarly to previous models, the
accuracy deteriorates on the segments that correspond to the transitive periods,
therefore, a majority voting scheme over these small EMG segments provides a
better evaluation metric.

The bene ts of the use of fractal curves on the detection accuracy were analyzed
(Section 4.3). In general, gesture accuracy improves if SEMG signals are converted
to images using fractal curves. The higher accuracy performance obtained when
using the Hilbert curve can be attributed to the better locality preserving prop-
erties compared to the other curves. The underlying reason might be that less
convolutions are required to extract useful patterns in data, since data are already
more tightly clustered. Therefore, given a network architecture, the Hilbert curve
image allows for a better utilization of the model parameters. In addition, a CNN
model that extracts multiple scale Hilbert curve representations was developed
(i.e. MSHilbNet). The evaluation of this multi-scale topology reveals that in ev-
ery case it performs better than using the Hilbert representations with regular
CNNs.

Temporal convolutions were also investigated. In particular, a network that
utilizes only 1D causal convolutions was developed (i.e. TCNet). The proposed
model could categorize complete SEMG sequences of variable length instead of
image representations of myoelectric signals. This research also veri ed previ-
ous works in other ML domains which had shown that causal convolutions can
outperform LSTM-based models.

In order to increase the size of available training data, which would be useful
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for optimizing bigger networks, data augmentation was considered (Chapter 5).
Speci cally, ve methods were compared, while the amount of augmentation was
controlled by a hyperparameter. It was shown that the common Gaussian noise
augmentation is not much e ective with SsEMG signals. Methods based on non-
linear distortion of the signal amplitude (i.e. magnitude warping) or modifying the
frequency bands (i.e. wavelet decomposition) performed best. Further, applying
dense overlapping windows had a similar e ect, which supports the viewpoint
that a sliding window can be considered an augmentation method. The above
ndings were applied to the state-of-the-art model (i.e. WeiNet) on hand gesture
recognition resulting in a signi cant improvement over the reported accuracy value
in the literature [142].

Finally, a transfer learning scheme was applied to transfer knowledge from
a model trained on a di erent dataset (Chapter 6). A CNN was optimized on
a large training set comprising all the subjects in one dataset. This model was
then adapted in two steps to the data of a single subject of a di erent dataset.
The experimentation including three distinct CNN models [127, 130] and eight
preprocessing alternatives [24, 117, 151] showed a performance increase compared
to a baseline without transfer learning. This improvement was signi cant in the
case where the ascending transient phase of the SEMG was used for training. This
important nding means that the classi cation accuracy can be improved when
TL is applied using the rst section of the signal. However, the accuracy value can
be higher when the entire signal is used. In addition, the increase in accuracy was
dependent on the preprocessing step and the model, with more complex models
(i.e. having more parameters) displaying a better performance. Lastly, the results
showed that a single transfer step is not su cient since the accuracy after the rst
transfer learning step did not exceed the baseline performance, thus both steps
are needed to induce any bene ts.

7.1 Future Work

This thesis has primarily investigated the problem of hand gesture classi cation
using DL models in an o ine setting. In a real-time application, a fast system
response is required and the sequence of the gestures is not known a priori. One
way to improve accuracy performance could be to increase the window size but
in this case, the delay of making a prediction increases because not only the
acquisition time increases but the processing time does so as well. In [33], a
real-time scheme is proposed based on majority voting post-processing, however
execution time measurements were made for simple ML models, which may not
be applicable to deep CNNs. In addition, the receptive eld of the CNN is an
important factor as shown in Section 4.4. Therefore, future research could study
the e ect of sliding windows with post-processing and the receptive eld on the
real-time accuracy.

Optimizing augmentation methods can result in a huge hyperparameter space
when there are many candidate augmentation functions. In this thesis, hyperpa-
rameter values were selected through a grid search performed separately for each
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augmentation method (Section 5.3.3). When combining augmentations as in the
Augmentor scheme, the same hyperparameters were used, thus these cases might
not be fully optimized. A possible research direction would be to compare the pro-
posed hyperparameter values found through grid search with the result of methods
such as Bayesian optimization (Section 3.2) or the DL-based AutoAugment [25].

The developed TL approach is model-based, where the source domain consists
of data from various subjects while a single subject is used as the target domain
(Section 6.2). Considering the di erences between the signals acquired from dif-
ferent subjects, this could be addressed as a multi-source domain adaptation. A
recent work in computer vision proposes one way to achieve this using DL models
[154]. Their network shares a common feature extractor for both domains that
during training minimizes the distribution distance between each source and the
target through moment matching. A bene t of this approach is that the complete
network is trained once using all the data. However, it should be modi ed in order
to operate properly in the case where the source and the target class labels are
di erent.

The above research directions constitute direct extensions of the current thesis,
yet the results can be used in di erent experimental approaches as well. Below we
mention three such cases that can bene t from the developments of the current
work.

Firstly, in the explored setups with sparse or few electrodes, the placement of
the sensors is important for the recognition accuracy of the classi er. On the other
hand, there is evidence that given a number of gestures we need to classify, the
more electrodes are placed on the forearm, the better the accuracy is. For example,
in [98] 16 electrodes arranged into two armbands result in higher accuracy than
when a single row of 8 sensors is used. Further, dense electrode arrays o er
redundancy in case of sensor failure [118]. Consequently, the optimization of the
number of electrodes and the data pre-processing of dense sEMG arrays could be
a research study.

The second case concerns data fusion and gesture recognition based on multiple
modalities. According to [146], there are three types of data fusion: direct combi-
nation of the raw data, fusion of features derived from signals of di erent sensors
and joining the decisions of uni-modal classi ers. Existing work has successfully
combined sEMG and IMU sensors to improve the accuracy of gesture classi er
[73]. Recently, apart from IMUs, Force Myography (FMG) has appeared as an
alternative technology for hand gesture recognition [4]. Therefore, future work
could explore data fusion for gesture recognition based on DL where the combi-
nation of sensors, the fusion level and the neural network architecture should be
optimized.

Lastly, the stochastic nature of the SEMG signals hinders the performance of
gesture classi ers. One solution could be the integration of physiological models
in DL pipelines, which can be useful for modeling the generation of SEMG signals.
In [63], a Hill type muscle model is used to estimate muscle forces and kinematics
of the biceps and triceps branchii while a neural network learns a correction factor
between static and dynamic movements. A drawback of these models is that they
require subject-speci ¢ parameters which may di er depending on the task as well.
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Chapter 7. Conclusions

Nevertheless, the incorporation of physiological models in DL architectures could
be explored since they can serve as generator models for data augmentation or
feature extractors in gesture classi cation.
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Figure A.1: Graphical representation of the WeiNet model. Every SEMG channel is processed
by a separate block of convolutions. Next, the output feature maps are concatenated and further
processed by dense layersG is the number of gestures andC is the number of input channels.
For Ninapro DB1, C =10 and G = 53.
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Figure A.2: Confusion matrices based on the per image predictions (left) and majority voting
predictions (right).
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Figure A.3: Graphical representation of the VGGNet model.

136



A.l. Figures

depth (d)

Input 3 =g =4 5&§ Output
L 2 & 2 5 2 £
&~ H I ?
Dense block
=) = =
Figure A.4: Graphical representation of the DenseNet model.
depth (d)
Input HEE HEE 204 £ Output
® 00 A & o3
L i i T i i

Fire module

RelLU

RelLU RelLU

Concatenate

Figure A.5: Graphical representation of the SqueezeNet model.
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Figure A.6: Feature maps of highest activations generated from models with depthd = 3 and
scaless = [8 8](c), s=[8 84 4](d), s=[8 84 42 2] (e), when using as
input the middle segment of "Thumb up' gesture (a, b). The naming convention of the feature
maps is “bflevel} {type} {scale}/{feature map index}', where level={1,2,3} is the depth level,
type={regular, strided} is the type of convolution and scale={0: 8 8,1:4 4,2:2 2}isthe
resolution used as input.
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Figure A.7: Softmax distributions of intermediate and nal classi ers for the cases ofd =3 and
d =5, using a simple average nal classi er.

Loss on train and test sets

—— AoT(300)-Train
AoT(2500)-Train
—— Att(300)-Train
—— Att(2500)-Train
------ AoT(300)-Test
A0T(2500)-Test
""" Att(300)-Test
------ Att(2500)-Test

15
Epochs

Figure A.8: Average loss graphs during training (solid lines) and testing (dotted lines) show

convergence of the models.

139



Appendix A. Chapter 4

True class

50 1

True class

50 1

Confusion matrix of AoT(300)
v

Confusion matrix of AoT(2500)

0
10 4
204
0
E:
pt
El
E 304
404
50 4
1‘0 Zb Jb 4‘0 5'0 ‘O fO Zb Sb 4‘0 Sb
Predicted class Predicted class
(a) AoT(300) (b) AoT(2500)
Confusion matrix of Att(300) Confusion matrix of Att(2500)
04
10
204
@
a8
©
El
£ 30
40
50 1
1ID ZID 3'[) fl‘l) Sb b l‘l) ZID 3'!) 4‘0 Sb

Predicted class

(c) Att(300)

Predicted class

(d) Att(2500)

Figure A.9: Average confusion matrix for each TCNet model.
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A.2 Tables

Table A.1: Average size of train and test sets. Standard deviations are reported in parentheses.

Con guration Train Test
N=16 266,916 (17,301) 3,667 (251)
N=32 256,671 (17,272) 1,795 (125)
N=64 231,300 (17,301) 857 (63)

Table A.2: Average accuracy of MSHilbNet model for di erent hyperparameters with input
8 8 10 (N = 64) using the validation set from 10 randomly selected subjects. Standard
deviations are reported in parentheses. The best performing model is indicated in bold.

S 0 d=3 d=4 d=5

[d] 0.7496 (0.0694) 0.7465 (0.0711) 0.7471 (0.0693)
[8 8] [d;d 2] 0.6779 (0.0579) 0.6890 (0.0689) 0.6999 (0.0645)
[d;d 1;:::;1] 0.6061 (0.0416) 0.6121 (0.0610) 0.6211 (0.0631)
[d] 0.7692 (0.0716) 0.7683 (0.0680) 0.7639 (0.0661)
[8 84 4] [d;d 2] 0.7057 (0.0614) 0.7238 (0.0653) 0.7215 (0.0694)
[d;d  1;:::;1] 0.6409 (0.0521) 0.6546 (0.0571) 0.6879 (0.0660)

[d] 0.7862 0.7826 (0.0671) 0.7767 (0.0664)

(0.0648)

8 84 42 2] [d;d 2] 0.7335 (0.0576) 0.7382 (0.0599) 0.7502 (0.0713)

[d:d 1;:::;1] 0.6718 (0.0494)  0.6864 (0.0669)  0.7127 (0.0619)

Table A.3: Repeated measures ANOVA for evaluating the signi cance of di erences between the
depth (d: f3;5g) and output (o: f[d];[d;:::; 1] "average',[d;:::; 1] ‘'weighted average)) hyperpa-
rameters of the model. An ** denotes a signi cant di erence ( = 0:05)

Source df F Sig.
d 1.000 8.345 0.018*
o] 1.116 112.354 0.05*
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Table A.4: Pairwise comparisons (Bonferonni correction) for the repeated measures ANOVA
shown in Table A.3. Values correspond to the p-value of the comparison between the quantities
on the corresponding row and column. An "* denotes a signi cant di erence ( = 0:05)

d 3 5 o] [d] [d; ;1] [d; ;1]
‘average' “weighted
average'
3 - 0.040* [d] - 0.05* 0.220
5 - [d;:::; 1] "average' - 0.05*
[d;:::; 1] "weighted -
average'
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Figure B.1: Average test accuracy of the AtzoriNet* for di erent sliding window steps
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Figure B.2: Average test accuracy of AtzoriNet* for each method at di erent augmentation
ratios, R, for the Ninapro DB1 dataset. The solid line corresponds to = 15 and the dashed
lineto =1 (see also Fig. B.1).

Figure B.3: Average test accuracy of AtzoriNet* for each method at di erent augmentation
ratios, R, for the putEMG dataset. The solid line corresponds to =15 and the dashed line to
=1 (see also Fig. B.1.)
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Figure B.4: Average loss and accuracy graphs (left), augmentation vs baseline-1 and baseline-2
accuracy per subject (middle), and t-SNE embeddings of a single subject (right) for the di erent
augmentation methods on Ninapro DB1. The investigated method is shown on the left of the
gure. In the left plot, the solid lines correspond to training, while the dashed lines to testing. In
the middle plots, color points correspond to di erent subjects and the ellipse shows the general
shape of the points. In the t-SNE visualizations, color points correspond to di erent gestures,
while the values at the title are the SC/DB/accuracy metrics.
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Figure B.5: Average loss and accuracy graphs (left), augmentation vs baseline-1 and baseline-2
accuracy per subject (middle), and t-SNE embeddings of a single subject (right) for the di erent
augmentation methods on putEMG. The investigated method is shown on the left of the gure.

In the left plot, the solid lines correspond to training, while the dashed lines to testing. In
the middle plots, color points correspond to di erent subjects and the ellipse shows the general
shape of the points. In the t-SNE visualizations, color points correspond to di erent gestures,
while the values at the title are the SC/DB/accuracy metrics.
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Figure B.6: f1 scores of the AtzoriNet* for each gesture of Ninapro DB1 dataset for = 1 and
R=09.

Figure B.7: fl scores of the AtzoriNet* for each gesture of putEMG dataset for = 1 and
R =15.
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B.2 Tables
Table B.1: Datasets details.
Samplin ,
Dataset ping SEMG Subjects Gestures Trials
(Hz) channels
Ninapro DB1 [6] 100 10 27 52+1 10
PUtEMG [65] 5124 3 8 44 7+1 8

Table B.2: Data partition of into train, validation and test sets based on gesture repetitions.

Dataset Train set Validation set Test set
Ninapro DB1 1,3,4,6,8 9,10 25,7
PUutEMG 1,3,4,6,7 8 2,5

Table B.3: Hyperparameters used for the optimization of the CNN models.

Model AtzoriNet* [127] WeiNet [142]
Optimizer Adam SGD with momentum
Learning rate 0.001 0.1

Learning rate constant divide by 10 after epochs
schedule 16,24

Weight decay 0.0005 0.0001

Epochs 100 (early stopping) 28 (preceded by pretraining)
Batch size 512 1024
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Table B.4: Augmentation hyperparameter selection and search space for each method. The
selected values are shown for each dataset.

Method Hyperparameter Search space Selected value (DB1/

PUtEMG)
WD {coif2, db7, sym4} sym4 / db7
I {4, 5} 5
b {0, 2-5} 3/0
MW {0.1, 0.2, 0.3} 0.1
GN SNR {25, 30, 35} 30/35
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Table B.5: Augmentation hyperparameter selection results. For each method and dataset, higher
accuracy is shown in bold.

Accuracy Ninapro

Method Hyperparameter Value DB1 Accuracy putEMG
GN SNR =25 0.5862 0.8150
GN SNR = 30 0.6007 0.8509
GN SNR = 35 0.5994 0.8551
MW =0:1 0.6342 0.8529
MW =0:2 0.6123 0.8210
MW =0:3 0.5904 0.7486
WD = coif2,l =4;b=0 0.6145 0.8377
WD = coif2;| =4;b=2 0.6068 0.8576
WD = coif,| =4;b=3 0.6074 0.8456
WD = coif2 | =4;b=4 0.6064 0.8629
WD = coif2,1 =4;b=5 0.5890 0.8763
WD = coif2,1 =5;b=0 0.6112 0.8611
WD = coif2;| =5;b=2 0.6152 0.8664
WD = coif,| =5;b=3 0.6129 0.8752
WD = coif2 | =5;b=4 0.5985 0.8473
WD = coif2,| =5;b=5 0.5764 0.8383
WD = db7;l1=4;b=0 0.6127 0.8454
WD = db7;1=4;b=2 0.6120 0.8592
WD = db7;1=4;b=3 0.6068 0.8617
WD = db7;l =4;b=4 0.5907 0.8669
WD = db7;l =4;b=5 0.5751 0.8391
WD = db7;1=5;b=0 0.6168 0.8770
WD = db7;1=5;b=2 0.6142 0.8429
WD = db7;1=5;b=3 0.6036 0.8714
WD = db7;l =5;b=4 0.5858 0.8635
WD = db7;l1 =5;b=5 0.5634 0.8213
WD = sym4l=4;b=0 0.6146 0.8567
WD = sym4 |l =4;b=2 0.6149 0.8640
WD =sym4l=4;b=3 0.6129 0.8446
wD = sym4 | =4;b=4 0.6072 0.8757
WD = sym4l =4;b=5 0.6008 0.8632
WD =sym4l=5;b=0 0.6162 0.8579
WD = sym4 |l =5;b=2 0.6122 0.8759
wD = sym4 1 =5;b=3 0.6240 0.8372
WD = sym4l=5;b=4 0.6004 0.8521
WD = sym4 | =5;b=5 0.5846 0.8590
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Table B.6: Average accuracy of AtzoriNet* for each method at di erent augmentation ratios,
R, for the Ninapro DB1 dataset. The value in bold corresponds to the method with highest

accuracy.
R SS1 SS2 WD MW GN WD+MW  AA AO AR
1 0.6937 0.7262 0.7308 0.7337 0.7306 0.7354 0.7284 0.7312 0.7322
4 0.6332 0.7166 0.7405 0.7436 0.7251 0.7389 0.7391 0.7377 0.7399
9 0.5786 0.7152 0.7345 0.7443 0.7331 0.7399 0.7256 0.7405 0.7383

SW(15) (baseline-1): 0.6305, SW(01) (baseline-2): 0.7273

Table B.7: Average accuracy of AtzoriNet* for each method at di erent augmentation ratios, R,
for the putEMG dataset. The value in bold corresponds to the method with highest accuracy.

R SS1 SS2 WD Mw GN  WD+MW AA AO AR

1 0.9442 0.9498 0.9474 0.9477 09496 0.9506 0.9423 0.9453 0.9507
0.9500 0.9622 0.9660 0.9580 0.9569 0.9571 0.9489 0.9621 0.9616

9 0.9471 0.9584 0.9586 0.9605 0.9616 0.9612 0.9498 0.9696 0.9660

15 09406 0.9613 0.9602 0.9650 0.9654 0.9606 0.94829697 0.9672

SW(15) (baseline-1): 0.8071, SW(01) (baseline-2): 0.9388
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Table B.8: Pairwise comparisons with Bonferonni correction for the Ninapro DB1 dataset. The table shows the p-value of the comparison between the
classi cation accuracy of the methods on the corresponding row and column. Values above the diagonal show the comparisons RBr= 9 and below
the diagonal for R = 1 (last and rst row of Table B.6, respectively). Values in bold correspond to the comparisons of the method with the highest
classi cation accuracy in Table B.6 (i.e. MW). An "*' denotes a signi cant di erence (= 0:05), while a "**' denotes a p-value p < 0:001

SW(15) SW(01) SS1(01) SS2(01) WD(01) MW(01) GN(01) WD+MW(OBAOL) AO(01) AR(01)

SW(15) *k Xk *o *k *k *k *k *k *ok *k
SW(01) *x *x 0.009* 0.590 * 1.0 0.019* 1.0 0.004* 0.004*
SS1(01) o o - o ok ok o o o ok
mMNAOHv Kk 1.0 Kk Kk Kk Kk Kk 0.029* Kk Kk
WD(01) = 1.0 ok 1.0 0.007* 1.0 1.0 0.209 1.0 1.0
MW(01) *x 1.0 *x 0.270 1.0 0.064 1.0 *x 1.0 0.739
GN(01) *x 1.0 *x 1.0 1.0 1.0 1.0 0.554 0.123 1.0

WD+MW(01) = 0.076 *x 0.002* 0.866 1.0 1.0 ** 1.0 1.0
AA(01) *x 1.0 *x 1.0 1.0 0.617 1.0 0.086 ** 0.001*
AO(01) *x 1.0 *x 1.0 1.0 1.0 1.0 1.0 1.0 1.0
AR(01) *x 1.0 *x 0.560 1.0 1.0 1.0 1.0 1.0 1.0
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Table B.10: Average and standard deviation across subjects of the cluster metrics Silhouette
Coe cient (SC), Davies-Bouldin (DB) and classi cation accuracy (row of R =9 in Table B.6)
for the Ninapro DB1 dataset.

Method SC DB Accuracy
SW(15) 0.2089 0.0498 1.67 0.21 0.6305 0.0608
(baseline-1)
SW(01) 0.2783 0.0461 1.45 0.17 0.7273 0.0581
(baseline-2)
SS1(01) 0.1535 0.0395 1.90 0.22 0.5786 0.0594
SS2(01) 0.2980 0.0486 1.36 0.16 0.7152 0.0564
WD(01) 0.2627 0.0468 1.47 0.18 0.7345 0.0591
MW(01) 0.2768 0.0459 142 0.16 0.7443 0.0558
GN(01) 0.2814 0.0492 1.42 0.18 0.7331 0.0618
WD+MW(01) 0.2686  0.0428 1.44 0.15 0.7399 0.0594
AA(01) 0.2600 0.0430 147 0.15 0.7256 0.0587
AO(01) 0.2838 0.0465 1.40 0.17 0.7405 0.0588
AR(01) 0.2842 0.0468 141 0.17 0.7383 0.0591

Table B.11: Average and standard deviation across subjects of the cluster metrics Silhouette
Coe cient (SC), Davies-Bouldin (DB) and classi cation accuracy (row of R =15 in Table B.7)
for the putEMG dataset.

Method SC DB Accuracy
SW(15) 0.3349 0.0732 158 0.55 0.8071 0.0933
(baseline-1)
SW(01) 0.4998 0.0648 0.94 0.22 0.9388 0.0602
(baseline-2)
SS1(01) 0.4287 0.0903 1.11 0.40 0.9406 0.0480
SS2(01) 0.5295 0.0685 0.78 0.16 0.9613 0.0375
WD(01) 0.5292 0.0654 0.79 0.16 0.9602 0.0448
MW(01) 0.4773 0.0743 0.91 0.22 0.9650 0.0356
GN(01) 0.5289 0.0734 0.80 0.19 0.9654 0.0433
WD+MW(01) 0.4827 0.0783 0.90 0.21 0.9606 0.0464
AA(01) 0.4728 0.0755 0.94 0.23 0.9482 0.0528
AO(01) 0.5261 0.0683 0.80 0.18 0.9697 0.0299
AR(01) 0.5394 0.0603 0.77 0.15 0.9672 0.0384
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Table B.13: Pairwise comparisons with Bonferonni correction for the putEMG dataset. The table shows the p-value of the comparison between the
clustering metrics of the methods on the corresponding row and column. Values above the diagonal show the comparisons for the SC metrics and below
the diagonal for the DB metrics (second and third columns of Table B.11, respectively). An ** denotes a signi cant di erence ( = 0:05), while a **
denotes a p-valuep < 0:001

SW(15) SW(01) SS1(01) SS2(01) WD(01) MW(01) GN(01) WD+MW(OBAOL) AO(01) AR(01)

SW(15) Kk Kk *ox *k *% *k *k *k Kk *x
SW(01) o ok *ox 0.001* 0.345 ok 1.0 0.086  0.030* o
SS1(01) ok 0.082 o o 0.002* ok b 0.006* * *k
SS2(01) o ok ok 1.0 o 1.0 ok ok 1.0 1.0
WD(01) o o ok 1.0 ok 1.0 ok ok 1.0 1.0
MW(01) b 1.0 0.008* i 0.009* o 1.0 1.0 *k ok
GN(01) o i * 1.0 1.0 0.029* i o 1.0 1.0

WD+MW(01)  ** 1.0 0.008* * 0.003* 1.0 0.036* 1.0 o ok
AA(01) ok 1.0 0.022* i o 1.0 0.003* 1.0 ok ok
AO(01) o ok ok 1.0 1.0 o 1.0 0.001* ** 0.329
AR(01) ok ok ok 1.0 1.0 ok 1.0 *x *ox 1.0
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Table B.14: Average accuracy of WeiNet for each method at di erent augmentation ratios,R,
for the Ninapro DB1 dataset. The value in bold corresponds to the highest accuracy.

R WD MW WD+MW
1 0.8439 0.8514 0.8498
0.8413 0.8556 0.8493
9 0.8421 0.8573 0.8541
15 0.8239 0.8581 0.8511

SW(01) (baseline-2): 0.8480
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