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Abstract

The recent success of deep learning is conditioned on the availability of large annotated datasets for su-

pervised learning. Data annotation, however, is a laborious and a time-consuming task. When a model

fully trained on an annotatedsource domainis applied to atarget domainwith di�erent data distribution, a

greatly diminished generalization performance can be observed due todomain shift. Unsupervised Domain

Adaptation(UDA) aims to mitigate the impact of domain shift when the target domain is unannotated. The

majority of UDA algorithms assume joint access between source and target data, which may violate data

privacy restrictions in many real world applications. In this thesis I proposesource-freeUDA approaches

that are well suited for scenarios when source and target data are only accessible sequentially. I show that

across several application domains, for the adaptation process to be successful it is su�cient to maintain

a low-memory approximation of the source embedding distribution instead of the full source dataset. Do-

main shift is then mitigated by minimizing an appropriate distributional distance metric. First, I validate

this idea on adaptation tasks in street image segmentation. I then show improving the approximation of

the source embeddings leads to superior performance when adapting medical image segmentation models.

I extend this idea to multi-source adaptation, where several source domains are present, and data transfer

between pairs of domains is prohibited. Finally, I show that relaxing the constraint for data privacy allows

for mitigating domain shift in fair classi�cation.

x



Chapter 1

Introduction

In recent years, autonomous prediction algorithms have demonstrated human-level performance in a large

selection of tasks, from image classi�cation, object tracking, and natural language understanding to play-

ing games as interactive agents [165]. The performance of such approaches is primarily due to the devel-

opment of new deep neural network (DNN) architectures and training techniques, allowing for complex

and informative representations of available information [120, 85]. However, while impressive on speci�c

problems designed and trained for, such networks are often highly complex, encapsulating up to hundreds

of billions of parameters [211]. This success is conditioned on the availability of large and high-quality

manually annotated datasets to satisfy the required sample complexity bounds for training DNNs. Due

to their size, such models have also been historically shown to be susceptible to over�tting, making them

sensitive to out-of-distribution data. As a result, data annotation is a signi�cant bottleneck to address the

problem ofdomain shift, wheredomain discrepancyexists between the distributions of training and testing

domains [113]. This is particularly important in continual learning, where the goal is to enable a learning

agent to learn new domains autonomously [71]. Retraining the model from scratch is not a feasible solu-

tion for continual learning because manual data annotation is an expensive and time-consuming process

for image segmentation, e.g., as much as 1.5 hours for a single image of current benchmark datasets [34,

145]. A practical alternative is to adapt the trained model using only unannotated data.

1



The problem of model adaptation has been studied extensively in the unsupervised domain adaptation

(UDA) framework. The goal of UDA is to train a model for an unannotated target domain by transfer-

ring knowledge from a secondary related source domain in which annotated data is accessible or easier

to generate, e.g., a synthetically generated domain. Knowledge transfer can be achieved by extracting

domain-invariant features from the source and the target domains to address domain discrepancy. As a

result, if a classi�er is trained using the source domain features as its input, the classi�er will generalize on

the target domain since the distributions of features are indistinguishable. Distributional alignment can be

achieved by matching the distributions at di�erent levels of abstraction, including appearance [63, 161],

feature [63, 122], output [215] levels.

Another recent line of research considers Invariant Risk Minimization (IRM) ([4]), where model gen-

eralization on multiple domains is desirable ([3]). The key di�erence compared to the UDA framework is

that in UDA minimizing target error is preferred to maintaining joint high performance on both source

and target. Thus, UDA methods operate in a more relaxed environment than IRM approaches, allowing

for better target generalization ([86, 76]).

A large group of the existing UDA algorithms uses adversarial learning for extracting domain-invariant

features [112, 16, 64, 122, 155, 161, 39, 144]. Broadly speaking, a domain discriminator network can be

trained to distinguish whether an input data point comes from the source or the target domain. This net-

work is fooled by a feature generator, which is trained to make the domains similar at its output. Adver-

sarial training [55] of these two networks leads to learning a domain-agnostic embedding space. A second

class of UDA algorithms directly minimizes suitable loss functions that enforce domain alignment [197,

215, 49, 212, 95, 207]. Adversarial learning requires delicate optimization initialization, architecture engi-

neering, and careful selection of hyper-parameters to be stable [153]. In contrast, de�ning a suitable loss

function for direct domain alignment may not be trivial.

2



UDA bene�ts from having access to both source and target domains simultaneously [31, 160, 49]. This

assumption, however, can only sometimes be met. In practice, it is natural to assume source datasets

are distributed amongst independent entities, and sharing data between them may constitute a privacy

violation. For example, improving mobile keyboard predictions is performed by securely training models

on independent computing nodes without centrally collecting user data ([205]). Similarly, in medical image

processing applications, data is often distributed amongst di�erent medical institutions. Due to privacy

regulations ([202]), sharing data can be prohibited, and hence central access to data becomes infeasible.

Analogous scenarios arise in many other prediction tasks, such as face anti-spoo�ng [106], classi�cation

of video data [67] or industrial equipment veri�cation [74]. To maintain the bene�ts from UDA, source-

free adaptation has been developed to bypass the need for direct access to a source domain at adaptation

time. While source-free UDA has been previously explored for image classi�cation [50, 110, 80], there are

few works addressing this concern for more elaborate problem settings, such as street image segmentation

[184, 228] or medical images analysis [7]. Compared to image classi�cation tasks, segmenting street images

requires more complex network architectures, with each image pixel being labeled. In the case of medical

images, these are produced by electromagnetic devices such as MRI or CT scanners, which directly impact

the input distribution of the image data. Additionally, compared to natural image semantic segmentation,

large portions of medical images remain unlabeled.

In real-world settings, the assumption that source and target datasets are maintained on a shared device

does not cover all adaptation use cases. This work recognizes the necessity for UDA algorithms that need

to operate in environments where datasets are stored across di�erent devices, and access is permitted only

sequentially between the source and target. Source-free UDA has been mostly explored for image classi-

�cation, while other application domains have received less attention. In this work, I develop source-free

UDA algorithms for such application domains: street image segmentation, medical image segmentation,

and multi-source classi�cation. I demonstrate that adding a privacy constraint between di�erent domains
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does not signi�cantly degrade performance compared to joint adaptation while making the model more

applicable to real-world scenarios. The main contributions of each of these application domains can be

summarized as follows:

Street Image Segmentation. Predictive problems on real-world images span a large set of applica-

tions, such as image segmentation, object tracking, or vehicle decision planning. Image segmentation is

a primary task in Computer Vision, where a multi-channel image requires partitioning its pixels across

several semantic classes. To allow for this, in semantic segmentation, each pixel of an image has attributed

a label. Compared to regular classi�cation tasks, due to the nature of the data, generating clean labels

for image segmentation is much more costly and time consuming, a single image potentially requiring

several hours for correct labeling [34]. In contrast, many game rendering engines are designed to gener-

ate street like environments, allowing labeling at a much lower cost. The goal of recent UDA works in

semantic segmentation involves leveraging computer generated image datasets to train models capable of

high performance on real-world datasets. Most such works however consider a joint adaptation problem.

I extend this setting to the source-free scenario, where a model can be trained on arti�cial images and then

stored for later use without maintaining both the source and target datasets. I show that my approach is

comparable to joint adaptation methods for image segmentation while at the same time showing superior

performance to other recent source-free methods. This works has been accepted as a conference paper at

AAAI, 2021 [172].

Medical Image Segmentation . The prevalence of magnetic resonance devices has allowed clinicians

to leverage statistical models to perform assistive diagnosis, monitor treatment over time, or automate

medical data processing pipelines. 2D and 3D image segmentation networks have been successfully de-

ployed to address these problems, however, due to the nature of the task, these networks are often repre-

sented by large deep learning models. This makes them sensitive to the data modality they are trained on

and limits their applicability across other input types. For example, a network trained on scans sourced
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from an MRI machine will o�er deteriorated performance if tasked with predicting images sourced from a

CT machine. In addition, compared to street images, medical images are obtained by recording the inten-

sity values from MRI or CT machines. Thus, large portions of the images correspond to body tissue to be

ignored by the models. Directly applying most UDA algorithms designed for street image segmentation

will require additional tuning due to the particularities of medical data. Additionally, medical data often

requires strict privacy regulations, making patient data di�cult to share across institutions. I develop a

source-free adaptation algorithm that handles UDA in the medical �eld, not requiring data sharing be-

tween the source and target domain. I test my algorithm on cardiac and internal organ datasets and show

my method outperforms joint adaptation approaches on the cardiac dataset and even recent source-free

approaches. This work has appeared as a conference paper in BMVC, 2022 [169], and an extended version

is under review in the IEEE Transactions on Image Processing.

Multi Source Adaptation . The problem considered in most UDA research is of improving the gener-

alization performance of a model trained on an annotated source domain to an unannotated target domain

with di�erent data distribution. Multi Source Adaptation extends this task to scenarios where training data

is distributed across several domains. Distributed machine learning is a common real-world application of

this setting, where a model applicable to di�erent user needs is trained using di�erent data streams, for

example, a keyboard word prediction model [205]. The problem of Multi source UDA (MUDA) has been

studied in cases where data streams are simultaneously accessible. However, in the case of using private

data, as in the above example, pooling together con�dential information from multiple users on a shared

data store increases the risk of the system towards actions from adversarial agents. In this work, I develop

an algorithm for source-free MUDA where data sharing is not permitted between pairs of source domains

or between sources and the target. Compared to other source-free MUDA approaches, which still pool

models from all source domains during adaptation, my proposed method o�ers competitive performance
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while operating in a stricter privacy setting while also allowing for distributed optimization and fast re-

training in case one of the source domains becomes unavailable due to privacy reasons. This work has

been accepted in TMLR, 2022 [171].

Fair Classi�cation . Predictive models have been widely adopted to automate tasks in many indus-

tries. Initial automated screenings are now employed in mortgage approvals, resume selection for job

applicants, or credit increase decisions. However, such decision models often translate the bias in their

training data into their inferences. Fair Classi�cation is a recent �eld of AI that aims to provide various

metrics for determining and mitigating classi�cation bias. Many approaches for fair classi�cation have

been developed recently, with promising results on standard datasets. However, these methods do not

investigate the impact of domain shift in fair classi�cation. First, I show that common fair classi�cation

datasets used in literature can present domain shift based on the chosen training and test data distribu-

tion. Next, I verify established fair classi�cation methods on these splits and show their generalization

performance indeed su�ers on the target domain. Next, I propose a novel fair classi�cation algorithm that

ensures both superior fairness while also mitigating domain shift.

In the next chapter, I will survey existing related work in UDA. In Chapters 3-6, I describe my contri-

bution and theoretical and empirical results for each of these four problems. Chapter 7 proposes future

extensions to the currently presented settings and approaches.
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Chapter 2

Methods in Domain Adaptation

Research in domain adaptation has been extensive, and a complete survey of all existing works is beyond

the scope of this manuscript. In this chapter, I survey existing works relevant to my proposed algorithms

and discuss additional extensions of DA.

Domain adaptation is an area of machine learning which attempts to address model generalization

on unseen data distributions. When the training and development data distributions di�er, it is often the

case that performance will su�er. UDA research provides tools to mitigate performance degradation on the

target domain under di�erent baseline scenarios. It has been shown that under certain assumptions, target

domain error can be upper bounded in terms of source domain error and a discrepancy term between the

source and target domains. For example, Ben-David et al. [10] utilize theH-divergence as this last term, a

discrepancy function upper bounded by the error produced by a binary classi�er to identify whether data

samples correspond to the source or target domain, per Lemma 2 in [10]. This makes theH-divergence a

preferred tool in adversarial adaptation, as can be seen below. Other discrepancy metrics have also been

proposed. For example, Redko et al. [132] upper bound the target domain error via the source domain error

and a discrepancy term depending on the optimal transport distance between the two domains. Broadly,

UDA approaches aim to leverage the idea that a shared embedding space between the source and target

samples will be su�cient for adaptation. If such a suitable mapping function is learned, classi�ers trained
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with data from the source domain can also generalize to the target domain. Additional variations of DA

exist, for example having access to only a small set of labels in the target domain, having the source and

target classes only have partial overlap, etc. In the present work, I focus on UDA, where the source and

target classes are the same. Two main lines of UDA research that have led to competitive results are

adversarial adaptation and adaptation based on distributional distance minimization.

2.1 Adversarial Adaptation

Tools employed in adversarial learning [55] have been e�ectively applied to UDA. In training a Generative

Adversarial Network (GAN), a DNN generator attempts to map a random input distribution to mimic a

given data distribution. To achieve this, an auxiliary network, called a discriminator network, is presented

samples from the generator and the original dataset and is tasked with determining their source of origin.

The generator network aims to produce samples similar to the provided data distribution and thus fool

the discriminator network. Alternating between improving the discriminator and generator leads to the

generator creating samples similar to the provided data distribution. As aligning the source and target

embedding distributions also leads to domain adaptation, GAN training tools have proven appropriate for

the problem of UDA.

Ganin et al. [51] achieve domain alignment by considering an encoder network with a classi�cation

and discriminator head. The classi�cation network optimizes log-likelihood loss for samples from the

source domain. Similar to its utilization during the training of GANs, the discriminator network is tasked

with determining the domain provenance of data samples, i.e., source or target. A gradient reversal layer

connected to the discriminator head ensures the encoder network produces domain invariant feature rep-

resentations. Tzeng et al. [183] expand on this idea by building separate networks for the source and target

domains instead of sharing network weights.
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These methods have also been successfully applied to image segmentation. Ho�man et al. [63] employ

image style transfer to produce domain alignment. A style transfer network translating the source images

into the visual style of the target images is used to guide the adaptation process. Additional losses to ensure

consistency between the segmentation maps of the style transfer networks are used to make the learning

process more robust.

Bousmalis et al. [16] develop a model for pixel-level domain adaptation by creating a pseudo-dataset by

making source samples appear as though they are extracted from the target domain. They use a generative

model to adapt source samples to the style of target samples and a domain discriminator to di�erentiate

between real and fake target data.

Chen et al. [25] follow a similar idea to Ganin et al. [51] applied to segmentation architectures. How-

ever, in addition to a global domain discriminator, they also utilize class-wise discriminators for each of the

available semantic classes. This, however, requires the presence of labeled samples on the target domain.

The source domain trained networks produce such samples, leading to improved adaptation performance

over just using a global domain discriminator.

Tsai et al. [182] also use a classi�cation network with an added discriminator for domain alignment.

Compared to other approaches following this high level idea, they also use a domain discriminator at

intermediate abstraction levels in the encoder network. This leads to improved performance over a single

level discriminator.

Luc et al. [112] employ an image segmentation model and adversarially train a semantic map generator,

which uses a label map discriminator to penalize the segmentation network for producing label maps more

similar to the generated ones rather than the source ones.
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2.2 Adaptation by Distributional Distance Minimization

Adversarial methods for domain adaptation employ a domain discriminator to produce latent represen-

tations shared between the source and target domains. In contrast, distributional distance minimization

methods attempt to directly minimize the distance between the source and target distributions by min-

imizing an appropriate distance metric. The choice for such metrics is, however, not unique, as several

choices have led to improved target generalization.

Pan et al. [124] utilize Maximum Mean Discrepancy (MMD) [15] as a metric of choice for domain

alignment. An appropriate kernel is learned, which maps source and target data into a shared feature

space where the MMD is minimized. Long et al. [108] expand on this idea by minimizing MMD as several

abstraction layers in a neural network.

Wu et al. [198] propose an image translation network that takes source and target images as input

and outputs source images in the style of the target. Their proposed architecture does not use adversarial

training but rather is based on the idea that in order for stylistic transfer to be achieved, domain mean

and variance should be similar at di�erent levels of abstraction throughout the translation network. They

accomplish this by minimizing l2-distance in the feature space at various levels of abstraction.

Zhang et al. [215] develop a method for semantic segmentation adaptation by observing that a source

trained model should produce the same data statistics on the target domain as present in the annotated

source distribution. Examples include label distribution or pixels of a certain class clustering around spe-

ci�c regions in an image. Pseudo-labeling is used to estimate these statistics. To enforce distributional

similarity in the output of a source-trained model to the estimated target statistics, KL-divergence is used

as a distributional minimization metric.

Balaji et al. [6] propose an optimal transport metric for domain adaptation which is robust to outliers

in the data. The authors show that relaxing the optimization with respect to outliers improves adaptation

performance compared to using traditional Wasserstein Distance on several real-world datasets.
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2.3 Source free adaptation

Most UDA approaches bene�t from having joint access to the source and target datasets. In the case of

adversarial approaches, this ensures that a domain discriminator can distinguish between encoded source

and target samples. In the case of distributional minimization approaches, the appropriate distribution

statistics can be computed at runtime for both domains. However, the assumption that both source and

target datasets are jointly available is only sometimes true. In UDA, source-free adaptation has been rec-

ognized and previously explored, with most methods being designed for classi�cation tasks.

A possible approach for handling the absence of a source domain during adaptation is to learn a data

distribution similar to the original source data distribution. This lends itself naturally to adversarial ap-

proaches. Liu et al. [104] approximate the source distribution by training a GAN when the source domain

is still available. During adaptation, GAN samples are used in place of source samples.

Yang et al. [203] use �xed source models and attempt to model the target latent space directly via a

mixture of Gaussians. The clustering of samples to the correct class is done by minimizing a VAE recon-

struction error, combined with a pseudo-labeling module for the classi�er.

Liang et al. [98] perform source-free domain adaptation by employing tools from information maxi-

mization. They observe that in order for a model to mitigate distributional discrepancy between the source

and target domains, the entropy of probabilistic model predictions needs to be low. The adaptation process

is additionally guided by a pseudo-label generation module, which assigns labels to target samples based

on their proximity to class-conditional estimated cluster centers.

2.4 Other Topics in Domain Adaptation

I present extensions of the UDA problem studied in literature.
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2.4.1 Multi Source Domain Adaptation

In multi source domain adaptation, several data domains are available during source training, with poten-

tially di�erent distributions. These data streams need to be leveraged to infer class labels on an unanno-

tated target domain.

Peng et al. [128] propose a multi source UDA approach where similarity in second order statistics is

enforced between pairs of source domains and sources and target.

Zhao et al. [220] develop a multi source UDA approach for semantic segmentation. Domain speci�c

adaptation is performed by minimizing a cycle loss. The latent distributions between source domains are

also encouraged to become similar through the use of inter-domain discriminator networks.

2.4.2 Multi Target Domain Adaptation

In multi target DA, a single source domain is present, and adaptation needs to be performed with respect

to several target domains. This scenario can reduce to single source and single target DA, however, the

availability of several similar target domains bene�ts models that learn domain agnostic relationships

leveraging the target data across availability.

Gholami et al. [53] propose an information theoretic approach that uses a shared embedding for domain

agnostic representations of the data while domain speci�c features are kept separate.

Saporta et al. [162] propose an approach for multi target semantic segmentation based on adversarial

learning. A multi-domain discriminator aligns the source and target domains. Then, domain speci�c

discriminators are introduced to further tune the decision boundary independently for each target domain.
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2.4.3 Few-shot DA

The current work considers scenarios where the source domain(s) and target share the same set of classes,

and the target domain is fully unannotated. UDA has also been explored in scenarios where these re-

strictions are relaxed. Few-shot DA di�ers from standard UDA in that the target domain is not wholly

unannotated. Instead, a small set of target samples is made available for training.

Motiian et al. [121] leverage the available samples in the target domain to guide the network to produce

a structured latent representation of the data. Target samples are paired with source samples into one of

four possible settings, and a discriminator is tasked with identifying for random pairs of samples which

of these settings it corresponds to. By combining both source and target samples, performance similar to

supervised performance is reached.

Wang et al. [192] consider few-shot adaptation for object detection. They pair image features from

the source domain and the target domain and use a discriminator to enforce distribution alignment. In

addition, an instance level adaptation module is developed to align features based on the same object.

2.4.4 Open-set DA

In open set DA, the assumption that source and target domains share the same set of classes is no longer

enforced. Rather, only a subset of source and target classes is guaranteed to be shared between domains.

Busto et al. [126] discuss the setting of open set DA and represent both unsupervised and semi-

supervised versions of the problems as solvable by integer linear programming.

Saito et al. [156] consider a di�erent version of open source DA, where the source domain only con-

sists of classes that are a subset of target classes without having access to additional data points. Their

adaptation method is based on adversarial learning and leads to a feature generator that embeds samples

from seen and unseen classes in a separable way.
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In the following four chapters, I describe my contributions in the area of UDA with private data. My

goal is to demonstrate that the core idea of using an intermediate distribution as a surrogate for the source

domain can be used to relax the need to access the source domain data during adaptation across multiple

settings.
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Chapter 3

Semantic Segmentation of real-world Images

My �rst contribution is addressing the challenge of segmentation of real-world images when annotated

data is not accessible. Note that data annotation in this domain is signi�cantly more challenging than

annotating data for image classi�cation because it involves pixel-level labeling of input images.

3.1 Motivation

A signi�cant limitation of most existing UDA semantic segmentation algorithms is that domain alignment

can be performed only if the source and the target domain data are accessible concurrently. However, the

source annotated data may not be necessarily accessible during the model adaptation phase in a continual

learning scenario [152]. I focus on a more challenging yet more practical model adaptation scenario. I

consider that a pre-trained model is given, and the goal is to adapt this model to generalize well in a target

domain using solely unannotated target domain data. My algorithm is an improvement over using an o�-

the-shelf pre-trained model naively by bene�ting from the unannotated data in the target domain. This is

a step towards lifelong learning ability [164, 150].

In this chapter, I relax the need for source domain annotated data for model adaptation. My idea is

to learn a prototypical distribution that encodes the abstract knowledge learned for image segmentation

using the source domain annotated data. The prototypical distribution is used for aligning the distributions
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across the two domains in a shared embedding space. I also provide theoretical analysis to justify the

proposed model adaptation algorithm and determine the conditions under which my algorithm is e�ective.

Finally, I provide experiments on the GTA5! Cityscapes and SYNTHIA! Cityscapes benchmark domain

adaptation image segmentation tasks to demonstrate that my method is e�ective and leads to competitive

performance, even when compared against existing UDA algorithms.

3.2 Related Work

I provide an overview of semantic segmentation algorithms and describe recent UDA, and source-free UDA

approaches for this setting.

3.2.1 Semantic Segmentation

Compared to image classi�cation problems, semantic segmentation tasks require each pixel of an image to

receive a label, which is part of a set of semantic categories. As each image dimension may have thousands

of pixels, semantic segmentation models require robust encoder/decoder architectures capable of synthe-

sizing large amounts of image data. Recent SOTA results for supervised semantic segmentation have thus

been obtained by the use of deep neural networks (DNNs), and in particular convolutional neural networks

(CNNs), which are specialized for image processing [93]. While di�erent architecture variants exist [107,

189, 28, 175], approaches often rely on embedding images into a latent feature space via a CNN feature ex-

tractor, followed by an up-sampling decoder which scales the latent space back to the original input space,

where a classi�er is trained to o�er pixel-wise predictions. Skip connections between di�erent levels of the

network [137, 102], using dilated convolutions [27] or using transformer networks as feature extractors

instead of CNNs [173] have been shown to improve supervised baselines.
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While improvements in supervised segmentation are mostly tied to architecture choice and parameter

�ne-tuning, model generalization su�ers when changes in the input distribution are made. This phe-

nomenon is commonly referred to asdomain shift[161]. This issue is common in application domains

where the same model needs to account for multi-modal data, and the training set lacks a certain mode,

e.g., daylight and night-time images [136], clear weather and foggy weather [157], medical data obtained

from di�erent imaging devices [57]. Such di�erences in input data distributions between source and target

domains signi�cantly impact the generalization power of learned models. When domain shift is present,

source-only training may be at least three-fold inferior compared to training the same model on the tar-

get dataset [65, 64, 95]. Weakly-supervised approaches explore the possibility of having access to limited

label information for the target domain [193, 68, 191]. However, in semantic segmentation tasks, the label

information is expensive to obtain, adding a cost to using such techniques, especially on new datasets.

Due to the limited label availability for semantic segmentation tasks, the use of arti�cial images and

labels becomes an attractive alternative for training segmentation models. Semantic labels are easy to

generate for virtual images, and a model trained on such images could then be used on real-world data.

Overcoming domain shift becomes the primary bottleneck for successfully applying such models to new

domains.

3.2.2 Domain Adaptation

UDA addresses model generalization in scenarios where target data label information is unavailable. Such

techniques employ a shared feature embedding space between the source and target domain. Most of these

methods achieve this goal using domain discriminators or direct source-target feature alignment.
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3.2.2.1 Adversarial Adaptation

Techniques based on adversarial learning employ the idea of domain discriminator, used in GANs [55], to

produce a shared source/target embedding space. A discriminator is tasked with di�erentiating whether

two image encodings originate from the same domain or if one is from the source and one is from the

target. A feature encoder aims to fool the discriminator, thus producing source/target latent features more

and more similar as training progresses. Over the course of training, this leads the feature extractor to

produce a shared embedding space for the source and target data.

In the context of UDA for semantic segmentation, Murez et al. [123] use an intermediate feature dis-

tribution that attempts to capture domain agnostic features of both source and target datasets. To improve

the domain agnostic representation, a discriminator is trained to di�erentiate whether an encoded image

is part of the source or target domain. The encoder networks are then adversarially trained to fool the

discriminator, resulting in similar embeddings between source and target samples. Ho�man et al. [63]

employ the cycle consistency loss proposed in Zhu et al. [223] to improve the adversarial network adapta-

tion performance. In addition to this, Ho�man et al. [63] use GANs to stylistically transfer images between

source and target domains and use a consistency loss to ensure network predictions on the source image

will be the same as in the stylistically shifted variant. Saito et al. [155] use an approach based on a dis-

criminator network without using GANs to attempt to mimic source or target data distributions. They

propose the following adversarial learning process on a feature encoder network with two classi�cation

heads: (1) they �rst keep the feature encoder �xed and optimize the classi�ers to have their outputs as

di�erent as possible, (2) they freeze the classi�ers and optimize the feature encoder such that both classi-

�ers will have close outputs. Sankaranarayanan et al. [161] employ an image translation network that is

tasked with translating input images into the target domain feature space. A discriminator is tasked with

di�erentiating source images from target images passed through the network, and a similar procedure is

done for target images. A pixel-level cross-entropy loss ensures the network is able to perform semantic
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segmentation. Lee et al. [95] use a similar idea to Saito et al. [155] in that a network with two classi�ers

is used for adaptation. The feature extractor and classi�cation heads are trained in an alternating fashion.

The work of Lee et al. [95] di�erentiates itself by employing an approximation of optimal transport to

compute these discrepancy metrics, leading to improved performance over Saito et al. [155].

3.2.2.2 Adaptation by distribution alignment

Adaptation methods using direct distribution alignment share the same goal as adversarial methods. How-

ever, distribution alignment is reached by minimizing an appropriate distributional distance metric be-

tween the source and target embedding feature distributions.

Zhang et al. [212] employ an adaptation framework based on the idea that source and target latent

features should cluster together similarly. They use a pseudo-labeling approach to produce initial target

labels, then minimize the distance between class-speci�c latent feature centroids between source and target

domains. The minimization metric of choice is l2-distance. For improved performance, they use category

anchors to align the adaptation process. Gabourie et al. [49] propose an adaptation method based on a

shared network encoder between source and target domains. Their model is trained by minimizing cross-

entropy loss for the source samples and is tasked with reducing the distance between source and target

embeddings in the latent feature space. To achieve this, Sliced Wasserstein Distance is minimized between

the source and target embeddings, leading to improved classi�er performance on target samples.

The expectation that continuous access to source data is guaranteed when performing UDA is not

always true, especially in the case of privacy-sensitive domains. This has been previously explored by

methods that do not employ DNNs [43, 72, 196], and has recently become the focus of DNN based al-

gorithms for image classi�cation tasks [89, 82, 158, 204]. Source-free semantic segmentation has been

explored relatively less compared to joint adaptation work. [87] employ source-domain generalization
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and target pseudo-labeling in the adaptation method. [105] relies on self supervision and patch level op-

timization for adaptation. [209] allow models trained on synthetic data to generalize on real data by a

mixture of positive and negative class inference.

My adaptation approach shares the idea of direct distribution alignment. As described previously,

several choices for latent feature alignment have been previously explored, such asl2-distance [197], KL-

divergence [215] or Wasserstein Distance (WD) [49, 95]. WD has been proven to leverage the geometry

of the embedding space better than other distance metrics [178]. Empirically the behavior of using the

Wasserstein metric has been observed to bene�t the robustness of training deep models, such as in the

case of the Wasserstein GAN [5], or by improving the relevance of discrepancy measures, as reported by

[95]. One of the limitations of using the WD is represented by the di�culty of optimizing this quantity, as

computing the distance requires solving a linear program. Therefore, I employ an approximation of this

metric, the Sliced Wasserstein Distance (SWD), which maintains the distance metric properties of the WD

while allowing for end-to-end di�erentiation in the optimization process.

I base my source-free UDA approach on estimating the latent source embeddings via a prototypical

distribution [141]. This approximation relies on the concept that a supervised model trained onK classes

will produce aK modal distribution in its latent space. This allows us to perform adaptation without

direct access to source samples by instead sampling from myK modal prototypical distribution. This

approximation also introduces a negligible set of parameters into my model. Once I produce a pseudo-

dataset from sampling the prototypical distribution, I align the target feature encodings by minimizing the

SWD between the two data distributions. I develop theoretical bounds to show that the current approach

minimizes the model error on the target set.
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Figure 3.1: Diagram of the proposed model adaptation approach (best seen in color): (a) initial model
training using the source domain labeled data, (b) estimating the prototypical distribution as a GMM dis-
tribution in the embedding space, (c) domain alignment is enforced by minimizing the distance between
the prototypical distribution samples and the target unlabeled samples, (d) domain adaptation is enforced
for the classi�er module to �t correspondingly to the GMM distribution.

3.3 Problem Formulation

LetPS be the data distribution corresponding to a source domain, andPT be similarly the data distribution

corresponding to a target domain, withPS being potentially di�erent from PT . Assume a set of multi-

channel imagesX S = f xs
1; xs

2 : : : g is sampled fromPS with corresponding pixel-wise semantic labels

YS = f ys
1; ys

2 : : : g. Let X T be a set of images sampled fromPT with corresponding labelsYT , which

I have no access to. Consider bothX S and X T being represented as images with real pixel values in

RW � H � C , whereW is the image width,H is the image height andC is the number of channels. The label

spacesYS ; YT also shares the same input space of label maps inRW � H .

My goal is to learn the parameters� of a CNN semantic segmentation model� � (�) : RW � H � C !

RW � H capable of accurately predicting pixel-level labels for images sampled from the target distribution

PT . I can formulate this as a risk minimization problem, where my goal is to minimize target empirical

risk, achieved for� � = arg min � f Ex t � PT (X t ) (L (f � (x t ); yt )g, wherex t 2 X T ; yt 2 YT . The di�culty of
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the above optimization stems from the lack of access to the label setYT . I instead are provided access to the

labeled source domain(X S ; YS ), and sequentially the target domainX T . The source-free nature of my

problem requires that once the target imagesX T become available, access to source domain information

becomes unavailable.

To achieve my desired outcome, a source model needs to �rst be learnt on the provided source dataset.

Let N be the size of the source datasetX S , and let(xs
i ; ys

i ) be image/label pairs fromX S ; YS . Consider

K to be the number of semantic classes and1a(b) the indicator function determining whethera andbare

equal. Then, I learn the parameters that minimize empirical risk on the source domain by optimizing the

standard cross entropy loss:

�̂ = arg min
�

f
1
N

NX

i =1

L ce(� � (xs
i ); ys

i )g

L ce(p; y) = �
1

WH

WX

w=1

HX

h=1

KX

k=1

1ywh (k) log(pwh );

(3.1)

The optimization setup in Eq. 3.1 ensures model generalization on inputs sampled fromPS. In cases

where PT di�ers from PS the model will not generalize on the target domain, due to domain shift. To

account for domain shift, I need to learn an invariant feature space between the two domains, without

joint access toX S and X T . Let f; g; h be three parameterized sub-networks such that� = f � g � h,

where f : RW � H � C ! RL is an encoder sub-network,g : RL ! RW � H is an up-scaling decoder,

and h : RW � H ! RW � H is a semantic classi�er, whereL represents the shape of the latent network

dimension. Thus, in order to create a common source-target embedding space, I wish that the network

f � g embeds source and target samples in a shared distribution. Under this condition, the classi�erh

trained on source domain samples will be able to generalize on target inputs.
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This can be accomplished by direct distribution alignment between the embeddings of the two domains

at the decoder output. As previously explored in literature [49], a suitable distributional distance metricD

can be minimized between network outputs for source and target domains. However, my approach does

not permit access to source domain data during adaptation, hence directly minimizingD(f � g(X S ); f �

g(X T )) is not permitted. I am able to bene�t from distribution alignment by relaxing the need for access

to the source domain samples during adaptation. I describe my source domain approximation approach

and the choice forD in the next section.

3.4 Proposed Algorithm

Figure 3.1 presents a high-level visual description my approach. My solution is based on aligning the source

and the target distributions via an intermediate prototypical distribution in the embedding space. Since the

last layer of the classi�er is a softmax layer, the classi�er can be treated as a maximuma posteriori(MAP)

estimator. This composition implies that if after training, the model can generalize well in the target

domain, it must transform the source input distribution into a multimodal distributionPZ (z) with K

separable components in the embedding space (see Figure 3.1 (a)). Each mode of this distribution represents

one of theK semantic classes. This prototypical distribution emerges as a result of model training because

the classes should become separable in the embedding space for a generalizable softmax classi�er. Recently,

this property have been used for UDA [125, 22], where the means for distribution modes are considered

as the class prototype. The idea for UDA is to align the domain-speci�c prototypes for each class to

enforce distributional alignment across the domains. My idea is to adapt the trained model using the

target unlabeled data such that in addition to the prototypes, the source-learned prototypical distribution

does not change after adaptation. As a result, the classi�er subnetwork will still generalize in the target

domain because its input distribution has been consolidated.
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I model the prototypical distributionPZ (z) as a Gaussian mixture model (GMM) withk components:

PZ (z) =
kX

j =1

� j N (zj� j ; � j ); (3.2)

where� j denote mixture weights, i.e., prior probability for each semantic class. For each component,� j

and� j denote the mean and co-variance of the Gaussian (see Figure 3.1 (b)).

The empirical version of the prototypical distribution is accessible by the source domain samples

f (g(f (x s
i )) ; y s

i )gN
i =1 which I use for estimating the parameters. Note that since the labels are accessi-

ble in the source domain, the parameters of each component can be estimated independently via MAP

estimation. To enhance the GMM learning process, I utilize the classi�er con�dence for source domain

pixels, by excluding pixels on the decision boundary. The idea behind excluding these data points is that

the sampling distribution will have higher separation, improving the adaptation outcome. LetS�;k =

f f � g(x i )p;qj� (x i )p;q > �; arg max� (x i )p;q = ( yi )p;qg

Then, the MAP estimates for the distribution parameters would be:

�̂ j =
jS�;j j

P N
j =1 jS�;j j

; �̂ j =
X

(x s
i ;y s

i )2 S �;j

1
jS�;j j

f � g(x s
i );

�̂ j =
1

jS�;j j

X

(x s
i ;y s

i )2 S �;j

�
f � g(x s

i )) � �̂ j
� > �

f � g(x s
i )) � �̂ j

�
:

(3.3)

I take advantage of the prototypical distributional estimate in Eq.(3.3) as a surrogate for the source

domain distribution to align the source and the target domain distribution in the absence of the source

samples. I can adapt the model such that the encoder transforms the target domain distribution into the

prototypical distributional in the embedding space. I use the prototypical distributional estimate and draw

random samples to generate a labeled pseudo-dataset:DZ = ( X Z ; YZ ), whereX Z = [ x z
1; : : : ; x z

NZ
] 2

RK � NZ , YZ = [ y z
1; :::; y z

NZ
] 2 RK � NZ , x z

i � P Z (z). To improve the quality of the pseudo-dataset, I

use the classi�er sub-network prediction on drawn samplesx z to select samples withh(x z) > � . After
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Algorithm 1 MAS3 (�; � )
1: Initial Training :
2: Input: source domain datasetDS = ( X S; YS),
3: Training on Source Domain:
4: �̂ = arg min �

P
i L (� � (x s

i ); y s
i )

5: Prototypical Distribution Estimation:
6: Use Eq. (3.3) and estimate� j ; � j ; and� j

7: Model Adaptation :
8: Input: target datasetDT = ( X T )
9: Pseudo-Dataset Generation:

10: DZ = ( X Z ; YZ ) = ([ x z
1; : : : ; x z

NZ
]; [y z

1; : : : ; y z
NZ

]), where:
11: x z

i � P Z ; 1 � i � NZ ; y z
i = arg max j f h(x z

i )g
12: for itr = 1 ; : : : ; ITR do
13: Draw random batches fromDT andDZ

14: Update the model by solving Eq. (3.4)
15: end for

generating the pseudo-dataset, I solve the following optimization problem to align the source and the target

distributions indirectly in the embedding:

arg min
�

f
1

Np

NpX

i =1

L ce(h(x z
i ); y z

i ) + �D
�
f � g(PT ); PZ )g; (3.4)

whereD(�; �) denotes a probability distribution metric to enforce alignment of the target domain distribu-

tion with the prototypical distribution in embedding space and� is a trade-o� parameter between the two

terms (see Figure 3.1 (c)).

3.5 Theoretical Analysis

I prove Algorithm 3 leads to model generalization on the target domain by minimizing empirical risk.

For such a result, I need to tie model generalization on the source domain to the distributional distance

between the source and target domains. For this purpose, I use the framework developed by [132] designed

for upper bounding target risk with respect to the Wasserstein Distance between the source and target

domains. Then, following Theorem 2 from [132] the following result characterising Algorithm 3 follows:
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Theorem 1. Consider the space of all possible hypothesesH applicable to the proposed segmentation task.

Let � S(h); � T (h) represent the expected source and target risk for hypothesish, respectively. Let̂� S; �̂ Z ; �̂ T

be the empirical mean of the embedding space for the source, intermediate and target datasets respectively. Let

W (�; �) represented the Wasserstein distance, and let�; � be appropriately de�ned constants. ConsidereC(h)

to be the combined error of a hypothesish on both the source and target domains, i.e.� S(h) + � T (h), and let

h� be the minimizer for this function. Then, for a modelh, the following results holds:

� T (h) � � S(h) + W (�̂ S; �̂ Z ) + W (�̂ Z ; �̂ T ) +

r
�
2 log(

1
�

)=�
��

r
1

N s +

r
1

N t

�
+ eC(h� ) (3.5)

I �rst provide an intuitive explanation on why Algorithm 3 is able to minimize the right hand side of

the Eq. 3.5. The second term represents the WD between the source and sampling dataset. This distance

will be small if the GMM approximation of the source domain will be successful. The third term is the WD

between the sampling dataset and the target dataset. This term is directly minimized by the adaptation

loss.1 � � is a constant directly dependent on the con�dence threshold� , which I choose close to1. The

fourth term is directly dependent on the dataset size, and becomes small when a large number of samples

is present. Finally, the last term is a constant indicating the di�culty of the adaptation problem.

Proof: To formalize my intuition, I utilize the result in Theorem 2 from [132] for target domain gen-

eralization:

Theorem 2. (Redko et al. [132]) For the variables de�ned under Theorem 1, the following distribution align-

ment inequality loss holds:
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� T � � S + W (�̂ S; �̂ T ) +

r
�
2 log(

1
�

)=�
��

r
1

N s +

r
1

N t

�
+ eC(h� ) (3.6)

The above relation characterises target error after source training, and does not consider my speci�c

scenario of using an intermediate distribution. I adapt this bound for Algorithm 3.

I expand the second term of Eq. 3.6. GivenW (�; �) is a convex optimization problem, I can use the

triangle inequality as follows

W (�̂ S; �̂ T ) � W (�̂ S; �̂ Z ) + W (�̂ Z + �̂ T ) (3.7)

Combining Eq. 3.7 and Eq. 3.6 leads to the result in Theorem 1.

3.6 Experimental Validation

To evaluate my approach, I consider three common datasets used in semantic segmentation literature:

GTA5 [135], SYNTHIA [139] and Cityscapes [34]. Both GTA5 and SYNTHIA are datasets consisting of

arti�cially generated street images, with 24966 and 9400 instances respectively. Cityscapes is composed

of real-world images recorded in several European cities, consisting of 2957 training images and 500 test

images. For all three datasets, images are processed and resized to a standard shape of512� 1024.

Following literature, I consider two adaptation tasks designed to evaluate model adaptation perfor-

mance when the training set consists of arti�cial images, and the test set consists of real-world images. For

both SYNTHIA! Cityscapes and GTA5! Cityscapes I evaluate performance under two scenarios, when

13or 19semantic classes are available.
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3.6.1 Implementation and Training Details

I use a DeepLabV3 architecture [27] with a VGG16 encoder [166] for my CNN architecture. The decoder

is followed by a1 � 1 convolution softmax classi�er. I choose a batch size of4 images for training, and

use the Adam optimizer with learning rate of1e � 4 for gradient propagation. For adaptation, I keep the

same optimizer parameters as for training. I choose10 projections in my SWD computation, and set the

regularization parameter� to :5. I perform training for100k iterations and adaptation for50k iterations.

When learning the GMMs I chose the con�dence parameter� to be:95. I observe higher values of� to

be correlated with increased performance, and conclude that a� setting above:9 will lead to similar target

performance.

I run my experiments on a NVIDIA Titan XP GPU. Given that my method relies on distributional

alignment, the label distribution between target batches may vary signi�cantly between di�erent batches.

As the batch distribution approaches the target label distribution as the batch size increases, I use the

oracle label distribution per batch when sampling from the GMM, which can be avoided if su�cient GPU

memory becomes present. Experimental code is provided with the current submission.

3.6.2 State of the art methods

Source-free model adaptation algorithms for semantic segmentation have been only recently explored.

Thus, due most UDA algorithms being designed for joint training, besides source-free approaches I also

include both pioneer and recent UDA image segmentation method to be representative of the literature. I

have compared my performance against the adversarial learning-based UDA methods: GIO-Ada [30], AD-

VENT [188], AdaSegNet [181], TGCF-DA+SE [32], PCEDA [206], and CyCADA [63]. I have also included

methods that are based on direct distributional matching which are more similar toMAS 3: FCNs in the

Wild [65], CDA [215], DCAN [197], SWD [95], Cross-City [25].
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3.6.3 Results

I provide quantitative and qualitative results. In Table 3.1 I report the performance my method produces

on the SYNTHIA! CITYSCAPES adaptation task.

Quantitative performance comparison:

Method Adv. ro
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mIoU
Source Only (VGG16) N 6.4 17.7 29.7 0.0 7.2 30.3 66.8 51.1 1.5 47.3 3.9 0.1 0.0 20.2

FCNs in the Wild N 11.5 19.6 30.8 0.1 11.7 42.3 68.7 51.2 3.8 54.0 3.2 0.2 0.6 22.9
CDA N 65.2 26.1 74.9 3.7 3.0 76.1 70.6 47.1 8.2 43.2 20.7 0.7 13.1 34.8

DCAN N 9.9 30.4 70.8 6.70 23.0 76.9 73.9 41.9 16.7 61.7 11.5 10.3 38.6 36.4
SWD N 83.3 35.4 82.1 12.2 12.6 83.8 76.5 47.4 12.0 71.5 17.9 1.6 29.7 43.5

Cross-City Y 62.7 25.6 78.3 1.2 5.4 81.3 81.0 37.4 6.4 63.5 16.1 1.2 4.6 35.7
GIO-Ada Y 78.3 29.2 76.9 10.8 17.2 81.7 81.9 45.8 15.4 68.0 15.9 7.5 30.4 43.0
ADVENT Y 67.9 29.4 71.9 0.6 2.6 74.9 74.9 35.4 9.6 67.8 21.4 4.1 15.5 36.6

AdaSegNet Y 78.9 29.2 75.5 0.1 4.8 72.6 76.7 43.4 8.8 71.1 16.0 3.6 8.4 37.6
TGCF-DA+SE Y 90.1 48.6 80.7 3.2 14.3 82.1 78.4 54.4 16.4 82.5 12.3 1.7 21.8 46.6

PCEDA Y 79.7 35.2 78.7 10.0 28.9 79.6 81.2 51.2 25.1 72.2 24.1 16.7 50.4 48.7
MAS3 (Ours) N 75.1 49.6 70.9 14.1 25.3 72.7 76.7 48.5 19.9 65.3 17.6 6.8 39.0 44.7

Table 3.1: Model adaptation comparison results for the SYNTHIA! Cityscapes task. I have used
DeepLabV3 [27] as the feature extractor with a VGG16 [166] backbone. The �rst row presents the source-
trained model performance prior to adaptation to demonstrate e�ect of initial knowledge transfer from
the source domain.

SYNTHIA! Cityscapes: I report the quantitative results in table 3.1. I note that despite addressing a

more challenge learning setting,MAS 3 outperforms most of the UDA methods. Recently developed UDA

methods based on adversarial learning outperform my method but I note that these methods bene�t from a

secondary type of regularization in addition to probability matching. Overall,MAS 3 performs reasonably

well even compared with these UDA methods that need source samples. Additionally,MAS 3 has the best

performance for some important categories, e.g., tra�c light.

GTA5! Cityscapes: Quantitative results for this task are reported in Table 3.2. I observe a more

competitive performance for this task but the performance comparison trend is similar. These results

demonstrate that although the motivation in this work is source-free model adaptation,MAS 3 can also

be used as a joint-training UDA algorithm.

Qualitative performance validation:
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mIoU
Source (VGG16) 25.9 10.9 50.5 3.3 12.2 25.4 28.6 13.0 78.3 7.3 63.9 52.1 7.9 66.3 5.2 7.8 0.9 13.7 0.7 24.9

FCNs Wld. 70.4 32.4 62.1 14.9 5.4 10.9 14.2 2.7 79.2 21.3 64.6 44.1 4.2 70.4 8.0 7.3 0.0 3.5 0.0 27.1
CDA 74.9 22.0 71.7 6.0 11.9 8.4 16.3 11.1 75.7 13.3 66.5 38.0 9.3 55.2 18.8 18.9 0.0 16.8 14.6 28.9

DCAN 82.3 26.7 77.4 23.7 20.5 20.4 30.3 15.9 80.9 25.4 69.5 52.6 11.1 79.6 24.9 21.2 1.30 17.0 6.70 36.2
SWD 91.0 35.7 78.0 21.6 21.7 31.8 30.2 25.2 80.2 23.9 74.1 53.1 15.8 79.3 22.1 26.5 1.5 17.2 30.4 39.9

CyCADA 85.2 37.2 76.5 21.8 15.0 23.8 22.9 21.5 80.5 31.3 60.7 50.5 9.0 76.9 17.1 28.2 4.5 9.8 0.0 35.4
ADVENT 86.9 28.7 78.7 28.5 25.2 17.1 20.3 10.9 80.0 26.4 70.2 47.1 8.4 81.5 26.0 17.2 18.9 11.7 1.6 36.1

AdaSegNet 86.5 36.0 79.9 23.4 23.3 23.9 35.2 14.8 83.4 33.3 75.6 58.5 27.6 73.7 32.5 35.4 3.9 30.1 28.1 42.4
TGCF-DA+SE 90.2 51.5 81.1 15.0 10.7 37.5 35.2 28.9 84.1 32.7 75.9 62.7 19.9 82.6 22.9 28.3 0.0 23.0 25.4 42.5

PCEDA 90.2 44.7 82.0 28.4 28.4 24.4 33.7 35.6 83.7 40.5 75.1 54.4 28.2 80.3 23.8 39.4 0.0 22.8 30.8 44.6
MAS3 (Ours) 75.5 53.7 72.2 20.5 24.1 30.5 28.7 37.8 79.6 36.9 78.7 49.6 16.5 77.4 26.0 42.6 18.8 15.3 49.9 43.9

Table 3.2: Domain adaptation results for di�erent methods for the GTA5! Cityscapes task.

In Figure 3.2, I have visualized exemplar frames for the Cityscapes dataset for the GTA5! Cityscapes

task which are segmented using the model prior and after adaptation along with the ground-truth (GT)

manual annotation for each image. Visual observation demonstrates that my method is able to signi�cantly

improve image segmentation from the source-only segmentation to the post-adaptation segmentation,

noticeably on sidewalk, road, and car semantic classes for the GTA5-trained model.

To demonstrate that my solution implements what I anticipated, I have used UMAP [116] visualization

tool to reduce the dimension of the data representations in the embedding space to two for 2D visualization.

Figure 3.3 represents the samples of the prototypical distribution along with the target domain data prior

and after adaptation in the embedding space for the GTA5! Cityscapes task. Each point in Figure 3.3

denotes a single data point and each color denotes a semantic class cluster. Comparing Figure 3.3b and

Figure 3.3c with Figure 3.3a, I can see that the semantic classes in the target domain have become much

more well-separated and more similar to the prototypical distribution after model adaptation. This means

that domain discrepancy has been reduced usingMAS 3 and the source and the target domain distributions

are aligned indirectly as anticipated using the intermediate prototypical distribution in the embedding

space.
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Figure 3.2: Qualitative performance: examples of the segmented frames for SYNTHIA! Cityscapes using
the MAS3 method. Left to right: real images, manually annotated images, source-trained model predic-
tions, predictions based on my method.

3.6.4 Ablation Study

A major advantage of my algorithm over methods based on adversarial learning is its simplicity in de-

pending on a few hyper-parameters. I note that the major algorithm-speci�c hyper-parameters are� and

� . I observed in my experiments thatMAS 3 performance is stable with respect to the trade-o� parameter

� value. This is expected because in Eq. 3.4, theL ce loss term is small from the beginning due to prior

training on the source domain. I investigated the impact of the con�dence hyper-parameter� value. Fig-

ure 3.4 presents the �tted GMM on the source prototypical distribution for three di�erent values of� . As

it can be seen, when� = 0 , the �tted GMM clusters are cluttered. As I increase the threshold� and use

samples for which the classi�er is con�dent, the �tted GMM represents well-separated semantic classes

which increases knowledge transfer from the source domain. This experiments also empirically validates

what I deduced about importance of� using Theorem 1.
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(a) GMM samples (b) Pre-adaptation (c) Post-adaptation

Figure 3.3: Indirect distribution matching in the embedding space: (a) drawn samples from the GMM
trained on the SYNTHIA distribution, (b) representations of the Cityscapes validation samples prior to
model adaptation (c) representation of the Cityscapes validation samples after domain alignment.

(a)� = 0
mIoU=41:8

(b) � = 0 :8
mIoU=42:7

(c) � = 0 :97
mIoU=44:7

Figure 3.4: Ablation experiment to study e�ect of� on the GMM learnt in the embedding space: (a) all
samples are used; adaptation mIoU=41.8, (b) a portion of samples is used; adaptation mIoU=42.7, (c) sam-
ples with high model-con�dence are used; adaptation mIoU=44.7

3.7 Remarks

In this chapter I have presented an algorithm for adapting an image segmentation model to generalize in

new domains after training using solely unlabeled data. In order to handle the source-free nature of the

problem, an approximation of the source domain embeddings is produced by learning a GMM distribution.

While this approach is suitable for street semantic segmentation, other types of input distributions may

require adjustments. Next, I introduce the problem of source-free medical image segmentation. I build

upon the algorithm developed for street image segmentation, and adapt the loss function to account for
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the large portion of pixels belonging to the background class. I also improve the generalization power of

the source approximating distribution, and further analyze my approach.
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Chapter 4

Semantic Segmentation of Medical Images

In this chapter, I extend the algorithm developed for street image segmentation and validate it for medical

image adaptation tasks.

4.1 Motivation

In healthcare applications, sharing data is often di�cult due to privacy regulations. To maintain the bene-

�ts from UDA, source-free adaptation has been developed to bypass the need for direct access to a source

domain at adaptation time. While source-free UDA has been previously explored for image classi�cation

[50, 110, 80] and street semantic segmentation [184, 228], there are few works addressing this same prob-

lem for medical images analysis [7]. Medical images are produced by electromagnetic devices such as MRI

or CT scanners, which directly impact the input distribution of the image data. Additionally, compared to

natural image semantic segmentation, large portions of medical images are unlabeled. This makes directly

applying segmentation algorithms designed for street semantic segmentation unsuitable, as I later show

in my experimental section.

I propose a source-free semantic segmentation algorithm for medical images that relies on the idea

of distributional distance minimization. After training, I learn a sampling distribution to approximate the

source latent embeddings. I perform direct distributional alignment between target embeddings and the

34



sampling distribution by using an optimal transport based metric. I provide empirical evidence that my

algorithm is competitive with state of the art (SOTA) medical UDA works by exploring domain adaptation

problems on a cardiac and organ dataset. I additionally provide theoretical justi�cation for the performance

of my approach by developing an upper bound for expected target error using optimal transport theory.

4.2 Related Work

Deep neural networks designed for semantic segmentation usually follow a common structure of feature

encoder, up-sampling decoder followed by a classi�cation head [26]. The feature encoder component

summarizes the input data distribution to a latent feature distribution with reduced dimensionality. The

e�ect of data summarization allows for image-level noise to be removed from the prediction process. An

up-sampling decoder then maps the latent embedding space to an embedding space the same size of the

input space. This step is necessary due to the fact that segmentation problems require pixel-level labels.

Shortcut links between encoder and decoder layers can o�er an improved quality in the up-sampling

process [138]. A classi�cation network then learns a decision function on the pixel-level logits. Domain

adaptation approaches for semantic segmentation rely on creating a shared embedding space between

the source and target. This has been explored at several levels of abstraction in the latent feature space

[155, 125]. Creating a domain-agnostic feature distribution is the primary focus of domain adaptation

approaches.

A large number of UDA approaches rely on ideas from adversarial learning to reduce domain gap be-

tween source and target embeddings. One solution for this problem comes in the form of reducing the

domain gap at the level of the input space. Style-transfer networks [75] have been developed to visually

translate images to di�erent domains, e.g. turning a street photo into a painting in a speci�c artist's style

[52]. In the case of UDA, learning a style transfer network between the source domain and target domain

can o�er an extension of the source dataset in the style of the target domain, which allows the source
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classi�er to directly generalize on target samples [64]. A second set of approaches directly use a discrimi-

nator loss to ensure the source and target samples are embedded in a shared space [155]. A discriminator

network attempts to verify whether pairs of embeddings are from the same domain or from the source and

target, and an encoder network is trained to increase the di�culty of this decision task. While adversarially

trained networks have proven their e�ectiveness in UDA [213, 79], training such networks requires access

to large amounts of data and careful hyper-parameter �ne-tuning. This can pose signi�cant downsides in

the case of source-free UDA, where joint access to the source and target domains is not permitted.

Relating AI problem in latent embedding spaces can be done by directly realizing distributional re-

lations to transfer information [143]. This idea has been explored in UDA by minimizing the distance

between the source and the target distributions [44, 92, 103], and aims to produce a domain-agnostic em-

bedding space by ensuring the source and target latent distributions are indistinguishable with respect to

some chosen distributional distance. Previous choices for this distance have been the mean statistic [201],

KL-divergence [180] or optimal transport [95, 171]. Arriving at the appropriate distributional distance

metric is still an active area of research, however recently Wasserstein Distance (WD) has shown desir-

able properties in high dimensional optimization tasks [48, 92, 84]. However, the WD does not provide

a closed-form solution in the general case. This requires solving a non-linear optimization problem to

correctly compute the WD. My proposed approach is also based on minimizing distributional discrepancy

between the source and target domains. In my algorithm, I utilized the Sliced Wasserstein Distance (SWD),

an approximation of the WD that allows for end-to-end gradient-based optimization and has been shown

to be e�ective in UDA settings [95, 147, 148].

Most UDA methods are designed with the premise of joint source/target access. This has been true

for UDA methods in the medical �eld as well [69, 218, 23, 78], where restrictions in data privacy can

lead to di�erent databases being accessible sequentially. This problem has been previously explored in

source-free UDA, where access to the source data is lost following source training. Most segmentation
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works exploring source-free UDA have been targeting real image segmentation [87, 104], however the

distributional discrepancy between street images and medical images does not allow for direct applica-

tion of these algorithms to the medical �eld, as I later demonstrate in my experimental section. In the

medical �eld, distributional distance minimization approaches have been explored for minimizing the KL-

divergence between latent feature distributions [8, 7]. I compare with these recent works and show my

optimal transport based approach o�ers improved adaptation performance.

4.3 Problem Formulation

Figure 4.1: Proposed method: I �rst perform supervised training on source MR images. Using the source
embeddings I characterize an internal distribution via a GMM distribution in the latent space. I then
perform source free adaptation by matching the embedding of the target CT images to the learnt GMM
distribution, and �ne tuning of the classi�er on GMM samples. Finally, I verify the improved performance
that my model gains from model adaptation.

Consider the available inputs on the source and target domains to be slices of 3D organ scans. Following

literature [24], I assume each image to appear in a three channel format, i.e. three consecutive slices. The

pixel labels will correspond to the middle slice. Let the source dataset beDS = f (xs
1; ys

1); (xs
2; ys

2) : : : (xs
N ; ys

N )g,

and the target dataset beDT = f (x t
1; yt

1); (x t
2; yt

2) : : : (x t
M ; yt

M )g, where(xs
i ; ys

i ) are source domain im-

age/label pairs, and(x t
i ; yt

i ) have similar meaning for the target domain. Also, letX S be the set of all
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source images, andX T be the set of all target images, i.e.X S = f xs
1; xs

2 : : : g, X T = f x t
1; x t

2 : : : g. I as-

sume each image shares the same input dimension ofW � H � 3, however the probability distributions

of the source imagesPS and the target imagesPT di�er. The label space between the source and target

domains is the same, i.e. each pixel is labeled with one ofK semantic classes. Under the restrictions of

UDA, my task is to learn a segmentation model� with learnable parameters� using the fully supervised

source domainDS and allow it to generalize on the target domainDT , where only access to unlabeled

imagesX T is possible. I structure� as a semantic segmentation network composed of a feature extractor

f , an up-sampling decoderg and a probabilistic classi�erh, such that� = f � g � h. The model output

of � returns pixel-wise class probabilities asK -dimensional vectors, whereK is the number of semantic

classes.

Initially, the segmentation model learns an appropriate decision function on the labeled source domain.

This can be done by minimizing empirical risk with respect to the available source samples, by minimizing

a pixel-level cross-entropy loss:

�̂ = arg min
�

1
N

NX

i =1

L CE (ys
i ; � � (xs

i )) (4.1)

whereL CE is K class cross entropy loss:

L CE (y; ŷ) = �
1

WH

WX

i =1

HX

j =1

KX

k=1

1k (yi;j ) log ŷi;j;k (4.2)

The notation1k (x) represents the indicator function which returns1 if x equals tok and zero other-

wise.

After learning�̂ , my model will be able to generalize on new samples fromPS. My goal is to minimize

the expected risk on the target distributionPT without access to target labels. To achieve this, I aim to

create a feature space of classi�er inputs that is common for the source and target domains. This translates
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to f � g(X S) � f � g(X T ). UDA approaches have explored direct alignment between two distributions, by

choosing an appropriate metric to be minimized [198, 214]. In my work, I choose the SWD as this metric,

which allows for gradient pass-through for network optimization and has been shown to be an e�ective

metric for distribution alignment. Thus, I will minimizeSWD(f � g(X S); f � g(X T )) .

As my setting is concerned with maintaining the privacy of patient records, I do not assume direct

access to the datasetDS during adaptation. Thus, in order for the above approach to be viable, I require

an approximation of the source encodingsf � g(X S). I produce this by learning a set of Gaussians to �t

the source latent embedding data. Under the assumption of su�cient training samples, a GMM distribu-

tion will be able to accurately approximate the underlying data distribution at the decoder output. This

allows us to still use the SWD for domain alignment without needing access to the source domain during

adaptation.

4.4 Proposed Algorithm

I present a visual description of my approach in Figure 4.1. The �rst step in my approach is to train the

network � on the available source data. Once training is fully complete, I can approximate the distribution

at the decoder output, i.e.f � g as a GMM. After this step, I no longer require direct access to the source

distribution. Once adaptation commences, I initialize the network with source weights, and minimize

the SWD distance between samples from the GMM and target embeddings at the decoder output. Given

the GMM distribution di�ers from the source embeddings, I additionally �ne tune the classi�er on GMM

samples. Below, I provide in-depth descriptions of the various components of this approach.

After source training, I model the source feature embeddings via a GMM distribution. Let the source

embedding distribution bePZ . As the segmentation problem considered hasK semantic classes, I expect

the embedding space to be separable intoK clusters, each feature cluster corresponding to one of the

semantic classes. In the GMM approximation each cluster will be learned independently, viat Gaussians.
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This can be achieved in practice as the source domain labels are available at GMM learning time. The

approximation ofPZ is computed as follows:

PZ (z) =
t �KX

i =1

� i pi (z) =
t �KX

i =1

� i N (zj� i ; � i );

� i ; � i ; � i represent the coe�cients, means and covariance matrices of the learnt Gaussians. I learn

the GMM distribution via the Expectation Maximization algorithm, however I can improve the learning

process by making use of the source labels. For each semantic classk 2 f 1: : : K g I identify which latent

embeddings correspond to labelk. This in turn permits us to learn the Gaussians in an unsupervised way

only with samples that are already aligned to a speci�c class. I thus avoid the possibility of samples from

di�erent classes negatively impacting the learning process, which may result in a Gaussian corresponding

to several semantic classes.

I can further tune the GMM learning process by establishing a con�dence threshold for considered

data samples. Each of the data points used to learn the GMMs are decoder outputs, thus the classi�erh

can assign them a con�dence score. If for some sample this con�dence score is low, then the sample will

be closer to the decision boundary of the classi�er, whereas if the con�dence score is high, the sample

will be a good representation of the feature cluster. I introduce a con�dence parameter� to enforce this

observation, which allows us to avoid samples close to the decision boundary in the learning process.

Thus, for each classk, the t Gaussians in my GMM will be learned from the set of embeddingsS�;k =

f f � g(x i )p;qj� (x i )p;q > �; arg max� (x i )p;q = ( yi )p;qg, where (p; q) are pairs of pixel positions in a

W � H image. Note in the above formulation one Gaussian per semantic class is the minimum requirement

in order to learn the GMM. This corresponds tot = 1 . However, my algorithm is not limited in this regard,

and I can choose a larger number of Gaussians for class representation. A larger value oft will improve

the approximation of the feature embeddings, however will come with a downside of larger training time.
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However, the training process is dominated by the optimization of the cross-entropy loss in Eq. 4.1. I

chooset = 3 in my reporting, and observe a bene�cial impact on the two main metrics I consider.

Once the GMM parameters are learned I no longer require access to the source domain. For adapta-

tion, I minimize the distributional distance between the target distribution and the GMM distribution. In

practice, I will optimize the SWD at the batch level between target samples and samples from the GMM.

To this end, I create a datasetDP = ( ZP ; YP ) of GMM samples. The SWD loss acts as an approximation

of the WD for high dimensional distributions. The SWD distance averages overV evaluations of the WD

for 1-dimensional projections of the two distributions. As the WD for one dimensional distributions has

a closed form solution, minimizing the SWD allows for end-to-end gradient based optimization of the�

network. The general formula for the SWD is as follows:

L SW D (P; Q) =
1
V

VX

i =1

WD(h
 i ; P i ; h
 i ; Qi ) (4.3)

where
 i is a random projection direction.

The �nal adaptation loss is thus composed of two terms. The �rst is the cross entropy loss with respect

to samples fromDP and their labelsYP for �ne-tuning the classi�er. The second term is the SWD loss

presented in Eq. 4.3 between samples fromDP and target image embeddings,f � g(X T ). I can express

the adaptation loss,L adapt , as follows:

L adapt = L CE (ZP ; YP ) + � L SW D (ZP ; f � g(X T )) (4.4)

for some regularizer� . The pseudocode for my approach, called Source Free semantic Segmentation

(SFS), is present in Alg. 2.
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Algorithm 2 SFS (�; � )
1: Initial Training :
2: Input: Source domain datasetD S = ( X S ; YS ),
3: Training on Source Domain:
4: �̂ = arg min �

P
i L (f � (x s

i ); y s
i )

5: Internal Distribution Estimation:
6: Set� = :97, computeS�;k and estimatê� j ; �̂ j ; and�̂ j class conditionally
7: Model Adaptation :
8: Input: Target datasetD T = ( X T )
9: Pseudo-Dataset Generation:

10: D P = ( Z P ; YP ) = ([ zp
1; : : : ; zp

N ]; [y p
1; : : : ; y p

N ]), where:zp
i � P Z (z); 1 � i � Np

11: for itr = 1 ; : : : ; ITR do
12: Draw random batches fromD T andD P

13: Update the model by solving Eq. (4.4)
14: end for

4.5 Theoretical Analysis

I prove that Algorithm 2 is e�ective because an upper-bound on the expected error for the target domain

is minimized as a result of domain alignment.

I analyze the problem in a standard PAC-learning setting. Consider that the set of classi�er sub-

networksH = f � w (�)j� w (�) : Z ! Rk ; w 2 RW g to be my hypothesis space. LeteS andeT denote the

expected error of the optimal model that belongs to this space on the source and target domains, respec-

tively. Let � w � to be the model which minimizes the combined source and target expected erroreC(w � ),

de�ned as:w � = arg min w eC(w ) = arg min w f eS + eT g. This model is the best model within the hypoth-

esis space in terms generalizability in both domains. Additionally, consider that�̂ S = 1
N

P N
n=1 f � g(x s

n )

and �̂ T = 1
M

P M
m=1 f � g(x t

m ) are the empirical source distribution and the empirical target distribu-

tion in the embedding space, both built from the available data points. Let�̂ P = 1
Np

P Np
q=1 zq denote the

empirical internal distribution, built from the generated pseudo-dataset.
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Theorem 3. Consider that I generate a pseudo-dataset using the internal distribution and preform UDA

according to Algorithm 2, then:

eT � eS + W (�̂ S; �̂ P ) + W (�̂ T ; �̂ P ) + (1 � � ) + eC0(w � )

+

r
�
2 log(

1
�

)=�
��

r
1
N

+

r
1

M
+ 2

s
1

Np

�
;

(4.5)

whereW (�; �) denotes the WD distance and� is a constant, dependent on the loss functionL (�).

According to Theorem 3, Algorithm 2 minimizes the upper bound expressed in Eq. (4.5) for the target

domain expected risk. The source expected risk is minimized when I train the model on the source domain.

The second term in Eq. (4.5) is minimized when the GMM is �tted on the source domain distribution. The

third term in the Eq. (4.5) upperbound is minimized because it is the second term in Eq. (4.4). The fourth

term is small if I let� � 1. The termeC0(w � ) will be small if the domains are related to the extent that a

joint-trained model can generalize well on both domains, e.g., there should not be label mismatch between

similar classes across the two domains. The last term in Eq. (4.5) is negligible if the training datasets are

large enough.

Proof: I again use the bound developed by Redko et al. [132], previously referenced in Theorem 2.

Theorem 2 (Redko et al. [132]) : Consider that a model is trained on the source domain, then for

any d0 > d and� <
p

2, there exists a constant numberN0 depending ond0such that for any� > 0 and

min(N; M ) � max(� � (d0+2) ;1) with probability at least1 � � , the following holds:

eT � eS + W (�̂ T ; �̂ S) + eC(w � ) +

r
�
2 log(

1
�

)=�
��

r
1
N

+

r
1

M

�
: (4.6)

Theorem 2 relates the performance of a source-trained model on a target domain through an upper-

bound which depends on the distance between the source and the target domain distributions in terms

43



WD distance. I use Theorem 2 to deduce Theorem 3 in the paper. Redko et al. [132] provide their analysis

for the case of binary classi�er but their analysis can be extended to a multi-class scenario.

Since the parameter� is used to estimate the internal distribution, the probability of predicting incor-

rect labels for the drawn pseudo-data points is1 � � . The following di�erence is de�ned:

jL (hw 0 (zp
i ); y p

i ) � L (hw 0 (zp
i ); ŷ p

i )j =

8
>>>><

>>>>:

0; if y p
i = ŷ p

i :

1; otherwise:

(4.7)

I can apply Jensen's inequality following taking the expectation with respect to the target domain distri-

bution in the embedding space, i.e.,f � g(PT ), on both sides of Eq. (4.7) and conclude:

jeP � eT j �

E
�
jL (hw 0 (zp

i ); y p
i ) � L (hw 0 (zp

i ); ŷ p
i )j

�
� (1 � � ):

(4.8)

Now I use Eq. (4.8) to deduce:

eS + eT = eS + eT + eP � eP � eS + eP + jeT � eP j �

eS + eP + (1 � � ):

(4.9)

Taking in�mum on both sides of Eq. (4.9) and employing the de�nition of the joint optimal model yields:

eC (w � ) � eC0(w ) + (1 � � ): (4.10)
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Now I consider Theorem 2 by Redko et al. [132] for the source and target domains in my problem and

merge Eq. (4.10) on Eq.(4.6) to conclude:

eT � eS + W (�̂ T ; �̂ S) + eC0(w � ) + (1 � � ) +

r
�
2 log(

1
�

)=�
��

r
1
N

+

r
1

M

�
: (4.11)

In Eq. (4.11),eC0 denotes the joint optimal model true error for the source domain and the pseudo-dataset

as the second domain.

Now I apply the triangular inequality twice in Eq. (4.11) to deduce:

W (�̂ T ; �̂ S) � W (�̂ T ; � P ) + W (�̂ S; � P ) �

W (�̂ T ; �̂ P ) + W (�̂ S; �̂ P ) + 2 W (�̂ P ; � P )

(4.12)

I now need Theorem 1.1 by Bolley et al. [13] to simplify the termW (�̂ P ; � P ) in Eq. (4.12).

Theorem 4. (Theorem 1.1 by Bolley et al. [13])

Consider that

p(�) 2 P (Z ) and
R

Z exp (� kx k2
2)dp(x ) < 1 for some� > 0. Let p̂(x ) = 1

N

P
i � (x i ) denote the

empirical distribution that is built from the samplesf x i gN
i =1 that are drawn i.i.d fromx i � p(x ). Then for

any d0 > d and� <
p

2, there existsN0 such that for any� > 0 andN � No max(1; � � (d0+2) ), I have:

P(W (p; p̂) > � ) � exp(�
� �
2

N� 2) (4.13)

This theorem provides a relation to measure the distance between the estimated empirical distribution

and the true distribution when the distance is measured by the WD metric.
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I can use both Eq. (4.12) and Eq. (4.13) in Eq. (4.11) to conclude Theorem 3 as stated in the paper:

eT � eS + W (�̂ S; �̂ P ) + W (�̂ T ; �̂ P ) + (1 � � ) + eC0(w � )

+

r
�
2 log(

1
�

)=�
��

r
1
N

+

r
1

M
+ 2

s
1

Np

�
;

(4.14)

4.6 Experimental Validation

4.6.1 Datasets

To evaluate my approach I consider two semantic segmentation datasets for internal organ imaging. I

describe the two datasets and the adaptation tasks as follows:

Multi-Modality Whole Heart Segmentation Dataset (MMWHS) [226]: the dataset covers 3D

scans of heart tissue, and evaluates algorithms on correctly segmenting the scans with respect to four

semantic classes: ascending aorta (AA), left ventricle blood cavity (LVC), left atrium blood cavity (LAC),

myocardium of the left ventricle (MYO). Elements which do not fall into one of the above four categories

are to be ignored in the training process. The3D scans provided are obtained from two types of magnetic

imaging devices,20 obtained via MRI imaging and20 obtained via CT imaging. The adaptation tasks I

consider assumes the source domain to be the MRI domain and the target domain to be the CT domain, and

the reverse problem, where I adapt from CT to MRI. The MMWHS dataset has been previously considered

in the UDA literature for medical image segmentation. I use the data splits prepared and provided by Chen

et al. [21]. The data preparation process involves turning each3D scan into a series of2D images. Initially,

the values of the pixels are normalized to a standard normal distribution. Then,3-channel2D images are

obtained by considering three consecutive slices of the3D scan. The semantic labels correspond to the

middle slice. Additional data augmentation techniques such as rotations or cropping are used.

CHAOS MR and Multi-Atlas Labeling Beyond the Cranial Vault: the segmentation problem per-

tains to the segmentation of abdominal organs into four semantic classes: Liver (L), Right Kidney (RK), Left
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Kidney (LK) and Spleen (S). I use two publicly available organ segmentation datasets, the 2019 CHAOS MR

dataset [81] used in the 2019 CHAOS Grad Challenge, and the Multi-Atlas Labeling Beyond the Cranial

Vault MICCAI 2015 Challenge dataset [91]. The CHAOS MR dataset consists of MRI scans, while the sec-

ond dataset consists of CT scans. The data preparation process is done similarly to the MMWHS heart

segmentation case. The CT images were clipped outside of the range[� 125; 275] [222], and then nor-

malized to zero mean and unit variance at the pixel level. From the3D scans,2D images were produced

by following the slicing process used in the MMWHS case. Four types of augmentation were employed:

rotations, value negation, cropping and adding noise. I again consider two adaptation tasks, from the MRI

domain to the CT domain, and from the CT domain to the MRI domain.

4.6.2 Evaluation Methodology

I use two metrics for evaluating the quality of adaptation methods for medical image segmentation: Dice

coe�cient and Average Symmetric Surface Distance (ASSD). The Dice coe�cient is an indicator of the

quality of segmentation in terms of area, and is used as a primary metric in medical segmentation works

[24, 21, 222]. A large Dice score will signify that on average, there is high overlap between model predic-

tions and actual labels. However, the detail of region borders can su�er even in the presence of a large

Dice score. As the quality of representations can be especially important in the medical �eld, the ASSD

score is used to measure the �delity of the predicted semantic map borders. A low value of ASSD signi�es

that the produced semantic maps are similar in border representation to the actual areas of organ split.

For both adaptation problems, I compare my algorithm with recent UDA approaches for semantic seg-

mentation. I consider PnP-AdaNet [42], SynSeg-Net [70], AdaOutput [182], CycleGAN [224], CyCADA

[64], SIFA [21], ARL-GAN [29], DSFN [227], SASAN [179], DSAN [60]. The above methods are based on

adversarial learning and do not work in a source-free regime, giving them an advantage over my approach.
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This is due to the fact that these methods bene�t of having full access to the source domain during adapta-

tion, and do not need to employ an approximation of the source or some other procedure. I also compare

my approach to two source-free medical image segmentation algorithms that designed using the MMWHS

datasets: AdaEnt [8] and AdaMI [7]. Finally, I support the claim that street image segmentation approaches

are not suitable to be directly applied to medical images. I consider GenAdapt [87], a recent street seman-

tic segmentation work with SOTA performance that is designed for street image segmentation, however

which does not generalize well to the medical �eld. I show that my algorithm, even under the added con-

straint of not having access to the source domain during adaptation, is able to compete and outperform

the above mentioned approaches, demonstrating the e�ectiveness of my adaptation procedure.

4.6.3 Experimental Setup

I follow common network design for semantic segmentation. I employ a DeepLabV3 architecture [26], with

a VGG16 [167] feature extractor. Following the up-sampling decoder, I use a one-layer linear classi�er. The

network is trained on the source domain for90; 000iterations using the Adam optimizer. I use a learning

rate of1e� 4, decay of1e� 6, � = 1e� 6, and batch size of16 images. When learning the GMM, I choose

the high con�dence parameter� = :97. The main results are reported fort = 3 components for each

semantic class. For adaptation, I initialize the network with source weights. I train for35; 000iterations,

with a batch size of32 images. I again use the Adam optimizer, with5e� 5 learning rate, decay of1e� 6

and� = 1e � 1. The regularizer for the SWD loss,� , is set to:5. In the batch selection process, the target

image slices are selected at random, which can lead to scenarios where certain classes are missing, and

batch distribution being signi�cantly di�erent from the target distribution. This can damage the adaptation

process, leading to di�erent semantic classes being merged together via the SWD loss. While a larger batch

size can lead to the batch distribution becoming arbitrarily close to the target distribution, this is unfeasible
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when running on a single GPU. Thus, I address this issue by using the actual batch label distribution when

selecting samples from the GMMs. The hardware I use is a Nvidia Titan Xp GPU.

4.6.4 Quantitative and Qualitative Results

I present my main quantitative results in Tables 4.1 through 4.4. For methods which do not report cardiac

and abdominal benchmarks, I report the performance from [21]. The performance is upper bounded by

the Supervisedbenchmark, which corresponds to having full access to the target data for training a seg-

mentation model. TheSource-Onlybenchmark corresponds to the model trained on the source domain

directly applied to target data, which leads to poorest performance. On the cardiac dataset I observe that

my method is able to outperform the other algorithms in terms of Dice score, with81:3 average perfor-

mance on theMRI ! CT task. I also achieve best performance on theCT ! MRI task, with 72:3

average Dice score. I restate that this is despite the fact that my method does not perform joint adaptation,

losing access to the source domain after training. The GAN based methods o�er competitive performance,

as my approach achieves best class-wise performance only on theAA class. I also compare positively

to the other source free methods based on entropy minimization, showing that optimal-transport based

adaptation has the potential of achieving better domain alignment. I further investigate GenAdapt [87],

a recent source-free algorithm for street semantic segmentation. The performance of this approach trails

the other methods, con�rming that the di�erence in data distribution between street images and medical

images makes street semantic segmentation algorithms to not be directly transferable to the medical �eld.

In terms of ASSD score, the best results corresponds to a GAN based method, however my method still

o�ers competitive performance.

My results on the abdominal organ dataset follow a similar trend, however on this secondary dataset

the best performance is obtained by one of the GAN based methods. As mentioned before, my algorithm

does not bene�t from access to the source data during adaptation, thus the joint adaptation methods act as
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an upper-bound to my approach. Still, on theMRI ! CT task I am able to obtain best performance on

classLiver, and close to SOTA performance on classesLeft KidneyandSpleen. On theCT ! MRI task I

again observe competitive performance against the other methods and best performance on theLeft Kidney

class, however deteriorated performance on classSpleen. This shows that while overall performance is

improved, due to the unsupervised nature of the adaptation process, there may be situations where the

increase in accuracy is not similar across all classes.

Dice ASSD
Method AA LAC LVC MYO Avg. AA LAC LVC MYO Avg.

Source-Only 28.4 27.7 4.0 8.7 17.2 20.6 16.2 N/A 48.4 N/A
Supervised� 88.7 89.3 89.0 88.7 87.2 2.6 4.9 2.2 1.6 3.6

GenAdapt� [87] 57 51 36 31 43.8 N/A N/A N/A N/A N/A
PnP-AdaNet [42] 74.0 68.9 61.9 50.8 63.9 12.8 6.3 17.4 14.7 12.8
SynSeg-Net [70] 71.6 69.0 51.6 40.8 58.2 11.7 7.8 7.0 9.2 8.9
AdaOutput [182] 65.2 76.6 54.4 43.3 59.9 17.9 5.5 5.9 8.9 9.6
CycleGAN [224] 73.8 75.7 52.3 28.7 57.6 11.5 13.6 9.2 8.8 10.8
CyCADA [64] 72.9 77.0 62.4 45.3 64.4 9.6 8.0 9.6 10.5 9.4

SIFA [21] 81.3 79.5 73.8 61.6 74.1 7.9 6.2 5.5 8.5 7.0
ARL-GAN [29] 71.3 80.6 69.5 81.6 75.7 6.3 5.9 6.7 6.5 6.4

DSFN [227] 84.7 76.9 79.1 62.4 75.8 N/A N/A N/A N/A N/A
SASAN [179] 82.0 76.0 82.0 72.0 78.0 4.1 8.3 3.5 3.3 4.9
DSAN [60] 79.9 84.7 82.7 66.5 78.5 7.7 6.7 3.8 5.6 5.9
AdaEnt� [8] 75.5 71.2 59.4 56.4 65.6 8.5 7.1 8.4 8.6 8.2
AdaMI� [7] 83.1 78.2 74.5 66.8 75.7 5.6 4.2 5.7 6.9 5.6

SFS� 88.0 83.7 81.0 72.5 81.3 6.3 7.2 4.7 6.1 6.1

Table 4.1: Segmentation performance comparison for theCardiac MR ! CT adaptation task. Starred
methods perform source-free adaptation. Bolded cells show best performance.

My results indicate that my method can also be used to perform UDA is a sequential setting, where the

target domain becomes available later after the source domain data. The setting is similar to the continual

learning setting and o�ers the prospect of adopting my method in this setting [149, 151, 146], while relaxing

the criteria that all tasks should be labeled.

In addition to quantitative verifying my approach on the two datasets, I also provide a visualization of

the bene�ts of the adaptation process. In Figure 4.2 I display target images for the cardiac and abdominal

datasets, and semantic maps for true labels, supervised predictions, adaptation predictions and source-only
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Dice ASSD
Method AA LAC LVC MYO Avg. AA LAC LVC MYO Avg.

Source only 5.4 30.2 24.6 2.7 15.7 15.4 16.8 13.0 10.8 14.0
Supervised 82.8 80.5 92.4 78.8 83.6 3.6 3.9 2.1 1.9 2.9

PnP-AdaNet [42] 43.7 47.0 77.7 48.6 54.3 11.4 14.5 4.5 5.3 8.9
CyCADA[64] 60.5 44.0 77.6 47.9 57.5 7.7 13.9 4.8 5.2 7.9

SynSeg-Net[70] 41.3 57.5 63.6 36.5 49.7 8.6 10.7 5.4 5.9 7.6
AdaOutput[182] 60.8 39.8 71.5 35.5 51.9 5.7 8.0 4.6 4.6 5.7
CycleGAN[224] 64.3 30.7 65.0 43.0 50.7 5.8 9.8 6.0 5.0 6.6

SIFA [21] 65.3 62.3 78.9 47.3 63.4 7.3 7.4 3.8 4.4 5.7
SASAN [179] 54 73 86 68 70 18.8 9.4 6.1 3.9 9.5
DSAN [60] 71.3 66.2 76.2 52.1 66.5 4.4 7.3 5.5 4.3 5.4

SFS� 66.4 69.0 89.0 64.5 72.3 3.13 2.8 0.33 1.16 1.56

Table 4.2: Segmentation performance comparison for theCardiac CT ! MR adaptation task.

Dice ASSD
Method L RK LK S Avg. L RK LK S Avg.

Source-Only 73.1 47.3 57.3 55.158.2 2.9 5.6 7.7 7.4 5.9
Supervised 94.2 87.2 88.9 89.189.8 1.2 1.2 1.1 1.7 1.3

SynSeg-Net [70] 85.0 82.1 72.7 81.080.2 2.2 1.3 2.1 2.0 1.9
AdaOutput [182] 85.4 79.7 79.7 81.781.6 1.7 1.2 1.8 1.6 1.6
CycleGAN [224] 83.4 79.3 79.4 77.379.9 1.8 1.3 1.2 1.9 1.6
CyCADA [64] 84.5 78.6 80.3 76.980.1 2.6 1.4 1.3 1.9 1.8

SIFA [21] 88.0 83.3 80.9 82.6 83.7 1.2 1.0 1.5 1.6 1.3

SFS� 88.3 73.7 80.7 81.6 81.1 2.4 4.1 3.5 2.7 3.2

Table 4.3: Segmentation performance comparison for the Abdominal MR! CT adaptation task.

Dice ASSD
Method L RK LK S Avg. L RK LK S Avg.

Source-Only 48.9 50.9 65.3 65.757.7 4.5 12.3 6.8 4.5 7.0
Supervised 92.0 91.1 80.6 85.787.3 1.3 2.0 1.5 1.3 1.5

SynSeg-Net [70] 87.2 90.2 76.6 79.683.4 2.8 0.7 4.8 2.5 2.7
AdaOutput [182] 85.8 89.7 76.3 82.2 83.5 1.9 1.4 3.0 1.8 2.1
CycleGAN [224] 88.8 87.3 76.8 79.4 83.1 2.0 3.2 1.9 2.6 2.4
CyCADA [64] 88.7 89.3 78.1 80.284.1 1.5 1.7 1.3 1.6 1.5

SIFA [21] 88.5 90.0 79.7 81.3 84.9 2.3 0.9 1.4 2.4 1.7

SFS� 86.3 88.0 85.1 74.9 83.5 4.5 1.6 2.2 18.2 6.6

Table 4.4: Segmentation performance comparison for the Abdominal CT! MRI adaptation task.

predictions. First, I note that the supervised performance is able to reach semantic map quality similar to

the true labels, however incorrect labels are present with regards to the image borders, e.g. �rst three

abdominal images. I believe this behavior stems from the resolution and architecture of the network. The
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Pre-Adapt semantic maps correspond to source-only performance, before model adaptation. These results

present large inconsistencies with regards to the true label maps, and show the prediction deterioration

due to domain-shift. ThePost-Adaptimages clearly show improvement over source-only performance,

and I observe the semantic maps become much closer to supervised performance. This process is however

not perfect, as I notice di�culty in correctly determining some image borders, for example in the second

cardiac image and in the �rst three abdominal images. This supports my quantitative evaluation, where I

observed high Dice scores, however GAN based methods showed improved performance with respect to

the ASSD metric.

Figure 4.2: Segmentation maps of CT samples from the two datasets. The �rst �ve columns correspond to
cardiac images, and last �ve correspond to abdominal images. From top to bottom: gray-scale CT images,
source-only predictions, post-adaptation predictions, supervised predictions on the CT data, ground truth.

I further investigate the adaptation process in terms of class-wise pixel shift. In Tables 4.5 and 4.6 for

each row/column pair I report the percentage of pixels that change categories, the percentage out of these

which change incorrectly and �nally the percentage which change correctly. I note that when more than

1% of the pixels change, the adaptation process always leads to a decrease in incorrectly labeled pixels. I
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notice that this happens more for the cardiac dataset compared to the abdominal dataset, which similar

to Figures 4.3,4.4, shows the cardiac datasets has less class separability than the abdominal dataset. I also

note that for both datasets, a large number of samples that were labeled incorrectly before the adaptation

correspond to theIgnoreclass.

Ignore MYO LAC LVC AA
Ignore 97.3 99.3 99.3 1.5 20.3 70.0 0.2 80.2 14.8 0.9 6.2 76.1 0.2 43.8 51.7
MYO 13.2 10.4 89.5 81.6 72.2 72.2 0.1 52.7 0.4 5.2 44.6 54.1 0.0 0.0 0.0
LAC 15.1 45.4 46.3 2.5 2.6 79.7 76.1 88.4 88.4 5.9 7.4 87.4 0.4 5.8 77.0
LVC 0.6 67.7 2.3 16.5 33.4 66.3 0.2 83.8 13.0 82.7 92.4 92.4 0.0 93.3 0.0
AA 18.5 7.8 90.9 0.0 0.0 43.7 1.3 5.7 6.2 0.1 0.0 12.9 80.1 91.2 91.2

Table 4.5: Percentage of shift in pixel labels during adaptation for the cardiac dataset. A cell(i; j ) in the
table has three values. The �rst value represents the percentage of pixels labeledi that are labeledj after
adaptation. The second value represents the percentage of switching pixels whose true label isi - lower
is better. The third value represents the percentage of switching pixels whose true label isj - higher is
better. Bolded cells denote label shift where more than1%of pixels migrate fromi to j .

Ignore Liver R. Kidney L. Kidney Spleen
Ignore 94.6 98.4 98.4 3.0 18.0 81.6 0.7 23.5 74.3 0.7 34.9 62.6 1.0 19.3 80.5
Liver 6.6 38.1 60.8 92.6 91.3 91.3 0.8 10.4 55.1 0.0 0.0 0.0 0.0 39.0 10.2

RKidney 5.0 13.1 86.9 0.2 0.0 76.9 94.8 94.7 94.7 0.0 0.0 0.0 0.0 0.0 0.0
LKidney 2.2 24.2 75.0 0.1 0.0 0.0 0.0 23.7 0.0 97.5 87.8 87.8 0.2 0.0 7.2
Spleen 23.1 20.8 79.2 0.1 20.2 0.0 0.2 75.0 0.0 0.0 69.4 0.0 76.6 78.7 78.7

Table 4.6: Percentage of shift in pixel labels during adaptation for the abdominal organ dataset. The same
methodology as in Table 4.5 is used.

My results indicate that my method can also be used to perform UDA is a sequential setting, where the

target domain becomes available later after the source domain data. The setting is similar to the continual

learning setting and o�ers the prospect of adopting my method in this setting [151, 146], while relaxing

the criteria that all tasks should be labeled.

In addition to quantitative verifying my approach on the two datasets, I also provide a visualization of

the bene�ts of the adaptation process. In Figure 4.2 I display target images for the cardiac and abdominal

datasets, and semantic maps for true labels, supervised predictions, adaptation predictions and source-only

predictions. First, I note that the supervised performance is able to reach semantic map quality similar to

the true labels, however incorrect labels are present with regards to the image borders, e.g. �rst three

abdominal images. I believe this behavior stems from the resolution and architecture of the network. The
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Pre-Adapt semantic maps correspond to source-only performance, before model adaptation. These results

present large inconsistencies with regards to the true label maps, and show the prediction deterioration

due to domain-shift. ThePost-Adaptimages clearly show improvement over source-only performance,

and I observe the semantic maps become much closer to supervised performance. This process is however

not perfect, as I notice di�culty in correctly determining some image borders, for example in the second

cardiac image and in the �rst three abdominal images. This supports my quantitative evaluation, where I

observed high Dice scores, however GAN based methods showed improved performance with respect to

the ASSD metric.

4.6.5 Ablation Studies and Analysis

(a) GMM samples (b) Pre-adaptation (c) Post-adaptation

Figure 4.3: Indirect distribution matching in the embedding space: (a) GMM samples approximating the
MMWHS MR latent distribution, (b) CT latent embedding prior to adaptation (c) CT latent embedding post
domain alignment. Colors correspond to: AA, LAC, LVC, MYO.

(a) GMM samples (b) Pre-adaptation (c) Post-adaptation

Figure 4.4: Indirect distribution matching in the embedding space: (a) GMM samples approximating the
CHAOS MR latent distribution, (b) Multi-Atlas CT embedding prior to adaptation (c) Multi-Atlas CT em-
bedding post adaptation. Colors correspond to: liver, right kidney, left kidney, spleen.
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Next, I analyze the impact of the parametert on the adaptation performance. In my GMM learning pro-

cess,t controls how many components are employed for each semantic class. While the minimum value of

t is 1, a larger number of components should lead to a better approximation of the underlying distribution.

I verify this idea in Table 4.7. I notice that as I increaset, the adaptation performance improves when

keeping the number of training iterations �xed. This implies that the learnt GMM distribution captures

more information from the source domain, which bene�ts the SWD distribution alignment process. In my

main results in Tables 4.1 and 4.3 I utilize at value of3, as I see larger values oft provide reduced bene�t

gains.

Dice Average Symmetric Surface Distance
Method AA LAC LVC MYO Average AA LAC LVC MYO Average
1-SFS 86.2 83.5 75.4 70.9 79.0 11.1 5.0 10.8 3.6 9.8
3-SFS 88.0 83.7 81.0 72.5 81.3 6.3 7.2 4.7 6.1 6.1
5-SFS 88.0 83.8 81.9 73.3 81.7 6.2 7.4 4.8 5.7 6.0
7-SFS 86.8 84.8 82.0 73.5 81.8 4.8 7.2 4.4 5.6 5.9

Table 4.7: Segmentation performance comparison for the Cardiac MR! CT adaptation task.t-SFS repre-
sents results fort components per class.

Finally, I compare my distributional alignment metric, the SWD, to other popular distributional align-

ment approaches. I consider the KL-divergence and MMD as additional comparison metrics. I report

results of using these two metrics for adaptation on the cardiac dataset in Table 4.8. I note using MMD

does not bene�t my framework. Using the KL divergence metric provides a positive outcome, and I obtain

a result close to the one via SWD, however with slightly deteriorated performance. This empirically shows

that SWD is more robust than some other distributional distance metrics.

Dice Average Symmetric Surface Distance
Method AA LAC LVC MYO Average AA LAC LVC MYO Average
MDD 24.4 73.3 19.1 68.1 46.2 21.1 4.8 33.3 20.3 19.9
KL 87.9 87.3 74.7 62.7 78.1 8.4 6.6 11.7 9.6 9.1
SFS 88.0 83.7 81.0 72.5 81.3 6.3 7.2 4.7 6.1 6.1

Table 4.8: Segmentation performance on the Cardiac MR! CT adaptation task for di�erent distributional
distances.
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4.7 Remarks

In this chapter, I have shown that my source-free UDA algorithm for the semantic segmentation of medi-

cal images is competitive with SOTA approaches that do not have the added restriction for data privacy. I

validated the adaptation process by further analyzing the changes in distribution shift performed by var-

ious components of my approach, and showed that the empirical observations align with the intuition

behind the algorithm. In addition, improving the representation power of the GMM distribution showed

correlation to an improvement in both considered metrics. Next, I address the problem of multi-source

classi�cation. Compared to the semantic segmentation problems seen thus far, multi source classi�cation

considers the setting where several source domains are made available. I again address this setting from a

privacy focused standpoint, where direct communication between any pair of domains will be prohibited.

56



Chapter 5

Secure Multi Source Adaptation

In this chapter I show that approximating the source distribution for source free adaptation is a valid

strategy in multi-source adaptation, and allows for private and distributed optimization.

5.1 Motivation

Recently, single-source unsupervised domain adaptation (SUDA) has been extended to multi-source un-

supervised domain adaptation (MUDA), where several distinct sources of knowledge are available ([128,

221, 101, 58, 176, 185]). The goal in MUDA is to bene�t from the collective information encoded in sev-

eral distinct annotated source domains to improve model generalization on an unannotated target domain.

Compared to SUDA, MUDA algorithms require leveraging data distribution discrepancies between pairs

of source domains, as well as between the sources and the target. Thus, an assumption in most MUDA

algorithms is that the annotated source datasets are centrally accessible. Such a premise however ignores

privacy/security regulations or bandwidth limitations that may constrain the possibility of joint data access

between source domains.

In practice, it is natural to assume source datasets are distributed amongst independent entities, and

sharing data between them may constitute a privacy violation. For example, improving mobile keyboard

predictions is performed by securely training models on independent computing nodes without centrally
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collecting user data ([205]). Similarly, in medical image processing applications, data is often distributed

amongst di�erent medical institutions. Due to privacy regulations ([202]) sharing data can be prohibited,

and hence central access to data for all the source domains simultaneously becomes infeasible. MUDA

algorithms can o�er privacy between the sources and target by operating in a source-free regime ([2]), i.e.,

during the adaptation process source samples are considered to be unavailable, and only the source trained

model or source data statistics are assumed to be accessible. However, approaches operating under this

premise require retraining if new source domains become available, or if a set of source domains becomes

inaccessible. This downside leads to increased time and computational resource cost.

I relax the need for centralized processing of source data in MUDA while maintaining cross-domain

privacy. My approach is robust to accessibility changes for di�erent source domains, allowing for relearn-

ing the target decision function without end-to-end retraining. I relax the need for direct access to source

domain samples for adaptation by approximating the distribution of source embeddings. I perform source-

free adaptation with respect to each source domain, and propose a con�dence based pooling mechanism

for target inference.

5.2 Related work

Single-Source UDA: Single source UDA aims to improve model generalization for an unlabeled target

domain using only a single source domain with annotated data. SUDA has been studied extensively. A

primary work�ow employed in recent UDA works consists of training a deep neural network jointly on the

labeled source domain and the unlabeled target domain to achieve distribution alignment between both

domains in a latent embedding space. This goal has been achieved by employing generative adversarial

networks ([55]) to encourage domain alignment ([64, 39, 112, 183, 159]) as well as directly minimizing

an appropriate distributional distance between the source and target embeddings ([108, 111, 119]). SUDA
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algorithms do not leverage inter-domain statistics in the presence of several source domains, and thus

extending single-source UDA algorithms to a multi-source setting is nontrivial.

Multi-Source UDA: The MUDA setting is a recent extension of SUDA, where multiple streams of

data are concomitantly leveraged for improved target domain generalization. Xu et al. [199] minimize

discrepancy between source and target domains by optimizing an adversarial loss. Peng et al. [128] adapt

on multiple domains by aligning inter-domain statistics of the source domains in an embedding space. Guo

et al. [59] learn to combine domain speci�c predictions via meta-learning. Venkat et al. [185] use pseudo-

labels to improve domain alignment. The increased amount of source data in MUDA is not necessarily an

advantage over SUDA, as negative transfer between domains needs to be controlled during adaptation. Li

et al. [97] exploit domain similarity to avoid negative transfer by leveraging model statistics in a shared

embedding space. Zhu et al. [225] achieve domain alignment by adapting deep networks at various levels

of abstraction. Zhao et al. [221] align target features against source trained features via optimal transport,

then combine source domains proportionally to Wasserstein distance. Wen et al. [194] use a discriminator

to exclude data samples with negative generalization impact. Such approaches admit joint access to source

domains during the training process, making them infeasible in settings where data privacy and security

are of concern.

Privacy in Domain Adaptation: The importance of inter-domain privacy has been recognized and

explored for single-source UDA, speci�cally in source-free adaptation. Note this framework is relevant in

many important practical settings even for SUDA, where privacy regulations limit the possibility of sharing

data ([129, 96, 99, 100]). Several UDA approaches consider maintaining an approximatinon of the source

domain for adaptation. Kurmi et al. [90]) bene�t from GANs to generate source-domain like samples

during the adaptation phase. Yeh et al. [208] align distributions via minimizing the KL-divergence in

addition to a variational autoencoder reconstruction loss. Similar to my approach, Yang et al. [203] model

the source distribution and use clustering of target samples to assign the correct class is done by minimizing
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an VAE reconstruction error. Tian et al. [177] approximate the latent source space during adaptation

and use adversarial learning in their approach. Ding et al. [40] also estimate the source distribution and

choose speci�c anchors to guide the distribution learning process. Adaptation is done by optimizing class

conditional maximum mean discrepancy between samples from the learnt approximation distributions

and the target samples. These above works consider only a single source. In multi-source adaptation, the

strategy for combining information across source domains is key in achieving competitive performance.

Peng et al. [129] perform collaborative adaptation under privacy restrictions between source domains

under the framework of federated learning. Ahmed et al. [2] approach privacy-preserving MUDA via

information maximization and pseudo-labeling. Dong et al. [41] choose high con�dence target samples as

class anchors and pseudo-labels are then assigned according to the closest anchors. Unlike my approach, [2,

41] require simultaneous access to all source trained models during adaptation. This makes these method

unsuitable for scenarios such as asynchronous federated learning [129], where communication between

individual domains may be broken, or processing di�erent source domains may be done at irregular time

intervals ([117]). My main adaptation tool is represented by optimal transport based optimization, followed

by a con�dence based pooling mechanism, making the adaptation process considerably more lightweight.

I address a more constrained yet practical setting, where privacy should be preserved both between

pairs of source domains and with respect to the target. My approach allows for e�cient distributed op-

timization, not requiring end-to-end retraining if di�erent source domains become inaccessible due to

privacy obligations [117, 129], or more source domains become available after initial training has �nished,

allowing for accumulative learning from several domains. My method builds on extending the idea of

probability metric minimization, explored in UDA ([22, 95, 170, 142, 140]) to MUDA. The latent source

and target features are represented via the output space of a neural encoder. Domain alignment implies

a shared embedding space for these representations. To achieve this, a suitable distributional distance

metric is chosen between these two sets of embeddings and minimized. In this work, I used the Sliced
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Wasserstein Distance (SWD) ([131, 14]) for this purpose. SWD is a metric for approximating the optimal

transport metric [133]. It is a suitable choice for UDA because: (i) it possesses non-vanishing gradients for

two distributions with non-overlapping supports. As a result, it is a suitable objective function for deep

learning gradient-based optimization techniques. (ii) It can be computed e�ciently based on a closed-form

solution using only empirical samples, drawn from the two probability distributions.

5.3 Problem formulation

Figure 5.1: Block-diagram of my proposed approach: (a) source speci�c model training is done indepen-
dently for each source domain (b) the distribution of latent embeddings of each source domain is estimated
via a mixture of Gaussians, (c) for each source trained model, adaptation is performed by minimizing the
distributional discrepancy between the learnt GMM distribution and the target encodings (d) the �nal tar-
get domain predictions are obtained via a learnt convex combinations of logits for each adapted model

Let S1; S2 : : : Sn be the data distributions ofn annotated source domains andT be the data distri-

bution of an unannotated target domain. Assume the source and target domains share the same feature

spaceRW � H � C , where W; H; C describe an image by width, height and number of channels respec-

tively. I consider all domains having a common label-spaceY, but not necessarily sharing the same label

distribution. For each source domaink, I observe the labeled samplesf (x s
k;1; yk;1); : : : ; (x s

k;n s
k
; yk;n s

k
)g,
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where x s
k � S k . I only observe unlabeled samplesf x t

1; : : : ; x t
n t g from the target domainT . The goal

is to train a modelf � : RW � H � C ! RjYj capable of inferring target labels, wherejYj is the num-

ber of inference classes. The �rst step in my approach is to independently train decision models for

each source domain via empirical risk minimization (ERM) by minimizing the cross-entropy lossL ce:

� k = arg min �
1

ns
k

P ns
k

i =1 L ce(f � (x s
k;i ); yk;i ).

Since under my considered setting the target and source domains share a common input and label

space, these models can be directly used on the target to derive a naive solution. However, given the

distributional discrepancy between source domains and target, e.g., real-world images versus clip art, gen-

eralization performance will be poor. The goal of my MUDA approach is to bene�t from the unannotated

target dataset and the source-trained models in order to improve upon model generalization while avoiding

negative transfer.

To this end, I decompose the modelf � into a feature extractorgu (�) : RW � H � C ! RdZ and a classi�er

subnetworkhv (�) : RdZ ! RjYj with learnable parametersu andv, such thatf (�) = ( h � g)( �).

I assume input data points are images of sizeW � H � C and the latent embedding shape is of size

dZ . In a SUDA setting, I can improve generalization of each source-speci�c model on the target domain by

aligning the distributions of the source and the target domain in the latent embedding space. Speci�cally, I

can minimize a distributional discrepancy metricD(�; �) across both domains, e.g., SWD loss, to update the

learnable parameters:u A
k = arg min u D(gu (Sk ); gu (T )) . By aligning the distributions the source trained

classi�er hk will generalize well on the target domainT . In the MUDA setting, the goal is improving

upon SUDA by bene�ting from the collective knowledge of the source domains to make predictions on

the target. This can be done via a weighted average of predictions made by each of the domain-speci�c

models, i.e., models with learnable parameters� A
k = ( u A

k ; vk ). For a samplex t
i in the target domain, the

model prediction will be
P n

k=1 wk f � A
k

(X t
i ), wherewk denotes a set of learnable weights associated with

the source domains.
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I note the above general approach requires simultaneous access to source and target data during adap-

tation. I relax this constraint and consider the more challenging setting of source-free adaptation, where I

lose access to the source domains once source training �nishes. To account for applications with sensitive

data, e.g. medical domains, I also forbid interaction between source models during adaptation. Hence, the

source distributionsSk and their representations in the embedding space, i.e.,g(Sk ), will become inac-

cessible. To circumvent this challenge, I rely on intermediate distributional estimates of the source latent

embeddings.

5.4 Proposed algorithm

My proposed approach for MUDA with private data is visualized in Figure 5.1. I base my algorithm on two

levels of hierarchies. First, I adapt each source-trained model while preserving privacy (left and middle

sub�gures). I then combine predictions of the source-speci�c models on the target domain according to

their reliability (right sub�gure). To tackle the challenge of data privacy, I approximate the distributions

of the source domains in the embedding space as a multi-modal distribution and use these distributional

estimates for domain alignment (Figure 5.1, left). I can bene�t from these estimates because once source

training is completed, the input embedding distribution should be mapped into ajYj� modal distribution to

enable the classi�er subnetwork to separate the classes. Note, each separated distributional mode encodes

one of the classes (see Figure 5.1, left). To approximate these internal distributions I employ Gaussian

Mixture Models (GMM), with learnable mean and covariance parameters� k ; � k . Since I have access to

labeled source data points, I can learn� k and� k in a supervised fashion. Let1c(x) denotes the indicator

function for x = c, then the maximum likelihood estimates for the GMM parameters would be:

� k;c =

P ns
k

i =1 1c(yk;i )gu k (x s
k;i )

P ns
k

i =1 1c(yk;i )
; � k;c =

P ns
k

i =1 1c(yk;i )(gu k (x s
k;i ) � � k;c)(gu k (x s

k;i ) � � k;c)T

P ns
k

i =1 1c(yk;i )
(5.1)
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Learning� k and� k for each domaink enables us to sample class conditionally from the GMM distri-

butional estimates and approximate the distributiong(Sk ) in the absence of the source dataset.

I adapt the source-trained model by aligning the target distributionT and the GMM distribution in

the embedding space. To preserve privacy, for each source domaink I generate intermediate pseudo-

domainsAk with pseudo-samplesf za
k;1; : : : ; za

k;n a
k
g by drawing random samples from the estimated GMM

distribution. The pseudo-domain is used as an approximation of the corresponding source embeddings. To

align the two distribution, a suitable distance metricD(�; �) needs to be used. I rely on the SWD due to its

mentioned appealing properties. The SWD acts as an estimate for the Wasserstein Distance (WD) between

two distributions ([131]), by aggregating the tractable1� dimensional WD overL projections onto the unit

hypersphere. In the context of my algorithm, the SWD discrepancy measure becomes:

D(g(T ); Ak ) =
1
L

LX

l=1

jhg(x t
i l

); � l i � h za
k;j l

; � l ij 2 (5.2)

where� l is a projection direction, andi l ; j l are indices corresponding to the sorted projections. While

the source and target domains share the same label spaceY they do not necessarily share the same distri-

bution of labels. Since the prior probabilities on classes are not known in the target domain, minimizing

the SWD at the batch level may lead to incorrectly clustering samples from di�erent classes together, de-

pending on the discrepancy between the label distributions. To address this challenge, I take advantage

of the conditional entropy loss ([56]) as a regularization term based on information maximization. The

conditional entropy acts as a soft clustering objective that ensures aligning target samples to the wrong

class via SWD will be penalized. I follow the approximation presented in Eq. 6 in [56]:

L ent (f � (T )) =
1
nt

n tX

i =1

L ce(f � (x t
i ); f � (x t

i )) (5.3)
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To guarantee this added loss term in�uences the latent representations produced by the feature ex-

tractor, the classi�er is frozen during model adaptation. My �nal combined adaptation loss is descrbied

as:

D(g(T ); A) + 
 L ent (f � (T )) (5.4)

for a regularizer
 . Once the source-speci�c adaptation is completed across all domains, the �nal model

predictions on the target domain are obtained by combining probabilistic predictions returned by each of

the n domain-speci�c models. The mixing weights are chosen as a convex vectorw = ( w1 : : : wn ), i.e.,

wi > 0 and
P

i wi = 1 , with �nal predictions taking the form
P k

i =1 wi f � i . The choice ofw is critical, as

assigning large weights to a model which does not generalize well will harm inference power. I utilize the

source modelprediction con�denceon the target domain as a proxy for generalization performance. I have

provided empirical evidence for this choice in Section 5.6. I thus set a con�dence threshold� and assign

wk :

~wk �
n tX

i =1

1(max ~f � k (x t
i ) > � ); wk = ~wk=

X
~wk ; (5.5)

where ~f (�) denotes the model ouput just prior to the �nal SoftMax layer which correspond to a probability.

Note the only cross-domain information transfer in my framework is communicating the latent means

and covariance matrices of the estimated GMMs plus the domain-speci�c model weights which provide a

warm start for adaptation. Data samples are never shared between any two domains during pretraining

and adaptation. As a result, my approach preserves data privacy for scenarios at which the source datasets

are distributed across several entities. Additionally, the adaptation process for each source domain is

performed independently. As a result, my approach can be used to incorporate new source domains as

they become available over time without requiring end-to-end retraining from scratch. I will only require
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Algorithm 3 Secure Multi-source Unsupervised Domain Adaptation (SMUDA)
procedure SMUDA(S1 : : : Sn ; T ; L; 
 )

for k  1 to n do
� k ; � k ; � k = Train (Sk )
GenerateAk based on� k ; � k

Computewk (Eq. 5.5)
� A

k = Adapt(� k ; Ak ; T ; L; 
 )
end for
return w1 : : : wn ; � A

1 : : : � A
n

end procedure
procedure Train (Si )

Learn� k = ( uk ; vk ) by min. L CE (f � k (Sk ); �)
Learn parameters� k ; � k (Eq. 5.1)
return � k ; � k ; � k

end procedure
procedure Adapt (� k ; Ak ; T ; L; 
 )

Initialize network with weights� k

� A
k = arg min � D(gu(T ); Ak ) + 
 L ent (f � (T )) (Eq. 5.4)

return � A
k

end procedure

to update the normalized mixing weights via Equation 5.5, which takes negligible runtime compared to

model training. My proposed privacy preserving approach, named Secure MUDA (SMUDA), is presented

in Algorithm 3 .

5.5 Theoretical analysis

I provide an analysis to demonstrate that my algorithm minimizes an upper bound for the target domain

error. I adopt the framework developed by [132] forsingle source UDA using Wasserstein distanceto provide

a theoretical justi�cation for the algorithm I proposed. My analysis is performed in the latent embedding

space. LetH represent the hypothesis space of all classi�er subnetworks. Lethk (�) denote the model

learnt by each domain-speci�c model. I also seteD (�), whereD 2 fS 1 : : : Sn ; T g, to be the true expected

error returned by some modelh(�) 2 H in the hypothesis space on the domainD. Additionally, let

�̂ Sk = 1
ns

k

P ns
k

i =1 f (g(x s
k;i )) , �̂ Pk = 1

na
k

P na
k

i =1 x a
k;i , and �̂ T = 1

n t

P ns
k

i =1 f (g(x t
i )) denote the empirical
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distributions that are built using the samples for the source domain, the intermediate pseudo-domain, and

the target domain in the latent space. Then the following theorem holds for the MUDA setting:

Theorem 5. Consider Algorithm 3 for MUDA under the explained conditions, then the following holds

eT (h) �
nX

k=1

wk (eSk (hk ) + D(�̂ T ; �̂ Pk ) + D(�̂ Pk ; �̂ Sk ) +

r
�
2 log(

1
�

)=�
��

r
1

Nk
+

r
1

M

�
+ eCk (h�

k ))

(5.6)

whereCk is the combined error loss with respect to domaink, andh�
k is the optimal model with respect to

this loss when a shared model is trained jointly on annotated datasets from all domains simultaneously.

Proof: I start the proof by utilizing a prior results from Redko et al. [132], previously mentioned under

Theorem 2.

Theorem 2 provides an upper bound on the target error with respect to the source error, the distance

between source and target domains, a term that is minimized based on the number of samples, and a

constanteC = eS(h� ) + eT (h� ) describing the performance of an optimal hypothesis on the present set

of samples.

I adapt the result in Theorem 2 to provide an upper bound in my multi-source setting. Consider the

following two results.

Lemma 1. Under the de�nitions of Theorem 2

W (�̂ S; �̂ T ) � W (�̂ S; �̂ P ) + W (�̂ P ; �̂ T ) (5.7)

where�̂ P is the GMM distribution learnt for source domainS.

Proof.As W is a distance metric, the proof is an immediate application of the triangle inequality.
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Lemma 2. Leth be the hypothesis describing the multi-source model, and lethk be the hypothesis learnt for

a source domaink. If eT (h) is the error function for hypothesish on domainT , then

eT (h) �
nX

k=1

wkeT (hk ) (5.8)

Proof.Let p(X ) =
P n

k=1 wk f k (X ) with
P

wk = 1 ; wk > 0 be the probabilistic estimate returned by

my model for some inputX , and lety be the label associated with this input. The proof for the Lemma

proceeds as follows

eT (h) = E(X;y )�T L ce(p(X ); 1y)

= E(X;y )�T � logp(X )[y]

= E(X;y )�T � log(
nX

k=1

wk f k (X )[y])

� E(X;y )�T

nX

k=1

wk (� log f k (X )[y]) Jensen's Ineq.

=
nX

k=1

wkE(X;y )�T L ce(f k (x); 1y)

=
nX

k=1

wkeT (hk )

I am now equipped to prove Theorem 5.

Proof. (Theorem 5)
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eT (h) �
nX

k=1

wkeT (hk ) From Lemma 2

�
nX

k=1

wk (eSk (hk ) + W (�̂ T ; �̂ Sk )+

r
�
2 log(

1
�

)=�
��

r
1

Nk
+

r
1

M

�
+ eCk (h�

k )) by Theorem 2

�
nX

k=1

wk (eSk (hk ) + W (�̂ T ; �̂ Pk ) + W (�̂ Pk ; �̂ Sk )+

r
�
2 log(

1
�

)=�
��

r
1

Nk
+

r
1

M

�
+ eCk (h�

k )) by Lemma 1

5.5.1 Experimental parameters

I use the Adam optimizer with source learning rate of1e� 5 for each source domain for all datasets. Target

learning rates are chosen between1e � 5 and 1e � 7 for adaptation. The number of training iterations

and adaptation iterations di�ers per dataset: O�ce-31 (12k, 48k), Domain-net (80k, 160k), Image-clef (4k,

3k), O�ce-home (40k, 10k), O�ce-CalTech (4k, 6k). The training batch size is either 16 or 32, with little

di�erence observed between the two. The adaptation batch size is usually chosen around10� the number

of classes for each dataset, to ensure a good class representation when minimizing the SWD distance. The

network size is the same across all datasets, with the SWD minimization space being 256 dimensional. The

above mentioned parameters are also provided in thecon�g.py �le in the codebase.

I note the target domain error is upper bounded by the convex combination of the domain-speci�c

adaptation errors. Algorithm 3 minimizes the right-hand side of Equation 5.6 as follows: for each source

domain, the source expected error is minimized by training the models using ERM. The second term is
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minimized by closing the distributional gap between the intermediate pseudo-domain and the target do-

main in the latent space. The third term corresponds to how well the GMM distribution approximates the

latent source samples. My algorithm does not directly minimize this term, however if the model forms a

multi-modal distribution in the source embedding space, necessary for good performance, this term will be

small. The second to last term is dependent on the number of available samples in the adaptation problem,

and becomes negligible when su�cient samples are accessible. The �nal term measures the di�culty of

the optimization, and is dependent only on the structure of the data. For related domains, this term will

also be negligible.

5.6 Experimental validation

DatasetsI validate on �ve datasets:O�ce-31, O�ce-Home, O�ce-Caltech, Image-ClefandDomainNet.

O�ce-31 ([154]) is a dataset with31classes consisting of 4110 images from an o�ce environment per-

taining to three domains: Amazon, Webcam and DSLR. Domains di�er in image quality, background, num-

ber of samples and class distributions.O�ce-Caltech ([54]) contains 2533 from10classes of o�ce related

images from four domains: Amazon, Webcam, DSLR, Caltech.O�ce-Home ([187]) contains65 classes

and 30475 from four di�erent domains: Art (stylized images), Clipart (clip art sketches), Product (images

with no background) and Real-World (realistic images), making it more challenging thatO�ce datasets.

Image-Clef ([109]) contains 1800 images under 12 generic categories sourced from three domains: Cal-

tech, Imagenet and Pascal.DomainNet ([128]) is a larger, more recent dataset containing 586,575 images

from 345 general classes, with di�erent class distributions for each of its domains: Quickdraw, Clipart,

Painting, Infograph, Sketch, Real.

Preprocessing & Network structure: I follow the literature for fair comparison. For each domain I

re-scale images to a standard size of(224; 224; 3). I use a ResNet50 ([62]) network as a backbone for the fea-

ture extractor, followed by four fully connected layers. The network classi�cation head consists of a linear
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layer, and source-training is performed using cross-entropy loss. The ResNet layers of the feature extractor

are frozen during adaptation. I report classi�cation accuracy, averaged across �ve runs. As hardware I used

a and NVIDIA Titan Xp GPU. The code is available online at https://github.com/serbanstan/secure-muda.

To test the e�ectiveness of my privacy preserving approach for MUDA, I compare my method against

state-of-the art SUDA and MUDA approaches. Benchmarks for single best (SB), source combined (SC) and

multi source (MS) performance are reported based on DAN ([108]), D-CORAL ([174]), RevGrad ([51]). I

include most existing MUDA algorithms: DCTN ([199]), FADA ([129]), MFSAN ([225]), MDDA ([221]), Sim-

pAl ([186]), JAN ([111]), MEDA ([190]), MCD ([155]), M3SDA ([128]), MDAN ([219]), MDMN ([97]), DARN

([194]), DECISION ([2]). Note that I maintain full domain privacy throughout training and adaptation.

Hence, most of the above works should be considered asupperbounds in performance, as they address

a more relaxed problem, by allowing joint and persistent access to source data. While [2] also performs

source-free adaptation, they bene�t from jointly accessing the source trained models during adaptation,

while my method only assumes joint access when pooling predictions. Despite this additional constraint,

results prove my algorithm is competitive and at times outperforming the aforementioned methods. I next

present quantitative and qualitative analysis of my work.

5.6.1 Performance Results

Table 5.1 presents my main results. ForO�ce-31 , I observe state-of-the-art performance (SOTA) on the

! D; ! A tasks and near SOTA performance on the remaining task. Note that the domainsDSLRand

Webcamshare similar distributions, as exempli�ed through the Source-Only results, and for these domains

obtaining a good adaptation performance involves minimizing negative transfer, which my method suc-

cessfully achieves. In the case ofImage-clef , I obtain SOTA performance on all tasks, even though the

methods I compare against are not source-free. On theO�ce-caltech dataset, I obtain SOTA performance
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on the ! A task, with close to SOTA performance on the three other tasks. The domains of theO�ce-

home dataset have larger domain gaps with more classes compared to the three previous datasets. My

approach obtains near SOTA performance on the! P and! R tasks and competitive performance on the

remaining tasks. Finally, theDomainNet dataset contains a much larger number of classes and variation

in class distributions compared to the other datasets, making it the most challenging considered task in

my experiments. Even so, I am able to obtain SOTA performance on three of the six tasks with competitive

results on the other three. I reiterate most other MUDA algorithms serve as upper-bounds to my work, as

they either access source data directly, simultaneously use models from all sources for adaptation, or both.

Results across all tasks demonstrate that not only are I able to compare favorably against these methods

while preserving data privacy, but I also set new SOTA on several tasks.

5.6.2 Ablative Experiments and Empirical Analysis

I perform ablative experiments by investigating the e�ect of each loss term in Eq. 5.4 on performance,

and present results in Table 5.2. I observe combining the two terms yields improved performance for

all datasets besidesO�ce-caltech, where the di�erence is negligible. On the other hand, minimizing the

SWD is more impactful on theImage-clefandO�ce-homedatasets. The conditional entropy contributes

more forO�ce-caltechand someO�ce-31 tasks. My insight is conditional entropy is more impactful when

the source trained models have higher initial performance on the target (e.g.,! D; ! W on O�ce-31),

while the SWD term is more bene�cial when there is a larger discrepancy between the source domains

and the target domain (e.g.,! A on O�ce-31). Experiments conclude using both terms further improves

performance.

Preserving privacy when performing adaptation limits information access between domains. It is then

expected that privacy preserving methods are at a disadvantage compared to methods that do not impose

any privacy restrictions. I show that in the case of my method, this observed disadvantage is negligible.
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Method ! D ! W ! A Avg.
S

B
Source Only 99.3 96.7 62.586.2

DAN 99.7 98.0 65.387.7
D-CORAL 99.7 98.0 65.387.7
RevGrad 99.1 96.9 66.287.5

S
C

DAN 99.6 97.8 67.688.3
D-CORAL 99.3 98.0 67.188.1
RevGrad 99.7 98.1 67.688.5

M
S

MDDA 99.2 97.1 56.284.2
DCTN 99.3 98.2 64.287.2

MFSAN 99.5 98.5 72.790.2
SImpAl 99:2 97:4 70:6 89:0

DECISION� 99.6 98.475.4 91.1
SMUDA� + 99.8 98.5 75.4 91:2

(a) O�ce-31

Method ! P ! C ! I Avg.

S
B

Source Only 74.8 91.5 83.983.4
DAN 75.0 93.3 86.284.8

D-CORAL 76.9 93.6 88.586.3
RevGrad 75.0 96.2 87.086.1

S
C

DAN 77.6 93.3 92.287.7
D-CORAL 77.1 93.6 91.787.5
RevGrad 77.9 93.7 91.887.8

M
S

DCTN 75.0 95.7 90.387.0
MFSAN 79.1 95.4 93.689.4
SImpAl 77:5 93:3 91:0 87:3

SMUDA� + 79.4 96.9 93.9 90:1

(b) Image-clef

Method ! W ! D ! C ! A Avg.

S
B

Source Only 99.0 98.3 87.8 86.192.8
DAN 99.3 98.2 89.7 94.895.5
JAN 99.4 99.4 91.2 91.895.5

M
S

DAN 99.5 99.1 89.2 91.694.8
DCTN 99.4 99.0 90.2 91.694.8
MEDA 99.3 99.2 91.4 92.995.7
MCD 99.5 99.1 91.5 92.195.6

M3SDA 99.4 99.2 91.5 94.196.1
SImpAl 99:3 99:8 92:2 95:3 96:7
FADA� + 88.1 87.1 88.7 84.287.1

DECISION� 99.6 100 95.9 95.9 98.0
SMUDA� + 99:3 97:6 93:9 95.9 96:6

(c) O�ce-caltech

Method ! A ! C ! P ! R Avg.

S
B

Source Only 65.3 49.6 79.7 75.467.5
DAN 68.2 56.5 80.3 75.970.2

D-CORAL 67.0 53.6 80.3 76.369.3
RevGrad 67.9 55.9 80.4 75.870.0

S
C

DAN 68.5 59.4 79.0 82.572.4
D-CORAL 68.1 58.6 79.5 82.772.2
RevGrad 68.4 59.1 79.5 82.772.4

M
S

MFSAN 72.1 62.0 80.3 81.874.1
M3SDA 64:1 62:8 76:2 78:6 70:4
SImpAl 70:8 56:3 80:2 81:5 72:2
MDAN 68:1 67:0 81:0 82:8 74:8
MDMN 68:7 67:6 81:4 83:3 75:3
DARN 70:0 68:4 82:8 83:9 76.2

DECISION� 74.5 59.4 84.4 83.6 75.5
SMUDA� + 69:1 61.5 83:5 83:4 74:4

(d) O�ce-home

Method ! Q ! C ! P ! I ! S ! R Avg.

S
B

Source Only 11.8 39.6 33.9 8.2 23.1 41.626.4
DAN 16.2 39.1 33.3 11.4 29.7 42.128.6
JAN 14.3 35.3 32.5 9.1 25.7 43.126.7

ADDA 14.9 39.5 29.1 14.5 30.7 41.928.4
MCD 3.8 42.6 42.6 19.6 33.8 50.532.2

S
C

Source Only 13.3 47.6 38.1 13.0 33.7 51.932.9
DAN 15.3 45.4 36.2 12.8 34.0 48.632.1
JAN 12.1 40.9 35.4 11.1 32.3 45.829.6

ADDA 14.7 47.5 36.7 11.4 33.5 49.132.2
MCD 7.6 54.3 45.7 22.1 43.5 58.438.5

M
S

DCTN 7.2 48.6 48.8 23.5 47.3 53.538.2
M3SDA-� 6.3 58.6 52.3 26.0 49.5 62.742.6
FADA� + 7.9 45.3 38.9 16.3 26.8 46.730.3

DECISION� 18.9 61.5 54.6 21.6 51 67.5 45.9
SMUDA� + 14.6 62.4 53.6 24.4 49.9 68.3 45.5

(e) DomainNet

Table 5.1: Results on �ve benchmark datasets. Single best (SB) represents the best performance with respect
to any source, source combined (SC) represents performance obtained by pooling the source data together
from di�erent domains, and multi source (MS) represents methods performing multi source adaptation.
� indicates source-free adaptation, guaranteeing privacy between sources and the target.+ indicates pri-
vacy between source models. Results in bold correspond to the highest accuracy amongst the source-free
approaches.

To study the e�ect of preserving privacy on UDA performance, I perform experiments where source data

is shared either between sources or with the target domain. I consider three primary scenarios for sharing

source data: (i)SWD loss is computed using the source domain latent features (SW); (ii)Source domains'

data isCombined into a single source (SC);SupervisedSource loss is computed for joint UDA (SS). I report

results for natural combinations of these approaches in Table 5.3. I observe SMUDA performs similarly

to SW. Joint adaptation (SS), source-combined performance (SC), or a combination of the two o�er im-

proved performance on all datasets. The improvements from sacri�cing privacy are however negligible
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Method ! D ! W ! A Avg.
SWD only 92.2 94.1 73.1 86.4
L ent only 99.8 98.1 66.2 88.1
SMUDA 99.8 98.5 75.4 91.2

(a) O�ce-31

Method ! W ! D ! C ! A Avg.
SWD only 98.1 97.8 92.1 95.5 95.9
L ent only 99.4 97.7 94 96 96.8
SMUDA 99:3 97:6 93:9 95:9 96:6

(b) O�ce-caltech

Method ! P ! C ! I Avg.
SWD only 79.3 96.5 94.2 90
L ent only 78.5 96 91.7 88.7
SMUDA 79.4 96.9 93.9 90.1

(c) Image-clef

Method ! A ! C ! P ! R Avg.
SWD only 66:6 59:1 80:9 82:2 72:2
L ent only 64:5 49:4 77:8 72:2 66
SMUDA 69:1 61:5 83:5 83:4 74:4

(d) O�ce-home

Table 5.2: Results when only the SWD objective, the entropy objective or both (SMUDA) are used.

compared to SMUDA. I conclude my source domain approximation using GMMs captures su�cient source

information under the considered test cases. This leads my adaptation approach to achieve comparable

performance to settings where privacy is not enforced, with the added bene�t of not sharing data between

domains.

Method ! D ! W ! A Avg.
SW 99.5 98.5 75.5 91.2
SC 98.1 96.8 76 90.3
SS 99.8 98.7 76.3 91.6

SW+SS 99.8 98.6 75.7 91.3
SC+SS 98.4 96.9 76.1 90.5

SC+SW+SS 99.0 97.7 76.1 90.9
SMUDA 99.8 98.5 75:4 91:2

(a) O�ce-31

Method ! W ! D ! C ! A Avg.
SW 99.4 96.9 93.9 95.9 96.5
SC 99.7 96.8 94.1 96 96.6
SS 99.6 97.2 94.1 95.996.7

SW+SS 99.7 97.4 94.1 96 96.8
SC+SS 99.7 96.8 94.2 96.2 96.7

SC+SW+SS 99.6 97.2 93.3 95.9 96.5
SMUDA 99.3 97.6 93.9 95.9 96.6

(b) O�ce-caltech

Method ! P ! C ! I Avg.
SW 79.5 95.2 91.3 88.6
SC 79.8 96.6 94.2 90.2
SS 79.4 95.6 91.6 88.9

SW+SS 79.4 95.6 91.8 88.9
SC+SS 79.9 96.6 93.1 89.8

SC+SW+SS 79.5 95.2 91.3 88.6
SMUDA 79.4 96.9 93.9 90.1

(c) Image-clef

Method ! A ! C ! P ! R Avg.
SW 68.9 60.8 83.3 83.4 74.1
SC 69.6 62.9 85.3 84.7 75.6
SS 68.9 61.1 84 83.6 74.4

SW+SS 68.5 61 83.8 83.8 74.3
SC+SS 69.4 63 85.5 85 75.7

SC+SW+SS 68.8 62.7 85.1 84.5 75.3
SMUDA 69.2 61.1 83.2 83.5 74.3

(d) O�ce-home

Table 5.3: Results comparing SMUDA to non-private variants.

74



To compare my method against ensemble models of existing single-source source-free UDA (SFUDA)

methods, I performed experiments on the O�ce-31 dataset. I compare against �ve recent SFUDA ap-

proaches in Table 5.4, and the ensemble of these methods in Table 5.5. I observe that although in the

SFUDA setting, despite being competitive, my method trails some of the methods, it outperforms the

methods in MUDA. I conclude that my method alleviates the e�ect of negative transfer successfully and

indeed can boost performance of a weaker single-source performance. I also note that I likely can improve

the SFUDA performance for my method if I bene�t from better probability metrics or model regularization.

Method A! D W! D A! W D! W D! A W ! A Avg.
USFDA [88] 64.5 96 71 93.3 62.8 63.6 75.2
SHOT [98] 94.0 99.9 90.1 98.4 74.7 74.3 88.6
AFN [200] 90.7 99.8 90.1 98.6 73.0 70.287.1
MDD [217] 93.5 100 94.5 98.4 74.6 72.2 88.9

GVB-GD [37] 95.0 100 94.8 98.7 73.4 73.7 89.3
SMUDA (ours) 92.7 99.8 87.9 98.5 72.1 75.4 87.7

Table 5.4: Single source results

Method ! D ! W ! A Avg.
USFDA [88] 96.0 93.1 65.5 84.9

SHOT-ens [2] 97.8 94.9 75.0 89.3
AFN [200] 98.4 96.4 71.3 88.7
MDD [217] 95.4 99.3 74.1 89.6

GVB-GD [37] 97.2 95.6 74.9 89.2
SMUDA-Uniform 94.2 93 75.4 87.5

SMUDA (ours) 99.8 98.5 75.4 91.2

Table 5.5: Uniformly combined predictions

I study the e�ect of hyper-parameters on SMUDA performance. I �rst empirically validate my approach

for computing the mixing parameterswk . I consider four scenarios for combining model predictions: (i)

Eq. 5.5, (ii) setting weights proportional to SWD between the intermediate and the target domains (a cross-

domain measure of distributional similarity), (iii) using a uniform average, and (iv) assigning all mixing

weight to the model with best target performance. Average performance for tasks from four of the datasets

are reported in Table 5.6. I observe my choice leads to maximum performance. Single best performance

is able to slightly outperform on one dataset, however su�ers on tasks where signi�cant pairwise domain
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gap exists. This is expected, as using several domains is bene�cial when they complement each other in

terms of available information. Assigning weights proportional toD(g(T ); Ak ) may seem intuitive, given

that similarity between pseudo-datasets and target latent features indicates better classi�er generalization.

However, this method performs better only compared to uniform averaging. I conclude model reliability

is a superior criterion of combining predictions. Uniform averaging leads to decreased generalization on

the target domain as it treats all domains equally. As a result, models with the least generalization ability

on the target domain harm collective performance.

Dataset High con�dence W2 Uniform Single Best
O�ce-31 91.2 88.6 85.1 91.2

Image-clef 90.1 89.6 89.8 89.6
O�ce-caltech 96.6 96.6 96.6 97
O�ce-home 74.4 74.2 74.2 72.8
Total avg. 88.1 87.2 86.4 87.6

Table 5.6: Analytic experiments to study four strategies for combining the individual model predictions.
Mixing based on model reliability proves superior to other popular approaches.

Figure 5.2: Performance for di�erent numbers of latent projections used in the SWD on O�ce-31.

I additionally study the e�ect of the SWD projection hyper-parameter. SWD utilizesL random projec-

tions, as detailed in Equation 5.2. While a largeL leads to a tighter approximation of the optimal transport

metric, it also incurs a computational resource penalty. I investigate whether there is a range ofL values

o�ering su�cient adaptation performance, and analyze the impact of this parameter using theO�ce-31

dataset. In Figure 5.2 I reported performance results forL 2 f 1; 10; 50; 100; 200; 350; 500g. The SWD ap-

proximation becomes tighter with an increased number of projections, which I see translating on all three
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tasks. I also note that above a certain threshold, i.e.L � 200, the gains in performance from increasingL

are minimal.

Figure 5.3: E�ect of the adaptation process on theO�ce-home dataset: from left to right, I considerArt,
Clipart andProductas the source domains, andreal-worldas the target domain.

In Figure 5.3 I explore the behavior of my adaptation strategy with respect to aO�ce-home task. For

each of the three source domains, I observe an increase in target accuracy once adaptation starts, which is

in line with my previous results. Note this increase in target accuracy also correlates with the minimization

of the SWD and entropy losses. I additionally note that the combined multi-source performance using all

three source domains outperforms the three SUDA performances. The biggest di�erence is observed for

the Clipart trained model, which exhibits the highest discrepancy from the target domainreal-world.

Figure 5.4: Prediction accuracy onO�ce-hometarget domain tasks under di�erent levels of source model
con�dence, and my choice of� . Target predictions above this threshold attain high accuracy.

The con�dence threshold� controls the assignment of mixing weightswk . For each source domain, the

number of target samples with con�dence greater than� is recorded, and these normalized values produce

wk . In order to determine whether a certain value of� leads to a satisfactory choice of mixing weights,

it is important to determine whether the high con�dence samples are indeed correctly predicted. Figure
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5.4 provides the prediction accuracy on target domain samples on theO�ce-home dataset for di�erent

con�dence ranges. I consider5 di�erent con�dence probability ranges:[0 � 20; 20 � 40; 40 � 60; 60 �

80; 80� 100]. I observe low-con�dence predictions o�er poor accuracy for the target domain. For example,

in cases when the con�dence is less than0:2, prediction accuracy is below40%. Conversely, for target

samples with a predicted con�dence greater than:6, I observe accuracy of more than90%on all the three

tasks ofO�ce-home. This experiments supports my intuition that the amount of high con�dence target

samples can be used as a proxy for the domain mixing weightswk . I also note the amount of high con�dence

samples is calculated using the source only models, as adaptation arti�cially increase con�dence across

the whole dataset.

Figure 5.5: Results on theO�ce-31 andImage-clefdatasets for di�erent values of the con�dence parameter
� . The dotted line corresponds to� = :5 used for reporting results in Table 5.1.

I further investigate performance in regards to the� parameter. While in Figure 5.5 I observe a target

accuracy increase correlated to higher levels of classi�er con�dence, the amount of high con�dence sam-

ples proportional to dataset size is equally important for an appropriate choice of con�dence threshold.

Setting the� parameter too high may lead to mixing weights that do not capture model behavior on the

whole target distribution, just on a small subset of samples, leading to degraded performance. Conversely,

a low value of� will lead to results that are equivalent to uniformly combining predictions. Figure 5.5 por-

trays both these behaviors on theO�ce-31 andImage-clefdatasets. I observe my choice of� = :5 is able to
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obtain best performance on theO�ce-31 dataset, and close to best performance on theImage-clefdataset.

I also note the choice of� is relatively robust, as values in the interval[:2; :7] o�er similar performance.

Figure 5.6: UMAP latent space visualization forO�ce-caltechwith Amazonas the target. Sources in order:
Caltech, DSLR, andWebcam. Adaptation shifts target embeddings towards the GMM distribution.

My approach attempts to minimize the distributional distance between target embeddings and GMM

estimations of source embeddings. I provide insight into this process in Figure 5.6, where I reduce the data

representation dimension to two using UMAP ([116]). I display GMM samples, target latent embeddings

before adaptation, and target latent embeddings post-adaptation. For each source domain, the adaptation

process reduces the distance between target domain embeddings (yellow points) and the GMM samples

(red points). This empirically validates the theoretical justi�cation for my algorithm. Given classi�ers

trained on the source domains are able to generalize on the GMM samples as a result of pretraining, I

conclude that source-speci�c domain alignment translates to an improved collective performance.

I extend the runtime results fromSection 6.3of the main paper to theDomain-Netdataset. As seen in

Figure 5.3, the result in Figure 5.7 share a similar trend. After the start of the adaptation process target

accuracy improves for each source trained model. Additionally, pooling information from each of the �ve

source domains leads to improved overall predictive quality of the model.

In Table 5.7 I report results for di�erent choices of the
 parameter on the O�ce-31 dataset. The main

results in Table 5.1 are generated for the choice of
 = :02. I test a wider range of
 values to identify how

robust this parameter needs to be. I observe large values of
 put too much emphasis on the entropy loss,

harming the optimal transport based distribution matching. Small values of
 share a similar problem, as I
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Figure 5.7: E�ect of the adaptation process on theDomain-Netdataset, where sketch is the target. Sources
are in orderClipart, Infograph, Painting, Quickdraw, Real.

lose the soft-clustering bene�t provided by the entropy loss. Overall I notice di�erent tasks have di�erent

high performing 
 ranges . For example, on the! D task, any choice of the parameter greater than

0:02leads to best performance, while on the! A task
 less than0:04o�er a competitive range of values.

While setting task speci�c
 values may lead to improved performance, I show that the more robust setting

where I choose the same
 per dataset still works reasonably well in practice.

Method ! D ! W ! A Avg.

 =1 99.8 97.6 64.8 87.4


 =.04 99.8 98.7 72.8 90.4

 =.03 99.8 98.4 74.2 90.8

 =.02 99.8 98.5 75.4 91.2

 =.01 98.8 97.8 76.3 91


 =1e-3 89.3 92.4 74.4 85.4

 =1e-4 87.4 90.7 74.2 84.1

Table 5.7: Performance analysis for di�erent values of
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I give justi�cation for the bene�cial e�ect of using all the available source domains for inference. In

Table 5.8 I present results obtained from successively adding source domains to my ensemble, for the O�ce-

home dataset. I also include single best performance as a baseline, representing the highest target accuracy

obtained across source domains. The rows of the table correspond to the four MUDA problems considered

for O�ce-home, while the columns correspond to the number of source domains considered in ensembling.

For example, theACP ! R task with 2 sources considers the problemAC ! R. Similar to Figures 5.3

and 5.7, I observe that ensembling is superior to single best performance on all tasks. Additionally, my

mixing strategy proves to be robust with respect to negative transfer, as adding new domains is always

bene�cial to the reported performance.

Method Single best First src. domain First 2 src. domains All 3 src. domains
ACP ! R 81.1 81.2 82.3 83.7
ACR ! P 83.1 77.1 77.9 83.3
APR ! C 59.2 58.3 60.1 60.9
PCR ! A 67.2 67.3 67.6 68.2

Table 5.8: Performance analysis when source domains are introduced sequentially.

I investigate the representation quality of the GMM distribution as a surrogate for the source distribu-

tion. Note that having GMMs that are good approximation of the source latent features is crucial for my

approach. In Figure 5.8, I present visualized data representations for the estimated GMMs and the source

domain distributions for theImage-clefdataset. I note that for both source domains, their latent space

distributions after pretraining are multi-modal distributions with 12 modes, each corresponding to one

class. This observation con�rms that I can approximate the source domain distribution with a GMM with

12 modes. I also note that for both source domains the estimated GMM distribution o�ers a close approx-

imation of the original source distribution. This experiment empirically validates that the third term in

Eq. 4 is small in practice and I can use these as intermediate cross-domain distributions.

I additionally analyze the latent source approximation used for adaptation, and compare it to the sce-

nario when �ne tuning the model on the source domain can be done after adaptation starts. I present these
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