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Abstract

Sound source localization algorithms have a long research history in the field of digital signal
processing. Many common applications like intelligent personal assistants, teleconferencing
systems and methods for technical diagnosis in acoustics require an accurate localization of
sound sources in the environment. However, dynamic environments entail a particular chal-
lenge for these systems. For instance, voice controlled smart home applications, where the
speaker, as well as potential noise sources, are moving within the room, are a typical exam-
ple of dynamic environments. Classical sound source localization systems only have limited
capabilities to deal with dynamic acoustic scenarios. In this thesis, three novel approaches
to sound source localization that extend existing classical methods will be presented.

The first system is proposed in the context of audiovisual source localization. Determining
the position of sound sources in adverse acoustic conditions can be improved by including
visual information obtained using cameras. For instance, computer vision methods like face
detection allow us to obtain additional information about the position of a speaker. The
system proposed in this thesis introduces a novel weighting function, which allows to weight
acoustic and visual sensor information according to their reliability. In the case of prominent
acoustic disturbances, the system would prefer the visual modality, whereas, for instance, in
rooms with bad lighting conditions, the focus will be set on the acoustic modality.

The second contribution of this thesis focuses on sound source localization in the domain of
robotics. Starting from psychoacoustic evidence that human listeners utilize head movements
to refine localization of sounds, a closed-loop feedback control system inspired by these
findings is presented. Subsequently, this system is extended to mobile robotic agents, which
can perform rotational, as well as translatory movements to explore their environment.
This ultimately yields an active exploration framework proposed for the challenging task
of acoustic simultaneous localization and mapping.

In the last part of this thesis, an algorithm for determining the direct sound direction-
of-arrival of a sound source in reverberant environments is introduced. This framework
is based on the causal relationship between the incoming direct sound and corresponding

reflections, according to the physical sound propagation laws. Mathematically, this can



be captured via causal models, which enable a causal analysis of the microphone signals,
aiming at determining the direct sound components. This yields an improved sound source

localization performance in challenging acoustic environments with large reverberation time.

VI



Kurzfassung

Algorithmen zur Schallquellenlokalisation blicken auf eine lange Forschungsgeschichte im
Bereich der digitalen Signalverarbeitung zuriick. Viele heutzutage alltdgliche Anwendungen
wie Sprachassistenten, Telefonkonferenzsysteme und Verfahren zur technischen Diagnose in
der Akustik sind auf eine effiziente Lokalisation der umgebenden Schallquellen angewie-
sen. Insbesondere dynamisch veréanderliche Umgebungen stellen derartige Systeme vor grofie
Herausforderungen. Ein Beispiel hierfiir sind Sprachsteuerungssysteme in Smart Home An-
wendungen, bei denen sich der Sprecher und eventuelle Storschallquellen im Raum bewegen.
Klassische Systeme konnen hier nur sehr eingeschrinkt auf Anderungen in der Umgebung
reagieren. In dieser Arbeit werden drei neuartige Ansétze zur Schallquellenlokalisation vorge-
stellt, die als Erweiterungen zu bestehenden klassischen Systemen aufgefasst werden koénnen.

Das erste dieser Systeme ist im Bereich der audiovisuellen Lokalisation von Schallquellen
angesiedelt. Durch die Hinzunahme visueller Informationen, die mit Hilfe einer Kamera auf-
gezeichnet werden, ist es moglich, die Ortung von Schallquellen insbesondere in akustisch
stark gestorten Umgebungen zu verbessern. Hierbei werden beispielsweise Methoden zur Ge-
sichtsdetektion in Videoaufnahmen genutzt, die zusédtzliche Anhaltspunkte iiber die Position
eines Sprechers im Raum liefern konnen. Das in dieser Arbeit vorgestellte System verwendet
eine neuartige Gewichtsfunktion, die es erlaubt akustische und visuelle Informationen ent-
sprechend ihrer Zuverléssigkeit zu gewichten. Beispielsweise wird bei lauten Nebengerduschen
die Gewichtung vornehmlich auf die visuellen Daten gelegt, wohingegen bei sehr schlechten

Lichtverhiltnissen das akustische Signal fiir die Schallquellenlokalisation bevorzugt wird.

Der zweite Teil dieser Arbeit beschéftigt sich mit der Anwendung von Verfahren zur Schall-
quellenlokalisation im Bereich der Robotik. Ausgehend von der psychoakustischen Erkennt-
nis, dass menschliche Horer Kopfbewegungen nutzen um die Ortung von Schallquellen zu
verbessern, wird zunéchst ein System vorgestellt mit welchem dieses Verhalten in Form eines
Regelkreises nachgebildet werden kann. Anschlieflend wird ein darauf aufbauendes Verfahren
der aktiven Lokalisation fiir mobile Roboter eingefiihrt, das neben reinen Rotationsbewe-
gungen des Kopfes auch die Bewegung des Roboters im Raum mit beriicksichtigt. Hieraus

wird dann ein Algorithmus abgeleitet, welcher die vollstandige Kartierung der umgebenden
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Schallquellen und Selbstlokalisation eines mit akustischen Sensoren ausgestatteten mobilen
Roboters im Raum ermoglicht.

Im letzten Teil dieser Arbeit wird ein Algorithmus zur Bestimmung der Einfallsrichtung
des Direktschalls einer Schallquelle in Umgebungen mit Nachhall eingefiihrt. Dieses Verfah-
ren basiert auf der Annahme, dass aufgrund der physikalischen Wirkprinzipien der Schall-
ausbreitung ein zeitlicher Kausalzusammenhang zwischen dem Eintreffen des Direktschalls
und der zugehorigen Reflektionen am Mikrofon besteht. Dieser Umstand ldsst sich mathe-
matisch mit Hilfe von kausalen Modellen darstellen. Hierdurch wird eine Kausalitdtsanalyse
der am Mikrofon aufgezeichneten Signale ermoglicht, wodurch sich die Direktschallanteile
bestimmen lassen. Hierdurch wird die nachfolgende Schallquellenlokalisation insbesondere in

Umgebungen mit starkem Nachhall verbessert.
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1 Introduction

Sound source localization (SSL) is a widely and actively investigated research topic in the
domain of digital signal processing. The development of algorithms that enable a technical
system to precisely localize sound sources, especially in adverse acoustic environments, is a
task that is challenging even for humans [1]. SSL systems are required for many technical
applications, e.g. speech enhancement [2], teleconferencing and smart rooms [3, 4], as well
as speaker diarization [5, 6, 7]. The classical approaches to SSL have been continuously ex-
tended and improved by incorporating algorithms and techniques from a variety of scientific
areas. In the main part of this thesis, novel approaches to SSL will be introduced, which
extend classical SSL algorithms by incorporating ideas from the areas of audiovisual signal
processing, robotics and causal models. A graphical overview of how this thesis is structured
is depicted in Fig. 1.1. The developed methods focus on a cognitive modeling approach,
which aims at building computational models that mimic cognitive processes to solve spe-
cific tasks [8]. Exemplary cognitive processes that have been subject to cognitive modeling
research are decision-making [9], instance-based learning [10] and causal learning [11]. A
prominent means to develop cognitive models with computational frameworks is the theory
of dynamical systems [12]. Dynamical systems allow for the expression of cognitive processes
via abstract models with internal dynamics. Furthermore, external inputs and observations,
which, in a technical setting, would comprise control signals and acquired sensor data, can
also be included into a dynamical system representation. The frameworks described in this
thesis make extensive use of the dynamical systems paradigm, mainly focusing on stochastic
models that explicitly incorporate noise characteristics and allow us to derive measures of
model uncertainty. This is of particular importance when tackling technical applications like

SSL, as sensor data and technical processes are always affected by noise.

The first novel approach to SSL, proposed in Chap. 2 of this thesis, is rooted in the domain
of audiovisual signal processing. The augmentation of acoustic signal processing approaches
with additional visual information has recently gained interest in many applications. For
SSL, the combination of audio and video data is a somewhat natural approach, as e.g. hu-

mans also rely on both senses to localize entities in their environment that produce sounds.



1 Introduction

Robot Audition
[Chapter 3]

Audiovisual Localizatio Causal Models
[Chapter 2] [Chapter 4]

Figure 1.1: Graphical overview of the core topics addressed in this thesis.

An interesting aspect of this process is how acoustic and visual information is fused to yield
reliable estimates of sound source locations. In the technical domain, this is of great impor-
tance, as microphones and cameras are both affected by noise and other forms of disturbances
like reverberation, changing lighting conditions and visual occlusions. Additionally, a sound
source of interest, e.g. a speaking person, might move around in the environment, potentially
leaving the camera’s field of view (FOV). An audiovisual SSL system must take these factors
into account and perform appropriate audiovisual fusion even if the reliability of individual
sensors changes over time. Therefore, the framework proposed in this thesis utilizes a dy-
namical system-based model of the audiovisual SSL process and extends it with dynamic
stream weights. These are weighting factors that balance the contribution of acoustic and
visual inputs to the sound source location estimate. A similar approach has been proposed
previously in the context of audiovisual automatic speech recognition (ASR) [13, 14], where
dynamic stream weights (DSWs) have been used in conjunction with hidden Markov mod-
els (HMMs) that share some similarities with dynamical systems. However, a particular
challenge that has to be addressed in this framework is, how DSWs can be estimated from
available sensor information. Therefore, two distinct approaches to tackle this problem are
also introduced in this thesis.

Subsequently, Chap. 3 is concerned with a different approach to SSL, focusing on the do-
main of robot audition [15]. The main research question addressed here is, how localization

can benefit from mobile acoustic sensors. A typical setup is a dummy head or a microphone



array mounted on a mobile robotic platform. In contrast to microphones in a fixed position,
a mobile acoustic sensor can be utilized to actively localize a sound source of interest. Viable
strategies for active SSL are, e.g., moving closer to a sound source in noisy or reverberant
environments to increase the signal-to-noise ratio (SNR). Additionally, moving along trajec-
tories perpendicular to the source allows to refine the location estimate via triangulation. In
this thesis, three frameworks for robot audition are proposed that gradually extend the chal-
lenge of finding appropriate motion trajectories to scenarios with increasing difficulty. The
first framework considers a binaural dummy head capable of performing rotational move-
ments. This setup is inspired by human perception of sound location, where rotations of
the head contribute to the SSL process [16]. Obtaining trajectories for rotating the head is
tackled as a control problem, where the dummy head is modeled as a dynamical system with
closed-loop feedback. Subsequently, this framework is extended to a mobile robotic agent,
which is capable of performing translatory and rotational movements. This allows the agent
to actively explore its environment, which requires a specific control strategy for closing the
feedback loop. A controller based on the Monte Carlo exploration (MCE) approach [17,
Chap. 17] is proposed in this thesis. Lastly, active SSL is extended to the problem of acous-
tic simultaneous localization and mapping (SLAM) [18], which describes the process of a
robotic agent to estimate a map of all surrounding sound sources, while simultaneously esti-
mating its own position within this map. Based on the findings obtained in the two previous
scenarios, a controller capable of handling the full acoustic SLAM problem is proposed in
the last part of Chap. 3.

In Chap 4, the notion of causality is used to derive efficient algorithms for tackling SSL
tasks in highly reverberant environments. Causal models express beliefs about cause-effect
relationships in the process under investigation. Considering SSL in reverberant environ-
ments, the physical laws of sound propagation provide a means to express causal relation-
ships by focusing on the unique structure of room impulse responses (RIRs). If a sound
source and the receiving microphone both share a line-of-sight, the direct sound generally
arrives at the microphone before the corresponding reflections due to its shorter propagation
path. Hence, this temporal causal relationship can be exploited to construct a causal model
that allows us to analyze recorded microphone signals for distinguishing the direct sound
component from the reflections. The proposed framework utilizes the Granger causality test
(GCT), a statistical test for analyzing temporal causality in time series, originally proposed
in the context of economics [19]. The computational system introduced in this thesis is
applied to SSL using spherical microphone arrays, where the introduction of causal analysis

proves to be a promising extension for existing state-of-the-art methods.



1 Introduction

In the remainder of this chapter, the fundamental concepts and methods that are used
in this thesis will be introduced. First, a general introduction to sound source localization
approaches will be given, followed by an overview on machine learning method used in this
thesis. Additionally, the general theory of dynamical systems will be explained, including
a short introduction to stochastic state-space models. Finally, this chapter is concluded
by introducing the basic frameworks for probabilistic inference and learning in stochastic

dynamical systems, most notably the Kalman filter (KF) and its extensions.

1.1 Sound source localization

Many computational models for SSL have been proposed during the past decades. Some
of them are inspired by the biological mechanisms of SSL in mammals, aiming at a deeper
understanding of human hearing and psychoacoustic effects [1]. Others follow a purely
signal-processing-based approach to enable SSL in specific technical applications. A brief
overview on the relationship between human hearing, biologically inspired SSL models and
state-of-the-art SSL algorithms, which are relevant throughout the course of this thesis, will

be given in the following.

1.1.1 Localization of sounds by human listeners

The human auditory system has a remarkable ability to localize sounds, even in challenging
acoustic environments. This is achieved by a variety of complex mechanisms in the auditory
pathway, which is schematically depicted in Fig. 1.2. From a general viewpoint, SSL aims
at determining the three-dimensional positions of sound sources in the environment. From
the viewpoint of the listener (or an acoustic sensor in technical applications), each sound
source position can be defined by a horizontal angle (azimuth), a vertical angle (elevation)
and the distance to the source. In dynamic environments with moving sound sources, their
velocity can be considered as a fourth parameter, which allows to not only localize but also
track source positions over time.

SSL in human listeners begins with sound waves propagating from the source to the
outer ears, which consist of the pinnae and the external ear canals. The human pinna
has a characteristic shape, which introduces a frequency-dependent filtering effect on the
incoming sound waves [20]. This supports vertical sound localization, e.g determining if a
sound arrives from above or below the listener’s head [1, Chap. 4]. The filtering effect can
be represented via head-related transfer functions (HRTFs), which allow a detailed analysis

of the pinna filtering characteristics from a technical perspective. HRTF's are obtained by
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Figure 1.2: Overview of the human auditory pathway, where all relevant parts are highlighted
in blue. The pathway starts at the cochlea within the cochlear nucleus (1), subse-
quently propagating to the superior olivary complex (2) and lateral lemniscus (3)
in the brainstem, going further to the inferior colliculus (4) in the midbrain and
ending in the auditory cortex (5). (This image by the Two!Ears consortium
(www.twoears.eu) is licensed under CC BY 4.0)

recording corresponding impulse responses, termed head-related impulse responses (HRIRs),
between a loudspeaker emitting an acoustic stimulus and a microphone placed in the ear
canal in free-field conditions. This is achieved by conducting the recordings in an anechoic
chamber. HRTFs can be obtained for human listeners, as well as for acoustic dummy heads

that resemble the physiology of the human outer ear [21].

After sound waves have reached the pinnae, they are propagated through the ear canal to
the middle ear. The middle ear contains the ear drum and three small bones called ossicles,
which transfer the vibrations of the eardrum caused by the incoming sound waves further
to the inner ear. The tympanic cavity encloses the middle ear within the tympani bone
and is connected with the nasal cavity via the Eustachian tube. This allows for pressure

equalization between the middle ear and the throat. The inner ear comprises the cochlea,
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a spiral-shaped cavity filled with fluid. Integral parts of the cochlea are the organ of Corti
and the basilar membrane, which enable the neural transduction of mechanical excitations
in the cochlea. This is achieved via sensory cells in the organ of Corti, the hair cells, which,

through mechanotransduction, induce action potentials in the auditory nerve.

Subsequent processing stages are the cochlear nucleus and the superior olivary complex.
The latter is of significant importance to SSL, as it forms two fundamental acoustic cues, in-
teraural time differences (ITDs) and interaural level differences (ILDs), which are prominent
cues for determining the azimuth of a sound [22, Chap. 5]. These cues are then combined
with other sensory information in the inferior colliculus, yielding a multimodal integration.
This is where the main processing regarding spatial localization is conducted. It should
be noted that the neurophysiology of hearing is still an area of active research, as not all

mechanisms in the brain related to spatial localization have been fully understood yet.

1.1.2 Computational frameworks for sound source localization

In contrast to human SSL and methods that utilize a binaural dummy head, many practical
algorithms rely on microphone arrays as acoustic sensors. These devices provide a compact
framework, which can be easily integrated into technical products, e.g. smartphones or smart
speakers. Additionally, microphone arrays comprise an arbitrary number of microphones.
However, due to the geometric and constructional properties, they do usually not produce
any significant level differences between the individual microphone pairs. Hence, algorithms
developed for these sensors nearly exclusively rely on the notion of time-difference of arrival
(TDOA), which is the respective equivalent to ITDs in the multi-microphone case. For
notational convenience, the basic TDOA-based SSL methods relevant in this thesis will be
introduced in the following for the special case of two microphones. It should be noted that
the presented methods can be easily extended to support array configurations with more

than two microphones.

Many TDOA-based methods use an short-time Fourier transform (STFT) representation
of the signals captured at the microphones. Let
h I
Lif = Tief Toif (1.1)

denote the STFT of the microphone signals z;,; € C and x5,y € C at time frame ¢ and

frequency bin f. By assuming a noisy and reverberant environment with /N sound sources,
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the signal model associated with the microphone signals in Eq. (1.1) can be expressed as

X (n)
Ty = df(Tn)Stf + 1y, (1.2)
n=1
where h i T
di(ta) = 1 e %mim (1.3)

is the steering vector corresponding to the n-th sound source, sgﬁ) denotes the STF'T of the
undistorted signal emitted by source n, 7,, is the TDOA depending on the spatial location of
the sound source and m;; models residual noise and reverberation [23]. The multiplicative
transfer function approximation [24] is assumed to be valid here. The signal model introduced
in Eq. (1.2) can be exploited for SSL, by first estimating the TDOA associated with each
sound source and subsequently match these TDOAs with the respective source positions by
taking into account the geometry of the microphone array.

A popular means to estimate TDOAs from noisy microphone signals is the local angular
spectrum [25], denoted as p;¢(7). A variety of methods, considering different forms of p;s(7)
have been proposed, which typically exploit specific properties of the spatial covariance
matrix ®ux 1f = E{xpx))}.

A widely used approach to angular spectrum-based TDOA estimation is the generalized
cross-correlation with phase transform (GCC-PHAT) [25]. It relies on the assumption that
the direct sound of at most one source is dominant in each time-frequency bin. The GCC-
PHAT local angular spectrum is defined as

peC(r) = LIS e_wc” (1.4)
[P t7]1,2]

A

where [®y« 7|12 denotes the element from the first row and second column of the estimated
spatial covariance matrix. Based on the signal model introduced in Eqs. (1.2) and (1.3),
it can be verified that the term [@XX 7tf]172/|[<i>xx tf]12| corresponds to the phase difference
between the two microphone channels if the noise term in Eq. (1.2) is neglected. Hence, if
this phase difference exactly matches 27 f7, the GCC-PHAT-based local angular spectrum
in Eq. (1.4) will take a maximum value.

Another realization of the local angular spectrum is the multiple signal classification (MU-
SIC) approach [26], which decomposes the observed signal into a signal and a noise subspace.
Similar to GCC-PHAT, MUSIC, in its most basic form, also assumes at most one dominant

source in each time-frequency bin. However, in MUSIC, this assumption is exploited via



1 Introduction

subspace analysis. Therefore, a principal component analysis (PCA) is performed on the
estimated spatial covariance matrix. The principal component vy;s associated with the
smallest eigenvalue is obtained, which corresponds to the noise subspace encoded in the

spatial covariance matrix. Hence, expressing the local angular spectrum as

1

25 ) = g P (1)
yields large values if the TDOA corresponds to the direction of a sound source, as the steering
vector should primarily dominate the signal subspace in this case. As the signal and noise
subspaces are orthogonal, which is ensured by the PCA, the product d;(7)" vy, is close
to zero. It should be noted that extended variants of MUSIC have been proposed, which

consider more than one dominant source within a single time-frequency bin, see e.g. [27].
Finally, obtaining TDOA estimates from local angular spectra is typically conducted via
integration across time and frequency to obtain the angular spectrum. By exploiting the

local angular MUSIC spectrum, the result can be expressed as

XX MUSIC
p(7) = prp o (7), (1.6)
t=1 f=1

where T" and F' denote the number of time and frequency bins, respectively. TDOAs can
be obtained by locating the peaks of the function in Eq. (1.6). In the basic case of a single
sound source, this would correspond to 7 = argmax p(7). It is important to note that the
computations involved in determining p(7) in Eq. T(1.6) can be performed block-wise, where
the acquired microphone signals are divided into subsequent blocks of equal length. This
allows us to utilize the algorithms introduced here in an online fashion, which is important
for e.g. tracking applications considered in this thesis.

Instantaneous estimates of the source direction-of-arrivals (DoAs) can finally be obtained
using the estimated TDOAs. Many approaches to accomplish this task have been proposed,
which usually take into account the geometry of the utilized microphone array. A detailed
discussion of these methods is beyond the scope of this thesis. For a thorough introduction

to this topic, the reader is referred to [28].

1.1.3 Performance metrics

This thesis covers several experimental studies to assess localization performance. In all of

these studies, the estimated source locations will either be expressed as DoAs comprising az-
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imuth and elevation (the latter only in Chap. 4) or as two-dimensional positions in Cartesian

space.

To assess the accuracy of estimated azimuth angles, an evaluation metric that incorporates
the circular nature of this quantity must be utilized. Hence, the circular root mean square

error (RMSE) v

¥ 1 X 2
RMSE = F L min O — br + 27l (1.7)

K o1 l€[—o0, 00

is employed as an evaluation metric [29], where oy is the estimated azimuth at the k-th time
step, ¢ is the corresponding ground-truth azimuth angle and K is the total number of time
steps in an evaluation sequence. For assessing the accuracy with respect to the estimated

elevation angle, the conventional RMSE is used.

Some experimental studies conducted in Chap. 3 of this thesis focus on localizing sound
sources in two-dimensional Cartesian space. Therefore, localization accuracy is determined

as the RMSE in Cartesian coordinates

1 X

<

RMSE = |Zsk — s kll3: (1.8)

k=1

where &g, € R? denotes the estimated Cartesian sound source position and Tsk € R? is the

corresponding ground-truth position.

Additional evaluation metrics are considered for experiments concerning multi-source lo-
calization in the context of acoustic SLAM. During each simulation, a source is assumed to
be detected when the estimated Cartesian position lies within a specified radius around the
corresponding ground-truth position. Localization performance is assessed based on gross
accuracy Ap, and fine-error Ey ¢ similar to [30], where gross accuracy is defined as the per-
centage of detected sources and fine error measures the localization RMSE for all detected
sources during a simulation. Additionally, the Fj score is reported to reflect the effects of
false positive source detections. For evaluating full SLAM performance, translational (Ep ;)
and rotational (Ep,) pose errors are obtained. The translational pose error is defined as the
RMSE between the estimated motion trajectory of the robot in two-dimensional space and
the true trajectory. Similarly, the rotational pose error corresponds to the circular RMSE

between robot’s estimated heading direction and the true heading direction.
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1.2 Machine learning

Machine learning belongs to the broader field of artificial intelligence and focuses on learn-
ing computational models for specific tasks entirely from data. This stands in contrast to
rule-based approaches, which have a longer history in the context of artificial intelligence
research, but require explicit instructions programmed into the model to operate. From
a general viewpoint, machine learning can be divided into three distinct areas of research,
namely supervised learning, unsupervised learning and reinforcement learning [31, Chap. 5].
However, specialized methods that can be categorized within more than one of these areas
exist but will not be covered in this thesis.

Supervised learning algorithms focus on obtaining a model with the ability to make pre-
dictions from available data. Therefore, the model has to be trained based on examples
from a training dataset. Such a dataset comprises pairs of features, serving as an input
to the model, and labels or target values, which correspond to the expected output of the
model. The actual training aims at finding model parameters that minimize a specific loss
function. This loss function is chosen to comply with the task that should be accomplished.
An important requirement of the training process is that the model should provide good
generalization capabilities. Generalization describes the ability to yield valid predictions on
previously unseen test data. Two important phenomena in this regard are overfitting and
underfitting, which both lead to undesired behavior of the model. Overfitting often occurs
for models with a complex structure, which tend to memorize irrelevant aspects of the train-
ing data. This leads to insufficient prediction performance on unseen data. In contrast,
underfitting is caused if the representational capabilities of the model are too limited and
hence complex structures in the data cannot be captured appropriately. In practice, these
phenomena are countered by using a third dataset, termed validation or development set,
that is neither part of the training nor test data. During training, the model performance
is frequently assessed on the validation set to test for potential over- or underfitting and
initiate appropriate measures if this is the case.

Unsupervised learning aims at finding interesting structures or patterns in a dataset,
without explicitly considering label information. A prominent unsupervised learning task
is finding an approximation of the probability distribution that generated a dataset. Many
classical approaches utilizing statistical models have been developed for this task. Recently,
the advent of modern deep learning methods have extended these approaches towards more
powerful representations using, e.g., variational autoencoders [32]. Additionally, the process
of clustering is a second popular application related to unsupervised learning, which focuses

on structuring a dataset by grouping similar data points into dedicated clusters.

10
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Reinforcement learning (RL) is the third major category in the general field of machine
learning algorithms. In contrast to supervised and unsupervised methods, RL does not
operate on a fixed dataset, but learns through interaction with the environment. A notable
example for RL is robotics, where mobile robotic agents learn to master certain tasks through
trial and error. RL algorithms are not explicitly considered in this thesis. Hence, for a
thorough introduction on this topic, the reader is referred to [33].

The methods and algorithms discussed in this thesis primarily rely on supervised learning
methods, with some minor exceptions utilizing algorithms from the domain of unsupervised

learning. A general overview of the methods used in this thesis will be given in the following.

1.2.1 Linear regression

Linear regression is a basic supervised learning algorithm, which is used to train a linear
model for solving a regression problem. This problem describes the process of using an

input data point x; € R”* to predict a scalar output value y; € R via a model

yi = meia (19)
where w € RP* denotes a vector of weights and §; € R is the predicted output value. A
labeled dataset D = {x;, y;}Y, comprises N pairs of input and output data points, which
can be used for learning the weights w. Therefore, the input data points are arranged as a
matrix h io
Xtrain: xry -+ XN GRNXDxa
denoted as the design matrix. Similarly, the corresponding output values are expressed as a
vector h i
N
ytrain: Yyt - YN GR .

A loss function that is commonly used for linear regression is the mean squared error (MSE)

1.
‘CMSE(w) = NHytrain - ytrainH% (110)

between the output values predicted by the model ¥,,,;, and the corresponding target val-
Ues Y from the training set. The required model parameters that minimize this loss
function can be obtained by computing the gradient of Eq. (1.10) and setting the result to

Zero:

1. . 1
vWNHytrain - ytrain”% - VWNHXtrainw - ytrain”% =0 (111)

11
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Solving Eq. (1.11) for w yields the well-known solution for the linear regression problem

—1
Xoain Xy (1.12)

trainytrain .

w= X ;Eain
For a detailed derivation of this result, please refer to e.g. [31, Chap. 5]. It should be noted
that the model introduced in Eq. (1.9) and the corresponding solution in Eq. (1.12) describe
the most basic form of a linear regression problem. More sophisticated variants of this model,
including, e.g., an additional intercept term or explicit regularization, have been developed
and are widely used in many applications. However, specific details of these extensions are

beyond the scope of this thesis and will not be discussed in this introductory chapter.

1.2.2 Neural networks

Neural networks comprise a broad class of machine learning models that, in the most basic

case, exploit a nonlinear mapping
Yy, = NeuralNet (x;) (1.13)

from an input data point x; € RP* to an output data point g, € R, depending on
the model parameters 8. The specific form of Eq. (1.13) describes a memoryless neural
network, e.g. a multilayer perceptron (MLP), represented by a nonlinear mapping function
NeuralNet (-). The term MLP stems from the fact that the mapping function is composed
of individual, interconnected layers, where the first layer is denoted as the input layer, the
last layer is called the output layer and all remaining layers in between are termed hidden
layers. Each layer comprises a set of units or neurons, whose function is loosely inspired
by biological neural networks. Each neuron takes a weighted sum of the outputs from all
neurons in the previous layer as input and passes this through a nonlinear activation function.
Additionally, an offset can be added to the weighted sum via a so-called bias term. As the
flow of information is strictly constrained from input to output, these networks are called
feedforward neural networks. Other network architectures, most notably recurrent neural
networks that omit this constraint, exist, but are not considered in this thesis.

An example of a simple MLP is shown in Fig. 1.3. This figure illustrates the basic elements
required to construct such a network, namely weights ™ bias terms bg-n) and activation

i
functions a](”) in each of the n = 1, ..., N layers. Weights and bias values are trainable

1 2 1
() ) B0,

model parameters 8 = {wy, ..., w; ..., b}, The employed activation functions

are a property of the model and must be defined before the training process is initiated.

12
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T

b

Figure 1.3: Example of a simple feedforward neural network with one hidden layer. The
input layer has two neurons, the hidden layer comprises three neurons, followed
by a single output neuron. The network weights wg.L) describe the strength of
the connection from the i-th neuron in the previous layer to the j-th neuron in
layer n. A bias term bg-n) is also attached to each neuron. The activation function

of the j-th neuron in the n-th layer is represented via aj(n).

Exceptions exist in form of parametric activation functions [34], which will, however, not be
covered in this thesis. The network shown in the example has a single hidden layer, which
is the most basic form of an MLP. Adding multiple hidden layers to the network allows to
construct deep neural networks (DNNs), which have gained tremendous success throughout

many machine learning disciplines over the past years [35].

Training neural networks via gradient descent. Neural network training is typically con-
ducted via gradient-based approaches, most notably stochastic gradient descent (SGD) and
variants thereof. The gradient is computed for a specific loss function £(0) that depends
on the application. Widely-used loss functions are e.g. the cross-entropy loss for classi-
fication and the MSE loss for regression tasks. During training, the technique of back-
propagation [36] is utilized to compute the gradient with respect to the network parameters.

The mathematical framework of back-propagation is largely based on the chain rule and can

13
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be computed efficiently on modern hardware, cf. [31, Chap. 6] for details. Given a labeled
dataset D = {x;, y,},, the general approach is to propagate the data point at the network
input x; through all hidden layers to obtain an output y,, which is called the forward-pass.
The output of the network is then evaluated against the expected target output from the
training dataset y, and the resulting cost or error is computed via the loss function. Finally,
this error is back-propagated through the network, denoted as the backward-pass, to obtain

the gradient. This enables an update of the network parameters
0+ 6—nV L(O), (1.14)

along the direction of steepest descent defined by the gradient, where 7 is the learning rate.
In practice, gradient computation and parameter update are usually performed using mini-
batches, which denote small subsets of the training data, containing only a few samples.
This allows to train networks on large datasets, which do not fit into physical memory.
Additionally, several extensions of the conventional gradient update rule in Eq. (1.14) have
been proposed, aiming at providing more accurate estimates of the gradient. A notable
example is the Adam algorithm [37], which was developed as a means to efficiently handle

large problems in terms of data and model complexity.

1.2.3 Gaussian mixture models

Gaussian mixture models (GMMs) belong to the class of probabilistic mixture models which
can approximate generative distributions using a set of unlabeled data points. Hence, a
GMM is considered as an unsupervised learning technique. Given a data point x; € RPx,
the probability density function (PDF) of a GMM with M mixture components can be
expressed by
X1
p(xi|0) = TN (@], Zn) (1.15)

m=1
P
where 7, denote the mixture weights required to obey the constraint 7]\7{:1 Tm = 1, and

1 N 0
Nmi m,Em :p:exp — —\L; — mTZ;ll T; — K,
(1l B ) = P = 51— )5 )
is a multivariate Gaussian distribution with mean p,,, and covariance matrix ¥,,. The GMM
parameters in Eq. (1.15) are therefore summarized as 6 = {m,,, W,,, Zm }_;. A powerful
feature of the GMM is the fact that, given a sufficiently large number of mixture components,

it is capable of approximating any PDF [38]. However, in practice this ability is limited by

14
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the sample size and available memory. Besides density approximation, GMMs can also be
applied to the task of clustering, which will be the primary application of how GMMs are
used in this thesis. After a GMM has been fitted to the available data, the probability

TN (T | s Eim)
1 TN (T | Ho; Sno)

(1.16)

’Yim =T M
mO=
which is commonly described as the responsibility, can be computed for a given data point ;.
Eq. (1.16) describes the posterior probability that the i-th data point belongs to the m-th

mixture component or cluster.

Model fitting via expectation maximization. Fitting the model in Eq. (1.15) to a set of
data points D = {x;} | requires us to estimate the parameters 8. This is most commonly
done via maximum likelihood (ML) estimation using the expectation maximization (EM)
algorithm [39]. EM is an iterative process, which aims at maximizing an auxiliary function
that represents the complete data log-likelihood via two alternating steps. In the E-step (the
expectation step), the responsibilities given in Eq. (1.16) are updated using the current esti-
mate of the model parameters. Subsequently, the M-step (the maximization step) performs

an update of the parameters, according to

P N

T e

», = i=1 fYZm(l'lﬁp — wl)(l"'m — wi)T’
1 X

Tm = N i:1 Yim -

The EM iterations are repeated until convergence, which is assumed if the relative change
of the model parameters between two steps becomes sufficiently small. It should be noted
that the underlying optimization problem is non-convex [40, Chap. 11]. Hence, the quality
of the estimated model depends on the chosen starting parameters, which has to be taken

into account when fitting a GMM.

1.3 Dynamical systems and state-space models

This thesis will make extensive use of specific variants of probabilistic graphical models

(PGMs) [41]. All dynamic models utilized throughout the remaining chapters are based on
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the theory of dynamical systems [42, 40] in general and the paradigm of state space models
in particular. The notation associated with these models is introduced in the following. Let
x;, € RPx denote the state of a system at discrete time step k and let u;, € R further denote
a control input. With the additional notion of an observation represented by y, € R™, a

generic discrete-time dynamical system is defined as

Ty = .f(mk’—la U, vk’)a (117)
Y, = h(xy, wy), (1.18)

where f(-) denotes the transition function with system noise vy and h(-) is the observation
function with observation noise wy. Eqgs. (1.17) and (1.18) represent the most general form

of a discrete-time dynamical system.

Given sequences of states Xp.x = {0, ..., Tk}, control inputs Uy.x = {uy, ..., ug} and
observations Vi.x = {yy, ..., Yx}, the joint distribution of the dynamical system can be
expressed as

Y
p(Xo.x, Ui, Vi) = p(To)  p(xk [ Tp—1, ur)p(yy | 2h), (1.19)
k=1

where the probability p(xg) models the distribution over the initial state and the conditional
probabilities p(xy | xx—_1, ux) and p(y, | ) are denoted as the state transition probability
and the observation probability, respectively [17, Chap. 2]. The expression given in Eq. (1.19)
states that the current state x, only depends on its immediate predecessor. Hence, the
dynamical system obeys the first-order Markov property, which is illustrated in Fig. 1.4,
where the general PGM form of Eq. (1.19) is depicted. It should be noted that the derivation
of practical algorithms involving dynamical systems requires further specification of the
general model introduced in Egs. (1.17) and (1.18). Therefore, the transition and observation
functions with their corresponding noise terms need to be determined. In this thesis, a well-
known special case of the dynamical system, namely, the Gaussian dynamical system will

be utilized and hence be described in more detail in the following section.

1.3.1 Gaussian dynamical systems

The notion of a Gaussian dynamical system can be derived from the general model introduced

in the previous section by assuming that the transition and observation noise terms stem
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6%

Figure 1.4: Graphical model representation of a generic discrete-time dynamical system with
states xy, inputs u and observations y,. Shaded circles represent observed
variables, whereas blank circles correspond to latent random variables. Arrows
indicate statistical dependencies between variables.

from additive, zero-mean Gaussian distributions, according to

xp = f(Tr—1, up) + vp (1.20)
Yy = h(zy) + wy, (1.21)

with v, ~ N(0, Q) and w;, ~ N(0, R), where Q € RP**Px and R € R?»*Py denote
the transition noise covariance matrix and observation noise covariance matrix, respectively.
As the state transition and observation functions comprise arbitrary nonlinear functions,
the system described by Egs. (1.20) and (1.21) is termed a Gaussian nonlinear dynamical
system. By imposing a linearity constraint on both f(-) and h(-), the system equations can

be simplified to

L = AiL‘k_l + B’U,k + v, (122)
Y, = Cxy + wy, (1.23)

where A € RPx*Px is the transition matrix, B € RP”**Pu represents the input matrix and
C € RPy*Px is the observation matrix. The specific representation given in Egs. (1.22)
and (1.23) assumes that all model parameters are time-invariant, which will be the case for
all related models discussed in this thesis. For an introduction on linear dynamical systems
with time-variant parameters, cf. [40, Chap. 18]. Additionally, it should be noted that the
explicit incorporation of a control input can be omitted if it is not required. For Gaussian
nonlinear dynamical systems, the transition function f(xg_1, ux) in Eq. (1.20) would then
reduce to a function only depending on the state, whereas in the linear case, the input matrix

would simply be omitted.
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1.3.2 Inference

Inference in dynamical systems is concerned with recursively estimating the system state
from sequences of control inputs Uy, = {uy, ..., ur} and observations V1., = {yy, ..., Ui}
up to the current time step k. Specifically, the inference procedure aims at obtaining the

marginal state posterior. For systems with Gaussian noise terms, it can be expressed as
(k| Vik, Un) = N (i | T, Xi), (1.24)

where @5 and 3, denote the state posterior mean and state posterior covariance matrix,
respectively. A solution to obtain the PDF in Eq. (1.24) can be derived using the recursive
Bayesian estimation paradigm [17, Chap. 2|. It exploits the first-order Markov property
assumed for dynamical systems, which allows us to recursively update the marginal state
posterior via a state prediction step
Z
p(xy | Vik—1, Ure) = p(@®r | Tr—1, wr)p(Tr—1 | Vik—1, Urk—1)des_1, (1.25)

followed by a recursive state update step

p(xk | Vik, Unik) X p(yy | 1) p(xk | Visk—1, Unk) (1.26)

that incorporates prediction and current observation. The specific implementation of the
respective prediction and update cycle depends on the assumptions made for the underlying
dynamical system model. In this thesis, several inference frameworks will be used that will

be briefly covered in the following.

The Kalman filter algorithm. For linear dynamical systems with Gaussian noise, as de-
scribed in Egs. (1.22) and (1.23), analytic solutions for the prediction and update steps of
the recursive Bayesian estimation framework can be obtained. In this case, the PDFs in
Egs. (1.25) and (1.26) can be expressed as

p(xg | p—1, ur) = N(xp | Axp_1 + Buy, Q),
p(yk | xy) = N(yk | Cxy, R)7
pley | Vi, Uni), = N (x| &5, i),

which, when inserted into the respective prediction and update equations and solved for xy
and 3, yield the well-known KF algorithm [43] shown in Alg 1.
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Algorithm 1 Prediction and update steps of the Kalman filter.
1: function KfPredict (x;_1, i1, w, Q)

2: Tik—1 = AZp_1 + Buy,

3: 21@“@—1 =A% AT+ Q

4: return T, f)k|k_1

1: function KfUpdate (j_1, ﬁlm,l, Y, R)
20 Yp=Yp — Clrp

3 S, =C%y.C"+R

4 Kjp=3,C0"S;!

S} Ty = Tpp—1 + Ky,

60 XY= I-K,C S,

7: return x;, X,

The extended Kalman filter algorithm. Inference in nonlinear dynamical systems with
Gaussian noise, as described by Egs. (1.20) and (1.21), can not be handled by the standard
KF, as nonlinear transition and observation functions prevent obtaining analytic solutions
for the respective prediction and update functions. An approach to mitigate this problem is
to linearize these functions via a first-order Taylor expansion about the posterior mean state

from the previous time step and the predicted state mean, yielding

f(a:k_l, ’U,k) . < ~ f(ﬁSk_l, uk) + F(ﬁ:k_l)(azk_l — ik_1> (127)
k 1=Xk 1
and
h(zy) ) ~ h({UMk—l) + H (Zppp—1) (T — 1), (1.28)
Xk =Xkjk 1
where of( )
N Lp—1, U
Flx, )= ———
( g 1) 0Ty Xk 1=Xk 1
and Oh(zy)
. X
H<wk|k71) = %

0xy,  xy=x Kik 1
are the Jacobians of the transition and observation functions, respectively. For the conve-

nience of notation, the transition and observation Jacobians are written as F(&y_1) = F
and H (1) = H}. Hence, the corresponding PDFs in Eqgs. (1.25) and (1.26) can now be
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Algorithm 2 Prediction and update steps of the extended Kalman filter.
1: function EkfPredict (&4, ) ug, Q)

2: Zpp—1 = [(Tr—1, Up)

3: 2k|k—1 = F.3  FL+Q

4: return T, f)k|k_1

1: function EkfUpdate (2;-1, ﬁ]k“c,l, Y, R)
2: Y = Yp, — W(@pyp—1)

3 Sp=HXy Hi + R

4 K=y HLS*

S} Ty = Tpp—1 + Ky,

6: Np= I-K.Hy S

7 return x;, X,

expressed using the linearized model in Egs. (1.27) and (1.28), which yields

plxg | Tp_1, up) = N(x | f(@r_1, ug) + Fr(xp1 — 1), Q),
Py | k) = N(yp [ M(@rp—1) + Hi(xr — app—1), R),
p(@g | Yok, Uni), = N (x| &5, ).

An inference scheme similar to the standard KF can be derived by solving the recursive
Bayesian estimation equations with the linearized model. This results in the extended
Kalman filter (EKF) algorithm [44], which is outlined in Alg. 2.

The unscented Kalman filter algorithm. For specific practical applications, the EKF
suffers from an important limitation caused by the Taylor expansions. This linear approxi-
mation only holds if the underlying nonlinear function is locally linear around the expansion
point. If this is not the case and the uncertainty of the state estimate is high, the state
posterior can become inaccurate, cf. [17, Chap. 3]. To yield a better approximation of the
state posterior PDF for highly nonlinear models, the unscented Kalman filter (UKF) was
proposed in [45]. Instead of approximating the transition and observation functions through
a linear Taylor expansion, the UKF uses the unscented transform [46]. Herein, a set of
so-called sigma points are extracted from a Gaussian PDF, passed through a nonlinear func-

tion and used to approximate the resulting PDF again by a Gaussian distribution. Given
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1.3 Dynamical systems and state-space models

an arbitrary Gaussian distribution p(z) = N(x | p, ¥) with mean g € R” and covariance

RDXD

matrix X € and a nonlinear function y = g(x), the PDF p(y) can be approximated

via the unscented transform by determining a set of 2D + 1 sigma points

h [ n h I 0p
X= & - @op = p, pt+ WS

1=

n h i 0p
o= WE (1.29)
where v = /D + X and A = o?(D + k) — D, with scaling parameters o and » that determine
the spread of the sigma points around the mean. Subsequently, each sigma point &; is passed
through the nonlinear function, which gives y, = g(&;), ¢ = 0, ..., 2D. This yields an
approximation of the posterior PDF p(y) = N(y |, ;) by computing the corresponding

mean and covariance matrix as

%D
/"l’y = wlZ\/I@’L
=0
and
xb
Zy = w6(yz - y’y)(yz I‘l’y)Ta
=0
with specific weighting terms
wl = A
MU DX
A
0 _ 1 — 2
Wc D+ )\ + ( a” + B)?
i i 1
Wy = We = ———
M7 e 2D+ N

where [ is an additional hyperparameter. The UKF algorithm can be derived by simply
exchanging the Taylor linearization steps of the EKF with the unscented transform given in

Eq. (1.29), which results in the prediction and update steps outlined in Alg. 3.

The particle filter algorithm. The particle filter (PF) is a nonparametric implementation
of the recursive Bayesian estimation paradigm, which approximates the marginal state pos-
terior in Eq. (1.24) by directly using Monte Carlo sampling [17, Chap. 4]. This allows to
perform inference for the broader class of generic dynamical systems given in Egs. (1.17)
and (1.18), which do not obey the constraint of Gaussian noise terms. In particular, PFs are
able to approximate arbitrary PDFs, which makes them especially suitable for applications
dealing with multimodal, non-Gaussian state spaces using highly nonlinear models. Very

prominent applications in this context are, e.g. robotics and multi-target tracking, cf. [47].
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Algorithm 3 Prediction and update steps of the unscented Kalman filter.
1: function UkfPredict (@k_hl,qik_l, uy, Q)
n

- op, N hd— op
2: X1 = Zj_1 1+ v X1 — Tr_1— 7 21 .
N 1= K3 1=
3: Xl:—l = f(Xk_l, ’U,k)
. 2Dy i )
4 Tpp-1 = =g WXy
. ﬁ: _ 2Dx i %) ~ «(1) A T
=2 Mi—1 = =g We + (A — Tpp—1) (X2 — Zppp—r) " + Q
6: return '%k“f_l’ 2]€|]€_1
1: function UkfUpdate (21, Zkik_1, Ui, R) _
n hq— I Op, N hqg_ I Op,
2: Xpk-1 = @4, Trp-1+ 7 -1 . Tp1— 7 Vg1 .
N 1= N 1=
3: Vi = h(Xpjp-1)
. . 2Dy i (i)
4 U= i Wy

s Si= Db - g - u)" R

6 Sk B wh(R0 — w00 — 4T
7: K; = ﬁ)wkSgl

8 = Ty + Ki(y, — )

o Xy= I-KiH; X

10: return &, ﬁ]k

The basic PF algorithm is outlined in Alg. 4. It represents the approximate posterior
PDF of the system state by a set of samples X}, = {wg), cee wéN)} denoted as particles,
which is iteratively updated at each time step. This update is performed by propagating
the particle set from the previous time step through the stochastic observation model. For
an observation model with Gaussian noise as in Eq. (1.21), this corresponds to sampling
the propagated particles from a Gaussian distribution with the respective transition noise
covariance matrix. However, the PF is not restricted to Gaussian models and allows for an
arbitrary representation of the state transition model. Subsequently, the likelihood of each
propagated particle given the current observation is computed based on the observation
model. This results in a set of weights or importance factors, which are transformed into
a categorical probability distribution. The last step of the PF algorithm is denoted as the
resampling step. The propagated particle set can be considered as an approximation of the
predicted state posterior distribution in Eq. (1.25). Similarly, the resampling step yields the
approximated marginal state posterior, cf. Eq. (1.26).
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1.3 Dynamical systems and state-space models

Algorithm 4 A single iteration of generic particle filter algorithm.

1: function ParticleFilter (Xy—1, ur, yy,)
2: X, =0

3: forn=1to N do

4 )~ play” |2 )

5: iy = plye|2)”)

6: for n=1to N do

(n) "

7. Wy = Py

n0=1 Wy

8: forn=1to N do
0

9: Sample 7 with probability w,
10: Xk = Xk U 33](;)
11: return X,

Resampling is the most important concept in the context of PFs, as it allows for an accu-
rate and computationally efficient approximation of the marginal state posterior. Without
resampling, many particles would end up in regions of the posterior with low probability,
known as the particle depletion problem. The resampling step forces the particles back to
regions in the state space that have high probability, therefore yielding an accurate approx-
imation of the posterior with a computationally manageable number of particles. Many
implementations of the resampling step suited for a wide range of applications have been

proposed in the literature. For a general overview on the topic, cf. [47].

1.3.3 Parameter estimation for Gaussian linear dynamical systems

Estimating the parameters of a dynamical system is an important aspect when using these
frameworks in technical applications. If the process that should be modeled allows for
a sufficient mathematical abstraction, model dynamics and observation functions can be
designed directly by an expert. However, even for processes with rather low complexity,
empirical modeling of the noise characteristics might already lead to reduced model accuracy.
This becomes even more challenging for complex technical processes with nonlinear dynamics
and sensor properties. Therefore, parameter estimation techniques can help in finding good
approximations to the real behavior of the process under investigation. This section will

focus on a brief introduction of ML parameter estimation for fully-observed linear Gaussian
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dynamical systems. It should be noted that additional approaches for partially-observed and

nonlinear dynamical systems exist, but will not be utilized in this thesis, cf. [48, 49].

Consider a fully-observed linear Gaussian dynamical system as introduced in Egs. (1.22)
and (1.23), where the model parameters @ = {A, B, C, Q, R} are assumed to be unknown.
To estimate the parameters, a sequence of states Xo.x = {®o, ..., £k}, control inputs
Uik = {uq, ..., ug} and corresponding observations Vi.ix = {yy, ..., Y} from the process
that should be modeled must be available. Note that, for fully-observed models, the initial

state is not considered an unknown parameter and does not need to be explicitly estimated.

By following the derivation given in [50], maximizing the log-likelihood form of (1.19)

yields estimates for the state transition and input matrices

2 3
. 4P P -1
h | h | K T K T
O = P P k=1 Lk—1L}_1 k=1 Lk—1Uy
_ K T K T 4 =1 =1 5
A B = k=1 LkLp_1 k=1 TEU Py P« . (1.30)
uLT, urul
k=1 YkLr—1 k=1 ULU

which are used to derive the corresponding state transition noise covariance matrix as

X X<

Q = ﬁ a:k:cg — A .’kal.’ll‘g — B uka:g . (131)
k=1 k=1 k=1

The observation matrix and observation noise covariance matrix are estimated via

. X X ~1
C = YLT) x,x, (1.32)
k=1 k=1
and
r 1 X T ¢ x T
R = K Yy, — C TrYr (1.33)
k=1 k=1

respectively. Eqgs. (1.30) and (1.31) can be modified to handle dynamical systems without
external control input by simply discarding all terms related to the input matrix, cf. [48].
Additionally, Egs. (1.31) and (1.33) also serve as stand-alone estimators for the respective

noise covariance matrices if the remaining model parameters are known.

1.3.4 Vector autoregressive models

Vector autoregressive (VAR) models can be considered a non-Markovian extension of the

transition models in conventional dynamical systems. A multivariate linear VAR model
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1.3 Dynamical systems and state-space models

with lag L is defined as

XL

x, =cC+ Az, + €, (1.34)

k=1
where x;, € R”*, in the context of VAR models, is denoted as the time-series variable,
c € RPx is a vector of constant intercepts, A, € RPx*Px is the coefficient matrix at lag x and
er ~ N (0, X,) ia a zero-mean Gaussian noise term with corresponding covariance matrix
3, € RP<*Px [51]. The parameters of the VAR model in Eq. (1.34) can be summarized as
6 = {C, Al, ceey AL, Ex}

Parameter estimation is performed via ML, which yields a least squares solution similar
to the linear regression model discussed in Sec. 1.2.1. Therefore, an observed time-series
Xo.x = {xo, ..., Tx} with a duration up to the K-th time-step has to be structured as a
matrix h i

X =z xpp Tk, (1.35)
where L is the desired maximum lag of the model. Additionally, the response matrix of the

least squares problem is defined as

2 3
1 1 1
-1 X - TE-1
Y = mL_2 "'BL—l PR mK—Q . (].36)
Iy I LKL

Based on Egs. (1.35) and (1.36), a solution for the intercept terms and coefficient matrices
of Eq. (1.34) can be computed as

h i
W=2¢ A, - A, =YXT( XX (1.37)

The solution from Eq. (1.37) is used to compute an ML estimate of the error covariance

matrix .
3, =
K—-L

Obtaining model parameters based on the least squares solution in Eqs. (1.37) and (1.38)

(Y -WX)(Y —-WwX)". (1.38)

requires an appropriate choice of the maximum lag L, which is a hyperparameter of the
VAR model. This is commonly achieved by a model selection process, where VAR models

are fitted for a certain range of lag values L = 0, ..., L. The model which minimizes
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a specific selection criterion is chosen. A widely used selection criterion is the Bayesian

information criterion (BIC)
- 1
BIC(L) = log{|2.(L)|} + % log{K}LD,,

where 275(L) is the estimated error covariance matrix for the model fitted with lag L. In
the context of linear VAR models, the BIC has been reported to yield consistent estimates

of the lag order under fairly general conditions [52, Chap. 4].
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2 Audiovisual sound source localization

Audiovisual signal processing can be considered as a naturally emerging multimodal frame-
work for many tasks that can be solved by humans via the interpretation of acoustic and
visual stimuli. A prominent application is audiovisual ASR, which combines the transforma-
tion of acoustic signals into a sequence of words with the ability of lipreading from additional
video data [14, 53, 54]. If the speaker is facing the camera, the lipreading performance pro-
vides a lower bound, which will hold even if the acoustic signal is severely disturbed [13].
The audiovisual paradigm has shown similar advantages in related technical fields. A no-
table example is audiovisual SSL, where the interplay between acoustic and visual sensors
provides a powerful framework to enhance localization in challenging acoustic conditions.
An exemplary audiovisual SSL task is depicted in Fig. 2.1. This task illustrates that both
the acoustic and visual sensors can be affected by disturbances from different environmen-
tal sources, e.g. background noise, reverberation, lighting conditions and visual occlusion.
Hence, the appropriate fusion of acoustic and visual information can be regarded as the

primary challenge in audiovisual SSL.

This chapter introduces an audiovisual SSL and tracking framework based on the recursive
Bayesian filtering paradigm introduced in Sec. 1.3.2. The methods and results presented
in this chapter are based on the work presented in [55] and related publications on the
topic [56, 57]. Inspired by solutions for similar problems in HMM-based audiovisual ASR,
a Gaussian filter for probabilistic inference is derived, which incorporates dynamic stream
weights (DSWs) as a means to weight the contribution of acoustic and visual observations
instantaneously at each time step. Additionally, two approaches for obtaining oracle DSWs
from fully observed dynamical systems using a Gaussian prior and a symmetric Beta prior
are proposed. The ability to derive oracle DSWs from a set of training data allows us to
exploit supervised learning techniques to train regression models that predict DSWs from
sensor reliability measures. These approaches are complemented by a novel method which
enables training DSW estimators using natural evolution strategies and does not require
explicit access to oracle information. All proposed approaches are evaluated using audiovisual

recordings acquired in dynamic environments and diverse acoustic and visual conditions.
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2 Audiovisual sound source localization

Figure 2.1: High-level overview of an exemplary audiovisual SSL task. The spatial position of
a specific speaker (blue, foreground) shall be determined using two microphones
and one camera. Acoustic disturbances from an interfering speaker (gray, back-
ground) and visual disturbances from challenging lighting conditions are present
in the environment.

2.1 Related work

An early investigation of audiovisual fusion for SSL was conducted in [58]. The study was
based on psychophysical evidence that the perceived location of a sound source depends on
its synchrony with an additional visual stimulus. This was utilized to develop a computa-
tional framework based on temporal correlations between the acoustic signal and specific
regions in a corresponding video signal. A similar approach was introduced in [59], where
a statistical model based on mutual information between the audio and video signals was
proposed to determine which person is speaking at a particular time frame. Subsequently,
probabilistic data fusion models have also been introduced in the context of audiovisual SSL.
For instance, the work proposed in [60] utilized GMMs to jointly cluster binaural acous-
tic and binocular visual observations into coherent groups. Herein, separate GMMs were
used for each modality, whose parameters were determined jointly using an EM algorithm.
This work was extended in [61], successfully improving the convergence properties of the
proposed algorithm. A similar clustering-based approach was presented in [62], where the
GMM parameters were obtained via a cross-modal weighting scheme, effectively resulting in

a weighted-data clustering EM procedure.

The previously mentioned approaches targeted the classical audiovisual SSL task, which
does not consider dynamic environments with moving sources. However, many technical

applications require the ability to track e.g. a moving speaker or any other dynamic acoustic
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source. Therefore, several algorithms have been proposed that explicitly consider motion dy-
namics of sound sources. This allows for estimating entire source trajectories instead of only
capturing a single spatial location. Focusing on the domain of audiovisual signal processing,
methods for audiovisual SSL and tracking have been developed. Early work in this context
was described in [63], which uses an EKF with a joint audiovisual observation vector to local-
ize and track speakers during recorded seminars. Data fusion was handled implicitly during
the recursive update step of the EKF. Another approach was introduced by [64], where a
framework based on PFs was proposed to localize and track speakers in domestic environ-
ments. This framework allowed explicit control over the individual contributions of acoustic
and visual observations via exponential weighting parameters, which were determined using
a grid search on a dedicated training dataset. An algorithm that was recently proposed
by [65] explicitly considered sensor reliability measures using a particle filtering framework.
This work utilized the peak value of the acoustic global coherence field and the correlation
between a color-histogram template and the detected face as features, which were incorpo-
rated into the weighting and resampling step of the PF. Another probabilistic audiovisual
speaker tracking approach based on variational Bayesian inference was introduced in [66].
The framework exploited the complementary nature of acoustic and visual observations to
estimate smooth trajectories of the tracked speakers, dealing with partial or total absence
of one of the modalities over short periods of time. Additionally, the acoustic status of each
speaker, corresponding to periods of either actively speaking or silence, was tracked over
time by this framework. This enables the system to account for speaker diarization, which
is a task that is closely related to localizing and tracking the position of speakers or sound

sources.

Speaker diarization considers multi-speaker scenarios and aims at determining who is
speaking when. This is especially important in applications like automatic meeting tran-
scription [67], where the transcribed sentences have to be assigned to the respective speakers.
Spatial information is an important cue to distinguish between speakers in such scenarios.
Hence, several approaches proposed in the context of audiovisual speaker diarization utilize
this specific cue. For instance, the work presented in [5] considers a human-robot interac-
tion scenario, where a robot, equipped with cameras and a binaural sensor, must detect
and distinguish between different speakers in its environment. The proposed framework
performed this task by incorporating interaural phase differences and ILDs into a speaker
segmentation system that utilizes additional location information obtained via face detec-
tion. A different application was considered by [6], who focused on TV series recordings.

A probabilistic approach to audiovisual speaker diarization was proposed in [7]. This work
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2 Audiovisual sound source localization

considered spatiotemporal Bayesian fusion of acoustic and visual observations to distinguish
between speakers in scenarios involving natural conversations. These exemplary studies in-
dicate that spatial information can largely benefit speaker diarization applications. Hence,
efficient algorithms for audiovisual SSL and tracking can help to further improve and advance

practical systems for diarization and similar tasks.

2.2 Probabilistic models for audiovisual localization and

tracking

In Sec. 1.3, the concept of a system’s state x; was derived. In the context of SSL, the
state is a latent variable that typically corresponds to the location of sound sources, e.g.
the DoA or the Cartesian position. It might also encode additional information, e.g. the
time-varying sensor position and velocity in dynamic scenarios, which becomes important in

robot audition applications, cf. Chap. 3.

2.2.1 Extending static audiovisual models to dynamical systems

If observations from multiple sensors are processed independently, the notation y,, ;. € RDym
is used, where m encodes a unique identifier for the corresponding sensor, e.g. a numeric
value. In audiovisual SSL, acoustic and visual observations will be denoted as y, , and yy ,
respectively. This thesis exclusively focuses and the case with M = 2 independent sensors.
However, an extension of the proposed framework to M > 2 sensors is generally possible,
cf. [55]. Using Bayes’ rule, a general probabilistic expression describing the audiovisual case

can be expressed as
p(yA,ka Yv ki |z )p(Tk)

p(yA,ka y‘\/,k)

p(@k | Ya ks yV,k) = ; (2.1)

where p(Zx | Ya 1, Yy i) is the posterior probability of the state after observations from both
sensors were obtained, p(y 1, Yy | ) represents the likelihood function of the observations
given the state, p(x)) describes the state prior probability and p(y 5, Yy ) is @ normalizing
constant. A simplifying assumption that is often utilized in audiovisual applications is the
statistical independence between acoustic and visual observations [14]. Depending on the
application domain, this assumption might not be entirely valid, but it yields a flexible

probabilistic expression that allows for deriving analytic inference solutions [53, 56, 68]. In
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2.2 Probabilistic models for audiovisual localization and tracking

this case, Eq. (2.1) can be expressed as

B P(yA,k | wk)P(yv,k | zi)p(T)
Pl | Yake yv’k) B p(yA,k)p(yV,k> . (2:2)

This general probabilistic model allows us to estimate a latent variable xj; related to the
sound source position from audiovisual observations y, , and yy ; at a particular time step k.
To develop inference schemes and enable parameter learning, an expression for the joint
PDF of the model in Eq. (2.2) must be derived. Using the general notion of conditional
probabilities, this yields the expression

P(wk, Ya ks yV,k) = p(wk ‘ Yak yv,k)P<yA,k)(yv,k)
p(yA,k | mk)P(yv,k | z1)p()

T A

=p(Ya | ZE)D(Yy i | Tr)p(T1). (2.3)

However, Eq. (2.3) does not cover dynamic scenarios, where an entire trajectory of the sound
source position Xp., = {@o, ..., 1} needs to be inferred from audiovisual observations

Vark =Ya1> - Yaxt and Yy ik = {Yv 1, - -+, Yy} up to the k-th time step. The joint
PDF of a corresponding dynamic model can be derived on the basis of Eq. (2.3) as

P(Xoks Vaks Wvik) = D(Xoaw)D(Va1k | Xoak)D( v 1k | Xowk)- (2.4)

By imposing Markovian dynamics on the state and assuming that subsequent observations

are independent and identically distributed, the individual terms in Eq. (2.4) can be ex-

pressed as
%
p(XO:k) = p(%‘o) P(%‘ko ’ wkofl)a (2-5)
k0=1
%
p(yA,l:k | XD:k) = p(yA,kO | mko) (26)
k0=1
and
%
p(yv,m | XO:k:) = p(yvyk0| :L‘ko). (2-7)
k0=1
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) @ 6 @ )

(a) Static model (b) Dynamic model

Figure 2.2: PGMs of the audiovisual localization models for static and dynamic scenarios.
The static model in Fig. 2.2a operates on a single time step only, according
to Eq. (2.2), whereas the dynamic model in Fig. 2.2b incorporates Markovian
dynamics as introduced in Eq. (2.8).

Inserting Egs. (2.5)—(2.7) into Eq. (2.4) yields the joint PDF of the general audiovisual

dynamical system

P(Xowke, Yaik, Wvk) = p(20) Y p(@ro | o 1)P(Ya ko | Zro)D(Yy g0 | Z1o), (2.8)
kO=1

where p(xg) denotes the initial state. Fig. 2.2 illustrates the corresponding PGMs for the
static and dynamic expressions that have been introduced in this section. As both models
can be depicted as directed acyclic graphs, commonly referred to as Bayesian networks [40],
efficient inference schemes to obtain estimates of the latent variables from observations can
be derived. As this thesis exclusively considers the dynamic scenario, appropriate inference
methods based on the recursive Bayesian estimation paradigm will be derived in the follow-
ing. For a general overview on Bayesian methods for tackling static scenarios, the reader is
referred to [40, Chap. 4] and [69, Chap. 4], respectively.

A notable extension of the general model introduced in Eq. (2.8) that is proposed here is
the incorporation of DSWs [56, 55]. This approach is adopted from previous studies in the
context of HMM-based audiovisual ASR, where DSWs were introduced to explicitly control
the contribution of acoustic and visual observations to the decoding process at each time-
step [14, 53, 68]. This enables a rapid adaptation of the decoding based on instantaneous

observation reliabilities. As the probabilistic representation of HMMs is closely related to
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2.2 Probabilistic models for audiovisual localization and tracking

the general audiovisual dynamical system model in Eq. (2.8), the incorporation of DSWs
Ak € [0, 1] yields the modified joint likelihood function

P(Xoks Va 1k, W) X p(xo) Y p(@io | @ro_1)p(Ya o | 10) ¥ Py jo| o), (2.9)
Ko=1

which will be utilized in the following to derive a probabilistic inference scheme based on
the Gaussian filter paradigm, cf. Sec. 1.3.2. Therefore, the general expression given in
Eq. (2.9) will be modified to follow the required constraints for Gaussian models, which
allow for analytic solutions to tractable inference procedures. Specifically, the individual
probabilities in the joint likelihood function will be treated as Gaussians. In the general
case of nonlinear dynamics and observations, the audiovisual model is represented as an

autonomous, discrete-time Gaussian nonlinear dynamical system

xy, = f(Tr-1) + Vg, (2.10)
Yuy = ha(®r) + way, (2.11)
Yy = hv(xr) + wvy, (2.12)

where f(x;_1) denotes the nonlinear state transition function with additive, zero-mean Gaus-
sian noise v, ~ N (0, Q). Additionally, ha(x;) and hy(x;) are the nonlinear acoustic
and visual observation functions with corresponding noise terms wa, ~ N (0, Ry) and
wy . ~ N(0, Ry), respectively. The representation as an autonomous dynamical system
is sufficient for tackling localization and tracking tasks, as an external control input is not
required. However, an extension of the system model proposed in Egs. (2.10)—(2.12) with

external controls is generally possible, e.g. for robot audition and related tasks.

2.2.2 Inference for systems with dynamic stream weights

A Gaussian filter to infer the state of the audiovisual dynamical system in Egs. (2.10)—(2.12)

can be derived by marginalizing out the previous states in the joint likelihood function

introduced by Eq. (2.9). This yields the well-known prediction and update steps of the
Bayes filter [17, Chap. 2], given by
Z

Pk | YVark—1, Wik-1) = Pk | Tr—1)p(®r-1 | Vajk—1, Yv15-1) dTp_1 (2.13)
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and

p(@r | Yaim Pviak) < p(@n | Yaw—1, Iviw—1)PYar | 26) ¥ D(yy s | @), (2.14)

where p(@y | Ya1.k-1, Yv.16—1) denotes the predicted belief state at the k-th time-step before
incorporating audiovisual observations. Therefore, p(xy | Ya 1.k, Vv 1:6) is the corresponding
posterior belief state, cf. Sec. 1.3 and [17, Chap. 2].

Assuming that the first derivatives of the state transition function in Eq. (2.10) and the
observation functions in Eqs. (2.11)—(2.12) exist, a first-order Taylor series expansion about

the estimated state posterior mean & = E{x; | Va 1.6, Wv 1} can be expressed as

f(@p-1) = f(@e-1) + F(@p-1)(Tp-1 — Bp-1) (2.15)

and
ha(xr) ~ ha(Zrp—1) + Ha(Zrp—1)(@r — Trpp-1), (2.16)
hyv(xr) = hy(Tipe—1) + Hy(Zgp—1)(Tr — Tipp-1), (2.17)

where F(2;,_,) € RP*Dx is the Jacobian of the nonlinear state transition function and
H (1) € RPva>*Px and Hy(2p,-1) € RPyw *Px are the Jacobians of the nonlinear
acoustic and visual observation functions, respectively. This approach is equivalent to the
derivation of the EKF [44]. For notational convenience, the explicit dependency of the
Jacobians on the previous state posterior mean &,_; and the predicted state mean &y,
will be omitted in the following, according to F(2y—1) = Fj—1, Ha(Zgp-1) = Hay and
Hy(2y;—1) = Hyy. This allows us to express the individual probabilities in Egs. (2.13)
and (2.14) as

p(ag |xp-1) =N @i | f(@r-1) + Fr_1(Tp—1 — Tx-1), Q , (2.18)
p(Yarlze) =N yap|ha(@ip—1) + Hap(®r — Tpp—1), Ra (2.19)
PYvilzr) =N yyplhv(@pp—1) + Hyp(@p — 1), Ry (2.20)
and
(x| Varw, W) =N x| &, B (2.21)

where 3, is the estimated state posterior covariance matrix, which needs to be updated

conjointly with the estimated state posterior mean @, at each time step. This update will
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2.2 Probabilistic models for audiovisual localization and tracking

be performed recursively via the prediction and update steps of the Gaussian filter.

Prediction step. The prediction step of the filter is obtained by inserting Eqs. (2.18)
and (2.21) into Eq. (2.13), taking the first and second derivative and solving for the predicted

state mean &y, and the predicted state covariance matrix ﬁ]k“g,l. The resulting equations

-1 = f(@p—1) (2.22)

and
2k|k—1 = F 3 F 4+ Q (2.23)

are identical to the prediction step of the EKF. Hence, a derivation is omitted here and the
reader is referred to [17, Chap. 3] for details.

Update step. The update step can be derived by closely following the derivation of the
standard EKF. Therefore, Eq. (2.14) is expressed by an exponential

p(xr | Yok, W) = nexp{—Ji}, (2.24)

where 7 is a normalizing constant that absorbs all terms not depending on x; and

1 . o .
e = é(ka — &) B (T — Taper)
)\k . . T 1
+ 9 Yak — hA(iUMk—l) — H () — wk\k—l) R,
X Yup — ha(@rp—1) — Har(®r — Tpp-1)
1—A . . T __
+ 5 : Yv i — v (Zep—1) — Hy p(Tr — Trjp—1) Ry
X Yy — v(Zep—1) — Hv i (Tr — Tijp—1) (2.25)

is obtained by inserting Eqgs. (2.19), (2.20) and (2.21) into Eq. (2.14). Taking the first and

second derivative of Eq. (2.25) results in the expressions

0Jy

e ﬁ];‘i_l(iﬂk — @ppp-1) — MH ) R Yag — ha@pp-1) — Hap(xy — 1)
K

— (L= M)HV Ry yvi — hv(@ip-1) — Hyp(@r — &y-1) (2.26)
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2 Audiovisual sound source localization

and )
0°Ji _ -

2 k|k
ox;

L ANH G RUHa o+ (1= N)HY Ry Hy . (2.27)

The second derivative in Eq. (2.27) represents the curvature of the quadratic function in
Eq. (2.25). Its inverse is the covariance matrix of the posterior belief state p(@y | Ya 1.6, IV 1:k)s
cf. [17, Chap. 3|. By introducing

Ky = ﬁ]kH};,kRXl (2.28)

and
Ky =3:Hy Ry (2.29)

as the acoustic and visual Kalman gains, respectively, a closed-form expression for the esti-

mated state posterior covariance matrix can be obtained as

Sp= B+ MHA Ry Hag+ (1 - M) HY Ry Hy

& 3 =Sl F MH L R Hak + (1— A HY Ry Hy
= I= ﬁ]kilalk—l + )\kﬁ]kHXJCR;lHAJc + (1 — Ak)ﬁ]kH$7kR§1HV,k
= I = f]kﬁ),;'}c_l + )\kKA,k:HA,k + (1 — )\k)KV,kHV,ka

which ultimately yields
Si= I - NKupHap— (1—N)KvyviHyy Spp. (2.30)

To resolve the dependency of Eqs. (2.28) and (2.29) on the state posterior covariance ma-
trix 3y, Eq. (2.30) is inserted into Eqs. (2.28) and (2.29), which leads to an analytic solution

for the individual Kalman gains K ; and Ky j, by solving the system of linear matrix

equations
2 R R 32 3 2 A 3
4RA + AkHA,kEMkleX,k (1-— Ak)HA,k;EquH\T/,k 5 4K;£,k5 _ 4HA,k2k\k715
NeHv S Hy Ry + (1= N)Hv Sy Hy,, Ky, Hy Sy

(2.31)
Please refer to Appendix A.1 for a detailed derivation of Eq. (2.31). The corresponding

state update recursions are obtained by setting the first derivative in Eq. (2.26) to zero and
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2.2 Probabilistic models for audiovisual localization and tracking

Algorithm 5 Prediction and update steps of the Gaussian filtering framework for nonlin-
ear audiovisual dynamical systems with independent acoustic and visual observations and
dynamic stream weights.

1: function Predict (&1, S, Q)

N

Zpp—1 = [(Tr-1)

3: ﬁ)k|k71 =F 3 Fr 4+ Q

4: return T, ﬁ]k|k_1

1: function Update (&1, 2k|k_1, Yar Yvi Ba, Ry, k)

2: Compute K, and Ky by solving Eq. (2.31).

3 T = Bpp—1 + MK ar Yagp — ha@rp-1) + (1 =) Kvie Yyp — v(Tip-1)
4: S, = I-— MpEarHay — (1= M) Ky Hy 2k|k;—1

5: return x;, X,

substituting the system state x; with the estimated state posterior mean &, which yields

2&271(@ — @ppp-1) = MeH A RYY Yap — ha(@ppo1) — Hap(@r — pjp—r)
+ (1= M) HV R yy s — hy(@pi—1) — Hy (@) — Bpo1) - (2.32)
Exploiting the result from Eq. (2.30) allows us to express the left-hand side of Eq. (2.32) as
St @ — @re1) = Zue T = MK axHar — (1= M) Ky pHy i (@ — Bpper)-

By inserting Eqs. (2.28) and (2.29) into Eq. (2.32), this yields

I-MKppHpp — (1= M) KvpHy e (25 — Tep-1) = MeBax Yag — ha(@rp-1)
— MK parHpp Zp — Zppp—1 + (1= M) Kvp Yyi — hv(Zrp-1)

—(1=X)KviHvyy @ — Tpp-1)
which can be simplified to the state posterior mean update
Zp = Tpp—1 + MK ar Yap — ha@rp-1) + (1 =) Kvie Yy — bv(@ep—1) - (2.33)
The resulting prediction and update steps of the presented Gaussian filtering algorithm are

summarized in Alg. 5.
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2 Audiovisual sound source localization

2.2.3 Computational complexity analysis

To assess the computational complexity of the proposed inference scheme, the system of
linear matrix equations given in Eq. (2.31) can be expressed as
h i .
R+ U W, UL Ki= By, (2.34)

where R = blkdiag(Ra, Ry) is a block-diagonal matrix containing the corresponding ob-
servation noise covariance matrices, Uy = blkdiag(H A x, Hv ) comprises the acoustic and
visual observation Jacobians, W, = L, ® EA]M k—1 With

2 3
Ak 1—)\k5

e 1=

L,=4 (2.35)
h i h i
and By = H,, Hy, - The Kalman gain solution matrix K; = KX . K\T/ ., repre-

sents the acoustic and visual Kalman gains.

Solving Eq. (2.34) for K, requires an inversion of the matrix R+ U, W U, at each time
step, which is a square matrix with dimension RP¥a *Pyw *Pya+Dyv - Therefore, the compu-
tation of the acoustic and visual Kalman gains using Eq. (2.34) demands a computational
complexity of O((D,, + D,,)?), cf. [70, Chap. 28]. The required computational complexity
is identical to the inversion of the innovation covariance matrix of the standard EKF with
a joint observation vector of dimension D,, + D,, [40, Chap. 18]. In specific applications,
the observation dimension is significantly larger than the dimension of the state. Hence, the
update step of the proposed inference scheme can get computationally demanding in these
cases. However, it is possible to modify the conventional Kalman gain computation via the
binomial inverse theorem [71]. It allows us to derive a different expression for Eq. (2.34),
according to

h i
Ky= R+UW, U} Bi3ra
= R'-R'UIW,UR™" B3 (2.36)
with T, = (I + U R™'U,W})~'. This specific instance of the binomial inverse theorem
is required, because Wy is always singular, which is shown in detail in Appendix A.2.

Eq. (2.36) produces an analytic solution for the acoustic and visual Kalman gains. The

inverses of the block-diagonal observation noise covariance matrices can be precomputed
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2.2 Probabilistic models for audiovisual localization and tracking

if they are assumed to be time invariant. Therefore, the only remaining matrix inversion
that needs to be computed at each step is required for obtaining I'y, which has dimension

R2Dxx2Dx - therefore resulting in a computational complexity of O(8D3).

2.2.4 Comparison with the extended Kalman filter

The state estimation framework presented in this chapter can be regarded as a generalization
of the standard EKF, which is covered as a special case. This can be verified by evaluating
Egs. (2.30)h(
tions y;, = Yk Yvi and A\ = 1 Vk, which yields

2.31) amdi (2.33) for a single observation vector with joint audiovisual observa-
T

H 02 3 2 3 H 1,
. | Ry, O Hypp o !
Kk - Ek\kfl HA,k H\/,k @4 5 + 4 5 Ek\kfl IT[AJC H\/,k A ) (237)
Ry Hyv
0 2 31
. . hoa(Zgjk—1)
Ty = L1 + Ky, @yk —4 ) | SA (2.38)
hv(wk|k—1)
0 2 31
. H, A
3, =0@r - K,4 SA S (2.39)
Hy

Comparing Egs. (2.37), (2.38) and (2.39) with the standard EKF update step given in
Alg. 2 reveals that this special case actually describes a nonlinear dynamical system with
block-diagonal observation noise covariance matrix. This matches the initial assumption of
the DSW-EKF model. Both the standard EKF and the proposed DSW-EKF rely on a first-
order Taylor expansion of the nonlinear state transition and observation functions. However,
the standard EKF is not capable of incorporating DSWs, which is a unique property of the
algorithm proposed in this thesis.

An example illustrating the advantage of incorporating DSWs over the EKF is shown in
Fig. 2.3. It depicts a simple target tracking scenario, where a moving target is performing a
translatory positional change from x;_; to xy. Fig. 2.3a shows the prediction step, which is
identical for both frameworks and results in the predicted state @y, with corresponding
covariance matrix. In Fig. 2.3b, acoustic and visual observations y, ; and yy ; of the source
position are obtained. The visual observation is close to the true source position, whereas the
acoustic observation is affected by a measurement error. In realistic applications, adequate
measures of observation uncertainties must be available to recognize the unreliable acoustic

observation in such cases, which would then translate into corresponding DSWs. In this
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mk‘ 'T’.k:—l

Lk|k—1

(a) Prediction: The predicted target position £;;,_; and state covariance matrix (illustrated as the
light red ellipsoid) are obtained. The true target positions at the current and previous time
step are denoted asr; and x;_q, respectively.

T T T T T T T

L

B Yv,rO |
Lk|k—1

O’!/A,k;

(b) Observation: Acoustic and visual observationsy, , and yy ;, denoted via the red circles, are
acquired. The acoustic observation is a ected by a measurement error, whereas the visual
observation is close to the true source position.

T T T T T T T

%

B S Yv O .
j O TDSW,k
- ; LEKF,k i

OyA;k‘

(c) Update: Resulting estimated positions £gkr, ;. (orange diamond) and £pgw , (green triangle)
and posterior covariance matrices, using the EKF update and the update of the proposed
Gaussian lter with ; =0:1.

Figure 2.3: Exemplary comparison of the standard EKF and the proposed DSW-EKF. A
target tracking application in two-dimensional space with independent acoustic
and visual observations is considered here.
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2.3 Dynamic stream weight estimation

example, the DSW is manually set to Ay = 0.1, which corresponds to the uncertainty of
the acoustic sensor. A comparison of the resulting estimate of the source position with the
standard EKF in Fig. 2.3c shows that the incorporation of DSWs yields an estimate that
is closer to the true source position. This can be explained via Eq. (2.33), where the DSW
imposes a higher weight on the more reliable visual observation, whereas the standard EKF
treats both observations equally.

This example shows that an appropriate choice of the DSWs at each time-step is crucial for
efficient audiovisual data fusion. A wrongly associated DSW could have a negative impact
on the state estimation process. Hence, reliable estimates of the DSWs must be available.
In this thesis, several approaches to estimate DSWs from sensor reliability measures are

proposed, which will be described in detail throughout the next section.

2.3 Dynamic stream weight estimation

Deploying the previously introduced audiovisual SSL and tracking framework in realistic
applications requires a means to estimate DSWs from available data. A generic system
overview is given in Fig. 2.4, which shows a block diagram of the framework with all required
components. The DSW estimator is a key component of the inference scheme and must be
designed to appropriately match the desired application.

In this thesis, two approaches to obtain reliable DSW estimators are proposed: a two-step
technique exploiting oracle dynamic stream weights (ODSWs) with subsequent supervised
training and a novel method based on an evolutionary blackbox optimization scheme. The
former approach is closely related to similar works that have been proposed in the context
of HMM-based audiovisual ASR [14, 68, 72, 73, 74]. Herein, ODSWs are computed from
training data for a fully-observed model. Subsequently, the obtained ODSWs serve as train-
ing targets for optimizing the parameters of a DSW estimator using supervised learning
techniques [55]. This approach will be introduced in the following Secs. 2.3.1 and 2.3.2.
Additionally, an alternative means to train DSW estimators using a black-box optimization
scheme will be described in Sec. 2.3.3. This novel approach was proposed in [57] and provides
greater flexibility compared to the conventional supervised training method, at the cost of

increased training complexity.

2.3.1 Oracle dynamic stream weights

ODSWs are obtained from training data via ML estimation [56]. In this case, the audiovisual
model described by Egs. (2.10), (2.11) and (2.12) can be considered to be fully-observed.
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YrarYv ik
A~ iklkfl l l .
L1 7" Model 5 »  Model [ " Zk
. . klk—1 .
Sy Prediction Update 5,
~ Kalman Gain
Ky, Ky
- DSW 1
Estimation j\k

Figure 2.4: Block diagram of the Gaussian filter for nonlinear dynamical systems with audio-
visual observations and DSWs introduced in Sec. 2.2.2. Double arrows indicate
the simultaneous data transfer of multiple variables.

Given a sequence of observed states Xo.x = {xo, ..., Tk}, acoustic observations YVa 1.x =
{Ya1 -+, Yaxt and visual observations Vv 1.x = {Yv1, ---, Yy ), the joint likelihood

function in Eq. (2.9) can be modified according to

V&
p(XO:k:, yA,l:k; yV,l:k7 ‘Cl:K) X p(yA,]g | mk)/\kp(yv,k ’ wk)l_kkp(Ak% (240)

k=1
where £, = {1, ..., Ak} is a sequence of DSWs which are assumed i.i.d. and obey the

constraint A\, € [0, 1] Yk. The PDF p(\x) in Eq. (2.40) imposes a prior on the DSWs.
The i.i.d. assumption allows us to obtain ODSWs independently for each time step. This is
realized by maximizing the log-likelihood form of Eq. (2.40)

J(Ak) = Arlog{p(ya s [2k)} + (1 = A) log{p(yvy 1 [ k) } + log{p(A)} (2.41)

at the k-th time step, which yields the corresponding optimization problem
A = arg max J( ) (2.42)
k

for obtaining ODSWs A;. If a uniform prior is assumed, the optimization function in
Eq. (2.41) will be a linear function of the DSWs. This results in a problem, since all
ODSWs will take boundary values A\; = {0, 1}, which prevents a smooth weighting of the
individual modalities. This issue has already been reported in the context of audiovisual

ASR [14, 75]. Hence, the explicit incorporation of a non-uniform prior is required to obtain

42



2.3 Dynamic stream weight estimation

meaningful ODSW estimates. Two realizations of DSW estimators utilizing different priors

will be introduced and discussed in the following.

Gaussian prior. The incorporation of a Gaussian prior was initially proposed in the context
of audiovisual ASR [14]. This approach can be adopted for solving the optimization problem
in Eq. (2.42), by assuming

1 n 1 (>\I<: N M}\)QO
) — _ LA mm)” 2.4
(k) p—2m§ D -5 (2.43)

with hyperparameters for the mean yy and variance o%. Inserting Eq. (2.43) into Eq. (2.41)

yields the modified optimization function

1 (N — 2
JGauss(Ak) = Ai log{p(yA,k |zi)} + (1= ) log{p(yv,k | k) } — §(kza—2ﬂ/\) + const.,
A

which allows to derive a closed-form expression for obtaining ODSWs by taking the first

derivative
dJ auss )\ 1
G—(k) = log{p(yalzx)} —log{p(yy s | zr)} — = (Ar — 12
d)\k X
and solving for \;: n 0
B 9 p(yAJc ED)
Ai = pin + 02 log kT2 (2.44)
p(y\/,k | z)

The solution in Eq. (2.44) is closely related to the result obtained for HMMs in audiovisual
ASR, c.f. [14, 53]. Similarly, the resulting ODSWs must be truncated to fit into the range
Ak € [0, 1]. Therefore, the modified ODSW solution

"oyl @)

Pl [20) (2:45)

A =max 0, min 1, uy) + ai log
is used in practical applications. If the mean and variance parameters are chosen appropri-
ately, the resulting distribution could still be approximately assumed as Gaussian within the
interval [0, 1]. However, an accessible interpretation of the mean and variance parameters
of the Gaussian prior remains unclear, as the required saturation imposes a nonlinear trans-
form on the obtained ODSWs. The Gaussian prior furthermore requires optimization of two
hyperparameters p, and o) on a dedicated validation set, which is usually conducted via a

computationally expensive grid search, cf. [68].
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Symmetric Beta prior. To cope with the ODSW estimation problem in a theoretically

sound and interpretable probabilistic framework, a symmetric Beta prior

1

AY TN = ) ! 2.4
B(Oé)\, Oé)\> k ( k) ) ( 6)

p(Ak) =
with concentration parameter «y > 1 is proposed in this thesis, where B(a,, ) denotes the
Beta function. It should be noted, however, that this prior in Eq. (2.46) resembles a special
case of the symmetric Dirichlet prior, which was proposed in [55] as a viable alternative to the
Gaussian prior for ODSW estimation in systems with multiple independent observations. As
this thesis exclusively focuses on audiovisual systems with two observations, the symmetric
Beta prior suffices in this case. In comparison to the Gaussian prior, the Beta prior has a
single hyperparameter a;, that needs to be tuned by e.g. a grid search. Inserting Eq. (2.46)
into Eq. (2.41) yields

JBeta(Ar) = A log{p(ya s | Te)} + (1 — Ap)log{p(yy s | Tr)}
+ (ax — 1) log{A\¢} +1og{1 — A\x} + const. (2.47)

An analytic solution for the optimization problem given in Eq. (2.42) can not be obtained if
Eq. (2.47) is utilized as an optimization function. However, it can be shown that Eq. (2.47)
is a concave function, cf. Appendix A.3 for details. As the maximization of the concave

objective function in Eq. (2.47) can be formalized as a convex optimization problem
max Jpeta(Ak) 8.t 0 < A <1,
k

efficient algorithms to solve the objective stated in Eq. (2.42) can be utilized, cf. [76, Chap. 3].

This also guarantees a unique solution close to the global optimum [77, 78].

Comparison of Gaussian and symmetric Beta priors. Figs. 2.5 and 2.6 depict exemplary
results for the Gaussian- and symmetric Beta-based priors utilized for ODSW estimation.
Figs. 2.5b and 2.5¢ show that the Gaussian prior tends to produce ODSWs that take bound-
ary values at either zero or one for o3 > 0.5. For these settings, the range of intermediate
ODSW values between zero and one is somewhat compressed. This causes a rapid weight
switching between the acoustic and visual observations, even for small differences in the
respective likelihoods. In contrast, a smaller variance leads to a smoothing effect of the
estimated ODSWs, which is illustrated in Fig. 2.5a for o3 = 0.1. The results indicate that

small changes of the variance parameter of the Gaussian prior may significantly affect the
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resulting estimator. Furthermore, the mean parameter u) introduces a bias towards either
the acoustic or visual observations. This ability might be helpful in certain applications, e.g.
if one modality is significantly more reliable than the other. However, the influence of this
parameter is excluded from this analysis, to allow a direct comparison with the symmetric

Beta prior.

Fig. 2.6 indicates that the symmetric Beta prior yields a smoother transition between
ODSWs for a broad range of the concentration parameter . If «v is close to one, the size of
the regions where ODSWs are located at their respective peak values increases, cf. Fig. 2.6a.
However, the resulting estimates always lie on a smooth surface. This is different to the
Gaussian prior, which introduces non-smooth transitions due to the required saturation.
Additionally, Figs. 2.6b and 2.6¢ show that the behavior of the resulting estimators is stable
for a broad range of concentration parameter values. In this particular example, the settings
ay = 1.5 and ay, = 2.5 differ only slightly in their respective outcome. This indicates that
during the required hyperparameter tuning, the evaluation of only a small set of possible

values for ay might be sufficient in practical applications.

2.3.2 Supervised training of dynamic stream weight estimators

After ODSWs have been obtained from a set of audiovisual training data, they can be
utilized to train models that estimate DSWs from reliability measures. This procedure has
already been established for DSW-based models in audiovisual ASR [14]. Let A\, = g(zx, 0)
denote the general structure of a DSW estimator with parameters 0, where the estimated
DSWs at the k-th time step are denoted as M. Additionally, z; is a feature vector or, more
specifically, it represents reliability measures that describe the instantaneous observation
uncertainty associated with the corresponding sensors. The estimation model can be any
nonlinear function. It must obey the constraints that it is differentiable with respect to its
parameters and the output is bounded between zero and one. Prominent models that match

these requirements are the logistic function

1
0) = 2.48
9= ) = e (@ e 1 D) (2.48)
with weight and bias parameters @ = {w, b}, or a neural network
g(zk, 0) = NeuralNet (z) (2.49)
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Figure 2.5: Exemplary ODSWs ;. computed for different values of the acoustic and visual
observation probabilities utilizing the Gaussian prior-based estimation scheme.
The mean hyperparameter is fixed at py = 0.5 in all plots to maintain symmetry,
whereas the variance parameter o3 is varied.
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Figure 2.6: Exemplary ODSWs A} computed for different values of the acoustic and vi-
sual observation probabilities utilizing the symmetric Beta prior-based estima-
tion scheme with varying concentration parameter a.

with parameters @ and a sigmoid function in the output layer. These models have been
successfully used for DSW estimation in the related field of audiovisual ASR, cf. [14, 68, 79].

Supervised training of DSW estimation models requires the availability of a training

dataset

Dtrain = {Xtraina yA,traina yV,traina Ztrain}> (250)
comprising N sequences of ground-truth state trajectories Xiam = {33(()") Y ey a:&?r? N,
acoustic observations YA train = {yg",)l, cee yXf)Kn nNzl, corresponding visual observations
WV train = {ygf ) ygf )Kn N and reliability measures Zyam = {2\, ..., zﬁ?g N Al

though the Gaussian filtering paradigm utilizes time series data, individual data points used

during training can be assumed i.i.d., as ODSWs can be estimated independently for each
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Xtrain ’ : . > . — 0
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Figure 2.7: Block diagram of the two-stage training process utilized for obtaining model
parameters of DSW estimators.

time step, cf. Sec. 2.3.1. The entire training phase is a two-stage process, which is illustrated
as a block-diagram in Fig. 2.7. First, ODSWs £} . = {)\5"), ce )\%n) MY are estimated for

train
all available training sequences using the methods described in Sec. 2.3.1. Subsequently, su-
pervised training of the model parameters is conducted using reliability measures as inputs
to the model and ODSWs as targets. Due to the constraint that the DSWs are bounded
between zero and one, the Kullback-Leibler divergence (KLD) loss [80] provides a suitable
loss function for optimization. During the second stage of the training phase, the model

parameters are trained via standard gradient-based optimization [31, Chap. §].

2.3.3 Dynamic stream weight estimation via evolution strategies

An inherent problem of the two-stage training process introduced in the previous section is
that a prior has to be imposed on the joint log-likelihood function in Eq. (2.40), cf. [14, 56].
This artificially restricts the representational flexibility of the obtained ODSWs. Further-
more, hyperparameters of this prior need to be tuned via a computationally expensive grid
search. Hence, a fundamentally different approach for learning DSW estimation models

based on natural evolution strategies [81] is introduced here, cf. [57].

Evolution strategies. Evolution strategies comprise a class of black-box optimization tech-
niques [82] that have recently shown success in deep RL [83]. Compared to conventional
gradient-based optimizers, training via evolution strategies is computationally more demand-
ing, but does not impose any major restrictions on the underlying objective function (e.g. dif-
ferentiability). This allows us to derive flexible optimization schemes to learn DNN-based
DSW estimation models without the requirement to explicitly compute ODSWs. Optimiza-
tion via evolution strategies does not require problem-specific knowledge on the objective
function, except for the ability to evaluate the “fitness” of this function for specific parameter
settings. The central concept of evolution strategies is the application of a heuristic search

to find a vector of model parameters that maximizes fitness. These search heuristics are
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loosely inspired by natural evolution: At each iteration, a population of candidate solutions
is perturbed and evaluated. This results in the best performing candidates to be selected
for the next iteration. This process is repeated until an optimum is reached. A well-known
algorithm is the covariance matrix adaptation evolution strategy (CMA-ES) [84], which rep-
resents the population of candidate solutions as a multivariate Gaussian distribution with
full covariance matrix. It has been successfully applied in various applications with small
problem dimensionality. However, to cope with high-dimensional problems (e.g. the training

of DNNs), different methods have to be taken into account.

In this thesis, natural evolution strategiess (NESs) are utilized for training DSW estimation
models. They belong to a special class of evolutionary algorithms that update the search
distribution by exploiting the natural gradient [81]. Let p(w | @) denote a search distribution
with parameters 6 and f(w) denote a fitness function evaluated for parameter vector w. The
parameter vector is a vector-based representation comprising all parameters of the model
that should be trained. The expected fitness under the search distribution can then be

expressed as Z
J(0)=E {f(w)} = flw)p(w]0)dw. (2.51)

An estimate of the search gradient can be obtained using the log-likelihood trick [81], which
yields
z
VJO)=V  flw)p(w])dw
z
= f(w)V p(w]6) dw
‘ p(w])

= f(w)V log{p(w|0)} p(w]|0)dw
n (0]
=E f(w)V log{p(w|8)} . (2.52)

dw

If a finite set of M sampled parameter vectors ws, ..., w), is available, the expectation in

Eq. (2.52) can be approximated according to

1 X
M

m=1

VvV J(0) ~ f(w,)V log{p(w,, | 0)}. (2.53)

This approximated search gradient can be used to update the search distribution via gradient

ascent. Instead of optimizing Eq. (2.51) based on the plain search gradient, NESs utilize the
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natural gradient [85]

VvV J(0)=F'V J9), (2.54)

where n o

F=E V log{pw|0)}V log{p(w]|@)T

is the Fisher information matrix. The usage of the natural gradient has shown to yield
advantageous convergence performance in complex optimization landscapes. If a multivariate
Gaussian distribution

pwl|l) =N w|p, diag(o) (2.55)

with mean p and diagonal covariance matrix with elements o is chosen as the search distri-
bution, an efficient NES optimization algorithm applicable for large problem dimensions can
be obtained. This specific implementation of NESs is termed separable natural evolution
strategies (SNES), which is well-suited for evolutionary optimization of high-dimensional

problems [81].

Training methodology and implementation. Learning DSW estimation models using the
SNES algorithm utilizes a training dataset with identical requirements to the dataset needed
for supervised training, cf. Eq. (2.50) in Sec. 2.3.2. Compared to the latter, ODSWs are not
required when using SNES for training. Instead, a fitness function must be designed that
reflects the quantity to be maximized.

A graphical illustration of the training process is depicted in Fig. 2.8. At each iteration,
a new training sample is drawn from the training dataset. This could either be a single
audiovisual sequence or multiple sequences composed as a mini-batch. Subsequently, M
weight vectors are drawn from the search distribution and applied to the DSW estimation
model. This yields m = 1, ..., M sequences of estimated DSWs {;\,gm)}szl, which are
evaluated on the sampled observation sequences {y, ;}i—; and {yy }i, using the DSW-
EKF inference framework presented in Sec. 2.2.2. The resulting state sequence estimates
X = {&™VE are then compared against the target sequences X = {@;}<, via a

suitable fitness function. In the proposed framework, the sequence-averaged negative MSE
p(m) 1 X - (m) 12
k=1

is chosen as a fitness function to assess localization performance. In order to enforce invari-
ance of the subsequent gradient update to numerical variations in the fitness function, fitness

shaping [81] is utilized here. Therefore, the fitness values obtained using Eq. (2.56) are sorted
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Figure 2.8: Overview of a single training iteration utilized in NES algorithms.

in descending order, so that the model weights w,; denotes the m-th best individual, where
w; corresponds to the best and w); to the worst obtained fitness, respectively. Each fitness

value is then replaced by a respective utility

max(0, log{¥ + 1} — log{m}) 1
P, o ———, m=1,..., M,
iy max(0, log{& + 1} —log{i}) M

Vmp —

which is closely related to the utility function used for CMA-ES [84]. Finally, estimates of

the search gradient

1 X
n=1
and the Fisher information matrix
1 M R A .
F=- 7 log{p(wy|0)}logip(wn|0)} (2.58)
n=1
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are obtained and used to update the parameters of the search distribution via natural gra-
dient ascent

0 «— 0+ nF'V J(0), (2.59)

where 1 denotes the learning rate. This process is iterated until a dedicated stopping criterion
is met. The SNES algorithm is well-suited for a parallel implementation. The process of
DSW prediction, inference and fitness evaluation can be scaled to many parallel workers,
similar to the training scheme introduced in [83]. It only requires a forward pass through the
DSW estimator, as no explicit gradient computation is necessary. Additionally, the DSW-
EKF inference step is also computationally efficient, cf. Sec. 2.2.3. Therefore, each worker
only needs to distribute the resulting fitness values if the corresponding random seeds are

fixed and known before optimization.

2.3.4 Reliability measures

As pointed out in the previous sections, DSW estimation requires features or reliability
measures corresponding to the instantaneous uncertainty of the acoustic and visual sensors.
For audiovisual ASR, this has already been investigated in previous works [14, 68, 79], where
signal-based and model-based reliability measures were proposed. Signal-based reliability
measures correspond to sources of uncertainty that can be directly quantified based on data
gathered from the respective sensor. In contrast, model-based reliability measures focus on
evaluating errors between the sensor model and the acquired observations. Both types of
measures have been successfully utilized in audiovisual ASR and can also be adapted for the
audiovisual SSL framework proposed in this chapter.

A widely-used signal-based reliability measure for the acoustic modality is the instanta-
neous estimated a-priori SNR, cf. [79]. This measure provides an estimate of how much the
captured microphone signals are corrupted by background noise. Many methods to com-
pute this quantity have been proposed, primarily for speech enhancement. For the results
presented in this chapter, the method from [86] is used, where the required clean speech
power estimate is obtained by a Wiener filter [87]. Further signal-based reliability measures
have also been proposed for the visual modality, most notably in the context of audiovisual
speaker identification [88]. For instance, a simple measure to assess the lighting conditions
regarding an over- or underexposion of a video image is the mean pixel value over all pixels.
Additionally, a measure capturing potential blurring of the image was introduced. To obtain
this measure, a Laplacian filter kernel is used to perform edge detection. Subsequently, the

measure is calculated as the variance of the edges detected in the image. The third proposed
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2 Audiovisual sound source localization

reliability measure aims at assessing potential rotations of a speaker’s face by computing the
correlation coefficient between the original and the vertically mirrored video frame.
Model-based reliability measures utilize the specific properties of the underlying model to
obtain quantities that represent sensor uncertainty. Therefore, a direct transfer from mea-
sures proposed in the context of audiovisual ASR and speaker identification to the audiovi-
sual SSL framework proposed in this thesis is not possible. However, probabilistic models for
the acoustic and visual modality exist in the domain of dynamical systems, cf. Eqs. (2.19)
and (2.20). Hence, the instantaneous acoustic and visual observation log-likelihoods can be
regarded as model-based reliability measures. They reflect the current degree of belief in how
far the instantaneous observations match the observations expected by the model. These

measures were initially proposed in [57].

2.4 Evaluation

Throughout all experimental studies that will be described in the remainder of this chapter,
the location of a speaker is determined as a DoA, or, more specifically, azimuth angle. The
explicit incorporation of elevation estimation is omitted here, as the acoustic signals in the
utilized datasets were recorded using linear or nearly equiplanar microphone arrays, which

are not well-suited for estimating the elevation of a sound source.

2.4.1 Datasets

The novel approaches introduced in this chapter are evaluated on four audiovisual datasets.
These datasets comprise a variety of recording conditions and were acquired using different
acoustic and visual sensors. The evaluation data was purposefully composed to cover a wide
range of scenarios with different dynamics, sensor disturbances and recording conditions. To
give a first impression of the dataset variability, some exemplary still images from the video

files of the evaluation corpora are depicted in Fig. 2.9.

Kinect Audiovisual Tracking Corpora. Two audiovisual datasets were recorded in an office
environment at Ruhr University Bochum using the Microsoft Kinect sensor. The room used
for the recordings has an average reverberation time of approximately 350 ms and natural,
as well as artificial light sources. Even though the recording environment and the utilized
recording device are identical, the acquired audiovisual sequences were split into two distinct
datasets, the Kinect Audiovisual Tracking Corpus (KAVTraC) vl and v2. This split was

based on the fact that both sets of recordings were obtained under significantly different
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Figure 2.9: Still images from the datasets used for evaluating audiovisual localization and
tracking performance (from left to right): Kinect Audiovisual Tracking Cor-
pus (KAVTraC) vl (first column) and v2 (second column), NAO Audiovisual
Localization Corpus (NAVLoC) (third column) and Multimodal Voice Activity
Detection (MVAD) corpus (fourth column)

lighting conditions and incorporate distinctly different motion patterns. Both datasets were

manually annotated to provide ground-truth information from the video signals.

For KAVTraC vl, ten audiovisual sequences with a duration of 30s each were recorded
with the Kinect sensor. The video signals were acquired at a frame rate of 20 frames per
second (FPS) using the sensor’s RGB camera with a resolution of 640 x 480 pixels. The audio
signals were captured using the four-channel microphone array at a sampling rate of 16 kHz.
Each sequence represents a single speaker moving freely within the camera FOV and uttering
natural speech sequences with speech pauses of arbitrary length. The lighting conditions in
all sequences are challenging, as the video signals were obtained with the camera facing the
window of the room, cf. Fig. 2.9. Besides reverberation, the acoustic signal quality was only
marginally disturbed by insignificant background noise. The entire corpus comprises a small
dataset with a total duration of 5min. Therefore, it is mainly considered for small-scale

experiments and preliminary testing of algorithms.

KAVTraC v2 is composed of audiovisual recordings obtained from seven (four male and
three female) speakers in the same environment as the KAVTraC vl dataset. A Microsoft
Kinect sensor was positioned on a table at a height of 0.9 m, facing the door of the office
room, away from the window. The participants were sitting on a chair facing the sensor at
a distance of approximately 1.5 m. Besides being advised to stay seated, they were allowed
to move freely during the recordings. Throughout each recording session, the speakers were
asked to read out sentences randomly selected from the CSTR VCTK corpus [89], which
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2 Audiovisual sound source localization

is composed of over 400 sentences taken from English newspapers. This corpus was chosen
to comply with the LOCATA challenge dataset [90], a benchmark corpus for acoustic SSL,
where the recorded utterances were taken from the same corpus. Ten audiovisual sequences
of 30s duration at two different positions were recorded for each speaker. Acoustic signals
were acquired at a frame rate of 16 kHz using the four-channel microphone array of the
Kinect sensor. The corresponding video sequences were captured with a resolution of
640 x 480 pixels at a rate of 15 FPS. The total duration of all acquired audiovisual sequences

1s 35 min.

NAQO Audiovisual Localization Corpus. All audiovisual recordings in this dataset were
obtained using the humanoid robot NAO [91]. The recordings were conducted in a lab-
oratory environment at Ruhr University Bochum, with an average reverberation time of
approximately 450 ms. Hence, the dataset is entitled NAO Audiovisual Localization Corpus
(NAVLoC), resembling its focus on human-robot interaction using the NAO robotic plat-
form. A computer screen and a loudspeaker were positioned at a distance of 2m from the
robot. The screen was placed at the same height as the robot’s head. Audiovisual sequences
from two male and two female speakers were randomly selected from the GRID audiovisual
corpus [92] and played back over the screen and the loudspeaker. For each speaker, 100
sequences with a duration of 2.5s each were recorded using the four-channel microphone
array and the upper camera mounted in the head of the robot. All sequences contain con-
tinuous speech with only very short pauses at the beginning and the end of each recording.
During the first half of these sequences, the robot was directly facing the screen, whereas for
the second half, the robot’s head was turned 21° to the right to enforce a different relative
azimuth to the speaker. The elevation of the speech source with respect to the robot’s head
was fixed at 0° in all conditions. A sampling rate of 48 kHz was used for the acoustic record-
ings. The video signals were acquired with a resolution of 320 x 240 pixels at 10 FPS. As
the ground-truth azimuth is directly related to the heading direction of the robot’s head, a
manual annotation of the collected audiovisual data was not conducted. The total duration
of the recorded sequences in the NAVLoC dataset is approximately 17 min. As the captured
microphone signals are corrupted by fan noise of the NAO robot, this dataset is especially

challenging regarding the acoustic localization performance.

Multimodal voice activity detection corpus. The dataset for multimodal voice activ-
ity detection (MVAD) was introduced in [93] and provides audiovisual sequences of sin-

gle and multiple speakers in an office environment. The recordings were acquired using a
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Kinect sensor for capturing the video signals, whereas the audio was captured with an
eight-channel linear microphone array. The audio sampling rate is 44.1 kHz and the video
resolution is 640 x 480 pixels at 10 FPS. The duration of the individual recordings ranges
from 40s to 60s, with silent periods of 4s to 8s in between speech segments. Throughout
the recordings, the speakers always face the camera and their position changes only slightly.
Out of the 31 audiovisual sequences provided in total, six recordings, where only a single

speaker was present, were utilized for the experimental evaluation in this thesis.

2.4.2 Initial performance assessment using a linear model

An initial assessment of the audiovisual SSL and tracking framework presented in this chapter
was conducted in [56] and will be described in the following. These initial experiments were
focused on evaluating audiovisual localization performance in the presence of systematic
disturbances of the visual modality, as this cue is more reliable than its acoustic counterpart
in many applications [63]. Hence, the research question that is addressed in this experiment
is how much the acoustic observations can contribute to localization performance, if the
visual observations are prone to errors. Audiovisual data from the NAVLoC dataset was

used exclusively for this initial analysis.

Experimental setup. Acoustic azimuth observations are computed at intervals of 100 ms
from the recorded microphone array signals using the MUSIC algorithm [26]. The direct
path dominance test (DPDT) [94] is utilized to increase robustness in the presence of rever-
beration, cf. Sec. 4.2.2 for details. The visual speaker azimuth is extracted at 10 FPS from
the recorded video using the Viola-Jones algorithm [95].

A linear model is chosen as the underlying dynamical system, where the state transition

is modeled by a constant velocity model [96]

2 3
1 T
L = 4 S Tp_1 + Vg (260)
0 1
with Gaussian noise statistics
0 2 31
Lrp3 12
vy ~ N @ 5243 2 5A (2.61)
12
5T T

where T is the time between two consecutive discrete time steps and o2 is a constant factor
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Table 2.1: Parameter settings for the initial performance assessment using a linear model.

Parameter Value Unit Description

T 0.1 s Step size
2 1 Process noise variance
2. 230 Acoustic observation noise variance
2 30 Visual observation noise variance
h I T

describing the process noise. The system state r = ¢, ¢, is expressed as the azimuthal

speaker position ¢, and velocity gbk The acoustic and visual observations are modeled via

linear functions

Yak = € xp +wag, war~N(O, 0f,) (2.62)
Yvk = clzy + wy g, wyi ~ N0, 0121;\,) (2.63)
h i
with ¢' = 1 (0 and acoustic and visual noise variances o, and oy, , respectively. An

overview of the parameter settings used in this experiment is given in Tab. 2.1.

The linear model described in Eqs. (2.60), (2.62) and (2.63) is deliberately chosen to main-
tain a low experimental complexity in this initial investigation. It furthermore allows us to
utilize the standard KF framework in the inference scheme, without the explicit requirement
of linearization. This is, however, at the cost of model accuracy, but will be mitigated in the
following experiments. To simulate systematic errors in the visual modality, the observed
visual speaker azimuth is disturbed with zero-mean, additive Gaussian noise at different lev-
els of standard deviations ey, € {0°,10°,20°,30°,40°}. The proposed approach is evaluated
for ODSWs with Gaussian prior, as well as for fixed stream weights A, € {0, 0.5, 1} Vk,
where A\, = 0 completely neglects the acoustic observations and Ay = 1 neglects all visual
observations. Additionally, a conventional KF with joint observation vector is also evaluated
for comparison. The circular RMSE is used as a metric to assess localization performance,
cf. Sec. 1.1.3.

Results and discussion. The results of this initial experiment are depicted in Fig. 2.10.
They indicate that the use of ODSWs in this basic setting leads to better localization per-
formance compared to fixed DSWs and the conventional KF with joint observation noise
covariance matrix. The performance improvements are statistically significant according

to a t-test with p < 0.05. Generally, the obtained visual information proves to be more
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Figure 2.10: Azimuth circular RMSEs obtained at different levels of disturbance for the visual
modality. The curves annotated with Ay € {0,0.5,1} denote settings with fixed
stream weights. “Oracle \;” describes ODSWs according to Eq. (2.44) and
“KF” denotes the baseline method using a standard KF with joint observation
noise covariance matrix. (* 2018 IEEE, cf. [56])

reliable than the acoustic observations up to a certain level of disturbance. This behav-
ior is expected, as the acoustic sensors are affected by reverberation and ego-noise of the
robot, which degrade acoustic localization performance. However, the results obtained us-
ing ODSWs show superior performance, indicating that the disturbed acoustic observations
still contain relevant information that enhances the overall localization result. This effect
systematically becomes more prominent, as disturbances of the visual modality increase.
Hence, the obtained results support the initial hypothesis that the incorporation of DSWs

into a dynamical system-based localization framework is beneficial for effective data fusion.

It has to be noted that the baseline method using a standard KF and the fixed setting of
a constant stream weight A\, = 0.5 achieve similar localization performance, but are concep-
tually not identical. The DSW-based approach proposed in this thesis assumes conditionally
independent observations, whereas this is not the case for the standard KF, which uses a
joint observation noise covariance matrix. The difference in performance obtained here is,
however, not statistically significant. This might change for applications where the violation

of the independence assumption is problematic.
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2.4.3 Evaluation of the Gaussian filter for nonlinear models

Following the initial performance assessment presented in the previous section, a large-scale
evaluation of the full audiovisual SSL and tracking framework is presented in the following.
This analysis was conducted in [55] and covers nonlinear models utilizing the EKF-based
Gaussian filter with DSWs as introduced in Sec. 2.2.2, as well as the incorporation of DSW
estimation models obtained via supervised learning, cf. Sec. 2.3.2. This experimental study
utilizes three audiovisual datasets, namely the KAVTraC v2, NAVLoC and MVAD corpus
and comprises two distinct evaluation scenarios: First, the proposed ODSW estimation
techniques based on the Gaussian and symmetric Beta priors are evaluated and compared.
Subsequently, a thorough comparison of the proposed framework against state-of-the-art

audiovisual SSL and tracking algorithms is presented.

Experimental setup. In all experiments described in this section, the available microphone
signals are processed using an acoustic front-end, composed of an initial voice activity de-
tection (VAD), followed by an estimation of the instantaneous SNR and the actual speaker
localization. All processing steps are conducted frame-wise at intervals matching the corre-
sponding video frame rate.

The VAD [97] always operates on the first microphone channel to distinguish between
speech and silence frames. Acoustic localization is performed during speech segments only
and skipped otherwise, resulting in an enforced DSW of Ay = 0 at the respective time step.
The instantaneous SNR is obtained using the unbiased minimum mean squared error esti-
mator proposed in [86] to estimate the noise power at each time-frequency point. The noise
power estimate is also used to enhance the noisy speech signals via conventional Wiener fil-
tering. The gross SNR averaged over all channels and frequencies is computed as a reliability
measure, corresponding to the acoustic sensor uncertainty. Subsequent acoustic localization
is performed on the enhanced speech segments using the steered response power phase trans-
form (SRP-PHAT) algorithm [98]. Visual locations of the speaker’s face are extracted from
the recorded video using the Viola-Jones algorithm [95] and converted to the azimuthal DoA
based on the camera images. A visual reliability measure, indicating a potential rotation of
the speaker’s head, is derived from the detected face region by vertically mirroring the image
and computing the correlation coefficient between the original and the mirrored image [88],
cf. Sec. 2.3.4.

A constant velocity model as introduce?1 in Eq.i %2.60) is used to model the system dy-

namics. Therefore, the system state @, = ¢, ¢, is expressed as the azimuthal speaker

position ¢ and velocity ¢y. As both acoustic and visual sensors directly observe angular val-
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Table 2.2: Parameter settings for the experimental evaluation of the proposed DSW-EKF.

Parameter Value Unit Description

T {66:6; 100 100} ms  Step size for{ KAVTraC v2, NAVLoC, MVAD } datasets

2 - Estimated during cross-validation using Eq. (1.31)

%,A - Estimated during cross-validation using Eq. (1.33)

&,V - Estimated during cross-validation using Eq. (1.33)

0.5 Gaussian prior mean (determined via grid-search)

2 1 Gaussian prior variance (determined via grid-search)

2 1.001 Beta prior concentration parameter (determined via grid-search)
Nn 3 Number of hidden neural network layers
Ny {16; 16; 16} Number of neurons per layer

0.001 Learning rate

ues, a rotating vector model (RVM) [99] represents the circular nature of observed azimuth

angles as

yAJg = hA(a:k) + WAk, WAL ™ N(O, 0121)A I), (2.64)
Yvi = hv(xr) + wy g, wyp ~ N(0, aiv I), (2.65)
with 2 3
cos(¢r,)
sin(¢r,)

where aiA and oiv denote the acoustic and visual observation noise variances, respectively.
It should be noted that the system dynamics are based on a linear model. Hence, the
standard KF prediction step can be exploited here. However, the nonlinear observation
models must be handled using the Jacobian of Eq. (2.66)
h i h [ >
| | o
D) o) o) omew) 4 SOk Og (2.67)
Ok Ok elon el
cos(¢r) 0

to perform EKF-based updates. Identical parameter settings are used for both evaluation

scenarios, which are summarized in Tab. 2.2.

The first evaluation scenario focuses on the ODSW estimation techniques proposed in

Sec. 2.3.1. To analyze the tracking performance under different sensor reliability conditions,
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audiovisual signals from all three datasets are augmented with systematic disturbances.
Following the approach described in [88], the acoustic signals are perturbed with diffuse
white noise at different SNRs (0dB, 15dB and 30dB), calculated over each sequence. Image
rotations of 10°, 15° and 20° are exploited to simulate disturbances of the visual modality.
The average circular RMSE is used as an evaluation metric for each audiovisual sequence
in each condition. The standard EKF with a joint audiovisual observation vector serves
as a baseline. Results for the single-modality EKF with either audio-only or video-only
observations are also analyzed for comparison. The proposed ODSW estimation framework
is evaluated using both the Gaussian prior, as well as the Beta prior. All experiments were

performed following a leave-one-out cross-validation scheme.

The focus of the second evaluation scenario is a comparison of the DSW-based Gaus-
sian filtering framework with state-of-the-art audiovisual speaker tracking methods. Four
different approaches are selected as baseline methods: the standard EKF with audiovisual
observations, the audiovisual fusion technique based on an iterated EKF as proposed by
Gehring et al. [63], the PF-based approach with adaptive particle weighting introduced by
Gerlach et al. [64] and the framework by Qian et al. [65], which explicitly incorporates sensor
reliability measures into the weighting stage of a PF. These methods are compared with the
ODSW-EKF with Beta prior and DSW-EKF with corresponding estimation model based on
the logistic function, as introduced in Sec. 2.3.2. The model utilizes the previously described
acoustic and visual reliability measures and is trained by minimizing the KLD loss using the
SGD implementation from the Keras [100] library. A leave-one-out cross-validation proce-
dure identical to the first evaluation scenario is conducted. The audiovisual sequences of one
speaker serve as a test set and the sequences from all other speakers are used for training and
validation. This procedure is repeated for all speakers in each dataset. A one-way analysis of
variance (ANOVA) with Bonferroni correction [101] is used to assess statistical significance

in all conducted experiments.

It should be noted that these evaluation scenarios focus on single-speaker localization and
tracking only. This restriction was chosen deliberately, as it lets us focus exclusively on the
localization and tracking performance, without taking into account external factors like data
association ambiguities, estimating the number of speakers and track-to-track fusion. Multi-
speaker tracking is an important issue that must be taken into account in many potential
applications. However, as the proposed framework is based on the EKF paradigm, it can be

casily extended using existing probabilistic data association techniques, cf. [102].
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Results and discussion. Tab. 2.3 summarizes the results obtained in the first evaluation
scenario. The single-modality EKF baselines in the KAV TraC v2 dataset indicate that both
acoustic and visual localization achieve similar performance for this corpus in the undis-
torted case. In comparison, audiovisual fusion using the standard EKF slightly improves
localization accuracy, which suggests that fusing both modalities yields some benefit on this
dataset. The ODSW-EKF shows an improved performance compared to the audiovisual
EKF'. However, this improvement is not statistically significant in the undistorted case. Fur-
thermore, there is only a slight difference between ODSWs obtained with a Gaussian prior
and the symmetric Beta-prior based ODSW-EKF'. Statistically significant improvements are
obtained in situations with prominent disturbances, e.g. 0dB SNR and 20° image rotation.
This observation underpins the hypothesis that, without proper adaptation, the standard
EKF is unable to effectively cope with large sensor disturbances. This effect is observed for
all evaluated conditions in the KAV TraC v2 dataset.

The NAVLoC dataset is particularly challenging, as both acoustic and visual sensors
are affected by large disturbances, even in the undistorted case. This is primarily caused
by fan noise and reverberation affecting the audio signal, low image resolution and bright
lighting conditions in the video signal. Hence, the systematic disturbances added to the raw
audiovisual signals only show a small effect. This is reflected by the results obtained for the
single-modality EKFs. Both ODSW-EKFs yield statistically significant improvements over
the audiovisual EKF baseline in all cases except for an image rotation of 20°. However, the
audiovisual EKF is outperformed by the video-only EKF under some conditions. It even
achieves comparable localization performance to the ODSW-EKFs. The conventional EKF
again fails to perform efficient sensor fusion without adaptation in cases where all available
sensors suffer from large disturbances. The ODSW-EKF is able to cope with this situation,

but is limited by the performance of the best-performing modality.

A performance improvement of the ODSW-EKF is also observed for the MVAD corpus.
However, due to the small sample size, it is not possible to reliably show statistical sig-
nificance. A comparison of the single-modality results for this dataset indicates that the
visual modality is generally more reliable than the acoustic sensors. This causes a slightly
degraded performance of the audiovisual EKF. A smaller localization error compared to
the EKF baseline and the single-modality EKF's is achieved by both ODSW-EKFs in con-
ditions with acoustic disturbance. Systematic disturbances of the visual modality lead to

comparable performance for all evaluated methods.

The results from this first evaluation scenario indicate only marginal performance differ-

ences between the Gaussian prior-based ODSW-EKF and the symmetric Beta prior. Both
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Table 2.3: Circular root mean squared errors in degrees with corresponding standard devia-
tions, obtained by the proposed Bayesian filtering framework using ODSWs and
the EKF baseline methods. Stars (*) indicate a statistically significant improve-
ment of the ODSW-EKF's over the EKF baseline with p < 0.05. N denotes the
number of audiovisual sequences in each dataset.

Undistorted Signal-to-noise ratio Image rotation
0dB 15dB 30dB 10° 15° 20°

KAVTraC v2 (N = 70)
EKF (Audio) 534+1.80 11.53+5.02 5.74 +£1.90 5.30+1.79 5.34£1.80 5.34£1.80 5.34£1.80
EKF (Video) 5.19+4.12 519 +4.12 519 +4.12 5.19+4.12 6.09 £ 1.41 7.36 +1.84 9.51 +3.82
EKF (Audiovisual) 4.77 +2.89 6.69 £+ 3.30 4.99 + 2.86 4.78 £2.91 5.06 £ 1.62 5.58 £1.49 6.39 £1.68
ODSW-EKF (Gaussian) 4.25+1.67 437174 427167 425+£1.74 474+ 1.33 5.00 £ 1.34 5.35 4 1.54*
ODSW-EKF (Beta) 4.15+1.38 428 +147 418+ 1.39 4.15+1.41 4.81 +1.34 5.07 +1.38 5.40 £ 1.65*
NAVLoC (N = 400)
EKF (Audio) 10.86 £3.99 10.65+3.36 10.79+3.86 10.854+3.96 10.86+3.99 10.86+3.99 10.86 £ 3.99
EKF (Video) 8.82+0.70 8.82£0.70 8.82+0.70 8.82+£0.70 9.12+£1.53 9.86 £1.83 9.81£1.30
EKF (Audiovisual) 9.54 £+ 2.82 9.40 4 2.44 9.49 4+ 2.74 9.53 +£2.81 9.94+340 10.50+3.90 10.65+3.98
ODSW-EKF (Gaussian) 8.83+0.81* 882+£0.76* 883+0.81* 883+£0.82* 9.00+1.79* 9.72+2.82" 10.16+3.31
ODSW-EKF (Beta) 8.83 £0.81* 881+0.76* 882+0.81* 883+0.82* 899+1.79* 9.72+2.82* 10.16+3.31
MVAD (N = 6)
EKF (Audio) 5.37+£2.53 10.33£5.69 10.73+6.65 4.81+£1.84 5.37+£2.53 5.37+£2.53 5.37+£2.53
EKF (Video) 1.81 +1.69 1.81 +1.69 1.81 +1.69 1.81 +1.69 4.33+241 3.80 +1.37 4.89+1.81
EKF (Audiovisual) 2.32+1.50 298 +1.53 2.34+£1.59 2.33+1.55 4.31 £2.06 4.16 £0.74 5.00 +1.41
ODSW-EKF (Gaussian) 1.71 £ 1.65 1.76 £ 1.64 1.72 £ 1.65 1.71 £ 1.65 3.99 4+ 2.58 3.87+1.36 5.04 +2.12
ODSW-EKF (Beta) 1.71 £ 1.65 1.77+£1.65 1.72+£1.65 1.71 £ 1.66 4.00 £2.58 3.93+1.42 5.04+£2.12

methods are capable of producing reliable ODSW estimates on all evaluation datasets. How-
ever, as discussed in Sec. 2.3.1, the symmetric Beta prior has a plausible probabilistic inter-
pretation and requires the tuning of only a single hyperparameter. Furthermore, as discussed
previously, the method is insensitive to the choice of the concentration parameter to a certain
degree. This allows us to implement an adequate hyperparameter tuning strategy that can

be more efficient than the corresponding parameter search for the Gaussian prior.

Fig. 2.11 illustrates the results for the second evaluation scenario. The achieved circular
RMSEs are averaged over all systematic disturbance conditions and cross-validation folds.
The proposed ODSW-EKF with Beta prior outperforms most of the baseline methods on
the KAVTraC v2 dataset. These performance improvements are statistically significant.
This result is achieved using a fully observed model. Hence, it can be considered an upper

bound on performance using this method, which cannot be challenged by the corresponding
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DSW estimation model. However, even with the small-scale design of employed reliability
measures utilized here, the DSW-EKF yields a tracking performance that is comparable
to all baseline methods on this dataset. More sophisticated DSW estimation models and
the improved selection of reliability measures might help to shift the DSW-EKF tracking
performance closer to the theoretical limit.

Similar results are obtained for the NAVLoC dataset. The DSW-EKF shows a statisti-
cally significant performance improvement in comparison to the PF-based method proposed
in [64]. There is only a marginal difference in performance between the DSW-EKF and
the ODSW-EKF. On average, the proposed audiovisual localization and tracking framework
performs better than the baseline methods. It should be noted that this dataset is partic-
ularly challenging for PF-based methods, as the speaker position is fixed in all audiovisual
sequences. This entails that the process noise is small, which cannot be efficiently handled
with PFs [17, Chap. 4]. However, the PF baseline method from [65] shows a performance
similar to the EKF-based methods. This indicates that the data fusion approach used in
this algorithm works efficiently for this dataset.

On the MVAD dataset, the ODSW-EKF and DSW-EKF frameworks yield localization
and tracking performance comparable to the PF-based methods. The achieved azimuth
errors indicate that the method from [64] outperforms the proposed audiovisual localization
and tracking framework. However, due to the limited sample size, it is difficult to reliably
show significant differences on this corpus. The fact that both DSW-EKF and ODSW-EKF
algorithms have a similar performance indicates that the utilized reliability measures provide

a suitable means to perform DSW estimation on this dataset.

2.4.4 Evolutionary training of dynamic stream weight estimators

The last experimental study concerning the proposed audiovisual SSL and tracking frame-
work focuses on DSW estimators trained via NES, as introduced in Sec. 2.3.3. This inves-
tigation was presented in [57] and uses the KAVTraC vl dataset. The research question
that is addressed here is, whether NES-based training can benefit DSW estimation over

conventional ODSWs-based supervised training methods.

Experimental setup. The employed experimental setup is similar to the study described
in Sec. 2.4.2. Acoustic azimuthal DoA observations are computed at time intervals of 50 ms,
which matches the frame rate of the video signal. The MUSIC algorithm [26] with DPDT [94]
is used for acoustic localization. Visual locations of the speaker’s face are extracted from the

recorded video using the Viola-Jones algorithm [95]. The utilized system model is identical
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Figure 2.11: Results of the second evaluation scenario shown as box-plots. “EKF” denotes
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the EKF baseline, [63], [64] and [65] denote the references to the baseline meth-
ods, “Oracle” corresponds to the proposed ODSW-EKF with Beta prior and
“Pred.” is the proposed DSW-EKF with a prediction model based on the lo-
gistic function. The asterisks show statistically significant improvements of the
proposed methods over the baseline, where %% corresponds to p < 0.01 and %

denotes p < 0.001. (* 2020 IEEE, cf. [55])



2.4 Evaluation

Table 2.4: Parameter settings for the experimental evaluation of natural evolution strategies
for training DSW estimation models.

Parameter Value Unit Description
T 0.05 S Step size
2 100 Process noise variance
\%A 70 Acoustic observation noise variance
2 70 Visual observation noise variance
0.5 Gaussian prior mean (determined via grid-search)
2 0.25 Gaussian prior variance (determined via grid-search)
Ny 3 Number of hidden neural network layers
Nn {32, 32, 32} Number of neurons per layer
M 10 Population size
0.12 Learning rate

to the linear model introduced in Sec. 2.4.2. The instantaneous estimated a-priori SNR is
again incorporated as a signal-based reliability measure of the acoustic modality. The noise
power estimate, required for computing the a-priori SNR is again obtained using the method
from [86]. Additionally, the model-based reliability measures encompass the instantaneous
acoustic and visual observation log-likelihoods, respectively. These measures reflect the
current degree of belief in how far the instantaneous acoustic and visual observations match
the expected observations of the model. The utilized model-based reliability measures are
inspired by the work described in [14], where similar measures based on the instantaneous

entropy were used, cf. Sec. 2.3.4.

A standard KF serves as a baseline in the experiment. State estimation based on ODSWs
using a Gaussian prior as described in Sec. 2.3.1 is also evaluated, which serves as an upper
bound on performance. Two different model architectures are used for DSW estimation in
this study: the logistic function and a three-layer feed-forward neural network, cf. Egs. (2.48)
and (2.49). The neural network comprises rectified linear unit activation functions in the
hidden layers and a sigmoid function in the output layer. Both model architectures are
trained using either conventional supervised SGD with Gaussian prior-based ODSWs as
targets and KLD loss, or the SNES algorithm as described in Sec. 2.3.3. Performance
evaluation is conducted using a ten-fold nested cross-validation scheme, where an additional
inner cross-validation loop is utilized for hyperparameter tuning. Tab. 2.4 summarizes the

parameter settings used for this experimental evaluation.
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Results and discussion. The evaluation results are depicted in Fig. 2.12. Compared to
SGD-based training, both mapping functions achieve significantly lower azimuth error when
trained using SNES. This indicates that the direct utilization of localization error as an
objective function via SNES is advantageous over conventional supervised training based on
ODSW targets. Furthermore, the models trained with NES-based methods both outperform
the standard KF baseline, whereas SGD training is only able to achieve comparable perfor-
mance in both cases. Both the logistic function and the neural network do not differ much
in terms of performance when trained using SGD. This indicates that the logistic function
already provides adequate representational capabilities when using the available reliability
measures. The neural network slightly outperforms the logistic function when trained via
SNES, which seems to be due to a better use of the limited training data and a reduced risk
of overfitting provided by SNESs [81, 83]. The performance of the neural network might be
improved further when trained on a larger dataset.

Directly exploiting ODSWs still achieves a significantly lower localization error compared
to all other evaluated methods. This can be interpreted as an upper bound on achievable
performance [14]. Hence, there is still room for improvement and this outcome shows that
the incorporation of DSW into dynamical systems is beneficial to data fusion problems in

continuous state spaces.

2.5 Summary

This chapter presented a framework that extends the classical notion of dynamical systems
with dynamic stream weights. The audiovisual dynamical system was introduced as a special
case of a general nonlinear dynamical system, where a statistical independence assumption
between observations obtained from acoustic and visual sensors is assumed. To infer the
system state from audiovisual observations, an inference scheme based on the Gaussian fil-
ter paradigm, which incorporates dynamic stream weights, was proposed. Dynamic stream
weights serve as instantaneous weights to both modalities that can be rapidly adapted at
each time step. This allows the inference procedure to quickly react to changes in sensor
reliability, e.g. if the audio signals are disturbed by non-stationary background noise or
if occlusions hinder the face detection capability of the visual data stream. An important
aspect of the proposed framework is the online estimation of dynamic stream weights, which
is a necessary requirement for deployment in technical applications. Therefore, two training
procedures to learn the parameters of dynamic stream weight estimation models were pro-

posed. The classical approach was adopted from earlier works in the domain of audiovisual
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Figure 2.12: Results of the experimental comparison of different DSW estimation approaches,
averaged over all cross-validation folds. A standard KF with joint observation
noise covariance matrix (“KF”) serves as a baseline. “Oracle” denotes the
performance achieved using Gaussian prior-based ODSWs. The logistic func-
tion (“LE”) and a feed-forward neural network (“NN”) are used as mapping
functions for DSW estimation, trained either with stochastic gradient descent
(“SGD”) using ODSWs as targets or via the SNES algorithm (“SNES”). The
asterisks show statistically significant differences with respect to the baseline
and between the evaluated models, where x represents p < 0.05 and ** stands
for p < 0.01. (" 2019 IEEE, cf. [57])

automatic speech recognition. In a first step, oracle dynamic stream weights were computed
from a training dataset using a fully-observed model. Subsequently, the obtained oracle
dynamic stream weights were used as training targets to estimate the model parameters
using conventional gradient-based optimization, where sensor reliability measures from the
training corpus served as inputs. In this thesis, two methods for obtaining oracle dynamic
stream weights were proposed. Their main difference was the utilization of a different prior
distribution on the dynamic stream weights, which were chosen as either a Gaussian prior or
a symmetric Beta prior. Additionally, a second training scheme based on natural evolution
strategies was proposed, where the explicit computation of oracle dynamic stream weights
is not required. Instead, the model parameters are directly optimized with respect to the
localization error using the separable natural evolution strategies algorithm. The framework
was evaluated on a diverse set of audiovisual databases and showed comparable to superior

performance over state-of-the-art algorithms for audiovisual sound source localization and
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tracking. Furthermore, it is a fully probabilistic framework which provides interpretable re-
sults and naturally incorporates uncertainty information which allows a fast and principled

adaptation to changing environmental conditions.

2.6 Outlook and future work

The framework of dynamical systems with dynamic stream weights is generally not restricted
to the application domain of audiovisual sound source localization and tracking as addressed
in this thesis. It can essentially be exploited for any task that considers multi-sensory, un-
certain observations. An important research direction in this regard is the incorporation of
more than two sensory modalities, where initial steps have already been taken in [55]. Ad-
ditionally, the extension to nonlinear dynamical systems with non-Gaussian noise statistics,
e.g. by using particle filter-based inference is also a potentially promising research direction.
Another important aspect for future investigations is the extension to multi-source scenar-
ios by incorporating probabilistic data association techniques. This will make the tracking
framework suitable for a wider range of technical applications.

Additionally, future works can focus on a thorough analysis of suitable reliability measures.
An in-depth analysis of different measures by means of feature selection may yield interesting
theoretical insights towards the reliability of audiovisual sensors. Further studies in this
direction might also consider making the proposed system trainable end-to-end. Specifically,
integrating the proposed system more tightly with gradient- or optimization-based methods,
e.g. letting them share a joint computational graph with deep neural networks, will most

likely further enhance the capabilities of the approach proposed in this chapter.
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Recent developments have extended classical sound source localization approaches to the
fields of robot audition [103, 104, 105, 106] and acoustic scene mapping (ASM) [18, 107, 108].
The ability of an acoustic sensor to move within the environment introduces a valuable addi-
tion to the sound source localization process. For instance, it enables the use of triangulation
techniques to refine sound source position estimates [109] and allows for moving the acous-
tic sensor closer to the source. Hence, a robotic agent can proactively seek for a beneficial
positioning of its acoustic sensors to, e.g. improve the SNR or increase the direct sound
level in reverberant environments [110]. These techniques contribute to the general field of
active localization, which considers the entire SSL process as a closed-loop feedback control
system [103, 109, 111]. Fig. 3.1 depicts an exemplary search-and-rescue scenario, where
acoustic sensing modalities become a valuable addition to conventional robotic sensors, in-
cluding cameras, laser-range finders etc. In such applications, acoustic sensors can contribute
to specific tasks, e.g., finding the positions of victims crying for help [112]. An important
research question to be addressed in this context is, how appropriate control signals can be
chosen to optimize an agent’s motion trajectory to improve SSL performance.

This chapter introduces three novel approaches to tackle this problem in different robot
audition applications. First, a binaural machine hearing system based on a simulated dummy
head that is capable of performing rotational motion is introduced. This work was initially
published in [113] and this chapter presents an extended overview of the proposed system.
The framework is able to solve the problem of front-back ambiguities, which is inherent
to binaural localization [1], through head rotations. In comparison to previous works that
have been proposed for this task, the system considered in this thesis relies on a nonlinear
dynamical system model that can be directly extended by closed-loop feedback controllers.
Subsequently, the control-theoretic approach of closed-loop feedback in dynamical systems is
transferred to the domain of ASM, describing the work published in [103]. Here, a simulated
autonomous robotic platform able to perform rotational and translatory motions is consid-
ered. A control strategy based on Monte Carlo methods is proposed, which selects motion

trajectories that iteratively reduce uncertainty in the map estimation process. This frame-

69



3 Robot audition

T

Figure 3.1: High-level overview of an exemplary acoustic scene mapping task involving a
robot that is able to actively explore the environment (indicated by the gray ar-
row). A prototypical application of acoustic scene mapping is a search-and-rescue
scenario, involving dangerous areas (fire) and humans in possibly dangerous lo-
cations. The use of acoustic sensors can benefit the localization of humans in
such scenarios, e.g. by detecting cries for help.

work is finally extended to tackle the full acoustic SLAM problem, where the closed-loop
control paradigm is adapted to cope with multiple sound sources in the map. A controller
based on potential fields is proposed that utilizes an objective function which aims at reduc-
ing uncertainty of the estimated map. This approach was initially described and published

in [104], to which the current chapter presents an extended overview.

3.1 Related work

Several machine hearing systems utilizing control signals to initiate movement of a robotic
agent have been proposed in the literature. A notable framework that closely models hu-
man perception of sound was introduced in [114, 115]. Herein, a binaural machine hearing
framework using a simulated Knowles Electronics Manikin for Acoustic Research (KEMAR)
dummy head is proposed, which exploits head movements to aid speaker localization. This
approach was inspired by the ability of human listeners to resolve front-back ambiguities
through head motions. Front-back ambiguities occur in the binaural setting due to the sym-
metry properties of ITDs and ILDs [16]. This problem was also addressed in related works
that considered additional translatory movements of a binaural dummy head mounted on a
robotic platform. By combining binaural perception with rotational and translatory motion,

the distance towards a sound source can be recovered via triangulation over time [15].
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Similar approaches have also been proposed for multichannel robot audition, which incor-
porate microphone arrays instead of a binaural acoustic sensor. In this context, the problem
of ASM has become a widely investigated topic [107, 108, 116]. ASM aims at constructing
a map of acoustic source locations in the environment surrounding the robotic agent. This
area of research is closely related to acoustic simultaneous localization and mapping (SLAM),
which is an extensively investigated and still actively developed framework in general robotics
research [17, Chap. 10]. The main difference between ASM and SLAM is that ASM does
not consider the explicit estimation of the robot’s own location in the map. Instead, it is
assumed that this position is available through external sources, e.g. an optical tracking
system. In contrast, SLAM jointly treats the position of the robotic agent and the source
positions as unknown variables, which must be estimated from available sensor data while
the robot is moving [117, 118]. The need for applying SLAM-based methods arises through
the fact that in many technical applications involving mobile robotic platforms, an external
source to monitor the agent’s position is not available. Both ASM and SLAM-based methods
have been proposed for robotic agents equipped with acoustic sensors, cf. [18]. A particular
challenge is the limited capacity of acoustic sensors to estimate the distance towards a sound
source [119, 120]. Hence, performing ASM and SLAM requires specific algorithms taking
this into account by solely relying on DoA estimates. This problem is generally termed
bearing-only SLAM in the robotics literature, cf. [17, Chap. 10] and [121].

An important research question for the applications of ASM and SLAM is, how robot
motion can be controlled to optimally support localization. An inherent goal of the itera-
tive map-building process is the maximization of the robotic agent’s knowledge about the
environment. This is synonymous to a reduction in uncertainty about the estimated source
locations and the robot’s own pose through movements of the agent. It is of crucial im-
portance when using bearing-only sensors, as motion trajectories need to be controlled in a
way to support source triangulation. Implementations of SLAM algorithms mostly rely on a
recursive Bayesian estimation framework and represent the map as a probability distribution
over source positions and the agent’s pose [117, 118]. This allows the estimator to directly

obtain a measure of uncertainty from the underlying PDF.

The framework introduced in [105, 122] describes an information-based feedback control
scheme for binaural ASM. It computes motion trajectories that maximize information gain
of the estimated posterior PDF representing the source location. This is realized via a
one-step look ahead controller. At each time step, it chooses a motion control for the
next time step that maximizes the expected reduction in uncertainty of the map. This

approach was further extended to multi-step ahead control in [106, 111]. Similar frameworks
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have also been proposed in the broader context of active scene exploration that aims at
maximizing the agent’s knowledge about the environment [17]. However, these approaches
do not comprise the full SLAM problem as they assume a known pose of the robotic agent.
Related work without explicit knowledge of the agent’s pose has been conducted outside
the field of acoustic localization, e.g. in [123] for laser-based SLAM. A SLAM algorithm
specifically tailored to the domain of acoustic sensors was proposed in [18]. However, this

framework did not consider the incorporation of closed-loop feedback.

3.2 Active binaural localization with head movements

This section introduces a binaural machine hearing system that tackles the problem of sound
source localization from a control-theoretical standpoint. Specifically, the dynamics of a ro-
tational movement of acoustic sensors mounted on a dummy head are modeled as a nonlinear
dynamical system with external control input. Hence, the entire system can be designed as a
closed-loop feedback control system. The controller design aims at generating control inputs

that enable the system to reduce uncertainty of the estimated source locations.

The proposed model uses an UKF [45] to infer the position of the sound source from
measured [TDs and ILDs. Similar approaches have been investigated in previous works,
either using Kalman filtering techniques [29, 124] or particle filters [125]. The results conform
with the work of Wallach [16], indicating that rotational head movements improve azimuth
localization by resolving front-back ambiguities, which are likely to occur if sound sources

are positioned within the cone of confusion, cf. Sec. 1.1.1.

Modeling the shape of the human head as a rigid sphere is a simple geometric approach to
approximate the influence of the outer ear on the HRTF's. Early investigations of this topic
have shown that this approach provides insights into how far the human head contributes
to the localization capabilities of the auditory system [126]. It was shown in [127] that the
dependency of measured ILDs and ITDs on the distance of nearby sound sources can be
approximated by a spherical head model (SHM). This is a rather simple model, where the
influence of the head shape is well covered, but the effects of the pinna are completely ne-
glected. This leads to significant deviations from measured HRTF's at high frequencies [128].
The model provides an analytic connection between the position of the sound source and
the ITD and ILD. Contrary to other approaches [129, 130], no prior supervised training on

measured HRTF datasets is necessary to establish this connection.
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Figure 3.2: General setup of the dynamic binaural sound source localization scenario. A
right-hand coordinate system is used. Herein, 7' denotes the step size, ¢y is
the source azimuth angle, ¢y, is the angular source velocity and 1, is the look
direction of the head. The dummy head geometry is described by the angle of
the ears ¢, and the head radius a. (* 2015 ISCA, cf. [113])

3.2.1 System description

The general setup of the framework is depicted in Fig. 3.2. A dummy head with binaural
acoustic sensors is positioned at the origin of a two-dimensional Cartesian coordinate system.
The head is capable of performing rotational motions around a central axis. A sound source
is placed at an arbitrary position in the environment surrounding the dummy head. The

sound source is able to move around freely within this environment.

Auditory front-end. ITDs and ITDs are the two main auditory cues for localizing sound
sources in the horizontal plane, cf. Sec. 1.1.1. Hence, they must be extracted from captured
audio data. The ear signals acquired with the binaural sensor of the dummy head are

processed by an auditory front-end (AFE) proposed in [129]. Let

2 3
h | Skl Sk
Sp= sp sy =§ : z (3.1)
S%,L S?,L
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denote a block of ear signals sy, and s}, at the k-th time step, with a block length of
=1, ..., Lsamples, acquired at the left and right ear, respectively. The auditory front-end
first decomposes both ear signals of one block independently into M auditory channels using
a phase-compensated gammatone filterbank. The channel center frequencies of the filterbank
are equally distributed on the equivalent rectangular bandwidth scale [22]. Half-wave rec-
tification and square-root compression is applied to each frequency channel to approximate
the behavior of the inner hair cells [131]. ITDs and ILDs are then computed independently
for each frequency channel. The block-wise processing framework finally yields a binaural
observation vector
h I
Yo = A€ (k)= 7.1 - Tomr Ok1 0 Orm (3.2)

of concatenated ITDs 7,, and ILDs 0,,, where m = 1, ..., M denotes the respective
auditory channel of the gammatone filterbank. Herein, Afe (s;) denotes the entire processing
chain of the auditory front-end. A block diagram of this framework is depicted in Fig. 3.3.
The framework from [132] was used to implement the auditory front-end in this thesis.

Additionally, the angular look direction of the dummy head ), is assumed to be observ-
able via an external sensor at each time step. This yields a corresponding scalar rotation
observation o %, Which is corrupted by sensor noise. Hence, the joint observation vector
serving as input to the binaural localization and tracking framework can be expressed as

h I T

— T
Y = ybimk yrot,k

Dynamical system model. The scenario depicted in Fig. 3.2 is modeled via a generic

nonlinear dynamical system as introduced in Egs. (1.17) and (1.18). The system state is

defined as h ‘ i1
Te= ¢ op Yr >

where ¢, denotes the source azimuth, ¢ is the angular source velocity and 1 is the look

direction of the head. The model dynamics are governed by the nonlinear state transition

function 2
O + T

[, ug) :E Pr—1 z (3.3)

sat l/Jk + T'meaXUk, 1/}rnax
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Figure 3.3: Block diagram of the auditory frontend used to extract I'TDs and ILDs from
binaural input signals sy and s} via a bank of m = 1, ..., M phase-compensated
gammatone filters g¢,,(-). After filtering, the signal is half-wave rectified and
square-root compressed in each channel to mimick the behavior of the inner-hair
cells. ITDs and ILDs are estimated using the framework proposed in [129].

where T' denotes the time between two consecutive time steps, ¥max is the maximum rota-
tional angle of the head, ¢max is the maximum angular velocity for rotating the head and
u € [—1, 1] is the corresponding scalar control input. A positive control input of uy = 1
triggers a counter-clockwise head rotation with maximum angular velocity. Similarly, nega-
tive values induce a clockwise head rotation. In order to model physical constraints of the
maximum head displacement, a saturation function sat(z, Zpax) = min(|x|, Tmax)sgn(z) is
introduced in Eq. (3.3). Hence, the set of possible look directions that the system can handle

is defined by n o

H = ¢k € R |wk| S 7vZ}max . (34)

Therefore, it is necessary to restrict the possible initial values for the look direction within

the range ¥y € [~®max, Ymax] on the frontal hemisphere.

The observation function is designed to establish a connection between the angular source
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position ¢, and the ITDs and ILDs. This is achieved by using an analytically derived HRIR
2 3
h i Erk,l(xk) Tlil(‘r‘ck)z

ri(zr) = rh(xy) rR(x,) = , (3.5)

TIIZ,L(wk) TIE:{,L<wk)

which depends on the system state, specifically the relative angle between the apparent
source azimuth and the look direction of the head. The HRIRs in Eq. (3.5) are derived
using the spherical head model introduced in [127, 133]. This model is defined by three
parameters, namely the head radius a and the angle pair {@ear, Gear } describing the position
of both ears on the sphere, cf. Fig. 3.2, where the elevation angle 0, is not shown explicitly.
The time-frequency spectrum of the impulse response at frequency w for the left ear ri,(xy)

is given by its Fourier transform

c X h, ¢d
Ry (xp, w) = T T %a (2v+ 1) L, sin(fear) cos (¢op — x — &) (3.6)
where ¢, = —pr = @ear- The impulse response for the right ear rgr(x)) can be generated

accordingly. The spherical Hankel function of the second kind and order v [134, Chap. 10] and
its first derivative are denoted by h,(-) and A/ (-), respectively. Additionally, L, (-) symbolizes
the v-th degree Legendre polynomial [134, Chap. 8]. The sound source position is described
in polar coordinates by the distance d and the current apparent azimuth angle ¢y — 1. The
speed of sound is denoted by c¢. The impulse responses for both ears are generated at each
time frame k and truncated to the block length L of the AFE. This allows us to express the

nonlinear function in the observation model as
h(zxy) = Afe (ry(xr)), (3.7)

where Afe (-) is the processing chain of the AFE given in Eq. (3.2). To illustrate the modeling
capabilities of the SHM, Fig. 3.4 shows a direct comparison between I'TDs and ILDs obtained
using the SHM and a HRIR database recorded using a KEMAR dummy head [21]. The
figure indicates that the SHM can provide ITDs and ILDs that closely approximate HRIRs
measured from a real dummy head. The ITD artifacts visible in Fig. 3.4b are caused by the
scattering effect of the dummy head, which is not covered by the SHM.

The full observation model is derived by inserting Eq. (3.7) into the generic observation

equation of a nonlinear dynamical system, cf. Eq. (1.18). Hence, the full dynamical system
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Figure 3.4: Observed I'TDs and ILDs computed for the entire azimuth range using the au-
ditory front-end described in Eq. (3.2). Figs. 3.4a and 3.4c show ITD and ILD
observations obtained using the spherical head model from [127, 133]. For com-
parison, Figs. 3.4b and 3.4d depict the corresponding ITDs and ILDs computed
using recorded HRIRs from a KEMAR dummy head [21].
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model assumed for the task depicted in Fig. 3.2 can be summarized as

2 3 2 . 3
O O +Thr1

X = g@é = § i1 z + vy, (3.8)

wk sat wk + T¢maxuk7 ¢max
2 3

Afe ('rk(:ck))

Pk
with uncorrelated transition and observation noise vectors
2 3
o2 0 0
v ~ N(0, Q), Q=§O o2 02
0 0 o2
and
wy, ~N(0, R), R=blkdiag o2 Iy, o> Iy, o2,
where 02 , 02 and o2 denote the transition noise variances associated with the source az-

imuth, the source azimuthal velocity and the look direction, respectively. The uncertainty

with respect to the observed I'TDs, ILDs and look direction are expressed via the correspond-

2 2 2
o, and o .

w ) w

ing noise variances o.

Implementation details. Two practical aspects must be considered for the implementation

of the SHM: The series involved in Eq. (3.6) must be truncated with respect to trading-off

accuracy and computational efficiency. According to [135], the series can be truncated at
e M 0.67848

N = —aw +max 0, log ,
2c €

where [-] and e denote the ceiling operator and the upper bound of the truncation error.
Additionally, Eq. (3.6) must be evaluated on a regular grid of frequencies w in order to
perform an inverse discrete Fourier transform, whose result is the discrete binaural impulse
response 7, ry(€r). However, especially for high orders, numerical instabilities are likely
to occur, when dividing the two spherical Hankel functions. A numerically stable approach
uses a cascade of first- and second-order infinite impulse response filters, whose accumulated

impulse response coincides with 71, gy (). The coefficients of these filters are derived from
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3.2 Active binaural localization with head movements

Eq. (3.6) using digital filter design methods. For a detailed description of this approach,
cf. [136, 137].

State estimation. A generic UKF as introduced in Sec. 1.3.2 is utilized to infer the state
of the system introduced in Egs. (3.8) and (3.9) from observed ITDs and ILDs. The UKF is
well suited for this task, as the system belongs to the class of Gaussian nonlinear dynamical
systems. In contrast to the EKF, an explicit computation of state and observation Jaco-
bians is not required, cf. Sec. 1.3.2. This is especially helpful for handling the nonlinear
observation model in Eq. (3.9), which involves complex nonlinear transformations due to
the spherical head model and the AFE. It should be noted that the angular position of the
source is a circular variable that is bounded within the range (—180°, 180°]. This implies
that discontinuities are present in the state space, which would degrade the estimation re-
sults when using a generic UKF. To circumvent this issue, this quantity is treated as periodic

variable that is unbounded in R.

3.2.2 Head motion control strategies

Human listeners utilize a variety of head movements like rotation and tilting to resolve ambi-
guities when localizing sound sources. An early study investigated human head movements
during sound localization in different conditions [138]. The main conclusion from this work
was that for short-stimuli with a duration of 0.5 s, front-back ambiguities were reduced when
the head was rotated towards the source, compared to the case when no rotational move-
ment was performed. Additionally, it was found that the magnitude of the rotation also
contributes to the reduction of front-back ambiguities in specific cases. Similar findings were
reported in [139], where human listeners were also tasked to localize sounds. The results from
this work indicated that on average, the listeners rotated their heads by approximately 20°
in the experimental setting and the maximal rotation azimuth was measured at about 70°.

Therefore, the influence of continuous head rotations on the localization performance is
investigated with the framework introduced in Sec. 3.2.1. Specifically, three strategies are

proposed, relying on feed-forward and closed-loop feedback control schemes.

Static head position. The static head position serves as a baseline for all conducted exper-
iments described in the following section. The look direction of the dummy head will remain
in its initial position ¥ = 0°V k throughout the whole audio sequence. This is achieved by

setting the control input to uy = 0 Vk.
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Random controller. The random control strategy randomly selects control inputs from a
uniform distribution at each time step, according to u; = U(—1, 1). This controller serves
as a second baseline in the experiments. The research question behind the incorporation of
this strategy is if head rotations need to follow a specific scheme, or if front-back ambiguities
can already be resolved by random rotations of the head. This has also been investigated
in [114], where random rotations yielded inferior performance compared to systematic control

strategies. Therefore, a similar behavior is expected for the framework proposed here.
Periodic scanning. The periodic scanning strategy is based on a feed-forward controller

up = sin 2rk—
¢
where T denotes the duration of one scan cycle in seconds. This triggers the head to perform
a bidirectional periodic rotation around the initial look direction. An exemplary trajectory

of the resulting head rotation is depicted in Fig. 3.5a.

Smooth posterior mean. In addition to the previously introduced periodic scanning strat-
egy, a second approach using a closed-loop feedback controller
" #
u, = 1-— _ sgn o — Uy, (3.10)
1+ |dr — Yl

is introduced. This approach is called the smooth posterior mean strategy, because the
controller described in Eq. (3.10) steers the head on a smooth trajectory towards the es-
timated posterior mean of the source azimuth ggk, relative to the estimated look direction
of the dummy head &k This control strategy is inspired by the previously introduced
studies that investigated rotational head movements of human listeners in sound localiza-
tion tasks [138, 139]. To illustrate the behavior of the smooth posterior mean controller,

Fig. 3.5b shows an exemplary trajectory in a simple scenario with fully observed system

state.

3.2.3 Evaluation

The experimental evaluation focuses on the question if systematic head rotation strategies
yield beneficial localization performance compared to the baselines with no or random con-
trol inputs. Specifically, the periodic scanning and smooth posterior mean controllers pro-

posed in the previous section constitute examples of feed-forward and closed-loop feedback
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Figure 3.5: Motion trajectories describing the rotation of the dummy head, obtained using
the proposed periodic scanning (PSCAN) feed-forward controller (Fig. 3.5a) and
the smooth posterior mean (SPM) closed-loop feedback control (Fig. 3.5b). In
this example, a fixed motion of the sound source azimuth with constant velocity
is applied and the state is assumed to be fully observed. The moving sound
source velocity in this case is larger than the maximum rotational velocity of
the head. The figures were produced using the parameter settings 7' = 0.05s,
Ty = 258, Yrmax = 70° and ey = 10°s71.

approaches, respectively. Based on the findings in previous works [114, 139], it is hypothe-
sized that closed-loop feedback with rotations towards the estimated source position aids in

resolving front-back ambiguities, hence improving localization accuracy.

Evaluation scenarios and simulation setup. The proposed framework is evaluated in two
single-source localization scenarios. In the first scenario, a static sound source is positioned
at four different target azimuth angles: 0°, 30°, 60° and 90°, cf. Fig 3.2 for a description of the
utilized coordinate system. This setup covers the whole range of the cone of confusion [1]. Tt
should be noted that all evaluated source positions are placed in the frontal hemisphere with
respect to the head. However, the system has no prior knowledge about this circumstance,
hence front-back confusions are likely to occur for sources within the cone of confusion. The
second evaluation scenario represents a dynamic scene, where the initial source positions are
chosen identically to the first scenario. Additionally, the scene involves a counter-clockwise,

uniform circular movement of the source by 180° over the total simulation time.
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Experimental setup. Binaural ear signals are rendered using the SoundScape Renderer [140]
with HRIRs from the KEMAR dummy head [21], where the sound source is situated on a
circle of 3m radius in the horizontal plane. The azimuth resolution of the HRIRs is 1°.
Binaural rendering is performed online, selecting a pair of HRIRs that corresponds to the
current relative azimuth between the source and the look direction of the head at each time
step. Scene dynamics are simulated by cross-fading the HRIRs at subsequent frames.

The target source is represented as a speech signal taken from the GRID corpus [141].
This corpus consists of short utterances spoken by 34 native English speakers, incorporating
recordings of 18 male and 16 female speakers. The experimental evaluation set used here
comprises of 100 randomly selected utterances from five male and five female speakers, with
ten utterances per speaker. Speech pauses are excluded from the evaluation according to the
corresponding alignments provided with the corpus. The individual utterances are replicated
to match a total duration of five seconds of speech.

State estimation is performed via a generic UKF, using the publicly available EKF/UKF
Toolbox [142]. In all conducted experiments, the initial state posterior covariance matrix is
set to a diagonal matrix with numerically large values to ensure that the model is not provided
with any prior knowledge about the source position and velocity. Localization performance is
measured utterance-wise using the circular RMSE, cf. Sec. 1.1.3. Similar to the experimental
setup for audiovisual localization described in Chap. 2, a one-way ANOVA with Bonferroni
correction [101] is used to perform statistical significance tests on the obtained results. All

experiments are conducted with identical model parameters listed in Tab. 3.1.

Results and discussion. The achieved localization accuracy is shown in Fig. 3.6. This
figure depicts boxplots of both evaluation scenarios, showing the circular RMSE averaged
over all source configurations, for all investigated head rotation strategies.

Fig. 3.6a illustrates the resulting performance in the static scenario, indicating that the
periodic scanning and smooth posterior mean approaches yield improvements over randomly
controlled rotations and the static head position. The closed-loop feedback controlled smooth
posterior mean strategy outperforms all other methods, where the improvements are statisti-
cally significant in all cases. This supports the results in [114, 139], showing that an informed
controller steering the look direction of the head towards the source helps in resolving front-
back ambiguities.

The dynamic scenario yields comparable results to the static case, as depicted in Fig. 3.6b.
The average circular RMSEs in all dynamic experiments are generally lower compared to the

static scenario and less outliers are present. This can be explained by the fact that both the
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3.2 Active binaural localization with head movements

Table 3.1: Parameter settings for the experimental evaluation of binaural localization with
head rotations in static and dynamic scenarios.

Parameter Value  Unit  Description

T 46.4 ms Step size
Ymax 90 deg  Head rotation limit
Vmax 45  degs™' Max. head rotation velocity
o? 10 Azimuth noise variance
o2 1 Angular velocity noise variance
o2 1 Look direction noise variance
o2 10-¢ ITD observation noise variance
o2 25 ILD observation noise variance
o2 1 Look direction observation noise variance
Tc s Scan cycle time
M 8 Number of filterbank channels
8.5 cm Head radius
Gear 93.60 deg Ear azimuth angle
Deoar 110.67 deg Ear polar angle
d 3 m Source distance
c 343 ms~!  Speed of sound
€ 1073 Truncation error

frontal and the rear hemisphere of the dummy head are covered by the moving sources for
all investigated initial positions. This reduces the probability of front-back ambiguities even
if none or random head rotations are applied. However, the smooth posterior mean strategy

again outperforms all other approaches a with statistically significant improvement.

3.2.4 Summary

This section introduced a binaural framework for sound source localization based on a dy-
namical system representation that allows to incorporate open-loop and closed-loop feedback
control strategies. Based on experimental findings in the related literature considering human
listeners, as well as computational models, different head rotation strategies were evaluated
within the proposed framework. The experimental results presented in this section support

the hypothesis that informed closed-loop feedback control proves to be advantageous in terms
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Figure 3.6: Circular RMSEs of the proposed binaural localization framework using different
head rotation strategies in static and dynamic scenarios. PSCAN denote the
results obtained using the periodic scanning strategy, whereas SHM represents
the proposed smooth posterior mean controller. The asterisks *x% show pair-wise
statistically significant differences between the evaluated head rotation strategies,
denoting p < 0.001.

of localization accuracy, compared to purely random or feed-forward control approaches. The
proposed system also serves as a basic platform for binaural robot audition incorporating

rotational and translatory motions, which will be covered in the following section.

3.3 Monte Carlo exploration for active binaural localization

In the previous section, a framework for active binaural localization was proposed, which
utilized rotational head movements to enhance localization performance and mitigate front-
back ambiguities. This initial approach can be extended by enabling a robotic platform with
a mounted dummy head to move freely within the environment. Hence, such a platform
allows to conduct rotational, as well as translatory movements. Fig. 3.7 depicts an example of
how translatory motion can aid the localization process, by reducing estimation uncertainty
via triangulation over time. This is especially important when considering localization using
acoustic sensors, as the available observations are mostly limited to DoAs.

The example in Fig. 3.7 raises the question, how motion trajectories can be derived for the

robotic agent, to optimally support uncertainty reduction of the source location estimate.
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Figure 3.7: This example shows how uncertainty about the estimated sound source position
can be reduced via active exploration. The robotic agent, denoted as a circle
with a red arrow indicating its heading direction, performs a translatory motion
without rotation (indicated by the blue dots) for six consecutive time steps. The
source position is denoted by the purple cross with observation uncertainty (blue
ellipse). At each step, a new azimuth observation is obtained, which is denoted
by the solid yellow line. The translatory movement allows to triangulate the
sound source over time, resulting in a reduced estimation uncertainty.

Generally, this question has been tackled in the broader context of active exploration, aiming
at maximizing the robot’s knowledge about the environment [17, 123]. The framework pro-
posed in this section utilizes a closed-loop feedback control scheme, aiming at minimizing the
entropy of the belief state about the source location, while the robotic agent is approaching
a specific goal position. The resulting motion trajectory is derived by choosing each control
input from a set of pre-defined actions based on an MCE approach [17, 143]. This allows for
the selection of motion commands that minimize the predicted localization uncertainty. This
particular framework extends previously proposed methods [105, 109] with the possibility

for trade-offs between exploratory and goal-directed motions.
3.3.1 System description

The proposed active localization system follows a modular approach, comprising individual

building blocks which constitute a nonlinear, closed-loop feedback control system. The
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robotic agent is composed of a binaural KEMAR dummy head, mounted on a two-wheel
differential drive robotic platform. The acoustic properties of the dummy head are captured
by HRIRs from the CIPIC HRIR database [133]. An AFE identical to the system described

in Sec. 3.2.1 is used to extract binaural cues from ear signals captured with the dummy head.

System dynamics and observation model. The transition model assumes a nonlinear

state space representation

2 3 2 3
T T
_ 475 4 TRML 5 (3.11)
TRk f(rk—1, ug)
Y. = h(zck) + wy, (3.12)

where the system dynamics are composed of two augmented state vectors
h i

LTSk = My Myk

representing the sound source position in Cartesian coordinates my and my , as well as
the robot’s pose h i

LTRE = Txk Tyk Tok > (3.13)
including its Cartesian position 7y, 7y and heading direction ¢ . The transition function
describing the kinematics of the robotic agent is derived from a two-wheel differential drive

model [144] according to

2 3
Txk—1 +Z uR,k + up, k) cos(1g k1)
f(wR,kfla uk ETY k_1 + UR,k -+ UL,k) Sin(T’g’k_l)Z ) (3-14)
Tok—1 T %(UR,I@ — UL )
h I
where T is the time between two consecutive discrete time-steps, uy = wupy upy s the

applied control input representing the angular wheel velocities of the right and left wheel
and dy is the distance between the two actuated wheels. The transition noise is expressed
via a conventional Gaussian noise model v;, ~ AN(0, Q) with noise covariance matrix Q.
Observations are predicted using a nonlinear mapping function h(xy) with additive, zero-
mean Gaussian noise wy ~ N (0, R) with corresponding noise covariance matrix R.

The observation model in Eq. (3.12) describes a mapping from states @y to observations y;.
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3.3 Monte Carlo exploration for active binaural localization

As described previously, ITDs and ILDs are used as primary binaural cues for localization,
bearing information about the relative angle ¢, between the sound source and the heading
direction of the robot. Hence, the system state is first mapped from Cartesian to polar
coordinates. The mapped state is subsequently used to predict binaural observations by a

regression model

where W € R?*MT1 i5 a matrix of regression coefficients and ®(zy) is the regression function
h i
®(zr) = 1 sin(¢(xy)) sin(20(xy)) --- sin(Mo(xr)) (3.16)

of order M, where the angle-dependent regressors are modeled as a finite Fourier-series
representation [145] with

d(xy) = atan2 my — ry g, Men — Tk — Tok-

)

The regression coefficients are computed via multivariate linear regression [69, Chap. 3] using
HRIRs and binaural room impulse responses (BRIRs) with white noise as stimulus signal, cf.
Sec. 1.2.1. The residuals obtained after training are used to estimate the observation noise
covariance matrix R. This model extends the approach introduced in Sec. 3.2, which utilized
a SHM as its observation function. The use of a regression model according to Eq. (3.16)
yields a more flexible framework, which can be trained on both measured or simulated HRIRs
and BRIRs. This is depicted in Fig. 3.8, which shows a comparison of the resulting I'TDs
and ILDs when a KEMAR dummy head, a SHM and the proposed regression model are
incorporated as an observation model in Eq. (3.12). It confirms that the regression model in
Eq. (3.15) yields are more accurate representation of the underlying HRIRs than the SHM.
However, the latter does not require explicit training and can be applied to a wide range of

binaural sensors, even if measured HRIRs are not available.

State estimation. The current framework exclusively focuses on source localization and
does not consider the full SLAM problem, which will be covered in Sec. 3.4. Hence, the
pose of the robotic agent @y is assumed to be known and deterministic, depending only
on the applied control input. This reduces the state estimation procedure to recursively
updating the posterior belief state of the Cartesian sound source position p(@s k| Y14, U1:k)-
This distribution might have multimodal characteristics, as front-back confusions can occur

due to the ambiguous nature of binaural cues [1]. This renders Bayesian filtering methods
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Figure 3.8: ITDs and ILDs obtained using HRIRs from the KEMAR dummy head [21], the
SHM introduced in Sec. 3.2 and the regression model described in Eq. (3.15). The
depicted binaural cues are computed using the auditory front-end from [129] and

averaged over all frequency channels. The regression model was trained using
KEMAR HRIRs with an order of M = 8.

based on unimodal Gaussian assumptions inappropriate for this task. To overcome this
limitation, a Gaussian mixture sigma-point particle filter (GMSPPF) [146] is used to infer
the source position from a sequence of binaural observations. This particular instance of a

PF represents the posterior belief state as a GMM, enabling it to handle multimodal PDF's.

3.3.2 Monte Carlo exploration

MCE was introduced in the context of robotics as a means to actively increase information
about uncertain entities in the environment through motion [17]. A prominent application for
such exploration techniques is SLAM. Here, the robot tries to actively explore its environment
to reduce uncertainty of the estimated map [147]. However, unconstrained exploration is
usually not desired in many applications, because it leads to completely unrestricted motion
trajectories that imply potential danger for the robotic agent or its environment. Instead,
in practical applications the robot is assigned a specific task, e.g. reaching a specific goal
position, which imposes a certain constraint on the resulting motion trajectories.

In the context of ASM, MCE focuses on developing a policy m(x), which allows the
robot to select appropriate actions that maximize a specific reward function. This func-
tion trades off uncertainty reduction through exploration and goal-directed movements. In
the proposed framework, exploration serves two purposes: resolving front-back ambiguities

through rotational motions and improving distance estimation via triangulation by perform-
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3.3 Monte Carlo exploration for active binaural localization

ing translatory movements. The generic MCE algorithm as described in [17, Chap. 17] is
adopted here to accomplish this task. It aims at finding a control input u,; that maximizes
the expected reward at the subsequent time step. To make this approach computationally
tractable, the continuous-valued controls described in Eq. (3.14) are discretized. This yields
a set of NV, distinct control inputs

U="{ul), .. ul}, (3.17)

k41

where a viable control policy 7(x)) can be obtained by running Monte Carlo simulations
that predict the immediate reward of all control inputs in the set U, using the dynamics and
observation models in Egs. (3.12) and (3.14). The procedure is initialized by drawing a set of
Ny samples from the belief distribution of the sound source location at the current time step.
The full state samples are obtained by augmenting the sampled sound source locations with
the deterministic robot pose given in Eq. (3.13). Subsequently, the sampled full state is fed
into the state transition function described by Eq. (3.14) for all control inputs in Eq. (3.17)
and the corresponding observations are obtained via the observation model in Eq. (3.12). A
UKF update step is then conducted for each pair of sampled states and observations. Each
update step generates a Gaussian posterior belief state. This allows for the calculation of
the immediate reward and the corresponding entropy of this posterior belief state. The UKF
update step is preferred here instead of the GMSPPF update, because it yields a Gaussian

posterior belief state, whose entropy can be computed analytically via
. 1 _—
Hyxicyou0 (Bi) = S log - (2me)™ - [Zy] (3.18)

where 3, denotes the state posterior covariance matrix and D, is the state dimension. It
should be noted that a GMSPPF update would also be feasible here, as the conditional
mean state estimate of the resulting GMM can be approximated [146]. However, the UKF
provides a less accurate approximation to the posterior mean state, but is computationally

more efficient, which proves to be advantageous within a Monte Carlo framework.

The utilized reward function constitutes two possibly conflicting goals: minimizing local-
ization uncertainty by exploratory movements and reaching a specified goal position xg.
Hence, a trade-off must be found which balances exploration and goal-directed actions. This

is expressed as the reward function

r(@k, 3i) = = allery — @allz + (1 — a)Hp py,u0 (k) (3.19)
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Algorithm 6 Monte Carlo exploration algorithm for uncertainty reduction in acoustic scene
mapping. The algorithm applied here is adopted from [17, Chap. 17] and tailored to the
specific requirements of binaural sound source localization.

1: Initialize set of control inputs according to Eq. (3.17)

2: Set p,=0Vn=1,..., N,

3: fori=1to N; do

4: Perform Gaussian approximation p(xy | Y.y, wix) =~ N (@ | Ty, ﬁlk)

5: for n=1to N, do

6: ZTpy1 ~ P(Tpyr | 2, ul(ﬁgl)

7 @k+1 ~ p(@kJrl | ikH)

8: 1k, Shoapp = UKfPredict — (z, 3, ul”), Q)

9: g1, 2]{;4—1 = UkfUpdate  (Zpq1k; 2k+1|k7 Y1, R)
10: Pr = P+ T(&y1, Shat)

11: n* = argmax p,
n

(n?)

12: return uy

where a € [0, 1] is a trade-off parameter that balances the minimization of the Euclidean
distance from the robot to the goal position and the entropy of the posterior belief state
predicted for the next time step. The implications of the choice of o will be discussed in
Sec. 3.3.3. The obtained immediate rewards are averaged across all Monte Carlo simulations,
yielding an approximation of the expected reward p,, given a specified control input. The
policy obtained by MCE is a greedy policy, as it exclusively considers the expected reward at
the next time step. Hence, action selection can be conducted by choosing the action with the
highest expected reward for the next time step. The full MCE algorithm is shown in Alg. 6.
An example of a trajectory generated by this algorithm is depicted in Fig. 3.9. It shows that
the proposed control scheme makes use of translatory and rotational movements to support

distance estimation and reduce front-back ambiguities, while approaching the goal position.

3.3.3 Evaluation

The proposed MCE framework is evaluated using a simulation environment based on the
SoundScape Renderer [140], which provides the ability to render dynamic acoustic scenes

using HRIRs or BRIRs. Additionally, the acoustic simulation of “shoe-box”-shaped rooms
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Figure 3.9: MCE trajectory, obtained using the framework described in Sec. 3.3.2. The
source position (blue triangle) is located between the initial robot position and
the goal position (black cross). MCE is performed with o = 0.5, generating a tra-
jectory (dashed black line) towards the goal which helps reducing the uncertainty
of the particle set (gray dots). (* 2017 IEEE, cf. [103])
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is possible based on the image method for simulating small room acoustics [148]. The latter
is utilized for dynamically rendering BRIRs of four rooms, comprising reverberation times of
250 ms, 500 ms, 750 ms and one anechoic room, using HRIRs from the CIPIC dataset [133].

Experimental setup. A collection of speech and non-speech sounds was obtained using
the dataset provided with the “sound event detection in synthetic audio” task of the “De-
tection and Classification of Acoustic Scenes and Events” (DCASE) challenge [149]. The
database consists of isolated recordings from eleven sound categories, namely “clearing
throat”, “coughing”, “door knock”, “door slam”, “drawer”, “human laughter”, “keyboard”,
“keys”, “page turning”, “phone ringing” and “speech”, with 20 samples per category. The
experimental procedure is based on a 4-fold cross-validation scheme, where BRIRs of three
rooms are used for training the regression model given in Eq. (3.15). This training is con-
ducted using the available BRIRs on a grid with 5° azimuth spacing. Additionally, the
training data is used to estimate the process noise and observation noise covariance matri-
ces, respectively, using the framework introduced in Sec. 1.3.3. The remaining BRIRs are
rendered online at each cross-validation fold, by running 50 Monte Carlo simulations with
random initial robot poses and goal positions. The goal position is always placed at a dis-
tance of 3m from the initial position of the robotic agent. The sound samples played during
each simulation are randomly selected from the database. The experimental conditions are
kept consistent over all cross-validation folds via a global random seed. Each simulation
is restricted to a maximum simulated duration of 60s. All experiments are repeated for
different settings of the trade-off parameter « € {0, 0.25, 0.5, 0.75, 1}. An overview of the
experimental parameters is given in Tab. 3.2.

The system performance is assessed using the RMSE of the estimated Cartesian sound
source position, averaged over the corresponding sets of simulations within each cross-
validation fold, cf. Sec. 1.1.3. Additionally, the time required for the robotic agent to reach
the goal position (TTG) is employed as an additional evaluation measure. This is accom-
panied by evaluating the percentage of Monte Carlo runs where the agent has reached the

desired goal position within the 60 s time-frame, termed goal positions reached (GPR).

Results and discussion. To better account for outliers that sporadically occur due to
the stochastic nature of the PF, the median of the achieved localization performance is
reported in Tab. 3.3. The results indicate that MCE improves localization performance
compared to a fixed trajectory towards the goal, which is achieved when setting (o = 1).

The lowest localization error is obtained for a = 0.25. However, this comes at the cost of an
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Table 3.2: Parameter settings for the experimental evaluation of MCE.

Parameter Value Unit Description

0.076 m  Distance between wheels
4 Regression model order
100 Number of samples, cf. Alg. 6
25 Number of available control actions

- Estimated process noise covariance matrix, cf. Eq. (1.31)

- Estimated observation noise covariance matrix, cf. Eq. (1.33)

NNo ==z

25 ms  Step size

Table 3.3: Median Cartesian RMSE in m, achieved for all investigated acoustic conditions.
The reverberation time (Tgg) is denoted in the top row.

a | Anec. 250ms 500ms 750ms | Avg.

0.00 | 0.58 0.72 1.63 282 | 1.44
0.25 | 0.51 0.63 0.70 0.77 | 0.65
0.50 | 0.63 0.67 1.05 1.29 | 091
0.75 | 0.87 0.91 1.18 1.44 | 1.10
1.00 | 1.09 1.08 1.36 1.37 | 1.23

increased time to reach the goal position, as shown in Tab. 3.4. Therefore, @ must be chosen
appropriately for specific applications. A possible but computationally demanding approach

for determining o might be a grid-search on a dedicated set of validation scenarios.

An interesting outcome of the experiments is that the localization error obtained for o = 0
is significantly increased compared to the other settings of the trade-off parameter. In this
case, the robot is able to move around freely, without the imposed constraint to approach
a specified goal position. The resulting policy tends to steer the robot very close to the
assumed source position, which disturbs the observed binaural cues, causing large jumps in
azimuth between two consecutive time steps. This behavior is not explicitly covered by the
observation model. Hence, the GMSPPF is not able to appropriately handle these effects

during inference.
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Table 3.4: Time-to-goal (TTG) in seconds and percentage of goal positions reached (GPR)
within the available simulation time, averaged across all acoustic conditions for
four investigated values of a (top row). As a = 0 does not steer the robot towards
the goal position, it is not explicitly shown here.

Metric\ 025 05 075  1.00

TTG |38.31 1449 994 9.44
GPR | 60.00 98.00 100.00 100.00

3.3.4 Summary

In this section, an extension of the active binaural localization framework from Sec. 3.2 was
introduced. By enabling the robotic agent to perform translatory motions in conjunction
with rotational movements, sound sources can now be localized in two-dimensional Cartesian
space via triangulation. This, however, requires sophisticated control strategies for planning
trajectories that aid the robotic agent in reducing uncertainty of the estimated sound source
position. The Monte Carlo exploration approach was utilized in the framework proposed in
this section and adapted to the specific requirements of acoustic scene mapping. An exper-
imental study conducted in simulated acoustic environments has shown that Monte Carlo
exploration yields viable control policies, supporting acoustic scene mapping in Cartesian
space. However, the method requires extensive tuning of a trade-off parameter, which has to
be adapted individually for each application scenario. Additionally, the proposed framework
assumes that the position of the robotic agent is known and is restricted to a single sound
source only. Hence, further extensions towards the full acoustic simultaneous localization

and mapping problem are required, which will be introduced in the following section.

3.4 Active exploration for acoustic simultaneous

localization and mapping

The scope of both systems that have been introduced so far was primarily a proof of con-
cept, aiming towards a fundamental analysis of mobile SSL systems with closed-loop feed-
back control. Focusing on ASM, the approach described in the previous section operated
under specific constraints, which limit its applicability in realistic scenarios. Specifically,
the assumption that the position of the robotic agent is precisely known to the localization

framework at all times, bears a significant technical constraint. Furthermore, the limitation
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of localizing a single source also prevents the use of such systems in realistic multi-source

scenarios.

The current section will extend these initial approaches to acoustic SLAM [18]. SLAM
in general is an extensively investigated and still actively developed framework in robotics.
SLAM-based methods are required in scenarios where a mobile robotic agent can move
within its environment, but is not able to directly observe its own position. Simultaneously,
it is tasked with building a map of its surroundings, containing specific points or structures
of interest (e.g. walls), denoted as landmarks. In the domain of acoustic SLAM, landmarks
generally correspond to the position of sound sources in the environment. As already pointed
out in Sec. 3.3, acoustic localization is generally limited to DoA estimates towards the re-
spective source locations. A notable restriction of DoA observations is that they only convey
information about the relative angle between the agent’s heading direction and the observed
sound sources. This is termed a bearing-only SLAM problem, as distance measurements
cannot be directly obtained. However, efficient algorithms have been proposed to tackle this
problem by exploiting the agent’s motion to build a map through triangulation [121], cf.

Fig. 3.7 in the previous section.

Many implementations of SLAM algorithms rely on a recursive Bayesian estimation frame-
work, which represents the map as a probability distribution over source positions and the
agent’s pose [117, 118]. This allows such a system to directly obtain a measure of uncer-
tainty from the underlying PDF. An important aspect of the map building process is the
maximization of the agent’s knowledge about the environment. A specific challenge is the re-
duction of uncertainty about the estimated sound source locations and the robot’s own pose
through motion. This is especially important when using bearing-only sensors, as effective
motion trajectories have to be obtained to optimally support the triangulation procedure.
Compared to the MCE approach in Sec. 3.3, this is even more challenging when performing
SLAM, as the precision of estimated source positions depends on the quality of the pose
estimate and vice-versa. Initial work on finding adequate motion trajectories that solve this
challenging problem has been conducted outside the field of acoustic SLAM, e.g. in [123] for

robotics applications involving laser-based SLAM.

The current section introduces a closed-loop feedback control strategy for acoustic SLAM,
based on the potential field method (PFM) [150, 151]. The PFM generates control inputs
based on so-called attractive and repulsive potential functions. This method was originally
developed for robot path planning, navigation and obstacle avoidance. However, it will be
adapted here to accomplish the task of active exploration. Therefore, task-specific forms of

attractive and repulsive potentials will be introduced. These potentials explicitly incorporate
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Figure 3.10: Graphical model representation of the generic SLAM model, adopted from [17,
Chap. 10]. The model comprises latent state variables describing the dynamic
transition model of the robot’s pose xg; and the corresponding set of sound
source positions in the map xg, which are assumed time-invariant. Additionally,
control inputs uy and observations y, are denoted as observed variables.

uncertainty information, enabling the generation of trajectories supporting the triangulation
capabilities of the robotic agent. Additionally, the PFM naturally incorporates safety mech-
anisms to keep specified distances towards mapped sources, making this framework suitable

for applications involving physical robotic systems.

3.4.1 Acoustic SLAM model

In contrast to previously proposed approaches for acoustic SLAM, using e.g. the FastSLAM
algorithm [116] or Gaussian mixture probability hypothesis density filters [107], the frame-
work presented here is based on an UKF using the inverse depth parametrization (IDP)
of the source state [152]. This allows an undelayed initialization of detected sources from
bearing-only observations and computationally efficient recursive updates. This method has
previously gained popularity in SLAM applications involving monocular vision [153].

A PGM representation of the general SLAM problem is depicted in Fig. 3.10. At each
time-step, estimates of current robot pose g and the acoustic scene map s must be
updated using their estimates from the previous time-step, DoA observations y, and control
inputs uy. The scene map is considered to be time-invariant, implying that sound sources are
fixed at their respective locations. Hence, the discrete time index is omitted here. Extensions

to dynamic acoustic scenes can be found in e.g. [108].

State space and system dynamics. The dynamical system model assumed for the acoustic

SLAM task is similar to the model in Sec. 3.3.1, but incorporates some modifications to deal
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with multiple sound sources. The system state is defined as
h i
L = TRk IS
where h i,
LTRE = Txk Tyk Tok
denotes the robot’s pose at Cartesian coordinates {ryy, 7y s} with angular heading direc-
tion g, while .
’ h i
ws = wg,l PN w%—:Nk
models the acoustic scene map, represented by n = 1, ..., N; source states xg,. The
total number of sources in the map N is a time-varying parameter, as new sources might
be discovered during exploration of the scene. Additionally, unreliable source locations

estimates might also be deleted from the map during runtime.

In bearing-only SLAM, it is not possible to obtain an initial estimate of the Cartesian
source position from a single DoA observation. A delayed estimate could be obtained us-
ing several observations from consecutive time-steps. However, due to observation noise
and association ambiguities, delayed initialization is considered problematic for bearing-only
SLAM. Therefore, an alternative source state representation based on an IDP was proposed
in [152], which is adopted here. Each sound source location is represented by a 4-dimensional
state vector h i,

TSn = Txom Tyom Pn Qn (3.20)
where 7y, , and ry, ,, are the Cartesian coordinates of the robotic agent at the time of ini-
tialization, while p, and «, represent the inverse distance and relative angle towards the
Cartesian position of the source, respectively. The inverse distance is adopted here, because
it yields a state variable that is bounded in p, € [0, ﬁ], where d,i, is a fixed minimum
distance towards the source location. This representation approximately fulfills the Gaus-
sian assumption required for state estimation using an UKF. The actual location of the n-th

source can be obtained from the source state in Eq. (3.20) as

2 3 2 3 2 3

M, Txom cos(ay,
., — 45 _ gTang L geos(an)g (3.21)
My n Tyoun Prn sin(ay,)

in two-dimensional Cartesian map space m,, € R?. An extension to three dimensions is

straightforward [152], but is not considered in the framework presented here. Similar to the
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MCE approach introduced previously in Sec. 3.3.1, the dynamics of the robot’s pose are
governed by a two-wheel differential drive motion model, given in Eq. (3.14). Hence, the full

state transition model incorporating a map with N sources can be expressed as

2 3 2 3
TRk f(xri—1, ug)
s g
A A ! + T, (3.22)
IS N, TS, Ny

where f(xgrx—1, ui) is given by Eq. (3.14) and the transition noise characteristics of the
robot dynamics are assumed as zero-mean Gaussian vy ~ N (0, Q) with a transition noise
covariance matrix ), which is mapped onto the state space via a transformation matrix
h i
Iy = I3z Osean, - (3.23)

The matrix given in Eq. (3.23) allows an efficient mapping from the robot kinematics sub-

space to the full state space for an arbitrary number of sources in the map.

Observation model. In contrast to the frameworks previously discussed in this chapter,
the constraint of binaural localization is omitted here and a more general observation model
is considered. Specifically, let y, denote a scalar observation that directly corresponds to
a DoA measurement in the horizontal plane. Following the IDP paradigm, the observation
model corresponding to the DoA of the n-th sound source can be expressed as a nonlinear

Gaussian measurement equation

Ynk = h(fBR,k;, e’Ds,n) + wg, (3.24)
where
1. 1
h(xrk, Tspn) = atan2 ry,, — ryp + —sin(ay,), regm — xp + —cos(ay,) —7or,  (3.25)
n pn

is obtained by exploiting the IDP source parameterization from Eq. (3.21). The observa-
tion noise is modeled as zero-mean Gaussian noise wy, ~ N(0, 02) with observation noise

variance o2 .
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3.4.2 Map management

To obtain an accurate mapping of the acoustic scene, the estimated map state has to be
constantly monitored and updated. Two important steps in this map management process
are the initialization of newly detected sources and the deletion of spurious sources caused
by misdetections. The entire process is handled within a modified recursive update step of
the UKF that will be explained in the following.

First, a regular UKF prediction step is performed using the transition model of the robot’s
pose from Eq. (3.14) and the applied control input, cf. Alg. 3. This yields a predicted mean
vector &g k-1 and covariance matrix ZAlRyk‘k_l of the robot pose state. Subsequently, a set
of M DoA observations )V = {y,(cm) M_is acquired from the acoustic sensors. Each of
these observations must now be assessed if it either stems from a source already existing in
the current map, belongs to a new source not yet represented in the map or is considered
a misdetection and must hence be discarded. Therefore, a UKF update step is performed
individually for each observation y,(cm) and each of the IV sources in the map xg,. This
update is conducted using the previously predicted mean vector and covariance matrix of
the robot pose state in conjunction with the observation model introduced in Eq. (3.24).

Each of these update steps allows us to derive a measure based on the Mahalanobis distance

m ]' m Al
1 = (™ — g, (3.26)

where 0§, is the innovation variance computed during the UKF update step and Q,g") is
the observation predicted using the n-th source position in the current map, cf. Sec. 1.3.2.
The measures obtained using Eq. (3.26) are used to make a decision on how to proceed
with each acquired observation. Therefore, an additional distance measure ’y,(ﬁ;kﬂ = Ynew 18
introduced, representing the likelihood of observing a new sound source, where the parameter
“ew 18 a user-defined hyperparameter. Following the approach described in [17, Chap. 10],

ML data association is performed, yielding

n* = arg max 7,(5?.
If n* < Nj + 1, the corresponding source in the map will be updated via a standard UKF
update using the m-th observation. On the other hand, if n* = N, + 1, the current map
will be augmented with a new source using the observed DoA y,gm). Therefore, the IDP
provides a means to achieve undelayed initialization without explicit distance information.

For a detailed description of the initialization procedure using IDP, cf. [152]. Lastly, if
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fy,i”;)o < Yelutters the m-th observation is regarded as clutter and discarded. Here, Yejytter 1S an

additional user-defined hyperparameter. After all observations obtained in the current step
have been processed, the deletion of unreliable source estimates present in the current map
is handled using the log-odds ratio method described in [154].

Many SLAM methods that do not use acoustic signals as observations rely on the conven-
tional EKF because of its reduced computational complexity compared to the UKF [155].
This is useful when dealing with a huge number of landmarks, e.g. in the context of laser
or vision-based SLAM. However, the number of sources in an acoustic scene is usually lim-
ited, resulting in a comparably small estimation state space. Therefore, the UKF can be
used safely for the application discussed here, which benefits from its increased estimation

accuracy using nonlinear models [45].

3.4.3 The potential field method for active exploration

The PFM was proposed by [150] as a means for robotic path planning and obstacle avoidance.
It uses an artificial potential field imposed on the robot’s environmental map, which directs
it on a trajectory along the steepest descent in the gradient of this field. A goal position is
defined as a minimum in the potential field, imposing an attractive-force on the robot. In

contrast, obstacles act as repulsive forces, represented by peaks in the potential field.

Potential functions. A potential function is defined as a superposition of attractive and

repulsive potentials

U(g, n) = Ua(g, n) + Ur(q). (3.27)
h i
in the space of possible robot poses ¢ = ¢, ¢ qo - The attractor function towards the

n-th source in the current map is specified as

Ua(g, n) = %Adi(q), (3.28)

where d,,(q) = P (gx — mxn)? + (gy — My ,,)? is the Euclidean distance to the source position
and S, is a scaling factor. The conventional potential field method assumes that a dedicated
goal position is defined for navigation by the attractive potential. In contrast, the problem
of active exploration is considered here, where the target is the position of a mapped sound
source. The motivation for this design is that SSL in reverberant conditions improves if
the acoustic sensors are placed within the critical distance of the source [120]. Therefore, a

greedy goal-selection policy Ua (g, ngoal) is introduced here, which chooses the mapped source
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with the highest uncertainty as goal, according to ng.. = arg max H(xs,), where H(xs,)
is the entropy associated with the n-th source position state. the UKF state estimation
framework described in Sec. 3.4.2 assumes a multivariate Gaussian PDF. Therefore, the
required entropies can be computed analytically as H(xg,) = %log(!%reﬁ?s,nb, where ﬁlsm

represents the covariance matrix of the n-th source state posterior.

The definition of the repulsive potential is also tailored to the specific requirements for
active exploration. In its original proposal, the PFM assumed that each landmark in the
map must impose a repulsive force on the robotic agent to avoid collisions. To modify this
behavior to handle the problem of active localization, repulsive potentials may also support
trajectories that steer the robot on a path which optimally supports localization. This is
required for bearing-only SLAM, as source distance must be recovered through triangulation,
cf. Fig. 3.7 in the previous section. An optimal trajectory for this task is a perfect circle
around the source, which maintains a constant distance but achieves changes in relative
azimuth at each time-step [103, 105, 109]. Therefore, a repulsive potential is proposed, which
explicitly considers two aspects: maintaining a safe distance and simultaneously rewarding

circular trajectories around all mapped sources. It is defined as

Ur(q) = Ur,(q) + Ur,(q) (3.29)
with 8 )
Xe< 1 1L 5fg(q)<d
Ur,(q) = 651 h(@ @) =& (3.30)
n=1" 0 if dn(Q) > dy
and .
L X h Y
Ur,(q) = = L—cos dul@) =5 (3.31)
n=1

where B, and S, are scaling factors, dy is the minimum safety distance that must be kept
towards each source. The relative angle between the heading of robotic agent’s heading

direction and the n-th mapped source is denoted by

¢n(q) = atan2 Myn — 4y, Mxn —4x  — 4o, (332)

which is derived by inserting Eq. (3.21) into Eq. (3.25) and substituting the robot pose
with potential field coordinates. The repulsive potential defined in Eqs. (3.30) and (3.31) is
similar to the extended potential field method introduced in [150], where angle-dependent

potential functions were used for improved collision avoidance.
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Trajectory generation. Motion trajectories generated via the PFM follow the steepest
descent along the gradient of the potential function defined in Eq. (3.27). This translates

into a force field

F(q, n) = —VUa(q, n) — VUr(q)
= Fa(g, n) + Fr(q) (3.33)
the robotic agent is exposed to, where
h i
Fa(g,n) = —Ba g —mypn gy —myn 0 (3.34)

is the attractive force derived from the negative gradient of Eq. (3.28), whereas

1 1 1 .

ka % dn(9)® dn(q) T do gx — Mxn Qy — mym 0 if dn(q) S dO
frlg)=p 3.35
R1< ) R1 o E h | . ( )

000 if dn(q) > do

and
Br X h i
Fr,(q) = 22 sin 2¢,(q) _méén(;)qx méén(;)ny 1, (3.36)
n=1

are the corresponding repulsive forces. For a detailed derivation of Eqs. (3.34), (3.35)
and (3.36), cf. Appendix A.4. Motion trajectories can directly be obtained from the su-
perimposed attractive and repulsive forces by following a path of steepest descent along the

gradient towards a local minimum.

The conventional PFM is problematic in cases with several local minima in the state
space, where the robotic agent might get stuck in a local minimum without being able to
reach the target position [151]. The modified approach presented here circumvents this
problem, because active exploration is inherently an online approach. It requires constant
updates of the potential functions and the corresponding forces. Therefore, the robotic agent
must frequently refine the planned trajectory, which reduces the risk of getting stuck in a
local minimum during exploratory movements. Additionally, the dependence of the repulsive
force on the relative angles towards all sources in the map results in a smoother optimization
surface in trajectory space, compared to the conventional PFM. This has also been reported
in [150, 156]. An example of a trajectory obtained with the proposed approach is depicted
in Fig. 3.11.
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Figure 3.11: Trajectory generated by the proposed active exploration approach based on
the PFM. Thick black dots show the ground-truth sound source positions and
crosses surrounded by solid red ellipses represent the estimated source positions
with corresponding 95% confidence intervals. The uncertainty of the robot’s
pose is depicted as the dashed, blue 95% confidence interval ellipse. The dotted
blue line is the ground-truth robot path, whereas the estimated robot positions
are shown as diamond symbols at each time-step. The initial pose of the robot
was set to zro =[2 1.5 0]7. (" 2018 IEEE, cf. [104])

3.4.4 Evaluation

The performance of the proposed PFM-based active exploration strategy for acoustic SLAM
is evaluated in simulated reverberant acoustic scenarios. As a baseline, the active exploration
methods based on information-based feedback [105] and MCE, as presented in the previous
section, are chosen for comparison. However, the basic implementations of both baseline
methods are not specifically tailored to handle the multi-source SLAM problem. To allow a
fair comparison with the proposed active exploration approach based on the PFM, the IBF
and MCE controllers are modified to operate by taking into account the source with the
highest uncertainty in the estimated map. This behavior is identical to the proposed PFM
approach, cf. Sec. 3.4.3.

Experimental setup. Monte Carlo simulations are conducted in a simulated “shoebox”-

shaped room of size 5 mx4 mx3 m for three different reverberation times T4, of 0's (anechoic),

103



3 Robot audition

Table 3.5: Parameter settings for the experimental evaluation of acoustic SLAM using dif-
ferent active exploration approaches.

Parameter Value Unit Description

do 0.5 m  Minimum distance to sources
dw 0.076  m  Distance between wheels, cf. Eq. (3.14)
N 100 Number of samples for MCE baseline, cf. Alg. 6
N, 25 Number of available control actions for MCE baseline, cf. Alg. 6
Ba 10 PFM scaling factor
Br, 1 PFM scaling factor
Br, 1000 PFM scaling factor
Vnew 0.5 Threshold for detecting a new source
Yelutter 0.28 Clutter threshold

0.5s and 1s. An array of four microphones is employed as the acoustic sensor, where the
microphone placement on the robotic agent is selected to resemble the array configuration
of the humanoid robot Nao [91]. During each simulation, an acoustic scene with three sound
sources emitting speech signals selected randomly from the GRID audiovisual corpus [141]
is rendered using the image-source method [148]. The positions of the sound sources, as
well as their activity periods are varied between the rendered acoustic scenes. The initial
position of the robotic agent is always set to the center of the room. Each experiment
consists of 250 Monte Carlo simulations. The motion dynamics of the robotic agent are
simulated using the kinematic model introduced in Sec. 3.3.1, which was already employed
in the previous experiment investigating MCE performance. DoA observations are obtained
using the MUSIC algorithm [157] for multi-source localization, cf. Sec. 1.1.2. An overview

of the experimental parameters is given in Tab. 3.5.

A source is assumed to be detected when its position is estimated correctly within 1 m
radius around the corresponding ground-truth position in Cartesian space. Overall localiza-
tion performance is evaluated based on gross accuracy Ay, and fine-error Ey, ¢ similar to [30],
cf. Sec. 1.1.3. The F) score is reported to reflect the effects of false positives. Full SLAM
performance is evaluated based on translational (Ep;) and rotational (Ep,) pose errors.
To evaluate the computational performance of the proposed and baseline control methods,
the required average computation time 7, is estimated by averaging the time required for

computing the control input signal at each time-step.
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Table 3.6: Monte Carlo simulation results. Localization gross accuracies Ap, and Fj scores
are shown in percentage values between zero and one, localization fine-errors E, ¢
and translational pose errors Ep; are given in meters and rotational pose errors
Ep, in degrees.

Tso Anechoic 0.5s 1s

A, B Euy Epy Ep, | A F1 Euy Epy Ep, | AL Fi Euy Epy Ep,

IBF [105] | 0.79 0.75 0.50 0.31 1.07 |0.78 0.70 0.51 0.32 1.13]0.74 065 049 0.33 1.10
MCE [103] | 0.78 0.68 0.52 0.33 1.02|0.73 0.63 0.49 0.33 1.10 | 0.63 0.57 0.51 0.79 1.17
PFM 086 0.79 047 0.31 1.01 083 0.75 0.49 0.32 1.02|0.78 0.70 0.47 0.32 1.03

Results and discussion. The results in Tab. 3.6 show that, considering gross accuracy and
F score, the proposed PFM control strategy slightly outperforms both baseline methods in
all evaluated acoustic conditions. Marginal improvements in localization fine-error are also
achieved. However, gross accuracy and Fj score are measures of greater importance when
considering SLAM, as undetected sources always bear a risk of collision for the robotic agent.
The self-localization performance expressed as translational and rotational pose-errors yields
similar results for all evaluated methods, with only a single outlier in translational pose er-
ror regarding the MCE approach for Tyo = 1s. During the experiments, it was empirically
observed that the correct detection and localization of a single source was usually sufficient
for approximately correct self-localization. From a general viewpoint, the proposed methods
and the baselines yield comparable performance in all assessed evaluation scenarios. How-
ever, Tab. 3.7 shows that the proposed method clearly outperforms both baseline methods
in terms of the required computation time. This can be explained by the fact that the
PFM provides analytic solutions for the gradient of the employed potential functions, which
can be handled via standard techniques for gradient descent. In comparison, the IBF and
MCE baselines rely on either computationally expensive one-step look ahead predictions or
Monte Carlo simulations for generating control signals for the next time-step. However, a
somewhat surprising outcome of the experiments conducted here is that both baselines are
able to handle the multi-source SLAM problem comparably well, even though they were not
specifically designed for this task.

3.4.5 Summary

This chapter presented an active localization framework for multi-source acoustic SLAM.

A closed-loop feedback control system based on the potential field method was presented
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Table 3.7: Average computation time 7, for all evaluated methods in ms. Experiments were
conducted in Matlab on an Intel f Core™ i5 machine with 16 GB RAM run-
ning Ubuntu 16.04.

| IBF [105] MCE [103] PFM

T 8.73 57.26 0.09

and integrated into a recursive Bayesian estimation scheme. The proposed map estimator
was inspired by the inverse depth parameterization, originally proposed in computer vision,
to handle the specific requirements of acoustic observations. An experimental evaluation
performed in various simulated acoustic scenarios revealed that the proposed system, as well
as the baseline methods based on information-based feedback and Monte Carlo exploration,
yield satisfactory performance for the acoustic localization and mapping task. However, the
proposed potential field method requires far less computational resources than the baselines,

as it is based on gradient based optimization rather than relying on Monte Carlo methods.

3.5 Outlook and future work

Active exploration and localization for robot audition is a promising research area that pro-
vides many possibilities for further investigations. The three systems presented in this chap-
ter entirely rely on rather classical approaches using probabilistic state estimation techniques
and control strategies adopted from well-established theories in the domain of robotics. A
promising direction for future work is the incorporation of modern machine learning meth-
ods, especially focusing on recent advances in reinforcement learning. Generally, the design
of a suitable reward function is straightforward for active localization, as the main focus
lies on the reduction of map uncertainty and maximization of localization accuracy. Such
an expression can serve as an optimization criterion for learning controllers based on, e.g.
neural networks to accomplish this task without the need for manual controller design. This
might also yield further insight into trajectory planning for active exploration tasks, if a con-
troller is entirely learning from examples. Additionally, an adoption of evolution strategies
as discussed in Sec. 2.3.3 could also be exploited for robot audition by selecting the best

performing robotic agents after each simulation to update the controller model.
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In this chapter, a framework using spherical microphone arrays for robust speaker localization
based on a causal analysis is introduced. The work was originally proposed in [158] and
exploits the temporal relationship between the direct sound captured via the microphones
and corresponding reflections. In reverberant environments, the sound waves received at the
microphone array are typically composed of the direct sound, followed by early-reflections
and subsequent late reverberation [159, Chap. 4], cf. Figs. 4.1 and 4.4. This is a physically
justified structure, which allows us to derive models that incorporate the temporal context
of the received acoustic signals explicitly. The underlying assumption is that the DoA of
the direct sound is captured at the acoustic sensors before subsequent DoAs of acoustic
reflections. This leads to a temporal cause-effect relationship between direct sound and
corresponding reflections.

The framework proposed in this chapter extends a previously proposed localization ap-
proach for spherical microphone arrays based on the DPDT [94]. The DPDT is applied
in the time-frequency domain without considering the temporal context of observed DoAs.
Therefore, a causal analysis of the temporal structure of subsequent DoA estimates based
on a statistical test for temporal causality is introduced here. The GCT is a popular frame-
work to analyze temporal causal relationships. It has received wide acclaim in econometric
time-series analysis [19, 160]. This statistical test is applied in the proposed framework to
aid acoustic speaker localization by determining the direct sound DoAs from a reverberant

recording based on causal relationships.

4.1 Related work

Many approaches to acoustic speaker localization using spherical microphone arrays have
been proposed in the past. These methods enable a precise estimation of speaker DoAs
in three-dimensional space [94, 161]. The method introduced in [94] utilizes the so-called
direct path dominance test to cope with effects of reverberation. This test is performed

individually at each time-frequency bin, to determine if it is dominated by a single sound
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Figure 4.1: Schematic illustration of sound wave propagation in reverberant rooms. The
direct sound (solid arrow) travels along a direct path between the sound source
and the microphone, whereas the corresponding reflections (dashed arrows) must
travel a longer distance until the reach the microphone.

source. The approach was extended in [161] by using pseudo-intensity vectors, which reduces
the computational complexity of the method.

A central aspect of DPDT-based localization is the clustering step. Time-frequency bins
who pass the DPDT are clustered, typically using probabilistic clustering methods like
GMNMs [162]. Herein, the GMM components can be interpreted as DoAs that stem from
a similar direction and hence correspond to potential source locations. However, wrongful
detections might occur, depending on the amount of available data, the clustering param-
eters and the level of reverberation. This might yield GMM components related to the
directions of strongest reflections. In [94], a heuristic approach was proposed, which selected
the direct sound DoA as the most dominant GMM component, in the sense that it yields a
small variance and large mixture weight. However, the GMM components were estimated
based on locally averaged DoA observations without considering temporal structure. Exam-
ples of potential outcomes of this model are depicted in Fig. 4.2. It shows the logarithmic
posterior PDF of GMMs fitted with DoA data after applying the DPDT for scenarios with a
single sound source and different reverberation times. Additionally, the component selection
heuristic is shown on the right-hand side. This figure gives an impression that the selec-
tion of the correct component, which corresponds to the direct-sound DoA, becomes more
challenging in highly reverberant environments. An open question in this regard is, if con-
sidering the temporal context of the received direct sound and reflections can be beneficial
for selecting the correct component. The acoustic speaker localization framework introduced

here exploits the temporal causal structure of sound propagation for this purpose.
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Figure 4.2: Examples of the heuristic GMM component selection method introduced in [94].
The plots on the left-hand side show log-posterior PDFs of the GMM after train-
ing with azimuth and elevation DoAs that passed the DPDT. The true source
DoA is shown as a red cross. The plots on the right depict the component-
selection scores based on the quotient between the mixture weight and trace of
the component covariance matrix.
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Causal modeling is a research area with a notable history that has been investigated in
many contexts and for a large variety of applications [163]. However, in technical appli-
cations, many methods and algorithms rely on powerful statistical frameworks rather than
explicitly taking causal modeling into account. A notable exception, already proposed in the
early stages of research about computational models for causality, is the Granger causality
test [19]. This statistical test has been widely used in economics to analyze causal relation-
ships between time-series. It must be stressed, however, that Granger causality does not
necessarily imply true causality, as it only considers cause-effect relationships in a temporal
context between time-series. Hence, the underlying assumption of temporal causality only
has a limited applicability, but suffices for analyzing phenomena where cause and effect have
a distinct temporal structure. This is exploited in the framework presented here, where tem-
poral causal structures of the physical laws of sound propagation are exploited to improve

acoustic speaker localization in reverberant environments.

4.2 Localization framework

This section describes the localization framework based on the method introduced in [94],
which is utilized here as a front-end to the causal model. Furthermore, the GMM-based clus-
tering approach from [164] and the generation of time series signals will also be summarized

below.

4.2.1 Spherical array processing

The localization framework considers a rigid spherical microphone array with radius r and
M acoustic sensors. The sound field around the array is assumed to be composed of L plane
waves. Let p(k, r, 0,,, ¢,) denote the sound pressure at the m-th microphone, where k = %

is the wave number at frequencyh f andI speed of sound c. The elevation and azimuth angles
T

¢y and ¢; denote the DoA ¥; = ¢, ¢, of the [-th plane wave, respectively. Following the

approach in [94], the sound pressure at the surface of the array can be expressed as

h ir X
p(k) = pi(k) - pu(k) = dk ¥)s(k), (4.1)

=1

where p,,, (k) are the individual sound pressures at each microphone in the frequency domain,
d(k, ¥,) is the steering vector of the spherical array with respect to the I-th plane wave and

si(k) denotes the corresponding complex amplitude. FEach plane wave can be associated
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with either the direct sound component of a sound source, or a reflection from surfaces in
the environment. The steering vector represents the transfer function from the [-th plane

wave to the array. Eq. (4.1) can be expressed in matrix form via
p(k) = D(k, ¥)s(k) + n(k), (4.2)

with steering matrix
h i
D(k, W)= d(k, ®,) --- d(k, ®;) €CY*, (4.3)

a vector of frequency-domain source signals corresponding to each plane wave
h i
s(k) = sy (k) --- sy (k) €Ct

and a vector of complex noise terms
h i
n(k)= ni(k) - nu(k) €CY, (4.4)

where ¥ € {W¥y, ..., ¥} denotes the set of DoAs. The sensor noise in Eq. (4.4) is assumed
to have zero-mean and to be spatially uncorrelated, yielding a spatial noise covariance matrix
®, = E{n(k)n(k)} = 021, where o2 denotes the noise variance.

The spherical geometry of the microphone array allows us to transform Eq. (4.2) into the
spherical harmonics domain [165] and compute a plane-wave decomposition, which yields

the coefficients
anm (k) = Y7(®)s(k) + n(k), (4.5)

where

y ()
is a matrix composed of spherical harmonic vectors of finite order N
h i 7 i
y(U) = YO(u,) v () YA®) ... YY(¥,) €CWHY

with spherical harmonic functions Y,4(®,) of order n and degree d. In practical applications,
the spherical harmonics order is set to N = [kr| under the constraint (N + 1) < M [165].

The sensor noise in the spherical harmonics domain is denoted as 7 (k). The model in
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Eq. (4.5) can analogously be expressed in the STFT domain, yielding
QAnm tf = YH(‘II)Stf + ﬁtf» (4'6)

at discrete time frame ¢ and frequency bin f, respectively. Eq. (4.6) can be utilized to

compute estimates of local spatial correlation matrices, according to

1 X-1%1

H
Anm t—i, f—j Q@nm t—i, f—j» (4-7)

where J; and J; determine the window size for including neighboring time-frequency bins

for averaging.

4.2.2 Direct-path dominance test and DoA estimation

The DPDT is applied to distinguish time-frequency bins that are dominated by the direct
sound from bins that are largely influenced by coherent reflections. By following the approach
introduced in [94], a singular-value decomposition (SVD) of the spatial correlation matrix
in Eq. (4.7) is computed. The main assumption of the DPDT is that, if a time-frequency
bin is dominated by a single source, the first singular value of the spatial correlation matrix
should also be dominant over all other singular values. Hence, the DPDT can be expressed
as
n 0]
o1 (P
Appp = (¢, f) : 1(Parr) >¢ (4.8)
where o1(®a,r) and oy(Pa,r) are the two largest singular values obtained by the SVD of

the spatial correlation matrix ®, ;¢ and {ppp denotes a threshold parameter [162].

In the following step, DoA estimation is performed utilizing all time-frequency bins that
passed the DPDT (¢, f) € Appp via the MUSIC estimation framework, cf. Sec. 1.1.2. This

yields a set of DoA vectors

n h iT (0]
V= Yy= by oy V(t, f) € Appp (4.9)

for all considered time-frequency bins, which serve as a basis for the subsequent clustering
step. Clustering of DoAs is performed by fitting a GMM on the DoAs given in Eq. (4.9).
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Figure 4.3: Toy example depicting the GMM-based DoA estimation method from [94]. This
example considers an artificial scenario comprising the direct sound propagation
path and two reflections, as shown in the figure on the left. This scenario was
simulated using white noise as stimulus. On the right-hand side, the resulting
log-posterior PDF, computed according to Eq. (4.10) is shown, where the number
of mixture components was set to K = 3. The true source position is depicted
as a red cross.

This approach was initially proposed in [94], yielding the PDF

X«
Py 160) = mN(y|p,, i) (4.10)

=1

with model parameters @ = {m;, u;, X;}X,, where m; are the mixture weights and g, and 3;
are the component mean vectors and covariance matrices, respectively. Please refer to
Sec. 1.2.3 for an introduction to the GMM parameter estimation process. It should be
noted that a GMM cannot account for discontinuities in the circular DoA vectors, as this
behavior is not covered by a Gaussian distribution. However, Eq. (4.10) yields an approxi-
mate solution to the spherical clustering problem, which has been reported nevertheless to
yield good DoA estimation results [94, 162, 164]. Fig. 4.3 shows an exemplary result of the

DoA estimation framework for a simple toy example.

4.3 Causal analysis

In recently proposed approaches for DoA estimation using the DPDT, the corresponding

source DoA was chosen as the mixture component with the largest mixture weight and
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lowest variance [94, 162, 164], according to the selection heuristic

T

Tr(X;)

i = arg max (4.11)
This approach yielded good estimation results for a variety of evaluation scenarios in the
respective works. However, it has been shown in [166] that the DPDT can fail if individual
time-frequency bins are dominated by strong room reflections, cf. Fig. 4.2 at the beginning

of this chapter.

To mitigate this problem, the framework presented in this chapter focuses on incorporating
the temporal context of the obtained DoA estimates. Fig. 4.4 shows a typical RIR, where it
is visible that the direct sound component and the respective early reflections follow a clear
temporal structure. Under the assumption that the microphone array and sound source
positions are fixed, the spatial patterns of direct sound and reflections are stationary. Hence,
following the physical laws of sound propagation, the apparent DoA of the direct sound will
be detected at the microphone array before the subsequent DoAs of the reflections. This can
be interpreted as a temporal cause-effect relationship, where the direct sound component
“causes” the following reflection patterns. Therefore, methods for temporal causal analysis
can be employed here to distinguish between direct sound components and corresponding
reflections. The GCT is chosen here to perform this task, which will be explained in the
following. It must be noted, however, that the assumption of a stationary sound-field imposes
a strong constraint, which does not hold in practical applications. This was already pointed
out in the corresponding publication [158], which should be seen as an initial step towards

more sophisticated methods for causal analysis in the context of SSL.

As a preprocessing step to the subsequent causal analysis, the estimated DoAs must be
transformed into a suitable representation that can be handled by the GCT. In the proposed
framework, time-series signals are generated as binary activity patterns of the estimated

GMM clusters in the time-frequency domain a:,gi) = E?] f=1,...F, With

8
(i) <1 ifp(ytf],ul-,Ei)>p(ytf],uj,Ej)Vj:1...,K,j7éi
- 0 otherwise

The activity pattern in Eq. (4.12) models the time-frequency bins in which the correspond-
ing i-th cluster is dominant over all other clusters. As each cluster is associated with a
certain range of DoAs, the binary activity pattern can be interpreted as a time-frequency

representation of dominant incoming sound directions.
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Figure 4.4: llustration of the first part of a room impulse response comprising the direct
sound and subsequent early reflections.

4.3.1 Granger causality test

The GCT [19] was initially proposed as an econometric analysis tool to assess temporal
causality between two time series. A commonly used framework to perform the GCT utilizes
VAR models [167], as introduced in Sec. 1.3.4. The general idea behind the notion of Granger
causality is based on a predictive interpretation: Let X @) and X denote jointly distributed,
multivariate stochastic process variables. X is assumed to Granger-cause X if the
degree to which the past of X9 helps to predict X@ is significantly higher than the degree
to which X@ can already be predicted by only considering its own past [168]. In this case,
Granger causality is denoted as Fy )_,x «)-

To bridge the gap between GCT analysis and the previously described DoA estimation
framework, assume that wgi) and w,gj ) are realizations of the stochastic process variables X (¥
and XY, which are obtained as binary activity patterns according to Eq. (4.12). These

variables can be modeled as a joint VAR processes, according to

2 ( )3 2 32 (@) 32 ( )3
4£L‘t‘ 5 _ 4AZ’L,7' A2]7T5 4mt77—5 + 46t. 5 (413)
o = Ajir Ay oz &

where M denotes the order of the VAR process, 7 is the respective time lag and the matrices
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A, Aijr, Aji- and Aj; . represent the regression coefficients of the model. The residuals
are assumed to be zero-mean, Gaussian distributed random variables egi) ~ N (0, %) and
egj N (0, V) with covariance matrices 9 and ). Considering only the first vector

component of Eq. (4.13), the expression

(i) X! (i) X! (7) (i)
actl = Aii7T$tZ_7_ + Aij,rwtj_»r + Etl s (414)
T=1 =1
can be derived. Eq. (4.14) illustrates that the regression coefficients A;;, represent the
dependence of X® on the past of X, Setting A;j =0V leads to a reduced VAR model

2\ = X Ay al” +&? (4.15)
=1
which completely omits this dependence. Here, Au’,f denotes the regression coefficients of
the reduced model and égi) ~ N(0, %) are the corresponding residuals with covariance
matrix 3. The GCT Fy i) _x (i is conducted by comparing the prediction performances
of the full (4.14) and the reduced (4.15) VAR via the log-likelihood ratio

N |30
=]
=]

Fy iy o =log (4.16)
which is evaluated using a statistical test based on the F-test statistic [167, 169]. This test
statistic is used to evaluate the null hypothesis Hy : A;j, = 0 V7 corresponding to no
Granger causality between the full and the reduced VAR model.

It must be stressed that the GCT is based on a linear Gaussian assumption, whereas the
generated time series in Eq. (4.12) are binary signals. Even though the Gaussian assump-
tion is clearly violated here, the proposed framework has shown the ability to cope with this
specific type of signals. As the framework introduced in this chapter shall rather serve as
a proof of concept, the conceptually simple linear Gaussian model is adopted here. How-
ever, advanced implementations of the GCT for signals with different statistical properties

exist [170] and provide interesting research directions for future work.
4.3.2 Causal graph

The GCT introduced in Sec. 4.3.1 is now utilized to construct a causal graph [163, Chap. 5],

representing causal relationships between each pair of DoA time series introduced in Eq. (4.12).
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from

(a) Exemplary Granger matrix. Cases where(b) Causal graph corresponding to the Granger
the null hypothesis of the GCT between a  matrix in Fig. 4.5a.
pair of time-series was rejected, are denoted
as a black square.

Figure 4.5: Casual analysis of time-series data generated by a speech source in a simulated
acoustic setup with Tso = 1s. (* 2018 Springer Nature, cf. [158])

A causal graph is represented by a set of nodes X = {X(l), ey X(K)} representing multi-
variate random variables and a set of edges £, which allows a directed, pair-wise connection
between nodes if they exhibit a causal relationship, cf. Fig. 4.5b. The Granger matrix
depicted in Fig. 4.5a is an equivalent representation of the causal graph. In the current
framework, an edge from XY to X@ is added to the causal graph if the GCT in Eq. (4.16)
rejects the null-hypothesis at a given significance level «, which corresponds to Fy ) _,x -
The application of this analysis framework to the DoA estimation problem discussed in
Sec. 4.2 is straightforward: First, full and reduced VAR models according to Eqgs. (4.14)
and (4.15) are fitted to each pair of time series acquired through Eq. (4.12) using least squares
estimation for VAR processes, cf. Sec. 1.3.4. The model order of the VARs is determined
individually via model order selection based on the BIC. The GCT is then conducted pair-
wise using the estimated VAR models according to Eq. (4.16). This yields a causal graph

which is subsequently analyzed to determine its root node.

4.3.3 Root node selection

Root node selection is a crucial aspect of the proposed framework, as the root node is associ-
ated with the direct sound component. This is motivated by the previously discussed hypoth-
esis that direct sound and reflections have a temporal cause-effect relationship. Therefore,
a root node in the causal graph represents the DoA time-series that is supposed to initially

have caused all other time-series. From the viewpoint of Granger causality, the DoA of the
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direct sound is directly related to a root node in the causal graph, as all subsequent reflec-
tions imply a temporal causal relation with respect to the direct sound. Hence, a root cause
analysis [171] can be applied to the causal graph to determine its root node.

A root node within a causal graph corresponds to a node with an indegree of zero [172,
Chap. 9], meaning that it has no incoming edges. For instance, the node corresponding to
the variable X in Fig. 4.5b is a root node. However, in practical applications, the causal
graph either does not contain a node that strictly fulfills this condition at all, or there is
more than one root node present. To cope with this issue, a root cause analysis partitions
the causal graph into subgraphs of strongly connected nodes. A subgraph is called strongly
connected, if every node can be reached through a path from every other node [172, Chap.
12]. Referring again to Fig. 4.5b, the variables X @ X® and X® form a strongly connected
subgraph. There exist several algorithms based on depth-first search, which can find strongly
connected components in arbitrary graphs in linear time. Tarjan’s algorithm [173] is used in
the current framework for partitioning the obtained causal graphs. After partitioning of the
graph is completed, the strongly connected subgraph with the largest outdegree is selected
as the root subgraph and the node with the largest outdegree within that subgraph is chosen
as the direct sound component. This is a purely heuristic approach, which has shown to

yield the best results during experimental evaluation.

4.4 Evaluation

The proposed framework is evaluated in simulated acoustic environments, where the focus

is set on a comparison with the conventional component selection heuristic from [162].

4.4.1 Experimental setup

Acoustic simulations are performed using the image-source method [148] with a spherical
microphone array of radius r = 4.2cm and of 32 channels. A collection of speech sounds
randomly picked from the “Detection and Classification of Acoustic Scenes and Events”
(DCASE) challenge [149] is used throughout all experiments. The evaluation is based on
Monte Carlo simulations with a single speaker, conducted for a simulated room of size 8 m x
5m x 3m. Source and array positions are randomly selected for each simulation. Different
reverberation times between 0.5s and 2.50s are simulated to investigate the performance
of the proposed framework also in very challenging acoustic conditions. The length of each
audio signal is fixed to 10 s and diffuse background noise with a signal-to-noise ratio of 40 dB

is added to the acoustic signal in all simulations. 100 Monte Carlo runs are conducted for
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Table 4.1: Coincidence rate, representing the degree to which the same DoA components of
the GMM were selected by the proposed method and the baseline.

Tho in s ‘0.50 0.75 1.00 1.25 1.50 1.75 2.00 2.25 2.50

Coincidence rate‘0.97 0.93 091 0.81 0.79 0.79 0.72 0.65 0.65

each of the acoustic conditions. Identical random seeds are used for evaluating the baseline
and the proposed approach.

The GMM parameters in Eq. (4.10) are estimated with a fixed number of K = 10 com-
ponents and the DPDT threshold parameter is set to £ = 4.2 as in [166]. The GCT is
performed with a significance level of v < 0.05 in all experiments. To evaluate the local-
ization performance of the investigated methods, the circular RMSE is used as a metric for

evaluation, cf. Sec. 1.1.3.

4.4.2 Results and discussion

The experimental results are depicted in Fig. 4.6. Herein, the proposed GCT-based frame-
work consistently outperforms the baseline method from [162]. The improvement is promi-
nent in acoustic environments with high reverberation time, specifically for Tyy > 1s. This
indicates that the explicit incorporation of the temporal context via the GCT is beneficial for
DoA component selection. Regarding the experimental outcome, this is especially notable
if the influence of acoustic reflections becomes more significant with respect to the direct
sound. To gain additional insights into this behavior, Tab. 4.1 shows the average coincidence
rate. It is defined as the percentage of GMM component indices that were selected identi-
cally by the baseline method and the proposed framework. It shows that with increasing
reverberation time, the selected GMM components that are assumed to stem from the true
source position also increasingly differ between both methods. This supports the hypothesis
that focusing on the GMM component with largest mixture weight and lowest variance, as
conducted in the baseline method, becomes a less informative selection criterion if the influ-
ence of strong acoustic reflections increases. In contrast, the proposed framework bases its
decision on temporal causal relationships between the different GMM components. By se-
lecting the root component of the causal graph, the system bases its decision on the temporal
context exclusively, rather than relying on the strength of individual DoA components. The
results indicate that explicit consideration of Granger causality between DoAs is beneficial
in the context of SSL.
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Figure 4.6: Averaged localization performance expressed in terms of RMSEs with corre-
sponding error standard deviations obtained during the conducted Monte Carlo
simulations. (* 2018 Springer Nature, cf. [158])

4.5 Summary and outlook

In this chapter, a speaker localization framework based on the principle of temporal causal-
ity between the direction-of-arrival of the direct sound DoA and corresponding reflections
was introduced. A selection criterion using the Granger causality test was proposed, which
constructs a causal graph based on a model representing estimated directions-of-arrival. The
proposed framework is based on the hypothesis that the root node in the causal graph corre-
sponds to the direction of the direct sound, as it obeys a specific temporal structure due to
the physical sound propagation laws. An experimental evaluation has shown that the pro-
posed method outperforms a previously introduced selection criterion, which was exclusively
based on the strength and precision of estimated source locations without considering their

temporal relationship.

The approach presented in this chapter merely serves as a proof-of-concept for introducing
causal analysis into the domain of SSL. However, the results obtained so far indicate that
methods of causal modeling provide a certain potential for developing robust SSL methods.
A significant drawback of the current approach is its restriction towards stationary sound
fields, which currently makes it impossible to deploy in realistic applications with e.g. moving
speakers. Additionally, the specific form of time-series signals as binary activity patterns
chosen here must be improved in future works as they clearly violate the Gaussian assumption
of the Granger causality test. Further steps towards practical realizations of causal SSL

systems need to be taken, e.g. the extension towards multi-source scenarios, which might
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focus on a more sophisticated analysis of root nodes in the causal graph. This can also
serve as an inital approach to handle more complex application domains like robot audition.
Finally, the incorporation of a statistical model that is more accurate than the Gaussian
assumption and the extension towards modern deep learning techniques provide interesting

directions for further research.
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5 Conclusions

In this thesis, three novel approaches for acoustic and audiovisual sound source localization
based on cognitive models have been proposed. Focusing on the paradigm of dynamical
systems, these approaches extended classical algorithms by incorporating visual sensors,
utilizing mobile robotic agents and exploiting temporal causal structures.

The first proposal introduced the notion of dynamic stream weights into the domain of
dynamical systems. This allowed to handle audiovisual sensor observations jointly in a
sound source localization and tracking framework. Two approaches for obtaining oracle
dynamic stream weights from fully-observed models were introduced, which served as a
basis to train dynamic stream weight estimators. This allowed for deploying the proposed
audiovisual localization and tracking framework in realistic applications, where dynamic
stream weights must be estimated from available sensor reliability measures. Additionally,
an alternative training procedure based on natural evolution strategies was proposed. This
method did not require explicit oracle information and was able to optimize dynamic stream
weight estimators by directly using the localization error as objective. Both approaches were
evaluated on three audiovisual datasets and showed comparable to superior performance over
state-of-the-art methods.

Subsequently, three frameworks from the domain of robot audition were proposed. In
this context, equipping an acoustic sensor with the ability to move within its environment
has shown to yield localization performance improvements over static sensor installations.
Therefore, the first framework focused on a binaural dummy head with the ability to perform
rotational motions. This setup was inspired by sound source localization in human listen-
ers, which utilize head movements during localization. Secondly, this system was extended
towards a fully mobile robotic platform, being able to perform rotational and translatory
movements. This allowed for estimating azimuth and distance towards a sound source via
triangulation. Closed loop control strategies were proposed for both systems, focusing on lo-
calization as a process of active exploration. These methods achieved improved performance
over previously proposed approaches. As a third step, the active exploration paradigm was

exploited for acoustic simultaneous localization and mapping. In this framework, a robotic
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agent consecutively estimated a map of the acoustic sources in its environment, while si-
multaneously localizing its own position within this map. The proposed system was able
to generate motion trajectories that supported the reduction of uncertainty throughout the
map building process.

The last part of this thesis considered the problem of distinguishing direct sound from
reflections in reverberant environments. This challenge was tackled via a causal model-
ing approach, rooted in basic assumptions about the physical nature of sound propagation.
The proposed system utilized the fact that the propagation path of sound waves between
source and receiver is shorter than the corresponding reflection paths. Hence, a causal model
exploiting this relationship was proposed, which utilized a statistical test for temporal causal-
ity in time-series to distinguish direct sound components from reflections. An experimental
evaluation of the proposed model yielded promising results, which indicated that the incor-
poration of causal models into the domain of acoustic sound source localization provides
interesting directions for further research.

In summary, the topics covered in this thesis have shown that classical approaches to
acoustic sound source localization can be efficiently extended in many ways. With the
advent of emerging technologies in the domains of, e.g., multimodal signal processing and
robotics, new opportunities for joining traditional signal-processing methods with modern
technologies and applications arise. This thesis has introduced three examples from different
domains focused on sound source localization, which serve as complementary approaches
to existing methods but hopefully also provide new impulses for further research in this

direction.
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A Proofs and derivations

A.1 Derivation of the Kalman gain solution

Following the approach proposed in [56], inserting Eq. (2.30) into Egs. (2.28) and (2.29)

yields the system of linear matrix equations

8
SKap= T-MKapHpr—(1—N)KviHve Sy Hy Ry

:8 Kvj= I—- M KapHar—(1—\)KviHyy Sy Hy Ry

< KRy + AA,kKA,kHA,kﬁ:Mkle;{,k + (1= X\)KviHy kEk\k 1HA E = Ek|k 1HA k
;3 Ky Ry + AA,kKA,kHA,kgmqu\T/,k + (1= X)Kv i Hy k2k|k; WHy = Ek:\k HYy
SRAK}, + )\A,kHA,kgk\k—IHXkKX’k + (1= N)Hy Sy H WKy =Ha 5 >
CRvKY, + A H S Hy KX+ (1= N)H

<~
VS k1 HY Ky = Hy p X

which can be expressed as

2 32 3 2 3
g Ba+ NeH g kS 1 H g, (1= M) Hap S Hy 5 4K;£,k5 _ g HarZn-15

)\kHV,kSkUe—lHX,k Ry + (1 — >\k>HV,k2k\k—1H\T/7k K;F/k HV,kEk\k—l

in matrix notation, cf. Eq. (2.31). Hence, a solution for the acoustic and visual Kalman

gains can be found via matrix inversion

2 3 2 3,2 3

4K£k5 B 4RA + )\k:HA7kﬁ:k\k71H£,k (1- )\k)HA,kﬁ:Mkleak 5 4HA,kﬁ]k\k715 ‘
Ky, NeH vy kS 1 H gy, Ry + (1 — XN)Hy 1 Spp1 Hy Hy Y1

A.2 Solvability analysis of Eq. (2.34)

The left-hand side of Eq. (2.34) contains the matrix expression R+ U, W U}, which needs

to be inverted to obtain a unique solution for the individual Kalman gains. As introduced
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A Proofs and derivations

in Sec. 2.2.3, the symmetric matrix W, € R?Px*2Dx can be expressed as

2 3 2 3
A 11— /\k5 . B 4>\k2k|k—1 (1- Ak)zklk—15 ‘

klk—1 = .

Wy =L;® zA31g|1s71 =4 .
Ak 1= MeDgpe—1 (1 — M) Bgjp—1

(A.1)

Since both rows in Ly are linearly dependent, rank(L;) = 1. Additionally, ﬁ)k|k_1 is a D,-
dimensional covariance matrix with rank(f]k‘k_l) = D,. This allows to exploit the rank
equality of the Kronecker product [174] in Eq.(A.1), which yields

rank(W ) = rank(Ly) - rank(Zg_1) = D,. (A.2)

Therefore, W, does not have full rank, which requires the appropriate form of the binomial

inverse theorem [71] to obtain a unique solution for Eq. (2.34).

A.3 Proof of concavity of the fully-observed likelihood

function with Beta prior

By computing the first and second derivatives

dJBeta( k) np<yA k| iﬁk)o 1 1
————F =log ——— +(an—-1) —+ A3
o & puvelen TPV TR (A3)
and 2 Joea () 1 1
Beta\"\k
“BetalTh) (1 — S — A4
dA\? (1= A2 + (Ap — 1)2 (A.4)

it can be shown that the objective function given in Eq. (2.47) is strictly concave for ay > 1.
The second derivative given in Eq. (A.4) is always negative with the constraint « > 1 for
0 < A < 1. Hence, the first derivative in Eq. (A.3) is a strictly monotonically decreasing
function in this parameter range, which implies that the corresponding optimization function

is strictly concave, cf. [76, Chap. 3].

A.4 Derivative of the potential function in Eq. (3.27)

The partial derivative of Eq. (3.27) yields the force field described by Eq. (3.33). This

derivative can be obtained by handling each of the additive terms individually. Hence, the
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A.4 Derivative of the potential function in Eq. (3.27)

attractive force solution is given as

FA(Qa n) = —Vq UA((L n)

= —Vq Tdi((ﬁ

B 841 2

= —Vq 7 (qx mx,n) + (Qy — My n)
h I

The repulsive potential can again be separated into two additive terms according to Eq. (3.29).
The partial derivative computation of the first repulsive potential given in Eq. (3.30) requires

a distinction between two cases, yielding

R do(q)  do
Br, R 1 1 2
== Va P 2 T dy
n=1 (QX my n) + (Qy - my n) 0
X 1 1
G P L
' n=1 (G — My n)? + (Qy - mym)Q do
1
X 2 2 P 2 2
((gx — mxn)? + (gy myxln) ) (@ — My n)? + (gy — Myn)
T
X Gy — Mgy Qy My n 0

dn(q> > doI
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A Proofs and derivations

Finally, the partial derivative of the second repulsive potential in Eq. (3.31) is derived as

Frg, (Q) = —Vq URZ(Q)

X h 2!
= -V, 5;{2 a 1—cos ¢n(q) —g
Br Xk 7T
- 22 nZIVq cos” &n(q) 5
Xk T
——fr, sin Gulg) = 5 cos 6u(@) — 5 Vaoula)
n=1
Br, X"
:% sin 2¢,(q) Vq¢n(q)
n=1
By, X n °
= 22 sin 2¢,(q) Vq atan2 my, — gy, Mxn — ¢ — Qo
n=1
h [
B X e T
T2 T 20n(0)  —"Et TEm 1
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Sound source localization algorithms have a long history in the eld of digital signal
processing research. Many common applications like intelligent personal assistants,
teleconferencing systems and methods for technical diagnosis in acoustics require an
accurate localization of sound sources in the environment. However, dynamic environ-
ments entail a particular challenge for these systems. For instance, voice controlled
smart home applications, where the speaker, as well as potential noise sources, are
moving within the room, are a typical example of dynamic environments. Classical
sound source localization systems only have limited capabilities to deal with dynamic
acoustic scenarios.

In this thesis, three novel approaches to sound source localization that extend existing
classical methods will be presented. The rst system proposes a novel weighting
function in the context of audiovisual speaker localization, which allows to weight
acoustic and visual sensor information according to their reliability. In the case of
prominent acoustic disturbances, the system would prefer the visual modality, whereas,
for instance, in rooms with bad lighting conditions, the focus will be set on the acoustic
modality. The second contribution of this thesis focuses on sound source localization
in the domain of robotics. Starting from psychoacoustic evidence that human listeners
utilize head movements to re ne localization of sounds, a closed-loop feedback control
system inspired by these ndings is presented. This system is extended to mobile
robotic agents, which perform rotational, as well as translatory movements to explore
their environment. In the last part of this thesis, an algorithm for determining the direct
sound direction-of-arrival of a sound source in reverberant environments is introduced.
This framework utilizes the causal relationship between the incoming direct sound
and corresponding re ections, according to the physical sound propagation laws. All
three contributions introduced in this thesis are intended to serve as complementary
approaches to existing methods and shall provide new impulses for further research in
this direction.
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