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ABSTRACT

The burgeoning of deep learning-based music generation has overlooked the po-
tential of symbolic representations tailored for fretted instruments. Guitar tabla-
tures offer an advantageous approach to represent prescriptive information about
music performance, often missing from standard MIDI representations. This dis-
sertation tackles a gap in symbolic music generation by developing models that
predict both musical structures and expressive guitar performance techniques. We
first present DadaGP, a dataset comprising over 25k songs converted from the Gui-
tar Pro tablature format to a dedicated token format suiting sequence models such
as the Transformer. To establish a benchmark, we first introduce a baseline un-
conditional model for guitar tablature generation, by training a Transformer-XL
architecture on the DadaGP dataset. We explored various architecture configura-
tions and experimented with two different tokenisation approaches. Delving into
controllability of the generative process, we introduce methods for manipulating
the output’s instrumentation (inst-CTRL) and musical genre (genre-CTRL), by util-
ising control tokens, prepended to each song before training, acting as instructions
for the model. Building upon the core model, we further explore fine-tuning proce-
dures. This allowed us to develop specialised models: ShredGP, which mimics the
stylistic features of specific electric guitar players, and LooperGP, focusing on gen-
erating loopable music. We further investigated human-AlI creative collaborations
using the models developed in this work. ProgGP, a groundbreaking model for gen-
erating progressive metal, played a pivotal role in establishing a novel workflow
for music co-composition and production. To ensure the responsible development
and application of this research, we conclude by grounding our work in an eth-
ical framework, involving a critical examination of the limitations and strengths
related to data transparency and diversity. We believe the dataset and models pre-
sented in this thesis hold significant value for the field of guitar-based research
in music information retrieval, not only strengthening the foundation of this sub-
field, but also sparking research in automatic music generation with a focus on

guitar tablature.
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INTRODUCTION

This dissertation studies the use of deep learning models for the purpose of sym-
bolic music generation in tablature format. At the beginning of this project, this
was a fairly unexplored task within the music information retrieval community
(MIR), likely due to the absence of a comprehensive tablature dataset, and to the

prevalence of MIDI-like representations as the main symbolic music format.

In this thesis, we clarify that although its title emphasises that the focus of the
work is onguitar tablature andguitar music repertoire, and ultimately on musical
compositions that have thguitar as the main leading instrument, the generative
process which was developed and assessed applies to a broad range of instruments.
Thus, in this dissertation we analyse how tablature encodings can be used to rep-
resent music from di erent instruments in an multi-instrument compositional set-

ting.

This project relies on signi cant advances made in arti cial intelligence (Al)
and deep learning-based approaches, concerning particularly the case of the Trans-

former architecture [170].

In this chapter, for convenience, in Section 1.1 we rst brie y introduce recur-
rent terminology used in this thesis. We then describe the motivations behind the
work presented in this dissertation, supplemented by its research aims and goals in
Section 1.2. This is followed by the structure of this thesis in Section 1.3. We subse-
guently list the major contributions of this thesis in Section 1.4 and nally present

all the associated publications and creative outcomes of this work in Section 1.5.



1.1 terminology

Throughout this thesis, we make use of a tablature electronic format and software
called Guitar Pré. Its development has facilitated the widespread sharing of guitar
music online since the early 2000s. Likely due to the lack of a systematic approach
in organising guitar tablatures for research purposes, these resources remained
largely untapped for automatic music generation before the present work. To fa-
cilitate understanding, we provide below brief de nitions for some key terms used

extensively in this work. These terms will be further elaborated upon later.

" Tablature - a format for notating music, best-suited for stringed, fretted in-
struments, in which lines on the sta represent strings of the instrument,
and numbers on each line represent frets/positions to play notes on the in-
strument. Rhythmic indications can be appended the tablature sta . A his-

torical perspective on tablatures is presented in Section 2.4;

Guitar Pro - a proprietary software for symbolic music notation, edition and
playback using tablatures, relying on a dedicated digital le format of the

same name.gp);

DadaGP - to facilitate research on music generation and analysis, the DadaGP
dataset was created in the early stages of this PhD work. This substantial
dataset with over 25,000 songs o ers both tablature and text-based formats

for each song;

1.2 motivation & research scope

The eld of automatic symbolic music generation is historically vast, and has wit-
nessed a signi cant blossoming with the advent of deep learning. The task of em-
ploying machines to mimic human musical creativity through the use of symbols
(i.e. symbolic representations of music) has been thoroughly researched, but one

particular dominant aspect seems to be the format these attempts often resort on.

1 https://www.guitar-pro.com/



Due to its ubiquity, we argue that research within the MIR community elected the
MIDI (Musical Instrument Digital Interface) format, or slight variations of this for-
mat, as the main choice for works in this realm. Despite all its merits, the MIDI
format was originally devised considering keyboard instruments such as the piano.
These initial considerations that shaped the structure of MIDI, eventually trickled
down to shape most of the research conducted in automatic symbolic music gener-
ation with deep learning, in which the MIDI format is often the choice within the
used datasets. This of course is justi ed by the abundance of MIDI les at disposal,

its popularity and its use in current music production scenarios.

Whereas MIDI can be straightforwardly converted into conventional western
music notation formats (i.e. score/sta /sheet notation), the same is not valid when
that conversion is done into a tablature format. Instead of having symbols repre-
senting a musical note, or a pitch, in a tablature system symbols often represent
ngerings and expressive techniques. This is specially relevant for an instrument
like the guitar, in which there is not a unique way to play a given note on the in-
strument's fretboard. For example, in a standard tuning guitar, with six strings and
24 fretg, there are six distinct ways of playing an E4 on the instrum&nthis re-
sults in an exponential combination of di erent ways of playing the same musical
phrases as the number of notes in said phrases grow (see Figure 3, in Chapter 2).
Furthermore, digital versions of guitar tablatures not only provide information re-
garding where and how to play musical passages on the instrument (e.g. position
of ngers on the board), but they often imbue indications of guitar-speci ¢ expres-
sive technigues. Moreover, much like MIDI, digital representations of tablatures,
particularly suited for fretted instruments like the guitar, are vastly abundant on-

line.

Despite the popularity of guitar tablatures, and the fact that it encapsulates ex-
tra information often not included in MIDI formats, research in MIR exploring
this type of notation, speci cally for automatic music generation, could be said
to be at its infancy at the start of this thesis. This served as one of the major ini-

tial motivations behind this dissertation, anticipating the bene ts of (1) creating

2 A fret can be de ned as metal strip embedded along the neck of the guitar, marking the positions

for di erent musical notes.
3 For a visual representation of these considerations, please refer to Section 2.1.4 in [116].



a comprehensive dataset in this format and (2) showcasing its potential for the
task of music generation with deep learning. Although not a direct motivation,
the fact that this dataset could potentially be used to assist in other closely-related
MIR elds concerning the guitar (e.g. automatic music transcription to tablature
format or music style transfer, as outlined in Section 3.4), contributed as another

incentive to pursue research in this topic.

Given the above considerations, the following main question was central to the

research scope that initially guided this dissertation:

How can we generate symbolic music that leverages the ngering and expressive

instructions presented in tablatures?

Regarding automatic symbolic music generation systems, some speci ¢ sub-
guestions that stirred the research presented in Chapter 5, Chapter 6 and Chap-

ter 7, respectively, can be posed as:

" Is the tablature-based music generation system able to generalize and create

content?

~ How can we control the tablature-based music generation system in order guide

the generation process?

~ Inwhich ways can human creators interact and make music with the tablature-

based music generation system?

Further speci ¢ derivative questions, appropriately referred in the respective
chapters, arose at the time of implementation and investigation, motivating par-
allel experiments. However, the sequential nature in which these questions were
answered, e ectively guiding the whole research plan throughout this thesis, re-
sulted in the structure of this dissertation that we present in the next section. Fi-
nally, it is expected that the outcome of this research will nd practical applica-
tions, that can bene tinnovation in music technology through new tools support-
ing music making by artists/bands, thus fostering synergies between academia

and the arts, particularly aiming at human-Al songwriting collaborations.



1.3 structure of the thesis

In this section we describe the structure of this thesis, in order to better guide
the reader through the overall methodology. A high-level representation of the
main outcomes, linking to content chapters, and organization of the document is

displayed, for convenience, in Figure 1.

Figure 1: Diagram-based representation of the structure of the thesis, its methodology, and

content chapters.

In Chapter 2 we present a broad literature review on the eld of automatic music
generation, framing it historically. We follow on this by presenting relevant work
that uses deep learning for music creation in symbolic format, nally focusing
on projects that use the Transformer architecture for this purpose. Moreover, we
supplement this with works that propose controllable symbolic music generation
models, in which distinct musical features can be controlled at the time of infer-
ence. We then describe common evaluation approaches in the eld, both objective
and subjective, further including a survey of relevant symbolic music datasets. Fi-
nally, we address the particular case of tablatures, starting with an historical con-
text, and highlighting works on the topic that explore symbolic music generation

in this format.

As indicated in Figure 1 with (3), in Chapter 3, we present DadaGP, a dataset of
tokenised Guitar Pro songs that is suitable for sequence-to-sequence models such

as the Transformer. We describe the particularities of the dataset, detailing its syn-



tax and characteristics, the bene ts of this dataset for MIR research, and address

further applications beyond the realm of automatic symbolic music generation.

In Chapter 4, depicted in Figure 1 (4), we address the task of unconditional gener-
ation using the DadaGP dataset. For this purpose we use a Transformer-XL archi-
tecture, and conduct a study to investigate how di erent con gurations, in terms
of number of parameters - depth (i.e. number of attention layers) and width (i.e.
size of the embedding representations) - a ect its performance when generating
music in tablature format. We further cross this study with two distinct tokeni-
sation approaches to represent the information in DadaGP, which modi es the
inputs to the model. The ndings from this work resulted in a baseline uncondi-
tional model for tablature music generation, that is used throughout the rest of

this thesis for comparison against controllable models and ne-tuning purposes.

Driven by a need to further control the outcomes of the unconditional model,
in Chapter 5 (displayed as (5) in Figure 1), we present inst-CTRL and genre-CTRL,
two distinct models that result from methods of controlling the generation in terms
of instrumentation and musical style/genre, respectively. To assess the outcomes
of inst-CTRL, we devise speci ¢c metrics to investigate how well it adheres to a
speci ¢ prompted instrumentation. Concerning the evaluation of genre-CTRL, we
explore the use of an auxiliary BERT-based architecture, named GPBERT, for the
task of classi cation of generative outcomes in terms of the desired, prompted,
musical genre. The ndings and reasoning behind GPBERT were later re-used and

adapted as an evaluation metric in further chapters.

With the intent of exploring di erent alternatives for controllability, in Chap-
ter 6, we investigate ne-tuning processes with two distinct outcomes. As can be
seenin Figure 1 (6), we present ShredGP, a Transformer-based model suited to the
task of generating music in the style of four iconic electric guitar players (see Sec-
tion 6.2), and LooperGP, an equivalent model targeting the generation of loopable
sequences (in Section 6.3). Regarding ShredGP, we conduct a computational mu-
sicology analysis on the corpus to identify di erences in the styles of the four
chosen electric guitarists, and evaluate the outcomes of the model with objective
measurements and with SoloGPBERT, an adaptation of GPBERT for classifying

the style of a guitar solo part according to the selected players. In terms of eval-



uation for LooperGP, we conducted listening tests with human participants and

ratings were subjected to statistical analysis.

In Chapter 7, we study the use of ne-tuning methods for the purpose of human-
Al collaborations. Speci cally, we collaborated with a professional music producer
to establish ProgGP, a ne-tuned generative model aiming to generate multi-instrument
compositions in the style of progressive metal. We then studied how the producer
interacted with the model and curated its outcomes in his creative process, result-
ing in a professionally-produced progressive metal demo song which was shared
online. We supplement the evaluation of ProgGP with a thorough listening test
targeting experts in the genre. Furthermore, within the realm of human-Al collab-
orations using our tablature music generation system, we present other relevant
creative outcomes (see Section 7.3) that spawned throughout the work in this the-

Sis.

Finally, in Chapter 8, we re ect on the ethical implications of the work con-
ducted. We start by presenting a brief overview of the ethical considerations within
the MIR eld, followed by our position regarding the release and distribution of the
datasets and models produced in this work from an ethics perspective. We supple-
ment this by pointing towards current initiatives that deal with the particularities

of training and commercializing large deep learning models on copyrighted data.

To conclude, Chapter 9 summarises the ndings of this project, addressing its
impact and limitations. We further re ect on future possibilities within guitar
tablature music generation, and frame tentative research avenues that leverage

DadaGP and other insights from this thesis.

1.4 contributions

In this section, we list the novel contributions of this dissertation.

In Chapter 3, we describe the release of DadaGP, a dataset of multi-instrument
music in both tablature and text formats. Speci cally designed for the task of auto-

matic symbolic music generation, this dataset aimed at stirring research within the



music information retrieval, leveraging the information captured by tablature no-
tation, absent from previously released symbolic music datasets (e.g. MIDI-based).
To the best of the author's knowledge, DadaGP comprises the biggest and most

comprehensive dataset of tablatures released to date.

Regarding Chapter 4, we explore di erent topologies and tokenisation meth-
ods for the task of automatic symbolic music generation in tablature format. We
present a baseline unconditional Transformer-based model for this task. At the
time of writing, and to the best of the author's knowledge, the experiments con-
ducted in this chapter led to the implementation of the rst multi-instrument au-

tomatic symbolic music composition model leveraging the tablature format.

In Chapter 5, we demonstrate the application of natural language processing
methods for the task of conditioning and controlling the output of an automatic
guitar tablature music generation model, both in terms of a desired instrumenta-
tion and a speci c musical style/genre. We further contribute with an additional
application of a BERT-based architecture for the task of evaluating the musical
genre of Al-generated tablatures. This work pioneered controllable multi-instrument

music generation in tablature format at the time of its release.

In Chapter 6, we present two distinct generative models for loop creation (Loop-
erGP, in Section 6.3) and compositions in the style of speci ¢ guitarists (ShredGP,
in Section 6.2). Concerning the latter, we contribute a computational musicology
method based on the DadaGP corpus, emphasizing guitar players' stylistic idiosyn-

crasies and modes of playing.

In Chapter 7, we demonstrate how a musician can interact with the automatic
guitar tablature music generation system, via a human-Al collaboration. We present
a work ow that considers all the creative steps, from the initial interactions with
the generative model, to the recording and production of a demo song. The contri-
butions from this chapter propelled di erent creative outcomes and engagement
with the arts community, both under the form of traditional music writing/com-
position, although guided/supported by Al, but also under the form of sonic art

installations.



Finally, in Chapter 8, we contribute with a thorough ethical analysis of the im-
plications of the work in this dissertation. We expect that these re ections serve
as a template for future projects in the Al-driven generative music space, acting

as a guide for researchers in this eld.

1.5 associated publications & outcomes

In this section, we list all the scienti ¢ publications released throughout this thesis.
We distinguish between publications related to the PhD topic and publications on
other topics. For every relevant publication included in this document, we brie y
summarize the contributions from each author, thus justifying its inclusion in this
document. We further describe all the online repositories that support the work

conducted, and detail pertinent creative outcomes and outreach/impact activities.

relevant scientific peer-reviewed publications:

[i] P. Sarmento, A. Kumar, and CJ Carr, Z. Zukowski, M. Barthet and YH. Yang,
DadaGP: A Dataset of Tokenized GuitarPro Songs for Sequence ModePRrpin
ceedings of the 22nd International Society for Music Information Retrieval Conference,

Virtual 2021. Bibliography entry [152].

The majority of the content of this paper constitutes the contributions outlined
in Chapter 3, with the exception of the initial experiments concerning guitar tabla-
ture music generation. The work was supervised by M. Barthet and YH. Yang; data
collection and compilation was carried out by CJ Carr and Z. Zukowski, under the
alias of Dadabots Analysis, structuring and overall curation of the dataset was
carried by P. Sarmento. Training and implementation of the initial guitar tabla-
ture music generation system was conducted by P. Sarmento and A. Kumar. All
writing contributions, paper structuring and experiment design presented in the

publication were undertaken by P. Sarmento.

4 An artistic/research duo, based in the USAtps://www.youtube.com/c/dadabots_

official



[ii] P. Sarmento, A. Kumar, YH. Chen, CJ Carr, Z. Zukowski and M. Barthet,
GTR-CTRL: Instrument and Genre Conditioning for Guitar-Focused Music Gen-
eration with Transformers, ininternational Conference on Computational Intelli-
gence in Music, Sound, Art and Design (Part of EvoStar), Brno, Czech R&§fiblic
275, Springer Nature Switzerland, 2023. Bibliography entry [153].

All the contributions in this paper are included in Chapter 5, divided into main
sections that match the two major experiments in the publication. The work was
discussed with CJ Carr, Z. Zukowski, and supervised by M. Barthet. YH. Chen con-
tributed for an initial evaluation approach, that was later discarded. Design, train-
ing and implementation of inst-CTRL and genre-CTRL was carried out by P. Sar-
mento and A. Kumar together. Overall experiment design, pre-processing of data,
subjective and objective evaluation, and writing of the paper was conducted by
P. Sarmento. This paper was nominated Best Paper Award at EVOMUSART
2023

[ii] S. Adkins, P. Sarmento and M. Barthet, LooperGP: A Loopable Sequence
Model for Live Coding Performance Using GuitarPro Tablature Jriternational
Conference on Computational Intelligence in Music, Sound, Art and Design (Part of
EvoStar), Brno, Czech Repyld&0-275, Springer Nature Switzerland, 2023. Bibli-
ography entry [4].

The experimental design of this work was devised by S. Adkins, P. Sarmento and
M. Barthet. P. Sarmento and M. Barthet co-supervised S. Adkins' Master's project
in Sound and Music Computing at Queen Mary University of London. The content
of this paper is presented in Section 6.3. As rst author, S. Adkins implemented
the ne-tuning routines for loop generation on top of the baseline Transformer
model provided by P. Sarmento. Writing of the paper was mainly conducted by
S. Adkins, assisted by P. Sarmento regarding background, model description and
inference procedures, and with reviewing and editing by both P. Sarmento and M.
Barthet. The inclusion of this work in this thesis is justi ed by its relevance in the
scope of guitar tablature music generation, and by P. Sarmento's close involvement
during its design, execution and implementation. This paper was nominated for

Best Student Paper Award at EVOMUSART 2023.
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[iv] J. Loth, P. Sarmento, CJ Carr, Z. Zukowski and M. Barthet, ProgGP: From
GuitarPro Tablature Neural Generation To Progressive Metal ProductionT,he
16th International Symposium on Computer Music Multidisciplinary Research, Tokyo,

Japan 2023. Bibliography entry [100].

Parts of the work in this publication are described in Chapter 7, but the paper
does not contain the thesis sections on the analysis of the human listening test
and creative outcomes, which were kept for future work at the time of publica-
tion. The experimental design of this work was devised by P. Sarmento and J. Loth
with mentoring and guidance from M. Barthet. As rst author, J. Lothimplemented
the ne-tuning routines on top of the baseline Transformer model provided by P.
Sarmento. Furthermore, J. Loth acted as an invited professional music producer
tasked with the goal of interacting with the generative model in a human-Al col-
laboration process, according to the music co-creation experiment proposed by
P. Sarmento. Supervision of the work was done by M. Barthet, with some inputs
from CJ Carr and Z. Zukowski. Overall objective analysis was designed by P. Sar-
mento and executed by J. Loth. Writing of the paper was mainly conducted by J.
Loth, assisted by P. Sarmento regarding background, model description, inference
procedures, evaluation, and with review and editing from both P. Sarmento and M.
Barthet. As one of the rst human-Al collaboration scienti ¢ publications within
the realm of guitar tablature symbolic music generation, and due to P. Sarmento's
close engagement with the work, the contents of this publication were included

in this thesis.

[v] P. Sarmento, A. Kumar, D. Xie, CJ Carr, Z. Zukowski and M. Barthet, ShredGP:
Guitarist Style-Conditioned Tablature Generation , The 16th International Sym-
posium on Computer Music Multidisciplinary Research, Tokyo,, 2G#$ Bibliog-
raphy entry [148].

The bulk of the contributions in this paper are presented in Section 6.2. The
work was supervised by M. Barthet, with discussions and inputs from CJ Carr and
Z. Zukowski. The contribution from D. Xie relates to the release of the SoloGP
dataset, used for comparison against the multi-instrument approach. Computa-
tional musicology analysis, ne-tuning of the models and overall design experi-

ment was undertaken by P. Sarmento. Implementation of SoloGPBERT was shared
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between P. Sarmento and A. Kumar. Evaluation, both subjective and objective, was
carried out by P. Sarmento. Writing of the paper was done in its entirety by P. Sar-

mento, with review and editing from M. Barthet.

other scientific publications:

[vi] W. Cui, P. Sarmento and M. Barthet, MoodLoopGP: Generating Emotion-
Conditioned Loop Tablature Music with Multi-Granular Features Jirternational
Conference on Computational Intelligence in Music, Sound, Art and Design (Part of
EvoStar), Aberystwyth, WaJ&pringer Nature Switzerland, 2024. Bibliography en-
try [38]. (Nominated forBest Student Paper Award at EVOMUSART 2024)

[vii] C. Ford, A. Noel-Hirst, S. Cardinale, J. Loth, P. Sarmento, E. Wilson, L. Wol-
stanholme, K. Worrall, N. Bryan-Kinns, Re ection Across Al-based Music Com-
position, in 16th ACM Conference on Creativity & Cognition, Chicag2QR4. Bib-
liography entry [69].

[viii] P. Sarmento, O. Holmgvist and M. Barthet, Musical Smart City: Perspec-
tives on Ubiquitous Soni cation , irProceedings of the 10th Workshop on Ubiquitous

Musig Virtual, 2020. Bibliography entry [146].

[xix] P. Sarmento, O. Holmqvist and M. Barthet, Ubiquitous Music in Smart
City: Musi cation of Air Pollution and User Context , inJbiquitous Music Sympo-

sium, 2022. Bibliography entry [147].

[X] P. Sarmento, Perspectives on the Future for Sonic Writers Journal of

Science and Technology of the AriD-114, 2021. Bibliography entry [151].

[xi] A. Kumar and P. Sarmento, From Words to Music: A Study of Subword
Tokenization Techniques in Symbolic Music Generation airXiv:2304.08953023.

Bibliography entry [93]. Non peer-reviewed publication.

[xii] G. Bindi, N. Demerlé, R. Diaz, D. Genova, A. Golvet, B. Hayes, J. Huang, L.
Liu, V. Martos, S. Nabi, T. Pelinski, L. Renault, S. Sarkar, P. Sarmento, C. Vahidi, L.
Wolstanholme, Y. Zhang, A. Roebel, N. Bryan-Kinns, JL Giavitto and M. Barthet,
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Al (R)evolution - Where Are We Heading? Thoughts about the Future of Music
and Sound Technologies in the Era of Deep Learning ,anXiv:2310.1832R023.

Bibliography entry [16]. Non peer-reviewed workshop publication.

[xiii] P. Sarmento, J. Loth and M. Barthet, Between the Al and Me: Analyzing
Listeners' Perspectives on Al- and Human-Composed Progressive Metal Music,
in Proceedings of the 25th International Society for Music Information Retrieval Con-

ferenceSan Francisco, USA 20Bibliography entry [149].

[xiv] A. Edwards, X. Riley, P. Sarmento and S. Dixon, MIDI-to-TAB: Guitar
Tablature Inference via Masked Language Modelling Hroceedings of the 25th
International Society for Music Information Retrieval ConferSaod-rancisco, USA

2024 Bibliography entry [62].

[xv] K. Lee, S. Adkins, J. Ens, P. Sarmento, M. Barthet and P. Pasquier, The
GigaMIDI Dataset and Features for Expressive Music Performance Detection , in
Transactions of the International Society for Music Information Retrieval Conference

2024 (Submitted for Review)

online repositories:

[xvi] CJ Carr, Z. Zukowski and P. Sarmento, DadaGP: dataset links and encod-
ing tools, uploaded to GitHub athttps://github.com/dada-bots/

dadaGP, 2020. (Available upon request for research purposes)

[xvii] P. Sarmento and J. Loth, ProgGPcorpus: links and stats, uploaded to
GitHub at:https://github.com/otnemrasordep/ProgGP , 2023. (Avail-

able upon request for research purposes)

[xviii] P. Sarmento, J. Loth and A. Kumar, Code for the ISMIR 2023 Tutorial on
Progressive Metal Guitar Tablature Generation , uploaded to GitHulhtps:
/[github.com/otnemrasordep/progGP-ismir2023 ,2023. (Currently

kept private, available upon request for research purposes)

creative outcomes & outreach activities:
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[xix] CJ Carr, Z. Zukowski, D. Bentley, Plini, P. Sarmento, A. Kumar, Z. Evans,
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BACKGROUND

2.1 automatic music generation

2.1.1 Historical Context

From a western historical perspective, examples of automatic music genefation
can be roughly framed into two main groups: approaches that predate the in-
vention of the computer, and works that explore and use the capabilities of this
machine. However, both practices stem from the very close relationship between
numbers/mathematics and music, an take advantage of the notion that formal in-
structions and processes can be used to create music. These ideas date as far back
as ancient Greece (roughly 500 BCE) and were mainly proposed and implemented
by Pythagoras, Plato and Ptolemy [106]. In fact, during this period, music (num-
bers in time) was considered as one of the disciplines oftfhadriviun?, alongside
arithmetic (numbers in the abstract), geometry (numbers in space) and astronomy
(numbers in space and time) [150]. Another important factor for the formalisa-
tion of music is attributed to Guido d'Arezzo (circa 1026), notoriously known as
the inventor of early versions of sta notation, thus establishing a bridge between
symbols and musical sounds [64]. The strong connection between music and math-
ematics is also very clear during the 17th and 18th centuries. Across these two
centuries, many prominent mathematicians dedicated themselves in parallel to
the study of music. As a few examples, René Descartes, responsible for creating
the eld of analytical and Cartesian geometry, started his academic career by pub-

lishing Compendium Musical@618), a treaty on musical theory. Similarly, Marin

1 Often also referred to algorithmic music composition or generative music. In this section, these

terms are used interchangeably [23].
2 From latin, meaning four ways .
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Marsenne, commonly referred to as the father of the eld of acoustics , wrbtiar-
monicum Libri(1635) andraité de I'Harmonie Universell£636), works focusing

on harmony and music. Likewise, Leonhard Euler, a researcher with seminal con-
tributions in the elds of complex analysis and in nitesimal calculus, published
Tentamen Novae Theoriae Musicae Excertissimis Harmoniae Princiliis Dilucide Ex-

positag1731), addressing novel ideas in musical theory [131][155].

Building upon the bridge between numbers and music, works in automatic mu-
sic generation from the 18th century are attributed to composers such as Haydn,
Kirnberger and Mozart. Regarding the lattéusikalisches Wiirfelspiekplores
dice games in order to guide the arrangement of pre-composed musical segments
into full compositions [123]. Likewise, dodecaphchya compositional method
coined by Schoenberg and propelled by Berg and Webern, explores the notion
of a mathematical series and incorporates various isometric transformations, con-
cepts directly imported from the eld of geometry, namely translation, re ection

and rotation [6].

Concerning automatic music generation with the use of the computer, by the
end of the 1950s, Hiller and Isaacson presented The llliac Suite”, likely to be the
rst musical score composed by a computer [75]. Originally comprised of four
movements to be played by a string quartet, the piece explored the use of rule-
based systems and probabilistic models [189]. Following a more stochastic ap-
proach, lannis Xenakis developed a computer program to assist in his composi-
tions, deducing a score from a list of note densities and probabilities provided
by the programmer [106]. Since then, the increase in computing power has lead
to novel works on music generation, exploring approaches such as probabilistic
models (e.g. Markov or Hidden Markov models (HMM)) [128], genetic algorithms

[129][15] and grammar rule-based models [87], amongst others.

3 Commonly referred to as twelve-tone technique or twelve-tone serialism.
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2.1.2 Deep Learning in Automatic Symbolic Music Generation

Lately, automatic music generation has witnessed novel developments that go
hand-in-hand with recent trends in arti cial intelligence, neural networks and
deep learning, similarly to what has occurred in di erent computer science-related
tasks [20]. Although not deep learning-based, as an initial example of data-driven
approaches, in Cope's Experiments in Musical Intelligence (EMI) the computer
was fed with multiple pieces from various western composers (e.g. Mozart, Bach,
Barték, Brahms), e ectively learning stylistic considerations and compositional
rules from such scores [106]. Around the early 2000s, the use of neural networks
for automatic music generation was steadily driving the state of the art within the

eld, showing promising results [120][61].

Thus, with the rapid expansion of neural architectures into models with a greater
number of layers, supported by equivalent advances in computing power, deep
learning approaches quickly became widely used for the task of generating mu-
sic [88]. Within automatic music generation via deep learning, research in both
the audio domain [190][105], relying on a digital waveform representation of the
musical signal, and the symbolic domain [134][188], where symbols represent mu-
sical events from a score, tablature, or performance, has ourished, often achieving
compelling state of the art results [51]. We highlight that the work presented in
this thesis focuses solely on symbolic music generatioather than audié. The
task of generating symbolic music using deep learning frameworks, in which dis-
crete tokens (i.e. symbols/representations of music events) are used as input to
deep neural networks to generate music automatically, is also referred to as deep

symbolic music generation in some works from the literature [86].

Symbolic music generation techniques with deep learning can be roughly grouped
according to the architecture used, namely Variational Autoencoder (VAES) mod-
els [166][141], Generative Adversarial Networks (GANSs) [57][56], and models that

closely stem from natural language processing (NLP) eld [96], such as Recurrent

4 Given the high level of abstraction and symbolism in musical scores, this task is sometimes referred

to as score generation [86].
5 Works that focus speci cially in modelling continuous audio signals directly are also commonly

referred to as music audio synthesis.
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Neural Networks (RNNs) [167][113], Long Short-Term Memory (LSTMs) [60][163],
or Transformers [81]. Literature concerning this particular task is vast, and has in-
creased signi cantly in the last 10 years, with a particular growth since the advent
of the Transformer. For a comprehensive and up-to-date review on the topic and
on many of these contributions, extensively covering common datasets, music rep-
resentations and evaluation methods, please refer to the work of Ji et al. [86]. In
this thesis' background section, we emphasised coverage of seminal contributions

that have greatly in uenced the directions and design choices in our work.

2.1.3 Transformers in Automatic Symbolic Music Generation

2.1.3.1 The Transformer Family of Models

The Transformer architecture, introduced by Vaswani et al. in their seminal pa-
per Attention is All You Need, in 2017 [170], represents a signi cant paradigm
shift in the eld of natural language processing (NLP) and has extensively in u-
enced various other domains, including computer vision and audio/music process-
ing. Diverging from the conventional sequence-to-sequence models that relied on
recurrent or convolutional layers, the Transformer architecture utilises an atten-
tion mechanism as its cornerstone, thereby enabling the model to process entire
sequences of data in parallel. This novel approach not only facilitates a substan-
tial reduction in training time but also allows the model to capture long-range

dependencies more e ectively than its predecessors.

Central to the Transformer's design is the self-attention mechanism, which en-
ables the model to dynamically weight the signi cance of di erent parts of the
input sequence when predicting parts of the output sequence. This mechanism
is adept at capturing contextual relationships between words or elements in the
sequence, irrespective of their positional distances. To further enhance this ca-
pability, the architecture employs the concept of multi-head attention, wherein
multiple attention processes are conducted in parallel. This innovation allows the
Transformer to attend to di erent aspects of the input sequence simultaneously,

enriching the model's understanding and interpretation of the data.
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Given the absence of recurrence, the Transformer integrates positional encod-
ing to maintain the sequential order of the input data. This inclusion ensures that
despite the parallel processing of the sequence, the model retains sensitivity to
the order of the sequence, a critical aspect of understanding language and other
sequential data. Additionally, the architecture employs layer normalisation and
residual connections following each sub-layer, as well as feed-for{kayers, po-
sitioned subsequent to the multi-head attention mechanism. In the original imple-
mentation, feed-forward layers apply the same transformations to each position
independently, and consist of two linear transformations with a ReLU activation
in the middle. These design choices are instrumental in stabilising the training
of deep networks by addressing the vanishing gradient problem and facilitating

smoother gradient ow across the network.

The vanilla Transformer model is structured into an encoder and decoder. The
encoder processes input sequences into a representation that retains all informa-
tion about it. On the other hand, the decoder side takes this representation to
generate output sequences. Both sides are composed of multiple layers featuring
the previously described self-attention mechanisms and feed-forward networks,
allowing the model to weight di erent parts of the input di erently and to gener-

ate sequences based on the encoded information.

Further developments include the Transformer-XL architecture, introduced by
Dai et al. [44], representing a signi cant evolution in the development of Trans-
former models, speci cally addressing the limitations of the original Transformer
architecture in handling very long sequence dependencies. One of the founda-
tional challenges in NLP and other sequence modeling tasks is the ability to cap-
ture dependencies and relationships over very long sequences, which is essential
for understanding context and generating coherent outputs. The original Trans-
former, despite its revolutionary approach to parallel processing and attention
mechanisms, was constrained by its xed-length context window, limiting its ef-

fectiveness in capturing long-range dependencies.

The Transformer-XL architecture innovates on this front by introducing two

key concepts: segment-level recurrence and relative positional encoding. These

6 Also referred to as fully connected layers.
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innovations enable the model to transcend the limitations of xed-length contexts,

allowing for signi cantly improved modeling of long-range dependencies.

Segment-level recurrence is a mechanism in which the Transformer-XL retains
a memory of the hidden states from previous segments, e ectively allowing it to
access a much longer context than what is possible with a single segment. This
recurrence mechanism is applied at the level of attention calculations, where the
hidden states from preceding segments are reused as part of the attention compu-
tation for the current segment. By doing so, the Transformer-XL can maintain a
continuous stream of context across segment boundaries, enhancing its ability to

understand and generate sequences with complex, long-range structures.

As per the relative positional encoding, another critical advancement introduced
by the Transformer-XL, while the original Transformer used absolute positional
encodings to imbue the model with a sense of sequence order, the Transformer-XL
shifts to a relative positional encoding scheme, allowing the model to better cap-
ture the relative positioning of tokens within and across segments, independent
of their absolute position in the sequence. This relative positioning is crucial for
understanding the context and relationships between elements in sequences that

span across multiple segments.

Empirical results demonstrate that Transformer-XL achieves state-of-the-art
performance on various benchmarks, signi cantly outperforming the original Trans-
former model, especially in tasks requiring the understanding of long-range de-
pendencies. The architecture not only exhibits improved performance in terms of
benchmarks but also in generating more coherent and contextually relevant out-

puts over Ionger sequences.

The advent of the Transformer architecture has profoundly impacted the land-
scape of arti cial intelligence, leading to the development of groundbreaking mod-
els like BERT (Bidirectional Encoder Representations from Transformers) [48] and
GPT (Generative Pre-trained Transformer) [132]. To better navigate through the

variants within the Transformer family, the grouping proposed by Hugging Face

A company specialising in Al and NLP technologies, renowned for its open-source library, Trans-
formers, which provides thousands of pre-trained modelstps://huggingface.co/

learn/nlp-course/chapterl/9?fw=pt
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for NLP-related tasks, organises the many existing architectures into: encoder only,
decoder only, and encoder-decoder models. In Figure 2 we display the vanilla
Transformer architecture in diagram form, distinguishing the relevant parts fol-

lowing this taxonomy.

Figure 2: The vanilla Transformer architecture, as depicted and introduced in [170]. Parts
of the architecture concerned with encoder only, decoder only and encoder-

decoder models are highlighted in green, red and blue, respectively.

Encoder-decoder models, also referred to as sequence-to-sequence models, en-
compass the vanilla Transformer, and focus on tasks such as summarisation and
translation. Other examples of models within this branch are BART [98] and T5

[135].

Encoder-only models, as the name indicates, use only the encoder side of the
Transformer architecture and training usually revolves around corrupting a given
sentence (for instance, by masking random words in it) and tasking the model with

nding or reconstructing the initial sentence. Thus, they are better suited to tasks
concerning sentence classi cation, named entity recognition and extractive ques-
tion answering (i.e. answers produced by nding pieces of information directly in
the input text). Seminal architectures in this group include BERT [48], DistiiBERT
[145] and ELECTRA [31].
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Finally, decoder only models, also referred to as auto-regressive models, only
use the decoder side of the vanilla Transformer. Regarding training, at each stage,
for a given token, the attention layers can only access the words positioned be-
fore it in the sentence, and the goal is to predict the next token in a sequence.
These models mostly target generative tasks (i.e. text generation), and comprise

architectures such as the Transformer-XL [44], CTRL [157] and GPT [132].

The Transformer and its variants have signi cantly advanced the performance
benchmarks across a multitude of NLP tasks. Moreover, the exibility and e -
ciency of the Transformer have paved the way for its application in tasks beyond
NLP, illustrating its versatility and potential as a foundational model in the broader
eld of machine learning. Similarly, they have achieve state of the art results in
task related to music informatics, particularly in the symbolic music generation

realm.

2.1.3.2 Works in Automatic Symbolic Music Generation

Shortly after the publication of the Transformer architecture, a similar endeavour
was undertaken in automatic music generation. The work by Huang et al.[81], the
Music Transformer, was the rst to apply the self-attention mechanism to gener-
ate longer sequences of symbolic piano music. The Music Transformer extends the
Transformer architecture's capabilities to handle the unique complexities and tem-
poral dynamics inherent in musical compositions. Its core innovation lies in the
implementation of a modi ed relative attention, a mechanism designed to handle
the unique temporal dynamics and relationships inherent in music. This approach
marks a departure from traditional absolute positional encodings used in earlier
models, addressing the critical challenge of capturing the nuanced interactions

between musical notes over time.

Relative attention in the Music Transformer enables the model to focus on the
importance of note sequences based on their relative positions, rather than their
absolute positions in the sequence. This is crucial for music, where the perception
and impact of a note largely depend on its context and its relationship to other

notes, rather than on a xed position. By prioritising the relationships between
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notes, the Music Transformer can more e ectively capture and generate the com-
plex patterns of repetition, variation, and development that are foundational to

musical structure and expression.

The training of Music Transformer was done using two distinct datasets, for
two di erent experiments: the JSB chorale dataset, consisting of four-part scored
choral music; the MAESTRO data&etvhich contains solo piano performances
by professional pianists, recorded using a Yamaha Diskldvgoth datasets were

processed in the MIDI format, and will be covered in detail in Section 2.2.

The introduction of relative attention mechanisms enabled the Music Trans-
former to achieve state of the art results at the time in music generation tasks.
The model's ability to generate long sequences of music that maintain coherence,
thematic integrity, and expressive depth over extended durations was particularly
noteworthy. This capability re ects a signi cantimprovement over previous mod-
els, which often struggled with maintaining musical coherence over longer com-

positions.

Objective evaluations and subjective assessments by human listeners reported
by the authors demonstrate the Music Transformer's pro ciency in creating mu-
sic that not only adheres to the structural and stylistic conventions of human-

composed music, but also exhibits a high degree of originality and expressiveness.

Similar seminal works include MuseNet [130], in which a large-scale Trans-
former model, GPT-2, was used to generate symbolic multi-instrument music from
di erent musical genres. Developed by OpenAl, and belonging to the family of
decoder-only Transformer models, GPT-2 works in an unsupervised fashion and
is trained to predict the next token or event in a sequence. Its training was con-

ducted on a very large corpus of MIDI les, which was undisclosed by OpenAl.

The work in Pop Music Transformer [82], which uses Transformer-XL [44] as
a backbone architecture, was able to generate symbolic music with an improved
rhythmic structure. The work focused on generating pop piano music composi-

tions imposing a metrical structure to capture beat-bar-phrase structures in music.

8 In the paper referred to as the Piano-e-Competition dataset, the organisers of the competition in

which data was gathered from.
9 An acoustic piano with sensors that can be used to record playing information into MIDI les.
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To this extent, the authors proposed REMI, standing for revamped MIDI-derived
events, adding bar/measure, note duration and note position (i.e. quantising notes
into a 16th note grid) information to the standard MIDI data. The combination of
this data pre-processing procedure together with the Transformer-XL architecture
yielded state of the art results at the time, surpassing Music Transformer as per the
ndings in their objective and qualitative evaluations. The model used in this work
served as backbone for all the experiments conducted in this thesis (see Chapter 4),
and the ndings regarding the data pre-processing in terms of the inclusion of bar,
note duration and positional information, in uenced the tokenisation approach

undertaken in Chapter 3.

Further contributions within automatic music generation with Transformers
include the Compound Word Transformer [79], that explores novel and more ef-
cient ways of tokenising and training symbolic music systems, displaying im-
provements in training and inference time. Hsiao et al. enhanced the REMI repre-
sentation by employing an expansion-compression technique to aggregate neigh-
boring tokens, representing a musical composition into a sequence of compound
words. This technique signi cantly diminished the length of the token sequence,
and increased the speed of training convergence by a factor of 5 to 10 times com-
pared to the Pop Music Transformer, without any detriment to the quality of music
generation. Once more, authors resorted on MIDI popular piano music as corpus.
In terms of generative multi-instrument contributions, the work in MMM [65]
proposes an alternative way of ordering sequences of musical data, by creating
a new representation of said data. Here, di erent tracks for di erent instruments
are concatenated sequentially, instead of the previously used interleaved approach
(i.e. content from di erent instruments would traditionally be formatted as they
appear, interleaving notes from di erent instruments). The authors used the Lakh
MIDI dataset [134] for training and provided an interactive demo together with
the release of the paper, further describing possible modes of interaction with the
system (e.g. track and bar inpainting, in which the systems lIs a particular sec-

tion/bar or track with content).

More recent symbolic music generation works that use the Transformer archi-

tecture include Museformer [185], a model that adeptly captures music-structure
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correlations using ne-grained attention, and broader contextual details through
coarse-grained attention. This dual-attention approach enables it to generate lengthy
music sequences of high quality and improved structure. Additionally, it demon-
strates greater e ciency compared to models relying solely on full attention. The
model was trained on the Lakh MIDI dataset, and used the REMI representation
as a tokenisation method. Finally, the authors in [54] presented MMT, the Mul-
titrack Music Transformer, a decoder-only transformer model comprising multi-
dimensional input and output embeddings. MMT was trained on the Symbolic
Orchestral Database [37], a collection of MIDI les consisting of pairs linking pi-
ano scores to their corresponding orchestrations. The model also utilises a novel
multi-track representation to generate longer sequences at a faster inference speed

than MMM.

2.1.4 Controllable Symbolic Music Generation

Despite the compelling results of deep learning models for automatic symbolic
music generation, di culties to interpret and control models have persisted. This
has fostered research into ways of conditioning and guiding the generation pro-
cess [174]. Wang et al. [174] proposed a VAE model able to generate short piano
compositions that could be conditioned on chord structure and style. Similarly, in
Music FaderNets [166], a VAE architecture is used to generate piano pieces condi-
tioned on rhythm and note density. Regarding genre conditioning, in [99], a VAE
framework was used to generate MIDI pieces in the style of either Bach chorales
or western folk tunes. Closely related to our work as it used a Transformer archi-
tecture [156] for conditional symbolic music generation, the Theme Transformer
presented a novel architecture to generate MIDI scores conditioned on musical
motifs or themes [156]. Following a similar approach, Di et al. [50] proposed a
controllable music Transformer model that targeted video background symbolic
music generation, in which music genre, instrumentation and rhythmic features

could be controlled.

More recently, the authors in [144] proposed FIGARO, a model to generate sym-

bolic music with ne-grained artistic control, trained on the Lakh MIDI dataset.
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The work introduces a concept referred to as description-to-sequence learning,
drawing inspiration from advancements in generating images based on text de-
scriptions. It consists of creating musical descriptions based on easily identi able
musical attributes, referred to as expert descriptions. To complement these expert
descriptions and address their limitations, the study further suggests employing a
VQ-VAE to generate additional descriptions for each bar of music. By combining
both expert and VQ-VAE-generated descriptions, the model then converts them
into musical compositions on a sequence-to-sequence fashion. The e ectiveness
of this approach is validated through both objective and subjective assessments,

with FIGARO surpassing traditional methods in the literature.

2.2 symbolic music datasets and representations

Since its release in 1983, the MIDI (Music Instrument Digital Interfaces) format
has remained highly ubiquitous. It represents an industry technical standard that
describes a communications protocol, digital interface, and connectors, allowing
a wide variety of electronic musical instruments, computers, and other devices, to
connect and communicate with one another. MIDI conveys messages about musi-
cal notation, pitch, velocity, and other control signals for diverse parameters (e.g.
audio panning, channel information, clock signals to set the tempo). As a result,
MIDI enables these instruments and devices to interact towards music production,

despite di erences in manufacturers and digital architectures.

Unsurprisingly, MIDI has been the most recurrent option in terms of music rep-
resentation formats, concerning datasets released within the MIR community, ei-
ther targeting music generation purposes, that lately have boomed by leveraging
deep learning approaches, or aiming for musical analysis, musicology or purely
information retrieval ends. The compilation presented in Table 1, although not
exhaustive, o ers a good sampling of the most commonly used datasets towards
automatic music generation with deep learning, with a clear emphasis on the MIDI

format.
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Table 1: Examples of symbolic music datasets (hames of datasets are hyperlinked to facili-
tate access and inspection), informing about music representation formats, dura-

tion (in hours), number of songs and genres covered.

Dataset Format Hours | Songs Genres Multi-track?
MetaMIDI MIDI >20,000| 436,631 misc Yes
Lakh MIDI MIDI >9,000 | 174,533 misc Yes

DadaGP Guitar Pro | >1,200| 26,181 misc Yes

Hooktheory Lead Sheef MusicXML - 11,329 misc -

GiantMIDI-Piano MIDI 1,237 | 10,855| classical No
ATEPP MIDI 1,000 | 11,677 | classical No
MAESTRO MIDI 201.21| 1,282 classical No
PiIJAMA MIDI 200 2,777 jazz No
Essen Folk Song ABC 56.62 | 9,034 folk No
NES Music MIDI 46.11 | 5,278 | video-game Yes
YM2413-MDB MIDI 669 15.4 | video-game Yes

EMOPIA MIDI 11 1,078 pop No

Considering cumulative song duration, the top three datasets are the MetaMIDI
dataset [66], the Lakh MIDI dataset [134], and the DadaGP dataset [152] (presented
in Section 3.3). The rst two rely on the MIDI format, and include songs from
di erent musical styles, supporting multiple instruments. The DadaGP dataset is
built using the Guitar Pro format and, being a contribution of this thesis, will be

covered in detail in Chapter 3.

The Hooktheory Lead Sheet dataset [184] uses the MusicXML format, and cap-
tures human-transcribed melodies and their correspondent chord progressions.
MusicXML is designed to comprehensively encode western musical notation, cap-
turing details like rests, slurs, beams, and dynamics, which MIDI does not. Itis com-
monly used for creating lead sheets that outline a song's core elements melody,
lyrics, chords without specifying instrumentation or arrangement, presenting
the most simpli ed version of a musical piece. All the songs in the dataset are

in 4/4 time signature, covering a total of 704 chord categories.
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Instrument speci ¢ datasets, for the particular case of the piano, include the
MAESTRO dataset [74], the ATEPP dataset [187], the GiantMIDI-Piano dataset
[91] and the PiIJAMA dataset [63]. Other entries consist of the POP909 dataset
[174] and the Ailabs.tw PoplK7 dataset [79], containing respectively piano ar-
rangements of 909 and 1,748 popular songs. Overall, piano-related datasets, either
focusing on western classical music or jazz, are the most abundant within the MIR
community, and their application ranges from music generation systems, to per-

formance assessment and transcription.

The Essen Folk Song database [67], explores the ABC format and focuses on
the speci ¢ style of folk music. The ABC notation is a simple text-based format
initially developed for notating folk music from western Europe. It has evolved to
encompass a broader range of musical scores, including classical music, by detail-

ing musical elements in an accessible, plain text form.

Other relevant datasets comprise the NES Music database [53], the YM2413-
MDB dataset [29], both focusing on music from video-games, and EMOPIA [84],

a popular piano music dataset that includes emotion annotations.

Within the community, this standardisation around MIDI can be said to be use-
ful for there are several Python libraries to work with this format, such as music21
[40], mido [18], pretty_midi [133], and jSymbolic [111]. Furthermore, the authors
in [55] present MusPy, a Python toolkit for symbolic music generation, that na-
tively supports a total of eleven datasets. Within this library, access and manage-
ment of symbolic music datasets is laid out conveniently, as well as out-of-the-box

objective metrics for evaluation.

2.3 evaluating automatic symbolic music generation systems

Within the broader scope of generative art algorithms, such as those for music,
establishing universal evaluation standards is challenging due to the subjective
nature of art. Consequently, assessing the quality of generated artworks often re-
lies on subjective judgment, although some objective metrics can o er valuable

preliminary insights into the generative quality. This section presents commonly
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used methods for evaluating music created with deep learning, through both ob-

jective criteria and subjective studies.

2.3.1 Objective Evaluation

Concerning the evaluation of the quality of content generated by deep learning
systems tasked with creating symbolic music, a common approach is to resort
on music-informed metrics. These are based on concepts or statistical descriptors
from music theory, often seen from a western perspective. Overall, the goal dur-
ing training a generative symbolic music model is, to some extent, for the distribu-
tion of the features of the music generated by the system to increasingly resemble
that of actual human-created music, concretely the corpus it was trained on. Thus,
evaluation of generative quality frequently involves comparing these statistical
descriptors between real and Al-generated music to gauge how closely the Al's

output mirrors authentic, human-composed musical creations.

These metrics can be roughly divided into two groups, as per the taxonomy pre-
sented by Yang and Lerch in [183]: music-informed relative and absolute metrics.
Concerning the former, the goal is to compare the distributions of two datasets,
often one referring to the groundtruth or training data, and the other to the gen-
erated corpus. This is mostly conducted using approaches such Overlapping Area
(OA) or the Kullback-Leibler Divergence (KLD) (used in Chapter 6 and Chapter 7 of
this thesis). On the other hand, music-informed absolute metrics focus on assess-
ing speci ¢ musical characteristics, namely pitch-, harmony- and rhythm-based
features. Some of the most frequently used metrics are summarised in Table 8 of
[86]. To this extent, the authors in [55] conveniently implemented several of these
metrics in MusPy, focusing on pitch-based (e.g. polyphony [178], polyphony rate,
pitch-in-scale rate, scale consistency [117], pitch entropy and pitch class entropy)
and rhythm-based (e.g. empty-beat rate [56], drum-in-pattern rate, drum pattern
consistency [56] and groove consistency) assessments. Many of these metrics are
used consistently across the experiments in this thesis, and are explained in more

detail at the time of use, for convenience.
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2.3.2 Subjective Evaluation

Whereas objective measures often provide an initial assessment of the quality of
the generated content, they are frequently insu cient and incapable of captur-
ing the nuances necessary to properly judge the aesthetic quality of Al-generated
compositions. A common supplement to this comes in the form of subjective mea-
surements, in an attempt to bridge the gap between the objective assessments and
human judgment. To this extent, researchers mostly opt to conduct listening tests.
This generally consists of a complicated process that considers many variables. Re-
garding the selection of participants, there needs to be su cient diversity to ensure
statistical signi cance and often there is a need for an evenly distributed musical
knowledge amongst them, ranging from amateurs to experts, unless the task at
hand requires a speci ¢ domain expertise (e.g. as is the case in the subjective eval-
uation conducted in Chapter 7). Furthermore, researchers need to ensure that the
test is conducted in a controlled environment or emphasise the need for speci ¢
audio listening equipment while doing it, if it is done remotely. Moreover, listening
tests commonly involve ethical considerations and conducting them frequently de-
mands approval from an ethics committee in academic environments. Monetary
compensation for participants is also considered a good practice, and further in-
creases the burden of running such evaluations. Once the test is conducted and
data from participants is gathered, hypothesis tests are usually undertaken in the
form of t-tests [52], Friedman or Kruskal-Wallis tests [28] and post-hoc tests such

as the pairwise Wilcoxon signed-rank tests [141].

Regarding the structure of listening tests for subjectively evaluating the out-
comes of automatic music generation systems with Al, tasks involving ranking
or scoring stimuli according to several metrics are frequent. This often comprises
comparisons between di erent models, or between models and groundtruth ex-
amples. Due to the subijectivity of the task, these metrics vary from more general
terms such asnusicality[81], liking [47][140][82][43],pleasantneds6], richness
[101], to more task-speci ¢ qualities such asnsistenci/80] or structuralor sta-
bility properties [180]. Whereas ranking involves sorting the di erent stimuli ac-

cording to preference, scoring tasks commonly resort on 5- or 7-point Likert scale
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measurements [86][182]. One particular aspect researchers are often interested in
evaluating is addressed with what is known asMusical Turing TesfThis con-
sists of asking listening test's participants whether the stimuli were human- or Al-
generated [72]. Such experimental protocol was used in our studies described in
Chapter 6 and Chapter 7. Underscoring the need for broader evaluation methods,
this PhD also explored subjective evaluations beyond traditional listening tests. At
the time of writing, only a handful of studies in automatic music generation had
ventured into this territory. To enhance the ecological validity of our evaluation,
we employed bothin vitro" listening tests andin vivo assessments. While the

in vitro tests provided a controlled environment, the in vivo evaluations consid-
ered the music generation within its intended artistic context - real-world artistic

scenarios (see Section 7.2.1.1).

2.4 guitar tablatures: from historical perspectives to the dig-

ital era

Etymologically, the wordablatureoriginates from the Latin wordabulaturg closely
linked to tabula the word for table or slate. Thus, to tabulate something means to

put it into a table or a chart.

In opposition to standard music notational practices, usually referred to as sta,
sheet or score notation, in a tablature system for fretted string instruments (e.g. the
lute, the guitar), each sta line on the score represents a string of the instrument,
substituting a representation of pitch by a given location on said instrument (i.e.

a combination of a string and fret to be played) [103].

In this regard, tablatures can be said to constitutgr@escriptivetype of nota-
tion, where the emphasis is on the action. There isymbol-to-actiorelation-
ship, providing indications of ngerings (i.e. where to position the ngers on the
instrument) and expressive techniques, contrarydescriptiveforms of notation
(i.e. traditional score/sta ), which establishessgmbol-to-pitchielationship [103].
This characteristic makes tablatures an intuitive and inclusive device for music

reading and learning, which can explain their large prevalence for music score
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sharing over the Internet [102]. Furthermore, because some players prefer certain
positions and techniques over others, by capturing and providing these features,

tablatures can be said to inform and capture overall playing style patterns [36].

The term guitar tablature music generation is used in this work to refer to mu-
sical compositions in which string instruments like guitars and bass guitars play a
central role. In the case of guitar tablature music generation, we are aiming at pre-
dicting (1)prescriptivgpitch notations letting performers know speci ¢ ngerings
for phrases or melodies, and (2) expressive techniques for strings not supported
by MIDI (see Figure 3).

Figure 3: GuitarPro sheet (top) and tablature (bottom) score notation for the phrase C5-
D5-E5. For comparison, seven bars are presented with the same notes (sheet),

but with di erent ngerings and expressive guitarristic features (tablature).

In the case of an instrument such as the guitar, the same sequences of pitches
can be played in many di erent positions in the fretboard and varied combinations
of nger motions. In contrast to what happens on an instrument like the piano, in
which there is an univocal relation between a given note/pitch and a key to play,
on a guitar, as can be seen in Figure 3, the same three-note phrase C5-D5-E5 has

a much larger set of ways to be played.

Finally, most of the datasets used to train automatic symbolic music generation
models resort on formats such as MIDI [55], in which these aspects are not taken
into consideration. Despite its ubiquity, the MIDI format, and its close relationship
with the piano and key instruments, builds upon ttaescriptiveype of musical
notation, translating symbols on a sheet (e.g. pitches, rhythm) into a machine-

readable format, and discards the added information supported by tablatures.
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2.4.1 Historical Context of Tablatures

Whereas references to manually plucked string instruments can be traced back
to 5,000 years ago around the overall Mediterranean area [36], early instances of
tablature music are only observed ourishing around the 15th century amidst the
Renaissance period. In particular in lute repertoire, there was at the time a grow-
ing need to notate polyphonic music in a score-like notational fashion [45]. Di er-
ences in how to best notate lute material varied mainly across France, Italy, Spain
and Germany. Whereas the French system used letters (or glyphs) to represent
positions in the lute's fretboard (e.g. the letter a would correspond to an open
string), the Italian and Spanish systems, using numbers to represent positions on
the fretboard where ngers should be placed within a six-line scheme, eventually
were adopted for thevihueld®, and can be considered an initial version of the

modern guitar tablature. A depiction of this can be observed in Figutk 4

Figure 4: Excerpt of a 15th century tablature for théhuela using the Spanish system.
Numbers in black correspond to positions in thehuelg and numbers in red

represent notes to be sung by a voice.

Despite a decay in the use of tablatures from the Baroque period onwards in
favor of sta notation'? in the 20th and 21st centuries tablatures have seen a
resurgence, specially for the electric guitar, bass, and other fretted instruments
(e.g. ukulele, banjo, mandolin), facilitated by the Internet and digital publishing

[10]. Initially represented as non-standardised text les that require no specic

10 A precursor of the guitar, a 15th century fretted plucked Spanish string instrument, tuned similarly
to the lute. However, the design and making of what is currently known as classical guitar can
be attributed to the Spanistuthier Antonio Torres, from the 19th century. Concerning the electric

guitar, its creation dates back to the 20th century [36].
11 Sourced from: https://www.theamericanguitaracademy.com/post/

how-old-is-tab
12 Asanexample, most formal classical guitar education in western contexts still relies on sta notation

instead of tablatures.
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software to read or write, using ASCII text to represent the strings and frets of
the instrument, tablatures' online dissemination has surpassed more sophisticated

music notation formats, such as Music XML or MIDI [102].

Figure 5: An excerpt from an ASCII text-based tablature representation for a single guitar.

However, tablature representations that rely solely on text have limitations from
a musician's perspective. For example, as it is observable in Figure 5, itis common
that rhythm indications are discarded, making it di cult to interpret and compile a
comprehensive transcription of the music, further preventing automatic playback
with appropriate software. However, some tablature publishers append rhythmic

gures on top of tablatures in printed versions.

2.4.2 Tablature Edition Software

Further technological developments resulted in tablature edition software (e.qg.
Guitar Pro3, PowerTab? TuxGuitar®, Songstert9), circumventing playback lim-
itations inherent to text-based tablature representations, keepingpghescriptive

approach, and supporting rhythm notations and playback.

By supporting the notation and playback of music with multiple instruments, as
seen in Figure 6, these tools account for an interactive music experience, either for
songwriting or music learning purposes. Furthermore, tablature edition software
are also able to capture instrument-speci ¢ playing techniques (e.g. bends, where
the player bends a given string, altering the pitch of the note), making it easier for

a reader to accurately interpret and expressively perform a given passage. This

13 https://www.guitar-pro.com/

14 http://www.power-tab.net/guitar.php

15 https://sourceforge.net/projects/tuxguitar/
16 https://www.songsterr.com/
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Figure 6: An excerpt from a Guitar Pro song notation displaying tablature and score for

two guitars, bass, and drums.

is illustrated in the second tablature line in Figure 6, in which we can observe
guitar playing speci c techniques such as bends, slides (represented by the dash
preceding a number) and tapping (represented by Theymbol, in which a player

hits a given fret with a nger of the hand usually used to pluck the strings, i.e.

right-hand for right-hand players).

Data concerning popularity ratings amongst tablature edition software are scarce,
but the Guitar Pro format is ubiquitous across most of the existing platforms, with
competitor software often supporting les in this format. Guitar Pro is not only
a software programme for creating and editing music for fretted instruments, but
also a le format used to store this music data. Developed by the French company
Arobas Musié’, Guitar Pro is widely used by musicians (namely guitar/bass play-
ers, bands and ensembles), but also by music educators. It is mostly utilised for
tasks such as music learning and practicing, where musicians read or play along
a given song, and for music notation, in which composers/bands use the software
to either support the songwriting process, or as a means for ease of distribution

once compositions are done. As an example of the software's widespread dissemi-

17 https://www.guitar-pro.com/c/11-arobas-music
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nation, the tablature site Ultimate Guit&¥ hosts a catalogue of over 220,000 user-
submitted Guitar Pro les, containing notations of commercial music. Another in-
teresting distinctive aspect, is that most of these tablatures stem from the genres

of rock and metal, sometimes under-represented in the MIDI-based domain.

2.4.3 Guitar Tablature Research in MIR

Despite the proliferation of tablatures [102], its prevalence towards learning, an-
notating and distributing music, and the ubiquity of guitar-centred compositions
in commercial music, the generation of symbolic music having guitar as the main
instrument, especially when relying on deep learning approaches, can still be con-
sidered in its infancy when compared to MIDI-driven, piano-focused, approaches.
Other related tasks in MIR concerning guitar tablature modelling include auto-
matic guitar transcriptiort® [9][78][173], section identi cation [138] and playing
style analysis [137][25].

Regarding generation, the work of McVicar et al., AutoLeadGuitar [109], con-
sists of an automatic guitar solo generator in tablature format, given both an in-
put chord and a key sequence. The system was expanded in [112], focusing on
rhythm guitar, and in [110], addressing both lead and rhythm guitars. However,
the system relies on probabilistic models and not on deep learning techniques. The
Song2Guitar HMM-based system [7] generates guitar solos considering both n-
gerings and a measure of playing di culty. A rule-based, integer programming
approach is proposed in [39], in which 12-bar blues' guitar solos are generated by

concatenating musical ideas from a previously arranged corpus.

Concerning the use of deep learning for guitar tablature symbolic music gener-
ation, the authors in [118] trained an RNN on dozens of Guitar Pro songs encoded
as a sequence of ASCII characters. The model only supports one instrument and
is prone to errors due to its verbose syntax. The work by Chen et al. [27] focused
on the generation of ngerstyle guitar tablatures with the Transformer-XL archi-

tecture, compiling a dataset of 333 examples for this purpose. However, it did not

18 https://www.ultimate-guitar.com/
19 This task is sometimes referred to in the literature as automatic ngering.
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make use of the Guitar Pro format and its assets. The authors in [83] presented a
method for the generation of guitar tablatures from audio that can also perform
chord recognition. Finally, the work proposed by D'Hooge et al. in [59] focused
on modelling and predicting the occurrence of bends in guitar tablatures with a
decision-tree approach, by exploring a proprietary corpus of 2,247 tablatures in

Guitar Pro format.
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THE DADAGP DATASET

3.1 introduction

In this chapter, we present a dataset based on the guitar tablature format entitled
DadaGP, and with its release we intend to leverage the Guitar Pro format used
by the before-mentioned software to support guitar and bands/ensembles' related
research within the MIR community, focusing speci cally on the task of symbolic

music generation.

The contributions discussed in this chapter include (1) the DadaGP dataset com-
prising over 25,000 songs in Guitar Pro and token format, together with statistics
of its features and metadata, (2) an algorithm and Python software to convert be-
tween any Guitar Pro le and a dedicated token format suitable for sequence mod-

els!, (3) re ections about further applications for DadaGP.

3.2 motivations

One of the main motivations for the creation of DadaGP is to engage the MIR
community into research that leverages the expressive information, instrumen-
tal parts and song diversity in formats such as Guitar Pro. Although Guitar Pro
is a paid software, free alternatives such as TuxGuitar are capable of editing/ex-
porting into Guitar Pro format. Moreover, Guitar Pro les can be easily imported
into MuseScoré a free software notoriously known for music notation, which

also possesses tablature features. However, using MuseScore might present some

1 Available athttps://github.com/dada-bots/dadaGP
2 https://musescore.com/
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occasional incompatibilities, speci cally those regarding the selection of instru-
ments (e.g. drums are often imported as piano, and the corresponding MIDI in-
struments need to be manually switched). Another important motivation for the
release of this dataset is that it is possible to make conversions between Guitar
Pro and MIDI les. This can be done inside any of the aforementioned software,
by simply exporting into MIDI, or by scripting. Thus, by converting the dataset's
Guitar Pro lesinto MIDI, MIDI-based music feature extraction functions available
(e.g. MIDI-based Python libraries referenced in Section 2.2) can be applied. Finally,
we believe that our dataset is able to provide researchers with the information
present in standard MIDI datasets, while including at the same time prescriptive
information useful for guitar-oriented research, information that is absent for the

corpuses presented in the existing MIDI datasets from the literature.

3.3 features of the dadagp dataset

Leveraging the proliferation of music transcriptions available online as Guitar
Pro les, we compiled DadaGP, a dataset containing 26,181 songs, in both Gui-
tar Pro and token format. In collaboration with CJ Carr and Zack Zukowski (see
Section 1.5) , we also devised an encoding/decoding tool to convert Guitar Pro les

into tokens and vice versa, which is described in Section 3.3.1.

Table 2: Overall statistics of the DadaGP dataset.

Num. of Songs 26,181
Num. of Genres 739
Num. of Artists 822
Num. of Distinct Tokens 3,759

Dataset Length [in tokens] 116M

Avg. Song Length [in tokens] | 4,459

Dataset Length [in hours] >1,200

Avg. Song Length [in minutes] 2:45
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Some overall statistics about the dataset can be seen in Table 2. In total, it con-
tains 116m tokens, which is about the size of WikiText-103 [114]. In terms of du-
ration, the dataset amounts to over than 1,200 hours, with an average song length

of 2:45 minutes.

3.3.1 Encoding/Decoding Tool

PyGuitarPro [1] is a Python library which reads, writes and manipulates Guitar
Pro les®. Our encoding/decoding tool explores its feature extraction functions, in
order to convert much of the information into a tokenised text format. With Py-

GuitarPro it is possible to acquire information regarding music-theoretic features

(e.g. pitch, rhythm, measure, instrument) and playing technique information.

The token format takes inspiration from event-based MIDI encodings used in
previous music generation works, such as REMI [82], outlined in Chapter 2. The
tool consists of a Python script that uses PyGuitarPro to process Guitar Pro les

into/from token format.

Syntactically, songs in DadaGP begin wiltist  ,downtune ,tempo and
start tokens, denominated dweader tokerfer reference. A depiction of the con-
version process can be seen in Figure 7. Notes from pitched instruments are repre-
sented by the combination of tokens mfstrument:note:string:fret
and rests byinstrument:note:rest . For the drumset, the representation
is done bydrums:note:type , leveraging Guitar Pro 5 percussion MIDI maps
(e.gdrums:note:36 forakick drum,drums:note:40 forasnare, in which
every instrument in the drumkit gets assigned a speci ¢ number). Every note or
rest is separated in time byait tokens. This is su cient for the decoder to g-
ure out note durations. There is no need to use note-o tokens, because new notes
silence old notes, unlessghost noter let ring e ect is used. Every new measure,

note e ect, beat e ect, and tempo change is registered as a token. E ect tokens

3 Currently, it supports GP3, GP4 and GP5 les. However, conversion from more recent versions into

GP5 is possible.
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Figure 7: A measure with a distorted guitar, bass and drums in Guitar Pro's graphical user

interface (left), and its conversion into token format (right).

are applied to the preceding note token. A histogram containing the most common

tokens in DadaGP is available in Figure 8.

Figure 8: Histogram of the most commonly used tokens in the DadaGP dataset.

Furthermore, the DadaGP token format is resilient to syntax errors, such that
random token sequences will still produce decodable music. We believe this is
helpful when creatively pushing generators to make out-of-distribution sequences
using high temperatures, early epochs, extreme latent dimension values, interpo-

lated style conditioning, and other experimental practices.
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3.3.2 Repertoire

Each song is labelled with artist and genre information, although genre tags are
absent within original Guitar Pro les. To this end, we compiled a genre list, with
information acquired from the Spotify Web ABlquerying by artist and song title,
resulting in genre metadata for each composition. It is worth mentioning that a
given song can have more than one genre attached to it, as an attempt to not
con ne songs to a given speci ¢ genre or musical style. A complete list of every

genre for every song in the dataset is made available

Figure 9: Word cloud representation of the musical genres in DadaGP. Tag size increases

with amount of songs from a given musical genre.

Moreover, information about the most prevalent genres within the DadaGP
dataset can be observed in Figure 9. While its emphasis is on genres and sub-
genres from rock (e.ghard_rockclassic_rogkand metal (e.galternative_metal
speed_metaprogressive_melalits corpus is diverse, also including stylistically

distinct genres such as jazz, western classical, pop and EDM.

4 https://developer.spotify.com/documentation/web-api/
5 https://github.com/dada-bots/dadaGP
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Figure 10: Histogram of tracks per song in the DadaGP dataset.

Furthermore, from Figure 10, depicting a histogram of the most common num-
ber of instruments per song in the dataset, we observe that most of the songs in
DadaGP contain four instrumental parts, usually two guitars, a bass and drums, as
it is prevalent in many rock or metal bands/ensembles and its compositions. Re-
garding the high number of tracks with a single instrument, these concern mostly
transcriptions of electric guitar solos and also tablatures of solo classical acoustic

guitar pieces.

3.3.3 Instruments

Regarding instrumentation, as a design choice, DadaGP contains songs with a max-

imum of nine instruments (see discussion in 3.3.5), namely:

" three distorted (or overdriven) guitars;
"~ two clean (or acoustic) guitars;
" abass guitar;

" adrumset;

~ an instrument namedead usually to represent instruments playing promi-

nent melodic lines (e.g. piano, keyboard, vocals);
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an instrument namedad usually to represent instruments playing a sus-
tained sound (single tones or chords), to enhance the harmony of a broader
track; in contrast to lead instruments, these instruments typically serve an
ambient function, contributing atmosphere and texture rather than driving

melodies (e.g. synth pad, choir, string ensemble).

Whenever a le possesses multiple drum tracks (e.g. it is common that some
transcribers/composers create di erent drum tracks to notate distinct instruments
from the drumkit) they are combined into a single one. Rarer instruments sup-
ported by Guitar Pro (e.g. banjo, piccolo, celesta) are combined into the lead and

pad tracks.

In Figure 11, we can notice a predominance of distorted guitars in the dataset.
The dominance of distorted guitars in the dataset likely stems from a common fea-
ture of rock and metal music, genres predominantly represented within DadaGP.
These styles typically utilise two distorted guitars: one for rhythmic parts and an-

other for lead melodies and solos.

Figure 11: Histogram of frequency of instrument groups in the DadaGP dataset.

Concerning guitar and bass, 7-string guitars are supported, as are 5- and 6-

string basses. Downtuning is supported only if all instruments downtune the same
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amount, and common tunings such &op ¥ and Drop AD' are also included.
Rarer tunings were not included in the DadaGP dataset as the encoder does not
currently support them. The decoder determines instruments and tunings based
on the presence or absence of particular note tokens. This was done so that, in
a symbolic music generation application, at inference time a generator can force

particular ensembles of instruments/tunings by masking unwanted tokens.

Guitar playing technique notations are represented by note e ect tokenfs (),
although this family of tokens also holds information about other instruments (e.g.
nfx:tie , Which acts as a link between two adjacent notesnbr.dead , when

a percussive sound is produced by dampening the strings with the left hand).

In Figure 12, we present a histogram of the most frequent occurrences of these
in our dataset, namelypalm mute(a technique often used with distortion guitars
where the guitar player dampens the strings with the right hand palm), bends
(nfx:bend ) and vibratos Kifx:vibrato ), slides Kifx:slide ), hammer-
ons and pull-o s (both undemfx:hammer , a technique in which the guitar

player produces a note with his fretting hand without plucking it).

Figure 12: Histogram of the occurrence of note e ects in the DadaGP dataset.

6 A tuning in which only the lowest string is downtuned by one whole step, usually from E to D.
7 Similar to Drop D tuning, but here both the 6th and 7th lower strings are downtuned a whole step

down, from E to D and B to A, respectively.
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3.3.4 Meter

As clari ed before, each note/rest event is followed bywait token which spec-

i es the number of ticks between it and the succeeding event. In DadaGP, tick
resolution uniformly corresponds to 960 ticks per quarter note. For a tempo of
100 bpm, a tick corresponds 80100 960 = 0.000625seconds. Referring to
the excerpt in Figure 7, eighth note events are separateavhit:480  tokens,

and sixteenth note ones byait:240 . A histogram with the most common note
and rest durations in DadaGP is presented in Figure 13, in both token and standard

sta notation formats, to ease visualization.

Figure 13: Histogram of the note and rest duration in the DadaGP dataset. Less common

durations are collated in the other category.

Usually, in a Guitar Pro le a default tempo is speci ed for the entire song,
although it supports the inclusion of tempo changes throughout the piece. This is
addressed by our encoder/decoder with tteenpo andbfx:tempo_change
tokens respectively, which a ects note/rest duration. In Figure 14 are presented

plots corresponding to the most frequent tempos and tempo changes.
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Figure 14: Histogram of the most common tempo and tempo changes, in bpm.

The encoder/decoder also supports the representation of measure repetitions
with the measure:repeat token. Although time signatures are not tokenised,
they are inferred by summing thevait tokens between the occurrences of ev-
ery new_measure token. However, this method is insu cient to distinguish
between3=4 and 6=8 measures, for examgleTo circumvent this, for the plot
presented in Figure 15, we leveraged PyGuitarPro functions to extract accurate

information about the most prevalent time signatures for each measure in our

dataset.

Figure 15: Histogram of the most common time signatures.

8 We hypothesise that this is linked to the rock/metal bias in the DadaGP dataset, and argue that

including examples from other genres, in whidx8 measures are more prevalent (e.g. jazz, blues,
soul), could be helpful.
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3.3.5 What is Missing?

Information regarding key signature is not provided as part of the dataset. Al-
though key signature can be represented in Guitar Pro format, it is rarely present
within les. Similarly to the results presented in [134] for the Lakh MIDI dataset,
93.7% of the songs in DadaGP were automatically assigned the key of C Major,

rendering these statistics inaccurate.

Guitar Pro version 5 does not include note velocity information as in MiDI
However, in Guitar Pro, loudness between notes and musical phrases is notated
using traditional dynamic instructions (e.fprte, pianissimgmezzo-fortg In its to-
ken format, this is yet not supported, but there is a possibility of accentuating notes
with nfx:accentuated_note andnfx:heavy_accentuated_note ,
corresponding to two distinct levels of loudness. The absence of velocity informa-
tion inevitably a ects playback of compositions (i.e. within the Guitar Pro soft-
ware), making them sound less expressive and more machinic . Despite being
a limitation, we highlight that the main aim of guitar tablature generation in this
work is for the creations to be played by human guitarists. We hypothesise that, by
interpreting a given compaosition, a human player would have the freedom to ap-
ply subjective considerations in terms of how loud, or soft, a given passage should
be performed, thus compensating for the lack of velocity information in the tabla-

ture.

Concerning vocals, a common practice with Guitar Pro les is to select MIDI
wind instruments to notate singing melodies. Currently, our dataset is not well-
suited to handle vocals, for these get converted into bads  instrument, which
may also contain information about other instruments, such as the piano/key-
boards. Lyrics are also possible to include in Guitar Pro, but that feature is cur-

rently not supported by our encoder/decoder tool.

In terms of limitations, the adopted terminology for instrumentation, particu-
larly the leadandpadtokens (see Section 3.3.3), although commonly used in nota-

tional practices within Guitar Pro les, can potentially lead to misunderstandings

9 Atthe time of writing of this manuscript, this functionality was included recently included in Guitar

Pro version 8.
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in other MIR-related tasks. For example, tracks featuring piano/keyboards or vo-
cals playing prominent melodic lines, callddadin DadaGP, could be confused
with guitar sections that play lead/solo roles. Moreover, due to the fact that the
leadtoken considers instruments as distinct as vocals, piano, or wind instruments,
it is not suitable to model these instruments individually. Potentially, future work
could involve dividingleadinto the aforementionegbiano/keyboardvindsand vo-
cals, but given that the emphasis of this dataset is on guitar-driven compositions,

we chose to prioritise those instruments.

Furthermore, we justify the choice of a maximum of nine instruments, instead
of adopting the instrument categorisation scheme of traditional MIDI protocols
(i.e. a total of 128 instruments, including sound e ects), as a way to reduce the
vocabulary size for training purposes. We deemed this con guration as adequate

to encompass the vast majority of compositions in Guitar Pro format.

Due to the nature of the guitar as a fretted instrument, the DadaGP syntax cap-
tures note position information as a combination of string and fret. Currently, for
string instruments that do not possess frets (e.qg. violin, cello, fretless guitar/bass),
this dataset's syntax is inadequate. However, a proposed solution for the inclusion
of these instruments coul consider a deeper discretisation of the de nition of a fret
in DadaGP's token format. We hypothesise that, for example, by dividing a fret po-
sition into sub-levels of micro positioning (e.fietlessguitar:note:s5:f3.7
indicating to the player to place a nger closer td4 than:f3 ), this could be

achieved.

Finally, as stated before, due to version restrictions from PyGuitarPro, the en-
coder/decoder tool only supports songs up to Guitar Pro version 5. At the time of
writing of this thesis, the latest update of the software corresponds to version 8.
We believe that PyGuitarPro was built to support up until Guitar Pro 5, because
the highest amount of Guitar Pro les available online are notated under this ver-
sion. Nonetheless, the software is capable of converting from more recent versions
to version 5, thus accounting for the inclusion of les from other versions into the

dataset.
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3.4 prospective applications

Although primarily tailored for symbolic music generation, in this subsection we
describe further prospective applications for DadaGP, some of which go beyond

the scope of this thesis.

3.4.1 Guitar and Bass Transcription

The task of guitar and bass transcription from audio recordings is still mostly done
manually by musicians, requiring expertise and being both e ort and time con-
suming. In order to automate this, previous research has focused on both solo

bass guitar [2, 3] and solo guitar [143, 164, 176] transcription.

As a contribution to solve this problem, we anticipate that DadaGP can be used
to create a synthetic dataset for training guitar and bass transcription models, by
rendering its corpus from tablatures into audio, using a DAW and appropriate
sound fonts. Such a synthetic dataset can be used to pre-train a model, which
can then be ne-tuned afterwards using realistic sounds with aligned scores.This
argument is supported by the promising results shown by the Slakh dataset, a syn-
thesised version of the Lakh MIDI dataset, on the task of music source separation
[104]. Furthermore, research concerning the use of LLMs for the task of speech to
text conversion draws parallels with the methodology proposed here and would

be worth exploring.

3.4.2 Music Style Transfer

Recently, the task of style transfer, the process of changing the style of an image,
video, audio clip or musical piece so as to match the style of a given example, has
been the subject of much attention. First investigated in applications that target
computer vision, music style transfer has recently shown promising results in both

the audio [85] and symbolic domains [22, 41, 178].
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As a prospective application of DadaGP, we envisage that genre information
can be leveraged in segregating the dataset across di erent genres, rendering it
suitable for the task of musical genre style transfer, as proposed in [99] for the
speci ¢ morphing between Bach chorales and Western folk tunes. Furthermore,
besides musical genre, artistic information can also be used towards the task of

composer style transfer, once again by Itering DadaGP across distinct artists.

3.4.3 Artist/Genre Classi cation

Another task for which artistic and musical genre information present in DadaGP
is useful is artist/genre classi cation. We hypothesise that these features can be
used to train classi cation models, in order to predict composer style and genre
related information from the symbolic representation of the songs itself, similarly
to what has been implemented in [90, 92, 168]. A thorough survey of the most
important approaches regarding music genre classi cation in the symbolic domain

can be consulted in [35].

Furthermore, there is a symbiosis between this task and the one present in the
previous subsection, since the models trained for artist/genre classi cation can be
prospectively used in composer style-based feature extractions, which can be fur-
ther utilised in tasks like composer style-conditioned generation and music style

transfer.

51



UNCONDITIONAL GUITAR TABLATURE MUSIC
GENERATION

4.1 introduction

The main goal behind the compilation of the DadaGP dataset was to explore its
use for guitar tablature music generation. We highlight again that the inclusion of
guitar in the title of this and the following sections, refers to the fact that this type
of notation is most suited for said instrument. However, in this work, tablatures
are used to represent music for a broad range of instruments, addressing multi-

instrumental music, not only guitar parts.

Given that there was no baseline for automatic multi-instrument tablature mu-
sic generation with the expressive Guitar Pro format at the time, one of the core
motivations behind the experiments presented in this chapter was to create an ini-
tial model. Thus, in this chapter we describe approaches for unconditional guitar
tablature music generation, de ned as the task of generating music in the sym-
bolic domain, leveraging the features in tablatures and a tablature digital format

(here, Guitar Pro).

Towards this goal, we set on the Transformer-XL architecture [44] (see Sec-
tion 2.1.3.1) since it is suitable for the generation of longer sequences and has been
thoroughly tested in symbolic music generation works. Transformer-XL expands
on the vanilla Transformer [170] by modifying the positional encoding scheme
and introducing the concept of recurrence, which enables the model to leverage
information from tokens that occurred before the current training segment, e ec-
tively allowing the architecture to look further into the past. The design of the
experiments, and di erent model con gurations, was in uenced by the work de-

scribedin [175]. Speci cally, we studied how to best con gure the Transformer-XL
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architecture in order to t a particular dataset, re ecting on the depth-to-width
interplay in self-attention [97]. This prompted us to assess changes in both the
depth (number of self-attention layers) and the width (hidden representation di-
mension). Finally, inspired by [79], we studied the e ect of two di erent tokeni-
sation approaches on the coherence and musical characteristics of the generated

examples.

The main contributions of this work can be summarized as: (1) a baseline model
for automatic guitar tablature music generation utilising the Transformer-XL ar-
chitecture with the DadaGP dataset, (2) a comparative study of di erent tokeni-
sation methods for the vocabulary of the DadaGP dataset, and (3) an assessment
of the architectural topology of the Transformer-XL network when used for this
particular task, in terms of model size, number of attention layers, size of the em-

bedding space and number of attention heads.

4.2 experiments

In order to provide a baseline for guitar-focused symbolic music generation with
DadaGP, we devised a set of experiments to assess the role of parameters in the

Transformer-XL architecture as well as two distinct tokenisation procedures.

4.2.1 Model Con gurations

A summary of the design choices for each model can be seen in Table 3. Similarly
to the depth/width experiments in [175], for each tokenisation approach (see Sec-
tion 4.2.2), dubbed aplit (ys) andnon-split(ns), we trained seven distinct models

to study the e ect of the number of attention layers (8, 10, 12, and 14 referred
to as models 1 to 4), embedding dimensions (representedtioyer, the inner di-
mensions of the feed-forward layers, aldmodel the dimensions of the model's
hidden states; model 2 with a small embedding space, model 5 with a medium and

model 6 with a large one), and number of attention heads (models 5 and 7).
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Table 3: Con guration of the seven models based on the Transformer-XL architecture. Col-
ored entries highlight comparisons between model architectures: blue for number
of parameters, red for number of attention layers, orange for embedding space di-

mensions, and green for number of attention heads.

Model 1 2 3 4 5 6 7

params | 30M | 37M | 44M | 50M | 81M | 142M| 81M

layers 8 10 12 14 10 10 10

d-inner | 2048 2048| 2048 3072
d-model| 512 512 | 512 768
heads 8 8 8 8 8

4.2.2 Pre-processing and Tokenisation Methods

In order to train our multi-instrument tablature generator based on the Transformer-
XL architecture, we used 23,447 song examples from DadaGP [152]. Out of this,
2,734 songs from the original dataset were discarded due to size constraints in
the conversion pipeline. We kept 15% as a validation set, resulting in 19,930 ex-
amples (85%) used as training data. We prioritised exploring di erent model con-
gurations and observing how they generate outputs before implementing a full
training regime with validation for hyperparameter tuning. Given the nature of
the task (music generation) a validation set might not be the most e ective way to
evaluate the model's performance. As we are interested in the model's ability to
produce diverse and creative outputs, human evaluation or intrinsic metrics (met-
rics that assess the quality of the generated data itself) might be more informative

than performance on a held-out validation set.

We assessed the two following tokenisation methods: tio&-split(ns) approach
keeps tokens from the original DadaGP dataset unaltered. Inghkt (ys) ap-
proach, we sliced every token in sub-tokens. As anillustrative example, a single to-
kendistorted0:note:s6:f2 yields the tokenglistortedO: ,hote:

s6: , andf2 . This approach is motivated by concerns regarding the model's abil-

54



ity to learn given the vocabulary size of theon-splitapproach. By splitting the
original tokens, we reduce the number of words in the vocabulary from 3,020
(non-spli) to 461 §plit) unique tokens. Each of the seven models described in Sec-
tion 4.2.1 were tested with theon-split (nsandsplit (ys)tokenisation approaches,

yielding 14 models in total. These were labelids, 1ys, 2ns, 2yc.

4.2.3 Training Procedures

Each of the 14 models was trained for 100 epochs. Due to GPU memory limitations
it was not possible to t the entire training data at once on any of the machines
available to us. To circumvent this, we devised a random sampling technique in
which, the beginning of each training step would arbitrarily select 2,048 examples,
instead of the whole training data. This approach also enforced that a previously
seen example would not be fed again before all unseen examples were exhausted
(i.e. sampling without replacement). Though this solution is notideal, it functioned

as a compromise to be able to conduct training with our computational resources.
Details about the training procedure for each model are provided in Table 4, de-
scribing GPUs used, batch sizes, training times and loss gures. Plots of the losses

are displayed in Figure 16 for convenience.

Figure 16: Training loss per epoch for every model in both then-split(top) andsplit

(bottom) tokenisation approaches.
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Choices concerning GPUs and batch size were determined based on the comput-
ing power available on our servers. Due to these constraints, it was not possible
to utilize the same machine for all the experiments, thus the batch size was ad-
justed in order to accommodate training data on the GPUs. For these reasons, a
thorough comparison between training times of the two tokenisation procedures
is not possible. However, observation suggests thatspkt approach is more time
consuming. For example, modelasand 4ysfollowed similar training character-
istics, the latter being slower to train. Similarly, the same occurred for mo&alks

and5ys

Model weights at epoch 100 for all the trained models are made available upon
request via email to the author, provided the model is used for non-commercial
purposes. This is done to ensure reproducible research from within the community,

and to avoid additional carbon footprint related to deep learning training.

Table 4: Training time, batch size, GPU and negative log-likelihood loss concerning train-
ing for the seven models using the non-splitg) and the split {s) tokenisation

approaches after 100 epochs.

Model GPU Batch Size Time[h] Loss
1ns Tesla K80 10 74 0.551
2ns Tesla K80 10 83 0.520
3ns Tesla K80 10 101 0.492
4ns Tesla K80 8 152 0.488
5ns | GeForce GTX 1080 Ti 8 119 0.464
6ns| Quadro RTX 6000 8 162 0.435
7ns | GeForce GTX 1080 Ti 8 201 0.477
lys | GeForce RTX 2080 Ti 4 107 0.226
2ys | GeForce RTX 2080 Ti 10 125 0.203
3ys| Quadro RTX 6000 8 119 0.203
4ys Tesla K80 8 262 0.202
5ys | GeForce GTX 1080 Ti 8 168 0.182
6ys | GeForce GTX 1080 Ti 8 200 0.161
7ys | GeForce GTX 1080 Ti 6 328 0.175
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4.2.4 Inference Procedures

At inference, we generated 150 examples for each of the 14 models. As it is usual
in Transformer-generated content, this step started with a prompt. Due to con-
strains imposed by the DadaGP decoder when converting from token to Guitar
Pro format, some speci ¢ header tokens have to be included, naragigt: :
downtune: ,tempo: (as per Section 3.3./gtart andnew_measure in-
dicating the start of the piece with a new measure. We dubbed this sdteagler
tokensfor they are present at the top of every le in DadaGP, and kept this nomen-
clature throughout. Previous experiments described in [152] suggested that the
model would yield better results when prompted with content related to a set of
di erent instruments rather than a single instrument. Following this, we use as
prompt a note from a distorted guitar, a bass guitar, an a drum hit. We tested three
di erent starting notes on the guitars, each assigned to 50 generated songs (150
songs in total per model). Assuming a standard guitar tuninged by using the
tokendowntune:0  as aheader token, the rst 50 samples started with the low E
string open on both distorted guitar and bass. Another 50 samples were generated
by starting on the A open string for both guitars. The last batch of 50 samples be-
gan with the open D string. Initial drum notes were kept the same throughout all
the generated examples. We varied the tempo prompt usingtémepo: header
token within each batch of 50 songs. A starting value of 80 bpm was chosen, and
increments of 20 bpm were applied every 10 songs, resulting in tempi prompts
ranging from 80 to 160 bpm (see Figure 14 for a histogram of the most common
tempi in DadaGP) for batches of 50 songs corresponding to a speci ¢ starting note.
Finally, given this prompt, we de ned a limit of 1,024 generated tokens per song
using a temperature-controlled stochastic sampling method witp-k sampling
[158], as employed in [82]. The 1,024 token limit is related to constraints from the
Transformer-XL architecture, further limited by the computing resources avail-
able, and experimentation with a higher number of tokens yielded poorer results in

terms of grammar/syntax mistakes, artefacts and overall subjective quality. Given

Standard tuning uses the open string pitches E, A, D, G, B, E, from the lowest pitch E2 to the highest
E4. For bass guitar the same arrangement is kept, including E1, A1, D2 and G2. Thegenmstrings

concerns strings played without any fret pressed.
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that the split procedure requires more tokens, for a same number of generated
tokens, thenon-splitapproach often yields longer compositions (i.e. outputs with

a higher number of measures). In an attempt to standardise the generated results
for the split andnon-splitapproach, every design choice was kept similar, with the

only caveat that the prompt tokens had to be sliced for th@it procedure.

Similarly to the header tokenswvhich are required for the DadaGP to Guitar
Pro decoder, aend token is used to stop conversion. Initial inference results
showed some examples where thed token would occur before the limit of 1,024
tokens was reached. This shortens the length of generated compositions as every
subsequent tokens get discarded by the DadaGP decoder. In order to tackle this,
during inference time, we forced the model to bypass the prediction ofead
token in cases when it occurred before the end of the generation. As this is a
mandatory token, we then manually append it at the end, thus ensuring that the
decoder successfully completes the procedure. Finally, all the generated results

discussed here are released onfine

4.3 computational evaluation

While the negative log-likelihood loss in Table 4 facilitates some initial compar-
isons between models 1 to 7 for a given tokenisation approach, it constitutes a
coarse metric when comparing between then-splitandsplit tokenisations, as it
does not provide detailed information about the quality of the generation output.
In order to circumvent this and be able to compare both tokenisation approaches,
further allowing for a more comprehensive assessment of the models, we con-
ducted an objective evaluation utilizing several metrics that can be computed on

both training corpus and generated data.

The 2,100 generated songs are available fdtps://drive.google.com/drive/
folders/118dU81ZSdWh1WOUFI4rZFShU_xEiPkbp?usp=share_link . A human-
curated subset is also included, comprising fewer examples that we believe to be of higher quality,

available [here].
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4.3.1 Metrics

In this section we describe the metrics used on the quantitative evaluation of the

merits of the models, namely:

Empty Bars Ratio: as presented in [56], this metric computes the ratio of
empty bars (in %) for every instrument within a given composition. As some bars
might be purposely left empty (instruments not playing in some sections given
the arrangement), we check this metric against its score when computed over the

corpus data.

Time Signature Variation: the goal of this metric is to determine aeighted
average for time signature variatianthin a song. For every example, we rst cal-
culate the time signature distribution, i.e. an histogram reporting the number of
occurrences of the various time signatures. After inferring the most common time
signature for a song, the proportion of bars with di erent time signatures is calcu-
lated. This percentage is then normalised by the total number of bars in the song

to be able to compare songs of di erent lengths.

Pitch Class Histogram Entropy: similarly to what the authors in [179] de-
vised, we computed pitch distribution metrics to be able to compare generated and
corpus songs. We collect the notes within all the measures of a song to establish a
12-dimensional pitch class histograim where pitch occurrences are normalized
by the total note count in a measure, so thl;ti h; = 1, whereh s the pitch class
histogram with pitch binsi. We compute the entropy of the pitch distribution as

a measure of tonality within a song, focusing on Western tonal music.

The concept of entropy stems from information theory and can be seen as a mea-
sure of uncertainty given a probability distribution. Low entropy should be dom-

inated by speci c pitch classes (e.g. the rstand fth degree of the key), whereas

3 Sometimes also referred to in this work as measures.

59



high entropy points towards inconsistencies in tonality. The entropyfois given

by:

el
H (h) = - hi log,(hi) 1)
i=0
To benchmark the generated results, we used the training corpus as groundtruth
data, acting as theoretical best case scenario. We also created corpi by randomizing
certain musical attributes acting as theoretical worst case scenario. For the pitch
class histogram entropy, the randomized corpus was obtained by randomizing the

notes' pitch in DadaGP songs.

Groove Consistency: as described in [179], this metric measures rhythmicity.
In compositions where there is a clearly de ned rhythm, the grooving patterns
between bars remain similar, yielding a high score. In contrast, this metric scores
low for songs in which there is no rhythmic consistency across measures. Sim-
ilarly to the process done for the pitch class histogram entropy metric, we cal-
culated groove consistency gures on the groundtruth data (theoretical best case
scenario) and on arandom set (theoretical worst case scenario), the latter obtained

by randomizing the rhythm in DadaGP songs.

Grammar Errors: while all the previous metrics were computed over the gen-
erated les in Guitar Pro format, this metric was calculated in token format. The
robustness of the DadaGP decoder makes it capable of converting from token to
Guitar Pro even in the presence of syntactical errors which are then discarded
(e.g. erroneous occurrence of thetist: token in the middle of the song struc-
ture). Following previous experimentation in [152], we utilized the grammar errors
metric to investigate incorrect tokens not tting the tablature system and struc-
ture. Speci cally, it detects the number gframmar errorsn a given song, namely
repetitions of tokens that should occur only once (eagtist: ,downtune:

tempo: andstart: ), as well as adjacent repetitions of the same token.
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4.3.2 Results

Overall, results point towards two main overarching conclusions: rstly, thplit
approach consistently achieves better performance results for every metric when
compared against theon-splitapproach. This hypothesis was expected based on
the reduced vocabulary size of tisplit approach. In order to study the e ect of the
tokenisation on the described metrics, we performed a Kruskal-Wallis rank sum
test which yielded a highly signi cant e ect of the tokenisation approach across

all metrics, as is observable in Table 5. Furthermore, we also conducted a post-hoc
pairwise Wilcoxon signed-rank test using a Bonferroni-adjustedevel of .0083
(.05/6, for a total of six pairs from the four groups in Table 5), showing signi -
cant di erences p < .001) between all the groups, across all metrics. Secondly,
a Kruskal-Wallis and a post-hoc pairwise Wilcoxon signed-rank test did not yield
signi cant di erences for changes in architectural dimensions of the model. The
tests demonstrated that the perceived performance across the metrics was not af-
fected by varying the number of attention layers (models 1 to 4), the size of the
embedding space (models 5 and 6) or the number of attention heads (models 5 and

7).

Table 5: Average results for the Empty Bars Ratio (EBR, in %), Time Signature Variation
(TVS, in %), Pitch Class Entropy (PCE), Groove Consistency (GC) and Grammar
Errors (Gerr), grouped by non-split, split, groundtruth and random sets (when

applicable). Last row indicates results from a Kruskal-Wallis rank sum test.

Group | EBR (%) | TSV (%) PCE GC Gerr
non-split (ns) 36.65 40.97 2.61 0.994 1.82
split (ys) 6.92 27.64 1.98 0.993 0.48
Random (R) - - 3.58 0.985 -
H(2)=1142| H(2)=1881| H(3)=4474| H(3)=2721| H(1)=254
Kruskal-Wallis
p <.001 p <.001 p <.001 p <.001 p <.001
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Table 6: Average results for the Empty Bars Ratio (EBR, in %), Time Signature Variation
(TVS, in %), Pitch Class Entropy (PCE), Groove Consistency (GC) and Gram-
mar Errors (Gerr), per model size (in parameters), grouped by non-split, split,
groundtruth and random sets (when applicable). Last row indicates results from

a Kruskal-Wallis rank sum test.

Model | Parameters H Group ‘ EBR (%) ‘ TSV (%) ‘ PCE ‘ GC GErr

non-split (ns) 28.33 39.45 2.63 0.993 1.03
1 30M

split (ys) 4.25 26.24 1.89 0.993 0.41

non-split (ns) 35.99 38.03 2.61 0.994 2.36
2 37M

split (ys) 9.69 36.80 1.84 0.993 0.78

non-split (ns) 28.62 35.86 2.23 0.994 2.49
3 44M

split (ys) 8.57 30.41 2.13 0.993 0.67

non-split (ns) 47.13 48.50 2.73 0.994 3.11
4 50M

split (ys) 5.14 24.34 2.22 0.993 0.20

non-split (ns) 38.57 43.02 2.76 0.993 1.49
5 81M

split (ys) 6.75 21.49 1.95 0.993 0.38

non-split (ns) 32.39 35.70 2.56 0.994 0.84
6 142M

split (ys) 7.46 26.44 1.90 0.993 0.58

Random (R) - - 3.58 0.985

H(6) = 241.46 H(6) = 1685.4 H(6) = 3107.7 H(6) = 390.28 H(5) = 21.577
Kruskal-Wallis
p <.001 p <.001 p <.001 p <.001 p <.001

Despite a considerable di erence in the number of parameters, (i.e. from Table 6,
model 1 has 30m parameters whereas model 6 has 142m parameters), the models
obtain similar performance in terms of the EBR, TSV, PCE, GC and GErr metrics,
with no observable correlation between the model size and the scores on the met-
rics; this suggests that the DadaGP dataset is su ciently large for a smaller model

to perform equivalently to a larger one.

In Table 6, we present the average scores for each metric, and for each model/-
tokenisation approach, in an attempt to better understand the e ect of the model
size. Results from model 7 were omitted since it has the same number of param-
eters as model 5. The last row of Table 6 shows a signi cant e ect of the model
size across all metrics, but a post-hoc pairwise Wilcoxon signed-rank test using
a Bonferroni-adjusted level of .008 (.05/6) did not yield signi cant results be-
tween models. Signi cant di erences were only obtained when comparing results
from models 1 to 6 against the groundtruth and random groups. Based on these

results, we hypothesize that the role of the vocabulary size can be considered as a
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more important factor than the architectural features considered in models 1to 7.
These conclusions are also supported by the results obtained for the negative log-
likelihood loss, displayed in Table 4, showing that with a smaller vocabulary to
learn from, the model is able to converge more quickly, achieving better training

loss results.

From Figure 17 to Figure 21, we display notched boxplot representations for
each of the metrics aforementioned. This was conducted in order to facilitate vi-

sualisation of the distributions for each model.

Figure 17: Notched boxplot representation of the results for the empty bars ratio (in %), for
the non-split (red-dashed) and split (blue) approaches, as well as groundtruth

results (orange). Right y-axis corresponds to groundtruth values.

By inspecting Figure 17 and Table 5, we observe that models witrstiii to-
kenisation technique (in blue) achieve lower scores than ttom-splitgroup (in
red), and the dataset examples, in terms of the empty bar ratio. This, however,
must serve as an indication of the performance of the models, as these results are
in uenced by the amount of measures per compaosition, as presented in Figure 22
and discussed at the end of this section. Furthermore, the metrics are only indica-
tive, as empty bars are common in human compositions, and a correct number

for this metric is ultimately subjective.

Regarding time signature variation results reported in Figure 18, despite a clear
distinction between the performances of the models from the two di erent tokeni-
sation approaches, in which theplit scenario achieves the best results, compar-

ison against the results obtained for the corpus show that there is still a consid-
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erable gap (on average, 40.97% of time signature variation imtresplitcase,
27.64% in theplit approach, in contrast to the much smaller 3.21% for the dataset

examples).

Figure 18: Notched boxplot representation of the results for time signature variation (in
%), for both the non-split (red-dashed) and split (blue) approaches, as well as

groundtruth results (orange). Right y-axis corresponds to groundtruth values.

For the plot in Figure 19, results regarding the pitch class entropy can be seen
to be close to ones obtained for the corpus, with a slight increase in performance

for the split approach compared to the non-split one.

Figure 19: Notched boxplot representation of the results for pitch class entropy, for both
the non-split (red-dashed) and split (blue) approaches, as well as groundtruth

results (orange) and random (pink-circled).

We hypothesise that the metric values on groundtruth data get in uenced by

songs with key modulations (i.e. switch of the centre of tonality throughout the
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song structure), which induces an increase in the pitch class entropy gures. As
expected, botmon-splitand split outperform the results obtained on the random
set. The notes used in the prompts (see Section 4.2.4) are likely to determine the
tonal structure of the generated songs, and, due to their shorter lengths compared
to corpus songs, generated songs usually remain within said tonality for their en-
tire structure (i.e. prompted notes tend to be emphasised, ultimately de ning the

tonic).

Concerning Figure 20 which reports results for the groove consistency metric,
both split and non-splitdistributions are fairly close to that of the groundtruth,

once again outperforming the random set.

Figure 20: Notched boxplot representation of the results for groove consistency, for both
the non-split (red-dashed) and split (blue) approaches, as well as groundtruth

results (orange) and random (pink-circled).

Regarding grammar errors, the plotin Figure 21 does notrepresent the groundtruth

data case as it is assumed that there are no grammar errors in the original corpus.

On average, models using tteplit tokenisation procedure are able to produce
grammar error-free songs, an improvement when compared to tio@-splitap-

proach.

As described in previous sections, being limited to 1,024 tokens during inference
directly in uences the length of the generated songs. Despite the overall better per-
formance of the models usingplit tokenisation, the main caveat of this approach
is that it consistently leads to the generation of shorter content. This is expected

because usually one single token in tm@n-splitscenario corresponds to three
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Figure 21: Notched boxplot representation of the results for grammar errors, for both the

non-split (red-dashed) and split (blue) approaches.

or more tokens in thesplit procedure, as outlined in Section 4.2.2. In Figure 22, a
notched boxplot representation of the number of measures per generated songs in

both approaches, as well as the corpus data, is presented.

Figure 22: Notched boxplot representations for the number of measures per generated
songs, for both the non-split (dashed red) and split (blue) tokenisation proce-

dures. Groundtruth (orange) gures are displayed for comparison (right y-axis).

As anticipated, song length in terms of measures is on average three times
greater in thenon-splitcase (i.e. 21 measures foon-splitvs. seven measures in
the split case). There is also a much mare signi cant variance on the number of
measures per song in theon-splitapproach. However, when compared with the
gures for the groundtruth, it is clear that the limitation of 1,024 tokens under-
mines the model's ability to generate sequences as long as the corpus examples

(an average number of 84 measures per song).
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