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This dissertation explores the intersection of data fusion, federated learning, and Bayesian
methods, with a focus on their applications in indoor localization, GNSS, and image pro-
cessing. Data fusion involves integrating data and knowledge from multiple sources. It
becomes essential when data is only available in a distributed fashion or when di�erent
sensors are used to infer a quantity of interest. Data fusion typically includes raw data
fusion, feature fusion, and decision fusion. In this thesis, we will concentrate on feature
fusion.

Distributed data fusion involves merging sensor data from di�erent sources to estimate
an unknown process. Bayesian framework is often used because it can provide an optimal
and explainable feature by preserving the full distribution of the unknown given the
data, called posterior, over the estimated process at each agent. This allows for easy
and recursive merging of sensor data with prior knowledge without the need for storage.
However, there are challenges in data fusion, such as the multiple counting problem,
which occurs when data is utilized numerous times without the user’s knowledge. In
a Bayesian setting, a priori information of the unknown quantities is available and can
be present among di�erent distributed estimators. When the local estimates are fused,
the prior knowledge used to construct several local posteriors might be overused unless
the fusion node accounts for this and corrects it. In this thesis, we analyze the e�ects
of shared priors in Bayesian data fusion contexts. Our analysis helps to understand the
performance behavior as a function of the number of collaborative agents and di�erent
types of priors, depending on di�erent common fusion rules. To perform this analysis,
we use two divergences that are common in Bayesian inference. The generality of the
results allows us to analyze very generic distributions. These theoretical results are
corroborated through experiments in a variety of estimation and classi�cation problems,
including linear and nonlinear models, and federated learning schemes in a Bayesian
perspective.

Federated Learning is a discipline of Distributed Data Fusion that can be used for model
training on local data without exchanging the data itself. This technique is useful in
scenarios like image classi�cation, indoor positioning, and jammer signal classi�cation,
where privacy concerns make data crowdsourcing di�cult. In this thesis, we explore FL



2

in two speci�c applications: Jammer signal and indoor positioning. Jamming signals can
disrupt the operation of GNSS receivers, making jamming mitigation and localization
techniques essential. Jammer classi�cation can help with these techniques. For indoor
positioning, local data points are collected to create a local �ngerprinting database.
Data-driven machine learning methods are used to predict the location based on this
model learned without data sharing.

However, Federated Learning faces several challenges, including the non-IID (non-identically
distributed) problem. This problem occurs when the data distribution varies across dif-
ferent clients, which can lead to a decrease in performance. In this thesis, we will discuss
various FL frameworks and algorithms that can help address this problem. A FL method
from Bayesian perspective are proposed to deal with the problem in indoor positioning
problem. Additionally, we will delve into the concepts of personalized and clustered
Federated Learning. The personalized approach tailors the learning process to individ-
ual clients, which enhances the system’s performance by leveraging the unique data and
characteristics of each client. We will discuss the application of this approach in indoor
positioning and jammer signal classi�cation, highlighting its potential improvements and
challenges. Expanding on the personalized approach, we introduce and discuss clustered
Federated Learning. This learning method groups clients with similar characteristics or
data patterns. Each client is typically associated with one data distribution and par-
ticipates in training a model for that distribution along with their cluster peers. We
propose a Bayesian framework for clustered FL, which associates clients to clusters,
along with several practical algorithms for e�cient learning, considering the trade-o�s
between performance and computational complexity.

In conclusion, this thesis provides a detailed investigation and evaluation of the inte-
gration of data fusion, federated learning, and Bayesian methods. The insights and
conversations presented in this study are anticipated to enhance the progress and imple-
mentation of these technologies in various domains, particularly in indoor positioning,
and GNSS.

Index Terms
Data fusion, Federated Learning

Machine Learning, Bayesian learning, Positioning, Jamming
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Chapter 1

Introduction

The thesis aims to understand the Data fusion theory, and further investigate di�erent

Federated Learning methods in di�erent applications in Indoor positioning, Jammer

classi�cation, and image classi�cation under di�erent data heterogeneity by employing

various Bayesian methods, Deep Learning, and data association theory. The integration

of data and knowledge from several sources, the use of federated learning for jammer

classi�cation and localization, a novel model weight update method for FL-based indoor

localization, the optimization of personalized models in FL for indoor localization, and

a uni�ed Bayesian framework for clustered FL are key areas of focus in this thesis. The

thesis aims to uncover novel methodologies in Federated Learning for various scenarios.

The motivation behind this thesis is to explore the potential of data fusion and Federated

Learning in various applications, aiming to enhance localization and classi�cation tasks

while addressing challenges such as non-IID data distribution and privacy concerns.

The primary objectives include investigating the performance of di�erent FL methods

in diverse scenarios, improving localization accuracy through novel model weight update

methods, and exploring the bene�ts of clustered FL for knowledge sharing and model

personalization.

1.1 Motivation and Objectives of the Thesis

Centralized learning approaches have long been the cornerstone of machine learning,

where data is aggregated in a central server for model training. However, the emer-

gence of Federated Learning has revolutionized this paradigm by enabling training on

decentralized data without the need for data sharing. This shift is crucial in scenarios

where data privacy is paramount, such as in jammer classi�cation or indoor positioning

applications.

1



Chapter 1. Introduction 2

The necessity and applications of Federated Learning extend to various domains where

centralized data collection is infeasible or poses privacy risks. By allowing model training

on local data without data exchange, Federated Learning �nds utility in scenarios like

indoor positioning, where data sources are distributed and sensitive information must be

protected. The bene�ts of Federated Learning are manifold, including improved privacy

preservation, reduced communication costs, and scalability across a large number of

devices.

However, Federated Learning is not without its challenges. One of the primary issues

is the presence of non-IID data distribution, where data collected from di�erent sources

exhibit varying statistical properties. This non-IID nature complicates the training

process and can lead to suboptimal model performance in tasks like localization and

classi�cation. Addressing this challenge is crucial for unlocking the full potential of

Federated Learning in diverse applications.

In this thesis, we aim to delve deep into the complexities of Federated Learning, fo-

cusing on the challenges posed by non-IID data distribution and privacy concerns. By

proposing innovative solutions and methodologies to overcome these obstacles, we seek

to advance the understanding and application of Federated Learning in real-world sce-

narios, ultimately contributing to the evolution of localization and classi�cation tasks

in a privacy-preserving manner.

To sum up, our contributions to these problems are multifaceted. Firstly, we start with

data fusion theory to understand distributed learning with prior in
uence in a Bayesian

way. Secondly, we address privacy concerns in jammer classi�cation tasks by utiliz-

ing federated learning techniques that enable model training on local devices without

compromising data privacy. Also, we tackle the issue of non-IID data distribution by

proposing innovative model weight update methods that enhance the localization per-

formance in Federated Learning-based indoor positioning. Additionally, we explore the

optimization of personalized models in Federated Learning for indoor localization, and

jamming classi�cation, aiming to improve accuracy and e�ciency in these tasks. Lastly,

our investigation into clustered Federated Learning o�ers insights into client knowledge

sharing and model personalization, paving the way for enhanced performance in a variety

of experiments.

1.2 Thesis Outline and Reading Directions

The thesis consists of 8 chapters, where review material and novel contributions are

presented. This section presents a general structure of the thesis, serving as a guide to
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the reader.

The dissertation has begun with Chapter 1, presenting the motivations and scope of

the thesis. The objectives were highlighted and the structure of the thesis is being

presented, guiding the reader before starting the journey across the research reported in

the forthcoming pages.

Chapter 2 begins with foundational concepts rooted in Bayesian theory. This chapter

not only elucidates the principles of distributed learning but also elucidates explainable

features essential for grasping subsequent discussions on distributed learning, particu-

larly within the realm of Federated Learning. Furthermore, it delves into the impact of

priors on data fusion outcomes, laying a strong theoretical groundwork for later analyses

and applications in the �eld.

Chapter 3 will serve as an in-depth exploration of Federated Learning. It will com-

mence with an introduction to the principles and theoretical underpinnings of Federated

Learning, providing a comprehensive overview of the decentralized learning paradigm.

Through an analysis of the challenges inherent in Federated Learning, the chapter will

elucidate the obstacles and complexities that arise in training models on distributed

data. Furthermore, it will delve into the practical applications of Federated Learning in

indoor positioning, classi�cation tasks, and jammer classi�cation, showcasing the versa-

tility and utility of this approach across a range of domains.

Chapter 4, will delve into the realm of Personalized Federated Learning (PFL). This

chapter will commence with an introduction to the concept of PFL, elucidating its dis-

tinct characteristics and outlining how it di�ers from traditional Federated Learning

approaches. By exploring related works in the �eld, the chapter will provide a com-

prehensive overview of existing research and methodologies. Moreover, it will showcase

the practical implementation of Personalized Federated Learning in applications such as

indoor positioning and jammer classi�cation, highlighting its e�cacy and relevance in

these domains.

Chapter 5, will focus on Cluster Federated Learning. This chapter will delve into the

challenges posed by non-independent and identically distributed (non-IID) client data in

Federated Learning (FL) and the strategies employed to address this issue. Speci�cally,

the chapter will explore Clustered Federated Learning as a method to group clients with

similarly distributed data into clusters, thereby facilitating knowledge sharing and model

personalization. By presenting a uni�ed Bayesian framework for clustered FL that as-

sociates clients to clusters, the chapter will introduce practical algorithms designed to

manage data associations e�ciently while balancing performance and computational

complexity. The discussion will highlight insights on client-cluster associations and the
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novel approaches to client knowledge sharing enabled by this framework. Additionally,

the chapter will demonstrate how the proposed Clustered Federated Learning frame-

work eliminates the need for unique client-cluster associations, ultimately enhancing the

performance of resulting models across a variety of experiments.

1.3 Contributions to this Thesis

In this thesis, some of the work was conducted in collaboration of the author with other

researchers. This was a fruitful and enriching process which resulted in a multitude

of publications and research directions. The unique contributions of the author of this

thesis with papers are detailed below:

ˆ Peng Wu, Tales Imbiriba, V��ctor Elvira, and Pau Closas. Bayesian data fusion

with shared priors. IEEE Transactions on Signal Processing, 72:275{288, 2024,

{ Discuss the usefulness of investigating prior impact in a Bayesian data fusion

framework. This is particularly relevant in distributed systems where learning

without considering the prior can be problematic. Also provides an introduc-

tion to distributed learning in multiple applications and presents di�erent

experiments to illustrate its e�ectiveness. These mainly talk in Chapter 2.

ˆ Peng Wu, Helena Calatrava, Tales Imbiriba, and Pau Closas. Jammer classi�cation

with federated learning. In 2023 IEEE/ION Position, Location and Navigation

Symposium (PLANS), pages 228{234, 2023,

{ Discusses the signi�cance of jamming signal mitigation for GNSS receivers,

proposing a privacy-preserving federated learning approach using FedAvg to

classify jamming signals without requiring centralized data, ensuring privacy

and e�ciency. Mainly talk in Chapter 3.

ˆ Junha Park, Jiseon Moon, Taekyoon Kim, Peng Wu, Tales Imbiriba, Pau Closas,

and Sunwoo Kim. Federated learning for indoor localization via model reliability

with dropout. IEEE Communications Letters, 26(7):1553{1557, 2022,

{ The study was conducted in cooperation with Hanyang University in Korea.

I acted as a collaborator and mentor, providing assistance in understanding

the Federated Learning aspect and helping to generate new ideas. Help to

present a new method for updating model weights in Federated Learning (FL)

for indoor localization. The focus is on measuring the reliability of individual

clients using Bayesian uncertainty quanti�cation through Monte Carlo (MC)
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dropout. This approach is designed to enhance performance. Mainly talked

in paper [4].

ˆ Peng Wu, Tales Imbiriba, Junha Park, Sunwoo Kim, and Pau Closas. Person-

alized Federated Learning over non-IID Data for Indoor Localization. In 2021

IEEE 22nd International Workshop on Signal Processing Advances in Wireless

Communications (SPAWC), pages 421{425. IEEE, 2021,

{ Proposed personalized federated learning methods for the application of in-

door localization, addressing challenges related to non-independent and iden-

tically distributed (non-IID) data. Mainly talk in Chapter 4.

ˆ P. Wu, H. Calatrava, T. Imbiriba, and P. Closas. Federated learning of jamming

classi�ers: from global to personalized models. NAVIGATION: Journal of the

Institute of Navigation , 2024. Manuscript under review,

{ Proposed personalized federated learning methods for the application of jam-

mer classi�cation, addressing challenges related to non-independent and iden-

tically distributed (non-IID) data. Mainly talk in Chapter 4.

ˆ Peng Wu, Tales Imbiriba, and Pau Closas. Bayesian Framework for Clustered

Federated Learning, 2024. Submitted to ICML,

{ Proposed a uni�ed Bayesian framework for clustered FL which optimally

associates clients to clusters. Then propose several practical algorithms to

handle the, otherwise growing, data associations in a way that trades o�

performance and computational complexity. Mainly talk in Chapter 5.

Additionally, while completing this thesis, the author participated in several other re-

search projects which also resulted in 10 publications, with 5 journals and 5 conferences.

This is a list of articles, not speci�cally part of the thesis but where the author partici-

pated:

ˆ Journal paper:

{ Haoqing Li, Parisa Borhani-Darian, Peng Wu, and Pau Closas. Deep neural

network correlators for gnss multipath mitigation. IEEE Transactions on

Aerospace and Electronic Systems, 59(2):1249{1259, 2023

{ Parisa Borhani-Darian, Haoqing Li, Peng Wu, and Pau Closas. Deep learning

of gnss acquisition.Sensors, 23(3):1566, 2023

{ Haoqing Li, Shuo Tang, Peng Wu, and Pau Closas. Robust interference

mitigation techniques for direct position estimation. IEEE Transactions on

Aerospace and Electronic Systems, pages 1{12, 2023
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{ Parisa Borhani-Darian, Haoqing Li, Peng Wu, and Pau Closas. Detecting

gnss spoo�ng using deep learning.EURASIP Journal on Advances in Signal

Processing, 2024(1):14, 2024

ˆ Conference paper:

{ Peng Wu, Tales Imbiriba, Gerald LaMountain, Jordi Vil�a-Valls, and Pau

Closas. WiFi �ngerprinting and tracking using neural networks. In Pro-

ceedings of the 32nd International Technical Meeting of the Satellite Division

of The Institute of Navigation (ION GNSS+ 2019) , pages 2314{2324, 2019

{ Tales Imbiriba, Peng Wu, Gerald LaMountain, Deniz Erdo�gmu�s, and Pau

Closas. Recursive Gaussian processes and �ngerprinting for indoor navigation.

In 2020 IEEE/ION Position, Location and Navigation Symposium (PLANS) ,

pages 933{940. IEEE, 2020

{ Parisa Borhani-Darian, Haoqing Li, Peng Wu, and Pau Closas. Deep neural

network approach to detect gnss spoo�ng attacks. InProceedings of the 33rd

International Technical Meeting of the Satellite Division of The Institute of

Navigation (ION GNSS+ 2020), pages 3241{3252, 2020

{ Tales Imbiriba, Gerald LaMountain, Peng Wu, Deniz Erdo�gmu�s, and Pau

Closas. Change detection and Gaussian process inference in piecewise sta-

tionary environments under noisy inputs. In 2019 IEEE 8th International

Workshop on Computational Advances in Multi-Sensor Adaptive Processing

(CAMSAP) , pages 530{534. IEEE, 2019

{ Haoqing Li, Parisa Borhani-Darian, Peng Wu, and Pau Closas. Deep learning

of gnss signal correlation. InProceedings of the 33rd International Technical

Meeting of the Satellite Division of The Institute of Navigation (ION GNSS+

2020), pages 2836{2847, 2020



Chapter 2

Bayesian data fusion with shared

priors

The integration of data and knowledge from several sources is known as data fusion.

When data is only available in a distributed fashion or when di�erent sensors are used

to infer a quantity of interest, data fusion becomes essential. In Bayesian settings, a

priori information of the unknown quantities is available and, possibly, present among the

di�erent distributed estimators. When the local estimates are fused, the prior knowledge

used to construct several local posteriors might be overused unless the fusion node

accounts for this and corrects it. In this chapter, we analyze the e�ects of shared priors

in Bayesian data fusion contexts. Depending on di�erent common fusion rules, our

analysis helps to understand the performance behavior as a function of the number of

collaborative agents and as a consequence of di�erent types of priors. The analysis is

performed by using two divergences which are common in Bayesian inference, and the

generality of the results allows to analyze very generic distributions. These theoretical

results are corroborated through experiments in a variety of estimation and classi�cation

problems, including linear and nonlinear models, and federated learning schemes.

2.1 Introduction and related works

Distributed data fusion (DDF) is a process in which a group of agents senses their im-

mediate environment, communicates with other agents, and aims at inferring knowledge

about a speci�c process collectively. Some applications include cooperative robots map-

ping a room [17], multisensor data fusion in internet of things[18], navigation systems

[19], medical diagnosis, or pattern recognition to name a few[20].

7
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There are several data fusion architectures which have been proposed. Arguably, the

joint directors of laboratories (JDL) Data Fusion Group is the most widely-used tax-

onomy method for data fusion-related functions [21, 22]. It de�nes data fusion as a

\multilevel, multifaceted process handling the automatic detection, association, correla-

tion, estimation, and combination of data and information from several sources." Two

recent fusion frameworks were proposed in [23, 24], both based on category theory and

are claimed to be su�ciently general to capture all kinds of fusion techniques [25], in-

cluding raw data fusion, feature fusion, and decision fusion.

Distributed data fusion research can be categorized into Bayesian or consensus-based

approaches [26]. Bayesian methods focus on preserving the full distribution of the un-

knowns given the data, called posterior, over the estimated process at each agent, so

that sensor data can be easily and recursively merged with prior knowledge and does

not need to be stored. On the other hand, consensus algorithms are designed in such

a way that agents can continue to exchange information until they agree on certain

parameters or quantities of interest. In this context, many data fusion methods focus

on Bayesian methodologies, such as naive Bayesian fusion, federated Kalman �lter-

ing [27, 28], and other di�erent fusion methods that may leverage data-driven models

[29, 30, 31]. Recently, there has been increasing interest in the consensus area, partic-

ularly in the machine learning community, where a plethora of distributed learning or

federated learning methods have been proposed [5, 32, 33]. In this chapter, we focus on

a Bayesian perspective to the data fusion problem.

There are many data fusion challenges [21, 34], being the data correlation problem one of

the most prominent cases. In general, the performance of DDF solutions cannot outper-

form a centralized scheme, which is typically considered as a benchmark. Although on

the other side, DDF is intrinsically more adaptive and resilient to failures. When dealing

with distributed agents, some of the challenges involve both dealing with observations

impacted by the same process noise [35] and also non-independence of local estimates due

to multiple counting of data [26, 30, 36, 37], which essentially means that in a distributed

architecture local agent estimates may be correlated. To maintain optimality and con-

sistency, a distributed fusion method should account for such cross-correlation issues.

The multiple-counting problem occurs when data is utilized numerous times without

the user's knowledge.1 This might be due to recirculation of data through cyclic chan-

nels or the same data traveling through several paths from another agent to the fusion

node. To avoid multiple counting of data, two popular solutions are typically adopted

[38]: arithmetic average (AA) and geometric average (GA). These two methods can be

1Note that certain data fusion literature refers to this issue as the double-counting problem. We will
refer to multiple-counting problem in this chapter, since it is a more appropriate term in the considered
fusion context.
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employed by most fusion methods thataveragethe parameters of interest across many

agents. Sometimes the GA solution are referred to as Cherno� fusion approaches [37],

also known as covariance intersection [36, 39] under Gaussian assumptions. Related to

the latter are the works on mixture of experts [40], robust product of experts[31], fusion

of Monte Carlo approximations [41], and the weighted fusion of Kalman �lters [42, 43],

as well as the linear fusion of partial estimators [44, 45].

DDF is a �eld that connects to other disciplines, for that reason related works can

be found also under the umbrella of model fusion, estimator fusion, distributed esti-

mation, and distributed learning. Particularly, in the area of machine learning, the

interest of distributed learning is growing rapidly under the so-called federated learn-

ing (FL) paradigm. Most of the research in FL focuses on frequentist approaches to

inference, where data-driven neural network (NN) parameters are aggregated [5, 46, 47]

based on the AA method. Besides the fusion methodology, privacy and communica-

tion e�ciency are also a key part of FL research [32]. Recently, some works explored

Bayesian FL schemes [48, 49, 50, 51, 52] where the model fusion problem is addressed

from a Bayesian perspective, an approach that is thoroughly reviewed in [53]. While

this chapter described the di�erent fusion strategies including the CIP and CIL we dis-

cussed, the present chapter provides additional theoretical analyses and connections to

di�erent application examples that help provide further practical insights. Also within

the Bayesian approach, Bayesian committee machine (BCM) [29, 31, 54, 55] is another

framework that relates to DDF, in this case focused on Gaussian process models.

In this chapter, we analyse the use ofa priori information in distributed fusion problems,

where data is not directly shared and thus kept private. Particularly, we focus on schemes

where a parameter� is inferred locally by M agents in a Bayesian setting. In this scheme,

� takes values in an arbitrary d-dimensional space �. The quantity of interest is therefore

treated as a random variable for which an a priori distribution is available, p(� ). This

prior is shared by all participating agents and updated using local dataDm to produce

the a posteriori distribution of the unknown given the local information, p(� jDm ). In

this context, we analyse two conditional independent (exact and approximate) Bayesian

fusion methodologies that employ theM local posteriors and, in particular, connect

those to the case where the full posterior is computed at a central node accessing all

data, p(� jD1; D2; : : : ; DM ). One of the main challenges of Bayesian fusion rules is the

repeated use of prior data, which is generally not properly dealt with. We discuss

corrections to avoid systematic bias, as well as provide a discussion on how the number

of clients a�ects the performance of the fusion rule whenp(� ) is used in excess without

corrections. In practical problems of distributed Bayesian inference, not dealing properly

with the multiple counting problem can yield to very sub-optimal solutions. In this

chapter, we discuss practical situations where this problem occurs, particularly when
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either the number of participating agents M grows or when the prior distribution is

very informative. The challenge is often that details on how prior information was

used are not always available at the fusion center. Also, in other systems, e�ciency

is preferred over accuracy due to computational limitations, which can endanger the

quality of the �nal posterior. An illustrative scenario is in distributed target tracking

[43], where multiple sensors are combined to enhance accuracy and coverage. However,

due to band-limited communications the priors are not always available at the central

node, in which case fusion typically occurs at the decision level without considering the

shared prior in
uence, ultimately yielding to potentially erroneous tracking results.

The novelty of this work is to present a rigorous analysis of distributed Bayesian fusion

strategies, which advances our understanding on how prior information impacts their

performance. The case of Gaussian posteriors, of interest in a Bayesian inference context

due to its tractability, is investigated in detail. In particular, we provide analytic results

on the impact of both the quality of the shared prior information and the number of

collaborative clients. These results are shown to be valid for arbitrary distributions,

going beyond the Gaussian assumption. The theoretical �ndings are validated on a set

of representative inference problems such as distributed linear and neural network based

regression and classi�cation, and on a federated learning scheme. This work paves the

way for further methodological advances in distributed Bayesian fusion, equipped with

a solid theoretical justi�cation.

The remainder of the chapter is organized as follows. Section 2.2 introduces the optimal

(global) Bayesian solution as well as two fusion rules using local updates and assump-

tions. Section 2.3 provides insights for the important case where inferring� can be

seen as a regression problem where the relevant distributions are approximated by a

Gaussian distributions. Section 2.4 provides an analysis of the two fusion rules, showing

results in terms of the number of participating agents and the informativeness of the

a priori distribution, under arbitrary distributions and not necessarily restricted to the

Gaussian case. Di�erent experimental results, featuring various situations, are discussed

in Section 3.5, validating the theoretical results on earlier sections in relevant cases. The

chapter is concluded by Section 2.6 with �nal remarks.

2.2 Bayesian Data Fusion schemes

This chapter considers a framework (see Fig. 2.1) where observations related to an

unknown quantity of interest � 2 � d are obtained by M distributed agents, such that

the m-th agent has only access to its own partial dataDm . The data is assumed to be

conditionally independent and identically distributed ( i.i.d. ) across agents. In addition,
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Figure 2.1: Distributed framework of M agents sharing a priori information on a
quantity, p(� ), and returning local posterior updates, p(� jDm ). A central node is in
charge of fusing the local updates with the goal of approximating the full posterior

p(� jD1; : : : ; DM ).

Table 2.1: Table of relevant notation conventions.

Notation De�nition
� Parameter of interest.
p(� ) Prior distribution for � .
m, M m-th agent and total of M agents.
Dm , D Data available to the m-th agent and to all agents.
p(� jDm ) m-th agent local posterior of � given Dm .
p(� jD ) Centralized posterior of � given D.
q0 Scalar value representing the variance ofp(� ).
� 0, C0 Mean and covariance of Gaussian prior.
� m , Cm Mean and covariance of local Gaussian posterior.
� , � Mean and covariance of CIL's Gaussian posterior.
e� , e� Mean and covariance of CIP's Gaussian posterior.

a Bayesian approach to the inference of� is considered, therefore a prior distribution

is assumedp(� ) before data is observed. The main goal of Bayesian data fusion is to

evaluate the posterior of the quantity given all the data p(� jD ), however this might

be unpractical due to the need to transmit local data to a central node in charge of

processing it. Alternatively, distributed Bayesian data fusion provides a framework to

combine the local inference results in a manner that approximates the optimal Bayesian

solution. For the sake of clarity, Table 5.2 provides a summary of the notation used

throughout the chapter.

This section formulates the optimal Bayesian fusion strategy, as it would be implemented

at a central node using all available dataD = fD 1; D2; : : : ; DM g to compute p(� jD ).

Then, we establish connections to di�erent distributed Bayesian data fusion strategies

where we observe that, unless properly accounted for, the a priori information may be

used multiple times. This situation can potentially cause inconsistent approximations

of the optimal Bayesian solution [29, 30, 36]. In particular, two approximate Bayesian

solutions are discussed in the remainder of this section.
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CIL fusion rule. Under the assumption that datasetsD = fD 1; D2; : : : ; DM g are i.i.d.

given � , it is possible to express the optimal Bayesian fusion rule in terms of the local

likelihoods and the globally used prior distribution. We refer to this solution [53] as

the optimal Bayesian fusion rule underconditionally independent likelihoods(CIL). The

posterior p(� jD ) is then

p(� jD ) =
p(D1; D2; : : : ; DM j� )p(� )

p(D1; D2; : : : ; DM )

=
p(� )

Q M
m=1 p(Dm j� )

p(D1; D2; : : : ; DM )
; (2.1)

where we assumed that the joint likelihood can be factorized into local likelihoods by the

conditional independence assumption, which can be further manipulated using Bayes'

rule as

p(� jD ) = Z
Q M

m=1 p(� jDm )
pM � 1(� )

; (2.2)

where

Z =
Q M

m=1 p(Dm )
p(D1; D2; : : : ; DM )

; (2.3)

is the normalization constant and p(� jDm ) represents the local posterior for them-th

agent.

This approach is optimal under the i.i.d. data assumption, which enables the likelihood

factorization in (2.2). It presents a Bayesian approach for data fusion when the same

prior is used by the M users. This solution enables for a distributed implementation,

where prior is sent to each agent who returns their local posteriors in exchange. It is

easy to see that this Bayesian fusion rule for the case where each agent uses di�erent

local prior information pm (� ) is

p(� jD ) = Zp(� )
MY

m=1

p(� jDm )
pm (� )

; (2.4)

where the global prior p(� ) might di�er from the local prior distributions.

CIP fusion rule. There are situations where distributing the priors across the col-

laborative agents is not possible and, instead, the data fusion node has access to the

local posteriors only. These agents might have used the same priors for the quantity or

di�erent across agents. A popular fusion rule is the so-called product of experts (PoE)

[31, 40] by which the local posteriors are multiplied together in order to produce a global

posterior estimate, which is necessarily an approximation of the optimal solution in (2.2).

Following the nomenclature used in this chapter, we refer to this approach [31, 53] as
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the approximate Bayesian fusion rule underconditionally independent posterior (CIP),

where the main assumption is that global posterior can be factorized into a product

of the local posteriors. The resulting posterior ep(� jD ) is an approximation of the true

posterior p(� jD ) which is accurate when, indeed, the assumption holds. More precisely,

ep(� jD ) = eZ
MY

m=1

p(� jDm ) ; (2.5)

where eZ is a normalization term and p(� jDm ) is m-th local posterior as computed by

each of the M agents. Notice that the prior p(� ) is reused multiple times in CIP. In

contrast, CIL rule in (2.2) is optimally dealing with that issue by virtue of the dividing

factor pM � 1(� ).

The results in Section 3.5 will provide a comparison between CIP and CIL approaches. In

addition, we are interested in developing analytical tools to gain understanding about

their di�erences. Mainly, CIP in (2.5) di�ers from CIL in (2.2) in its underlying as-

sumption that the global posterior can be factorized into local posteriors. We propose

to quantify this deviation using particular cases of the f -divergence between CIL and

CIP solutions, such that we can understand theoretically when it is worth accounting

for the multiple counting of the prior which is discussed in the Section 2.4.

2.3 Fusion of Gaussian estimators

Gaussian assumptions are often considered in order to allow for inferential tractabil-

ity [56]. Furthermore, it is also common to approximate the posterior by a Gaussian

distribution, for instance in the context the so-called Gaussian �lters [57] or Laplace

approximations (see for instance INLA [58]).

In this section, we analyze the relevant case where � = Rd in a Gaussian context, such

that inferring � 2 Rd can be interpreted as a regression problem or a classi�cation task

[59]. In this context, we assume that the prior on the parameter is normally distributed,

� � N (� 0; C0), and that the distribution of the local likelihood for the m-th agent is

yn;m j� � N (f (� ; xn;m ); R m ) (2.6)

wherexn;m 2 Rdx is the n-th feature input vector, f (� ; xn;m ) is a mapping function from

those inputs to observed datayn;m 2 Rdy . n = 1 ; : : : ; Nm denotes the sample index for

the m-th agent. The local dataset, as described in Section 2.2, is then composed of the

Nm pairs Dm = f yn;m ; xn;m gNm
n=1 , and R m denotes the observation covariance matrix,

which potentially can be di�erent across agents. Note that when the mapping is a
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linear function on � , then the posterior is also normally distributed and its parameters

can be optimally computed [59]. In general problems, if the functionf (�; xn;m ) is non-

linear in the parameter � , one can still make an approximation that the posterior would

be approximately Gaussian and compute its mean/covariance leveraging for instance a

Laplace approximation (e.g. an approach discussed in [59]) to linearize the model.

Under the Gaussian approximation, the resulting local posteriorp(� jDm ) � N (� m ; Cm )

with

� m = Cm

 

C � 1
0 � 0 +

NmX

n=1

F >
n;m R � 1

m yn;m

!

; (2.7)

C � 1
m = C � 1

0 +
NmX

n=1

F >
n;m R � 1Fn;m ; (2.8)

where F = @f =@� is the Jacobian of the model, resulting from its linearization (or the

coe�cients of the model in case it is already linear).

CIL fusion rule. The optimal Bayesian fusion rule under conditionally independent

likelihoods, or CIL for short, under (approximately) local Gaussian posteriors leads to

a Gaussian posterior given by

p(� jD1; : : : ; DM ) = N (� ; � � 1) ; (2.9)

where (see Appendix 2.A for details) the posterior precision matrix can be obtained as

� =
MX

m=1

C � 1
m � C � 1

0 (M � 1) ; (2.10)

which depends on the local and a priori covariance matrices. The posterior mean is then

� = � � 1

 
MX

m=1

C � 1
m � m � (M � 1)C � 1

0 � 0

!

; (2.11)

which can be rearranged as

� =
MX

m=1

� m � m + � 0� 0 =
MX

m=0

� m � m ; (2.12)

with the weight matrices as

� m =

(
� � 1C � 1

m ; m 6= 0 ;

(1 � M )� � 1C � 1
0 ; m = 0 :

(2.13)
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CIP fusion rule. Under the Gaussian assumption, the approximate fusion rule in (2.5),

or CIP in short, results in

ep(� jD1; D2; : : : ; DM ) = N ( e� ; e� � 1) ; (2.14)

where

e� = e� � 1
MX

m=1

C � 1
m � m ; (2.15)

e� =
MX

m=1

C � 1
m ; (2.16)

as detailed in [44] and which can also be interpreted as a particular case of the Gaussian

CIL rule (2.9) when no a priori information is considered in the fusion stage. That is,

intuitively, that C0 takes very large values such that� ! e� and � ! e� .

2.4 Convergence analysis of CIL and CIP fusion strategies.

We are interested in understanding when the two fusion rules are equivalent. That

is, when accounting for the multiple use of the a priori information makes a di�erence

and when, on the contrary, can be neglected thus simplifying the calculus. To that

aim, we use two divergences that belong to the family off -divergences to quantify the

similarities of the posteriors resulting from both methods. Namely, we consider the

Kullback-Leibler (KL) and the � 2 divergences. While KL is widely used in probability

and information theory [60], � 2-divergence is highly relevant in Bayesian inference and

importance sampling [61], since it relates to the variance of the Monte Carlo estimators

that attempt to approximate moments of the posterior (see for instance [62, 63, 64]). The

two divergences are introduced here and particularized for the CIL and CIP expression

of interest in this work.

The KL divergence between CIL and CIP, for a general model whereM agents are fused,

results in

KL M (p(� jD ) k ep(� jD )) =
Z

p(� jD ) log
�

p(� jD )
ep(� jD )

�
d� (2.17)

= log
�

pM (D)
p(D)

�
� (M � 1)

Z
p(Dj � )p(� )

p(D)
log(p(� ))d� ;
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where we explicitly note the number of agents as a subindex in the KL for clarity. We

notice the dependence of the divergence withM and the parameter's prior distribution

(see Appendix 2.C for additional details on how this expression was obtained):

The � 2 divergence between the fusion rules can be generally expressed as

� 2
M (p(� jD ) k ep(� jD )) =

Z
p2(� jD )
ep(� jD )

d� � 1 (2.18)

=
Z

p(� jD )pM � 1(� )d�
Z

p(� jD )p1� M (� )d� � 1;

where we again notice the dependence onM and p(� ). Additional details regarding this

expression can be consulted in Appendix 2.D.

Based on these divergences we provide an analysis of convergence between CIL and CIP

fusion rules with respect to the design parameters related to the number of agents and

the informativeness of the prior on � .

Before reaching our main results we de�ne the fusion setup as follows. LetD be a

global dataset of i.i.d. observations, which are related to a parameter of interest� 2

Rn � . Let D be processed byM local agents, each observing mutually exclusive sets

D = fD 1; D2; : : : ; DM g and sharing the same a priori information from the quantity of

interest p(� ). The m-th agent updates the prior to compute its local posterior, p(� jDm ),

which are fused at a central node either using the CIL Bayesian fusion rulep(� jD ) or

the CIP Bayesian fusion rule ep(� jD ). Finally, let q0 be a scalar de�ning the variance of

the prior p(� ).

Theorem 1. For ep(� jD ) and p(� jD ) belonging to arbitrary distribution families, ep(� jD )

asymptotically tends to p(� jD ) as the shared prior becomes non-informative, that is,

their divergence is such that

lim
q0 !1

d(p(� jD ) k ep(� jD )) = 0 ; 8M > 1

where q0 is a parameter that models the a priori uncertainty.

Proof. Details can be found in Appendix 2.B for the general case, as well as a particu-

larization to the Gaussian posterior assumption.
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Theorem 2. For ep(� jD ) and p(� jD ) belonging to arbitrary distribution families, their

divergence increases withM , that is,

dM +1 (p(� k D)jep(� jD )) � dM (p(� jD ) k ep(� jD ))

with dM (� k �) representing either the KL or � 2 divergences.

Proof. Details in Appendices 2.C and 2.D for the KL and � 2 divergences, respectively.

Theorem 1 states that CIL converges to CIP as the a priori distribution on � becomes

less informative. Notice that the result shown in Appendix 2.B is general for any as-

sumed posterior distribution, although we complementary provide a result under the

Gaussian case, which is widely used in the context of Bayesian inference since, under

mild conditions, the posterior converges in distribution to a normal according to the

Bernstein{von Mises Theorem [65].

Intuitively, the result in Theorem 2 shows that for a �xed budget of N samples, increasing

the number of agentsM increases the separation between the two global fusion solutions.

That is, as more agents participate less data per agent is available, in which case the a

priori distribution on � becomes more relevant and the issue of reusing the prior emerges.

This result is valid for both KL and � 2 divergences under arbitrary distribution families.

2.5 Experiments

We validate the obtained results on various relevant inference problems. Namely, (1) an

estimation problem, where a set ofM linear regression models are employed to update

the prior with local data, which are subsequently fused to produce global estimates; (2) a

binary classi�cation problem in which M models are used locally to produce classi�cation

results that are then fused to produce a global result; (3) another general classi�cation

problem, where M neural networks are locally used to produce classi�cation solutions

that are then aggregated into a global Bayesian classi�er; and (4) an application in the

context of federated learning, which in this case updates the prior recursively instead of

just once, unlike the previous experiment.

2.5.1 Distributed estimation of linear models

For the experiments presented in this subsection we generated a synthetic data set

following a linear model, with respect to the parameters� , embedded in noise:
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Figure 2.2: Evolution of the KL divergence wrt q0.
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Figure 2.3: Evolution of the KL divergence wrt number of client M .

ym = � > � (xm ) + r m ; (2.19)

where r m � N (0; R ), with R = r I , and � : Rdx ! Rd; x 7! � (x) is an arbitrary

nonlinear function. In our experiment, we set r = 4, the observation dimension is 1,

and � is identity function. The � is a real random integer vector generated uniformly

between � 10 and 20 with dx = 6 dimensions. The total number of points generated

is around 700 for training and around 300 for testing. Then, we split the dataset into

several parts, each corresponding to one of the local clients' training data. We estimated

local parameters following equation (2.7) and fused using the approaches as discussed

in Section 2.3. Furthermore, we computed the evolution of the KL divergence, and test

MSE with both prior variance q0 2 R+ , and total number of clients M . The results

are depicted in Figures 2.2-2.5. All results are obtained by average of 400 independent

Monte Carlo simulations.

Figure 2.2, 2.3 shows the evolution of the KL divergence with respect to the prior

variance q0 (top panel for M = 6 and M = 26) and the number of clients M (bottom

panel for q0 = 1, q0 = 3). In this �gure, the KL decreases wrt prior variance q0. Which

can also be shown in the bottom panel forq0 = 1, q0 = 3, where the KL increase wrt

the number of clients. These results are consistent with Theorem 2 and 1, which was

already predicting such behavior.
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Figure 2.4: Test MSE with respect to q0 for the distributed linear estimation in
Section 2.5.1.
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Figure 2.5: The test MSE wrt M under di�erent prior information when prior variance
at 1 and 3.

Figure 2.4 shows the test MSE wrt the prior varianceq0 for a �xed number of collabo-

rating clients of 6 and 26. This �gure shows that all tested con�gurations converge to

similar results when the prior variance is large enough, that is when the a priori informa-

tion on � is non-informative. However, when givenp(� ) is informative, represented by

smaller variance values, the impact of properly accounting for it would be more appar-

ent. Independently of the number of users, CIL seems to exhibit stable results, whereas

CIP's performance degrades as the prior becomes narrower.

Figure 2.5 shows the MSE of test wrt the number of clientsM , as well as for the two

representative values prior varianceq0 = 1 and q0 = 3. The results suggest that CIL can

outperform CIP as we increasing the number of clients. In that situation, for growing

M , CIP uses the prior information repeatedly, causing the results to be biased unless

this fact is taken into consideration as in the CIL appoach. This e�ect is even more

notorious when the a priori information is not accurate (e.g., the mean value is far from

the true value of � ).
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Figure 2.6: KL divergence between CIL and CIP class posteriors as a function of the
class 1 prior probability P1

2.5.2 Fusion of local class posterior probabilities

We are now interested in analyzing the performance of the Bayesian data fusion ap-

proaches when priors are shared across agents in a classi�cation problem. Similarly

to BCM [29], we consider the fusion of classi�cation results as the fusion of probabil-

ity functions. Analogous to (2.2), the CIL fusion, given input x, results in a discrete

posterior probability distribution:

P(C = cjD1; : : : ; DM ; x) /
� M

m=1 P(C = cjDm ; x)
PM � 1(C = c)

; (2.20)

where c is the classi�cation label with c 2 f 1; : : : ; Lg. The a priori probability of

the classes, shared among agents, is denoted byP(C = c). To obtain the local class

posterior probabilities P(CjDm ; x), we consider an linear discriminant analysis (LDA)

model, which optimally utilizes the shared prior, then fuse the local posteriors to obtain

the �nal result in (2.20).

In this experiment, for the sake of clarity, we are considering anL = 2 classes classi-

�cation problem. The objective is thus to estimate their class posterior probabilities

P(C = i jD1; : : : ; DM ; x) with i 2 f 1; 2g. We generated a synthetic dataset, consisting of

1000 data points, by sampling from two normal distributions (for classi , the conditional

likelihood of the generated data isp(Dm jx ; C = i ) = N (1i ; I ), where 1i is an all-zeroes

vector except for a 1 at the i -th element. The dimension of the data y is 10. The

prior class probabilities were 0:6 and 0:4 for classes 1 and 2, respectively. The resulting

dataset was divided into M subsets of the same dimension 1000=M , such that these are

i.i.d. distributed.

Figures 2.6, 2.7 show the evolution of the KL divergence between class posteriors of

CIP and CIL as function of di�erent systems parameters. The top panel depicts the

KL divergence as a function of the assumed (misspeci�ed) priorP1 , P(C = 1) for

M 2 f 6; 12g. The panel shows that the KL divergence is minimized when the assumed
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Figure 2.7: KL divergence between CIL and CIP class posteriors as a function of
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Figure 2.8: The accuracy with respect to the class 1 prior probability for various
numbers of clientsM and �xed amount of total data.

prior probabilities are P1 = P2 = 1=2, such that non-informative priors were employed.

Additionally, the KL divergence for M = 12 clients is larger than the one for M = 6

clients, which is also shown in the bottom panel where the KL divergence increases with

M . The bottom panel depicts the KL as a function of M while �xing the assumed

priors as P1 = 0 :1 and P1 = 0 :4. Again the plot shows that the KL is smaller for

non-informative priors while the KL consistently increases with the number of clients.

Figure 2.8 shows the accuracy performance of posterior class distribution of both CIP

and CIL with respect to the assumed prior P1. The accuracy is a metric that measures

the percentage of correct predictions over the total test samples observed. Similarly

to the KL analysis in Figure ??, the accuracy of both approaches are similar for non-

informative class priors P1 = P2 = 1=2. On the other hand, when the prior probability

is far from the actual class prior probability, CIP's accuracy is degraded since that mis-

matched prior is overused, whereas for CIL the performance does not drop dramatically.

When the prior probability is close to real class distribution (that is, P1 = 0 :6 and

P2 = 0 :4), both of these two methods achieve relatively decent results. Figure 2.9 shows

the classi�cation accuracy, this time in terms of the number of clients M and two values

for P1. The results show that CIL outperforms CIP, similarly to Figure 2.8.
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Figure 2.9: Testing accuracy with respect to M under class 1 prior probabilities 0:1
and 0:4, for the classi�cation problem in Section 2.5.2.

2.5.3 Distributed learning of neural network classi�ers

In this test we consider a set ofM neural networks with the same structure and network

parameters � , each trained on observed local data. The objective is therefore to fuse

the trained NNs into a global NN that can then be used for classi�cation purposes,

accounting for all local data through a distributed training process. More precisely, the

fusion is among the locally learned� , as opposed to fusing the local class posterior as

done in the experiments in Section 2.5.2. Additionally, since the focus of this chapter is

on Bayesian data fusion, those are Bayesian NNs (BNN) in that their weights are treated

as random variables. Therefore, training of a BNN involves inferring the joint posterior

of its parameters given available data. The objective of this experiment is to locally

train the BNNs, then fuse the local posteriors p(� jDm ) to compute a global posterior

p(� jD1; : : : ; DM ). The use of Bayesian approaches within the context of data-driven

models has been investigated previously and is given attention more recently [66], where

for the sake of simplicity the weights in the BNN are typically assumed independent and

normally distributed such that mean and covariance can characterize their posterior.

In this experiment, we used a similar classi�cation dataset as in Section 2.5.2, sampling

from a normal distribution for each class p(Dm jx ; C = i ) = N (1i ; I ), where in this case

the dimension of the problem was increased to 10 classes,i = f 1; : : : ; 10g, while size

of the data was kept to 10 as in Section 2.5.2. The prior was normally distributed as

p(� ) = N (0; q0I ), with q0 adjusting its variance. The BNN trained by the M local

agents had a hidden layer of 64 neurons, the training epoch was set to 100, and the

learning rate was 0:05. It is worth mentioning that the total amount of data is �xed,

such that increasing M would have the impact of reducing the amount of local data

available at each client. Given a local dataset, there are several methods that can be

used to calculate the posterior distribution of the BNN parameters. Without loss of
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Figure 2.10: KL divergence between CIL and CIP class posteriors as a function of
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Figure 2.11: KL divergence between CIL and CIP class posteriors as a function ofM
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Figure 2.12: Testing accuracy with respect to the prior variance for a �xed amount
of total data across the M clients.

generality, we considered here a Laplace approximation of the BNN parameters [59],

assuming the parameters are normally distributed.

Figure 2.10, 2.11 show the KL divergence between the parameters' posterior of both CIP

and CIL solutions, as a function of the a priori variance q0 (top panel for M = 6 and

M = 16 clients) and the number of clients M (bottom panel for q0 = 4 and q0 = 1 :6).

From the top panel of this �gure, we can see that behavior of the KL divergence with

respect to q0 or M are similar to those from 2.5.1.

Figure 2.12 shows the fusion center NN testing accuracy with respect the prior vari-

ance q0 for M = 6 and M = 16 clients. For the sake of clarity, and to facilitate the
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Figure 2.13: Testing accuracy with respect to M for a di�erent values of q0.

identi�cation of the trend behavior, the reported metric is test accuracy of CIL (and

CIP) divided by global accuracy (considered as a benchmark, using the global model

for testing, which is trained by using all datasets jointly). As expected, as the prior

becomes more informative, CIL outperforms CIP, and asM increases the local data

becomes more scarce and the performance degrades. Analogously, Figure 2.13 shows

the testing accuracy with respect to the number of clientsM for di�erent values of q0,

drawing similar conclusions.

2.5.4 Recursive update of classi�cation problem using M neural net-

works

Results presented in the previous subsection only considered the case where classi�er's

parameters are fused once, after learned using local data. In many applications, however,

one aims at fusing models over time in an iterative procedure. For instance, this is

the case of many distributed and/or federated methods where a common prior can

be shared with several nodes and fused back recursively [51]. In this experiment, we

consider the case of Bayesian federated model learning where learned distributions from

distributed clients are fused by a central node in the vein of Figure 2.1. Locally, at the

t-th communication round each client obtains their local posterior of the BNN model

parameters using Bayes theorem as

pt (� jDm ) =
pt � 1(� )p(Dm j� )

P(Dm )
; (2.21)

wherept � 1(� ) denotes the prior distribution of the parameters at t and the log-posterior

can be written as

ln pt (� jDm ) = ln pt � 1(� ) + ln p(Dm j� ) � ln p(Dm ) : (2.22)



Chapter 2. Bayesian Data fusion 25

For simplicity, we consider the Gaussian assumption on the posteriorpt (� jDm ) � N (� m;t ; Cm;t ),

similarly as in (2.7). De�ning the loss for the m-th client as the log-posterior in (2.22),

i.e., Jm;t (� ) = ln pt (� jDm ), and using the Laplace approximation for its second term,

the loss can be approximated as

Jm;t (� ) �
1
2

(� � � t � 1)> � t � 1(� � � t � 1) (2.23)

+
1
2

(� � � ML
m;t )> H m;t (� � � ML

m;t ) + �;

where pt � 1(� ) � N (� t � 1; � � 1
t � 1) is the parameter prior at t, resulting from the CIL (or

CIP) fusion of local posteriors at k � 1. The Laplace approximation of the likelihood

p(Dm j� ) � N (� ML
m;t ; H � 1

m;t ) requires maximum likelihood (ML) estimation of the parame-

ter, � ML
m;t , possibly through a gradient method or other numerical optimization approach.

A suitable estimate of the inverse covarianceH � 1
m;t in the Laplacian approximation is

known to be [59] the Fisher information matrix I (� ), which can be approximated [51]

by I m (� ) � 1
jD m j

P
(x ;y )2D m

r � logp(y jx ; � )r � logp(y jx ; � )> for the m-th client. The

� gathers constant terms that are not related to � and thus do not contribute to the

loss minimization. Then, the local parameter posterior mean for them-th client can be

estimated by solving the following optimization problem:

� m;t = arg max
�

Jm;t (� ) ; (2.24)

and the associated local covariance is [51]

C � 1
m;t =

@2Jm (� )
@� @� > � I m (� ML

m;t ) + � t � 1 : (2.25)

After obtaining the local posterior parameters at t, � m;t and Cm;t , for m = 1 ; : : : ; M ,

these can be fused using either CIL and CIP approaches. This fused posterior would

becomept (� ) � N (� t ; � � 1
t ) the new prior used at the next communication round t + 1.

Compared to previous classi�cation experiments, this experiment considers a more com-

plex synthetic dataset generated from a Gaussian mixture with a maximum of 4 Gaus-

sian components, with 3 possible classes and 10 features dimension. A total of 600i.i.d.

training points and 300 testing points were generated. The considered BNN model is

a multi-layer perceptron (MLP) with two hidden layers, containing 32 and 8 neurons

respectively, with a learning rate of 0:01 at training.

The results in Figures 2.14 and 2.15 show the evolution of accuracy and the mean value

of the variance of all parameters, as a function of the communication roundt at which



Chapter 2. Bayesian Data fusion 26

2 4 6 8 10 12 14 16 18

0:6

0:7

0:8

communication round t

A
cc

ur
ac

y

CIP M = 4
CIL M = 4
CIP M = 16
CIL M = 16

Figure 2.14: Testing accuracy evolution with communication round for the recursive
classi�cation learning in Section 2.5.4.
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Figure 2.15: Evolution over t of the mean variance of model parameters.

fusion happens.M = 4 and M = 16 are tested. In the experiments, the initial round is

given with non-informative prior information. After several communicate rounds occur,

the variance becomes very informative, as shown in Figure 2.15.

It is seen from Figure 2.14 that accuracy generally increases with the number of com-

munication rounds, for both CIP and CIL. Also, the accuracy decreases inversely pro-

portional to the number of clients M . The latter is a consequence of having less local

data samples at each node, given that the overall amount is kept constant regardless of

M . Another conclusion from the experiment is that CIL outperforms CIP, approaching

each other when enough communication rounds are run. On the other hand, the average

variance of the parameters produced by (2.25) is negligible, both approaches becoming

over-con�dent.

2.6 Conclusions

This chapter investigates the impact of sharing a priori information of parameters of in-

terest in a Bayesian data fusion context. The focus is on distributed learning of models
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for regression and classi�cation purposes. We analyze two fusion possibilities in a dis-

tributed system, so-called conditionally independent posterior (CIP) and conditionally

independent likelihoods (CIL). CIL assumes the local datasets are mutually condition-

ally independent and CIP is based on the approximation that the local posteriors are

mutually independent. CIP is sometimes desirable due to its simplicity, however the

assumption is compromised when prior information is shared among clients for which

CIL is better suited. This article provided an analysis of both fusion approaches and

their performance as a function of the uncertainty of the shared prior and the number of

agents in the distributed setting. A deeper analysis was provided under the assumption

that local posteriors can be approximated as Gaussian distributed. It is shown that both

CIL and CIP converge to similar fusion results when the prior becomes non-informative.

Another result from the analysis shows that, for the same amount of global data, when

the number of collaborative agents increase the CIP solution degrades with respect to

CIL. Or in other words, when the number of users decrease, both approaches become

equivalent. A comparison of these two methods in di�erent applications of distributed

inference was provided. Namely, experimental results were discussed for distributed

learning of linear regression and classi�cation models; distributed learning of neural net-

work classi�ers; and a practical use case in the context of federated learning, where the

prior information is updated recursively over time as opposed to only once. The results

consistently show that CIL, which accounts for the shared prior information, generally

outperforms CIP, as it was predicted by the analytical results presented in this chapter.
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Appendix 2.A Bayesian data fusion under Gaussian dis-

tributions

CIL, in (2.2) is composed of three terms. Namely,i ) the Product of Experts term,
Q M

m=1 p(� jDm ), which we refer to as the CIP; ii ) the product of priors, pM � 1(� ); and

iii ) the normalizing constant Z , which has no impact in obtaining the result we are

interested in this appendix.

Under the Gaussian assumption, the �rst term is given by (2.14) following known results

of products of Gaussian distributions [67], such that

MY

m=1

p(� jDm ) / N ( e� ; e� � 1) : (2.26)

The second term is

pM � 1(� ) / N (� 0;
C0

M � 1
) ; (2.27)

given that � � p(� ) = N (� 0; C0).

The target distribution, p(� jD ) = N (� ; � � 1), is also a Gaussian with parameters� and

� which can be computed from

N (� ; � � 1) /
N (� 0; C 0

M � 1)

N ( e� ; e� � 1)
; (2.28)

since the division of two Gaussian distributions is yet another Gaussian distribution up

to a normalizing constant, since it belongs to the exponential family.

To calculate the desired mean and covariance, we can use the completing the square

method, whereby the exponent in the Gaussian distribution is expanded as

�
1
2

(� � � )> � (� � � ) = �
1
2

� > � � + � > � � + const:; (2.29)

where the symmetries of� are used and the constant represents the terms that are

unrelated to � .

The exponent in the right-hand side of (2.28) is composed of two quadratic terms of the

form in (2.29), that is , consider the quadratic part:

�
1
2

(� � e� )> e� (� � e� ) +
1
2

(� � � 0)> (M � 1)C � 1
0 (� � � 0); (2.30)
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which can be rearranged in the form of the right-hand side of (2.29) as:

�
1
2

� > � � + � > � � = �
1
2

� >

 
MX

m=1

C � 1
m � C � 1

0 (M � 1)

!

�

+ � >

 
MX

m=1

C � 1
m � m � (M � 1)C � 1

0 � 0

!

; (2.31)

where we used (2.15) and (2.16). From (2.31) we can identify the desired expressions

for � and � in (2.11) and (2.10) respectively.
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Appendix 2.B Proof of Theorem 1

This appendix provides a general proof for the result by using arbitrary divergences.

First, we discuss a general result that is independent of the assumed posterior distribu-

tion. Secondly, a complementary result under the Gaussian assumption is provided to

provide more intuition.

Given the de�nitions in (2.2) and (2.5), the result is obtained straightforwardly by re-

alizing that when the a priori p(� ) distribution is non-informative, this prior becomes

independent of � . As a consequence, the factorp
M � 1 (� )

Z in (2.2) becomes a normaliz-

ing constant that, necessarily, has to be the same aseZ in (2.5) for it to be a proper

distribution. Therefore making CIL and CIP identical, which would indeed make any

divergence between both tend to 0.

The results above are valid for any assumed posterior distribution. However we are

providing a complementary results here under the Gaussian posterior assumption, with

the objective of providing additional intuititions and connecting to the case in Section

2.3. Given the a priori distribution � � p(� ) = N (� 0; C0) and under the assumption

that C0 = q0I , we can readily see from the results in Appendix 2.A that the CIL posterior

distribution p(� jD ) = N (� ; � � 1) results in a mean of

� = � � 1

 
MX

m=1

C � 1
m � m �

M � 1
q0

� 0

!

; (2.32)

and a precision matrix of

� =
MX

m=1

C � 1
m �

M � 1
q0

I : (2.33)

The result investigates the asymptotics of having a prior information that becomes non-

informative, which for the choice of p(� ) here corresponds to the case whereq0 ! 1

such that the Gaussian is wider. Therefore,

lim
q0 !1

� =

 
MX

m=1

C � 1
m

! � 1 MX

m=1

C � 1
m � m ; (2.34)

lim
q0 !1

� =
MX

m=1

C � 1
m ; (2.35)

and we can easily identify that lim
q0 !1

� = e� and lim
q0 !1

� = e� from (2.15) and (2.16),
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respectively. Since under the Gaussian assumption both CIL and CIP can be parame-

terized by their means and covariances, we can write

lim
q0 !1

p(� jD ) = ep(� jD ) ; (2.36)

since those statistics are asymptotically equivalent as shown in (2.15) and (2.16). As a

consequence, their divergence tends to zero withq0 ! 1 , independently of M , which

proves the result.
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Appendix 2.C Proof of Theorem 2 under Kullback-Leibler

divergence

Recall that the true posterior (referred to as CIL) was expressed in (2.2) as

p(� jD ) =
Q M

m=1 p(Dm j� )p(� )
p(D)

; (2.37)

where p(D) =
RQ M

m=1 p(Dm j� )p(� )d� and that the approximate posterior (denoted as

CIP) was given in (2.5) as

ep(� jD ) = eZ
MY

m=1

p(� jDm ) =
Q M

m=1 p(Dm j� )pM (� )
pM (D)

; (2.38)

where pM (D) =
RQ M

m=1 p(Dm j� )pM (� )d� and eZ =
Q M

m =1 p(Dm )
pM (D ) . With those de�nitions,

let us de�ne the KL divergence between both fusion rules as KLM and manipulate it

further

KL M , KL M (p(� jD ) k ep(� jD )) (2.39)

=
Z

p(� jD ) log
�

p(� jD )
ep(� jD )

�
d�

=
Z Q M

m=1 p(Dm j� )p(� )
p(D)

log

0

@

Q M
m =1 p(Dm j � )p(� )

p(D)
Q M

m =1 p(Dm j � )pM (� )
pM (D )

1

A d�

=
Z Q M

m=1 p(Dm j� )p(� )
p(D)

log
�

pM (D)
p(D)

1
pM � 1(� )

�
d�

=
Z Q M

m=1 p(Dm j� )p(� )
p(D)

�
�

log
�

pM (D)
p(D)

�
� (M � 1) log(p(� ))

�
d�

= log
�

pM (D)
p(D)

�
+ ( M � 1)H (p(� jD ); p(� )) ;

We also notice that the last term is the cross-entropy of the prior relative to the posterior

distribution:

H (p(� jD ); p(� )) = �
Z

p(Dj � )p(� )
p(D)

log(p(� ))d� ; (2.40)

such that H (p(� jD ); p(� )) > 0.
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We aim at showing that KL M +1 > KL M , for which we will show that the following

quantity is positive:

KL M +1 � KL M (2.41)

= log
�

pM +1 (D)
pM (D)

�
+ H (p(� jD ); p(� ))

= log
Z

p(Dj � )pM +1 (� )d�

� log
Z

p(Dj � )pM (� )d� + H (p(� jD ); p(� ))

= log
Z

p(Dj � )p(� )
p(D)

pM (� )d�

� log
Z

p(Dj � )p(� )
p(D)

pM � 1(� )d� + H (p(� jD ); p(� ))

= log
Z

p(� jD )pM (� )d�

� log
Z

p(� jD )pM � 1(� )d� + H (p(� jD ); p(� ))

= log SM � logSM � 1 + H (p(� jD ); p(� )) ;

where we used Bayes' rule in the last step, and de�nedSM =
R

p(� jD )pM (� )d� . As we

will discuss next, if logSM is convex with respect to M , then we can show that (2.41)

is positive, thus completing the proof.

Convexity proof for logSM To demonstrate the convexity of logSM note that it can

be rewritten as SM = log Ep[aM ] for a = p(� ), and p = p(� jD ). Furthermore, also note

that a is non-negative. Now we can show that functions of this type,f (M ) = log Ep[aM ],

a > 0, are convex:

f (tM 1+(1 � t)M 2)
(a)
= log Ep[vt ut � 1]

(b)
6 log

�
Ep

h�
�vt

�
�

1
t

i� t �
Ep

h�
�u1� t

�
�

1
(1 � t )

i� 1� t

(c)
= log Ep[v]t Ep[u]1� t

= t logEp[v] + (1 � t) log Ep[u]

= tf (M 1) + (1 � t)f (M 2):

In equality ( a) we usedv = aM 1 and u = aM 2 . Inequality ( b) results from the application

of the H•older's inequality for Lebesgue measures, whereE[XY ] 6 E[jX jz]
1
z E[jY jq]

1
q and

we made t = 1=z and (1 � t) = 1 =q, for z; q 2 [1; 1 ). Equality ( c) follows from the
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fact that the quantities v and u are always positive, concluding the convexity proof for

logSM .

Positiveness of (2.41) A direct consequence of the convexity of logSM , is that the

di�erence log SM � logSM � 1 can be bounded as logSM � logSM � 1 � logS1 � logS0,

with equality if M = 1. Similarly, we can use the result to show that KLM +1 � KL M �

KL 2 � KL 1 is bounded whenM = 1. These results are then used to �nally show the

positiveness of (2.41). Based on the convexity of logSM and Jensen's inequality, we can

show that

logSM � logSM � 1 + H (p(� jD ); p(� )) (2.42)

= log Ep(� jD )
�
pM (� )

�
� logEp(� jD )

�
pM � 1(� )

�
d�

� Ep(� jD ) [logp(� )]

> (M =1) logEp(� jD ) [p(� )] � Ep(� jD ) [logp(� )]

> Ep(� jD ) [logp(� )] � Ep(� jD ) [logp(� )] = 0 ;

which concludes that KLM +1 � KL M , thus proving Theorem 2 under KL divergence

and arbitrary distributions. The following subsection in the appendix shows the result

under the Gaussian assumption.

2.C.1 Proof under Gaussian distributions

A similar, although more tedious, result can be obtained under the more restrictive

case of Gaussian distributed posteriors. Given the widespread use of Gaussian models,

we provide this complementary result, which uses the Gaussian product results [67].

Similarly, we aim at showing that SM is convex for the Gaussian case, such that the

reasoning in equation (2.42) follows.

We are interested in the Gaussian assumption for both the priorp(� ) = N (� 0; C0) and

the posterior p(� jD ) = N (� ; � � 1) distributions. The product in SM can be further

manipulated as

p(� jD )pM (� ) = N
�
� ; � � 1�

S0;M N
�

� 0;
C0

M

�
(2.43)

= S0;M S1;M N
�
(M C � 1

0 + � )( � � 0 + C � 1
0 M � );

(M C � 1
0 + � ) � 1)

�
;
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where S0;M and S1;M are scaling factors [67]

S0;M =
1

(2� )
M � 1

2

s �
�
�
�
C0

M
(C0) � M

�
�
�
�

� exp[�
1
2

(M � >
0 C � 1

0 � 0 � � >
0 (

C0

M
) � 1� 0)] (2.44)

=
1

(2� )
d( M � 1)

2

�
�
�M CM � 1

0

�
�
�
� 1=2

S1;M =
1

q
(2� )d

�
� C 0

M + � � 1
�
�

(2.45)

� exp

"

�
1
2

(� 0 � � )>
�

C0

M
+ � � 1

� � 1

(� 0 � � )

#

;

such that computing the integral SM reduces to a product of those scaling factors

SM = S0;M S1;M (2.46)

= (2 � ) � dM
2

�
�
�
�
C0

M
+ � � 1

�
�
�
�

� 1
2 �

�
�M CM � 1

0

�
�
�
� 1

2

exp

"

�
1
2

(� 0 � � )>
�

C0

M
+ � � 1

� � 1

(� 0 � � )

#

= (2 � ) � dM
2

�
�
�CM

0 + M CM � 1
0 � � 1

�
�
�
� 1

2

exp

"

�
1
2

(� 0 � � )>
�

C0

M
+ � � 1

� � 1

(� 0 � � )

#

= (2 � ) � d
2

�
�
�(2� )dC0

�
�
�
� M � 1

2 �
�C0 + M � � 1

�
� � 1

2

exp

"

�
1
2

(� 0 � � )>
�

C0

M
+ � � 1

� � 1

(� 0 � � )

#

;

and

logSM = �
M � 1

2
log

�
�
�2(� )dC0

�
�
� �

1
2

log
�
�C0 + M � � 1

�
� (2.47)

�
1
2

(� 0 � � )>
�

C0

M
+ � � 1

� � 1

(� 0 � � ) + const :

In order to show that (2.39) is a positive quantity, we will �rst show that log SM �

logSM � 1 is bounded. The objective is to show the logSM � logSM � 1 increases with

M , that is to say that log SM is a convex function of M , in which case the boundness

would follow with its minimum value being log S1 � logS0 when M = 1. The following

derivation proves the convexity of logSM . Using basic matrix algebra results, the �rst
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derivative of log SM is

@logSM

@M
= �

1
2

log
�
�
�(2� )dC0

�
�
� �

1
2

Tr(( C0 + M � � 1) � 1� � 1) (2.48)

�
1
2

(� 0 � � )> (
�
C0 + M � � 1� � 1

C0
�
C0 + M � � 1� � 1

)( � 0 � � );

and its second derivative is

@2 logSM

@M2 =
1
2

Tr(( C0� + M ) � 2+ (2.49)

1
2

(� 0 � � )> [
�
C0 + M � � 1� � 1

� � 1 �
C0 + M � � 1� � 1

](� 0 � � )

Since the �rst term in equation (2.49) is larger than 0 and the second term is larger or

equal than 0, it follows that log SM is a convex function and the discussion in equation

(2.42) holds for the Gaussian case. While the result of the theorem for arbitrary distri-

butions is mode general, the above result under Gaussian distributions is complementary

and provides consistent results.
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Appendix 2.D Proof of Theorem 2 under � 2 divergence

The results in Theorem 2 also holds when the� 2 divergence [68] is considered. Before

showing the result let us �rst express the � 2 divergence as a function of the number of

clients M :

� 2
M (p(� jD ) k ep(� jD )) =

Z
(p(� jD ) � ep(� jD ))2

ep(� jD )
d� (2.50)

=
Z

p2(� jD )
ep(� jD )

d� � 1

=
Z p2 (Dj � )p2 (� )

p2 (D )
p(Dj � )pM (� )

pM (D )

d� � 1

=
Z

p(Dj � )p2� M (� )
pM (D)
p2(D)

d� � 1

=
Z

p(� jD )p1� M (� )
pM (D)
p(D)

d� � 1

=
Z

p(� jD )pM � 1(� )d�
Z

p(� jD )p1� M (� )d� � 1

= Ep(� jD )
�
p(� )M � 1�

Ep(� jD )
�
p(� )1� M �

:

Now, we focus on proving that � 2
M +1 � � 2

M � 0 for all M � 1, where we omit the

arguments in (2.50) for brevity. For this, �rst note that � 2
M is log-convex, that is

log � 2
M = log Ep(� jD )

�
p(� )M � 1�

+ log Ep(� jD )
�
p(� )1� M �

is convex. The convexity of log� 2
M follows from the fact that ( i ) both log Ep(� jD )

�
p(� )M � 1

�

and log
�
p(� )1� M

�
fall in the category of functions f (M ) = log Ep[aM ], a > 0, for which

we proved convexity in Appendix 2.C; and (ii ) the fact that the sum of convex functions

is also convex [69].

Another necessary result for our proof relies on the fact that the log function is mono-

tonically increasing for non-negative arguments such as the� 2 divergence. Thus,

log � 2
M +1 � log � 2

M > 0 () � 2
M +1 � � 2

M > 0:
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The above fact implies that if one can show that log� 2
M +1 � log � 2

M � 0, the proof is

complete. Now, we can apply these results to complete our proof as follows:

log � 2
M +1 � log � 2

M
(a)
= log

�
Ep

�
aM �

Ep
�
a� M ��

(2.51)

� log
�

Ep
�
aM � 1�

Ep

h
a� (M � 1)

i�

(b)
> (M =1) log

�
Ep[a]Ep[a� 1]

�

= log
�

Ep

� �
a

1
2

� 2
�

Ep

� �
a� 1

2

� 2
��

(c)
> log

� �
�
�Ep

h
a

1
2 a� 1

2

i �
�
�
2
�

= 0

where in Equality (a) we de�ned a = p(� ) and p = p(� jD ) for brevity of notation.

In Inequality ( b) we exploited the convexity of log� 2
M in the same way done in Ap-

pendix 2.C, that is, log � 2
M � log � 2

M � 1 > log � 2
1 � log � 2

0. In the last step we applied the

Cauchy-Schwarz to obtain Inequality (c). Finally, the result above implies that

� 2
M +1 > � 2

M ; 8M > 1

which concludes the proof.



Chapter 3

Federated Learning for jamming

signal classi�cation

In the landscape of machine learning, the advent of Federated Learning (FL) has emerged

as a revolutionary paradigm, addressing the growing concerns around data privacy, se-

curity, and access rights. Federated Learning, a term �rst coined by Google researchers

in 2016 [46], is a machine learning setting where multiple entities (clients) collaborate

in solving a machine learning problem, under the coordination of a central server or ser-

vice, without exchanging their data samples. This approach not only mitigates privacy

risks but also reduces the computational and communication overhead associated with

transmitting large datasets. The signi�cance of Federated Learning lies in its ability to

leverage decentralized data sources without compromising on data privacy and security.

In an era where data is ubiquitously collected from user devices, such as smartphones,

wearables, and IoT devices, FL o�ers a compelling solution to utilize this vast amount of

data while respecting user privacy. Furthermore, it opens up opportunities for machine

learning in environments where data cannot be shared due to legal, ethical, or com-

petitive reasons. Despite its potential, Federated Learning faces numerous challenges

that hinder its widespread adoption. These challenges include but are not limited to,

dealing with non-IID (independent and identically distributed) data, communication

e�ciency, scalability, and ensuring robustness against adversarial attacks. Addressing

these challenges is crucial for the practical deployment of FL in real-world applications.

This thesis will delve into Federated Learning within two speci�c applications: Jamming

signals and Indoor positioning. It will demonstrate the general theory of Federated

Learning and how it can be tailored to real applications with varying data situations.

39
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Figure 3.1: Federated learning framework to train models ofM collaborative clients,
exchange the parameters from server and clients

3.1 Introduction of Federated Learning algorithms

A signi�cant number of FL algorithms have been discussed in di�erent areas [70, 71],

especially in the �eld of image classi�cation. One de facto approach for FL is Federated

Averaging (FedAvg) [46], which fuses the model parameters by a weighted sum as the

�gure 3.1. According to previous studies [72, 73], the learning e�ectiveness of standard

FL methods is compromised under non-IID data settings.

In this section, we aim on leveraging FL strategies to learn a unique global model capable

of making accurate predictions on data available to di�erent clients. More precisely, we

consider the setup depicted in Fig. 3.3, whereM collaborative clients aim at training a

global classi�cation model (e.g. a neural network) such that class posteriors

y = h(X ; ! ) (3.1)

where y 2 RC is the vector of class posteriors with elementsp(y = `jX ), with ` 2

f AM ; Chirp ; FM; DME ; NB; NOg, h : X 7! h(X ) is the NN classi�er parameterized by

! 2 RN ! , and X 2 RTw � N is the spectrogram of the received GNSS signalr [n], see [1] for

more details regarding the construction of the spectrogram data. In this contribution,

we assume that the dataD is composed ofM disjoint datasets D i = f y (i )
n ; X (i )

n gL i
n=1 ,

i 2 f 1; : : : ; M g.

Mathematically, the training process can be formulated as the minimization of a loss

function:

min
!

L (! ) where L (! ) =
MX

i =1

F i (! ) (3.2)

where L (! ) is the global loss functional, while F i : Rd ! R; ! 7! F i (! ) are local loss

functions.

Among the di�erent strategies to solve (4.3) we highlight the conventional FL approach:

FedAvg, which considers a single global objective, along with other variants such as
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FedProx, [74], which consider adding a regularization term to the objective function, to

prevent over�tting, and MOON [75], which use a contrastive loss term to control the

local model drifts away from the global model. However, our practical experience with

these three methods, when applied to the jammer classi�cation problem at hand, is that

they perform very similarly with FedAvg presenting a slight advantage. Thus, we report

results only for the FedAvg in our experiments in Section 3.5.

FedAvg is a de facto approach for FL in which local models are trained locally. The

clients then upload local trained model parameters to a cloud server, which is in charge

of fusing it (e.g. weights in a neural network) to compute a unique global model. Using

the cardinality of the local data jD i j as a metric of model reliability, (4.3) is modi�ed as:

L (! ) =
MX

i =1

N i

N
L i (! ) (3.3)

where L i (! ) = 1
N i

P
n2D i

f n (! ), f n (! ) is the loss of the prediction using samplen from

the dataset D i . D i is the data partition for client i , N i is the number samples available

to the i -th client in D i , and N = N1 + � � � + NM is the total number of data points.

The optimization in (3.3) is solved iteratively through multiple rounds of local optimiza-

tion in the clients and fusion in the server. First, at iteration t each client updates its

model parameters solving:

! i
t+1 = arg min

!
L i;t (! ) (3.4)

where the index t in L i;t (! ) indicates that the local parameters were initialized using

the fused global parameters,! t , from the previous iteration. Secondly, aglobal update

equation is used, where the global model parameter is updated by averaging the locally

updated models from each device as:

! t+1 =
MX

i =1

N i

N
! i

t+1 (3.5)

where ! t+1 is the updated global model, and the sum is over all locally updated models

! i
t+1 from each device. The implementation details of FedAvg are shown in Algorithm

1.

We will discuss more algorithms besides FedAvg in our upcoming work. It's worth noting

that the FL framework is similar to what we presented in chapter 2 from a Bayesian

perspective. From this perspective, the server's fuse strategy di�ers from FedAvg's

averaging by the number of data points of local clients. Instead, it directly uses the fuse

strategy discussed in equations 2.7 to 2.16, and from equations 2.21 to 2.25 by model
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Algorithm 1 FedAvg Algorithm

Input: number of clients M ; the architecture of local modelsh with initial ! 0; local
loss functions F i ; data D = fD 1; : : : ; DM g; number of iterations T; number of local
epochsE; learning rate � ;
for t = 1 ; : : : ; T do

for i 2 M do
! i

t+1  solution of (3.4) using local data D i for E epochs with learning rate �
Upload local model parameters! i

t+1 to server.
end for
Update global model parameters! t+1 with equation (3.5) and send it to local
clients.

end for
Output: ! T

uncertainty. A similar approach in the work I cooperated, using Monte Carlo dropout to

approximate Bayesian uncertainty quanti�cation in the context of indoor �ngerprinting

localization is discussed in this paper [52].

3.2 Bayesian Federated Learning

In Federated Learning (FL), deterministic strategies like FedAvg play a pivotal role

by aggregating model updates from various clients to re�ne a global model. FedAvg,

known for its simplicity and e�ectiveness, faces notable challenges: (1) It averages model

weights, potentially leading to suboptimal outcomes in scenarios where client data distri-

butions are markedly non-iid (independent and identically distributed). This averaging

process may dilute valuable updates from clients possessing distinct data characteris-

tics. (2) Deterministic approaches, including FedAvg, are susceptible to model poisoning

attacks and could inadvertently compromise privacy by leaking information through ag-

gregated model updates, despite not sharing raw data. (3) These methods do not account

for uncertainty in model updates, a signi�cant drawback in decision-making applications

where prediction con�dence is paramount.

Bayesian methods present a robust alternative to these limitations by incorporating

probabilistic modeling into the aggregation process. Unlike deterministic approaches,

Bayesian fusion adeptly handles non-iid data across clients by integrating uncertainty

and distribution of model updates into the aggregation, enabling a more re�ned and

e�ective model performance across varied data landscapes. The adaptation and devel-

opment of several Bayesian techniques for Federated Learning have introduced novel

strategies to tackle the intricacies of decentralized learning: Bayesian Federated Averag-

ing o�ers a sophisticated extension to FedAvg by applying Bayesian principles to model
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averaging. Treating model parameters as random variables, Bayesian Federated Averag-

ing (BayesFed) leverages probabilistic update aggregation to better manage uncertainty

and enhance convergence over heterogeneous datasets. As outlined in Chapter 2, Section

2.5.4, we employ Laplace approximation [51] for posterior estimation of local parame-

ters before aggregation, a methodology paralleled by approaches utilizing Variational

Inference [76, 77] and other Bayesian frameworks like Variational Federated Learning

[78, 79, 80], MCMC [81], and Gaussian Process [48].

Despite their bene�ts, Bayesian learning methods are computationally intensive. To

address this, our study cited in [52] proposes a scheme that applies Monte Carlo (MC)

dropout [82] as a computationally e�cient approximation of Bayesian uncertainty quan-

ti�cation. By utilizing MC dropout, the approach captures model uncertainty, which

then informs the weighting during server-side aggregation, presenting a viable solution

to the computational challenges inherent in Bayesian learning within Federated Learning

environments.

3.3 Jamming Signals Introduction

GNSS jamming signals are L-band spectrum interferences that can overpower a GNSS

receiver until denying its operation [83, 84]. A wide variety of jammers can be found in

the online market at very cheap prices, which makes human-made intentional jamming

signals a threat [85, 86]. In addition, signals do not need to be malicious to have a

jamming e�ect, where multiple examples exist of legitimate waveforms that can pose

a threat to GNSS receivers, such as continuous wave (CW) interferences produced by

damaged electronics and signals emitted by Distance Measurement Equipment (DME)

technology conceived for aircraft navigation [87]. Jamming sources are placed on Earth

or, in the case of drone jammers, in the proximity of the Earth's surface. As a con-

sequence of the path-loss attenuation given by the large distance between Earth and

GNSS satellites, jamming interferences are received with remarkably higher power than

the useful GNSS signal, which can lead to performance disruption in areas with a radius

of several kilometers [88]. In the literature, it is suggested that jamming is the main

cause of GNSS-based service outages [1] and, consequently, we consider that protection

against this kind of attack is a desirable feature in GNSS receivers [89, 90].

Jammer classi�cation can be of great help to classical Interference Classi�cation (IC)

techniques, which are formulated as an estimation problem where the jamming signal

is detected and estimated, often with a parametric model [91]. As the aim of these

techniques is to �rst reconstruct the interference, the knowledge of its type or class

is key to speed up the algorithm. For instance, if knowing that a CW interference is
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threatening a receiver, it would only be required to estimate the interference central

frequency in order to reconstruct its waveform and implement an IC measure. It is also

relevant to highlight that by performing jamming classi�cation, the task of detection is

explicitly taken care of. In the vast majority of previous GNSS studies regarding pro-

tection against jamming interferences, the focus is on its detection [92], mitigation [93],

and localization [94]. Nevertheless, and according to [1], little e�ort had been dedicated

to the classi�cation of jamming signals until recent publications, besides some work in

the context of radar systems such as the Machine Learning (ML) jamming prediction

algorithm proposed in [95]. In [1], they propose a Support Vector Machine (SVM) and a

Convolutional Neural Network (CNN) based classi�ers for the purpose of jammer clas-

si�cation, which they treat as an image classi�cation problem. They suggest that with

a small amount of training data, it is possible to achieve classi�cation accuracy above

90%, being the accuracy of jamming detection close to 99%. The use of multivariate

time-series approaches can also lead to an increase in classi�cation accuracy in jammer

classi�cation techniques, according to the work presented in [96], which makes use of

state-of-the-art ML techniques.

Figure 3.2: System diagram of the considered jamming signal classi�cation: a receiver
downloads a pretrained model from the server, which can be eitheri ) trained on locally
available data and sent back to the server for fusion with other models; orii ) used to
perform jamming classi�cation results based on local data. Monochrome spectrogram
images of the six jammer types available in the used dataset [1] are shown, namely (b)
Amplitude Modulated (AM), (c) chirp, (d) Frequency Modulated (FM), (e) Pulsed or
Distance Measurement Equipment (DME) and (f) Narrow band (NB) jammers. Class

(a) corresponds to clean signal (no interference).

Most studies on GNSS integrity rely on synthetic data since data collection in the pres-

ence of jamming signals can represent a tremendous e�ort. This is especially so if

di�erent interference types and received power values are desired. Besides recreating

e�ects such as the ones introduced by multipath re
ections can be di�cult. The use

of real GNSS interfered data is, however, of great interest when it comes to training
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data-driven classi�ers, as well as e�ectively assessing their performance. An option to

collect real GNSS data is to resort to traditional crowdsourcing approaches, where clients

record data and share it with a central unit that is in charge of training the classi�er.

Nevertheless, crowdsourcing has some concerns about user privacy, as it requires that

the users involved in the scenario send their data directly to a centralized server. Aimed

at solving this limitation, Federated Learning (FL) has recently attracted great interest

due to its privacy-protecting nature and the e�cient use of resources by harnessing the

processing power of edge devices [97]. FL is a promising solution that enables many

clients to jointly train machine learning models while maintaining local data decentral-

ization. Collaboration between users in distributed scenarios has been proven useful in

GNSS interference management tasks [98]. With FL, instead of exchanging data and

conducting centralized training, each party sends its model to the server, which updates

a joint model and sends the global model back to the parties. Since their original data

is not exposed, FL is an e�ective way to address privacy issues [46].

In this chapter, we aim at training jamming signal classi�ers using privacy-preserving

strategies that can cope with crowdsourcing data collection strategies. Our overall goal

is to obtain a Neural Network (NN) based global model capable of classifying di�erent

jamming signals as depicted in Figure 3.2. To preserve client privacy while leveraging

crowdsourcing data collection strategies we exploit FL approaches as shown in Fig-

ure 3.3 where model parameters are shared with clients allowing for local classi�cation

of jamming signals and avoiding data sharing. In the proposed framework we assume

the possible existence ofC di�erent jamming types while the FL approach is performed

over a network with M collaborative users. We study the FL-based jamming classi�er

under di�erent data distribution scenarios. In the �rst scenario clients' data is inde-

pendent and identically distributed (IID), that is, all clients observe a similar amount

of instances from all C classes. In the second, and more challenging, scenario clients

observe data that is unbalanced towards di�erent classes. Working with non-IID data

poses several challenges that are common in realistic scenarios, given that not all clients

have access to all available types of data. In the context of this work, this is the case

when not all participating users observe the same classes of jammers.

3.4 System Model

For the purpose of this chapter, the analog baseband equivalent of the received GNSS

signal can be modeled as

r (t) = s (t) + j (t) + w (t) ; (3.6)
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Figure 3.3: Federated learning framework to train jamming signal classi�ers: M
collaborative clients receive the parameters of the classi�er from a server; these clients
retrain the model based on local data; and upload their updated classi�er to the server
in charge of fusing the results. This process does not require exchange of actual data

or positions from the clients, thus preserving their privacy.

where s (t) contains the useful GNSS satellite signals andw (t) represents sources of

randomness such as thermal noise, typically modeled as an additive white Gaussian

noise (AWGN) process. The term j (t) represents the signal waveform generated by a

jamming source, as measured at the receiver. Several waveforms are possible forj (t)

depending on the type of jammer [86]. Accurate knowledge ofj (t) allows for prompt

reaction to a jamming threat, either for its localization [99] or mitigation. Related to the

latter, IC techniques aim to estimate the waveform ofj (t) so that it can be reconstructed

and directly subtracted from r (t). As it has been previously mentioned in Section 3.3,

identifying the type of waveform of j (t) can be useful for several purposes, including its

reconstruction and mitigation through IC techniques.

Jammers can be classi�ed according to several features such as the type of device by

which they are broadcasted, their frequency spectrum, and their number of antennae

[85]. In this chapter, we are targeting the same jammer types as in [1], given that we

are using the dataset they provide and using their results as a benchmark. The aim of

our research is to use the FL technique explained in Section 3.1 for the classi�cation of

the following jammer types. This classi�cation is mostly performed according to their

behavior in the frequency domain.

1. Amplitude Modulated (AM);

2. Chirp;

3. Frequency Modulated (FM);

4. Pulsed or Distance Measurement Equipment (DME);

5. Narrow Band (NB) jammers; and
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6. No interference.

As in [1], we are not considering Wide Band (WB) jammers given that it is very di�cult

to detect their presence when analyzing spectrogram images. Jammers of types 1) to 5)

have narrow spectrums which overpower the signal of interest buried in noise. We would

also like to point out that the classi�cation strategy, proposed in Section 3.1, is able to

perform the detection task, as the absence of interference can be properly identi�ed. The

�ve waveform expressions ofj (t) for each jammer type presented in the list above can

be found in [1], and are not explicitly used in both training or testing of the proposed

FL solution.

While AM and FM jammers target pre-�xed frequencies, other jammers such as chirp

jammers sweep over di�erent frequency bands. Consequently, feature extraction ap-

proaches based on spectral analysis, such as spectrograms, of the signals are suitable for

distinguishing di�erent jammer types. This is so since the short-time Fourier transform

allows the time-frequency localization of the interference signal. In [1], they successfully

approached jammer classi�cation as an image classi�cation problem, where spectrograms

of the received signalr (t) were treated as images. More precisely, the spectrograms are

computed on the discrete-time version ofr (t) in 3.6, which at an appropriate sampling

rate f s = 1=Ts would be modeled asr [n] = s[n] + j [n] + w[n] where t = nTs for n 2 Z.

3.5 Experiments

This section presents a set of experiments to show the applicability of federated learning

to train, in a distributed manner, a jammer classi�er able to achieve performances closer

to those from a classi�er trained on a centralized node with access to all local datasets.

We �rst describe the dataset used, then how it is employed in a distributed learning

scheme, how the model was con�gured, and �nally the obtained results.

3.5.1 Data preprocessing

The dataset provided by the authors in [1], which is available in open access athttps:

//zenodo.org/record/3370934 , is used to conduct the following experiments. It con-

tains 61800 available.bmp monochrome spectrogram images with 512� 512 pixel reso-

lution, binary scale and 600 DPI. To compute the spectrograms, simulated GNSS signal

interfered by the aforementioned jammer types (see Section 3.4) is processed. In [1],

the authors used 6000 images for training (1000 for each jammer class), 1800 images for

validation and 54000 for testing.
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In order to optimize computational resources and expedite the training process we per-

formed some data preprocessing, approach that is usually employed in machine learn-

ing context. Particularly, in this chapter, we utilized both the training and validation

datasets (validation step is often omitted from the experimentation process, unless per-

forming hyperparameter tuning), the combined dataset was then split into a 75% train

and 25% test division. Additionally, to further enhance the process, image resolution

was reduced from 512� 512 to 256� 256 pixels through the use of bilinear interpolation

techniques. Additionally, once all the data was preprocessed, it was normalized in order

to facilitate the training phase.

3.5.2 Federated data setting

Two di�erent data settings were investigated. First, the case of an IID setting, wherein

all clients received similar data distributions, that is, a similar amount of samples from

each class. For the experiments, we uniformly split the data into 20, 30, and 40 clients,

in order to examine how client numbers may in
uence the results. This split resulted in

approximately 65, 43, and 32 samples per client for 20, 30, and 40 clients, respectively.

The second set of experiments was for a non-IID setting, where the focus is on having

an unbalanced distribution of the class labels for training. To generate non-IID splits

of the dataset, we followed the approach in [70], where client data is sampled using a

Dirichlet distribution. Speci�cally, for a given client i , we de�ned the probability of

sampling data from a label j 2 f 1; : : : ; Cg as the vector (pi; 1; : : : ; pi;C ) � Dir( � ), where

Dir( �) denotes the Dirichlet distribution and � = ( � i; 1; : : : ; � i;C )> is the concentration

vector parameter. The advantage of this approach is that the imbalance level can be


exibly changed by adjusting the concentration parameter � i;j . In this chapter, the

concentration parameter � i;j is set to a relatively small value of 0:1, allowing for a more

unbalanced partitioning. This is evident when inspecting the distribution of data points

among clients, where many clients only contain a few labels. This can be observed

in Figure 3.4, providing a snapshot of the number of samples per class for each client

when M = 20 clients. This leads to an unequal partition of the data, with some clients

containing a disproportionately large or small percentage of certain class labels.

3.5.3 Model setting

The authors in [100] employed a convolutional neural network (CNN) for the task of

training a classi�er based on the full dataset D . This solution becomes the baseline in

our results, where the same CNN architecture is considered, while it is trained using the

FL framework described earlier. In particular, the architecture of the CNN consisted of
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Figure 3.4: Number of data points per classes for each of theM = 20 clients.

Figure 3.5: Accuracy FedAvg in 400 rounds under IID data setting.

one convolutional layer, one pooling layer, and one fully connected layer with a ReLU

activation function. The convolution layer utilized 16 �lters of size 12 � 12 � 1, with a

learning rate of 0:01, and an SGD optimizer [101] was used. The last layer is softmax

layer to produce classi�cation results. Plus, Cross-entropy is used for cost function.

3.5.4 Results

Figure 3.5 shows the accuracy of federated averaging algorithms with 400 communication

rounds under an IID data setting. The accuracy of the centrally trained model was

used as benchmark (around 93.4% accuracy). The �gure also compares the accuracy

when di�erent numbers of clients M were used. As expected, when a small number of

clients were used, better results were achieved when compared to a larger number of

clients. Intuitively, fewer clients have more data available and better train local models.

Nevertheless, the results show high accuracy results for the tested number of clients.
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Figure 3.6: Confusion matrix after FedAvg training under the IID data setting for
M = 20 clients.

The confusion matrix in Figure 3.6 reveals that each jammer class achieves relatively

high accuracy, with the DME jammer type and the clean signal (i.e., type NoJam)

providing the highest accuracies (over 99%). The classi�er is able to detect the absence

of interference, as spectrogram (a) from Figure 3.2 notably di�ers from the rest. This is

because the spectrum of a clean signal contains the signal of interest buried in Gaussian

noise, which pollutes the whole spectrogram. On the other hand, as jamming signals are

received with dramatically higher power than the satellite signal of interest, the noise

w(t) cannot be observed in spectrograms (b)-(f) from Figure 3.2. Regarding DME (or

pulsed) interferences, they are only active during their duty cycle. If the duty cycle

is short with respect to the window duration of the short-time Fourier transform, the

resulting spectrum shows an almost clean image with a few magnitude peaks, which

notably di�ers from the spectra of other jammer types. The SingleFM and NB jammer

types achieved less than 90% accuracy. If inspecting the confusion matrix non-diagonal

elements, it can be seen that it is di�cult for the classi�er to distinguish between the

SingleAM and SingleFM types, as they all span one or two narrow bands of the signal

spectrum. The SingleFM spectrogram is equivalent to the SingleAM spectrogram with

an additional band. It is also di�cult for the classi�er to distinguish between the NB

and SingleChirp interferences. A possible explanation is that both of them have a lower

magnitude in their spectra due to being more spread. This makes their spectrogram

images look blurry when compared to the ones from the SingleAM and SingleFM types.

Figure 3.7 illustrates the accuracy of the FedAvg algorithm under a non-IID data setting,

for di�erent numbers of clients and compared to the accuracy of the global benchmark.

The results show that the accuracies of the di�erent client numbers are lower than

the results of the homogeneous IID data setting, indicative of increased di�culty in

learning with the heterogeneity of the data. Moreover, the comparison of di�erent

clients is similar to that of the IID data setting: the more clients there were, the lower

their accuracy. It is also noticed that when the number of clients was 40, it took
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Figure 3.7: Accuracy FedAvg in 400 rounds under Dirichlet data setting

Figure 3.8: Confusion matrix after FedAvg training under the non-IID data setting
for M = 20 clients.

Figure 3.9: Confusion matrix after FedAvg training under the non-IID data setting
for M = 40 clients.

more communication rounds to converge than when smaller numbers of clients were

considered.

Figures 3.8 and 3.9 show the confusion matrix for 20 and 40 clients under the non-IID,

Dirichlet data setting. The conclusion still holds that the DME jammer type and clean

signal were the easiest to classify, with accuracies of 100% and 97.48% forM = 20 and

95.79% and 98.45% forM = 40 clients. For M = 40, very low accuracies were achieved

with the NB and SingleAM jammer types, while the worst accuracy was achieved with
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the SingleFM jammer type for M = 20. As in Figure 3.6, when inspecting the non-

diagonal elements, it can be seen how it was di�cult for the classi�er to distinguish

between SingleAM and SingleFM types, and also between NB and SingleChirp types. For

M = 40, given that the performance was worse due to having a higher number of clients

(implying less local data), it was also di�cult for the classi�er to distinguish between NB

and DME signals. Nevertheless, for a high number of clients (i.e.,M = 40), accuracies

above 80% were obtained with the DME, clean signal, SingleChirp and SingleFM jammer

types. For a lower number of clients (i.e.,M = 20), all jammer types could be classi�ed

with an accuracy above 80%.

As a �nal remark, the results presented in this section are comparable to the ones

obtained with the benchmark training process: the centralized classi�cation algorithm

proposed in [1]. In their results, the DME (or pulsed) interference and clean signal

also provided the highest accuracy. Also, their confusion matrices showed the classi�er

di�culty when it comes to distinguishing SingleAM and SingleFM interferences, and

also NB and SingleChirp interferences. Our obtained accuracies forM = 20 when

classifying the DME and NB types exceed the accuracy provided by the benchmark

CNN. Consequently, we have shown that the proposed federated learning framework

allows to obtain comparable results to the ones o�ered by state-of-the art centralized

classi�cation algorithms while preserving user data privacy and security.

3.6 Conclusion

This chapter demonstrates the e�cacy of FL in the context of GNSS jamming classi�-

cation using the FedAvg, which would allow the successful implementation of a crowd-

sourcing scheme where real data is gathered without compromising user privacy. Results

are provided for spectrogram image classi�cation of simulated GNSS signal under the

threat of six di�erent jammer types. Although classi�cation accuracy results are high

under certain con�gurations for all the studied jammer types, DME and clean signal

provide the highest accuracies (above 99%). On the other hand, it is di�cult for the

classi�er to distinguish between AM and FM, as well as between NB and Chirp jam-

mer types. The FL framework performance has been successfully compared to the one

provided by the benchmark centralized classi�cation algorithm in [1], showing that it is

possible to work in a collaborative scenario without observing a relevant performance

drop while preserving user protection. Experimental results showed thati ) it is more

di�cult to learn non-IID data than IID data; and that ii ) having fewer data on the local

clients decreases the performance of the results.
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Personalized Federated Learning

From the previous chapter, we talk about jammer classi�cation with Federated Learning.

For this chapter, we will continue with this application, but introduce methods that train

each personalized model for each client, rather than relying on a single global model for

all clients.

In the rapidly evolving domain of machine learning, Federated Learning (FL) has emerged

as a groundbreaking approach, enabling collaborative model training across multiple de-

vices or servers while ensuring data privacy and security. However, as the adoption of FL

grows across diverse applications, the one-size-�ts-all nature of global models often fails

to meet the speci�c needs or preferences of individual clients. This recognition has led

to the development of Personalized Federated Learning (PFL), an innovative extension

of FL aimed at delivering customized models that cater to the unique characteristics of

each client.

Personalized Federated Learning addresses the inherent heterogeneity in client data dis-

tributions|a challenge commonly referred to as non-IID (non-Independent and Identi-

cally Distributed) data. By focusing on personalization, PFL not only enhances model

accuracy and user satisfaction but also opens new avenues for applications in sensitive

areas such as healthcare, �nance, and personalized recommendations, where the one-

size-�ts-all models often fall short. The signi�cance of PFL lies in its potential to strike

an optimal balance between global model bene�ts and local customization, thereby max-

imizing the utility and e�ciency of federated learning systems.

53
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4.1 Introduction of Personalized Federated Learning

Personalized Federated Learning (PFL) has emerged as a promising approach to address

the non-IID (non-independent and identically distributed) data distribution challenge in

Federated Learning (FL). FL is a distributed machine learning paradigm where multiple

clients collaboratively train a global model without sharing their raw data. However, in

FL, the assumption of IID data is often violated due to variations in client characteristics,

data sources, and data collection processes. PFL aims to overcome this limitation by

customizing the global model to each client's local data distribution, thereby improving

the overall performance and generalization of the federated model.

There are several techniques that have been proposed to achieve personalized customiza-

tion in FL. One common approach is local �ne-tuning, where clients perform additional

training on the global model using their local data to adapt it to their speci�c dis-

tribution. Ben-David et al. [102] and Wang et al. [103] have explored the theoretical

foundations and practical implementations of local �ne-tuning in FL, respectively. These

methods allow clients to re�ne the global model according to their local data character-

istics, enabling better alignment between the client's data distribution and the model's

representation.

Another approach to personalized FL is meta-learning, which focuses on learning a

meta-model that can e�ciently adapt to new client distributions. Fallah et al. [104] and

Jiang et al. [105] have proposed meta-learning techniques for personalized FL. Meta-

learning aims to learn a meta-model that can quickly adapt to new clients by leveraging

knowledge gained from training on multiple clients' data distributions. This approach

enables the global model to generalize well to unseen data distributions by leveraging

the learned meta-knowledge.

Transfer learning has also been explored in the context of PFL. Li et al. [106] pro-

posed FedMD, a transfer learning-based approach, which transfers knowledge from a

pre-trained source model to each client's local model. By leveraging pre-trained models,

FedMD aims to improve the e�ciency and e�ectiveness of PFL by initializing the client

models with pre-existing knowledge that is relevant to their local data distribution.

Model mixture methods have been proposed to address the personalized customization

challenge in FL. Deng et al. [107] introduced an adaptive model mixture method, where

multiple personalized models are combined to achieve a global model that can better

accommodate variations in client data distributions. This approach allows the global

model to adapt to di�erent clients' distributions by utilizing the strengths of individual

personalized models.
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Figure 4.1: Personalized model using FedAMP algorithm. Each personalized model
is aggregated by local models with weights.

Another interesting technique in PFL is the pair-wise collaboration method, proposed by

Huang et al. [108], seen in the �gure 4.1. This method encourages clients to collaborate

in pairs, where one client acts as a mentor and transfers knowledge to the other client,

helping it improve its local model. This collaboration fosters personalized customization

by enabling clients to learn from each other's expertise and experiences, leading to

enhanced performance and generalization.

Overall, personalized federated learning provides a promising avenue for addressing the

non-IID data distribution challenge in FL. By tailoring the global model to individual

client data distributions, PFL techniques aim to improve the performance, generaliza-

tion, and privacy of federated models. The mentioned papers and related works o�er

valuable insights and approaches for achieving personalized customization in FL, paving

the way for more e�ective and e�cient collaborative learning in distributed settings.

4.2 The methodology of PFL and miscellaneous

A signi�cant number of FL algorithms have been discussed in di�erent areas [70, 71,

109], especially in the �eld of image classi�cation. Onede facto approach for FL is

Federated Averaging (FedAvg) [46], which fuses the model parameters by a weighted

sum. According to previous studies [72, 73], the learning e�ectiveness of standard FL

methods is compromised under non-IID data settings.

Global FL. In this section, we explore two Federated Learning (FL) strategies. The

�rst strategy aims to leverage FL to develop a unique global model, capable of mak-

ing accurate predictions on data from various clients. The second strategy focuses on

learning personalized models for individual clients, aiming to achieve higher accuracy

on their local datasets.



Chapter 4. Personalized FL 56

In the �rst strategy, we consider the setup depicted in Fig. 3.3, whereM collaborative

clients aim at training a global classi�cation model (e.g. a neural network) such that

class posteriors

y = h(X ; ! ) (4.1)

where y 2 RC is the vector of class posteriors with elementsp(y = `jX ), with ` 2

f AM ; Chirp ; FM; DME ; NB; NOg, h : X 7! h(X ) is the NN classi�er parameterized by

! 2 RN ! , and X 2 RTw � N is the spectrogram of the received GNSS signalr [n], see [1] for

more details regarding the construction of the spectrogram data. In this contribution,

we assume that the dataD is composed ofM disjoint datasets D i = f y (i )
n ; X (i )

n gL i
n=1 ,

i 2 f 1; : : : ; M g.

Mathematically, the training process can be formulated as the minimization of a loss

function:

min
!

fL (! ) =
MX

i =1

F i (! ) + � A (! ; ! g)g (4.2)

where ! g is the initial weight, also could be the aggregated weight from the global of

the previous round if recursively. L (! ) is the global loss functional, while F i : Rd !

R; ! 7! F i (! ) are local loss functions. The regularizer term,� A (! ; ! g), helps prevent

the model from drifting away from the global model and protects against over�tting.

When � = 0, it represents the conventional federated learning approach called FedAvg

[46]. When � 6= 0, the regularizer can be the L-2 norm, resulting in FedProx [74]. The

A term can be more complex, as demonstrated in MOON [75], which incorporates a

contrastive loss term for control.

Personalized FL. For personalized FL, each client has its own personalized model

which is shared among them to cross-pollinate the local data without actually sharing

it. Thus, the objective is to try to learn multiple models, where we can mathematically

de�ne the loss function:

min
!

(

L (! 1; :::; ! M ) =
MX

i =1

F i (! i ) + � A (! ; u )

)

(4.3)

where ! = [ ! 1; :::; ! i ; :::; ! M ]. u can represent the initial parameters for each model, as

well as the weight from the previous round if recursively. When! i = ! g � � rF i (! g)

and � = 0 it reduce to local �ne-tune, meta-learning or transfer learning with di�erent

strategies and cases [110]. In the case of� 6= 0 , u i = ! g and A representing the L-2

norm as jj ! i � ! gjj , it is referred to as Ditto [111]. More complex A can be employed

to observe the relationship among di�erent models. This typically involves pair-wise

collaboration methods that calculate the similarity between models and determine the

fusion weight for each model, as proposed by FedAMP [108].
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4.2.1 FedAMP

The federated attentive message passing (FedAMP) algorithm was devised as a privacy-

preserving personalized cross-silo federated learning strategy for non-IID data [108]. It

aims at solving an optimization problem of the form:

min
W

L (W ) + � R(W ) (4.4)

where � 2 R+ and R(W ) =
P

i 6= j h(kw i � w j k2) is a regularization function composed

of continuously di�erentiable attention-inducing functions h : [0; 1 ] ! R aimed at

constraining the M models to havesimilar parameters. The problem in (4.4) was refor-

mulated by exploiting incremental gradient proximal methods to sequentially estimate

the personalized model parametersW , by solving

W k = arg min
W

L (W ) + ~� kW � U kk2
F (4.5)

at every iteration k = 1 ; : : : ; K , whereU k = [ uk
1; : : : ; uk

m ] is used as the prox-center [108],

and can be updated as

U k = W k� 1 � � k rR (W k� 1): (4.6)

In (4.6) � k 2 R+ is the step size of the gradient descent method and~� = �= 2� k , where

� 2 R+ is a parameter controlling the cross-silo regularization. It has been shown [108]

that uk
i 2 Rd computed in (4.6) can be written as a convex combination of the model

parameters as:

uk
i = � i; 1w k� 1

1 + � � � + � i;M w k� 1
M (4.7)

where � i;i 0 2 R+ , with
P

i 0 � i;i 0 = 1, can be interpreted as similarity coe�cients due to

the properties of the attention function h [108].

Important features of the methodology proposed by Huang et al. [108], brie
y discussed

above, include privacy preserving, since data used to learn local models are never shared

with other nodes, and collaborative learning using an attentive message passing mecha-

nism which ultimately induces local models with high similarity coe�cient to collaborate.

These features are extremely important for distributed indoor localization problems since

data can be scarce and privacy is crucial, specially in scenarios where local models from

di�erent areas (or buildings) might be exchanging information. This is even more so,

if considering large scale scenarios where models might be learned over multiple neigh-

bourhoods or even over entire map.

Although this strategy proved relevant for di�erent classi�cation problems [108] its direct

application to indoor positioning is not so direct, presenting challenges regarding data

distribution and model prediction. Regarding data collection and distribution we will
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Figure 4.2: In FL schemes, quantization of shared data happens from clients to
server and from server back to clients.

assume that data used to train a particular model can come from any location but will

be more concentrated at the region associated with a given local model. Regarding the

prediction step, since data arriving comes from an unknown location we propose to fuse

multiple local models to provide a �nal prediction. This will be addressed in more detail

in the next section.

In this work, we choose several popular methods as these methods have already shown

remarkable results in di�erent applications. The purpose of this chapter is not to ex-

haustively compare di�erent FL methods but rather to employ them in the jamming

classi�cation task of interest here. The remainder of the following section 1) discusses

the relevant practical problem of quantizing the shared parameters before being trans-

mitted, which is seen to have an impact on the performance of the trained models through

the FL strategies; and 2) introduces a fusion strategy to take a classi�cation decision

based on a set of personalized models, which results from a probabilistic interpretation

of the local classi�ers.

4.2.2 Quantization in Federated Learning

As discussed in the introduction of the article, it is important to reduce the communi-

cation cost in FL schemes. The shared information needs to be quantized before being

transmitted, which is then also used to reduce the communication bandwidth. In this

section we brie
y discuss this aspect, which will be experimentally investigated later in

the results section.

The quantization operation and dequantization formulas are as follows:

QN (x) =
j x

s

m
+ z (4.8)
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where QN (x) is the N -bit quantized version of a variable x, b�e is the round operator,

s is the scale, andz is the zero point. In designing the quantizer, the choice of scale

and zero point is crucial. They are typically chosen based on the range of the input

signal values in order to minimize information loss. For instance, if the range of values

in signal is [a; b], the scale and zero point as can be computed as:

s =
b� a

2N � 1
(4.9)

z =
b0 � ae

s
(4.10)

Once the quantized information is received, it can be re-quantized for processing. For

instance, in the FL scheme in Fig. 4.2, the server re-quantizes model parameters before

fusing them to someN 0 > N number of bits. This can be achieved mathematically by:

Q� 1
N 0(q) = s � (q � z) (4.11)

where Q� 1
N 0(q) is the N 0-bit re-quantized version of q = QN (x), where now the scale and

zero point are computed as before but consideringN 0 instead.

In this work, we consider that the model parameters are quantized only for communi-

cation purposes, that is to download them from server-to-clients and to upload from

clients-to-server. During the local training and server aggregation, the weights are re-

quantized to 
oat values. The details can be shown in the Algorithm 2 where Q(! )

represents the quantized vector parameters.

4.2.3 Fusion strategy used in the Federated Learning

Some personalized models, like FedAMP, can only learn from data that has a similar

distribution to their local training data. This creates a challenge where there is no prior

knowledge [2] of which model to use for new data points. Therefore, a suggested fusion

scheme is needed to combine theM available models and generate a reasonable estimate.

In the FedAMP similar scheme, thei 2 f 1; : : : ; M g classi�er (i.e. each of the personalized

models) provides a categorical posterior distribution forc, the class, which can take any

of the j 2 f 1; : : : ; Lg labels based on the current datay and the corresponding model

M i , that is

p(cjM i ; y ) =
LY

j =1

p[c= j ]
j j i ; (4.12)

where pj j i denotes the probability for the j -th label given the i -th classi�er, and [c = j ]

is an indicator function that returns 1 if c = j and 0 otherwise. The a priori class
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probability p(c) is categorical and is de�ned by the probabilities pj j0, which in the

equiprobable case result inpj j0 = 1=L, 8j . The optimal fusion rule is provided by the

joint posterior distribution, which can be shown [112] to be proportional to

p(cjM 1:M ; y ) /
Q M

i =1 p(cjM i ; y )
p(c)

=

Q M
i =1

Q L
j =1 (pj j i )[c= j ]

p(c)

=
LY

j =1

 
pj j1 � pj j2 � � � pj jM

pM � 1
j j0

! [c= j ]

; (4.13)

where we have used that the di�erent models are conditionally independent givenc. The

resulting joint distribution is categorical, from which the maximum a posteriori (MAP)

can be readily obtained to predict the classc.

Algorithm 2 General FL Algorithm

Input: number of clients M ; the architecture of local models h with initial ! 0

(if personalized models, then ! 0 = [ ! 1
0; :::; ! M

0 ]); local loss functions F i ; data
D = fD 1; : : : ; DM g; number of iterations T;
for t = 0 ; : : : ; T � 1 do

Server: sendQ(! t ) to each client
for i 2 M do

! i
t+1  argminF i (! ) + � A i (! ; ! t )

Upload local model parametersQ(! i
t+1 ) to server.

end for
Server: aggregate! i

t+1 as ! with di�erent FL algorithms
end for
Output: ! T

4.3 Federated Learning of Jamming Classi�ers: from Global

to Personalized Models

As the previous chapter discussed the classi�cation of jamming signals using Federated

Learning (FL), it highlights the potential of FL as a privacy-preserving and resource-

e�cient approach. FL allows for the joint training of machine learning models by mul-

tiple clients while keeping their data decentralized. This collaborative approach has

shown promise in GNSS interference management tasks and can e�ectively address pri-

vacy concerns associated with traditional crowdsourcing approaches. By leveraging FL,

each party can send their model to a central server, which updates a global model and

sends it back to the participants, ensuring that the original data remains protected.

This makes FL an e�ective solution for jamming signal classi�cation and o�ers a way to

overcome the challenges of data collection and privacy in GNSS integrity studies.
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A common problem in Federated Learning (FL) is the non-IID challenge, which di-

minishes learning e�ectiveness. Non-IID data refers to the scenario where the data

distribution across edge devices di�ers signi�cantly, posing unique challenges for FL

algorithms. Various approaches have been developed to address this issue. Person-

alized FL has garnered signi�cant attention as it tailors models to each client's local

data distribution. There are several ways to achieve this customization, including local

�ne-tuning [102, 103], meta-learning [104, 105], transfer learning [106], model mixture

methods [107], and pair-wise collaboration method [108].

Quantization is another crucial aspect in the �eld of Federated Learning [113]. It enables

e�cient communication and reduces computational costs by representing model param-

eters with lower precision. By quantizing the weights or gradients, we can signi�cantly

reduce the amount of data that needs to be transmitted during the aggregation pro-

cess. This is especially bene�cial in federated learning scenarios where communication

resources are limited and bandwidth is a constraint [114, 115]. Many quantization meth-

ods have been proposed, such as Uniform Quantization [116], Non-uniform Quantization

[117], Stochastic Quantization [118], Vector Quantization [119] and Quantization-Aware

Training [120]. Overall, integrating quantization into Federated Learning algorithms can

enhance scalability and privacy while maintaining reasonable model accuracy.

Similarly as in our preliminary section [3], we aim at training jamming signal classi�ers

using privacy-preserving strategies that can cope with crowdsourcing data collection

strategies. In this extended version, we further investigate the issues brought by non-

IID datasets and solutions based on personalized Federated Learning (FL) strategies,

as well as the impact of model quantization in the communication process. The main

objective of our work is to obtain a Neural Network (NN) based global model capable of

classifying di�erent jamming signals as depicted in Figure 3.2. To preserve client privacy

while leveraging crowdsourcing data collection strategies we exploit FL approaches as

shown in Figure 3.3 where model parameters are shared with clients allowing for local

classi�cation of jamming signals and avoiding data sharing. In the proposed framework

we assume the possible existence ofC di�erent jamming types while the FL approach is

performed over a network with M collaborative users. We study the FL-based jamming

classi�er under di�erent data distribution scenarios. In the �rst scenario clients' data

is independent and identically distributed (IID), that is, all clients observe a similar

amount of instances from all C classes. In the second, and more challenging, scenario

clients observe data that is unbalanced towards di�erent classes. Working with non-

IID data poses several challenges that are common in realistic scenarios, given that not

all clients have access to all available types of data. In the context of this work, this

is the case when not all participating users observe the same classes of jammers. In
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addressing the non-IID challenges within the context of jammer classi�cation, we in-

vestigate various techniques. Rather than employing a single global model distributed

amongst clients, we use a framework where each client maintains a personalized model.

This approach enables clients to more accurately represent their unique data distribu-

tions while simultaneously bene�ting from the collective knowledge derived from other

clients. In this research, we further investigate the e�ects of quantization techniques on

the transmission of parameters between clients and server, demonstrating the in
uence

of quantization bit depth on the performance of various algorithms.

4.3.1 Experiments

For the data and model setting, can check chapter 3. Here we present a set of experiments

to show the di�erent comparisons of FL algorithms in this jamming signal classi�cation

problem.

As evident from the aforementioned results in chapter 3, the Federated algorithm yields

unfavorable outcomes when applied to Non-IID datasets. In this section, we conduct

a comparative analysis with various algorithms to assess their performance in Non-

IID data settings. This evaluation encompasses several metrics. Firstly, we consider

accuracy (Acc), which has been discussed earlier. Additionally, we employ macro F-1

(F1) score to account for variations in sample and class distribution across di�erent

clients. Furthermore, we are interested in evaluating the accuracy of new data points

that lack prior information from any speci�c clients. This metric is referred to as Server

accuracy (S-Acc). As we discussed in the Federated Learning (FL) methodology section,

FedAvg, FedProx, and Ditto are able to learn a global model automatically. On the

other hand, FedAMP only utilizes personalized models, which require the use of a fusion

strategy. Moreover, we must also account for the impact of quantization bits. We

evaluate the performance using both 8-bit and 4-bit settings, as the di�erence from

the original 32-bit con�guration is marginal for 16-bit encoding, while the 2-bit scheme

yields unsatisfactory results.

The results for the various algorithms are presented in Table 4.1. It is evident that

Personalized Federated Learning (PFL) algorithms outperform Centralized Federated

Learning (CFL) algorithms with respect to accuracy. Notably, FedAMP consistently

delivers the highest accuracy across all data con�gurations, maintaining superior perfor-

mance even with 4-bit quantization, where its accuracy exceeds 70%. This is in contrast

to other approaches, which generally yield accuracy at or below 50%.

Ditto also achieve a fair good results some get similar results as FedAMP, but for 4-bit

quantization case, the algorithm loss the ability as the FedAMP to get fair good results.



Chapter 4. Personalized FL 63

Table 4.1: Results of di�erent Algorithms

Data Algorithms Acc F1 S-Acc S-F1 Acc-8 F1-8 S-Acc-8 S-F1-8 Acc-4 F1-4 S-Acc-4 S-F1-4

(40, 0.1)

FedAvg 82.84 82.75 82.84 82.75 69.86 50.96 69.86 50.96 35.92 10.55 35.92 10.55
FedProx 73.38 73.04 73.38 73.04 59.69 43.35 59.69 43.35 28.97 14.12 28.97 14.12
FedAMP 94.61 81.92 75.29 74.7 96.4 86.83 60.49 44.37 79.24 58.22 21.42 5.88

Ditto 93.63 83.3 72.47 72.8 95.2 84.45 67.17 40.97 53.02 35.68 34.63 8.57

(20, 0.1)

FedAvg 85.55 85.21 85.55 85.21 74.56 73.07 74.56 73.07 33.09 21.49 33.09 21.49
FedProx 60.95 55.22 60.95 55.22 57.41 51.29 57.41 51.29 18.59 7.44 18.59 7.44
FedAMP 95.34 71.74 61.71 56.2 93.87 69.97 59.91 54.01 71.39 37.33 17.16 4.88

Ditto 95.29 71.99 71.29 68.37 93.41 65.64 62.49 57.26 30.76 24.37 28.4 16.34

However, for server accuracy and server F1 score metric, it usually achieves better results

than FedAMP, as Ditto learn a server global model with the personalized model at the

same time, it achieve some robust ability than FedAMP which only have personalized

model, the server accuracy is get from fusion of personalized model.

Ditto also demonstrates commendable performance, with some outcomes comparable

to those of FedAMP, although it does not maintain the same level of e�cacy in the

4-bit quantization scenario. Despite this, Ditto excels in the metrics of server accuracy

and the F1 score. By learning a combined server global model alongside personalized

models, Ditto exhibits enhanced robustness compared to FedAMP, while the FedAMP

relies solely on personalized models, and the results of server metrics are from the fusion

of the personalized models.

When considering server accuracy and the F1 score, CFL emerges as the preferable

approach. As indicated by the data in the table, FedAvg consistently secures top-tier

results across various scenarios. Conversely, FedProx does not perform as well under our

experimental settings, suggesting a potential requirement for further hyperparameter

optimization, which falls outside the scope of this study.

Plus, our analysis reveals that quantization signi�cantly in
uences the training process:

the lower the bit-precision, the poorer the outcomes. However, the results at 8-bits

remain commendably robust, particularly within PFL frameworks. This �nding o�ers

valuable insights for the design of future Federated Learning systems.

4.4 Indoor �ngerprinting with Personalized FL

There has been a steady increase in indoor real-time locating and tracking systems.

With respect to the broader research domain of Positioning, Navigation and Timing,

indoor positioning and tracking o�ers a number of di�cult challenges. One approach to

positioning and tracking in such environments is RF �ngerprinting [12, 17]. The basic

idea of �ngerprinting is to build a database containing a collection of measured features at

designated reference locations within the environment, and to then perform positioning

by applying regression or classi�cation techniques to match new measurements to one
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or more of those in the database. Acquiring the database is time consuming and costly,

for which crowdsourcing approaches are relevant solutions. Traditional crowdsourcing

techniques involved users sending their data directly to a centralized server, which in

some situation may compromise users' privacy. Alternatively, Federated Learning (FL),

has recently attracted great interest due to its privacy-protecting nature and the e�cient

use of resources by harnessing the processing power of edge devices[97]. In the context

of localization, a number of studies have shown the potential of distributed learning

[121, 122, 123].

FL is a promising solution that enables many clients to jointly train machine learning

models while maintaining local data decentralization. Instead of exchanging data and

conducting centralized training, each party sends its model to the server, which updates

a joint model and sends the global model back to the parties. Since their original data

will not be exposed, FL is an e�ective way to address privacy issues [124].

A key and common data challenge in such distributed approaches is that the data from

di�erent clients is often non-independent and identically distributed (non-IID). For in-

stance, this is the case when di�erent FL clients collect data from distinct locations.

According to previous studies [72, 73, 125], non-IID data settings (such as label distri-

bution skewness, feature distribution unbalance, or training data amounts) reduce the

e�ectiveness of learning [70].

Recent e�orts to address FL under non-IID data have been proposed in [74, 125, 126]

but considering a single global objective. However, it is di�cult to converge to a global

model that provides a good personalized performance on every client when the data

is non-IID across di�erent clients. Another branch of studies [33, 70, 108, 127, 128,

129] have addressed the need of personalized local models for each client. Most of the

methods[33, 128], such as transfer learning or meta-learning, adapt or adjust the global

model for individual clients, while some methods[108, 129] utilize pair-wise collaboration

among clients to train personalized models.

In this chapter we envisage the use of personalized FL models for localization purposes.

In particular, we consider crowdsourced received signal strength (RSS) of WiFi data to

build �ngerprinting (data-driven) models, an approach that does not compromise train-

ing user's privacy. This problem connects with several scenarios where clients might be

moving in large, and possibly intricate, areas such as market halls, hospitals, university

campus, or even entire cities. In such scenarios the non-IID nature of the collected data

is evident, which is illustrated in Fig. 4.3 with di�erent clients focusing on di�erent areas.

The inherent complexity of local buildings and signal propagation makes personalized

models appealing solutions that can obtain region-speci�c models and at the same time

exploit information obtained from other areas. For this reason, we leverage Personalized
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Figure 4.3: Personalized FL involves clients (or agents) exploring an area in a possibly
uncoordinated manner with the goal of gathering features of interest to train local
models. As a consequence, di�erent clients might observe non-IID data due to exploring
di�erent areas more often. In the �gure, di�erent markers represent data collection from

di�erent agents.

FL strategies formulating the localization problem as a classi�cation problem. We spe-

cially focus on the recent algorithm FedAMP [108] since it shows superior classi�cation

performance in comparison to related algorithms. Although FedAMP obtained good

performance on di�erent classi�cation problems the direct application to localization

problems requires some adjustments. This is so, due to the data association problem

between data acquired in an unknown location and all possible personalized models. To

address this issue, we propose a Bayesian fusion strategy that combines the result of

multiple personalized models into a unique global model during the test phase.

4.4.1 Positioning Experiments

For our experiments we use the public available RSS data from UJIIndoorLoc database

[130] is used to evaluate our proposed federated learning-based localization system.

The UJIIndoorLoc database includes 19937 RSS samples distributed over 390 meters

in length to 270 meters in width area over four 
oors for training and testing. In our

experiments we focus on 
oor 1 located at building 1 to reduce the computational cost.

Figure 4.4 shows the latitude and longitude of the rooms in the selected 
oor. Because

some rooms had very few samples, we grouped neighbouring rooms to form larger areas

depicted in Figure 4.4 by color and labeled from 0 to 9. Our experiments will focus in

classifying RSS data coming from these 10 areas, but �rst we will present our non-IID

data spliting strategy.

4.4.2 Settings of non-IID Datasets

Among di�erent non-IID possibilities, we focus here on having an unbalanced distribu-

tion of the labels. For example, some clients collect more specialized points in several
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Figure 4.4: Latitude/Longitude map of the data location in the 
oor under test.
Di�erent color represent clusters of nearby data, treated as a single label in this study.

speci�c areas after navigating the scene more often. To simulate label distribution skew-

ness across clients, we use the Dirichlet distribution. This method has been used in many

recent FL studies [70] Speci�cally, for a given client i , we de�ne the probability of sam-

pling data from the j 2 f 1; : : : ; Lg label as the vector (pi; 1; : : : ; pi;L ) � Dir( � ), where

Dir( �) denotes the Dirichlet distribution and � = ( � i; 1; : : : ; � i;L ) is the concentration

vector parameter (� i;j > 0, 8j ). The advantage of this approach is that the imbalance

level can be 
exibly changed by adjusting the concentration parameter� i;j . If it is set

to a smaller value, the partition is more unbalanced.

However, unlike other works, we are not only interested in generating some unbalanced

data proportion, but also want that some clients have a similar label distribution, simi-

larly to [108]. Fig. 4.5 shows an example non-IID distribution with a total of 10 labels

and 10 clients gathering data in the area. A total of 3 groups are considered, each

group containing 3 dominating labels. In this setup, we assign the dominating classes

in �rst group by sampling data for clients 0 � 2 using large � values in those labels

� = (80 ; 80; 80; 20; : : : ; 20). Similar strategy is used when assigning the dominating

classes in other groups of clients (3� 5 and 6� 9 in the example). Using the aforemen-

tioned Dirichlet sampling approach provides more randomness to the study, as opposite

to setting a �x number of data points per client.
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Figure 4.5: An example of distribution label imbalance partition on the dataset.
The value in each rectangle represents the number of data samples of a given label
belonging to a given client. In this example, 3 groups of clients can be observed, each

having similarly distributed data but non-IID across groups.

4.4.3 Results

In this section we compare �ve di�erent strategies that di�er in their training and testing

settings. Speci�cally, we consider Global Model (GM) and Local Models (LMs) where

the �rst is trained using data from all areas whereas for LMs each individual model

is trained using only non-IID data associated to its speci�c area(s). Those models are

neural networks (NN) with the same MLP structure, having two hidden layers with

[256; 16] neurons and ReLu activations. Furthermore, as discussed in Section 2.2 we

perform fusion of the LMs class predictions to generate a unique prediction. We call

this LM with Fusion (LM-F). As a comparison we also present results when LMs are

directly used for classi�cation of RSS values. In this case the accuracy is computed

averaging the accuracy obtained for each local model. The same applies for the FL

models FedAvg, FedAMP and the fused version of the latter: FedAMP-F. Notice that

FedAvg does not have fused version because it is already based on building a unique

global model.

For all experiments we performed 50 Monte Carlo runs (randomly initializing the NNs

and performing data shu�ing) to make the results more stable and reliable.
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Figure 4.6, shows how the probability distribution changes before (FedAMP) and after

fusion (FedAMP-F) is performed. Speci�cally, when classc = 1 is to be classi�ed, the

top panel shows the probability distribution of p1ji , i = 1 ; : : : ; M . We can observe a

large performance variability depending on the used model. The bottom panel shows

the distribution of p(c = 1 jM 1:M ; y ) after fusion, which shows clear improvements in

terms of classifying correctly the label.

Figure 4.6: Distribution of classi�cation probabilities (top) before and (bottom) after
fusion of the di�erent local models.

We present performance results in Figures 4.7 and 4.8 where GMs are used merely for

benchmarks purposes. Fig. 4.7 shows the accuracy of all methods under the non-IID

data setting and di�erent number of classesL while keeping the number of clients �xed

M = 6. Analyzing the �gure we observe that, for all models, the performance decreases

as the number of classes increases. This is expected since increasingL reduces the

number of training samples available for each region,N i . When comparing the di�erent

non-global strategies we highlight the poor accuracy of LM models. This is so, due to the

data association problem and the lack of collaboration among clients. However, large

improvements are achieved when introducing client collaboration (i.e., FL methods)

or/and fusion. For instance, LM-F produces and average accuracy improvement in

comparasison with LM of approximately 18.7% while FedAvg and FedAMP leads to

average improvements of 23.4% and 21.7%, respectively. The best local model results

were obtained when considering FL strategies in conjunction with the Fusion strategy.

This can be seen for all number of classes where FedAMP-F presents the best non-global

result. In fact, for L = 10 and L = 15 FedAMP-F performs even better than the GM.
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This is due, however, to the fact that the same NN structure is used for GM and LMs

giving local models more 
exibility.

Figure 4.7: Accuracy of models as a function ofL , the number of classes.

In Fig. 4.8 we also examine the performance variation across di�erent number of clients,

M , while keeping the number of classes �xed,L = 10. As the number of clients increase,

the accuracy of LMs and LM-Fs decrease. This behavior is also expected since increasing

the number of clients also reduces the amount of data available for training each client.

While FedAvg achieves relatively stable results, the accuracy of FedAMP is decreasing

as M increases. However, fusing the local FedAMP models (FedAMP-F) leads to the

best results.

Figure 4.8: Accuracy of models as a function ofM , the number of clients.
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4.4.4 Results for di�erent hyper-parameters settings

In this section we examine the performance of the FedAMP and FedAMP-F as function

of their hyperparameters: ~� and � . Fig. 4.9 shows relative performance curves where

\Rate" is the ratio between the accuracy of FedAMP-F, GM and FedAvg as described in

the corresponding legends. Observing the top panel we can see that FedAMP-F seems

quite insensitive to variations of � . The bottom panel, however, shows great impact on

the FedAMP-F performance when varying ~� . The best results where obtained in the

range [0:01; 1]. The results in Figures 4.7 and 4.8 were obtained with� = 20, ~� = 1.

Figure 4.9: Sensitivity analysis of FedAMP-F to (top) � and (bottom) ~� .

4.5 Conclusions

In this chapter, we introduce the theory of personalized Federated Learning. Tackle the

challenging problem of non-IID data in jammer classi�cation and indoor positioning.



Chapter 4. Personalized FL 71

Moreover, a Bayesian fusion rule is proposed to merge personalized Federated Learning

models. This solution enables the applicability of such training schemes in situations

where we do not have prior knowledge regarding which model to use.



Chapter 5

Bayesian Clustered Federated

Learning

One of the main challenges of federated learning (FL) is handling non-independent and

identically distributed (non-IID) client data, which may occur in practice due to unbal-

anced datasets and use of di�erent data sources across clients. Knowledge sharing and

model personalization are key strategies for addressing this issue. Clustered federated

learning is a class of FL methods that groups clients that observe similarly distributed

data into clusters, such that every client is typically associated with one data distribu-

tion and participates in training a model for that distribution along their cluster peers.

In this chapter, we present a uni�ed Bayesian framework for clustered FL which asso-

ciates clients to clusters. Then we propose several practical algorithms to handle the,

otherwise growing, data associations in a way that trades o� performance and computa-

tional complexity. This work provides insights on client-cluster associations and enables

client knowledge sharing in new ways. The proposed framework circumvents the need

for unique client-cluster associations, which is seen to increase the performance of the

resulting models in a variety of experiments.

5.1 Introduction

Federated learning (FL) is a distributed machine learning approach that enables model

training on decentralized data located on user devices like phones or tablets. FL allows

collaborative model training without data sharing across clients, thus preserving their

privacy [46]. FL has been applied to computer vision [131, 132], smart cities [4, 133, 134],

or threat detection [135], among other pervasive applications [136]. However, FL faces

signi�cant challenges in handling non-independent and identically distributed (non-IID)

72
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data, where clients have unbalanced and statistically heterogeneous data distributions

[74, 137, 138]. This violates common IID assumptions made in machine learning and

leads to poor model performance.

To overcome non-IID challenges, recent works explored personalizing models to each

client while still sharing knowledge between clients with similar distributions [5, 108,

139]. One such approach is clustered federated learning (CFL), which groups clients by

similarity and associates each client with a model, which is trained based on the data

of clients on the same cluster [140, 141, 142]. It usually performs better in non-IID

data, with clustered clients sharing similar data distribution. However, fundamental

questions remain open on how to optimize client-cluster associations and inter-client

knowledge sharing under non-IID data. This work aims at addressing two problems of

current CFL schemes. 1) clients are clustered into nonoverlapping clusters, such that the

participating clients tend to converge rapidly into the same cluster after several rounds

of training, which may lead to ine�cient utilization of local information; and 2) a lack of

a uni�ed theory to describe the information sharing among clients and their contribution

to training multiple models.

In this work, we propose a new Bayesian framework that formalizes CFL as a Bayesian

data association problem [143], which is a process commonly used in computer vision,

robotics, and data analysis that involves matching observations or measurements to the

objects or sources among multiple candidates or tracks. This process is essential in

multi-target tracking [144], sensor fusion [145], and situation awareness applications,

where multiple objects or events are observed over time, and it is necessary to maintain

consistent labeling or identi�cation of those objects as new data arrives. In our case,

the analogy is that the global model shared by the server is treated as a mixture distri-

bution, where each model component corresponds to an \object", and the local data at

each client is the \observation". Instead of clustering clients and associating their data

to a given mode, the conceptual solution proposed here keeps track of all possible client-

cluster associations through probabilistic data association. This results in a principled

theory to model both client-cluster and client-client relations in CFL o�ering theoretical

insights into how to optimize CFL under non-IID settings, as well as connections to

existing CFL methods. However, the full posterior is generally intractable due to the

quickly growing number of data associations over communication rounds. To address

this challenge, the chapter provides three practical algorithms, each leveraging di�erent

approximations related to which association hypotheses to keep at each Bayesian recur-

sive update. A variety of experiments, including both feature- and label-skew non-IID

situations, show the systematic superiority of the proposed methods under the general

Bayesian CFL (BCFL) framework introduced in this chapter.
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5.2 Related works

Personalized Federated Learning. Many approaches try to tackle the non-IID issue

in FL. Personalized FL has attracted much attention, it customizes models to each

client's local data distribution. There are several ways to conduct customization. Local

�ne-tuning [102, 103], meta-learning [104, 105], transfer learning [106], model mixture

methods [107], and pair-wise collaboration method [108].

Clustered Federated Learning. However, these methods focus on client-level that

does not consider any cluster structure, such that clients with similar backgrounds or

data distributions are very likely to make similar decisions. Therefore, CFL was pro-

posed as an alternative, which provides a middle ground by grouping similar clients that

train a model on its cluster distribution [146, 147, 148, 149]. This balances personaliza-

tion with knowledge transfer between related clients. Some of the existing works group

the clients by model distance [140, 142] and gradient similarity [150]. Other works utilize

the training loss to assign a client to a cluster [141, 146]. However, these CFL meth-

ods partition the clients into non-overlapping clusters, typically converging to the same

cluster after only a few rounds of training, which results in an ine�cient utilization of

information for the entire training process. Other works tackle this problem by relaxing

the assumption that each client can only be associated with one data distribution, called

Soft Clustered FL. Some works use Fuzzy k-means [151] to group clients into clusters

allowing overlapping [152, 153, 154], while some works assign a client to multiple clusters

by comparing the inference loss either locally [155] or server-side [156]. There are also

some works that assume a mixture of distributions in local clients, enabling local clients

to be assigned to multiple clusters by using EM algorithm [157, 158].

Bayesian clustered Federated Learning. While those works made substantial

progress in di�erent CFL directions, there is a lack of a unifying theory. This article

provides a Bayesian interpretation of CFL, where client-cluster assignments are modeled

using data association theory [159, 160]. This principled approach enables the design

of practical solutions for CFL, some of which have interpretations in connection to the

existing works. This study addresses the challenge of de�ning the general association

between clients and clusters. While models such as IFCA [141] consider non-overlapping

memberships between clients and clusters, and soft CFL permits overlaps, their assign-

ment strategies rest on heuristic choices. In contrast, our work can accommodate various

assignment choices derived from data association theory, proposing speci�c, approximate

assignment solutions within this theoretical framework. To enhance the generality and

clarity of our approach, we adopt a Bayesian perspective to articulate the learning

problems with multiple clusters and the association relationship among the clients and
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Figure 5.1: An example (top) association relation between clients and clusters; and
details (bottom) of the operations and communications at the server and clients for

BCFL.

clusters. Please note that in Section 5.4, the proposed approximate methods also rely

on the assumption of non-overlapping clusters. However, we expand on this by utiliz-

ing multiple hypotheses rather than solely depending on the greedy approach, which is

common in other CFL methods.

CFL vs BCFL. Compared to CFL, Bayesian CFL enhances CFL by leveraging the

bene�ts of Bayesian inference. By integrating prior knowledge and inferring parameter

distributions, this approach e�ectively captures the intrinsic statistical heterogeneity

of CFL data, which facilitates the quanti�cation of uncertainties and model dynamics.

Consequently, it fosters the development of more robust and interpretable federated

models [161]. While the majority of existing Bayesian FL research has concentrated

on Bayesian training employing Variational Inference [76, 78], Laplace's approximation

[51], or Bayesian model aggregation [162]. However, papers combining Bayesian FL with

data association mechanisms are notably absent, especially in clustered FL. Addressing

this gap is the primary contribution of our thesis.
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5.3 Bayesian solution for clustered Federated Learning

We envisage (see Figure 5.1) a FL system withC clients, groups of which observe data

drawn from similar distributions. The server aggregates local model updates in a way

that generates multiple models (each corresponding to di�erent client clustering associ-

ations) which are then shared with the clients for further local training. The proposed

BCFL approach does not know the client associations beforehand, instead these are

learned leveraging probabilistic data association. The remainder of the section presents

the BCFL framework, featuring a solution that accounts for all possible associations;

then we discuss a recursive update version where at each FL communication round the

model updates only require local updates from the current dataset; �nally, we show that

such conceptual solution is generally intractable due to the growing number of associa-

tions, which motivates the approximations and practical algorithms proposed in Section

5.4. For convenience, we describe the notation conventions in Appendix 5.A.

5.3.1 Bayesian clustered Federated Learning (BCFL)

Problem formulation and conceptual solution. Following a Bayesian paradigm,

our ultimate goal is to obtain the posterior distribution p(
 jD ) of the set of model

parameters for the K clusters of the server model, 
 , f ! 1; : : : ; ! K g, given the local

data, D , fD 1; : : : ; DC g, of all C clients. Furthermore, within the clustered FL phi-

losophy, we aim to associate clients with each of theK clusters (or models). Thus, let

� = f � 1; : : : ; � K g 2 � be the set of K associations between clients and clusters, where� i

is a random �nite set (RFS) containing the indexes of all clients associated to clusteri ,

and � be the set of all possible client-cluster associations. Here,� i is treated as a RFS

since its cardinality j� i j and its index content are random [163, 164]. With these de�ni-

tions, we can expand the posterior distribution using Bayes rule and marginalization of

the hypotheses as

p(
 jD ) / p(Dj 
) p(
) =
X

� 2 �

p(D; � j
) p(
) (5.1)

where p(
) is the model shared by the server at a given iteration, we provide additional

details regarding the recursive updates in Section 5.3.2. In the chapter, we sometimes

use D � to compactly denote the joint variable fD ; � g which associates the data inD

according to hypothesis� .

Besides the complexity associated with the cardinality of 
, we also aim at a poste-

rior expression that can be evaluated in a distributed manner by fusing local posterior

updates from the clients.
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Alternatively, and without further approximations, we aim to express (5.1) as a mixture

distribution where each mode in the mixture represents di�erent client-cluster associ-

ation hypotheses and which can be (recursively) updated in a more manageable way.

More precisely, we target a posterior characterization of the form

p(
 jD ) =
X

� 2 �

� � p� (
) ; (5.2)

where for a given association hypothesis� we de�ne

� � =
~� �

P
� 2 � ~� � ; ~� � =

Z
p(D; � j
) p(
) d
 (5.3)

p� (
) = p(D; � j
) p(
) =~� � : (5.4)

Note that to guarantee that (5.2) is a mixture of proper distributions, we use a nor-

malization trick in (5.3) and (5.4) where we normalized the term p(D; � j
) p(
) with

~� � .

Moreover, an equivalent representation of the posterior isp(
 jD ) =
P

� 2 � p(
 jD ; � )P[� jD ],

which provides an interpretation for the terms in (5.2) as 1) the weights� � represent the

probability of a data association � given available data, � � = P[� jD ]; and 2) the mixing

distributions are the posterior updates given the associations� , p� (
) = p(
 jD ; � ).

We shall see that, under the assumptions thatthe clusters are mutually independent (i.e.,

p(
) =
Q K

i p(! i )) and that the local datasets are conditionally independent (D i ? D i 0
,

for i 6= i 0, given 
 and � ) , the mixing distributions in (5.4) is

p� (
) /
KY

i =1

p(D � i
j! i )p(! i )

| {z }
/ p� i (! i )

(5.5)

where D � i
, fD j gj 2 � i , p(D � i

j! i ) = p(D; � i j! i ) is the likelihood of data associated ac-

cording to � i , and p� i
(! i ) = p(! i jD � i

) is the normalized posterior of the i -th cluster

given its associations with the clients indexed by� i . Similarly, the weights in (5.3) can

be manipulated as

� � /
KY

i =1

~� � i

z }| {Z
p(D � i

j! i )p(! i )d! i =
KY

i =1

~� � i
: (5.6)

where ~� � i
is the unnormalized weight associated withp� i

(! i ). It can be observed from

(5.5) and (5.6) that these quantities can be factorized, and thus computed, for each

cluster. As a result, the target posterior (5.2) can be written as

p(
 jD ) =
X

� 2 �

� � p� (
) =
X

� 2 �

KY

i =1

� � i
p� i

(! i ) : (5.7)

where� � i
= ~� � i

=
P

� 2 �
Q K

i =1 ~� � i
, and the normalization must be computed at the server.
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Decentralized computations. Finally, further manipulations to the terms in (5.7)

can be performed in order to show that both the mixing distribution and the weights,

under an association hypothesis� , can be obtained from local posterior updates in a

decentralized manner. First, following the methodology in [162] we obtain that

p� i
(! i ) /

Y

j 2 � i

p(D j j! i )p(! i ) /
Y

j 2 � i

p(! i jD j ) ; (5.8)

where the product is over all clients associated with thei -th cluster under the current

association hypothesis. Therefore,p(! i jD j ) denotes the local posterior update of the

parameters of thei -th cluster given the data from the j -th client, which can indeed be

computed locally. Secondly, we can similarly see that under certain approximations, the

weights � � can be evaluated as product of locally computed weights� � i
for a speci�c

data association hypothesis� . Unfortunately, integral and product in � � i
cannot be

swapped in general. A simpli�cation to achieve such distributed computation capability

is to use the expected value ofp(! i ), denoted as ^! i , such that ~� � i
in (5.6) are

~� � i
=

Z Y

j 2 � i

p(D j j! i )p(! i )d! i �
Y

j 2 � i

~� j;i (5.9)

where ~� j;i = p(D j j !̂ i ) are the unnormalized weights computed locally at thej -th client

informing about the probability of associating its data to cluster i . A further re�nement

is to employ multiple samples from p(! i ). For instance, one could randomly generated

N samples using importance or deterministic sampling. These set ofN samples and

associated weightsf ! i
` ; � `gN

`=1 could then be used to approximate the integral in (5.6)

such that ~� � i
�

P N
`=1 � `

Q
j 2 � i ~� j;i

` with ~� j;i
` = p(D j j! i

` ). Notice that this approach also

enables local computation of weights to �nally obtain (5.6) at the server, which is in

charge of computing the normalization constant
P

� 2 �
Q K

i =1 ~� � i
that requires all local

~� � i
.

5.3.2 BCFL communication rounds as recursive updates

FL typically involves multiple communication rounds, where the server shares its model

parameters to the clients such that local updates can be performed. This process is

performed repeatedly such that the model learning is improved over iterations, which

we denote by indext. Similarly, BCFL can be implemented over multiple communication

rounds and this section formulates the recursive update of the main equations described

in Section 5.3.1, as well as the associated challenges.

Following a Bayesian framework, we focus in computing the posterior distributionpt (
) ,

p(
 jD1:t ) of the set of parameters given all available data up to iteration t, that is,
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D1:t , fD 1
1:t ; : : : ; DC

1:t g with D j
1:t , fD j

1; : : : ; D j
t g for the j 2 f 1; : : : ; Cg client. If a �nite

number of iterations T are performed, then the iteration index is an integer t 2 [0; T]

such that t = 0 denotes the initialization step of BCFL. Notice that T can be arbitrarily

large, or even in�nite-horizon when T ! 1 . This de�nition of the datasets D j
t encom-

passes di�erent situations. For instance, D j
t could be randomly drawn from the same

random local distribution or be the same dataset at every iteration.

Our goal is to obtain a recursive update equation where at each time stept the resulting

posterior can be written as a mixture distribution in the form of (5.2), but summed over

all possible association hypothesis at every time step. Thus, de�ning� t 2 � t as the set

of associations hypothesis selected at timet, the posterior pt (
) can be written as:

pt (
) =
X

� 1: t 2 � 1: t

� � 1: t p� 1: t
t (
) ; (5.10)

where � 1:t = � 1 � � � � � � t is the set of all possible client/cluster associations until

iteration t such that
P

� 1: t 2 � 1: t
=

P
� 12 � 1

P
� 22 � 2

� � �
P

� t 2 � t
.

Since (5.10) can be interpreted aspt (
) =
P

� 1: t 2 � 1: t
p(
 jD1:t ; � 1:t )P[� 1:t jD1:t ], analo-

gously as in (5.2), we have that: 1)� � 1: t = P[� 1:t jD1:t ] is the data association hypotheses

posterior for the entire sequence up to iterationt; and 2) p� 1: t
t (
) = p(
 jD1:t ; � 1:t ) is

the model parameter posterior using data up tot and association hypotheses� 1:t . For a

more compact notation, let us useh , � 1:t � 1 and H t � 1 , � 1:t � 1 to denote a particular

choice of past associations and the set of all possible past associations, respectively, such

that � 1:t = H t � 1 � � t .

To obtain a recursive update expression, we leverage the Bayesian recursionpt (
) /

p(Dt j
) pt � 1(
), where, similarly to (5.1), the likelihood function p(Dt j
) ,
P

� t
p(Dt ; � t j
).

Noting that the prior pt � 1(
) can also be written as mixture distribution as in (5.10),

we achieve the following recursive update equation:

pt (
) / p(Dt j
) pt � 1(
)

=

0

@
X

� t 2 � t

p(Dt ; � t j
)

1

A

0

@
X

h2H t � 1

� hph
t � 1(
)

1

A

=
X

h2H t � 1

X

� t 2 � t

� hp(Dt ; � t j
) ph
t � 1(
) (5.11)

which updates every hypothesish 2 H t � 1 of the posterior at t � 1 with every new associ-

ation hypothesis � t 2 � t . Finally, to express (5.11) as a mixture of proper distributions,

one can resort to a normalization trick akin to the one used in (5.3){(5.4), reaching

the mixture form in (5.10). This can be achieved by considering the Bayes update
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p� 1: t
t (
) = p(Dt ; � t j
) ph

t � 1(
) =� � t jh under association hypotheses� 1:t and corresponding

unnormalized weight ~� � 1: t = � h ~� � t jh (5.12)

with ~� � t jh =
R

p(Dt ; � t j
) ph
t � 1(
) d
. The normalized weights are then

� � 1: t = ~� � 1: t =
X

h2H t � 1

X

� t 2 � t

~� � 1: t :

We call attention for the recursive form of the weight updates in (5.12), where the

unormalized weight ~� � 1: t is obtained by updating past hypotheses weight� h with the

current unormalized weight hypothesis ~� � t jh . Note that the posterior update at t can be

computed as detailed in Section 5.3.1 where it is shown that this can be achieved using

only local computations, which are aggregated at the server. Algorithm 3 presents the

pseudo-code for the BCFL approach.

5.3.3 The explosion of association hypotheses

A major issue regarding the Bayesian framework presented above is the quick growth of

association hypothesis over communication roundst. At a given iteration, the number of

possible associations forK clusters andC clients is given byN (K; C ) =
Q K

i =1
P C

c=0 C(C; c),

where C(C; c) = C!
c!(C� c)! represents the number ofc element combinations out of C

elements. Furthermore, the number of hypotheses in the posterior distribution in-

creases very rapidly due to the recursive training. That is, at a given iteration t, the

number of possible clusters corresponds to the modes of the shared prior distribution,

N t (K t � 1; C) = jH t � 1j =
Q t

� =1 N � (K � � 1; C), causing N (K t ; C) to explode. Therefore,

due to this curse of dimensionality, we observe that evaluation of the exact posterior is

intractable and that approximations are necessary in order to design e�cient algorithms

that approximate the conceptual solution provided by (5.10). The proposal of such

algorithms, based on three di�erent approximations, is the purpose of Section 5.4. In

general, we aim at �nding a subset of data associationŝ� t � � t , such that j�̂ t j � j � t j

while a cost minimization ensures relevant associations are kept, thus formulating this

as an optimization problem.

5.4 Approximate BCFL: simpli�ed data association strate-

gies

To address the intractability of the number of association hypotheses, this section

presents three di�erent strategies to select subsets of associations hypotheses, as well
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as their corresponding practical algorithms. In particular, this section discusses the

metric used to quantify the cost of associating a client to a cluster, which is then used

to make decisions on the desired association subsetŝ� t . As discussed in the literature

review, Cluster Federated Learning frameworks incorporate distinct methods for assign-

ing clients to clusters. This assignment can be seen as the one of our association here.

In standard clustered FL, each client is assumed to belong to a unique, non-overlapping

cluster. Cluster-client associations are determined by strategies that either rely on loss

metrics or model similarity to identify the optimal alignment. However, these approaches

typically restrict themselves to a single "best" association without considering how al-

ternate associations might also bene�t the overall system's performance. In contrast,

soft cluster FL permits client membership across multiple, potentially overlapping clus-

ters, yet it still defaults to a solitary association decision. Our study proposes exploring

the potential advantages of allowing multiple concurrent cluster-client associations to

enhance the e�cacy of the federated learning process.

We examine non-overlapping structures due to the increased complexity associated with

overlapping structures. To articulate this more formally: a key assumption is that at

any iteration t a client can only be associated with one cluster for a given hypothesis.

Notice however that since multiple association hypotheses are considered, every client

has a chance to being associated with di�erent clusters. This implies that there are no

duplications in the di�erent client partitions, thus, dramatically reducing the number

of possible associations. Additionally, we assume that every selected client must be

associated with a cluster such that all data is used.

5.4.1 Data association as an optimization problem

In order to simplify the overwhelmingly large number of hypotheses, this article pro-

poses three approximate methods that select suboptimal data associations following a

probabilistic approach. The upcoming subsections present three alternative algorithms

that exploit such hypotheses reduction schemes, while in this subsection we introduce

the concepts and formulate the problem as an optimization problem that can be solved

e�ciently.

The selection of data hypotheses is based on the maximization of their posterior probabil-

ity given available data, summarized by ~� � t ;h , � h ~� � t jh . To avoid numerical instabilities,

it is advisable to use the negative log-probabilities instead,̀ � t ;h , � log(� h ~� � t jh). In the

general case, at a given instantt we aim at selecting theM � 1 hypotheses with largest

(log-)probability:
~� � ?

t; (1) ;h?
(1) � � � � � ~� � ?

t; ( M ) ;h?
( M ) � ~� �;h ; (5.13)
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8� 2 � t nf � ?
t; (m)g

M
m=1 , 8h 2 H t � 1nf h?

(m)g
M
m=1 , and where � ?

t; (m) and h?
(m) denote the

current and past associations leading tom-th highest weight, respectively.

In terms of �nding the M best hypotheses, we formulate this as an optimization problem

such that for a given solution we aim at minimizing the negative log-weights` � t ;h =

� log(~� � t ;h). Therefore, the problem can be formulated as

(� ?
t ; h?) = arg min

(� t 2 � t ;h2H t � 1 )
` � t ;h (5.14)

= arg min
(� t 2 � t ;h2H t � 1 )

KX

i =1

X

j 2 � i
t

� log(~� j;i jh)

| {z }
~� � t j h

� log � h

with the quantities de�ned in (5.6) and (5.9). We observe that the optimization problem

in (5.14) can be interpreted as an assignment problem, and thus solved using existing

optimization methods. Additionally, to rank the M solutions we can leverage Murty's

algorithm [165] in conjunction to the assignment solution.

To connect (5.14) to the assignment problem formulation [166] adopted in this chapter,

we introduce its basic notation. Let L 2 RC� K be a cost matrix whose entriesL j;i

represent the cost of assigning thej -th client to the i -th cluster, and A be a binary

assignment matrix with entries A j;i 2 f 0; 1g. The total cost of a given associationA

can be written as Tr(A> L). The assumption that a client's data can only be associ-

ated with one cluster can be imposed with the constraint
P K

i =1 A j;i = 1, 8j over the

association matrix A. In general, we would like to select associations with the smallest

cost. Obtaining the best association according to Tr(A> L) =
P K

i =1
P C

j =1 A i;j L j;i can

be formalized as a constrained optimization problem of the form

A? = arg min
A

KX

i =1

CX

j =1

A i;j L j;i ;

s.t. A i;j 2 f 0; 1g; and
KX

i =1

A j;i = 1 ; 8j ; (5.15)

for which e�cient algorithms exist such as the Hungarian or the Auction algorithms

[167], as well as the Jonker-Volgenant-Castanon algorithm [168, 169]. Remarkably, a

naive solution to the optimization has factorial complexity, while those algorithms can

solve the assignment problem in polynomial time. The optimization of (5.15) results in

the optimal association matrix A?, which is equivalent to �nding the optimal association

variable ~� � ?
t ;h?

where the elements of the cost matrixL i;j = � log(~� j;i jh) � log � h are

such that the assignmentsA correspond to a unique� t 2 � t . As a consequence, we can
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use the aforementioned assigment algorithms to �nd sets of client-cluster associations,

which is leveraged in the practical BCFL methods proposed next.

In the next subsections we will discuss three simpli�cation approaches to reduce the

total number of associations carried from one iteration to the next. When only one

hypothesis is maintained, that is, jH t � 1j = 1, then ~� �;h = ~� � jh since � h = 1. In that

scenario the optimation problem in (5.14) simpli�es since the log� h = 0. Equivalently,

L i;j becomesL i;j = � log(~� j;i jh) in (5.15).

5.4.2 Approximate BCFL algorithms

Greedy Association: BCFL-G. The most simplistic association is to follow a greedy

approach where at each iterationt only the best association is kept, leading tojH t � 1j = 1.

Denoting as � ? the association leading to the optimal assignment,M = 1, and denoting

the sequence of optimal associations by� ?
1:t , f � ?

1; � ?
2j� ?

1; : : : ; � ?
t j� ?

1:t � 1g, the posterior

in (5.10) can be approximated as

pG
t (
) = p� ?

1: t
t (
) =

KY

i =1

p� ?;i
1: t

t (! i ) (5.16)

where we have� � 1: t = � � ?
1: t = 1, since only the best association is kept at each timet.

The posterior in (5.16) can be recursively obtained from the posterior of the previous

time step, that is, p� ?;i
1: t

t (! i ) / p(D � ?
t ;i

t j! i
t )p

� ?;i
1: t � 1

t � 1 (! i ) as discussed in Section 5.3.2. Note

that unnormalized local updates of the posterior can be computed locally at the clients

while aggregation and normalization need to be performed in the server. Algorithm 4

presents the pseudo-code for BCFL-G.

The greedy approach has several bene�ts, mostly related to its reduced complexity which

makes it computationally cheap and relatively simple to implement. The downside is

that there is no guarantee that the selected trajectory of hypotheses { which are the best

for a given iteration conditional on past associations { is optimal in a broader sense of

~� � ?
1: t � ~� � 1: t ; 8� 1:t 2 � 1:t . Therefore, this points out that keeping a speci�c association

only might not be su�cient to represent the uncertainty of the random variable � 1:t ,

which motivates the next two practical strategies.

The resulting BCFL-G, for greedy, association strategy is somewhat correlated with the

method proposed in [141], despite their deterministic perspective, in which the best clus-

ters are selected at every time step by maximizing the data-�t at each client. However,

regardless the existing similarities, we highlight that the Bayesian framework proposed

in this chapter is more general, which enables many other association strategies as dis-

cussed next.
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Consensus Association: BCFL-C. Consensus strategies for propagating multiple

hypothesis distributions have been proposed in the multi-target tracking scenario [170].

Analogous to the joint probabilistic data association (JPDA) tracker, we propose an

association strategy that is composed of two steps. First, the bestM > 1 associations

are found and the equivalent posteriors are updated. Then, these posteriors are merged

leading to a single hypothesis. This implies that at every iteration the number of past

hypotheses isjH t � 1j = 1, simplifying the optimization problem in Section 5.4.1. We

refer to this the consensusapproach, or BCFL-C for short. This additional aggregation

of hypotheses improves the uncertainty characterization of� 1:t , which in turn results in

better performance results as is discussed in the results section. Noticeably, the com-

putational complexity of BCFL-C is comparable to that of BCFL-G. Following similar

de�nitions as in BCFL-G, we denote the resulting posterior approximation as

pC
t (
) =

KY

i =1

MERGE

 
MX

m=1

� � ?;i
t; ( m ) jhp

� ?;i
t; ( m ) jh

t jt � 1 (! i )

!

(5.17)

where p
� ?;i

t; ( m ) jh

t jt � 1 (! i
t ) is the posterior distribution of cluster i given the m-th best instan-

taneous hypothesis� ?;i
t; (m) and past associationsh. The MERGE(�) operator is a function

that fuses the M into a single density, which can be accomplished by moment matching

or other techniques [59]. For Gaussian densities, this can be easily obtained [38, 171],

see Appendix 5.C. Algorithm 5 presents the pseudo-code for BCFL-C.

Multiple Association Hypothesis: BCFL-MH. A relaxation of the approximations

performed by BCFL-G and BCFL-C, where a single hypothesis is propagated over itera-

tions, is to keep track of several trajectories of possible association hypotheses, similarly

proposed in the multiple hypotheses tracking (MHT) �ltering target tracking [172]. The

general posterior in (5.10) then results in themulti-hypothesis approach BCFL-MH:

pMH
t (
) =

X

� 1: t 2 �̂ 1: t

� � 1: t p� 1: t
t (
) ; (5.18)

which in essence implies �nding the subset̂� 1:t � � 1:t of M max = j�̂ 1:t j highly-promising

hypotheses that the method would update. The identi�cation of this subset and its re-

cursive update can be performed by pruning associations with weights smaller than a

prede�ned threshold, then use Murty's algorithm or similar to rank the best M max asso-

ciations. BCFL-MH is arguably more complex to implement due to the need for keeping

track of multiple association hypotheses. However, we will see that its performance is

typically superior since for largeM max values the uncertainty of associations hypotheses

can be accurately characterized. The BCFL-MH distribution in (5.18) is then param-

eterized by weights and densities for each of theM max trajectories selected at round
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t, f � � 1: t ; f p� i
1: t

t (! i )gK
i =1 g� 1: t 2 �̂ 1: t

. For a given hypothesis, the weight and densities are

computed as described in Section 5.3 and Algorithm 5.

5.5 Experiments

To validate the proposed BCFL methods under both feature- and label-skew situa-

tions, we generate four non-IID scenarios using four well-known datasets: Digits-Five,

AmazonReview, Fashion-MNIST and CIFAR-10 (see Appendix 5.D.1). Digits-Five and

AmazonReview contain data coming from di�erent categories, making them suitable to

test feature-skewed situations.

To generate the feature-skewed scenario we split data with di�erent characteristics

among multiple clients. We create two scenarios using Digits-Five and AmazonRe-

view since data from these datasets are already categorized into di�erent groups. For

Digits-Five, we split the data among C = 10 clients, 2 per sub-dataset, leading to 5

disjoint client groups. For AmazonReview, we split the data among C = 8 clients,

2 per merchandise category. As for label-skewed data, we generate two scenarios us-

ing Fashion-MNIST and CIFAR-10, generating label-skewed groups using a two-stage

Dirichlet-based sampling approach [140], process that is controlled by the concentration

parameter � which is set to 0:1 in our experiments. Additional details in Appendix

5.D.2.

Baseline models and system settings. We selected two competing methods for

benchmark purposes. They are the well-known FedAvg [46], which is a single-model-

based FL strategy, and WeCFL which is the state-of-the-art clustered FL method [140].

In this work, we consider the training of a neural network (NN) model using FL, in which

case the local posteriors in (5.8) are obtained using Laplace approximation as in [51] and

the weights in (5.9) are related to the corresponding training loss. Details on the system

settings can be found in the Appendix 5.D.2.Model warm-up. In the experiments we

evaluate the impact of model warm-up, whose purpose is to improve the initialization of

the local models, potentially improving the overall FL solution. In this work, warm-up

is implemented in two steps: �rst using a Euclidean-distance metric [140] to cluster the

parameters of local models and then aggregating them into a merged model, which is

then shared among those in the same cluster. Experiments reveal that, while warm-up

can be bene�cial in terms of convergence time and accuracy, the BCFL schemes exhibit

competitive performances without thus making warm-up not strictly necessary.

Evaluation metrics: We evaluate the performance using both micro accuracy (acc %)

and macro F1-score (F1) on the client-wise test datasets due to high non-IID degrees.
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Figure 5.2: Accuracies for AmazonReview (left panel) and Fashion-MNIST (right
panel) datasets.

Micro average is performed for accuracy to balance the di�erent number of samples in

the clients.

Table 5.1: Performance comparison on cluster-wise non-IID. For Digits-Five and
AmazonReview feature-skewed data scenarios, Feature (K; C=K ) indicates K data
groups with C=K clients per group. For Fashion-MNIST and CIFAR-10 label-skewed
data scenarios, Label (K; C=K; � ) indicates also the value of the Dirichlet concentration

parameter � .

Datasets Digits-Five AmazonReview Fashion-MNIST CIFAR-10

non-IID setting Feature (5; 2) Feature (4; 2) Label (4; 10; 0:1) Label (4; 10; 0:1)

Methods Acc F1 Acc F1 Acc F1 Acc F1

FedAvg 93:18 92:95 87:71 87:70 85:00 53:14 39:89 21:19

FeSEM [142] 93:98 93:80 85:30 85:27 96:82 92:77 72:88 51:02

WeCFL [140] 93:81 93:58 85:57 85:51 96:74 92:0 72:91 51:69

FedAMP [108] 92:71 92:43 87:90 87:82 95:70 76:42 67:22 48:15

FeSoft [158] 91:65 91:38 85:18 85:12 93:90 84:77 68:01 48:28

BCFL-G 94:35 94:16 87:53 87:5 96:81 93:51 64:73 44:22
BCFL-G-W 94:48 94:29 87:58 87:57 96:69 92:21 72:95 52:01

BCFL-C-3 94:04 93:84 87:95 87:93 96:84 90:16 72:12 50:97
BCFL-C-3-W 94:35 94:17 88:22 88:20 96:88 90:06 73:18 52:61
BCFL-C-6 94:14 93:93 88:11 88:09 96:58 86:55 68:73 47:40
BCFL-C-6-W 94:42 94:24 87:96 87:95 96:71 87:31 72:22 50:02

BCFL-MH-3 95:39 95:22 88.74 88.74 97:13 93.70 74:35 56:24
BCFL-MH-3-W 95:83 95:70 88:38 88:38 97.40 93:42 76:19 58:42
BCFL-MH-6 96:02 95:88 88:16 88:15 97:27 92:56 75:26 53:45
BCFL-MH-6-W 96.22 96.08 88:43 88:43 97:33 90:62 77.56 59.18

Comparison study. Table 5.1 provides insights into the performance of di�erent meth-

ods on various datasets. We refer to the BCFL methods by their acronyms and append

an `-W' to denote the use of warm-up. For BCFL-C and BCFL-MH, a number is

also included to denote the number of associations considered,M and M max , respec-

tively. We can notice the superior performance of the proposed BCFL variants. In fact,

all the best results were obtained by the BCFL-MH class of methods in all datasets.
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Figure 5.3: Warm-up comparison of accuracy for Digits-Five (left panel) and CIFAR-
10 (right panel)

We highlight, however, that the BCFL-MH variants are inherently more costly since

they explore multiple association hypotheses throughout iterations. The less expensive

BCFL-G and BCFL-C present results that are close to the results obtained BCFL-MH

in most datasets and slightly superior to results obtained with WeCFL. FedAvg, which

serves as a baseline, is surpassed by WeCFL in terms of performance, except for Ama-

zonReview dataset. This suggests that AmazonReview dataset may not exhibit strong

non-IID characteristics, given that a centralized model like FedAvg can outperform other

methods, including BCFL-G.

Methods that incorporate warm-up tend to show slightly improved results compared to

those without. Nevertheless, this indication of improvement should be taken lightly as

both exhibit comparable results.

Convergence analysis. Figure 5.2 shows the convergence curves of several clustered

FL methods including WeCFL, and multiple BCFL variants (G, C-3, C-6, MH-3, and

MH-6, all without warm-up) for the AmazonReview and Fashion-MNIST datasets. It

indicates that BCFL-MH-6 exhibits the fastest convergence rate among all methods.

Indeed, according to our practical experience, BCFL-MH converges faster than the other

methods in general. We evaluate the e�ect of using a warm-up stage for the BCFL

methods. The convergence curves depicted in Figure 5.3 indicate that warm-up can

slightly accelerate convergence. Similar �gures for the other datasets are provided in

Appendix 5.D.3.

Clustering analysis. To better understand the dynamics of information-sharing among

clients, we visualize the clients' cluster graph across all rounds. Figure 5.4 focuses on

the Digits-Five dataset, similar analysis for the other experiments can be found in Ap-

pendix 5.D. In the �gure, the thickness of the edges between clients represents the degree

of information sharing between them during the training process (i.e. their accumulated

probability of associating to the same cluster). The graph shows that while WeCFL

indeed converges to groups, BCFL-G exhibits more client connections and potential for
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information exchange. With even more client connections, BCFL-MH formed connec-

tions among almost all clients. Nevertheless, we can notice that stronger connections

were formed between client groupsf 0; 1g, f 2; 3g, f 4; 5g and f 6; 7; 8; 9g, correctly cluster-

ing clients observing similar features. There is a considerable connection between groups

f 2; 3g and f 4; 5g as well, which could be considered a cluster itself.

(a) DF (b) WeCFL (c) BCFL-G (d) BCFL-MH-3

Figure 5.4: Client clustering during training for Digits-Five and selected CFL meth-
ods. K = 5 clusters are pairwise split into C = 10 clients, noted on the left labeling in

(a).

5.6 Conclusion

This work presents a unifying framework for clustered FL that employs probabilistic

data association to infer the relation between clients and clusters. The framework shows

the conceptual solution to the problem and highlights the need for approximations lead-

ing to feasible implementations. It paves the way for new research solutions to address

the long-standing challenge of handling non-IID data in FL systems. In particular,

three di�erent approximations to reduce the number of association hypotheses are pro-

posed, with di�erent complexity requirements, exhibiting competitive results superior to

state-of-the-art methods. Additionally, the probabilistic framework provides uncertainty

measures that enable cross-client/cluster pollination, enhancing performance. Future

work includes extending BCFL to estimate the number of clusters, which has the added

challenge that the parameter space has an unknown cardinality.
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Appendix 5.A Notation

Table 5.2: Table of relevant notation conventions.

Notation De�nition

K , i Number of clustered models in server and cluster model index.

C, j Number of local clients and client index.

! i , 
 i � th cluster model parameters and combined parameters for theK clusters.

t FL communication round index

D j , D j -th client local dataset and combined dataset for all clients.

� i , � , � Client association indices for clusteri , combined association hypotheses for all

clusters, and set of all associations.

� � , ~� � Normalized and unnormalized posterior weights for association� .

� j;i , ~� j;i Normalized and unnormalized local likelihood of clientj given cluster i .

� j;i
t , ~� j;i

t same as last one but with communication roundt.

p� (
), p(
) Posterior density given the association hypothesis� , and full posterior.

p� i
(! i ), � � i

Posterior density of cluster i given the association hypothesis� and its weight.

D j
1:t , D1:t Client j dataset from iterations 1 to t, and combined dataset from all clients.

� 1:t , � 1:t Set of all possible hypotheses from 1 :t and a particular association.

� � 1: t , p� 1: t
t (
) Weights and posterior given association� 1:t .

H t � 1, h Set of past associations and a particular one.

� h Accumulated weights from past h associations.

N (K; C ) Number of total associations givenK clusters andC clients.

A, L Assignment and cost association matrices.

� ?
t jh Optimal association at t given past associationsh.

� ?
t; (m ) m-th best association at t given past associationsh.

` � Negative posterior log-weight given� .

pt (
) Full posterior at t.

pC
t (
) BCFL-C posterior approximation at t.

pG
t (
) BCFL-G posterior approximation at t.

pMH
t (
) BCFL-MH posterior approximation at t.
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Appendix 5.B Algorithms

In this appendix, we bring the pseudo-code for the conceptual BCFL algorithm 3, which

retains all possible associations at each iteration, and the approximations with pseudo-

codes given in Algorithm 4 for BCFL-G and Algorithm 5 for both BCFL-C and BCFL-

MH.

Note that in the conceptual algorithm 3, there is no need for identifying speci�c sub-

sets of associations, instead, all associations are retained. This approach allows for the

simultaneous update of association weights and the local posterior. Conversely, the

approximated algorithm requires a pre-selection of associations to be preserved, neces-

sitating a decision prior to local model training. Consequently, the process involves two

communication rounds: the �rst to upload association weights and con�rm the decision,

followed by a second where the decision is downloaded locally to guide training, thereby

reducing super
uous computational expenses.

For algorithm BCFL-G 4, M max = 1, the generated hypothesis will be singular, signi�-

cantly simplifying computations. Moreover, e�ciency gains can be achieved by localizing

decision-making, which eliminates the need for one round of communication since the

optimal association is selected through a greedy approach known locally, removing the

necessity to transmit data back to the server. This process aligns with the IFCA method

introduced by [141], as detailed in Algorithm 4.

Regarding the other two approximations BCFL-C and BCFL-MH, see Algorithm 5, the

complexity is mitigated by keeping only the most promising M max hypotheses under the

assumption that, in each hypothesis, one client can only be associated to one cluster.

If all updated hypotheses are merged into a single one for the next iteration, we call it

BCFL-C, whereas if we keepM max for the next iteration, it is referred to as BCFL-MH,

as described in Algorithm 5.

In the case of the BCFL-C, whereM max is not equal to 1, the server's role is to merge all

M max hypotheses. Detailed information on how this merging is executed can be found

in the Appendix 5.C.

As for the BCFL-MH algorithm, where M max are not equal to 1, pruning is performed

maintaining M max hypotheses with largest weights.
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Algorithm 3 Conceptual BCFL algorithm

Input: K

Initialization: H 0, ff � � i

0 ; p� i

0 (! i )gK
i =1 g� 2H 0 ;

for t = 1 ; � � � ; T do

Server do

Broadcast ff p� i jh
t � 1(! i )gK

i =1 g� 2H t � 1 to participating clients

end Server

for Client j 2 f 1; : : : ; Cg in parallel do

for every hypothesish 2 H t � 1 in parallel do

Compute association weightf ~� j;i jh
t gK

i =1 as in (5.9)

Compute posterior update f p� i jh
t (! i jD j )gK

i =1 for each clusteri

Transmit f ~� j;i jh
t ; p� i jh

t (! i jD j )gK
i =1 to the server

end for

end for

Server do

Update hypothesis setH t = H t � 1 � � t

Compute f p� i jh
t (! i )gK

i =1 as in (5.8)

Compute posterior p� 1: t
t (
) /

Q K
i =1 p� i jh

t (! i ), for all � t 2 � t and h 2 H t � 1

Compute f � � i jh
t gK

i =1 as in equation 5.9 and obtain� � 1: t / � h ~� � t jh

Compute full posterior pt (
) as in equation 5.11

end Server

end for

return: pt (
)
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Algorithm 4 BCFL-G algorithm

Input: K

Initialization: f pi
0(! i )gK

i =1 ;

for t = 1 ; � � � ; T do

Server do

broadcast f pi
t � 1(! i )gK

i =1 g to selected clients

end Server

for Client j 2 f 1; : : : ; Cg in parallel do

Compute association weightpt (D j j! i
1)

Compare weights across clusters and get the best assignment

Compute the local posterior p�
t (! i jD j ) and transmits it to the server

end for

Server do

Compute the cluster posteriorsf p� ?;i
1: t

t (! i )gK
i =1

Compute the posterior pG
t (
) as in equation 5.16

end Server

end for

Return: pG
t (
)
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Algorithm 5 Approximate BCFL-C and BCFL-MH algorithms

Input: K , M max

Initialization: H 0, ff � � i

0 ; p� i

0 (! i )gK
i =1 g� 2H 0 ;

for t = 1 ; � � � ; T do

Server do

Broadcast ff p� i jh
t (! i )gK

i =1 g� 2H t � 1 to participating clients

end Server

for Client j 2 f 1; : : : ; Cg in parallel do

for every hypothesish 2 H t � 1 in parallel do

Compute association weightf ~� j;i jh
t gK

i =1 as in (5.9)

Transmit weights to the server

end for

end for

Server do

Construct cost matrix L as in section 5.4.1

Compose � t by keeping the M max best associations

H t = � t � H t � 1,

end Server

for � 2 H t in parallel do

for i in K do

Server do

Broadcast association decision� i to associated clients

end Server

for Client j 2 � i in parallel do

Compute local posterior p� i jh
t (! i jD j ) and transmit to the server

end for

Server do

Compute p� i jh
t (! i ), � � i jh

t using equations 5.8 and 5.9

end Server

end for

end for

Server do

if BCFL-C then

Merging M max best hypothesis into one,jH t j = 1

end if

if BCFL-MH then

Pruning M max best hypotheses with largest posterior weights,jH t j = M max

end if

end Server

end for

Return: pC
t (
) or pMH

t (
)
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Communication and computation cost. Federated Learning incurs notable com-

munication costs due to the regular transmission of model updates between numerous

decentralized clients and a central server, with costs in
uenced by factors such as the

number of clients, model size, update frequency, data distribution, channel quality, and

so on. In our communication analysis within this study, we focus exclusively on quan-

tifying the volume of parameters that must be transmitted during each communication

round. As previously addressed, the association weights are transmitted initially, with

the quantity of weights sent per round being KCM max . In the case of BCFL-G, this

transmission round is omitted, whereas for BCFL-C, it entailsKC . Regarding the trans-

mission of model parameters, the requisite size ismKM max , wherem represents the size

of an individual model. Notably, BCFL-MH incurs a signi�cantly higher computation

cost, amounting to M max times that of other methods.

Additionally, the BCFL-MH algorithm incurs a higher computational cost during local

training compared to alternative methods. Consequently, its practicality in distributed

systems that prioritize e�ciency is limited. However, as demonstrated by the results,

BCFL-MH is capable of outperforming its counterparts. Therefore, distributed systems

where computational cost is not a primary concern could leverage BCFL-MH to en-

hance performance, which is a signi�cant consideration. When e�ciency is of greater

importance, a greedy and consensus approach may be adopted to balance the trade-o�

between performance and computational expense.

For �nding the best M max hypotheses, it is usually computationally intense if we do the

global search, the complexity is usually known to beO(n3) [173]. However, in practice,

�nding the M max can be solved in linear time in our case given that there is no constraint

for a cluster to associate to multiple clients as the generic Hungarian algorithm imposes.

Firstly, we identify the optimal association by �nding the minimal value of each client,

for which we can refer to the example in �gure ??. This complexity is O(CK ). Then,

we employ heuristic methods to identify several sub-optimal paths (or associations)

[173]. Our approach modi�es the optimal trajectory path by changing one index at a

time, substituting it with another index that yields a minimal cost deviation from the

optimal path. Repeating this processM times results in a computational complexity

of O(MCK ), providing a feasible approach to approximating optimal solutions without

the exhaustive search's computational burden.

Here we show a simple example of the assignment problem. The example of association

with 2 clusters and 3 clients. The table is the loss of assignment fromC j to Si . The

orange numbers are the optimal assignment loss. The optimal cost as the equation shows

5.19.
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Client n Model S1 S2

C1 5 8

C2 8 2

C3 4 8

Cost = Tr( A> L) = Tr

0

B
B
@

2

6
6
4

1 0

0 1

1 0

3

7
7
5

"
5 8 4

8 2 8

#
1

C
C
A = 5 + 3 + 4 = 11 (5.19)
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Appendix 5.C MERGE(�) operator: fusion of Gaussian den-

sities

As the MERGEoperator used in BCFL-C algorithm we considered the arithmetic av-

eraging (AA) aggregation approach discussed in [38]. Thus, given a Gaussian mixture

p(x) =
P M

j =1 � j N (x; mj ; Sj ), with weights � j , meansmj and covariancesSj , the appli-

cation of the MERGEoperator returns a single GaussianN (x; em; eS) whose parameters

are given as:

em =
MX

j =1

� j mj ; (5.20)

eS =
MX

j =1

� j (Sj + mj m>
j � em em> ): (5.21)
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Appendix 5.D Additional experimental details

5.D.1 Datasets

To construct our experimental scenarios we leverage four popular datasets from which

we construct two feature- and two label-skewed experiments. The datasets are:

1. Digits-Five [174] consists of a collection of �ve popular digit datasets: MNIST

(mt) (55000 samples), MNIST-M (mm) (55000 samples), Synthetic Digits (syn)

(25000 samples), SVHN (sv)(73257 samples), and USPS (up) (7438 samples). Each

digit dataset includes a di�erent style of 0-9 digit images.

2. AmazonReview [175] AmazonReview is a dataset to tackle the task of identify-

ing whether the sentiment of a product review is positive or negative. This dataset

includes reviews from four di�erent merchandise categories: Books (B) (2834 sam-

ples), DVDs (D) (1199 samples), Electronics (E) (1883 samples), and Kitchen and

housewares (K) (1755 samples).

3. Fashion-MNIST [176] consists of 70000 28� 28 grayscale images in 10 classes,

with 60000 training images and 10000 test images.

4. CIFAR-10 [177] provides 60000 32� 32 color images in 10 classes, with 6000

images per class.

5.D.2 Details of experimental settings

Model related settings. The models trained with the di�erent FL methods in the

experiments are neural networks. Particularly, we use small Convolutional Neural Net-

works (CNNs) with 3 convolutional layers for the Digits-Five dataset; 3 layers fully-

connected layers for the AmazonReview dataset; and 2 convolutional layers for both

Fashion-MNIST and CIFAR-10 datasets. More details refer to Tables 5.3{5.6. The op-

timization of the CNN was done using SGD with a learning rate 0:005 and momentum

0:9, with a batch size of 32. For the training, we run 100 global communication rounds,

and the local steps in each communication are 10. The warm-up steps is set to 2.

FL settings To simulate label distribution skewness across clients, we use a method

based on the use of a Dirichlet distribution for sampling labels, method that has been

used in many recent FL studies [155]. Speci�cally, for a given clientj , we de�ne the

probability of sampling data from the k 2 f 1; : : : ; lg label as the vector (pj; 1; : : : ; pj;l ) �
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Table 5.3: Detailed information of CNN for Digits-Five.

Layers Details

Convolution

Conv2d(3, 64, kernel size = (5, 5), padding = 2)
BatchNorm2d(64)
ReLU()
MaxPool2d(3, 3)

Convolution

Conv2d(64, 64, kernel size = (5, 5), padding = 2)
BatchNorm2d(64)
ReLU()
MaxPool2d(3, 3)

Convolution
Conv2d(64, 128, kernel size = (5, 5), padding = 2)
BatchNorm2d(128)
ReLU()

Linear
Linear(6272, 3072)
BatchNorm1d(3072)
ReLU()

Linear
Linear(3072, 2048)
BatchNorm1d(2048)
ReLU()

Classi�er Linear(2048, 10)
Loss CrossEntropy()

Table 5.4: Detailed information of CNN for AmazonReview.

Layers Details

Linear
Linear(5000, 1000)
ReLU()

Linear
Linear(1000, 500)
ReLU()

Linear Linear(500, 100)
Classi�er Linear(100, 2)

Loss CrossEntropy()

Table 5.5: Detailed information of CNN for Fashion-MNIST.

Layers Details

Convolution

Conv2d(1, 16, kernel size = (5, 5), padding = 2)
BatchNorm2d(16)
ReLU()
MaxPool2d(2, 2)

Convolution

Conv2d(16, 32, kernel size = (5, 5), padding = 2)
BatchNorm2d(16)
ReLU()
MaxPool2d(2, 2)

Classi�er Linear(7 � 7 � 32, 10)
Loss CrossEntropy()
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Table 5.6: Detailed information of CNN for CIFAR-10.

Layers Details

Convolution
Conv2d(3, 6, kernel size = (5, 5))
ReLU()
MaxPool2d(2, 2)

Convolution
Conv2d(6, 6, kernel size = (5, 5))
ReLU()
MaxPool2d(2, 2)

Linear
Linear(400,120)
ReLU()

Linear
Linear(120,84)
ReLU()

Classi�er Linear(84, 10)
Loss CrossEntropy()

Dir( � ), where Dir( �) denotes the Dirichlet distribution and � = ( � j; 1; : : : ; � j;l ) is the

concentration vector parameter (� j;k > 0, 8k). The advantage of this approach is that

the imbalance level can be 
exibly changed by adjusting the concentration parameter

� j;k . If it is set to a smaller value, the partition is more unbalanced.

In our work, to generate our label-skewed dataset, we follow a two-step process as in

[140]. First, we divide the dataset into four groups, with a common concentration

parameter of � = 0 :1 for all the labels. This ensures that each group's distribution is

di�erent from the others. Then, we further divide the data into 10 clients per group,

with a concentration parameter of � = 10, to control that the clients from the same

group have a similar distribution and thus could be clustered together.

5.D.3 Additional Experimental results.

We conducted additional experiments to those reported in the main body of the chapter,

the results of which are shown in Table 5.7 for Fashion-MNIST and AmazonReview.

These experiments consider di�erent label- and feature-skewed con�gurations to those

in the experiments of the main body of the chapter. For Fashion-MNIST we considered

the Label(0; 40; 0:1) con�guration, indicating no groups, C = 40 clients, and � = 0 :1.

For AmazonReview, we used a large number of clients (40) to showcase the results in

larger datasets. In both cases, BCFL variants outperformed WeCFL and FedAvg.

We conducted additional experiments to study the sensitivity of the methods to mis-

speci�cation of the number of cluster K . In practice, selecting the correct number of

clusters might not be possible in certain applications, while in others we might have ac-

cess to such information. The results of the sensitivity analysis toK are shown in Tables

5.8 and 5.9, where the correct number of clusters isK = 4. It can be seen that when
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Table 5.7: Performance comparison.

Datasets Fashion-MNIST AmazonReview
Non-IID setting Label (0; 40; 0:1) Feature (4; 10)
Methods Accuracy F1 Accuracy F1
FedAvg 88:64 45:9 87:86 87.77
WeCFL 90:67 55:39 85:63 85:56
BCFL-G 92:79 69.13 88:01 87.95
BCFL-G-W 92:46 62:75 87:24 87:17
BCFL-C-3 91:24 61:27 88.36 88.3
BCFL-C-3-W 92:39 60:87 87:38 87:34
BCFL-C-6 92:17 60:76 88:24 88:18
BCFL-C-6-W 90:92 62:62 86:86 86:79
BCFL-MH-3 93:41 67:48 87:21 87.14
BCFL-MH-3-W 93:49 63:42 87:12 87:06
BCFL-MH-6 94.29 68:69 87:87 87:81
BCFL-MH-6-W 94:22 67:6 87:58 87:48

Table 5.8: Fashion-MNIST comparison of di�erent K with non-IID data setting
Label(4; 10; 0:1)

K 2 3 4 5 6
Methods Acc F1 Acc F1 Acc F1 Acc F1 Acc F1
FedAvg 85.00 53.14 85.00 53.14 85.00 53.14 85.00 53.14 85.00 53.14
WeCFL 91.79 75.99 96.74 88.92 96.74 92.00 96.65 92.21 96.73 91.98
BCFL-G 88.98 71.78 89.40 72.10 96.81 93.51 96.91 93.19 96.83 92.98

BCFL-C-3 91.84 72.05 95.82 83.15 96.84 90.16 96.83 93.5 96.76 92.44
BCFL-C-6 92.87 71.25 96.89 90.51 96.58 86.55 97.02 93.22 96.84 92.87

BCFL-MH-3 94.39 74.60 97.23 92.53 97.13 93.70 97.32 93.18 97.35 94.02
BCFL-MH-6 87.21 63.59 93.42 82.49 97.27 94.56 97.23 92.46 97.27 94.16

Table 5.9: AmazonReview comparison of di�erent K with non-IID data setting
Feature(4; 10)

K 2 3 4 5 6
Methods Acc F1 Acc F1 Acc F1 Acc F1 Acc F1
FedAvg 87.71 87.70 87.71 87.70 87.71 87.70 87.71 87.70 87.71 87.70
WeCFL 88.35 79.86 88.53 79.42 88.31 78.75 88.02 78.43 88.34 78.43
BCFL-G 87.68 80.03 89.00 80.25 87.53 87.50 89.30 83.4 89.27 81.92

BCFL-C-3 88.55 80.19 89.31 80.98 89.19 82.11 89.07 82.44 89.26 80.61
BCFL-C-6 88.50 80.86 88.64 81.48 88.66 81.63 88.76 82.60 88.90 81.25

BCFL-MH-3 88.66 81.47 89.56 81.38 89.04 82.68 89.08 82.96 89.24 83.25
BCFL-MH-6 88.08 80.80 88.90 80.95 88.65 82.78 88.84 82.64 88.77 82.47
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the assumedK is smaller than 4, the results degrade to some degree for all methods,

while not dramatically. On the other hand, when the cluster number is bigger than 4,

the results are usually very similar to the results under the correctK speci�cation. A

large number of assumed clusters is therefore desirable from a performance perspective,

although it comes at a higher computational cost. A small number of clusters usually

means less computation cost, but may reduce the personalized features of BCFL. In the

open literature, related works refer to this challenge. Some suggest choosing the number

of clusters by running a small experiment with a few rounds [142], while others present

methods found in most clustering algorithms such as the information criterion approach

[178, 179], which are not seen in FL clustering. This may raise great interest in how

to apply them, as well as how to learnK also from the perspective of data association

theory that drives our work.

In addition to Table 5.7, we provide additional results in this appendix. Notice that

the analysis of all the results across the four experiments yield similar conclusions as

discussed in Section 5.5 in terms of the superiority of BCFL, the ranking of the approx-

imate solutions, as well as the ability to handle clustering hypotheses and associated

uncertainty. This is a brief summary of those results:

ˆ Figure 5.5 shows the Digits-Five accuracy and F1-score results. Comparing both

with/without warm-up initializations, we can see that the e�ect of incliding it is

not dramatic.

ˆ Figure 5.6 shows the Digits-Five clustering results. We can observe very consistent

clustering of clients observing similar data, as well as cross-pollination from other

clients in BCFL schemes which helps improve the model training.

ˆ Figure 5.7 shows the AmazonReview accuracy and F1-score results.

ˆ Figure 5.8 shows the AmazonReview clustering results. AmazonReview data is

text data containing user's reviews from a variety of products. Since the data

distribution across clients is not extremely di�erent, we can observe that even

WeCFL connects more clients and therefore shares more information in the training

phase. In this case, the method cannot easily cluster the data into four groups. In

the case of BCFL, although it becomes more challenging, we can observe certain

patterns and stronger associations among clients that should be clustered together.

ˆ Figure 5.9 shows the Fashion-MNIST accuracy and F1-score results.

ˆ Figure 5.10 shows the clustering results for Fashion-MNIST. Most of the time, the

clients are correctly grouped into 4 clusters, but they can also be grouped di�er-

ently, especially with the proposed BCFL methods. This 
exibility allows them
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(a) (b)

(c) (d)

Figure 5.5: Digits-Five (a) Accuracy (b) F-1 score (c) Accuracy warm-up comparison
(d) F-1 score warm-up comparison.

to share more information with each other. Warm-up models are less shareable

compared to models without warm-up, as a good initialization can lead to faster

local convergence.

ˆ Figure 5.11 shows the CIFAR-10 accuracy and F1-score results.

ˆ Figure 5.12 shows the CIFAR-10 clustering results, yielding similar conclusions as

with the Fashion-MNIST dataset.
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(a) WeCFL. (b) BCFL-G. (c) BCFL-G-W.

(d) BCFL-C-3. (e) BCFL-C-3-W. (f) BCFL-C-6.

(g) BCFL-C-6-W. (h) BCFL-MH-3. (i) BCFL-MH-3w.

(j) BCFL-MH-6. (k) BCFL-MH-6w.

Figure 5.6: Client clustering during training for Digits-Five dataset. The experiment
is such that of K = 5 data groups with C=K = 2 clients per group. It can be observed
that the pairs of clients are grouped together, sometimes associated with other pairs as

well.
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(a) (b)

(c) (d)

Figure 5.7: AmazonReview (a) Accuracy (b) F-1 score (c) Accuracy warm-up com-
parison (d) F-1 score warm-up comparison
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(a) WeCFL. (b) BCFL-G. (c) BCFL-G-W.

(d) BCFL-C-3. (e) BCFL-C-3-W. (f) BCFL-C-6.

(g) BCFL-C-6-W. (h) BCFL-MH-3. (i) BCFL-MH-3w.

(j) BCFL-MH-6. (k) BCFL-MH-6w.

Figure 5.8: Client clustering during training for AmazonReview dataset. The ex-
periment is such that of K = 4 data groups with C=K = 2 clients per group. It can
be observed that the pairs of clients are grouped together, sometimes associated with

other pairs as well.
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(a) (b)

(c) (d)

Figure 5.9: Fashion-MNIST (a) Accuracy (b) F-1 score (c) Accuracy warm-up com-
parison (d) F-1 score warm-up comparison
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