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Abstract

Everyday sounds in real-world environments are a powerful source of information
by which humans can interact with their environments. Humans can infer what
is happening around them by listening to everyday sounds. At the same time, it
is a challenging task for a computer algorithm in a smart device to automatically
recognise, understand, and interpret everyday sounds.

Sound event detection (SED) is the process of transcribing an audio record-
ing into sound event tags with onset and o set time values. This involves classi-

cation and segmentation of sound events in the given audio recording. SED has
numerous applications in everyday life which include security and surveillance,
automation, healthcare monitoring, multimedia information retrieval, and as-
sisted living technologies. SED is to everyday sounds what automatic speech
recognition (ASR) is to speech and automatic music transcription (AMT) is to
music.

The fundamental questions in designing a sound recognition system are,
which portion of a sound event should the system analyse, and what proportion
of a sound event should the system process in order to claim a con dent detection
of that particular sound event. While the classi cation of sound events has
improved a lot in recent years, it is considered that the temporal-segmentation
of sound events has not improved in the same extent.

The aim of this thesis is to propose and develop methods to improve the
segmentation and classi cation of everyday sound events in SED models. In
particular, this thesis explores the segmentation of sound events by investigating
audio sequence encoding-based and audio sequence modelling-based methods,
in an e ort to improve the overall sound event detection performance.

In the rst phase of this thesis, e orts are put towards improving sound
event detection by explicitly conditioning the audio sequence representations of
an SED model using sound activity detection (SAD) and onset detection. To
achieve this, we propose multi-task learning-based SED models in which SAD
and onset detection are used as auxiliary tasks for the SED task.

The next part of this thesis explores self-attention-based audio sequence
modelling, which aggregates audio representations based on temporal relations
within and between sound events, scored on the basis of the similarity of sound
event portions in audio event sequences. We propose SED models that in-
clude memory-controlled, adaptive, dynamic, and source separation-induced
self-attention variants, with the aim to improve overall sound recognition.
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Chapter 1

Introduction

Everyday soundsin real-world environments are a powerful source of informa-
tion by which humans can interact with their environments. The term everyday
sound refers to any sound that occurs in real-world acoustic environments, in-
cluding human sounds and music, but excluding plain and continuous speech or
music signals. Examples of everyday sounds include@ar horn, a bird singing, a
baby cry, or a re alarm . In realistic environments, there can be multiple sounds
occurring simultaneously which is termed aspolyphonic sounds Humans can
infer what is happening around them by listening to everyday sounds. At the
same time, it is a challenging problem for a computer algorithm in a smart
device to automatically recognise, understand, and interpret everyday sounds.

The topic of this thesis is polyphonic sound event detection which deals with
the classi cation and temporal-segmentation of everyday sounds in polyphonic
audio recordings. This thesis discusses machine learning-based computational
methods to improve polyphonic sound event detection. This chapter rst ex-
plains the motivations and aim of this work in Section 1.1. Next, in Section 1.2
the structure of the thesis is provided followed by the main contributions of this
work in Section 1.3. Finally, publications associated with this thesis are listed
in Section 1.4.

1.1 Motivation and aim

Sound event detection (SED) [Virtanen et al., 2018, Heittola, 2021, Mesaros
et al., 2021] is the process of transcribing an audio recording into sound event
labels with the onset and o set time values. SED has numerous applications
in everyday life which include security and surveillance, automation, healthcare
monitoring, multimedia information retrieval, and assisted living technologies.
The audio recording/signal in this context is de ned as a sound event sequence
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that is made of individual sound eventsgenerated from xed or moving sound
sources in the recording environment. Inmonophonic sound event sequences
there is only a single sound event active at a time; whereas ipolyphonic sound
event sequenceshere can be multiple overlapping sound events at a time. A
sound eventrefers to an instance of the occurrence of a particular sound de-
scribed by a textual content termed as thesound event label The start time of

a sound event is de ned as theonset and the end time is de ned as theo set.
The process of detection of a sound event refers to predicting a sound event
label with an onset and an o set value.

In general, the information extracted from a sound event sequence can be
an event tag that de nes the set of sound events in the input sequence and also
the temporal positions when the sound events are active; this is di erent from
how music and spoken language are transcribed into a written or a symbolic
form (text or musical notation). The SED problem fundamentally involves the
classi cation and segmentation of sound events in sound event sequences. The
classi cation part refers to the prediction of sound events in every time frame of
a given audio recording. The prediction of the classi er at each time frame can
be aggregated to estimate the event tag associated with that audio recording.
At the same time, the segmentation part refers to the ability of an SED model
to detect sound event instances with correct start and end positions.

While the classi cation of sound events has improved a lot in recent years,
it is considered that the segmentation part is under-explored [Serizel et al.,
2020, 2018c]. One of the reasons for the underperformance of SED models
in the segmentation task could be because of the inconsistency between the
model training and evaluation phase [Ye et al., 2021]. The model design and
training phase are emphasised on making predictions at the level of individual
time frames while segmentation based on event instance level prediction is only
performed in the evaluation phase. Moreover, the most common application
of SED is predicting active sound events within a time window, rather than
detecting the start and end locations of individual event instances. This has
resulted in less emphasis on exploring segmentation in SED models. In addition,
the dynamic duration of sound events, random degree of polyphony, and lack
of structure and semantics in sound event sequences are some of the domain-
speci ¢ challenges that make sound event detection a di cult task [Mesaros
et al., 2021].

For an overview of SED approaches, the reader is referred to [Heittola et al.,
2018, Benetos et al., 2018b], while a review of statistical methods for SED is
discussed in [McFee, 2018]. An overview of datasets and evaluation practices
used in sound event detection is explained in [Mesaros et al., 2018a, 2016a]. A
more recent overview of SED and future perspectives in SED is discussed in
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[Mesaros et al., 2021].

We identify two main motivations for this research work in sound event
detection. Firstly, localized classi ers that make predictions at the level of
individual time frames may fail to explicitly model the dynamic temporal struc-
ture of sound events in sound event sequences. Consequently, the segmentation
performance of SED models, which involves predicting event instances, can be
inferior compared to predictions at the time frame level. To improve the seg-
mentation of sound events, the sound recognition system should di erentiate
between an insigni cant (background sounds including noise) and potentially
signi cant sound activity (target sounds with respect to a trained SED model)
at each time frame of the audio event sequence. Also, the system needs to clas-
sify enough of the frames of a sound event correctly (especially onsets) so that its
decision is robust at event-level instances. Secondly, SED models can gain ad-
vantages from capturing the temporal progression of sound events rather than
analysing them within xed time frames or segments. In synthetic datasets
(created using simulation tools) and, to some degree, in real-world datasets
(recorded live), the likelihood of a sound event in a sound event sequence might
be independent or not strictly in uenced by preceding sound events. Hence, an
optimal SED model should possess the ability to adaptively and dynamically
model the temporal relationships within and between sound events.

The aim of this work is to propose and develop machine learning-based com-
putational methods to improve the segmentation and classi cation of everyday
sound events in SED models. Initial e orts are put towards exploring audio
sequence encodingmethods to improve the recognition performance of SED
models. By audio sequence encodingwe refer to the methods that can explic-
itly incorporate auxiliary audio information like sound activity and onset into
SED models, in an e ort to improve the overall sound recognition performance.
Sound activity refers to the information of whether any target sound events are
present or not in each frame of a given audio sequence and onset refers to the
beginning of a sound event. This research work also aims at exploringudio
sequence modellingnethods for sound event sequences with a goal of automat-
ically learning temporal relations within and between sound events in a given
audio recording. In the context of sound event sequences, we refaudio se-
guence modellingto the methods that are used to construct audio embedding
based on the temporal relations in a sound event sequence.

The methods proposed in this thesis are designed to be e ective for the
detection of polyphonic audio sequences, with adaptive and dynamic modelling
control in order to deal with the dynamic duration of sound events and a lack
of structure and semantics in sound event sequences.
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1.2 Thesis structure

Chapter 2 presents an overview of related work on sound event detection. It

begins with detailing fundamental concepts in sound event detection that
include monophonic and polyphonic SED, related tasks, and applications.
Afterwards, related research areas are brie y mentioned followed by a
detailed survey of various classical methods used for SED. Finally, this
chapter concludes by discussing the relevant deep learning techniques,
re ecting on the methodology opted in this research work.

Chapter 3 presents the proposed audio sequence encoding methods to improve

polyphonic sound event detection performance. Initially, the benet of
sound activity detection and onset detection for SED is discussed sepa-
rately followed by a joint SED framework using sound activity and onset
detection. The performance evaluation of the proposed SED models using
publically available datasets is given.

Chapter 4 presents the proposed audio sequence modelling methods to im-

prove polyphonic sound event detection. The e ectiveness of the pro-
posed methods in modelling temporal relations in sound event sequences
is studied. The performance evaluation of the proposed SED models using
publically available datasets is given.

Chapter 5 concludes the thesis, summarising the contributions of the thesis

and providing future perspectives on further improving proposed method-
ologies for SED systems and on potential applications of proposed methods
in general audio and music processing research.

1.3 Contributions

The principal contributions of this thesis are:

Chapter 3: A multi-task SED model based on sound activity detection
that utilises sound activity information to improve the classi cation and
segmentation of polyphonic sound events.

Chapter 3: A multi-task SED model based on onset detection that utilises
onset information to improve polyphonic sound event detection.

Chapter 3: A multi-task SED model based on sound activity and on-
set detection that jointly utilizes sound activity and onset information to
enhance polyphonic sound event detection.
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Chapter 4: Formulation of self-attention in sound event sequences based
on audio frames, segments, and events.

Chapter 4: A memory-controlled self-attention-based SED model that
demonstrates the advantage of restricted self-attention in modelling tem-
poral relations in sound event sequences.

Chapter 4: An adaptive self-attention model design for SED that is capa-
ble of automatic context selection in the self-attention computation.

Chapter 4: A dynamic self-attention design for SED which accounts for
the dynamic duration of sound events in modelling temporal relations in
sound event sequences.

Chapter 4: A source separation-induced self-attention design for SED that
models polyphonic sound events separately and independently so that the
temporal evolution of sound events and sequence patterns can be modelled
e ectively.

1.4 Associated publications

The majority of the work presented in this thesis has been presented in inter-
national peer-reviewed conferences, as follows:

Peer-Reviewed Conference Publications

Chapter 4: Pankajakshan A, Bear H, Subramanian V, Benetos E. (2020).
\Memory Controlled Sequential Self Attention for Sound Recognition"
21st Annual Conference of the International Speech Communication As-
sociation (INTERSPEECH 2020).

[ii] Chapter 3: Pankajakshan A, Bear H, Benetos E. \Onsets, activity, and

events: a multi-task approach for polyphonic sound event modelling" 4th
Workshop on Detection and Classi cation of Acoustic Scenes and Events
(DCASE 2019), New York, USA, 25 Oct 2019 - 26 Oct 2019.

[iii] Chapter 3: Pankajakshan A, Bear H, Benetos E. \Polyphonic sound event

and sound activity detection: a multi-task approach" IEEE Workshop
on Applications of Signal Processing to Audio and Acoustics (WASPAA
2019), New Paltz, NY, USA, 20 Oct 2019 - 23 Oct 2019.
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Conference Presentations

[iv] Chapter 4: Pankajakshan A, Bear H, Benetos E. \Neural Machine Tran-
scription for Sound Events" SANE 2019: Speech and Audio in the North-
east, One-day Workshop, Oct 2019, New York, USA (Extended abstract).

Other Publications during the PhD

[v] Subramanian V, Pankajakshan A, Benetos E, Xu N, McDonald S, San-
dler M. A Study on the Transferability of Adversarial Attacks in Sound
Event Classi cation In ICASSP 2020 IEEE International Conference on
Acoustics, Speech and Signal Processing (ICASSP) (pp. 301-305). IEEE.

[vi] Singh S, Pankajakshan A, Benetos E. Audio tagging using a linear noise
modelling layer 4th Workshop on Detection and Classi cation of Acoustic
Scenes and Events (DCASE 2019), New York, USA, 25 Oct 2019 - 26 Oct
2019.

In the publication list, [i], [ii], [iii]], and [iv] are direct contribution of this
thesis. Whereas [v] and [vi] is part of the author's collaboration work during
his PhD.

In [i], Vinod Subramanian was involved in the evaluation process of the
proposed models and he was involved in the discussion on the design of the
experiments. In [v], the author veri ed the evaluation of the models proposed
by the lead author and provided insights on drafting the paper. In [vi], the
author was involved in the discussion on the design of the experiments and
provided guidance on the evaluation of the models proposed by the lead author.

In all other publications ([i], [ii], [iii], [iv]), the author was the main con-
tributor to the publications, under supervision by Dr Emmanouil Benetos and
Dr Helen Bear. In these publications, the author has done all the research,
experimental design, implementation, evaluation, and drafting of the contents.
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Chapter 2

Background

In this chapter, fundamental concepts and conventional approaches in everyday
sound event detection are described. Firstly, an introduction to everyday sound
event detection is given in Section 2.1. A detailed analysis of sound event
detection systems is carried out in Section 2.2. In Section 2.3, commonly used
evaluation metrics for SED are discussed, and then classical methods which are
being used for SED are described in Section 2.4. Lastly, advanced deep learning-
based methods which are being used for SED and relevant to this thesis are
discussed in Section 2.5, followed by discussions in Section 2.6.

2.1 Introduction to everyday sound event detec-
tion

Everyday soundsare a powerful source of information by which humans can
interact with their environments. The term everyday soundrefers to any sound
that occurs in real-world acoustic environments, including human sounds and
music, but excluding plain and continuous speech or music signals. Examples of
everyday sounds include acar horn, a bird singing, a baby cry, or a re alarm .
Sound event detection [Virtanen et al., 2018, Heittola, 2021, Mesaros et al., 2021]
is the process of transcribing an audio recording into sound event labels with
the onset and o set time values. The audio recording/signal in this context
is de ned as asound event sequencehat is made of individual sound events
generated from xed or moving sound sources in the recording environment.
A sound eventrefers to an instance of the occurrence of a particular sound
described by a textual content termed as thesound event label The start time
of a sound event is de ned as theonset and the end time is de ned as theo set.
In monophonic sound event sequencethere is only a single sound event active
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at a time; whereas in polyphonic sound event sequencethere can be multiple
overlapping sound events at a time. The process of detection of a sound event
refers to predicting a sound event label with an onset and an o set value. A
block diagram view of sound event detection is shown in Figure 2.1.

Figure 2.1: A block diagram view of sound event detection

2.1.1 Applications of SED

Understanding everyday sounds has a major impact in a wide range of appli-
cations where sound perception or sound sensing is used to take actions to in-
teract with the environment. A list of applications of everyday sound detection

is illustrated in Figure 2.2, which includes security and surveillance, automa-
tion, healthcare monitoring, bio-acoustic monitoring, assisted living technolo-
gies, multimedia information retrieval, and urban life monitoring.

Figure 2.2: Applications of sound event detection

In security and surveillance applications, SED systems can be used to mon-
itor the acoustic environment for speci ¢ sound events like a gunshot, a baby
cry, or a glass break; based on which necessary actions can be triggered [Clavel
et al., 2005, Ntalampiras, 2015, Lojka et al., 2016]. For example, a baby cry
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detection-enabled device placed near a baby can send an alert to parents when
their baby is crying; this is especially useful for hearing-impaired parents.

In healthcare monitoring applications, SED systems can be used, for exam-
ple, to monitor human heartbeats [Koike et al., 2020, Reed et al., 2004] or to
detect respiratory disorders from cough sounds [Sharma et al., 2020, Nessiem
et al., 2021, Matos et al., 2006]. When compared to conventional computer-
aided healthcare monitoring methods, sound recognition-based methods are of
low cost and are easily deployable for in-home health monitoring.

Another major application of SED technologies is in smart automation units;
for example, sound detection can be used to monitor the machine working con-
dition for machine fault detection in industrial and mechanical units [Koizumi
et al., 2020, Inoue et al., 2020] or to monitor the acoustic environment in smart
home technologies [Krstulove, 2018, Sehili et al., 2012] and self-driving cars
[Nandwana and Hasan, 2016, Transfeld et al., 2015].

SED systems are also used in bio-acoustic monitoring applications; for exam-
ple, SED systems are deployed to detect and classify bird species from bird audio
data [Stowell et al., 2019, Cakr et al., 2017, Kahl et al., 2021, Stowell et al.,
2016]. In bio-acoustic research, SED systems are also used for animal species
identi cation from animal vocalisations [Bas et al., 2017]. In wildlife population
monitoring and biodiversity assessment tasks, sound detection-based methods
are cost-e ective, easily deployable, and require less computational resources
when compared to image recognition-based methods [Zwerts et al., 2021].

In assisted living technologies, SED systems are used in personalised or in-
home devices to improve the daily living condition of disabled and elderly peo-
ple. For example, the use of hearing aids supported with sound classi cation
algorithms can improve the perception of hearing for people with hearing loss
problems [Bachler, 2002, Sharo et al., 2015]. In-home monitoring for detecting
everyday sounds [Vacher et al., 2011, Navarro et al., 2018, Alsina-Pages et al.,
2017] to improve the living condition of the elderly and sick is another appli-
cation of sound detection in assisted living. Assisted living technologies aided
with sound detection algorithms can considerably help the elderly and sick to
run their lives without seeking continuous assistance; thus such systems can
be used as a healthcare tool to analyse the dependency level of an individual
with ageing. Additionally, assisted living technologies based on everyday sound
detection preserve privacy noticeably [Alsina-Pages et al., 2017]; as such sys-
tems do not store or process speech or video data of human activities in the
household.

In multimedia information retrieval applications, sound detection methods
are used for sound query-based audio search and retrieval tasks [Kim and Pardo,
2018, Xue et al., 2008, Hekn and Virtanen, 2007]. This functionality based
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on sound detection is necessary to analyse audio content from huge podcast
databases and other crowdsourced audio recordings. SED systems can be also
used for urban life monitoring purposes, to analyse and evaluate urban living
environments in order to assure a good standard of living in urban areas. For
example, an audio sensor network enabled with a sound recognition algorithm
can be deployed in urban areas to monitor, for instance, the tra ¢ action on
roads [Foggia et al., 2015a] or to monitor noise pollution in cities [Bello et al.,
2019]. These sound recognition-enabled sensory networks can be a supplement
to the development of smart city concepts.

2.1.2 Related research areas

Early research approaches towards the recognition and classi cation of every-
day sounds [Ellis, 1996] are greatly in uenced by computational auditory scene
analysis (CASA) [Brown and Cooke, 1994, Wang and Brown, 2006]; where com-
putational methods that simulate the human auditory system were used to sep-
arate mixtures of sound sources. Thereafter, many conventional methods used
in speech and music processing have been adopted to sound detection and clas-
si cation problems (more details in Section 2.4). These include hidden Markov
model (HMM) [Heittola et al., 2013a, Benetos et al., 2016], gaussian mixture
model (GMM) [Kumar and Raj, 2016], and support vector machine (SVM)
[Temko and Nadeu, 2009] based sound detection and classi cation models. Re-
cently, advanced approaches like long short-term memory networks (LSTM)
[Hochreiter and Schmidhuber, 1997] and attention mechanisms [Bahdanau et al.,
2014, Vaswani et al., 2017] from text processing tasks have been applied to solve
sound recognition problems [Cakr et al., 2017, Kong et al., 2020b]. In short,
reviewing the methodologies that have been adopted in the eld of sound event
detection till today, it can be claimed that sound event detection has similarities

to speech, music, and text processing tasks.

Comparison at task-level

Everyday sound event detection is related to various tasks in speech, music, and
text processing. For example, SED is related to the speech tasks of automatic
speech recognition (ASR) [Yu and Deng, 2016] -automatic transcription of
speech into wordsand speaker diarisation [Anguera et al., 2012] identifying the
active speaker at di erent times in a speech sequencdn music processing tasks,
SED is related to the task of automatic music transcription (AMT) [Benetos
et al., 2018a] -automatic transcription of a music signal into symbolic notation.

In natural language processing (NLP) tasks based on text processing, SED
is related to the task of neural machine translation (NMT) [Bahdanau et al.,
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2014] -automatic translation of text from one language into another SED is to
everyday sounds what ASR is to speech, AMT is to music, and NMT is to text.
A block diagram view of SED, ASR, AMT, and NMT is shown in Figure 2.3.

Figure 2.3: Block diagram showing input-output representations of SED, ASR,
AMT, and NMT.

The key similarity of SED with the ASR and AMT tasks lies in the acoustic
modelling part. In acoustic modelling, audio recordings and reference annota-
tions (text transcriptions for speech, symbolic notations for music, and sound
event labels for everyday sound) are used to create statistical representations
of the audio contents based on reference annotations. The key similarity be-
tween SED and machine translation lies in the sequence encoding and sequence
modelling part (the encoder part of a machine translation model that converts
input text sequences into intermediate representations is analogous to an SED
model that converts input audio sequences into intermediate representations).
In spite of the similarities between these domains, there are indeed important
di erences between SED and the other domains. In the speech, text, and music
processing, probabilistic language models (models that assign probabilities to
tokens in the input sequence) are well de ned [Bengio et al., 2000, Mikolov et al.,
2011, Sigtia et al., 2014, Ycart and Benetos, 2020]; however, language modelling
is not a common practice in SED problems. Another di erence between these
domains is in the output representation for each of these tasks. In general, the
output representation of an SED model identi es active sound events at each
temporal position within an input sound event sequence. This di ers from the
transcription of music and spoken language into written or symbolic forms (text
or musical notation).

Comparison at signal-level

A sound event sequence is an audio signal which is made of a succession of
everyday sound events. Sound event sequences can be compared to speech,
music, and text data. They share structural similarities with music and speech

signals, as they are also composed of successions of sounds, much like speech
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and music signals. The entities of a speech signal can bghonemesor words
whereas in music it isvocals or musical notes Similarly, the entities of a sound
event sequence aresound eventssuch as acar horn, a bird singing, or a re
alarm. Sound event sequences have also similarities with text data; words in a
text are similar to sound events in a sound event sequence.

In spite of the similarities between everyday sounds, speech, music, and text
data, there are notable di erences between these sequences. One of the funda-
mental di erences between sound event sequences and other sequences (speech,
music, and text) is based on howinformation within sequences is related to the
semantic aspects (the process of identifying the meaning of individual units in
a sequence).

While language is often polysemic and ambiguous at the word level, with
words having multiple meanings, semantic relations in speech and text signals
are inherently well-de ned based on the grammar of the language. But, for mu-
sic and everyday sounds, semantics are mostly based on cognitive perceptions
from listening to the sounds. In general, syntactic relations (connections be-
tween units in a sequence) are not explicit in everyday sound event sequences;
consequently, all the possible sound event sequences de ned by a prede ned set
of everyday sounds are considered valid. In contrast, syntactic relations based
on the rules of a language are unique for speech and text signals and hence the
actual text or speech sequence based on a set of words is the one selected from
a set of possible sequences. Similar to speech and text signals, music signals
follow syntactic relations to a great extent. Everyday sound event sequences
can be regarded asinstructured sequenceslacking both semantic and syntactic
relations, in contrast to text, speech, and music, which arestructured sequences

Another di erence between these signals is based on the characteristics of
the acoustic source. In normal scenarios speech signals are single-sourced and
monophonic in nature; whereas music and everyday sound event sequences are
multi-sourced and polyphonic in nature. A further categorisation between ev-
eryday sounds and the other signals is based on the tokens (individual units that
construct a sequence) in the sequence. For speech and text signals, the tokens
can bephonemeswords, or sentences whereas for music it can benotes vocals
or instruments. At the same time, for sound event sequences, tokens are just
sound events However, there is the possibility that a sound event de ned by
an onset and an o set value can be further divided into sound units; for exam-
ple, a printing sound can be decomposed into a sequence of speci ¢ sounds like
the paper feeding the printer working, and the paper exiting out of the printer.
But, the current SED literature has not explored sound events in detail beyond
the de nition using onset and o set. The above discussed characteristics of ev-
eryday sound event sequences, speech, music, and text data are summarised in
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Table 2.1.

Table 2.1: Characteristics of everyday sound event sequences, speech, music,
and text.

Everyday sound

Speech Music Text
event sequence
Semantics
based on human inherent and based on human inherent and
cognitive perceptions language based cognitive perceptions  language based
Syntax
based on rules baSEd_ or.1 music theory based on rules
not de ned and singing and
of a language ) of a language
playing styles
Sequence type
mostly unstructured  mostly structured mostly structured mostly structured
Source type
mostly multi-sourced mostly single-sourced mostly multi-sourced
and polyphonic and monophonic and polyphonic
Sequence tokens
phonemes, words, notes, vocals, phonemes, words,

sound events )
or sentences or instruments or sentences

2.1.3 Related tasks

In computational analysis of everyday sounds, SED is the task of identifying the
target sound event classes with their temporal activity information from sound
event sequences. Similar to SED, other well-de ned tasks in the eld of com-
putational analysis of everyday sounds are acoustic scene classi cation (ASC)
[Barchiesi et al., 2015], audio tagging (AT) [Fonseca et al., 2018], sound event
localisation (SEL) [Adavanne et al., 2018a], and automated audio captioning
(AAC) [Drossos et al., 2017].

With the widespread interest in the analysis of everyday sounds from both
academic and industrial institutions, there have been tremendous e orts to stan-
dardise these tasks with the organisation of several public evaluation campaigns.
As part of these campaigns, datasets have been developed and released, and
evaluation protocols for these tasks have been standardised and benchmarked.
The rst evaluation campaign to include tasks related to computational analysis
of everyday sounds was the classi cation of events, activities, and relationships
(CLEAR) challenge [Stiefelhagen et al., 2006]. Recent developments in this re-
search eld were greatly in uenced by the introduction of the detection and
classi cation of acoustic scenes and events (DCASE) challenge in 2013 [Stowell
et al., 2015]. The DCASE challenge has been organized annually since 2016,
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with a focus on tasks related to the computational analysis of everyday sounds.

Acoustic scene classi cation and audio tagging

A sound eventrefers to an instance of the occurrence of a particular sound
described by a textual content termed as thesound event label Similar to a
sound event, asound sceneor an acoustic scenerefers to the entirety of sound
that contains di erent sound events and which describes the characteristics of an
acoustic environment. The textual description used to refer to a sound scene is
termed as thesound scene labe{sometimes simply termed assound scendtself).
For example, anurban park sound scene can contain sound events like footstep,
people talking, children playing, dog barking, and baby crying. Similarly, a
metro station sound scene can contain sound events like footstep, the sound of
a metro train, travel announcements, and people talking. It should be noted
that the number and the type of sound events that de ne a sound scene can
be arbitrary; however, for a particular sound scene, there can be always some
unique sound events (like the sound of a metro train in a metro station sound
scene) that represent some unique characteristics of that scene.

ASC is typically de ned as the task of predicting the acoustic scene label
for an audio recording from a set of prede ned categories [Barchiesi et al., 2015,
Abe er, 2020]. A system that performs ASC predicts only one of the possible
scene labels for an input audio recording; ASC is anulti-class single-labelclas-
si cation problem [Aly, 2005]. For example, an ASC system might classify a
given audio recording as one of a set of categories including park, metro station,
and home. Recently, open-set ASC has been de ned [Mesaros et al., 2019b,
Battaglino et al., 2016], where the target sound scene for an audio recording
can fall outside the list of prede ned scene categories. Acoustic scene classi -
cation is analogous to the dialogue act recognition task (the task of predicting
a dialogue act label to an utterance) [Reithinger and Klesen, 1997] in speech
processing, the musical genre recognition [Costa et al., 2011] task in music pro-
cessing, and the image recognition [Russ, 2006] task in computer vision. There
have been attempts to solve SED and ASC jointly [Bear et al., 2019]; this could
be based on the assumption that a distinct set of unique sound events represents
a sound scene.

In contrast to ASC, audio tagging involves identifying all active sound event
classes in a given audio recording [Fonseca et al., 2018]. A system that performs
audio tagging can predict more than one sound event class for a given input au-
dio recording; AT is a multi-class multi-label classi cation problem [Tsoumakas
and Katakis, 2007]. Audio tagging is essentially SED without predicting the
temporal locations of active sound events. The prediction of an SED system
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aggregated over the duration of the audio recording yields audio tagging output,
and hence it is a common practice to perform AT along with SED [Kong et al.,
2020b]. A block diagram that represents the input and output characteristics
of SED, ASC, and AT is given in Figure 2.4.

Figure 2.4: Input-output characteristics of SED, ASC, and AT.

Sound event localisation

Sound event localisation is the task of estimating the spatial location trajectories
(direction) of active sound events in an audio recording [Adavanne et al., 2018a].
The estimation of a sound event direction is usually referred to as direction-of-
arrival (DOA) estimation. In general, localisation is performed by estimating
the 3D polar coordinates of the DOA for each sound event class using multi-
output regression [Politis et al., 2020]. Localisation and sound event detection
are jointly performed as the sound event localisation and detection (SELD) task
[Hirvonen, 2015, Adavanne et al., 2018a].

Automated Audio captioning

Automated audio captioning (AAC) is the task of general audio content descrip-
tion using free text [Drossos et al., 2017]. AAC is an inter-modal translation
task, where a system translates an input audio recording into a short textual
description. It should be noted that the textual description output of an AAC
system is high-level information of audio content which is di erent from a sound
event labelor a sound scene labelFor example, the output of an AAC system
can be something likea football match in a stadium The AAC task is similar
to the text summarisation task in speech-to-text translation.
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2.1.4 Categorisation of everyday sounds

Humans categorise everyday sounds not only based on physical properties but
also based on cognitive responses that occur immediately after hearing sounds
[Ozcan et al., 2014, Berland et al., 2015]. The categorisation based on cogni-
tive responses can rely on various factors, including knowledge about the sound
source, situational understanding and awareness, comparison with known sound
prototypes, or a combination of these factors. For example, the sound othun-
der can be categorised into the category ofoud soundsand/or nature sounds
and/or even as frightening sounds These sound categorisations are not based
on any acoustic properties of everyday sounds. In contrastyowel and consonant
phonemic categorisation in language andharmonic and percussiveinstrumental
categorisation in music are fundamental categories based on acoustic properties
of spoken language and music.

A review of everyday sound categorisation is discussed in [Guastavino, 2007].
There have been e orts to categorise everyday sounds based on acoustic prop-
erties of sounds (harmonicity, amount of silence, and modulation depth) [Gygi
et al., 2007] and based on the physical properties of sounds (duration, frequency,
uctuations, and dynamics) [Schafer, 1977]. However, in practice, everyday
sound categorisations are commonly based on high-level sound groupings like
urban sounds industrial sounds, warning sounds or bio-acoustic sounds

There have been e orts to de ne taxonomies to organise everyday sounds in
hierarchical structures [Gaver, 1993, Houix et al., 2012, Salamon et al., 2014].
A taxonomy usually follows a hierarchical structure based on shared relations,
such asis-a or subclass of[Gaver, 1993]. For example, the taxonomy proposed
in [Salamon et al., 2014] groups urban sounds into four primary categories which
are human sounds, nature sounds, mechanical sounds, and music sounds. Each
of the primary category is divided into sub-categories in which corresponding
sounds are placed; for examplegoughing sound is placed under thevoice sub-
category which belongs to the primary category ofhuman sounds In [Bear
et al., 2019], sound events are grouped and categorised on the basis of the
acoustic scenes where the events are more probable to occur.

Everyday sounds can also be organised within ontological structures (an
ontology primarily focuses on the explanation of entities and their interrelation-
ships), where sounds are arranged in di erent hierarchical structures based on
their attributes, properties, and interrelationships [Cherny et al., 2016]. For
example, in [Gemmeke et al., 2017], an ontology named aAudioSet ontology
is proposed for everyday sounds that organises 632 sound classes in hierarchi-
cal structures with six top categories which are human sounds, animal sounds,
music, sounds of things, source-ambiguous sounds, and general environment
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sounds. A subset of the AudioSet ontology with 200 sound classes hierarchi-
cally organised underhuman sounds sounds of things animal, natural sounds
and music is proposed in [Fonseca et al., 2021]. The ontological categorisation
of everyday sounds can be related to the process that humans use to categorise
these sounds.

A study conducted in [Giordano et al., 2022] unveils that the majority of
taxonomies and ontologies developed for the categorisation of everyday sounds
predominantly rely on higher-level semantic relations between sound sources,
focusing on the sound-generating objects and actions involved (referred to as
the what/how aspect) or the surrounding environmental context (referred to as
the where aspect). Such an approach may su ce for the classi cation of indi-
vidual sound events in isolation. Nonetheless, for the SED task, which entails
the classi cation and detection of sound events within sound event sequences,
an ontology framework that places greater emphasis on sound event sequences
rather than isolated sounds and that is also based on the interrelationships
among sounds within these sequences may represent an enhanced approach.
For example, the sound event categorisation approach that involves associating
discrete sets of sound events with speci ¢ acoustic scenes, as proposed in [Bear
et al., 2019], appears to be a suitable method for the SED task. The incorpora-
tion of information regarding the nature of sound event sequences, with a focus
on representing relationships among the constituent sound events within those
sequences, can be contemplated in the construction of an ontology framework
tailored to the speci c requirements of sound event detection.

2.1.5 Human perception of everyday sounds

The human perception of everyday sounds exhibits a modest degree of depen-
dence on the acoustic characteristics, including periodicity and harmonicity, as
well as the physical attributes like loudness and frequency. In contrast, a more
pronounced reliance is placed on the cognitive responses that are engaged during
the process of auditory perception [Ballas and Mullins, 1991, Litovsky, 2015].
For example, human sound perception can be based on the knowledge about the
sound source or the situational understanding and awareness or by comparing
a sound with the already known sound prototypes or based on a combination
of these factors.

The process of human perception of everyday sounds is illustrated in Fig-
ure 2.5. Humans are always involved in passive listening within their acoustic
environments. During the time a sound of interest occurs, as the rst step in
the sound perception process, the human auditory system switches into the ac-
tive listening mode to identify the sound event. Humans use two important
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cues to analyse and understand where a sound is coming from. These cues are
known asinteraural time di erences (the di erence in arrival time of a sound be-
tween two ears) andinteraural intensity di erences (how loud a sound is when
it reaches each ear). The sound captured by thesar pinna is rst converted
into mechanical vibrations at the eardrum. These vibrations are converted into
electrochemical signals at thecochleawhich are then transferred into the brain.

In the brain, the stimulus caused by listening to the sound event is processed
using human cognitive skills (visual cues, context understanding, and aware-
ness, memory, logic, and reasoning) [Nelken, 2008]. The nal part of the human
sound perception process is the action taken in response to listening to the sound
event.

Figure 2.5: lllustration of human perception of everyday sounds - An example
showing how a human perceives a re alarm sound.

2.1.6 Machine perception of everyday sounds

In contrast to human perception of everyday sounds, machines predominantly
interpret everyday sounds based on the acoustic and physical attributes inherent
to the sounds [Velik, 2008]. Modern advancements in machine learning and ar-
ti cial intelligence have led to the utilisation of techniques that involve mapping
high-level audio features onto low-level descriptors through diverse optimisation
techniques, thereby achieving machine perception of everyday sounds [Heittola
et al., 2018]. This approach involves a learning/training phase and an inference
phase. During the training phase the machine is exposed to audio recordings
of known sounds (sounds to be identi ed) along with various metadata infor-
mation (like sound event labels or sound scene labels) to construct an acoustic
model. The acoustic model learns unique feature patterns for each category
of sound. In the inference stage, the acoustic model compares a target audio
representation with the learned prototypes and assigns a score value for each
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sound category. The highest-scored sound category is given as the prediction
for the target sound. An illustration of machine perception of everyday sounds
is shown in Figure 2.6.

Figure 2.6: lllustration of machine perception of everyday sounds (Only the
inference phase is shown in the gure).

For an unknown sound, the machine assigns the closest match based on
the current acoustic model, or else the acoustic model can be modi ed with
another training phase by including audio materials of the new sound category.
As a whole, it can be considered that machine perception of everyday sounds is
predominantly based on learning unique patterns which are speci c to individual
sound classes. The accuracy of the sound interpretation depends on the training
process and the quality of the audio materials.

2.2 Analysis of sound event detection systems

The process of development of a sound event detection system consists déarn-
ing/training phase and a recognition/inference phase In the learning phase,
audio recordings and the associatedeference annotationsare used to build an
acoustic model The reference annotations contain information about sound
classes which are present in the audio recordings. During the learning phase,
the acoustic model learns a mapping function between acoustic features and
sound class labels. The acoustic model in the context is referred to as the sound
event detection model. In the inference stage, the acoustic model predicts target
sound labels for a given input audio recording.

SED models can be classi ed into two categories based on the nature of the
reference annotations employed during the training phase. In the context of
strongly labelled SED reference annotations contain temporal details for each
sound event instance, encompassing both the onset and o set times, in con-
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junction with the corresponding sound event label (referred to asstrong labelg.
Conversely,weakly labelled SEDrelies on reference annotations at the clip-level
(referred to as weak label3. In this scheme, each annotation merely signi es
the presence of speci ¢ sound event classes within an audio recording, without
detailing any temporal information to denote the specic temporal segments
within the source audio where each sound event class occurs. An example of
a strongly labelled annotation and a weakly labelled annotation is shown in
Figure 2.7. Regardless of the type of annotation used in the training phase,
an SED model is designed to predict target sound event labels along with their
corresponding onset and o set time values for a given input audio recording.

Figure 2.7: lllustration of strong labels and weak labels.

In general, SED models are trained usingsupervised learning algorithms
[Bishop, 2006, Caruana and Niculescu-Mizil, 2006], where a model is trained
using a su cient amount of labelled examples of sounds from each of the target
sound category. Figure 2.8 and Figure 2.9 respectively provide visual represen-
tations of an SED system employing a supervised learning approach, utilising a
strongly labelled SED model and a weakly labelled SED model. It is notewor-
thy that alternative learning methodologies, including semi-supervised learning
[Xiaojin, 2006], self-supervised learning[Liu et al., 2022a], and unsupervised
learning [Hastie et al., 2009] are viable options for the development and train-
ing of SED models.

Sound event detection models can additionally be classi ed based on their
ability to handle concurrent sound events. A monophonic SED modelhas the
capacity to output only a single sound event at a given time, typically select-
ing the most salient one when multiple sound events occur simultaneously. In
contrast, a polyphonic SED modelcan identify and detect multiple concurrent
sound events. A illustrative representation of sound event detection employing
both a monophonic SED model and a polyphonic SED model is shown in Figure
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Figure 2.8: Overview of an SED system with a strongly labelled SED model,
trained using a supervised learning approach.

Figure 2.9: Overview of an SED system with a weakly labelled SED model,
trained using a supervised learning approach.

2.10.

2.2.1 An overview of a supervised and strongly labelled
SED system

An overview of a supervised and strongly labelled SED system is shown in
Figure 2.11. The system development process consists of a learning phase and
a recognition phase. During the learning phase, audio recordings, along with
their corresponding reference annotations, are employed to train an acoustic
model. Subsequently, this acquired acoustic model is utilised in the recognition
phase to make predictions regarding the target sound event labels, along with
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Figure 2.10: The di erence in detection capability of a monophonic and a poly-
phonic SED model.

their respective onset and o set time values, for unidenti ed audio recordings.
The learning phase involves data acquisition, data pre-processing, and learning
processes. The recognition phase mainly involves detection and post-processing
processes.

Figure 2.11: An overview of a supervised and strongly labelled SED system.

Data acquisition

The development of SED models using supervised learning methodologies re-
quires the availability of a su cient volume of audio materials for model training.

In this context, data acquisition refers to the systematic process of gathering
audio materials, which includes both audio recordings and their associated ref-
erence annotations. Data acquisition assumes a pivotal role in the development
of an SED system, as the system's performance is profoundly dependent upon
the quality and quantity of the data utilised for model training [Mesaros et al.,
2021].
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For the development of a robust SED model, in an ideal scenario, the model
should learn discriminative features based on the acoustic and physical proper-
ties of individual sound event classes. However, by nature, many of the every-
day sound events appear to have highinter-class similarities (for example, the
sound of engine idling and drilling is similar) and high intra-class variations
(for example, bird sounds and animal sounds are highly di erent within their
respective species communities). In practical terms, it is not possible to cover
all variations within a sound class, and hence there exists no xed rule governing
the exact quantity of examples required for a class. The quantity of training
data required depends on the nature of the problem and the type of learning
algorithm being used [Mesaros et al., 2021].

A balanced dataset, where individual classes have an equal number of ex-
amples, is generally regarded as advantageous due to its ability to mitigate the
potential biasing of the model towards any one class during the training phase
[He and Garcia, 2009]. Interestingly, a recent investigation suggests that the
practice of dataset balancing can actually have a detrimental impact on model
performance [Moore et al., 2023]. Beyond the knowledge about discriminative
features for sound events, it is crucial for a SED model to acquire knowledge
about diverse acoustic environments. This knowledge is pivotal to ensuring
the model's robustness when detecting sound events in diverse acoustic envi-
ronments during the recognition phase. To achieve this, it is important to
include su cient examples of various acoustic conditions (for example, di er-
ent signal-to-noise (SNR) levels, di erent geographical locations, and di erent
recording devices) with respect to each of the sound event categories in the
training dataset.

Similar to the requirement of audio recordings, accurate reference annota-
tions are also important to develop a robust SED model. Strong labels are neces-
sary to train a strongly labelled SED model using supervised learning methods.
Sound event labels are generally assigned usingreoun-verb pair that indicates
the sound source and the action produced by the sound (for examplesar horn,
baby cry). In practice, obtaining precise onset and o set values for sound events
can be a challenging task for humans due to its time-consuming and subjective
nature.

Audio recordings and reference annotations can be obtained using di erent
approaches. In the most common approach, audio recordings are collected from
natural environments using recording devices. The associated annotations are
created manually with the help of expert people, by listening to each of the
audio recordings and marking the onset and o set locations of each sound event
instance with appropriate sound event labels. The information about the set
of target sound events and their sound event labels is provided to annotators
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to prevent subjective assignments during the annotation process. This way
of audio data collection is expensive and time-consuming as it requires high-
quality recording units and a great extent of manual attention throughout the
process. An example of a database created in this way is TUT Sound Events
2016 [Mesaros et al., 2016b]; which contains audio recordings from residential
areas and home environments. This dataset is polyphonic and has a total of 18
sound event classes such afishes people walking and people speakingrom the
residential area and home environments.

Another approach for data acquisition is based on data synthesis. In this
method, isolated and real or arti cially generated sound event instances can
be combined and mixed along with di erent acoustic backgrounds to generate
sound event sequences. This method is assumed to produce accurate annota-
tions as the onset and o set values for isolated event instances are ascertained
and made known to the mixing algorithm. Scaper [Salamon et al., 2017] is a
popular audio synthesis library used to generate audio recordings and associated
reference annotations. The UrbanSED [Salamon et al., 2017] is an example of
a database created using this approach. The UrbanSED is polyphonic and a
balanced dataset of 10000 audio recordings with 10 sound event classes. The
isolated sound events used to create this dataset are taken from thEreesound
[Font et al., 2013] sound library.

The most notable advantage of this approach is that it requires only a mini-
mum amount of time and manual attention during the data generation process.
Moreover, synthetic methods provide options to alter the acoustic and physical
properties of sound events as well as to include di erent acoustic backgrounds
in the audio generation process. Consequently, by using a relatively small num-
ber of isolated sound event instances, it is possible to create a large database
that incorporates diverse acoustic conditions. A signi cant concern associated
with the utilisation of a synthetic database is the potential discrepancy in model
performance when transitioning from training on synthetic data to testing in
actual acoustic environments.

Another data acquisition strategy involves the collection of audio recordings
obtained from online resources. These recordings can be annotated using meth-
ods such asCrowdsourcing [Cartwright et al., 2017], or through automated
processes [Kim and Pardo, 2018]. Annotations generated through these ap-
proaches, given their lack of human veri cation, are susceptible to inaccuracies
and are commonly referred to asnoisy labels The most signi cant advantage
of these methods is the rapid availability of audio materials from podcasts and
social media content. Nevertheless, databases generated through this approach
frequently encounter challenges related to data privacy and content restrictions,
which can complicate their publication and use. The AudioSet [Gemmeke et al.,
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2017] is an example of a database created using online content, which is a large
database of sound clips (with 527 sound event classes) drawn from YouTube
videos. The initial release of AudioSet is weakly labelled, a strongly labelled
version of AudioSet with 456 sound event classes was recently released [Her-
shey et al., 2021]. A list of some of the publicly available and strongly labelled
everyday sound datasets is given in Table 2.2.

Table 2.2: A list of strongly labelled everyday sound datasets.

Dataset Total Audio Audio Event  Polyphonic/
name duration (hrs) type source classes monophonic
TUT Sound Free eld/  Original/ .
1.9 Polyphonic
Events 2016 [Mesaros et al., 2016b] Natural Natural
UrbanSED [Salamon et al., 2017] 30 Synthetic  Freesound 10 Polyphonic
AudioSet
udiose 334.6 Freeeld YouTube 456 Polyphonic
(strong) Hershey et al. [2021]
USM-SED [Abe er, 2022] 27.7 Synthetic Freesound 27 Polyphonic
MAVD . .
. 3.9 Freeeld  Original 21 Polyphonic
(tra ¢) Zinemanas et al. [2019]
SINS
231 Freeeld  Original 28 Monophonic
database Dekkers et al. [2017]
TUT Sound
3 2.0 Freeeld  Original 6 Polyphonic
Events 2017 Mesaros et al. [2017c]
TUT Rare Sound . .
35.4 Synthetic  Freesound 3 Monophonic
Events 2017 [Mesaros et al., 2017c]
MIVIA
Synthetic  Original 3 Monophonic

Audio Events Foggia et al. [2015b]

Data pre-processing

Data pre-processing is the second stage in the development of an SED sys-
tem (as shown in Figure 2.11). The data pre-processing stage consists of two
steps - Audio processing and Label encoding. Audio processing involves the
transformation of raw audio recordings into compact audio representations that
can be directly used to train SED models. Inspired by techniques employed
in speech and music signal processing, the audio processing stage entails both
a pre-processing step and audio feature extraction. The pre-processing step is
used to reduce the e ect of background noise from audio recordings. However,
as acoustic backgrounds have a vital role in understanding everyday sound event
sequences, this step is application speci ¢ and not mandatory as it may cause
loss of information from sound event sequences.

Trimming long audio sequences into xed-length audio clips, converting au-
dio recordings into a xed audio format, and re-sampling the recordings into a
xed sampling frequency are parts of the pre-processing step. As part of the pre-
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processing step, it is also possible to convert polyphonic sound event sequences
into monophonic sequences using source separation techniques, as discussed in
this work [Turpault et al., 2020]. This transformation can be employed based

on the speci ¢ design requirements of the SED system to ensure compatibility
and alignment with the system's objectives.

Audio feature extraction is the second and nal step in the audio processing
part. Audio feature extraction refers to the process of converting an audio signal
into a compact representation according to a transformation function. In gen-
eral, a time-frequency representationof the audio signal is the commonly used
feature format. Audio feature extraction methods can be of two types -fea-
ture engineering methods andfeature learning methods. In feature engineering
methods, the transformation function used in the extraction process is known
and it is de ned by a standard mathematical formulation. The features ex-
tracted using feature engineering methods are known aband crafted features
In contrast, in feature learning methods, features are directly extracted from
the audio data based on the task and the learning algorithm; features extracted
using these methods are often calledearned embeddings

Among the hand-crafted features, the most frequently employed ones in-
clude mel-band energies(mel-spectrogram) and mel-frequency cepstral coe -
cients (MFCCs) [Davis and Mermelstein, 1980]. Both mel-band energies and
MFCCs are obtained by applying a mel-scaled lterbank on the time-frequency
representation of an audio signal. The initial step of these feature extraction
methods is the creation of time-frequency representations from raw audio wave-
forms. The discrete Fourier transform (DFT) [Winograd, 1978] is the most
popular mathematical transform used to convert audio waveforms into time-
frequency representations. The time-frequency representation of an audio signal
is called its spectrogram

Within the spectrogram computation process, an audio signal is rst divided
into xed duration segments called analysis framesor simply frames. In usual
practice, an analysis frame size of 20 ms - 40 ms and 25 - 50 percent frame overlap
is used for sound event detection tasks. Frame overlapping is used to avoid any
possible leakage of the signal that may happen during the audio segmentation
process. Each of the analysis frames iwindowed using awindow function such
as (Hamming or Hann) to avoid abrupt changes of the signal at both ends of
the frame. A DFT function is applied to each of the windowed frames to obtain
corresponding frequency components. The frequency components of an analysis
frame are called itsspectrum The spectrum of each of the analysis frames is
arranged in temporal order to obtain the signal's spectrogram

It is possible to set a minimum and a maximum frequency value for the
spectrum computation. This can be xed based on the knowledge about the
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dominant frequency range of the audio data. The spectrum computed in this
way gives the magnitude of frequencies within the minimum and maximum fre-
guency range in a linear scale. The linear spectrogram features can be directly
used in the learning stage for audio detection tasks. However, motivated by
the success ofmel-scaled features for speech [Rabiner and Juang, 1993] and
music processing [Logan, 2000], it is a common practice to apply the mel-scale
Iter bank on the linear spectrogram features for sound event detection tasks.
The advantage of the mel-scale is that it can mimic the non-linearity of hu-
man auditory perception. The mel-scale Iter bank, comprised of overlapping
triangular Iters with varying bandwidths, serves to convert a power spectrum
into mel-band energies. Subsequently, a logarithmic scale is often applied to the
mel-band energy features to yield what is commonly referred to asnel-band en-
ergies or log-mel spectrogram In this way, an audio recording is converted into
a time-frequency representation of mel-band energies with a shape af F,
where T and F represent the number of audio frames and the feature dimension
(number of frequency bands) respectively.

MFCCs are obtained from the log mel-band energies by applying the dis-
crete cosine transform (DCT). In contrast to mel-band energies, MFCCs are
characterised as compressed and decorrelated features, primarily due to the
DCT applied during their computation. This inherent feature of MFCCs can
lead to a reduction in computational cost and time during the learning pro-
cess in audio-related tasks. According to studies conducted in these literatures
[Heittola et al., 2011, Mesaros et al., 2010], it is evident that everyday sound
analysis tasks commonly employ a range of 16 - 20 MFCCs.

As computational resources and complex machine learning algorithms have
ourished in recent years, mel-band energies are the most commonly used fea-
tures in audio detection tasks to date [Cakr et al., 2017, Kong et al., 2020b,
Adavanne and Virtanen, 2017]. For audio models based on classical learning
approaches like GMM [Vuegen et al., 2013, Kumar and Raj, 2016] and HMM
[Mesaros et al., 2010, Heittola et al., 2013a], the preferred features are MFCCs.
The other popular hand-crafted features used in sound detection tasks include
constant-Q transform (CQT) [Serizel et al., 2018a] and discrete wavelet trans-
form (DWT) [Tzanetakis et al., 2001, Saggese et al., 2016] based spectrogram
representations. Other categories of hand-crafted features involves feature vec-
tor representations created through combinations of diverse low-level descrip-
tors (LLDs) [Schuller et al., 2021, Sharma et al., 2020] like spectral energy,
spectral ux, spectral bandwidth, mean square energy, zero-crossing rate, and
bag-of-audio-words (BoAWSs) [Lim et al., 2015]. An illustration of various time-
frequency feature representations is given in Figure 2.12.

With the advancements in machine learning and the availability of large
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Figure 2.12: An illustration of various audio feature representations - from
top to bottom: An audio waveform; the linear spectrogram feature; the mel-
spectrogram feature, the MFCC feature, and the CQT-spectrogram feature.

sound databases, feature learning methods have also been explored in sound
event detection tasks [Salamon and Bello, 2015, Cakir and Virtanen, 2018]L3-
Net [Cramer et al., 2019] and VGGish [Jansen et al., 2018] are two of the most
popular feature embeddings used in SED tasks. The feature embeddings are
directly learned from the audio data based on a learning algorithm and hence
they are data and task-speci c. However, by usingtransfer learning [Yosinski

et al., 2014] techniques, it is possible to use the feature embeddings of a model
trained on a large database to generate input features to train another model
on a target task for which training data is limited. The challenges with using
feature embeddings are high processing and computational costs (due to high
feature size) and less model interpretability. Moreover, the feature embeddings
produced by one model may not be easily compatible with alternative model
con gurations designed for the same task.

Label encoding

Label encoding is a part of the data pre-processing stage in the development
of a supervised SED system. Label encoding is the process of converting the
reference annotation of an audio recording into a numeric format. In an SED

system, as it involves classi cation and segmentation of sound events, the strong
reference annotations are originally in the form of sound event labels and asso-
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ciated start and end time values. However, these textual descriptions are not
readable to the learning algorithms and hence it is necessary to encode refer-
ence annotations into a standard numeric format. The most commonly used
label encoding scheme is the binary encoding format. In the process of label
encoding, rstly the temporal information of active sound events in seconds is
converted to equivalent frame numbers. Since multiple sound events can occur
simultaneously and with the assumption that C is the total number of sound
event classes in the audio database, the reference annotation for a time frame is
a binary vector of sizeC. The active sound events in a time frame are marked
by 1 and the non-active sound events are marked by O.

Overall, in a supervised SED model, the label encoding process converts
strong labels associated with the audio features (with a shape of  F) into
binary matrices of shapeT  C. Figure 2.13 gives an illustration of the la-
bel encoding process for a strongly labelled SED system. In the context of
a weakly labeled SED model or an audio tagging model (often referred to as
a classi cation-only model in this thesis), reference annotations are typically
encoded as binary vectors with a size ofC. Alternatively, for audio tagging
models, label encoding with a shape of  C can also be employed, although
this approach may entail additional post-processing steps during the detection
phase.

Figure 2.13: An illustration of the label encoding process - from top to bottom:
An example of a reference annotation in seconds; the reference annotation in
time frames; the reference annotation in binary encoded format.

Learning

The overall goal of the learning process is about nding the optimal acous-
tic model that can discriminate sound event classes on a given feature space.
The combination of audio features and reference annotations used to build an
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SED model is commonly referred to as thdraining dataset. In line with other
domains, SED tasks have bene ted from the utilisation of both generative ap-
proaches, such as HMM [Heittola et al., 2013a], GMM [Kumar and Raj, 2016],
and neural networks [Gao et al., 2019], as well adliscriminative methods, in-
cluding SVM [Temko and Nadeu, 2009] and neural networks [Cak r et al., 2017],
within the framework of supervised learning.

In generative learning-based methods, the aim is to learn the joint probabil-
ity distribution for each of the sound event classes separately using class-speci c
training examples, and hence the learning (training) process has to repeat for
each of the classes. Whereas in discriminative learning methods, the model
learns the decision boundaries between sound event classes directly from the
entire training dataset. In general, sound events typically exhibit notable inter-
class similarities and signi cant intra-class variations. Furthermore, class im-
balances within the training data are not uncommon. These factors collectively
contribute to the widespread preference for discriminative learning methods over
generative learning methods in SED tasks [Salamon and Bello, 2017, Hershey
et al., 2017, Kong et al., 2020a].

In a discriminative learning-based SED model, the rst step in the learn-
ing process is to mathematically formulate the task (de ne the input-output
relationship) using a computational algorithm. For example, in the design of a
polyphonic SED model which involves classi cation and segmentation of sound
events, the model has to identify all the active sound event classes at a time;
this can be formulated as amultilabel classi cation problem at each time frame.

The learning algorithm transforms input features of the shapeT F into
output predictions with a shape of T C. Each of the output predictions
is compared with corresponding reference annotations with the help of doss
function. Assuming that the reference annotations are in the binary encoded
format, the learning algorithm forces the predictions to be in the range 0;1 ;
where a value close to 0 indicates that a sound event is absent and a value close
to 1 indicates that a sound event is present. The loss function computes an
aggregateerror value between model predictions and reference annotations over
all the classes, time frames, and training examples. During the learning process,
the learning algorithm continuously applies various optimisation techniques to
reduce the error value and force the model predictions close to the reference
annotations until the learning conditions are achieved.

In neural network-based discriminative learning approaches,binary cross
entropy (BCE) is the most commonly used loss function andAdam [Kingma
and Ba, 2015] is the commonly used optimiser that works with thegradient
descent [Bottou et al., 1991] optimisation algorithm. The loss computation
Lece _sep for a polyphonic SED model designed folC sound event classes and
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trained using N audio examples with each havingT time frames using the BCE
loss function is given in Equation (2.1),

XX X
Lece sep = Wnte 109(Pntc ) + (1 Ynee )109(1  Pnee )] (2.1)

n=1 t=1 c=1
whereyn and Yy respectively denote the true binary label and the predicted
class presence probability of thec" sound event class at thet™ time frame in
the ! training example.

In the context of audio tagging models, the formulation of the loss compu-
tation aligns with the type of reference annotation used for the task, whether
it is in the shape of T C or C. For these models withT ~ C shaped labels,
the loss computation follows the same approach as described in Equation (2.1).
The loss computationLgceg a1 With C-shaped labels and employing BCE is pre-
sented in Equation (2.2). This loss computation calculates the total loss across
all sound event classes and training examples, thereby facilitating training for
audio classi cation tasks with C-shaped labels.

XX

Lece AT = [Ync 10g($nc) + (1 Ync)log(l  $nc)l (2.2)
n=1 c=1

where ync and ¥ respectively denote the true binary label and the predicted
class presence probability of thec" sound event class in then training exam-
ple.

The quality of the learning process is estimated based on the capability
of the learned acoustic model to deliver accurate predictions for a set of audio
examples est datase) which have not been used for the learning process. After
the learning stage, it is assumed that the model has learned discriminative
features for each of the sound event classes such that it can make accurate
predictions for unseen test examples; this quality of the model is known as
model generalisability

There are many factors that could adversely a ect the model learning process
and which degrade the model's generalisability. The most challenging factor is
training data scarcity. Data scarcity gives rise to several associated issues, with
over tting [Caruana et al., 2000] being a prominent concern. It occurs when a
model learns to perform exceptionally well on the training data but performs
poorly on unseen or new data. In essence, an over t model ts the training data
too closely, capturing not only the genuine underlying patterns and relationships
but also noise and random uctuations present in the training data. This hinders
the model's capacity to generalise its learning to new, previously unseen exam-
ples. Over tting can be prevented by improving the quantity and variations
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in the training data by using various data augmentation techniques like mixup
[Zhang et al., 2018], andSpecAugment[Park et al., 2019]. Another way to re-
duce over tting is by using regularisation techniques likeL1=L2 regularisation,
Bayesian regularisation methods [Burden and Winkler, 2009, MacKay, 1995],
weight elimination [Weigend et al., 1990], early stopping of training, Dropout
[Srivastava et al., 2014], andPatchout [Koutini et al., 2022a]. At the same time,
the model should benon-linear enough to learn the complex relations of the
sound event classes in the database in order to avoidnder tting [Van der Aalst
et al., 2010].

The complexity and the hyperparameters of learning algorithms also have a
major impact on the learning step. For example, neural networks with gradient-
based optimisation methods could encounter thesanishing gradient [Hochreiter,
1998] problem where the network weights approach zero (values closer to zero)
during the early steps of the learning process which eventually prevents the
model from learning salient features for the task. Vanishing gradient issues can
be reduced with proper selection of theactivation function and the learning rate
and by using data normalisation [lo e and Szegedy, 2015] techniques. Similar
to the vanishing gradient issue, gradient-based models could also encounter the
exploding gradient[Pascanu et al., 2013] problem when error values accumulate
over training steps and result in very large updates to model weights which leads
to unstable model training. Exploding gradient problems can be reduced by us-
ing weight regularisation [Wan et al., 2013] andgradient clipping [Pascanu et al.,
2013] techniques. An overview of the challenges in the supervised classi cation
process along with the possible solutions are illustrated in Figure 2.14.

Detection and post-processing

After the development of an acoustic model through the learning stage, detec-
tion and post-processing are carried out in the deployment stage of an SED
model. The detection and the post-processing steps together achieve the task
that an audio model is intended to perform. In the detection step, the same
type of acoustic feature that is used in the learning stage is extracted from an
input audio signal through the audio processing steps. Followed by the feature
extraction step, the learned acoustic model outputs predictions for the given
input recording based on the task for which the model is trained during the
learning stage. For example, a multilabel classi cation model for the SED task
outputs predictions with a shape of T  C where the values are in the range
0;1, indicating the class presence probabilities at each time frame over all
the sound event classes. On the other hand, a sound classi cation-only model
outputs predictions with a shape of T  C or C depending on the type of
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Figure 2.14: An overview of the challenges and the possible solutions in the
supervised classi cation process.

annotations used in the training stage.

Similar to the detection step, the post-processing step is also important for
the analysis and evaluation of audio models. The post-processing step refers to
the set of techniques that are used to convert the probabilistic scores from the
detection step into the format of the reference annotation used during the train-
ing step. For example, in the polyphonic SED task, the inference for an input
audio recording should be a list of active sound events and their start and end
time values. At the same time, for a classi cation-only model, the inference after
the post-processing step is a list of active sound events (for a multilabel clas-
si cation model) or a single sound event (for a multiclass classi cation model)
based on the model type.

The rst step in the post-processing of an SED model is to convert the
probabilistic scores into binary representation using a binarisation rule. In the
simplest case,thresholding using a constant constrained to 0< < 1is
used as the binarisation function. In common practice, a global threshold value
of = 0:5 has been used in SED models [Cakr et al., 2017, Adavanne and
Virtanen, 2017, Mesaros et al., 2017c]. However, it is also possible to use class-
speci ¢ threshold values in the binarisation process [Cances et al., 2019a]. After
the binarisation process, the sound event labels are assigned at each time frame
in accordance with the positional order of sound event classes used during the
learning phase. This process completes the classi cation of sound events across
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time frames.

To achieve segmentation of sound events, the binarised predictions in con-
secutive time frames for each of the sound event classes are grouped in a xed
segment level (1 second) or exactly in the event-instance level. In this way, the
start and end time values for the active sound events can be obtained. During
this process, sound events with a short duration (60 ms) can be deleted (also
called minimum duration pruning as in [Dessein et al., 2010]) or Il in small
gaps between consecutive detected event instances that belong to the same class.
Another method used for post-processing of sound events is based on two-state
on-o HMMs per sound event class to estimate the class presence probability
[Benetos et al., 2012]. The overall detection and post-processing process of a
polyphonic SED system is demonstrated in Figure 2.15.

Figure 2.15: An example of the detection and post-processing process - from
top to bottom: The mel-spectrogram feature of an audio example; the reference
annotation; the output prediction of an SED model for the given feature; the
binary representation for the output; the complete prediction with sound event
labels.

The post-processing of classi cation-only models is based on the type of
reference annotations used in the training process. In a multilabel sound clas-
si cation model with C sized reference vectors, a threshold value is applied to
the probabilistic predictions to identify the active sound event classes in audio
recordings. In a multiclass sound classi cation model trained with C-sized refer-
ence vectors, the identi cation of the target sound event class is determined by
selecting the class associated with the highest probability score in the prediction
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vector.

Conversely, in sound classi cation models trained usingT  C type refer-
ence annotations, the probabilistic scores can be processed into sound event
labels through di erent methods. One approach involves making classi cation
decisions at every frame, and then aggregating these decisions to select the most
likely sound event label, known byhard voting scheme. Alternatively, probabil-
ities over time frames can be combined, and decisions can be made at the event
tag level. This approach is referred to assoft voting, where the probabilities are
integrated over time to arrive at a nal sound event label decision. In the hard
voting approach, classi cation decisions are made at every frame by selecting
the sound event class with the highest probability and then performing major-
ity voting over the entire time frame predictions to identify the active sound
event (the class with the highest number of occurrences) in an audio recording
[Mesaros et al., 2019a]. In the soft voting approach, the class presence probabil-
ities are combined either by summing or by averaging, and then the class with
the highest probability is selected as the active class [Mesaros et al., 2017a].

2.2.2 Domain-speci c challenges in everyday sound event
detection

There are many scienti ¢ and technical challenges in everyday sound event de-
tection. Many of these challenges are based on the physical and acoustic char-
acteristics of everyday sounds. In unconstrained and real-world environments,
such as public areas and in synthesised sound sequences, sound events often
exhibit characteristics such as randomness, co-occurrence, dynamic durations,
and diversity in terms of their acoustic backgrounds. These aspects can collec-
tively contribute to the complexity and variability of sound events encountered

in everyday situations. Conversely, sound events in constrained or simulated
environments, such as those found in chemical, biomedical, or automation pro-
cess control units, tend to be more deterministic and less susceptible to these
variations.

Also, sound events often demonstrate substantial variations within the same
class (intra-class variations) while sharing similarities across di erent classes
(inter-class similarities) in terms of their acoustic properties. These charac-
teristics pose signi cant technical challenges in the design of sound detection
systems. In this subsection, some of the most important technical challenges in
the design of SED systems are discussed, which are: (a) Dynamic duration of
sound events, (b) Fragmentation of information during sound event processing,
(c) Polyphonic nature of sound event sequences, and (d) The lack of semantic
and syntactic relations in sound event sequences. The detailed formulation and
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veri cation of the proposed design conditions to overcome these challenges in
the development of SED systems are studied in Chapter 3 and Chapter 4.

Dynamic duration of sound events

Everyday sound events inherently possess dynamic durations. Dynamic dura-
tions in everyday sounds refer to the changes in the length/duration or tem-
poral characteristics of sound events in our daily environment. This means
that the length or duration of these sound events can vary, and they are not
xed or constant in their temporal extent. The dynamic nature of sound event
durations is a characteristic that poses challenges in their detection and clas-
si cation, especially in real-world, uncontrolled acoustic environments. This
characteristic implicitly introduces signi cant variations within the same sound
event class (high intra-class variations). Consequently, modelling the acoustic
properties and temporal relationships within these sound event classes becomes
a formidable task, as it requires capturing the diverse duration patterns and
acoustic characteristics exhibited by the same type of sound event in various
contexts and scenarios.

A typical example is the bird singing sound event class; the acoustics of
bird sounds can vary enormously depending on the type of the bird and the
type of the sound (mating call, migratory call, etc.). A single bird species
can produce short-duration sounds, long-duration sounds, mid-duration sounds,
and discontinuous sounds with silence portions between consecutive instances.
Another example is with the case ofdog barkingsound event class; a single dog
species can make di erent categories of barking sounds. A dog barking sound
event often has a succession of barking sounds and intermediate silence portions,
in which case the silence portions have a vital role in modelling the acoustic and
temporal structure of the dog barking sound. It is important to recognise that
the duration of the barking sound portions and the silence segments within a
single instance of a dog barking event can exhibit variability, further highlighting
the dynamic nature of sound event durations. Moreover, on certain occasions,
the barking sound can be continuous without identi able silence portions. These
intra-class variations caused by the dynamic duration of sound events impose
ambiguity in modelling these sounds.

The dynamic duration of everyday sounds imposes two major challenges
in everyday sound event detection. Firstly, it makes the annotation process
ambiguous, as it is dicult for a manual annotator or a computer algorithm
to de ne individual event instances of these sound event classes. For example,
as with the case of the dog barking sound event, a person can annotate each
of the barking sound portions as separate instances of the dog barking sound
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events and can neglect the intermediate silence portions. Conversely, all of
the barking portions in an event instance and the intermediate silence portions
together can be annotated as a single dog barking event instance. During these
situations, annotators may face di culties in how they label these sound events.
The choice between these annotation approaches can vary depending on the
speci ¢ application, dataset, or research goals. It is crucial to document and
consider these annotation decisions, as they can impact the subsequent training
and evaluation of sound event detection models and a ect the interpretation of
results.

Secondly, the dynamic duration of everyday sounds poses a signi cant chal-
lenge for learning algorithms when it comes to modelling sound event classes
based on their acoustic properties and temporal evolution. These challenges
arise because sound events can exhibit varying durations, and their acoustic
characteristics may change over time. As a result, accurately capturing and
representing the acoustic features and temporal dynamics of sound events is a
complex task, especially in uncontrolled and real-world acoustic environments.
Developing e ective algorithms and models that can handle this dynamic nature
is crucial for sound event detection systems to perform accurately and robustly.

To explain the context, in spoken language, each word is essentially a string
of xed size, composed of a sequence of characters arranged in a specic or-
der according to the rules of the language. Even though there argrosodic
(study of elements of speech such as tone, stress, and rhythm) variations in
spoken language, this xed structure facilitates the processing and understand-
ing of spoken language, as each word follows a consistent pattern, making it
distinguishable from other words based on its character composition and or-
der. Consequently, conventional sequence modelling techniques can be directly
applied to solve speech recognition problems. Unlike spoken language where
words have xed and predictable structures, sound events can vary in duration,
making it necessary to model each sound event class dynamically. This chal-
lenge underscores the importance of developing algorithms that can adapt to
and e ectively capture the temporal dynamics of sound events, ensuring robust
and accurate sound detection in real-world, uncontrolled acoustic environments.
Figure 2.16 is an example that shows the visualisation of dynamic durations in
everyday sounds.

Fragmentation of information during sound event processing

In general, SED tasks are formulated as a multilabel classi cation problem
across time frames. During the learning phase, the loss is calculated individually
and independently for each time frame, and then summed to form the total loss,
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Figure 2.16: An example showing the dynamic duration in dog barking sound
event across four dierent audio recordings. From the top, in the rst two
gures there is only a single dog barking instance. In the third gure, there are
multiple dog barking sounds that can be marked together as a single instance
or multiple instances of the dog barking event. Similarly, in the last gure, each

of the dog barking sounds can be marked as separate instances, or consecutive
events can be grouped as a single instance.

as illustrated in Equation (2.1). At the same time, SED models are evaluated in
units of xed duration audio segments(commonly of 1 second duration) or di-
rectly in terms of event instancebased predictions. This poses an inconsistency
between the model training and the evaluation phase. The model design and
training phase are emphasised on making predictions at the level of individual
time frames while segmentation based on event instance level prediction is only
performed in the evaluation phase.

In general, individual time frames may not capture the complete dynamics
of sound events, with the exception of very short events. At the same time, on-
set frames are particularly critical, as they mark the precise beginning of sound
events, enabling the system to detect when a sound event initiates. However, for
sound events with more extended durations or complex temporal characteristics,
information from multiple consecutive frames is necessary to comprehensively
represent and understand the complete evolution of the sound event. Addi-
tionally, frame-level features of acoustically dissimilar sound events are likely
to exhibit high similarity scores. This is because frame-level representations
often lack the contextual information necessary to fully characterize the tempo-
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ral dynamics and variations in sound events. Due to these factors, frame-level
processing may result in erroneous patterns within sound event instances in the
audio feature representations.

Also, frame-level audio processing is computationally expensive as the length
of audio clips increases. Sound event sequences can be also processed by seg-
menting them into xed-duration audio segments, which involves grouping con-
secutive audio frames. However, it is important to note that the resulting audio
segments created using this approach may not align precisely with the actual
event instances. These segments are often disjoint portions of the audio samples
concerning the real event instances. This segmentation approach, particularly
when applied to long-duration sound events, can lead to the fragmentation of
acoustic information. When sound events are divided into shorter audio seg-
ments, the full context and temporal coherence of individual sound events may
not be preserved, potentially impacting the ability of the system to accurately
detect and classify sound events, especially those with extended durations.

On the other hand, miscellaneous acoustic information (audio portions that
are not part of an actual event instance) can be added to individual sound events
when short sound events are processed using long audio segments. So, it can be
claimed that frame-level and segment-level processing of sound event sequences
may result in context fragmentation as discussed in [Dai et al., 2019]. Context
fragmentation in audio sequence representations refers to the situation where
the temporal context of an audio sequence is broken into smaller, disconnected
segments.

Indeed, processing sound event sequences in units of event instances would be
the preferred approach, as it aligns with the natural structure of sound events.
However, unlike text and language processing, where well-de ned word-level
representations such as GloVe [Pennington et al., 2014] and word2vec [Mikolov
et al., 2013] are available, creating equivalent event-level feature representations
in audio is a more challenging task. Developing robust event-level feature rep-
resentations in audio remains an ongoing and challenging endeavor in the eld
of sound event detection. Figure 2.17 shows the representation of audio frames,
segments, and events.

Polyphonic nature of sound events

Everyday sounds indeed frequently co-occur, and the degree of polyphony, or the
number of simultaneous sound events in everyday sound event sequences can also
be random. In polyphonic scenarios, one sound event can act asmaask to the
other sound event (analogous to thesoft maskingand hard masking concepts in
speech processing [Jayan, 2017, Kollmeier et al., 2008]) which makes it di cult
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Figure 2.17: Representation of an audio frame, segment, and an event in a
polyphonic sound event sequence.

for the learning algorithm to interpret and recognise the masked sound event.

Another issue with the polyphonic nature of sound events is that it con-
tributes to building up inter-class similarity while processing the sound event
sequences. To explain that, sound event sequences are usually processed in time
frames or in xed duration temporal segments; by nature, the acoustic proper-
ties and to some extent the physical properties of similar/di erent sound events
when analysed in time frames or short temporal segments can be similar. On
top of that, when co-occurring sounds are analysed together in time frames or
short segments it becomes more challenging for the learning algorithm to model
the distinguishing patterns in individual sound events.

From a mathematical viewpoint, polyphonic sound event sequences can be
described asmultivariate sequences, with each sound event treated as a time-
dependent variable. Therefore, when tackling the complexities of modelling
polyphonic sound events, it is advisable to employ multivariate sequence mod-
elling techniques in the development of polyphonic SED systems. A combi-
nation of sound separation with sound event detection [Turpault et al., 2020,
2021, Kavalerov et al., 2019] is an e ective approach to model sound events in
polyphonic sound event sequences, but with the cost of multiple training and
pre-processing steps. A detailed study of the design conditions to e ectively
process polyphonic sound events is analysed in Chapter 4.

Lack of semantic and syntactic relations in sound event sequences

In the realm of human perception, the meaning of sound events is rooted in
cognitive understanding. Nonetheless, it remains uncertain how computational
algorithms acquire the ability to grasp the meaning of everyday sounds. In con-
trast to speech and text sequences, where semantic and syntactic relationships
naturally adhere to language rules, everyday sound event sequences typically
lack explicit semantic and syntactic associations. For instance, in sound event
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sequences obtained from public spaces like urban parks or residential homes, it
is improbable for a speci ¢ sound event to consistently precede another sound or
a set of sounds. Conversely, in controlled acoustic environments like the sound
sequences produced by a paper printer or a speci ¢ mechanical or chemical pro-
cessing unit, structured relationships exist within sound sequences. In essence,
the uncertainty regarding semantic and syntactic relationships in sound event
sequences poses an additional signi cant challenge in the development of SED
systems.

Despite the uncertainty surrounding relations between sound events within
sound event sequences, it is reasonable to assume that structural relations exist
within individual sound event instances. The structural relations within an
event instance de ne the temporal dynamics of the sound event, encompassing
its onset and o set positions. Therefore, in practical terms, a computational
algorithm within an SED system must address the uncertainty pertaining to
semantic and syntactic relations in sound event sequences, based on the sequence
type, while also modelling the temporal dynamics within individual sound event
instances. A detailed explanation is given in Chapter 4.

2.3 Evaluation metrics for SED

The quantitative evaluation of an SED system is carried out by comparing
the system output (after post-processing) with the reference annotations for
the unseen test data. In an SED system, the reference annotations are in the
form of sound event labels and their onset and o set time values. The stan-
dard evaluation metrics employed for the classi cation and detection of everyday
sound events encompass thE-score, error rate, mean average precisionmAP),
and mean of the area under the receiver operating characteristic (ROC) curve
(mAUC). In the context of evaluating audio tagging models, the preferred met-
rics are mAP and mAUC, as suggested by previous studies [Kong et al., 2018,
2020b,a]. At the same time, when evaluating SED systems, the commonly
utilised metrics are the F-score and error rate, as indicated in prior research
[Cakr et al., 2017, Mesaros et al.,, 2017a, Kong et al., 2019, Mesaros et al.,
2017c].

An SED system can be evaluated over time frames, segments, and in terms
of event instances. The evaluation of SED systems based on frames and seg-
ments is known by segment-basedevaluation and that based on event instances
is known by event-basedevaluation. During the evaluation process, intermediate
statistics such as true positive, true negative, false positive, and false negative
rates come into play. These metrics are denoted as TP (true positives), TN
(true negatives), FP (false positives), and FN (false negatives), representing the
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total counts of each. TP denotes the total number of times the detection algo-
rithm correctly predicts an event activity as labelled in the reference annotations
over the entire test data. TN denotes the total number of times the detection
algorithm correctly predicts the inactivity of an event as in the reference anno-
tations. FP denotes the total number of times the algorithm incorrectly predicts
an event activity with respect to the reference annotations. FN denotes the total
number of times the detection algorithm fails to predict an event activity with
respect to the reference annotations. These intermediate statistics are used to
de ne precision (P), recall (R), F-score (F), error rate (ER), and AUC.

Precision, recall, and F-score

The precision, recall, and F-score are de ned as given in Equation (2.3). The
precision value is de ned as the ratio of true positives and the sum of true
positives and false positives. The precision measure indicates the susceptibility
of an SED model to false positive errors. A false positive error arises in two
scenarios: rst, when the model detects a false event activity instead of the
actual target event in the reference (referred to as asubstitution error), and
second, when the model detects an event activity where there should be none in
the reference data (referred to as arinsertion error ). The precision value range
is between 0 and 1.

TP TP _ 2PR

TTP+FP’ | TP+FN’ P+ R

A large value of precision means the model is less susceptible to false positive
errors. A lower value of precision with the number of insertions much higher
than the substitutions can be interpreted as the inability of the model to dis-
criminate between a potential sound event activity and the acoustic background.
Conversely, a lower value of precision with the number of substitutions much
higher than the insertions can be interpreted as the inability of the model to
discriminate between various sound event classes. Hence, when an SED model
is developed for the detection of acoustically similar sound events, it is recom-
mended to give emphasis to the precision measure and the number of substitu-
tion errors as it can give insights into the ability of the model to discriminate
between similar sound events. A lower overall substitution error indicates the
e ectiveness of the system in modelling sound events in scenarios where high
inter-class similarity and high intra-class variability prevails.

The recall value is de ned as the ratio of true positives and the sum of true
positives and false negatives. The recall indicates the measure of false negative
(missed detectior) errors in an SED model. A false negative error occurs when
the model fails to detect a sound event that is present in the reference annotation

(2.3)
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(deletion error) or in the form of a substitution error. The recall value range is
between 0 and 1. A large value of recall means the model is less prone to missed
detection errors. A lower value of recall with the total number of deletions much
higher than the substitutions can be interpreted as the inability of the model to
discriminate between sound activity and the acoustic background. Conversely,
a lower value of recall with the number of substitutions much higher than the
deletions can be interpreted as the inability of the model to discriminate between
sound event categories.

The F-score is de ned as the harmonic mean of the precision and recall. The
F-score value range is between 0 and 1. A higher value of thé-score indicates
fewer false positive and false negative errors in the model prediction. A lower
value of F-score indicates that the model is prone to false positive errors or false
negative errors or both.

The primary limitation of metrics such as precision, recall, and F-score lies
in the trade-o0 between correct detection and missed detection, which heavily
depends on the chosen operating point. This operating point corresponds to the
threshold value used in the post-processing stage of the model's detection. A
slight change in the operating point can have a drastic impact on the detection
performance. Often, the operating point of a model for a task is selected based
on the trade-o between precision and recall. Consequently, these metrics may
not be suitable for directly comparing the performance of di erent models on
the same task, as the models could be operating at distinct operating points.

Error rate

The error rate gives the measure of the total erroneous predictions of an SED
model [Mesaros et al., 2016a]. It is de ned as the ratio of the total nhumber
of errors to the total number of reference event occasions as de ned in Equa-
tion (2.4); where S is the total number of substitution errors that jointly
contributes to false positives and false negativesD¢,, is the number of false
negative errors other than the substitution errors, l¢; is the number of false
positive errors other than the substitution errors, and N,¢ is the total number
of reference event occasions. An error rate value of 0 signi es awless detection
with no errors whatsoever. Conversely, the error rate can exceed 1 when the sys-
tem commits more errors (when the sum of FP and FN is substantially higher)
than the total number of correct predictions. An error rate with an exact value
of 1 is trivial and indicates that the system fails to accurately predict any of the
reference sound events.
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The error rate of a model for a task is also contingent on the chosen operating
point value. Consequently, this metric may not be suitable for assessing a
model's e ciency under varying testing conditions. An alternative approach is
to select the average value of the metric across all required operating points.

AUC

As previously noted, the primary limitation of precision, recall, F-score, and
error rate metrics is their dependence on a speci ¢ operating point of the model.
In contrast, the area under the receiver operating characteristic (ROC) curve
(AUC) metric is derived from a spectrum of operating points, making it suitable
for assessing the model's performance across a range of threshold values. The
AUC metric is the area under the ROC curve which plots the recall value as a
function of the false positive rate(FPR) (or sensitivity) across di erent threshold
values. The false positive rate is de ned as the ratio of the number of false
positives and the sum of the number of false positives and true negatives as
given in Equation (2.5). The range of AUC value is between 0 and 1.
FP
FPR = P+ TN (2.5)

The higher the AUC, the better the model is at predicting true positives
and true negatives. A higher AUC score can be interpreted as the ability of the
model to discriminate between a particular sound event activity from the rest of
other sound events including the acoustic background. The primary drawback
of the AUC metric is that it is computed based on a binary classi er. To apply
it in a multiclass context, class-wise AUC must be calculated by treating each
class's performance separately as distinct binary classi cation scenarios [Hand
and Till, 2001]. The average value of AUCs computed over all the classes is the
mean AUC score.

2.3.1 Segment-based evaluation

In the segment-based evaluation approach, intermediate statistics (TP, TN, FP,
and FN) are calculated within a xed time grid, often in one-second time seg-
ments, as detailed in [Mesaros et al., 2016a]. Since predictions are compared
with reference annotations in xed-duration segments, this method is suitable
for evaluating the classi cation performance of SED models in short segments,
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but less suitable for assessing the temporal segmentation of sound events.

For each test data point, the sound event activity is compared between
the reference annotation and the system output across all segments to obtain
sample-wise intermediate statistics. The accumulation of these intermediate
statistics over the entire test data can be done in two ways: either globally
across all sound event classes (referred to asicro-averaging or instance-based
averaging) or separately for each class and then averaging (referred to aracro-
averaging or class-based averaging In scenarios of unbalanced classes, macro
averaging is the preferred approach. The segment-based F-score is computed as
explained in Equation (2.3).

In the segment-based error rate computation for an audio sample, the pro-
cess begins by calculating the counts of substitutions, deletions, and insertions
separately for each segment. These counts are then summed across all segments
to derive the sample-wise score. The nal score can be obtained using either
micro-averaging or macro-averaging. The number of substitutions, deletions,
and insertions in segmentk are denoted by S(k), D (k), and I (k), respectively,
and can be formulated according to Equation (2.6). S(k) represents the num-
ber of substitution errors in the k" segment. In other words, it is the count of
reference events for which the system predicted an incorrect event label. Each
substitution error within a segment contributes to one false positive and one
false negative error. Therefore, substitution errors within a segment are tallied
by pairing false positives and false negatives, regardless of the event labels.

S(k) = min (FN (k); FP (k)
D(k) = max(0;FN (k) FP(k)) (2.6)
1 (k) = max(0;FP (k) FN (k)

Once the substitution errors within a segment are counted, any remaining
false positives are recorded as(k), and false negatives a (k). The error rate
across all segmentsER segment ) IS then calculated by summing the segment-wise
counts for substitutions, deletions, and insertions over the total ofK segments,
according to Equation 2.7, whereN (k) represents the number of active reference
events in segmentk.

P«

P
k=1 S+
p

D0+ 109
k=1 N(K)

The primary drawback of the segment-based evaluation approach is the in-
consistency in counting intermediate statistics (TP, TN, FP, FN) based on sound
event activity in the reference and the system output. For example, in the

ERsegment = (2.7)
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segment-based evaluation method with a 1-second segment size, if an event is
active for the entire one-second duration in the reference and the same event is
detected in the output for only a short duration of the segment (01 second),

it is still counted as a true positive. Conversely, in the same scenario, if the
detected output is a di erent sound event of the same duration, it is treated as

a substitution error. However, in this latter case, the substitute event might be
an acoustically similar event to the true event, indicating the model's ability to
recognise similar sound events. In such cases, it may be reasonable to disregard
the accountable false positive or false negative errors to enhance the e ective-
ness of the segment-based model evaluation method. Similar situations can also
arise in the case of deletion and insertion errors in the segment-based evaluation
method.

A simple approach to improve the outcome of the segment-based evaluation
method is to employ a very short segment duration, e ectively reducing the
time resolution of the segments. When the segment size is extremely short
(e.g., 20 milliseconds), segment-based evaluation can be seen as equivalent to
frame-based evaluation. This aligns with the frame-level learning process used
in supervised SED models trained with a classi cation loss.

2.3.2 Event-based evaluation

The event-based F-score and error rate, proposed and implemented in [Mesaros
et al., 2016a], evaluate SED models by estimating sound event activity through
a comparison of event instances in the reference annotation and the system
output. These metrics are versatile, allowing for the evaluation of both the
classi cation and segmentation performance of SED models, as they analyse
predictions precisely in terms of event instances.

In this approach, intermediate statistics (TP, TN, FP, and FN) are counted
based on event instances. A true positive is counted when an event instance in
the reference annotation overlaps in time with an event in the system output,
both sharing the same predicted class label, and when the onset and o set of
the predicted event fall within a speci ed time range, often referred to as a
temporal collar around the true onset and o set in the reference. A predicted
sound event that overlaps with the reference event, but fails to meet the onset
and o set collar conditions with respect to the reference event is treated as
a false positive irrespective of the predicted label. Similarly, an event in the
reference annotation without having any overlap with an event instance in the
system output is counted as a false negative event.

In true positive computations, the temporal collar allowed at the onsets and
o sets of the predicted events decides the variance in the evaluation process.
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A collar value of zero at the onset and o set means, a complete overlap of the
predicted event and the reference event is necessary to claim the true positive
detection, which is the ideal case. In general, the onset and o set values in
reference annotations may not be precise, hence adding a collar in event-based
evaluation can be accounted for the subjective variations in the reference anno-
tation process. In everyday sound events, the de nition of o sets is less clear
compared to that of onsets. Event-based evaluation can be performed by ap-
plying the collar to either the onsets alone or to both the onsets and o sets,
depending on the speci c evaluation requirements of the system. Typically, a
collar value of 200-milliseconds is used for the onsets [Mesaros et al., 2016a].
When determining the collar size for the o set condition, it is selected to adapt

to the dynamic duration of sound events. This selection is made by choosing
the maximum value between a xed 200-millisecond collar and 50 percent of the
current reference event's duration.

The event-based F-score is computed in the same way as the segment-based
F-score based on Equation (2.3). The event-based error rate is de ned with
respect to the number of reference sound event instances based on Equation
(2.7). The substitution errors in the event-based error rate are de ned dier-
ently compared to the segment-based error rate. The predicted event instances
in the output that overlap correctly with the reference event instances (that are
in agreement with the onset-o set collar rules) but with incorrect class labels are
counted as substitutions. Event instances without proper overlap (in accordance
with the onset-o set collar rules) are counted as either deletions or insertions
with reference to the reference annotations. In general, the event-based metrics
give lower performance values compared to the segment-based metrics, as it is
complicated to precisely identify the onsets and o sets of sound events, espe-
cially in polyphonic scenarios. The event-based metric values directly indicate
the segmentation capability of SED models.

The main critical assessment of the event-based metrics is the collar-based
approach to identify true positive detections. The collar-based approach gives
more importance to the onset and o set positions in the predicted event in-
stances, this can be partially justi ed by the observation that humans may also
prioritise the start and end, particularly the start, of sound events during the de-
tection process, especially for speci ¢ sounds. However, it is crucial to recognise
that computational algorithms may perceive and identify sound events di er-
ently, in uenced by the learned acoustic model. In particular, when an SED
model is trained using a standard multilabel classi cation loss, equal impor-
tance is assigned to all time frames during the learning process. Hence, it can
be claimed that giving more importance to the onset and o set positions in the
detection process is not always appealing. At times, the model can e ectively
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identify sound events based on the temporal dynamics between onset and o set
positions. However, in the collar-based approach, these predictions are counted
as substitution errors in event-based evaluation.

2.3.3 Other evaluation metrics
Polyphonic sound detection score

The drawbacks of both segment-based and event-based evaluation methods in-
clude the xed operating point-based detection approach and the uncertainty
in calculating intermediate statistics using the segment-based and collar-based
methods during the evaluation process. The polyphonic sound detection score
(PSDS) [Bilen et al., 2020] was introduced recently for the evaluation of SED
models, aimed to overcome the drawbacks of the event-based evaluation ap-
proach. In this metric, a re ned approach is proposed for the de nition of
event-based true positives and false positives. Also, the PSDS score is devel-
oped around the AUC score, hence it considers the operating point variations
in the evaluation process.

Unlike segment-based and event-based methods, PSDS provides a more com-
prehensive assessment by considering both temporal localisation and sound
event overlap handling. It quanti es how accurately the system detects sound
events, penalising false alarms and missed events while rewarding precise tempo-
ral localisation. The key advantage of PSDS lies in its ability to handle overlap-
ping events realistically, making it suitable for complex soundscapes. However,
PSDS is more complex to compute, not easily interpretable, and may require
parameter tuning, making it suitable for scenarios where detailed evaluation is
needed but requiring careful setup and analysis.

2.4 Classical approaches to SED

In this section, classical methods which are being used for SED are discussed.
Firstly, SED models based on signal processing and machine learning approaches
are discussed. Later in the section, SED models based on deep learning ap-
proaches are discussed.

2.4.1 Signal processing and machine learning methods

Inspired from speech and music processing tasks, various signal processing and
machine learning methods have been directly applied to solve SED problems.
These methods include GMM, HMM, SVM, and non-negative matrix factorisa-
tion (NMF).
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Gaussian mixture model

A Gaussian mixture model (GMM) is an unsupervised generative model that
is mathematically de ned by a weighted mixture of multivariate Gaussian dis-
tributions [Pearson, 1894, Reynolds et al., 2009]. The parameters in a GMM
model are predicted using the expectation maximisation (EM) method [Demp-
ster et al., 1977]. The GMM approach can be used for a supervised multiclass
classi cation problem by de ning a separate GMM for each category in the
database. Data examples from each category can be used to create class-speci c
Gaussian mixture models. During the inference stage, a separate likelihood is
computed for each of the GMMs for an unknown example. The class cate-
gory corresponding to the GMM with the highest probability for the unknown
example is assigned as the predicted label.

GMMs are being used in sound event classi cation problems [Vuegen et al.,
2013, Kumar and Raj, 2016, Heittola et al., 2013a, Kumar et al., 2013, Mesaros
et al., 2016b, Schreder et al., 2016]. Each of the sound event categories can be
modelled using a GMM. The individual Gaussian distributions in the mixture
model can learn unique features of a particular sound event class by imposing
constraints in the covariance matrix of the model (like the diagonal covariance
matrix). While this approach is straightforward and highly e ective for the
multiclass classi cation of isolated sound event categories, it is important to note
that the GMM-based classi cation method is not directly suitable for addressing
multilabel sound classi cation problems, such as polyphonic SED tasks. To
adapt GMM-based methods for multilabel scenarios, additional computational
steps are necessary. For example, one can establish a binary classi cation unit
based on a positive class model trained with audio segments of a particular
sound category and a negative model trained with the remaining sound events,
as discussed in [Mesaros et al., 2016b]. However, it is essential to have isolated
segments of sound event categories available for this approach to be applicable.

The GMM-based sound classi cation method has two primary limitations.
First, it cannot be directly used for classifying sound events within polyphonic
sound event sequences, unless there are source-separated and isolated segments
available for individual classes. Second, GMM-based methods are unable to
capture the temporal dynamics of sound events. One approach to address the
segmentation of sound events with GMM is by applying classi cation over win-
dowed segments as discussed in [Mesaros et al., 2016b].

Hidden Markov model

The hidden Markov model (HMM) is a probabilistic model used to model the
temporal dynamics in sequential data [Rabiner and Juang, 1993, 1986]. A hid-
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den Markov model approach can be used for multiclass classi cation by using
separate Markov models for each of the categories by setting up the hidden state
space with known structures that are shared across the classes. For example, in
speech recognition tasks, multiclass classi cation of speech units can be solved
by setting up the hidden states of HMMs with known phonemes [Picone, 1990].
HMMs are being used in sound event classi cation problems [Mesaros et al.,
2010, Heittola et al., 2013a, Benetos et al., 2016]. In the simplest case of multi-
class classi cation of sound events, separate HMMs with active and non-active
hidden states (based on the frame level binary label) can be used to model each
of the sound event categories. Also, it is possible to use additional states based
on other temporal dynamics of sound events like onset and o set to improve the
classi cation performance [Mesaros et al., 2010]. The target label is assigned
based on the model that predicts the maximum conditional joint probability
over the states for the given sound event sequence. This can be computed using
the Viterbi algorithm [Lou, 1995]. As in the case with GMMs, HMMs can be
used for the classi cation and detection of polyphonic sound events with addi-
tional computational complexities [Heittola et al., 2013a, Stowell et al., 2017].
The advantage of HMM over GMM in sound classi cation problems is its ability
to model the temporal structure of sound events.

Support vector machine

The support vector machine [Cortes and Vapnik, 1995, Hearst et al., 1998] is
a discriminative learning-based algorithm used for classi cation and regression
applications. In discriminative learning methods, the model learns the decision
boundaries between classes directly from the entire training dataset. In the
simplest case, the support vector machine is a binary classi er that uses a lin-
ear separating hyperplane to classify between the positive and negative classes.
When the given classes are not linearly separable in the original input feature
space, the SVM transforms the original input space into a higher-dimensional
feature space through a non-linear function and nds a new hyperplane that
separates the classes in the transformed space. The learning algorithm in SVM
is formulated as a constrained nonlinear optimization problem. As in the case
with GMM and HMM-based methods, in a multiclass classi cation scenario,
separate classi ers (one versus the rest) are required to model each class cate-
gory [Hsu and Lin, 2002].

SVMs are being used in sound event classi cation [Guo and Li, 2003, Vavrek
et al., 2010, Temko and Nadeu, 2006, Lopatka et al., 2010] and detection [Phan
et al., 2017, Rabaoui et al., 2008] problems. For the training of SVM-based
sound classi ers, it is required to have isolated segments of individual sound
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event categories. Hence, polyphonic sound event sequences need to be pre-
processed in order to develop SVM-based classi cation models. The detection is
performed by applying classi cation in windowed segments. SVM-based sound
classi cation systems are less e ective when there is a large number of sound
event classes with an unbalanced number of examples per class.

Non-negative matrix factorisation

In non-negative matrix factorisation (NMF) [Lee and Seung, 1999, 2000], an
input representation is factorised into two matrices with one of the matrices
acting like a template that represents unique features in the input, and the
other matrix stores the activation weights that explain the importance of each
of the identi ed template features in the original input. For example, NMF
can be used to decompose a spectrogram into the feature matrix with spectral
templates and the weight matrix with time activations, which explains how the
spectral components are distributed in each time frame of the input spectro-
gram. The key advantage of the NMF method is that it can be directly used
for dimensionality reduction and source separation applications.

NMF-based methods are being used in sound classi cation and detection
problems [Mesaros et al., 2015, Heittola et al., 2013b, Dikmen and Mesaros,
2013, Stowell et al., 2015, Dessein et al., 2013, Gemmeke et al., 2013]. In the
NMF-based isolated sound classi cation task, separate feature matrices can be
developed for each of the sound event categories using class-speci ¢ audio ex-
amples, and in the inference stage, the target label can be assigned on the basis
of the weight matrices generated using the trained template matrices for a given
test example. NMF can be directly applied in the SED task to identify sound
event activity at each audio frame without additional complexity. This can be
done by shaping the component matrices in the NMF computation. This is an
advantage of the NMF-based method over the GMM and HMM-based methods
for SED tasks.

The NMF can be directly applied in the SED task in a way that the feature
matrix learns separate templates for each of the sound event categories and
the weight matrix gives the activity of each event in every time frame [Stowell
et al., 2015, Mesaros et al., 2011]. The main advantage of this approach is that
at the inference stage, the polyphonic sound event sequence can be directly
applied to obtain the segmentation output without the need for windowing or
any rigorous post-processing techniques. The important step in this method
is to develop the feature matrix with class-speci c templates. One way to do
this is to learn and x the template for a sound event category using isolated
sound examples and later combine all the templates to form the feature matrix
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[Gemmeke et al., 2013]. When strong labels are available, polyphonic sound
event sequences and the strong annotations can be jointly used to learn sound
activity matrices through NMF [Dikmen and Mesaros, 2013, Mesaros et al.,
2015]. A major advantage of this approach is that it works directly on the
polyphonic sequence, and directly provides a polyphonic activity matrix during
the inference.

2.4.2 Deep learning-based methods

Similar to advancements in other scientic and engineering domains, recent
progress in the computational analysis of everyday sounds is primarily driven
by deep learning approaches. Deep learning based sound event analysis meth-
ods are showing tremendous performance gains when compared to classical sig-
nal processing and machine learning-based approaches. Other bene ts of deep
learning-based methods include end-to-end processing of polyphonic sound event
sequences with minimum data pre-processing, no need for isolated sound seg-
ments for training, and can handle a large number of sound event categories
without additional complexities.

The data transformation and pipelining in deep learning are inspired by the
process by which sensory information is processed and perceived by the human
cognitive system. In a deep learning model, famously known by ararti cial
neural network (ANN), the data is processed in a multilayered structure from the
input layer to a number of deep layersfollowed by the output layer. As the data
propagates from the input layer to the output layer, nonlinear transformation
is applied on the data at every level which helps the model to learn abstract
feature details from the data for a particular task. On the basis of how data
ows from the input layer to the output layer and based on how the data is
processed at every layer, there are many types of ANN models. The commonly
used deep learning models for SED are feedforward neural networks (FNN),
convolutional neural networks (CNN), recurrent neural networks (RNN), and
hybrid models.

Feedforward neural network

A feedforward neural network (FNN) is the simplest model in the ANN family.
In FNNs, the data ows only in the forward direction from the input layer to
the output layer without any feedback connections [LeCun et al., 2015]. The
fundamental building block in an FNN model is an arti cial neuron . Each layer
is de ned by a set of neurons; where inputs to a neuron come from the output
of each of the neurons in the previous layer and the output of the neuron is
de ned by the sum of the linear combination of inputs weighted by the weight
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parameters and thebias term. A nonlinear function, also called as anactivation
function is applied to the output of each neuron. In this manner, every neuron
in an intermediate layer is connected to every other neuron in the immediately
preceding layer, which is why it is referred to as afully connected layer or a
dense layer However, there are no direct connections between neurons within
the same layer. A visual representation of a neuron in an intermediate layer of
an FNN is illustrated in Figure 2.18.

Figure 2.18: The structure of an arti cial neuron in a deep layer.

The input layer in an FNN is de ned by the input representation used to
train the model. The input representation can be in the form of a vector (e.g.,
MFCC or one-dimensional time series or image data) or a multivariate distribu-
tion with respect to a dependent variable (e.g., spectrogram or video data). The
number of neurons in the input layer is equal to the size of the input represen-
tation, and each input neuron takes a value from the feature vector. An input
neuron does not have any incoming branches. Theutput layer in an FNN is
de ned by the prediction of the model in accordance with the task.

For example, in a classi cation model, the number of classes de nes the
number of neurons in the output layer. Each prediction value in the output
layer can be seen as amutput neuron. An output neuron does not have any
outgoing branches. The intermediate layers between the input layer and the
output layer are called the deep layersor hidden layers It is the deep layers
that extract highly nonlinear structures from the data according to the task
requirements. A neuron in the deep layer is known as aleep neuron a deep
neuron always has multiple inputs and a single output. From the perspective
of the human cognitive system, an input neuron in an FNN is analogous to a
feature of the sensory input (e.g., a visual clue), a deep neuron can be considered
as a cognitive skill such as memory, and the output neuron can be considered
as the action or response to the sensory information. Figure 2.19 represents the
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structure of a feedforward neural network.

Figure 2.19: The structure of a FNN with 3 input neurons, 2 deep layers, and
2 output neurons.

An activation function is responsible for determining how much information
at a neuron is considered su cient to propagate forward through the network.
Nonlinear activation functions play a crucial role in enabling ANN models to
extract complex representations from input data. Additionally, the appropriate
selection of activation functions is essential for ensuring the stable training of
deep models. In general, the activation function used in hidden layers is the rec-
ti ed linear unit (ReLU) function [Glorot et al., 2011]. The activation function
applied to the neurons in the output layer is based on the task; for example, in
single-label classi cation problems, thesoftmax activation is generally used and
in multi-label classi cation problems the sigmoid activation function is used.

The weight parameters in a layer determine how much information from each
neuron in the previous layer is needed to model the data at a particular neuron
in that layer. The signi cance of the bias term in ANN models is that it o ers
the activation function to shift from the original output value if that bene ts
to model the data more e ciently for the task. Thus it o ers more exibil-
ity to the model. The weight parameters and bias terms associated with each
neuron are optimised iteratively during the learning process based on the loss
value, computed with respect to the target predictions and the reference labels
for the task. This optimisation is achieved using the backpropagationalgorithm
[Rumelhart et al., 1986], and thegradient descentoptimisation algorithm [Bot-
tou et al., 1991] is commonly used to update the model's weights with respect
to the loss value at each learning step.

Interpretation on how audio features are processed by an FNN -
Feedforward neural networks are being used in SED problems [Mesaros et al.,
2019a, Gencoglu et al., 2014, Cakir et al., 2015]. It is important to under-
stand how a feedforward neural network processes audio features into detection
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decisions.

MFCC feature : Imagine that a multilabel classi cation model based on a
feedforward network is being developed using the MFCC feature vector. In this
case, each of the audio samples is represented by an MFCC feature vector. In
the input layer of the network, each of the input neurons takes a speci c MFCC
coe cient value; that is the number of input neurons is equal to the size of the
MFCC feature vector (number of MFCC coe cients). The number of output
neurons is equal to the number of sound event classes in the database.

During the learning process, the network weights are iteratively optimised
based on the loss value computed between the predicted sound event probabil-
ities and the reference class labels. In the rst deep layer of the network, each
deep neuron creates a unique mapping by computing a linear combination of
the weighted MFCC coe cients. Speci cally, each deep neuron in the rst deep
layer estimates a unique value based on the weighted sum of the actual MFCC
coe cients. Similarly, in every subsequent deep layer of the network, each deep
neuron computes a unique value by performing a weighted sum of MFCC co-
e cients associated with that neuron. Once the model is fully trained, each
output neuron encapsulates a highly nonlinear mapping function of the MFCC
coe cients using the complete network weights. In simpler terms, it can be
interpreted that each output neuron identies a specic range of values for
each MFCC coe cient, which serves as criteria for detecting a particular sound
event. In essence, each output neuron establishes a binary decision boundary for
a sound event based on the MFCC coe cient values, allowing it to determine
whether the event is present or absent.

Mel-spectrogram feature : Consider the development of a polyphonic
SED model based on a feedforward network using the mel-spectrogram fea-
ture. One key distinction between MFCC features and mel-Spectrogram fea-
tures when employed as input in a feedforward network is that MFCCs can have
both positive and negative values, whereas magnitude mel-Spectrogram values
are always non-negative. This characteristic of magnitude mel-Spectrogram val-
ues enables feedforward networks to create a parts-based additive representation
of elementary sound objects for the formation of sound events.

Unlike the classi cation task, the prediction of a polyphonic SED model
is a probability matrix that displays the class presence probabilities of sound
events at each time frame. In this scenario, the same weights are applied to
every feature at each time frame. The number of neurons in the input layer
is equal to the number of mel-bands in the input feature. Each of the deep
neurons estimates a value based on the sum of linear combinations of weighted
mel-band energies at that neuron. The number of output neurons is equal to the
number of sound event classes. Each of the output neurons estimates a binary
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decision boundary for a sound event as a function of the mel-band energies. In
simpler terms, we can interpret that each output neuron identi es the range
of energy values for each mel-band, which de nes the detection of a particular
sound event.

Two main drawbacks of feedforward model-based sound event analysis are
- (a) Lack of temporal modelling: FNNs treat each input frame or segment
independently and do not naturally capture temporal dependencies between
audio frames. This limitation can lead to di culties in modelling the temporal
dynamics of sound events, which are essential for SED tasks. (b) Limited con-
textual information: FNNs have a xed receptive eld, which means they can
only consider a xed-size window of input data. The receptive eld in a neural
network refers to the region of the input data that a speci ¢ neuron in a given
layer is sensitive to. It de nes the area of the input that in uences the neuron's
activation or response. In sound event analysis, it is important to consider a
more extensive context to make accurate predictions. FNNs may struggle to
incorporate the necessary contextual information e ciently.

Convolutional neural network

Convolutional neural networks (CNNs) [LeCun et al., 1998, Krizhevsky et al.,
2012] are one of the fundamental building blocks in modern deep learning. Simi-
lar to a neuron in a feedforward network, the fundamental unit in a convolutional
layer is a convolutional kernel that applies depth-wise convolutions to the input
feature. Depth-wise convolution in a CNN is a type of convolution operation
that processes each input channel separately and then combines the results,
enabling the network to learn more e cient feature representations. Each con-
volutional kernel is a three-dimensional Iter. The height and width of the lter

de ne its size, which indicates the receptive eld of the kernel. Additionally,
the depth of the kernel matches the depth (number of channels) of the input
feature.

In a convolution operation, the sum of the depth-wise dot products of the
kernel on the input volume is computed and a nonlinearity is applied to these
output values. The kernel is moved horizontally and vertically along the entire
volume of the input feature, such that a new two-dimensional feature repre-
sentation (also known asfeature map) with the same size as that of the input
is formed. In this manner, numerous kernels are applied to the input volume,
and the resulting two-dimensional representations are combined to create the
subsequent convolutional layer. To downsize the new layer, a pooling function
can be applied to the output of each convolution operation. Consequently, a
pooling layer can be employed following each convolutional layer to reduce the
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spatial dimensions of the data. Likewise, the combination of a convolutional
layer and a pooling layer can be arranged in a multilayered fashion to build a
CNN model.

This architecture allows the transformation of an input representation into
class prediction probabilities. The pooling operation in the intermediate layers
can be max pooling or average pooling whereas in the output layer, a global
pooling can be applied to convert feature representations into probability scores.
The max pooling operation selects the maximum value from a group of values
within a de ned region in the input data. Average pooling is a pooling operation
that calculates the average value from a group of values within a de ned region
in the input data. Global pooling (often global average pooling or global max
pooling) computes a single value by pooling over the entire input, condensing the
entire feature map into a single number. The training process of a CNN model
is analogous to that of a feedforward network. Upon completion of the training
process, the kernel weights in each of the convolutional layers are optimised such
that each kernel captures distinct local patterns from the input feature.

Two of the most exciting features of CNNs are - Local connectivity: In a
CNN model, each of the depth-wise convolution operations is performed on a
local region of the input volume (based on the size of the convolutional kernel)
known as the receptive eld of the kernel. Within a CNN layer, each of the ker-
nels along the channel shares the same receptive eld. However, it is important
to note that the convolution outputs of a kernel across di erent regions in the
input volume are not interconnected. The concept of local connectivity in CNN
models is advantageous as it enables the network to focus on learning localised
patterns within the input feature.

Shift-invariance: In CNN models, the combination of convolution and pool-
ing operation results in the shift-invariance property. Shift invariance in CNNs
implies that the network’'s capacity to recognise patterns in the data remains
una ected by shifts or translations in the input. Due to this property, the model
can recognise a unique pattern or an object in the input feature even when its
relative position or appearance varies in some way. As a result, a unique pat-
tern or an object at any part of the input feature can be equally identi ed by
the model irrespective of its position or orientation. This allows the network to
generalise well and recognise patterns e ectively across di erent locations.

Interpretation on how audio features are processed by a CNN -
CNNs are being used in SED problems [Mesaros et al., 2018b, Zhang et al.,
2015, Abdoli et al., 2019, Kahl et al., 2017, Piczak, 2015]. The e ectiveness
of CNN models in sound event classi cation and detection can be understood
from various perspectives. Consider a CNN-based SED system trained on mel-
spectrogram features. Let's envision the rst convolutional layer, which consists
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of K kernels, each with a size o F. In this layer, three-dimensional con-
volution operations are performed on local regions of the input spectrogram,
determined by the kernel size. A local region in the spectrogram corresponds
to a small patch of mel-band energies spanning a few time frames. Each of
these kernels is responsible for learning a pattern based on the local informa-
tion present in its assigned region of the spectrogram. The pooling operation
applied to the convolved feature helps to identify abstract features within the
local regions. The kernel size and the pooling size along with thstride value in
convolution layers o er a wide range of options to extract local feature patterns
according to the task requirement.

For example, by using a kernel size of et 1, WhereFsey is the feature
size (number of mel-bands in the spectrogram), it is possible to set the receptive
eld of the convolution operation same as the size of a time frame. Now, by
using a pooling size o, 1 and with a stride of S; 1, it is possible to model
every time frame of the spectrogram separately and independently. For example,
when P, = S =5, the pooling operation selects the most important convolved
feature value within ve consecutive energy bands in a frame. The stride value
can be altered if feature selection needs to be done in overlapping mel-bins.
These processes can be replicated in the subsequent convolutional layers, and if
needed, di erent kernels and pooling sizes can be applied. The local information
over the feature maps learned by convolution plus pooling operations in a layer
can be aggregated to form the new feature map for the next convolution layer.
In this way, a convolutional layer can model local patterns within individual
time frames in the input feature. As the temporal resolution is kept the same
in each of the convolutional layers, nally the prediction layer learns high-level
nonlinear mappings for identifying each of the sound event classes.

One issue with the choice of kernel size and pooling size, as explained in the
above example, is that it models each time frame locally and independently.
While this approach is suitable for analysing spectral variations within individ-
ual time frames, it is important to recognise that sound events typically exhibit
temporal dynamics. Therefore, it is more advantageous to capture local patterns
across consecutive time frames. By carefully choosing the kernel and pooling
sizes, it is indeed possible to e ectively model both local temporal and spectral
patterns using the convolutional operation.

For instance, in the aforementioned case, using a 5 5 kernel allows mod-
elling local patterns within ve consecutive energy bins and across ve consecu-
tive time frames in the rst convolutional layer. The choice of pooling size can
be based on the desired resolution in the feature selection process. For instance,
a pooling size of 5 5 can capture salient features within ve energy bands
and across ve consecutive time frames. Pooling layers play a crucial role in
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reducing the size of feature maps between convolutional layers. The pooling op-
eration ensures that, even if the receptive eld (kernel size) of each layer remains
constant, deeper convolutional layers can e ciently integrate information from
larger portions of the data. This way, a CNN model can be used to learn local
patterns in input audio features, allowing it to model individual sound events
within polyphonic sequences. The pictorial representation of the convolutional
and the pooling operation is given in Figure 2.20.

Figure 2.20: The structure of a CNN model.

Recurrent neural network

Convolutional models excel at capturing local patterns in data due to their in-
herent local connectivity and limited receptive eld. While intermediate pooling
operations can gradually increase the relative receptive eld of convolutional |-
ters in the deeper convolutional layers, it is important to note that CNN models
are not well-suited for modelling the temporal evolution of sound events from
onset to o set positions. Moreover, CNN models only work with xed-sized
input features and cannot process variable-length sequential data.

Recurrent neural networks (RNNSs) [Bengio et al., 1994] o er a exible frame-
work to model sequential data. The fundamental operating principle of RNNs
lies in their ability to sequentially process data, enabling them to iteratively
encode observations in the data as latent state variables. In other words, a
recurrent layer establishes connections among hidden states, and each state is
encoded by considering both the input at the current state and the informa-
tion accumulated from previous states. This recursive encoding allows RNNs
to capture temporal dependencies within sequential data. The use of previous
state information in the sequential processing of the input data helps recurrent
models to learn temporal patterns in the data. In the simplest case, the state
equation of a recurrent layer can be expressed using Equation (2.8),

hy=F Wp hy ;% + by (2.8)

where h; is the current state vector, X; is the current input vector, h; ; is the
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state vector at the previous time step, andWy,, and b, are the weight parameters.
F () is the activation function applied to the state vector values.

The weights in a recurrent layer are shared across time steps. Théack
propagation through time (BPTT) [Werbos, 1990] algorithm is used to update
the weights in recurrent layers. During the weight update process, the weight
associated with the computation of the previous state is recursively applied
over the sequence length. This cumulative e ect of weights can cause vanishing
and exploding gradient problems [Hochreiter, 1998, Pascanu et al., 2013] in
vanilla recurrent networks, especially when dealing with long sequences. As a
consequence, RNNs tend to forget what was learned when the sequences are
too long [Bengio et al., 1993, Hochreiter, 1998]. This was noted as the memory
compression problem in vanilla RNNs while processing long sequences.

Long short-term memory (LSTM) [Hochreiter and Schmidhuber, 1997] net-
works were proposed to overcome the limitations of vanilla RNNs. LSTMs are
explicitly designed to avoid the memory compression problem in vanilla RNNs
while processing long sequences. The state vector in an LSTM is computed in a
di erent way with the help of gate vectors namely, theinput gate i;, the forget
gate f, the output gate o;, and the memory cell ¢; de ned as given in Equation
(2.9),

it = Wi h ;% +h
fr= W; hy ;% + by

Wo hy 1 ;% + Iy

O (2.9)

C’[:tanh Wc ht 1, Xt +bC

c="f ¢ 1+it &

hi = o tanh c

where W;, W, Wy, W, by, Iy, by, and b, are the weight terms, and tanh
are the activation functions, and  denotes the element-wise product. The
forget gate f; decides what information from the previous cellc; 1 is required
to be carried into the new cell state. The input gate and the intermediate cell
state ¢ together decides what new information is going to be added to the
current cell state. Thus, the cell state/ memory cell ¢; is de ned based on the
output of the forget gate and the input gate. The hidden state h; in an LSTM
layer can be interpreted as the masked version of the nonlinear transformation
of the memory cell. The output gate o; which acts as a mask to the transformed
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memory cell selects the elements of the memory cell that are carried into the
current hidden state.

An LSTM layer has to compute all the updates as listed in Equation (2.9) in
every time step. This makes LSTM models computationally complex and time-
consuming. An improved variant of the LSTM that takes less computational
time for the state updates is the gated recurrent unit (GRU) [Cho et al., 2014].
In a GRU layer, the forget and input gates are combined into a singleupdate
gate Also, the cell state and the hidden state are merged. Formally, a GRU
consists of thereset vectorr, the update vectoru,, and the hidden state vector
h;. The state equations of a GRU layer are given in Equation (2.10).

re = W he 1) + by
U = Wy hy 1:x¢ + by

(2.10)
fi=tanh W, re he oxe + B

hi= 1 uw ﬁt"’Ut he 1

where W, , Wy, Wy, b, b, and ), are the weight terms. Just like the vanilla
recurrent network, LSTMs, and GRUs are also trained using the BPTT al-
gorithm. The LSTM and GRU networks o er greater stability and e ciency
for processing long sequences compared to vanilla RNNs. Between LSTM and
GRU, the GRU generally has less computational complexity and is considered
more e cient. This is because GRUs have a simpler architecture with fewer
gates compared to LSTMs, which results in fewer parameters to compute dur-
ing training and inference. However, the specic e ciency can depend on the
task, model size, and implementation details, so it is essential to consider these
factors when choosing between LSTM and GRU for a particular application.

However, a shared drawback of the entire recurrent network family, including
LSTMs and GRUSs, is that the current hidden state is solely determined by the
present input and the previous hidden state, despite retaining memory of all past
states. This memory, though, lacks direct control. This lack of direct control
means that the model relies on its training to determine which information is
relevant and should be stored in the memory cells. It does not have explicit
instructions for, say, preserving certain types of information while discarding
others. Instead, the network learns to adapt its memory management based on
the patterns and gradients it encounters during training.

Interpretation on how audio features are processed by a RNN
model - Recurrent neural networks are being used in SED tasks [Wang et al.,
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2016, Parascandolo et al., 2016]. A recurrent layer can model the temporal
dynamics of sound events in polyphonic sound event sequences. For example,
take the case of a recurrent network-based SED system trained using the mel-
spectrogram feature. In the rst recurrent layer, each time frame of the spec-
trogram is treated as a separate input vector presented across sequential time
steps. Additionally, the previous hidden state vector, which contains informa-
tion from all previous time frames up to the current frame, is also provided as
input at the current time step. This inclusion of the previous hidden state allows
the recurrent layer to maintain context information while processing each new
time frame. Consequently, the last hidden vector of the rst recurrent layer can

e ectively encapsulate a comprehensive summary of the spectrogram feature.
In the second recurrent layer, the hidden state vectors from the rst recurrent
layer serve as the input feature. At each time step in this layer, the inputs
consist of the output corresponding to the current frame of the rst recurrent
layer and the output from the previous frame of the current layer. This con g-
uration enables the modelling of complex temporal patterns within sound event
sequences through the use of stacked recurrent layers.

The number of recurrent units in the network will dictate the size of the state
vector, and it is important to note that the weights associated with each of these
recurrent units are shared across all time steps. This means that the input at
each time step passes through every recurrent unit, allowing each of the recurrent
units to learn a temporal pattern of the spectrogram feature. This shared weight
structure ensures that the network can e ectively capture a variety of temporal
patterns within the input data. For example, when the spectrogram feature is
directly input into the rst recurrent layer and the number of recurrent units
matches the spectrogram feature size (number of mel-bands), it is possible that
each recurrent unit can specialise in modelling the temporal variations of a
particular energy band in the spectrogram. When the number of recurrent
units exceeds the feature size, each recurrent unit may learn a temporal pattern
based on the nonlinear mapping of a set of mel-band features. For example, a
unit could specialise in modelling sound event onsets, o sets, or the dynamics
between them. This approach e ectively enables the modelling of sound event
temporal dynamics using recurrent layers.

Hybrid deep neural networks

While deep neural architectures like FNNs, CNNs, and RNNs are e ective for
sound event classi cation and detection problems, each has its limitations. Hy-
brid architectures, which combine these models, are increasingly favored in many
SED applications because they can overcome the individual limitations of each
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model. These hybrid networks leverage the strengths of multiple architectures
to improve SED performance, making them the preferred choice in the eld.

Combination of CNN and FNN - Convolutional layers can e ectively
model local patterns in sound event sequences. But, their local connectivity and
limited receptive eld prevent interaction between kernels at di erent regions in
a convolutional layer. Moreover, in a CNN-based SED model, global pooling is
typically employed on the nal convolutional feature to convert it into predic-
tions. However, this pooling operation treats each feature map independently,
neglecting potential interactions between di erent feature maps. Additionally,
this global pooling operation can discard valuable features that may capture
essential dynamic variations in sound events. On the other hand, SED models
using the FNN architecture have xed connections between layers, resembling
neuron-like receptive elds, which limits their ability to learn local patterns and
temporal dynamics of sound events.

To address the limitations of individual models in SED tasks, one e ective
solution is to replace the global pooling operation with a combination of CNN
layers and FNN layers. This hybrid approach involves applying convolutional
and pooling layers to the audio input feature, followed by attening the output
of the last convolutional layer and feeding it into a set of FNN layers. The nal
FNN layer serves as the prediction layer. This strategy allows the model to learn
local patterns in sound event sequences through the initial convolutional layers
and captures both within-feature map relations and inter-feature map relations
from the nal convolutional feature representation using the FNN layers. This
hybrid model approach using the combination of convolutional layers and FNN
layers have been demonstrated to perform well on SED tasks [Demir et al., 2020,
Gorin et al., 2016, Xu et al., 2018].

Combination of CNN, RNN, and FNN - The hybrid model created by
combining convolutional layers, recurrent layers, and feedforward layers, com-
monly referred to as the onvolutional recurrent neural network (CRNN), has
become the prevailing deep neural architecture in SED tasks. This approach is
widely adopted in the SED community and has been utilised in various studies
and applications [Cakr et al., 2017, Adavanne and Virtanen, 2017, Adavanne
et al.,, 2018b, Cakir and Virtanen, 2018]. The CRNN architecture e ectively
leverages the strengths of convolutional, recurrent, and feedforward layers to
address the complexities of SED problems, making it a preferred choice for
many SED practitioners.

In this hybrid model architecture, the audio feature input undergoes a multi-
stage processing. The initial convolutional layers serve as théocal feature ex-
traction unit. These layers are responsible for learning and capturing local
patterns in sound events from the input features. They excel at recognising and
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representing ne-grained details. Following the convolutional layers, the feature
output from the nal convolutional layer is passed to the recurrent layers, acting
as the global feature extraction unit The stack of recurrent layers focuses on
modelling the temporal dynamics of sound events and learning global context
information within sound event sequences. This helps the model understand
how events evolve over time. The output feature from the last recurrent layer is
then forwarded to the feedforward layers, which serve asocal classi ers. These
layers are responsible for making predictions and classifying the sound events
based on the learned features.

2.5 Advanced deep learning based methods for
SED

With the advancements in deep learning methods, many complex deep learn-
ing techniques that are originally proposed in other related domains like NLP,
speech, and music processing are being used in SED problems. Two such tech-
nigues which are relevant to this thesis are - (a) Multi-task learning [Caruna,
1993] and (b) Attention mechanism [Bahdanau et al., 2014].

2.5.1 Multi task learning for SED

Multi-task learning (MTL) [Caruana, 1998, Zhang and Yang, 2021] with deep
neural networks is being used successfully across many application areas from
NLP [Collobert and Weston, 2008] and speech recognition [Deng et al., 2013] to
computer vision [Girshick, 2015]. MTL is the technique in which multiple related
tasks are trained jointly by sharing some common representations between the
tasks, such that the joint model can perform better for the individual tasks
when compared with the performance of the models trained separately for each
of the tasks. The motivation for the multi-task learning approach comes from
the human learning process. Humans often apply the knowledge acquired from
already known tasks for learning new related tasks or learning new tasks where
the learning process can be augmented with the knowledge from the known
tasks.

Multi-task learning is a powerful approach in various scenarios, including
the following. Multi-task learning can be e ective when two related tasks need
to be optimised together by sharing representations between them. In such
cases, exclusive feature information from one task can help the other task learn
more robust representations, leading to better generalisation for both tasks.
Additionally, multi-task learning is bene cial when a model struggles with a
speci ¢ task due to poor generalisability or inadequate data resources. In these
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situations, auxiliary tasks, which are often less complex than the main task but
related to it, can be jointly used to train and improve the performance of the
main task. Auxiliary tasks are typically determined by examining the sub-tasks
within the primary task. For example, source separationand onset detectioncan
be considered as auxiliary tasks in the SED problem. This approach enhances
the overall interpretability of the model because it allows for an analysis of the
main task predictions in relation to the predictions made for the sub-tasks.

In machine learning, MTL is achieved by optimising the joint model through
a loss function that includes components for each individual task. Trainable
or xed weight parameters are provided to control the contribution of each
loss term in the total loss computation. Each of the loss terms can act as an
inductive bias (like a regularisation) to the other loss term. The inductive bias
in this scenario means that each loss term (associated with a speci c task) can
in uence or guide the learning of the other loss term(s). This bias helps the
model to share and transfer knowledge between tasks, enhancing its ability to
learn and make predictions on multiple related tasks simultaneously. It is like
the tasks are cooperating and bene ting from each other's guidance, leading to
improved overall performance. The total loss function of a generic MTL method
with task A and task B is given in Equation (2.11), whereL g is the total loss
term, Lo and Lg, a and g are respectively the loss terms and loss weight
components for tasksA and B.

Liotan = ala+ BLs (2.11)

On the basis of how parameters/representations are shared between the tasks
in the joint model, MTL methods can be categorised intohard parameter shar-
ing methodsand soft parameter sharing methods Hard parameter sharing is the
most commonly used approach in neural network-based MTL. In this method,
the initial few layers of the joint model are shared between all the tasks, while
keeping separate task-speci ¢ output layers for each of the tasks. At the same
time, in the soft parameter sharing method, each task has its own model with its
own parameters; there are not any shared layers between the tasks in the joint
model. However, a regularisation technique is applied to encourage similarity
between the parameters associated with each task. This regularisation encour-
ages the model to learn common patterns and representations across tasks, even
though each task maintains its own set of parameters. A block diagram view
of the hard parameter sharing and the soft parameter sharing can be seen in
Figure 2.21.

MTL approaches are applied to solve SED problems, driven by several fac-
tors. One primary reason is that SED can be divided into classi cation (audio
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Figure 2.21: Block diagram of MTL methods - from left to right: Hard param-
eter sharing method; Soft parameter sharing method.

tagging) and segmentation (activity detection) tasks, making it possible to ad-
dress SED as a combination of these sub-tasks within an MTL framework, as
demonstrated in studies like [Mor and Stowell, 2018, Cances et al., 2019b].
Training related tasks together using MTL methods is bene cial for achieving
sound event detection. For instance, studies like [Tonami et al., 2019, Bear et al.,
2019, Imoto et al., 2020] have jointly trained acoustic scene classi cation and
SED models. Another approach involves training an event classi cation model
and a frame-level position detection model together, as described in [Xia et al.,
2019]. Additionally, for polyphonic SED problems, source separation and/or
independent classi ers (one versus the rest) can be employed as auxiliary tasks
within an MTL framework.

2.5.2 Attention models for SED

Attention mechanisms are arguably becoming an integral part of almost every
deep neural model [Lei et al., 2020, Niu et al., 2021, Guo et al., 2022]. The at-
tention mechanism, as introduced in [Bahdanau et al., 2014] and subsequently
re ned in [Luong et al., 2015], was initially developed to address the limitations

of recurrent neural networks when dealing with long sequences. Its primary pur-
pose was to improve the performance of sequence-to-sequence models [Bowman
et al., 2016, Bahdanau et al., 2014, Luong et al., 2015] by allowing the decoder
to focus on speci ¢ parts of the encoder's representations. In the original form of
the attention mechanism, each token in the decoder sequence has the capability
to assess its level of relevance or importance in relation to every token in the
encoder sequence. This assessment is based on a measure of attention, which
can vary in strength from strong to weak. By doing so, the attention mechanism
enables the model to capture the intricate structural and semantic relationships
between the input and output sequences. This mechanism has proven to be a
crucial tool in improving the accuracy of sequence-to-sequence tasks, especially
when dealing with lengthy sequences.
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A variant of this called the self-attention [Cheng et al., 2016, Vaswani et al.,
2017, Devlin et al., 2018] is an attention mechanism that models the relations
within a sequence to compute a better summarisation of the sequence. Self-
attention is a mechanism that condenses the representation of a token within
a sequence by considering its relationship with every other token in the same
sequence. Théelransformer [Vaswani et al., 2017] is a state-of-the-art neural ar-
chitecture based on self-attention to model long-range dependencies in sequence
modelling problems.

Attention mechanisms have found applications in sound event classi cation
and detection problems [Xu et al., 2017, Yu et al., 2018, Kong et al., 2018,
Zhang et al., 2019, Xia and Koishida, 2019, Kong et al., 2020b, Ye et al., 2021,
Miyazaki et al., 2020a]. Notably, these implementations often employ spectro-
temporal attention and channel attention mechanisms, which di er conceptually
and computationally from the sequential attention mechanisms typically used in
sequence modelling tasks. For instance, temporal attention mechanisms play a
key role in temporally localising sound events in audio tagging and sound event
detection tasks as demonstrated in [Xu et al., 2017, Yu et al., 2018, Kong et al.,
2018]. Channel attention methods have been proposed to identify landmark
regions in convolutional feature maps within SED models [Zhang et al., 2019, Xia
and Koishida, 2019]. In contrast, SED models based on sequential self-attention
have only emerged recently [Kong et al., 2020b, Ye et al., 2021, Miyazaki et al.,
2020a]. It is important to grasp the motivation and computational processes
behind the implementation of each attention type in SED models.

Spectro-temporal attention

The spectro-temporal attention is the joint implementation of temporal and
spectral attention mechanisms. The motivation behind implementing the tem-
poral attention mechanism in SED tasks stems from the recognition that speci c
time frames within sound event sequences hold greater signi cance and require
emphasis. For instance, frames containing sound activity hold more importance
than background frames, and among the sound activity frames, highlighting
onset frames can be crucial. Similarly, the spectral attention mechanism is
employed in SED models to determine the relevance of speci ¢ spectral compo-
nents for the task, guided by the set of sound events. In temporal and spectral
attention methods, the attention weights are directly computed from the data
by using trainable weight terms. The central concept behind these attention
schemes is that the weight term involved in computing the attention matrix is
optimised alongside other model parameters, to directly identify the most signif-
icant time frames or spectral components from the input feature. In the simplest
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case, the temporal and spectral attention implementations can be respectively
expressed by Equations (2.12) and (2.13).

Atme = softmax Xitime Wiime (2.12)
xtime = Atime Xtime
Aspec = softmax XsTpechpec (2.13)

X-s:pec = Aspec X spec

where Xtime ; Xspec 2 RT F is the input feature with T time frames and F
spectral features,Wime 2 RF 1 is the weight term for the temporal attention
function, Wspec 2 RT 1 is the weight term for the spectral attention func-
tion, Aime 2 RT ! is the temporal attention weight vector, Agpec 2 RF 1 is
the spectral attention weight vector, A, 2 RT F is the temporal attention
mask/attention matrix formed by repeating Agme F times, Ag,ec 2 RT F is the
spectral attention mask/attention matrix formed by repeating Asgpec T times,

Xime ; Xspec 2 RT F is the attention weighted feature, and softmax () is the

softmax function de ned as - softmax x; = p& An illustration of the
i exp X

temporal and spectral attention is shown in Figure 2.22.

Figure 2.22: An illustration of the temporal and spectral attention computation
- from top to bottom: The temporal attention; The spectral attention.
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Channel attention

Channel attention, similar to temporal and spectral attention, plays a crucial

role in SED models by highlighting the most relevant feature maps in convo-
lutional feature representations. In its simplest form, channel attention can be
mathematically expressed by Equation (2.14).

A = softmax Xen chh W,

Xch = Ach XCh

(2.14)

where X¢n 2 R F T is the input feature with T time frames, F spectral
features, andC channels,W, 2 RT 1 and W}, 2 RF * are the weight terms
for the channel attention function, Ag, 2 R¢ 1 is the channel attention vector,
Ay, 2 RS F T s the channel attention feature formed by repeatingAcn, and
Xen 2 RC F T isthe attention weighted feature. An illustration of the channel
attention mechanism is given in Figure 2.23.

Figure 2.23: An illustration of the channel attention computation.

Sequential self-attention

In the sequential self-attention mechanism, attention weights are calculated
based on the pairwise similarity of time frames. This process involves com-
paring each time frame to every other time frame in the sequence. The result is
that each time frame is summarised as a weighted sum of all the time frames in
the sequence, with each weight value re ecting the relationship or similarity be-
tween two frames. Essentially, the weights used in self-attention computations
are optimised to quantify both the structural and semantic relations within the
sequence. This approach allows the model to capture and leverage complex
dependencies between di erent time frames in the sequence data.

In the context of temporal, spectral, and channel attention, the term at-
tention mask typically refers to the trainable weight variable used to compute
attention weights. However, in the case of sequential self-attention, the term
attention mask refers to a binary matrix applied to the attention weight ma-
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trix. This binary matrix is used to implement sparse self-attention [Povey et al.,
2018], where the attention for a token is computed based on a restricted neigh-
borhood of tokens rather than considering all tokens in the sequence. The use
of attention mask is optional and it is based on the task requirements. In the
simplest case, sequential self-attention can be expressed using Equation (2.15),

Figure 2.24: An illustration of the sequential self-attention computation.

.
Asar = softmax  XsatWq (X, Wk M mask

(2.15)
Xsat = Asat Xsat Wy

where Xsot 2 RT F is the input feature with T time frames and F spectral
features, Wq; Wi; W, 2 RF Frea  are the weight terms for the self attention
function with Frear is the transformed feature size,Asa: 2 RT T is the atten-
tion matrix, Mmask 2 RT T is the attention mask, and Xy 2 RT Frea js
the attention weighted feature. An illustration of the sequential self-attention
computation is given in Figure 2.24.

2.6 Discussion

2.6.1 Conclusion

This chapter presented an overview of fundamental concepts in everyday sound
event detection. It began with an introduction to sound event detection, fol-
lowed by a detailed analysis of SED systems. Commonly used evaluation met-
rics and classical methods for SED were then explored. Finally, advanced deep
learning-based methods relevant to this thesis were discussed. These founda-
tional insights set the stage for the subsequent chapters, where deeper insights
into the research and contributions of this thesis are discussed.

The trajectory and design considerations in the subsequent chapters are
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guided by several key principles. The challenges associated with frame-level
audio processing serve as a foundation for the explorations in Chapter 3 and
Chapter 4. Within the realm of frame-level processing, methodologies are identi-
ed to enhance the classi cation and segmentation performance of SED models.
Notably, improving segmentation performance is crucial, as it involves distin-
guishing between background sounds, including noise, and potentially signi cant
sound activity. Precisely locating onset frames, which mark the beginning of
sound events, holds particular importance, enabling the system to detect when
a sound event initiates. Chapter 3 of this thesis is dedicated to a comprehensive
discussion of these design considerations and introduces SED model designs re-
ferred to as audio sequence encodingnethods, with a particular emphasis on
MTL [Caruana, 1998] approaches.

Furthermore, sound events in synthesised sound event sequences and uncon-
strained real-world environments often exhibit characteristics like co-occurrence,
dynamic durations, and diversity in acoustic backgrounds. Consequently, these
type of sound event sequences typically lack explicit semantic and syntactic
associations. The likelihood of a sound event in such sequences might be inde-
pendent or not strictly in uenced by preceding events. For example, in sound
sequences from public spaces like urban parks or residential homes, it is un-
likely for a speci c sound event to consistently precede another sound or a set
of sounds. In contrast, sound events in controlled or simulated environments,
such as those in chemical, biomedical, or automation process control units, tend
to be more deterministic, with structured relationships. This uncertainty re-
garding semantic and syntactic relationships in sound event sequences poses a
signi cant challenge in developing SED systems.

Despite the uncertainty in relations between sound events within sound event
sequences, it is reasonable to assume that structural relations exist within indi-
vidual sound event instances. These structural relations within an event instance
de ne the temporal dynamics of the sound event, encompassing its onset and
o set positions. This thesis primarily focuses on synthesised sound sequences
and sound event sequences in unconstrained real-world environments. Hence,
the design considerations for a computational algorithm within an SED system
aim to address the uncertainty surrounding semantic and syntactic relations
in sound event sequences, while also capturing the temporal dynamics within
individual sound event instances. Consequently, an ideal SED model should
possess the ability to adaptively and dynamically model the temporal relation-
ships within and between sound events. The design considerations in Chapter
4 are based on these goals, and the proposed methods are referred toaaslio
sequence modellingnethods, which are implemented using the concept of sparse
self-attention [Povey et al., 2018].
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Chapter 3

Multi-task learning for
polyphonic sound event
detection

3.1 Introduction

This chapter introduces audio sequence encodingnethods based on sound ac-
tivity detection (SAD) and onset detection. These methods are designed to
enhance the segmentation and classi cation of everyday sound events in SED
models. SAD is a task that involves identifying whether any of the target sound
events are present or not in each frame of an audio sequence. These target
sound events typically represent a prede ned set of sounds that an SED model
is trained to recognise. It is essential to clarify that in SAD, the positive class
denotes the existence of any of the target sound events, while the negative class
can encompass any sounds, including background noises, that are not part of the
target sound events. The key distinction between SAD and SED lies in the fact
that SAD solely predicts sound activity, which is the presence or absence of any
of the target sound events, without classifying the sounds further. Throughout
this thesis, sound activity pertains to any of the target sounds, without speci-
fying their exact class, while acoustic backgroundrefers to sounds not included
in the target set as de ned by the SED model, which can also include various
background noises.

Onset detection is the task of identifying the starting point or onset of target
sound events within an audio event sequence. It is crucial to emphasise that
in onset detection, the onset of all target sound event classes is collectively
treated as the positive class, while all other temporal dynamics within sound
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event instances, including background sounds and noises, are regarded as the
negative class. In essence, onset detection aims to pinpoint when any of the
target sound events begin within the audio sequence.

Audio sequence encoding methods in this context refer to techniques where
auxiliary audio information, such as sound activity and onsets, is explicitly used
to condition audio sequence representations in SED models. These methods aim
to improve the overall performance of sound event detection by incorporating
additional information. This is achieved through multi-task learning-based SED
models, where sound activity detection and onset detection are treated as aux-
iliary tasks alongside the main SED task. These auxiliary tasks help enhance
the audio sequence representations used in the SED model, ultimately leading
to better sound event classi cation and segmentation. However, it is important
to note that incorporating these auxiliary tasks comes with increased training
costs and model complexity, as they need to be optimised along with the pri-
mary SED task. A block diagram view of an SED model with an audio sequence
encoding augmented learning phase is given in Figure 3.1.

Figure 3.1: A block diagram view of SED models with audio sequence encoding
augmented learning phase.

This chapter begins by discussing the advantages of utilising SAD as an
auxiliary task for SED. It then proceeds to introduce the proposed multi-task
learning framework for SED, incorporating SAD. The section also covers the
methods employed to condition audio sequence representations using sound ac-
tivity information, as outlined in Section 3.2. A portion of this research has been
previously published in [Pankajakshan et al., 2019b]. Subsequently, Section 3.3
explores the potential bene ts of employing onset detection as an auxiliary task
for SED and presents the proposed multi-task learning model for SED using on-
set detection. Section 3.4 delves into joint SED model frameworks that leverage
both sound activity and onset detection. A part of this work has been published
in [Pankajakshan et al., 2019a]. Finally, Section 3.6 o ers an evaluation of the
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proposed SED models using publicly available datasets, followed by discussions
in Section 3.7.

3.2 SED using sound activity detection

In the realm of computational analysis of everyday sounds, the acoustic back-
ground serves as a critical element in de ning a sound scene. In the context
of SED models, distinguishing between sound activity frames and background
frames is essential for precise sound event classi cation and segmentation. The
SED task is conventionally approached as a multi-label classi cation problem at
each time frame. This approach employs separate binary classi ers to predict
the presence probability of each sound event category. SAD is introduced to
classify frames as either background or foreground in sound event sequences.
This distinction is leveraged explicitly in the SED task to enhance sound event
classi cation and segmentation. In this context, foreground signi es the portions

of the sound events of interest, whilebackgroundencompasses other sounds, in-
cluding background noises, within a sound event sequence. SAD draws parallels
with voice activity detection (VAD) [Rabiner and Sambur, 1975, Sohn et al.,
1999] in speech processing. SAD is formulated as a binary classi cation task for
each time frame, aimed at identifying sound activity frames in an audio record-
ing without predicting speci ¢ sound event labels. Figure 3.2 provides a visual
representation of SAD and SED.

Figure 3.2: A block diagram view of SAD and SED.

3.2.1 Motivation

The SED task entails the classi cation and segmentation of sound events within
audio recordings. Typically, SED models frame the classi cation problem as a
multi-label task across time frames, re ecting the polyphonic nature of sounds.

92



However, a fundamental issue with this frame-level learning approach lies in
the inconsistency between the actual de nition of sound events and the learning
paradigm. In general, everyday sound events are characterised by the temporal
evolution of frequency components between their onset and o set positions. In
contrast, the learning process de nes sound events locally using individual time
frames. Consequently, the frame-level audio features of di erent sound events
can exhibit high correlations. This can result in misclassi cation errors when
making decisions at the frame level. Additionally, the polyphonic nature of
sound events, similarities between di erent sound event classes, and the presence
of a continuous acoustic background can further worsen prediction errors.

Due to the factors outlined above, the segmentation performance of SED
models falls signi cantly short when compared to their segment-based classi -
cation performance. This discrepancy is noticeable in SED challenges organised
by the DCASE community [Dai Wei et al., 2016, Serizel et al., 2020, 2018c,
Turpault et al., 2019]. In this chapter, SAD is proposed as a solution and em-
ploy it as an explicit audio sequence encoding function within the SED task.
The aim is to address the frame-level erroneous predictions made by the SED
classi er, thereby enhancing frame-level classi cation, and consequently, im-
proving sound event segmentation. SAD serves to enhance the performance of
SED models in two key scenarios: (a) Mitigating false positive predictions in
background frames, and (b) Reducing false negative errors in activity frames.

In an SED model, false positive errors may arise in background frames within
a sound event sequence, particularly when the acoustic background and sound
activity are highly correlated, sharing similar spectral characteristics. This cor-
relation can arise when unknown sounds in the background frames are similar
to the target sound events in the activity frames, causing their feature values
to be alike. Additionally, this situation can occur when background noise in
the background frames shares similar feature values with sound events in the
activity frames. In such cases, insertion errors can occur at the locations of
background frames in the SED model's predictions. Conversely, false negative
errors in activity frames within a sound sequence can occur under similar con-
ditions, resulting in deletion errors where sound events are mistakenly classi ed
as acoustic background by the SED classi er. The use of SAD in the SED task
helps mitigate these errors by selectively re-weighting the background frames.
This design aims to prevent such errors by integrating sound activity infor-
mation as an auxiliary feature, thereby explicitly encoding information about
acoustic backgrounds within the feature representations of the SED model.
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3.2.2 Proof of concept

In general, the SED task is typically framed as a multi-label classi cation chal-
lenge across time frames. To address multi-label classi cation, a common tech-
nigue employed is theproblem transformation approach, wherein a multi-label
classi cation problem is converted into several single-label classi ers (either bi-
nary or multi-class). Each of these single-label classi ers runs concurrently, and
their predictions are then aggregated to generate the multi-label prediction. One
of the most frequently used problem transformation methods is thebinary rele-
vance technique [Godbole and Sarawagi, 2004, Tsoumakas and Katakis, 2007],
which transforms a multi-label classi cation problem into multiple binary clas-

si cation problems, with each classi er dedicated to predicting the presence or
absence of a specic label. This approach is widely adopted in SED models
[Cakr et al., 2017, Cakir et al., 2015, Mesaros et al., 2017c], and it aligns with
the BCE loss function, as shown in Equation (2.1).

In an SED model based on the binary relevance method, each binary clas-
si er is associated with a speci ¢ sound event label, resulting in a one-to-one
relationship between classi ers and labels. These binary classi ers do not ex-
plicitly consider correlations or interactions between di erent sound events in
the training data. This means that a binary classi er for a speci ¢ sound event
does not explicitly in uence the other sound event classi ers predictions. This
approach can be problematic because sound events often exhibit similarities,
and frame-level features of entirely di erent sound events can appear similar.
As a result, SED models trained using binary relevance-based multi-label clas-
si cation methods are susceptible to misclassi cation errors.

There are a few alternatives to the binary relevance method that can ef-
fectively model label correlations in multi-label classi cation tasks. Two such
methods are thelabel combinationmethod [Boutell et al., 2004] and theclassi er
chains method [Read et al., 2011].

The label combination method transforms each label in a multi-label problem
into a single-label-multi-class problem, which allows it to capture label corre-
lations in the training data. However, it comes with signi cant computational
complexity and has a tendency to overt to some labels, especially in cases of
unbalanced classes in the training data. This method has been applied to the
SED task in [Phan et al.,, 2022]. The classi er chains method is another ap-
proach that considers label correlations during the training process. It involves
chaining multiple binary classi ers in a speci ¢ order, where each classi er pre-
dicts the presence or absence of a label while taking into account the predictions
of previous classi ers in the chain. While this method can capture label depen-
dencies, it is also computationally more expensive than the binary relevance
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method. Each of these methods has its advantages and disadvantages, and the
choice of method often depends on the speci c characteristics of the dataset and
the computational resources available for training the model.

In this thesis, the SED models are trained using the binary relevance method-
based multi-label transformation approach, employing the BCE loss function in
Equation (2.1). In conventional practice, a binary classi er is not de ned to ex-
plicitly model acoustic backgrounds in the training data, as observed in previous
research [Cakr et al., 2017, Heittola, 2021, Mesaros et al., 2021]. Similarly, in
our experiments acoustic backgrounds are not treated in the reference labels,
that is, they are not grouped to form a separate label category.

By utilising the binary relevance-based multi-label classi cation approach
for SED, along with the potential for a strong correlation between background
frames and activity frames within sound event sequences, introduces the risk of
making erroneous predictions in both background frames and activity frames, as
previously discussed. To address these challenges and reduce prediction errors,
SAD is proposed and integrated as an auxiliary task within the SED models.

The SAD task is structured with a single binary classi er that operates in a
one-vs-rest manner, collectively modelling all the target sound events in contrast
to the acoustic backgrounds within the context of an SED model. Importantly,
it should be noted that acoustic backgrounds may encompass sounds beyond
the target sound events. Consequently, the SAD model is explicitly trained
to distinguish between acoustic backgrounds and target sound events in the
training data. By utilising SAD predictions as auxiliary information within SED
models, a form of knowledge aggregation is achieved, whereby explicit knowledge
about acoustic backgrounds is provided to the SED models. This design is
expected to alleviate issues related to erroneous predictions in standalone SED
models, thereby enhancing the segmentation and classi cation of sound events
in SED models.

To validate the anticipated advantages of integrating SAD into the SED task,
an experiment is conducted in two main steps. Initially, separate baseline mod-
els are trained for both the SED and SAD tasks, denoted ased baseline and
sad_baseline respectively. Their predictions, represented asysep and Ysap ,
are recorded. It is crucial to note that training the SAD model does not require
additional data resources compared to the SED model. In the subsequent step,
predictions from the SAD model are duplicated for each sound event class in
the training data, creating a binary mask that aligns with the output of the
SED model. The original predictions from the baseline SED model are then
re-weighted through element-wise multiplication with the SAD model predic-
tions, yielding enhanced predictions denoted ag<tp . The nal evaluation is
conducted on these re-weighted SED model predictions. The expectation is
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that this enhanced model's performance will outperform that of the baseline
SED model, assuming the baseline SAD model delivers accurate results. This
experimental design aims to demonstrate the potential bene ts of utilising SAD
predictions as auxiliary information to enhance the accuracy and robustness of
the SED task.

Furthermore, in the evaluation process, SAD is assessed using the predictions
of the SED model. This involves converting the predictions of the SED model
into activity predictions, which are denoted as ¥sap , and then evaluating them
for SAD. The performance of SAD is compared between usingsip and the
original predictions ysap . The entire experiment is namedExperiment 1 , and
it serves as a proof of concept to assess the e ectiveness of SAD as an auxiliary
task for SED. Algorithm 1 provides a detailed explanation of this experiment.
The results of Experiment 1 can be found in Tables 3.1, 3.2, 3.15, and 3.14, as
well as in Figures 3.12, 3.13, 3.14, and 3.15 in subsection 3.6.3.

Algorithm 1 SAD for SED - Proof of concept -Experiment 1

Inputs:  Ysep , Ysap

Outputs:  $sep

: evaluate SED usingysep

evaluate SAD usingysap

derive Y¥sap from ysep

evaluate SAD usingy$ap

compute Ysep = Ysep  repeat ysap

evaluate SED usingyep

compare evaluation results in STATE 2 and STATE 4
compare evaluation results in STATE 1 and STATE 6

N hwdhR

Baseline SED model architecture

The baseline SED model is constructed using a CRNN architecture, similar to
the one proposed in [Cakr et al., 2017], with some modi cations. This model
consists of three blocks of convolutional layers, followed by a single GRU layer.
Subsequently, a single dense layer witlC neurons is added as the classi cation
layer, where C represents the total number of sound event classes within the
training dataset. To predict class presence probabilities, a sigmoid activation
function is applied to the classi cation layer. Importantly, the temporal dimen-
sion of the input data representation remains unchanged throughout the SED
model, with the same classi er being applied to every time frame. To apply the
classi cation layer to every time frame, a TimeDistributed layer is employed,
facilitating this process. The model is trained using the BCE loss function out-
lined in Equation (2.1). A comprehensive view of the network architecture is
illustrated in Figure 3.3. The output of the SED model is a matrix with dimen-
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sionsT C, whereT represents the number of time frames in the input data
representation, andC is the total number of sound event classes in the training
dataset.

Figure 3.3: The baseline model architecture of SED, SAD, and onset detection.

Baseline SAD model architecture

The SAD model architecture is essentially identical to the baseline SED model
architecture, with the only di erence being the addition of an extra classi cation
layer. In summary, the SAD model comprises three blocks of convolutional
layers, followed by a single GRU layer. On top of the GRU layer, a dense layer
with C neurons, utilising a sigmoid activation function to predict sound event
probabilities at every time frame is added. Additionally, a nal classi cation
layer with a single neuron and a sigmoid activation function is included to
predict the probability of sound activity at every time frame. Importantly,
the temporal dimension of the input data representation remains unaltered in
the model architecture, and aTimeDistributed wrapper is applied to the dense
layers to ensure that the same classier is applied at every time frame. The
model is trained using the BCE loss function given in Equation (3.1),

Lece sap = o Yot 10g($nt) + (1 ynt)log(l  Pnt)] (3.1)
n=1 t=1
where yn; and ¥, respectively denote the true binary label and the predicted
sound activity probability at the t" time frame in the n training example.
The model architecture of the SAD model is shown in Figure 3.3. The out-
put representation of the SAD model is a vector with dimensionT, where T
represents the number of time frames in the input data representation.
In the experiment named Experiment 2 , the impact of various functions
used to implement the nal classi cation layer in the baseline SAD model is
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analysed. The nal classication layer can take dierent forms, including a
dense layer with a single neuron (as depicted in Figure 3.3), a global max pooling
(GMP) layer [Choi et al., 2016], a global average pooling (GAP) layer [Lin et al.,
2016], or a convolutional pooling layer [Szegedy et al., 2015] (1D convolution
with a single kernel of size 1), as formulated in Equation (3.2),

YERE® = Wypen + b
nglDP = mCaX)/pen tc
e (3.2)
YSab = 5 Yeen GC
c=1
YR = ConviD 1,1 Ypen

where ypen represents the penultimate feature of the SAD model, andydenise,
ySMP | ySAE , and y&9 respectively denote the predictions of the SAD model
using dense, GMP, GAP, and convolutional pooling. In this context, denotes
the sigmoid function, and W and brepresent the weight parameters of the dense
layer. This experiment aims to assess how these di erent con gurations impact
the performance of the SAD model. The results of this experiment can be found
in Table 3.3 in subsection 3.6.3.

3.2.3 Multi-task model framework

The approach of using SAD to assist the SED task, as outlined in the previous
subsection (in Experiment 1 ), presents certain drawbacks. Firstly, although
it does not necessitate additional data resources to train the SAD model when
strong labels are available for the SED task, it is computationally intensive and
time-consuming to train the SED and SAD models separately. This dual-model
training process adds to the computational burden.

Furthermore, it is important to note that a SAD model's primary role is
to distinguish between activity frames and background frames. Unlike the
SED model, the SAD model does not predict sound event probabilities directly.
Therefore, simply re-weighting the predictions of the SED model using the ac-
tivity predictions of the SAD model in the post-processing stage, as employed in
Experiment 1 , and applying the same weight to each sound event can lead to
inaccurate predictions. This issue becomes particularly prominent when sound
activity predictions do not strongly tend towards either 1 or 0, but instead fall
within an intermediate range.
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To overcome these drawbacks, the multi-task learning (MTL) [Zhang and
Yang, 2021] technique is employed. In MTL, multiple related tasks, such as
SAD and SED in this context, are trained together using a joint training ap-
proach. MTL involves sharing common representations between these tasks
during training, enabling the joint model to potentially perform better on indi-
vidual tasks compared to separate models trained for each task. Given that SAD
is related to SED and is less complex, it is well-suited for inclusion in an MTL
framework. In this context, MTL can be seen as the SAD task functioning as
a knowledge aggregation unit, providing explicit audio sequence encoding with
sound activity information that enhances the audio sequence representations of
the SED model. This collaborative approach enables more e ective modelling
of both tasks while capitalising on shared information and representations.

The baseline SED and SAD models serve as the foundation for implementing
the MTL model, denoted assed sad. Within the MTL model, the hard param-
eter sharing method, as depicted in Figure 2.21, is employed. An investigation
is carried out to assess the impact of the number of shared layers in the model,
with detailed results provided in Table 3.4 in subsection 3.6.3. For training the
MTL model, a weighted sum of the BCE losses de ned in Equation (2.1) and
Equation (3.1) is utilised. Another study is performed to understand the e ect
of individual loss weight components, and the results are presented in Table 3.5
in subsection 3.6.3.

Figure 3.4 provides a block diagram view of the proposed MTL framework
using SED and SAD. In this illustration, y¥J\ represents the prediction from
the SED branch in the MTL model, and y¥J5 denotes the prediction from
the SAD branch in the MTL model. These predictions are combined using a
knowledge aggregation function, resulting in the nal SED prediction of the
MTL model denoted as y¥I. . It is important to note that these predictions
are presented in the form of probability scores. Within this MTL framework,
sound activity information is incorporated into the SED model through four
distinct methods, collectively referred to asExperiment 3 . These experiments
aim to explore di erent approaches to aggregating sound activity information
within the MTL framework.

In the | method, the SED and SAD tasks are simultaneously trained within
a MTL framework. During post-processing, the SAD prediction (y¥.+ ) is used
to re-weight the SED prediction (y¥5 ), resulting in the nal prediction of
the joint model (9¥75 ) as de ned in Equation (3.3). The repeat operation
duplicates the activity prediction vector with a shape of T to create a matrix
with dimensions T C. The knowledge aggregation method is based on the
element-wise product of the SED prediction and SAD prediction, following the
same approach as explained in Experiment 1. The key di erence is that here,
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Figure 3.4: A block diagram view of the proposed MTL framework using SED
and SAD.

the SED and SAD tasks are trained jointly in an MTL framework. This study
aims to assess the e ects of MTL-based joint training in comparison to models
trained separately for each task.

Y¢E5 = Yeep  repeat y¥ugp (3.3)

The Il method utilises the same knowledge aggregation function based on the
element-wise product of the SED prediction and SAD prediction as described
in Equation (3.3). However, in this method, this knowledge aggregation is
integrated directly into the model training process, eliminating the requirement
for additional post-processing steps.

In the Il method, a bidirectional GRU (BIGRU) layer functions as the
knowledge aggregation mechanism. The predictions from the SED and SAD
models are concatenated using theconcat function and provided as input to
the BiGRU layer. The BiGRU function illustrates the operation of a BiGRU
layer, which processeg/fo"®@ of sizeC + 1 at each time step, with h; ; repre-
senting the previous state vector. In this setup, the activity information acts
as an auxiliary feature to the SED prediction, and the BIGRU layer encodes
this additional information into the time-step representations. The output of
the BiGRU layer, denoted asyf'®RY at time step t, is then fed into a dense
layer with weight parameters W and b. This dense layer utilises a sigmoid
activation function, serving as the nal classi cation layer in the joint model.

A TimeDistributed wrapper function applies this same dense layer to every

time step, ultimately producing the nal output ~y¥It with dimensions T C.
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This knowledge aggregation method draws inspiration from previous work in
piano music transcription [Hawthorne et al., 2017]. The implementation of this
method is outlined in Equation (3.4).

yeoneat = concat yMIL ; yNiS
ytBiGRU = BiGRU yé:oncat;ht 1 (3.4)

YIS = TimeDistributed ~ WyFeRU + b

In the IV method, a single masked multi-head self-attention layer, inspired
by the Transformer architecture [Vaswani et al., 2017] is utilised as the knowl-
edge aggregation function. This attention layer takes advantage of its ability
to selectively attend to speci ¢ positions within a sequence while concurrently
preventing the ow of information to other positions. This property of a masked
multi-head attention function is harnessed to create a masked multi-head atten-
tion layer that processes a sound event sequence by modelling each time frame
based on the sound activity prediction, using the SAD model's prediction as a
mask within the multi-head function.

The masked scaled dot-product attention within the multi-head unit, a core
component of the Transformer encoder, is de ned in Equation (3.5). Here At-
tention represents the scaled dot-product attention function as introduced in the
Transformer architecture [Vaswani et al., 2017]. In this equation,Q, K, V, and
Mmask respectively denote the query, key, and value matrices with dimension
dk, as well as the attention mask as explained in the Transformer architecture.
The function Encoder refers to the encoder module from the Transformer archi-
tecture, comprising a multi-head attention layer and a feed-forward network.

. KT
Attention (Q; K;V; M nask ) = softmax %dj + Mmask V
Kk

y®"® = Encoder Q;K;V;M mask (3.5)

In this method, the prediction from the SED branch in the MTL model,
denoted asy¥d} , is rst passed through aLinear layer. The Linear layer is es-
sentially a dense layer with a linear activation function, and it serves to increase
the feature size fromC to Fseqt in order to facilitate multi-head attention. The
output of this layer, labelled as yiear and having dimensionsT  Fyeq , iS used
to construct the query, key, and value matrices for the multi-head attention
function. On the other hand, the prediction from the SAD branch in the MTL
model, yMIt | is employed to create the attention mask used in the multi-head
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attention layer. The repeat operation is used to duplicate and concatenate the
yMI% vector, which has dimensionsT, intoa T T matrix referred to as M mask -
This matrix serves as the attention mask.

The query, key, and value matrices, along with the attention mask, are then
input to a single Transformer encoder layer, following the structure outlined
in the Transformer architecture [Vaswani et al., 2017]. This layer performs the
computation for the masked multi-head attention and generates the outputy®®
with dimensions T Fseat . The output from the encoder layer is then directed
to a dense layer with a sigmoid activation function. This transforms y*"¢ into

vIS with dimensions T C, which acts as the nal classi cation layer within
the MTL model. The same dense layer is applied to each time frame through
the use of aTimeDistributed wrapper.

The rationale behind this design lies in the fact that the multi-head attention
computation involving y¥1% is in uenced by the sound activity predictions, as
yMIL is utilised as the attention mask. In essence, this means that each frame of
yMTL is modelled with a strong emphasis on the activity frames and a weaker
emphasis on the background frames. This approach e ectively incorporates
sound activity information into the prediction of a SED model within a MTL
framework. The overall implementation is given in Equation (3.6).

o MTL
Yieat = Linear ysgp

Q=K =V = Veat

Mmask = repeat yMib (3.6)

ye" = Encoder Q;K;V; M mask

WIS = TimeDistributed WYE™ + b

The implementation details of each knowledge aggregation method are pro-
vided in Figure 3.5. The comprehensive results of this experiment are presented
in Table 3.6.

3.2.4 Weakly labelled SED using SAD

To assess the inuence of SAD as an auxiliary task for weakly labelled SED,
another MTL model is studied. This model jointly trains sound activity detec-
tion and audio tagging, employing the knowledge aggregation function based on
the element-wise product of SED and SAD predictions, as detailed in method
Il of subsection 3.2.3. The primary distinction between this MTL model and
the one in method Il of subsection 3.2.3 is that the former is optimised for au-
dio tagging in conjunction with SAD, rather than the SED task. Despite the
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Figure 3.5: A block diagram of knowledge aggregation for SED using SAD. The
yellow portions represent the training process, while the grey portion represents
the post-processing stage. From left to right - Method 1, Method 2, Method 3,
and Method 4.

joint optimisation for audio tagging and SAD, this MTL model also handles
SED concurrently with audio tagging. Consequently, the model's performance
is evaluated for both audio tagging and SED tasks, with the results being com-
pared to those of a baseline audio tagging model for audio tagging and sound
event detection.

The architecture of the baseline audio tagging model closely mirrors the
baseline SED model architecture shown in Figure 3.3. The sole distinction
is the utilisation of a global average pooling (GAP) layer [Lin et al., 2016]
to aggregate event predictions over time frames, yielding tag-level predictions.
Training the audio tagging baseline model employs the BCE loss function as
de ned in equation Equation (2.2). The architecture of the activity detection
component in the MTL model mirrors that of the SAD baseline model, which
is depicted in Figure 3.3.

The MTL model is trained using the weighted sum of BCE loss functions
from both audio tagging in Equation (2.2) and sound activity detection in Equa-
tion (3.1). Figure 3.6 provides a visual representation of the baseline audio
tagging model and the MTL model. In this gure, ¥sgp represents the in-
termediate sound event prediction within the audio tagging framework, y¥.}
corresponds to the activity prediction from the MTL model, 4¥J} is the SED
prediction produced by the MTL model with the SAD knowledge aggregation
applied, yar stands for the audio tagging prediction generated by the baseline
AT model, and yM" represents the audio tagging prediction produced by the
MTL model. The mathematical formulation of the MTL model is detailed in
Equation (3.7). The expectation is that the MTL model's tagging and event
detection performance will surpass that of the baseline model due to the ex-
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plicit utilisation of activity information in the MTL model. The results of this
experiment are presented in Tables 3.7 and 3.8.

Figure 3.6: A block diagram of the baseline AT model (on the left) and the
MTL model for audio tagging and sound activity detection (on the right).

V1S =49sep  repeat yMit
MTL — 1XT MTL . 3.7
YaT = = T sep LC

3.3 SED using onset detection

A sound event within a sound event sequence is characterised by its onset and
o0 set positions. An onset signi es the start of a sound event, typically identi ed

by a sudden increase in signal energy. Conversely, an o set denotes the conclu-
sion of a sound event, usually marked by a decrease in signal energy. Precise
prediction of both onsets and o sets of sound events within an allowable time
collar is crucial for accurate sound event segmentation in SED models. However,
it is worth noting that acoustically, o sets of natural sounds tend to exhibit less
abrupt changes than their onsets, as mentioned in [Phillips et al., 2002]. Addi-
tionally, from a perceptual perspective, o sets are often less salient than onsets,
as demonstrated in studies such as [Deneux et al., 2016] and [Kopp-Scheinp ug
et al., 2018].
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In standard SED models, sound events are processed using xed-duration
time frames. These models treat the temporal dynamics of sound events, includ-
ing their onsets and o sets, equally and identically during the training process.
This implies that every frame between and including the onset and o set of a
target sound event is treated as a positive class for that speci c sound event.
Essentially, this approach assumes that the onset of a sound event can be de-
ned by a single frame that corresponds to the start of the event. However, this
assumption may not hold in all cases, as the onset of a sound event can be more
complex than a single frame [Bello et al., 2005]. Nonetheless, in standard SED
models, the onset of a sound event is not explicitly referenced or labelled during
the training process.

It is essential to consider that if sound event onsets are assumed to be de ned
by a single frame corresponding to the beginning of sound events, then the
failure to accurately predict these onsets can have a damaging impact on the
segmentation performance of SED models. To address this limitation, onset
information can be explicitly integrated into SED models through the use of
onset detection [Bello et al., 2005, Dixon, 2006] as an auxiliary task. The block
diagram in Figure 3.7 illustrates the relationship between onset detection, SED,
and SAD. In this context, onset detection is framed as a binary classi cation
task, where the onset frames of target sound events are treated as the positive
class, and the remaining frames, including the other temporal dynamics of target
sound events (except for onsets) and acoustic background, are considered as the
negative class within a sound event sequence. By incorporating onset detection
into SED models, these models can explicitly recognise sound event onsets,
enhancing their segmentation performance.

Figure 3.7: A block diagram view of Onset detection, SED, and SAD.
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3.3.1 Motivation

In standard SED models trained using Equation (2.1), a one-to-one relation
exists between each sound event label and its corresponding binary classi er.
Each binary classi er is trained independently, with the positive class assigned
to the locations where that speci ¢ sound event exists in the training data, and
the rest of the locations in the audio sequences are considered the negative class
for that particular sound event. This approach ensures that each classi er is
trained independently and is not explicitly informed about the similarities or

di erences between the sound event it represents and other sound events in the
training data. Therefore, since the decision of one classier is not in uenced
by other classi ers, it can be said that there is a one-to-one relation between a
binary classi er and its corresponding sound event class.

At the same time, in this method, a binary classi er treats the temporal dy-
namics of a sound event uniformly when assigning positive class labels. Specif-
ically, a binary classi er associated with a sound event is trained to identify
the positive class for every part of a sound event instance without making ex-
plicit distinctions based on onset, o set, or any midpoint location. Therefore,
during the training process, a one-to-one relationship exists between a sound
event and its classi er, while a one-to-many relationship is established between
a sound event label and its temporal dynamics, encompassing onsets and o sets.
Consequently, it becomes a challenging task for a frame-level binary classi er
assigned to a sound event class to di erentiate between onsets, o sets, and other
temporal aspects of that sound event.

Additionally, in SED models trained using Equation (2.1), a global feature
extraction unit, typically a recurrent layer, is employed in the model architecture
to capture the temporal dynamics of sound events. However, due to the one-
to-many relationship between sound event labels and their associated temporal
dynamics, each part of a sound event instance, whether it is the onset, o set, or
other temporal aspects, is treated uniformly and indistinguishably by the clas-
si er during the training process. Consequently, even though the global feature
extractor encodes the temporal information spanning from a sound event's onset
to o set, every frame within a sound event instance is considered the same by
the classi er.

This approach fails to explicitly reference onsets, o sets, and other tem-
poral dynamics within sound event instances, potentially limiting the temporal
modelling capabilities of the global feature extractor in an SED model. In mono-
phonic sound event sequences, where only one target sound event is active at a
time, the model can reasonably infer onsets and o sets as the temporal infor-
mation is explicit. However, in the case of polyphonic sound event sequences,
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where many target sound events can be active simultaneously, it becomes chal-
lenging for the model to infer onsets and o sets of sound events based on this
one-to-many relationship. To address these issues, the use of explicit onset de-
tection as an additional audio sequence encoding function within an SED model

can be bene cial.

Baseline onset detection model architecture

The architecture of the onset model is quite similar to the baseline SED model,
which is depicted in Figure 3.3. To provide a brief overview, the onset model
consists of three blocks of convolutional layers, followed by two bidirectional
GRU (BiGRU) layers. Bidirectional recurrent layers are chosen due to their ef-
fectiveness in musical onset detection tasks [Eyben et al., 2010]. At the topmost
GRU layer of the architecture, a dense layer with C neurons is incorporated,
utilising a sigmoid activation function to predict sound event probabilities at
each time frame. Furthermore, a nal classi cation layer with a single neuron
and a sigmoid activation function is introduced to predict the probability of
an onset at each time frame. Importantly, the temporal dimension of the in-
put data representation remains unchanged within the model architecture. A
TimeDistributed wrapper is applied to the dense layers to ensure that the same
classi er is employed for every time frame. The model is trained using the BCE
loss function, as given in Equation (3.8),

LecE ONSET = o Yot 0g($ne) + (1 Yne)log(l  $ne)l (3.8)
n=1 t=1

where y; and ¥ respectively denote the true binary label and the predicted
onset probability at the t™ time frame in the n training example. The output
representation of the onset model is a vector with dimensiornT. An experiment
namedExperiment 4 was conducted to analyse the impact of various functions
used to implement the classi cation layer of the onset model, similar to the
formulation in Equation (3.2). These functions include a dense layer with a
single neuron, a global max pooling (GMP) [Choi et al., 2016] layer, a global
average pooling (GAP) [Lin et al., 2016] layer, and a convolutional pooling layer
[Szegedy et al., 2015] (1D convolution with a single kernel of size 1). The results
of this experiment are provided in Table 3.9.

3.3.2 Proof of concept

To validate the expected bene ts of employing an explicit onset detector within
an SED task, an experiment is conducted. This experiment involves training a
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standalone onset detection model, denoted asnset baseline, using the architec-
ture described in Figure 3.3. The onset predictions of this model are represented
asYonser - The predictions of the baseline SED modelsed baseline (the same
baseline model used to assess the impact of SAD), are denotedwsp . The on-
set of sound events predicted bysed baseline is denoted asyonser sgp ,» Which
is derived through post-processingysep -

In the subsequent steps, the onset predictions produced by bothed baseline
and onset baseline are evaluated using precision, recall, and F-score, as outlined
in Equation (2.3). Detailed onset evaluation procedures are explained in Section
3.6. Itis anticipated that the onset predictions generated byonset baseline will
signi cantly outperform those from the sedbaseline model, assuming that the
performance of theonset baseline model is accurate. This experiment, referred
to as Experiment 5 serves as a proof of concept to address the challenges
associated with onset detection in standalone SED models and to assess the ef-
fectiveness of an explicit onset detector for predicting onsets. The steps involved
in this experiment are outlined in Algorithm 2. The results of this experiment
can be found in Table 3.10 and Figure 3.16.

Algorithm 2 Onset detection for SED - Proof of concept -Experiment 5

Inputs:  Ysep , YonseT

1: evaluate onset detection usingyonset

2: derive YonseT sep from ysep

3: evaluate onset detection UsiNQyonseT sep

4: compare evaluation results in STATE 1 and STATE 3

3.3.3 Multi-task model framework

To utilise onset detection as an auxiliary task within the SED framework, a
MTL model, denoted as sed.onset, is introduced. In this MTL model, both
onset detection and SED are addressed as distinct tasks, and they are jointly
trained in this integrated approach. The onset detector is speci cally designed
to distinguish between onsets and other temporal dynamics within sound events,
thus explicitly encoding onset information into the audio sequence representa-
tions of the SED model. The sed.onset MTL model utilises the baseline SED
model (detailed in Section 3.2) and the onset model (outlined in Section 3.3)
to implement the joint training framework. This MTL model adopts the hard
parameter sharing technique, as illustrated in Figure 2.21. During training, the
model is optimised using a weighted sum of BCE loss functions, as described
in Equations (2.1) and (3.8). A block diagram illustrating the proposed MTL
framework incorporating SED and onset detection is presented in Figure 3.8.
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This design facilitates the simultaneous training of both tasks, allowing the SED
model to bene t from the explicit onset detection capabilities.

Figure 3.8: A block diagram view of the proposed MTL framework using SED
and onset detection.

In the proposed sed.onset model, explicit onset information is incorporated
into the SED model using a BiGRU layer, as described in Equation (3.9). This
approach is akin to the Il method used for integrating sound activity informa-
tion, as previously explained in subsection 3.2.3. The rationale for this choice is
that the other methods, speci cally methods I, I, and IV as outlined in subsec-
tion 3.2.3, are not well-suited for integrating onset information into the sound
event predictions.

yconcat = concat yg’lgé' QY('\)AIZIHS_ET
yBIGRU = BiGRU yeoreat o

YIS = TimeDistributed ~ WyPoRV + b

Figure 3.9 visually depicts the process of integrating onset information into
the SED model within the MTL framework. In this approach, the predictions
from the SED and onset models are concatenated using theoncat function and
provided as input to the BiGRU layer. The BiGRU function demonstrates the
operation of the BiGRU layer, which processesyf°"@ with a size of C + 1 at
each time step, with h; ; representing the previous state vector. Within this
setup, onset information serves as an auxiliary feature to the SED prediction,
and the BiGRU layer encodes this additional information into the time-step rep-
resentations. The output of the BiIGRU layer, denoted asyS'®RV  at time step t,
is subsequently passed through a dense layer that employs weight parametéeré
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and b. This dense layer uses a sigmoid activation function and acts as the nal
classi cation layer in the joint model. The TimeDistributed wrapper function
ensures that this same dense layer is applied to every time step, resulting in the
nal output ~y¥TL with dimensions T C. The outcomes of this experiment
are presented in Tables 3.11 and 3.16, providing insights into the impact of this
approach on SED performance.

Figure 3.9: A block diagram of knowledge aggregation for SED using onset
detection.

3.4 Joint SED using sound activity and onset
detection

To comprehensively explore the combined impact of activity detection and onset
detection on the SED task, a joint model namedsed. sad.onset based on the
MTL approach is introduced. This joint model leverages the baseline SED
and SAD models (as outlined in Section 3.2), along with the onset model (as
discussed in Section 3.3). Within this integrated model, activity and onset
information is incorporated into the SED model using method I1lI, which is
elaborated upon in subsections 3.2.3 and 3.3.3. This approach allows for a more
comprehensive understanding of how these additional sources of information
collectively a ect the SED task.

In the exploration of the joint model sed sad onset, several approaches have
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been considered for the integration of sound activity and onset information
within the SED model. The rst straightforward method involves the concurrent
integration of sound activity predictions (y¥J5 ), onset predictions (Yo Ser ),
and sound event predictions ¢¥} ) within the sedsadonset model. This
amalgamation results in a feature vector of sizeC + 2, following the implemen-
tation of the same structure as detailed in method Il of the MTL framework
to obtain the nal SED predictions (‘y¥o&

An alternative sequential integration method, denoted asActivity First , fo-
cuses on rst integrating sound activity information ( y¥i% ) with sound event
predictions (Y5 ). Subsequently, onset information (&gt ) is introduced
into the combined representation of sound activity and sound event predictions.
In contrast, the Onset First sequential approach reverses the integration se-
quence. It begins with the combination of onset information (& ser ) and
sound event predictions ¥} ). Subsequent to this initial integration, sound
activity information ( yMIt ) is incorporated into the combined feature represen-
tation. These diverse strategies are designed to assess the impact of integration
order and the fusion of di erent types of information on the SED task within
the sed.sad_onset joint model.

Exploring the sequential approach further, another possibility involves the
initial combination of sound activity predictions ( y¥{} ) and onset predictions
(yMlser ) into a unied feature representation, followed by the integration of
sound event predictions (¥} ). This approach was examined by implementing
a separate MTL model, namedsad_onset, which focuses on the joint detection
of sound activity and onset information.

In the sad_onset model, the onset predictions are utilised to condition the
sound activity detection according to the formulation presented in Equation
(3.10) and depicted in Figure 3.10. However, it should be noted that the onsets
used in this model pertain to sound event onsets, which may di er from the
onsets used in sound activity detection. For instance, when two sound events
overlap, there may be two distinct sound event onsets but only a single sound
activity onset. As a result, the performance of the sad_onset model in sound
activity detection was found to be sub-optimal compared to the baseline SAD
model. This outcome suggests that the sequential approach, beginning with the
combination of y¥/t and y¥It.. and subsequently merging withyMT} |, may
not be a suitable design choice for thesed sad_onset model.

t _ MTL .\ MTL
y = concat Ysap ;s YONSET

yBIGRU = BiGRU y&neat ;p (3.10)

YIS =TimeDistributed ~ WyP®RY + b

conca

111



Figure 3.10: A block diagram of knowledge aggregation for SAD using onset
detection.

After exploring with the various options, the Onset First approach has been
chosen for the nal design of thesed sad onset model. It begins by combining
yMIL and y¥It-; . Subsequently, this feature is combined withy¥1t accord-
ing to Equation (3.11), as illustrated in Figure 3.11. In this model, the onset
prediction from the onset branch in the sed.sad.onset model, y¥u5er is rst
concatenated with the SED prediction y¥1} , creating a latent feature with di-
mensionsC + 1. This feature is then passed through a BiGRU layer, followed
by a dense layer with a sigmoid activation, utilising parameters W; and by,

resulting in an intermediate feature y¥T} with dimensions T  C.

concat 1 _ MTL .\ MTL
y = concat Ysgp ; YonseT

thiGRU 1_ BiGRU ytconcat l;htl )

yWIL = TimeDistributed ~ W,yBeRV 4 by

concat 2 MTL .\ MTL (3.11)

y = concat Ysep ; Yeap
yBIGRU 2 = BiGRU yeoneat 2:p2
MTL = TimeDistributed ~ W,yBRY %+ b,

In the next step, y¥J5 is concatenated with the SAD branch prediction

yMis to form a new feature with dimensionsC +1. This feature undergoes an-

other round of processing, passing through an additional BiGRU layer, followed
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Figure 3.11: A block diagram of knowledge aggregation for SED using onset
and activity detection.

by a dense layer with a sigmoid activation and employing parametersA, and
b,. The output of this process, Y¥d5 , is the nal output of the sedsad onset
model. The performance results of sound event detection using this joint model
are presented in Tables 3.11 and 3.16, along with visualizations in Figures 3.19
and 3.22. The performance of sound activity detection and onset detection using
this joint model is detailed in Tables 3.12 and 3.13.

3.5 Data Acquisition

The data acquisition process encompasses the extraction of audio features and
labels from the metadata of an audio dataset. Within the scope of all experi-
ments detailed in this chapter, the mel-spectrogram feature type is consistently
employed for the development and analysis of each model. To facilitate this,
the python library librosa [McFee et al., 2015] is utilised for the extraction of
mel-spectrogram features from the input audio data. This involves the applica-
tion of the short-term Fourier transform (STFT) to the input audio recordings,
employing speci ¢ parameters, including a sample rate of 44 kHz, an analysis
window of 40 ms with a 50 percent overlap, and an FFT size of 2048 for the
extraction of spectrogram features. Subsequently, every frame within the spec-
trogram of an audio recording is transformed into a 40-dimensional vector of
log Iter bank energies via the application of a mel- Iter bank.
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The selection of a 40 ms window size and 40 mel-band energies represents a
recommended feature representation for a basic SED system, known for deliver-
ing sound performance without necessitating extensive training periods [Mesaros
et al., 2021]. Furthermore, a min-max normalisation process is administered to
the mel-band energies. This comprehensive procedure results in the conver-
sion of each audio recording into a two-dimensional feature, characterised by
its shape asT F, where T corresponds to the total number of time frames,
and F denotes the feature size, speci cally the number of mel-bands. To ensure
uniformity in the features extracted, short-duration audio recordings are zero-
padded, while long-duration audio recordings are trimmed during the feature
extraction step.

Label encoding entails the conversion of the reference annotation of an audio
recording into a numerical format. In its most comprehensive form, the refer-
ence annotation for an audio recording typically consists of target sound event
labels, along with corresponding start and end time values. Throughout all the
experiments conducted in this chapter, a binary encoding format is consistently
employed to generate labels corresponding to audio recordings. Within the la-
bel encoding process for the SED models, the temporal information pertaining
to active sound events is initially converted from seconds into equivalent frame
numbers. Given the potential occurrence of multiple sound events simultane-
ously and assuming a total ofC target sound event classes in the audio database,
the reference annotation for a particular time frame takes the form of a binary
vector with a size of C. Active sound events within a time frame are denoted
by 1, while non-active sound events are represented as 0.

It is important to clarify that the term active sound eventsin this con-
text speci cally pertains to sound events that belong to the target sound event
classes. While there may be other sound events active in the audio recordings,
these are treated as non-active sound events categorised under the background
class, and as such, they are labelled as 0 during the label encoding process. As a
result, this label encoding procedure converts the strong labels associated with
audio samples into binary matrices with a shape off C.

The binary label encoding format is also employed to generate reference
labels for the SAD and onset models. The sound activity label for an audio
recording takes the form of a binary vector spanning the entire duration of the
recording, with a shape ofT. This binary vector is derived from the sound event
labels. In the activity label, a time frame is assigned 1 when any of theC target
sound events is active in that frame; otherwise, it is encoded as 0. Similar to
the SED label encoding process, sound events in the audio recordings that do
not belong to the target sound event classes are considered as background noise,
and the corresponding time frames are encoded with a 0 value.
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The onset label for an audio recording is also represented as a binary vector
with a shape of T derived from the sound event label. During the onset label
encoding process, several strategies have been explored. In the rst approach,
only a single frame corresponding to the beginning of a sound event is assigned
a value of 1 and encoded as the onset. In the second approach, the immediate
frames both before and after the frame marking the beginning of a sound event
are also encoded as onset frames. In this case, three consecutive frames around
the commencement of a sound event are marked with a value of 1. In both
scenarios, the remaining frames, including other temporal aspects of the target
sound events, are encoded with a value of 0. However, initial experiments in-
dicated that there was no signi cant di erence in the baseline onset detection
performance when using the onset encoding with a single frame marking the
beginning of a sound event compared to using three consecutive frames. Conse-
guently, the onset encoding approach using a single frame has been chosen for
all experiments in this chapter.

3.5.1 Training and post-processing

All models discussed in this chapter have undergone supervised training. The
combined loss of the joint model (sedsad.onset model) is determined by the
weighted sum of three cross-entropy losses, which include one from the SED
model, one from the onset model, and one from the SAD model, as expressed
in Equation (3.12).

Lot = sep Lece sep + sap Lece sab + ownsetr Lsce onser (3.12)

Here, Liotar  represents the loss function of the joint model, whileLgce_sep,
Lecesap ,» and Lgce onsetr correspond to the cross-entropy losses associated
with the SED, SAD, and onset detection, respectively, as de ned in Equations
(2.1), (3.1), and (3.8). During the joint model's training, distinct weight factors
( sebp, sapb, and onser ) are assigned to these individual losses to assess
their respective impacts on each other.

Batch normalisation [lo e and Szegedy, 2015] is applied to the activations
of every CNN layer, and dropout regularisation [Srivastava et al., 2014] with
a dropout probability of 0:30 is incorporated into the joint model architecture.
Each model undergoes 200 epochs of training using the respective BCE loss
function and is optimised with the Adam optimiser [Kingma and Ba, 2014],
employing a learning rate of Q001. Early stopping is implemented to mitigate
over tting to the training data. It is worth noting that the choice of hyperpa-
rameter values and the optimiser is based on empirical selection.

For an audio recording, the SED task yields a probability matrix with di-
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mensionsT C, where T represents the number of frames in the input data
representation, and C stands for the total count of target sound event classes
within the dataset. In contrast, the output representation for the SAD task and
the onset detection is a probability vector with a dimension of T. During the
inference stage, post-processing steps are applied before model evaluation. In
this post-processing phase, model predictions are converted into binary outputs
using speci ¢ threshold values. Based on evaluations conducted on validation
data, a consistent global threshold of 02 is employed for binarising SED and
onset predictions. For SAD predictions, a di erent global threshold value of
0:5 is applied across all experiments. These threshold values are determined
empirically.

3.6 Evaluation

This section presents a comprehensive analysis and evaluation of the designed
models and experiments conducted in Sections 3.2, 3.3, and 3.4. It also includes
a description of the datasets used and the evaluation metrics applied.

3.6.1 Datasets

The development, analysis, and evaluation of the SED models in the designed
experiments make use of two datasets, which are the UrbanSED dataset [Sala-
mon et al., 2017] and the TUT Sound Events 2017 dataset [Mesaros et al.,
2017c].

UrbanSED Dataset

The UrbanSED dataset is a synthetic collection comprising 10000 soundscapes,
amounting to a total duration of 30 hours, with nearly 50; 000 meticulously an-
notated sound events [Salamon et al., 2017]. Each recording within this dataset
is standardised, with a duration of 10 seconds, a 16-bit mono format, and a
sampling rate of 441kHz. Notably, the annotations in this dataset are consid-
ered strong, indicating that for each sound event, the annotations encompass
its onset, o set, and corresponding label.

Each soundscape in the UrbanSED dataset contains between 1 to 9 sound
events, chosen from a prede ned list of categories includingair _conditioner,
car_horn, children_playing, dogbark, drilling, engine.idling, gunshot, jackham-
mer, siren and street. music. The number of sound events in each soundscape is
randomly determined from a discrete uniform distribution spanning the range
of 1 to 9. The soundscapes are constructed using a consistent 10-second back-
ground sound clip of Brownian noise normalised to 50 loudness units full
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scale (LUFS). This background closely resembles the ambierftum typically en-
countered in urban environments and is identical across all soundscapes. By
adopting this purely synthetic background, the UrbanSED dataset ensures that
soundscapes do not contain any spurious sound events in the background, guar-
anteeing that only annotated sound events belonging to the target sound event
classes are present within the soundscapes.

The sound events within the soundscapes exhibit overlapping characteristics,
with the maximum polyphony automatically computed by the Scaper synthe-
siser [Salamon et al., 2017] during the generation process. To ensure a balanced
dataset, an almost equal number of event instances is maintained for each sound
event class. The duration of these sound event instances ranges from50to 4
seconds, with an average duration of approximately 2 seconds. The dataset is
divided into roughly 58 percent sound activity and 42 percent background. It
is pre-sorted into training, validation, and test sets. Among the 10 000 sound-
scapes, 6000 are allocated for training, 2000 for validation, and 2;000 for
testing. This same partitioning scheme is adopted for the development and
evaluation of the proposed SED models in this chapter. The UrbanSED dataset
is publicly available, and for more extensive details about the dataset and its
generation process, further information can be found in [Salamon et al., 2017].

The UrbanSED dataset serves as the foundation for proof-of-concept experi-
ments in Sections 3.2 and 3.3. It is employed for the development, analysis, and
evaluation of both the baseline models (SED, SAD, and onset baseline mod-
els) and the multi-task models (centered on sound activity and onset detection)
as discussed in Sections 3.2 and 3.3. Furthermore, the UrbanSED dataset is
utilised for the joint model's exploration, presented in Section 3.4, and also for
the weakly labelled SED model, as discussed in subsection 3.2.4.

TUT Sound Events 2017

The TUT Sound Events 2017 dataset is a subset of the broader TUT Acoustic
Scenes 2017 dataset [Mesaros et al., 2017c]. This subset is speci cally focused
on street acoustic scenes featuring various levels of tra ¢ and other urban ac-
tivities, recorded from diverse street locations. Each audio recording within
this dataset has a duration ranging from 3 to 5 minutes. For the development
and evaluation of SED systems in this chapter, these recordings are segmented
into 10-second audio segments. This dataset is divided into separate training
and evaluation sets, and this same con guration is maintained for the develop-
ment and assessment of the proposed SED models in this chapter. Given that
the audio samples are live-recorded, the maximum polyphony level (i.e., the
number of overlapping sound events at each time) and the duration of sound
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events are intricately linked to the speci c acoustic scene type. Importantly,
the dataset is strongly labelled, with annotations for individual sound event in-
stances manually curated in accordance with the procedure outlined in [Mesaros
et al., 2016b].

The TUT Sound Events 2017 dataset encompasses 6 sound event classes, in-
cluding brakes squeakingcar, children, large vehicle people speakingand people
walking. Notably, this dataset exhibits an imbalance in the distribution of event
instances among di erent classes, with the highest number of instances recorded
for the car event class and the fewest for thechildren event class. Crucially, the
audio recordings in this dataset contain background sounds from various sources
in the street acoustic environment, which are not part of the target sound event
classes. This is a notable distinction in characteristics when compared to the
UrbanSED dataset.

During the annotation process, di erent sounds originating from the same
source are grouped into a single sound event class. For instance, sounds like
\car passing by", \car engine running”, and \car idling" are merged into the
\car" sound event class. The duration of the sound event instances in this
dataset typically ranges from Q5 to 10 seconds, with an average duration of
approximately 5 seconds. Furthermore, the dataset consists of approximately 70
percent sound activity and 30 percent background. It is worth emphasising that
the 30 percent attributed to background in this dataset comprises not only noisy
acoustic backgrounds but also active sound events that remain unannotated
and do not fall within the target sound event categories. For more detailed
information about the dataset, additional insights can be found in [Mesaros
et al., 2017c].

The TUT Sound Events 2017 dataset is employed for various case studies in
this chapter. It serves as the basis for the development, analysis, and evaluation
of the baseline SED model discussed in Section 3.2, as well as for the proof
of concept experiment detailed in Section 3.2 Experiment 1 ). Additionally,
this dataset is utilised for the multi-task models centered on activity and onset
detection, featured in Sections 3.2 and 3.3, and for the joint model in Section 3.4.
Itis important to note that the model con gurations are slightly adjusted for the
experiments involving the TUT Sound Events dataset to reduce the model size,
given the dataset's smaller scale compared to the UrbanSED dataset. In the
model architecture of the SED, SAD, onset, and joint models, only 32 kernels
are used in each convolutional layer, and 32 units are employed in the GRU
layer, di ering from the con gurations depicted in Figure 3.3.
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3.6.2 Evaluation metrics

The primary metric employed for assessing the proposed SED models is the
event-basedF -score [Mesaros et al., 2016a]. In the context of sound activity
detection, both segment-based and event-baseH -scores are utilised. For eval-
uating onset detection and audio tagging performance, precision, recall, and
F -score measures are employed.

The evaluation scores presented in this study are micro-averaged values,
computed by aggregating intermediate statistics across the test data, where
each instance holds an equal in uence on the nal metric value. To provide
a more comprehensive assessment, the evaluation scores are also analysed in a
class-wise manner, allowing for a comparison of the performance of the proposed
SED models. The detailed explanation, analysis, and the computational steps
involved in calculating these metrics, including the intermediate statistics such
as true positives (T P), false positives FP), false negatives FN), and true
negatives (TN), are comprehensively discussed in Section 2.3 of Chapter 2.

Sound event detection

The performance of sound event detection is evaluated using both segment-wise
and event-wise approaches, facilitated by thesedeval library [Mesaros et al.,
2016a]. The event-basedr-score takes the forefront as the primary metric,
serving as the principal performance indicator for the evaluation of the pro-
posed SED models. Additionally, the segment-basedF -score is employed as a
secondary metric, providing a complementary assessment for the SED models.
These metrics are utilised for evaluating the model in Section 3.2, as well as for
the SED evaluation in the multi-task models in Sections 3.2 and 3.3, the joint
model in Section 3.4, and the weakly labelled SED model in Section 3.2.4.

Furthermore, the segment-based and event-based error rate (ER) measures
are also computed to provide a comprehensive evaluation. The ideal value for
F-score is 100, while ER should be 0. For an in-depth understanding of the
procedures, including the computation of intermediate statistics TP, TN, FP,
and FN) for the event-based and segment-based metrics, please refer to Section
2.3, and for further details, consult [Mesaros et al., 2016a].

The event-based metric plays a pivotal role in assessing the system's abil-
ity to accurately detect event instances with the correct onset and o set. In
this context, the event-basedF -score takes center stage as the primary metric,
serving as a key performance indicator for analysing the impact of the proposed
audio sequence encoding methods on sound event segmentation, speci cally the
detection of sound events with precise onset and o set values. The event-based
metrics are computed concerning event instances, with a particular focus on
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evaluating only onsets with a time collar of 250 ms, which ensures a strict eval-
uation of the precision of event detection. On the other hand, segment-based
metrics are employed to evaluate the system's capability to correctly detect the
temporal regions where a sound event is active. These segment-based metrics
are computed using a segment length of 1 second, providing insights into the
system's performance in capturing the temporal activity of sound events.

Precision, recall, andF -score measures, computed using the equation de ned
as Equation (2.3), are employed to evaluate the audio tagging performance.
These metrics provide a comprehensive assessment of the system's ability to
correctly identify and label sound events within audio samples. The intermedi-
ate statistics, including TP, TN, FP, and FN, are computed over the entire
length of audio samples, analogous to the segment-based metric computation
utilised in the SED evaluation.

Sound activity detection

The evaluation of the baseline SAD model in Section 3.2 and sound activity
detection in the MTL-based models in Sections 3.2 and 3.4 involves the utilisa-
tion of both segment-based and event-base# -scores. These metrics provide a
comprehensive assessment of the system's performance in detecting sound ac-
tivity. Additionally, intermediate statistics, which include TP, TN, FP, and
FN, along with error rate (ER) scores, are reported. Segment-based metrics
are computed using 1-second segment length, employing the same methodology
as the segment-based metric computation in SED evaluation. For event-based
metrics, the evaluation is performed in terms of activity instances by assess-
ing only onsets with a time collar of 250 ms, following a methodology similar
to event-based metric computation in SED evaluation. These assessments pro-
vide a thorough understanding of the model's performance in sound activity
detection.

Onset detection

The onset detection performance is evaluated using precision, recall, arfel-score
measures, computed as de ned in Equation (2.3). These metrics are employed
for the assessment of the baseline onset detection model in Section 3.3, as well
as onset detection in the MTL-based models in Sections 3.3 and 3.4.

In the context of onset detection, an onset is considered correctly detected
if there is a ground truth annotation within a time window of  250ms around
the predicted onset position. The evaluation methodology for false positives
and false negatives follows the approach proposed in [Back et al., 2012]. In this
method, when two or more onsets are predicted within the detection window
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around a single reference annotation, they are treated as one true positive and
zero false positives. A false negative is counted when there is only a single
prediction for multiple reference onsets within an analysis window of 250ms.

It is important to note that onset detection is employed as an auxiliary task
for the SED task. Empirical veri cation has shown that this relaxed onset
evaluation method does not impact the performance of sound event detection
in the MTL-based models.

3.6.3 Results

The results for all the designed experiments conducted with both the UrbanSED
dataset and the TUT Sound Events 2017 dataset are presented below. All the
results are reported based on the evaluation data of each dataset. Itis important
to note that, following evaluations on the validation data, a global threshold of
0:2 is applied to binarise SED and onset predictions, while a global threshold
of 0:5 is employed to binarise SAD predictions in all the experiments. These
threshold values have been empirically determined.

UrbanSED Dataset

Tables 3.1 and 3.2 provide the results for activity detection and sound event
detection in the proof of concept experiment Experiment 1 ) described in
Algorithm 1. The results highlight the performance of both the baseline SAD
model and the baseline SED model in terms of segment-based and event-based
F-scores. To illustrate con dence intervals for the performance scores across
various SED models, the standard deviation of theF -score values is computed
across audio samples for each SED model.

Table 3.1: Experiment 1 - Sound activity detection results.

F1 (%) Error rate
Model Segment Event Segment Event
sad baseline 97.48 43.14 0.05 0.78
sedbaseline 83.81 17.26  0.38 1.48

Table 3.2: Experiment 1 - Sound event detection results.

F1 (%) Error rate
Model Segment Event Segment Event
sedbaseline 35.48 0.60 7.34 0.68 1.54 3.81
sedsadagg 39.25 195 11.13 0.15 1.21 2.90
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From Table 3.1, it is evident that the activity prediction by the baseline
SED model (sed.baseline), achieved through post-processing the event predic-
tions, yields segment-based and event-base# -scores of 881 and 1726 re-
spectively. These scores are notably lower when compared to the corresponding
activity prediction scores of 97.48 and 4314 obtained by the baseline SAD model
(sad_baseline). A similar pattern is observed in the error rate values. This out-
come indicates that, overall, the baseline SAD model excels in distinguishing
sound activity from background frames in the UrbanSED dataset in comparison
to the activity detection using the baseline SED model.

Additionally, Table 3.2 reveals that the aggregated model prediction denoted
by sedsad.agg computed in accordance with Algorithm 1 using the baseline
SED and SAD predictions, outperforms the baseline SED model in terms of
sound event detection performance. The segment-based and event-basé&d
score values for thesed sad_agg model demonstrate an improvement from 348
to 39:25 and from 734 to 11:13 respectively.

These experimental ndings indicates the e ectiveness of using SAD as an
auxiliary task for enhancing SED performance, particularly in the case of the
UrbanSED dataset. To delve deeper into the impact of this approach, a class-
wise performance evaluation is presented for both the baseline SED model and
the aggregate model based on segment-based and event-bagedcores. These
evaluations are respectively depicted in Figure 3.12 and Figure 3.13. Analysing
these gures reveals that the detection performance for the majority of sound
event classes is superior with the aggregate model in the context of the Ur-
banSED dataset. This emphasises the advantages of incorporating SAD as an
auxiliary task to improve sound event detection.

Figure 3.12: Class-wise segment-basdtel-score results of the baseline SED model
and the aggregate model inExperiment 1

A qualitative analysis is conducted to investigate the impact of sound activ-

ity detection on the SED task. Activity predictions for randomly selected audio
samples from the UrbanSED evaluation dataset, generated using both the base-
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Figure 3.13: Class-wise event-base# -score results of the baseline SED model
and the aggregate model inExperiment 1

line SAD and baseline SED models are displayed in Figure 3.14. The gure
illustrates that the sound activity prediction produced by the baseline SAD
model is notably superior to that of the baseline SED model for the analysed
audio samples. Furthermore, it is important to highlight that the activity predic-
tion from the baseline SED model contains numerous false positive predictions,
which may be a contributing factor to the inferior event detection performance
of the baseline SED model. This observation reinforces the motivation behind
using activity detection to enhance sound event detection.

Figure 3.15 depicts the sound event detection performance of both the base-
line SED model and the aggregate model for the same audio samples from the
UrbanSED evaluation dataset. In each event-roll plot within the gure, the
y-axis displays a sequence of predicted active sound event labels listed in alpha-
betical order from bottom to top. This format is consistent across similar gures
throughout this thesis. The gure demonstrates that many of the false positive
predictions in the baseline SED model are eliminated in the aggregate model.
Notably, in the rst two examples, the use of activity prediction as auxiliary
information in the baseline SED model helps reduce false positive predictions.
The comprehensive results presented in Tables 3.1 and 3.2, along with the sup-
porting Figures 3.12, 3.13, 3.14, and 3.15, provide support for the motivation
and the proof of concept experiment detailed in Section 3.2.

Table 3.3 presents the performance of various sound activity detection mod-
els in Equation Experiment 2 , which were implemented based on Equation
(3.2). An analysis of the results reveals that the sound activity detection per-
formance is nearly identical across all model variants. The highest event-based
F -score, reaching 49, is achieved with the sad_dense variant, while the best
segment-based- -score is obtained by thesad_conv variant. Based on the result,
the sad_dense variant is selected for use in the MTL-based models in Section
3.2, 3.4, and 3.2.4.
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Figure 3.14: Sound activity detection for random audio samples from the Ur-
banSED dataset - for each audio example from top to bottom: Mel-spectrogram
feature; reference annotation; activity prediction using the baseline SAD model;
activity prediction using the baseline SED model.
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Figure 3.15: Sound event detection for audio samples based &xperiment 1 -
for each audio example from top to bottom: Mel-spectrogram feature; reference
annotation; event prediction using the baseline SED model; event prediction
using the aggregate model.
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Table 3.3: Experiment 2 - Sound activity detection results.

F1 (%) Error rate
Model Segment Event Segment Event
saddense 98.72 49.0 0.03 0.71
sadGMP 98.80 48.59 0.02 0.71
sadGAP 98.71 48.89 0.03 0.71
sadconv  98.85 48.59 0.02 0.71

The impact of the number of shared layers and the loss-weight components
on the MTL-based model's (in subsection 3.2.3) performance is thoroughly anal-
ysed. The results of these analyses are summarised in Tables 3.4 and 3.5, re-
spectively.

Table 3.4: Results wrt number of shared layers for the model based on Equation
(3.3).

F1 (%) Error rate
Layers shared Segment Event Segment  Event
Conv 1 39.40 1.84 8.00 0.07 1.08 3.79
Conv 1,2 41.03 232 876 0.17 0.97 3.58
Conv 1,2,3 36.47 3.16 6.19 0.08 1.31 3.75

Table 3.5: Results wrt di erent loss weights for the model based on Equation
(3.3).

loss weights F1 (%) Error rate
( sep, sap) Segment Event Segment  Event
(0.7, 0.3) 36.12 3.11 5.62 0.12 1.08 441
(0.5, 0.5) 41.03 232 876 0.17 0.97 3.58

(0.3,0.7) 34.18 3.67 10.28 0.71 0.91 2.36

To investigate the e ect of shared layers on the joint model's performance,
di erent model con gurations with varying numbers of shared layers are trained
with equal loss weights ( sep = sap =0:5). The best scores, withF -scores of
41:03 (segment-based) and 86 (event-based), are achieved when the rst two
convolutional layers are shared. Consequently, this model architecture is used
to evaluate the impact of individual loss weights in all subsequent experiments.
Examining the results presented in Table 3.5, it is evident that the best metric
scores are obtained when equal weights Gep = sap = 0:5) are assigned to
both the SED and SAD losses. Interestingly, there is an improvement in event-
based metrics (from 876 to 1028) when a slightly higher weight is assigned
to the SAD loss. These ndings and observations have been reported in the
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published work [Pankajakshan et al., 2019b].

Based on the results obtained, the chosen model con guration, which in-
volves sharing the rst two convolutional layers and assigning equal loss weights
of 0:5 to both the SED and SAD losses, is applied in the MTL-based models pre-
sented in Sections 3.2, 3.3, 3.4, and in the weakly labelled SED model discussed
in subsection 3.2.4.

In Table 3.6, the results of Experiment 3  are presented, which examines the
impact of various knowledge aggregation methods for integrating sound activity
information into the SED model and how this a ects sound event detection per-
formance. The results indicate that the knowledge aggregation method involving
a bidirectional GRU layer (Method l1lI) yields the highest event-based F -score
of 17:40. Additionally, the best segment-basedF -score of 4920 is achieved by
employing a masked multi-head self-attention layer as the knowledge aggrega-
tion function (Method IV), as described in Equation (3.6). It is worth noting
that the method based on the element-wise product of SED and SAD predic-
tions incorporated during model training (Method Il) outperforms Method I,
where the same aggregation function is applied in the post-processing stage.
Consequently, the GRU layer-based method (Method IlI) is employed in the
joint model discussed in Section 3.4.

Table 3.6: Experiment 3 - Sound event detection results.

F1 (%) Error rate
Model Segment Event Segment Event
Method | 41.03 232 876 0.17 0.97 3.58
Method Il 38.63 2.08 14.43 0.10 0.89 1.75
Method Il 4352 0.81 17.40 0.30 0.88 1.68
Method IV 49.20 0.72 16.11 1.79 0.71 3.87

The results for weakly labelled SED with SAD as an auxiliary task are
presented in Tables 3.7 and 3.8, as outlined in Section 3.2.4. Notably, the MTL-
based model that combines activity detection and audio tagging outperforms
the baseline audio tagging model in both event detection and audio tagging
performance. This outcome highlights the potential for enhancing audio tag-
ging and event detection through the incorporation of sound activity detection
as an auxiliary task within a weakly labelled SED model, particularly for the
UrbanSED dataset. Furthermore, these results suggest opportunities for future
research in the realm of weakly labelled SED, potentially involving hierarchical
model structures based on sequential combinations of sound activity detection,
audio tagging, and sound event detection.
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Table 3.7: Weakly labelled SED - Sound event detection results.

F1 (%) Error rate
Model Segment Event Segment Event
AT _baseline 3241 058 11.0 0.23 3.76 6.58
AT _sad 3436 0.02 1346 0.07 3.61 5.56

Table 3.8: Weakly labelled SED - Audio tagging results.

Model Precision Recall F-score
AT _baseline 43.95 51.96 47.62
AT _sad 42.65 80.11 55.66

Table 3.9 provides the results of Experiment 4 , which examines onset
detection models employing various classi cation functions, similar to Exper-
iment 2 . Among these, the denseonset model delivers the most favorable
outcomes, yielding precision, recall, andF-score values of 816, 8220, and
81:68, respectively. Consequently, theonset dense variant is adopted in the
joint model in Section 3.4.

Table 3.9: Experiment 4 - Onset detection results.

Model Precision Recall F-score
onsetdense 81.16 82.20 81.68
onsetGMP  27.79 92.29 42.72
onsetGAP  60.12 79.23 68.34
onsetconv = 63.41 87.04 73.37

Table 3.10 provides the results ofExperiment 5 , a proof of concept ex-
periment that compares the onset detection performance of the baseline onset
model in Section 3.3 with that of the baseline SED model in Section 3.2. Onsets
are identi ed from the baseline SED model predictions after the post-processing
stage. The table reveals that the baseline onset model signi cantly outperforms
the baseline SED model in terms of precision (816), recall (8220), and F -score
(81:68), while the baseline SED model only achieves onset detection scores of
22:21, 6598, and 3323. These results emphasise the importance of explicit
onset detection for the SED task and highlight the limitations of a standalone
SED model in accurately detecting the onsets of sound events in the UrbanSED
dataset.

To further analyse the results, the onset predictions obtained using the base-
line onset model and the baseline SED model for audio samples from the Ur-
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Table 3.10: Experiment 5 - Onset detection results.

Model Precision Recall F-score
onsetbaseline 81.16 82.20 81.68
sedbaseline 22.21 65.98 33.23

banSED evaluation dataset are visualised in Figure 3.16. The gure clearly
illustrates that the standalone SED model produces a signi cant number of
false positives, as evidenced in the last two examples. In contrast, the predic-
tion of the baseline onset model closely aligns with the reference onsets, and
false positive errors are notably reduced, especially in the last two examples.

This study reinforces the shortcomings of the baseline SED model in accu-
rately predicting the onsets of target sound events, particularly in cases where it
produces numerous false positives that can have a substantial impact on sound
event detection scores. Hence, the comprehensive results froExperiment
5 strongly endorse the proposed approach of integrating explicit onset infor-
mation as auxiliary data within an SED model, particularly in the context of
the UrbanSED dataset. Since the explicit onset model excels in reducing false
positive onset predictions while pro ciently detecting onsets of target sound
events, incorporating this model within the SED framework can yield substan-
tial improvements in sound event detection performance within the UrbanSED
dataset.

The results in Table 3.11 provide a comprehensive evaluation of SED perfor-
mance using the MTL-based models. Heresed sad is the MTL-based model in
Section 3.2 where sound activity is utilised as auxiliary information for sound
event detection and aggregated using Equation (3.4).sedonset is the MTL-
based SED model in Section 3.3 where onset information is explicitly integrated
into the model using Equation (3.9), and sed sad.onset is the joint model in
Section 3.4 that combines activity and onset information into the SED model
using Equation (3.4) and Equation (3.9).

Table 3.11: MTL-based models - Sound event detection results.

F1 (%) Error rate
Model Segment Event Segment  Event
sedbaseline 3548 0.60 7.34 0.68 1.54 3.81
sedsad 43,52 0.81 17.40 0.30 0.88 1.68
sedonset 4776 042 2142 1.23 1.02 2.33

sedsadonset 44.12 0.79 2320 0.21 0.85 1.49
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