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Foreword

Most of the time, attention is a subject of psychology or neuroscience books. Here, the text

mainly focuses on the exciting engineering approach of attention through the transcription of a
PhD thesis with some minor changes. Even if the author’s approach is highlighted in chapter 3,
the main purpose of this text is to show the general ideas underlying the concept of
computational attention and also to show that computational attention is certainly very useful
alone or complementing classical methods in signal processing and understanding.

The reading of this text is a good introduction to computational attention from its definition to
its applications with openings on the future of attention in computers and the huge role it may
have in artificial intelligence. Some hypotheses on brain organisation which rise from the
proposed model of attention are also described. A summary of this text and other pointers and
codes are available online at http://tcts.fpms.ac.be/attention.

Despite the fact that this text comes as the conclusion of a PhD work, it is intended to be an
open gate on further research. May it motivate some readers to go further towards this exciting
domain!

This thesis has been submitted to the Engineering Faculty of Mons, Belgium (Faculté
Polytechnique de Mons — FPMs) for the degree of Doctor of Philosophy in Applied Sciences
and has been publicly defended on September, 7", 2007. Members of the complete jury were:

Prof. P Manneback, Chair and Professor at FPMs, Belgium

Prof. J. De Connink, Professor at the University of Mons-Hainaut, Belgium
Prof. J. Hancq, Professor at FPMs, Belgium

Dr. O. Le Meur, Senior Researcher at Thomson R&D, France

Prof. P. Lybaert, Dean of the FPMs, Belgium

Prof. B. Macq, Professor at the Catholic University of Louvain, Belgium
Prof. F. Stentiford, Professor at the University College of London, U.K.
Prof. J. Trecat, Professor Emeritus at FPMs, Belgium

Prof. B. Gosselin, Advisor at FPMs, Belgium
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Abstract

Consciously or unconsciously, humans always pay attention to a wide variety of stimuli.

Attention is part of daily life and it is the first step to understanding. The proposed thesis deals
with a computational approach to the human attentional mechanism and with its possible
applications mainly in the field of computer vision.

In a first stage, the text introduces a rarity-based three-level attention model handling mono-
dimensional signals as well as images or video sequences. The concept of attention is defined
as the transformation of a huge acquired unstructured data set into a smaller structured one
while preserving the information: the attentional mechanism turns rough data into intelligence.

Afterwards, several applications are described in the fields of machine vision, signal coding
and enhancement, medical imaging, event detection and so on. These applications not only
show the applicability of the proposed computational attention method, but they also support
the idea that similarly to the fact that attention is the beginning of intelligence in humans,
computational attention may be the starting point of artificial intelligence in engineering
applications.

Several databases containing different kinds of signals were used to test the model and its
applications: audio signals of natural complex ambiences and events, real-life video
sequences as well as simulated sequences and finally natural scenes, textured or synthetic
images. Results are presented in a clear and comprehensive way within each application
providing the relevance of the use of the computational attention model. Finally, a large
discussion is opened based on the theoretical and practical achievements and future
extensions are proposed.
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COORDINATES, RIGHT: 360X360 LOG-POLAR REPRESENTATION CENTRED ON THE THROAT. THE VERTICAL
AXIS IS THE DISTANCE FROM THE FIXATION POINT AND THE HORIZONTAL AXIS IS THE ANGLE. "

FIGURE 5.2: LEFT: SYMMETRY DECOMPOSITION MAP FOR 15 GREY-LEVELS (VERTICAL AXIS) OF A 65 SLICES CT-
SCAN VOLUME (HORIZONTAL AXIS), MIDDLE: LOW-LEVEL VA MAP OF THE FIRST 14 GREY-LEVELS (VERTICAL
AXIS), RIGHT: PROJECTION (VERTICAL AXIS) OF THE VA MAP ONTO THE HORIZONTAL AXIS (VOLUME SLICE
NUMBER)

FIGURE 5.3: FROM IMAGES 11 TO 16: LOW-LEVEL TO MEDIUM-LEVEL ANALYSIS

FIGURE 5.4: LEFT: INITIAL IMAGE WITH THE SEED (BLUE) AND TUMOUR BOUNDARIES (RED), RIGHT: GS DISTANCE
MAP (RED: SHORT DISTANCE FROM SEED, BLUE: LONG DISTANCE FROM SEED)

FIGURE 5.5: LEFT: INITIAL IMAGE WITH TUMOUR BOUNDARIES (RED), MIDDLE: GS DISTANCE MAP , RIGHT: THE
POTENTIAL PATHOLOGICAL AREA

FIGURE 5.6: TOP ROW: FIRST ITERATION WITH OUTSIDE AND INSIDE MARKERS PROVIDED BY THE RADIOLOGIST.
LEFT: IMAGE GRADIENT PROFILE, RIGHT: RESULTS ONTO THE IMAGE. BOTTOM ROW: SECOND ITERATION
WITH THE TOP-ROW RESULT AS A THIRD MARKER.

FIGURE 5.7: LEFT: IWT ON A CT SCAN IMAGE, RIGHT: GROUND TRUTH AFTER SURGERY

FIGURE 5.8: FROM TOP TO DOWN: FIRST ROW: FOUR CT-SCAN IMAGES WITH SEGMENTED ACTIVE TUMOUR
REGIONS, SECOND ROW: SINGLE-IMAGE ATTENTION MAPS, THIRD ROW: ATLAS-BASED ATTENTION MAPS,
FOURTH ROW: ATLAS-BASED MAPS USING ATTENTION VARIATION INFORMATION BETWEEN ROWS 2 AND 3

|

FIGURE 5.9: FROM LEFT TO RIGHT: INITIAL IMAGE AND PATHOLOGICAL CONTOURS IN RED, SINGLE IMAGE

ATTENTION MAP, ATLAS-BASED (5 HEALTHY SLICES) RESULT

FIGUREG.1 $
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FIGURE 6.2: FROM LEFT TO RIGHT: INITIAL IMAGE WITH SEGMENTED DEFECT, PRE-PROCESSING STEP, AND THE
ATTENTION MAP

FIGURE 6.3: FROM LEFT TO RIGHT: INITIAL IMAGE WITH SEGMENTED DEFECTS, VA MAP USING INITIAL IMAGE ONLY,
VA MAP USING INITIAL IMAGE AND AN ATLAS

FIGURE 6.4: COMPARISON OF WITH/WITHOUT ATLAS VISUAL ATTENTION BASED INSPECTION. TOP ROW REFERS TO
LIMB RUB DEFECT, WHILE THE BOTTOM ONE IS FOR BRUISED FRUITS. LEFT COLUMN DISPLAYS RESULTS
WITHOUT ATLAS, WHEREAS THOSE ON THE RIGHT WITH ATLAS

FIGURE 7.1: LEFT: ORIGINAL IMAGE, TOP ROW: I&K SALIENCY MAP AND CORRESPONDING ANISOTROPIC
FILTERING (b =23, a=0, OT=0), BOTTOM ROW: OUR ATTENTION MAP AND CORRESPONDING ANISOTROPIC
FILTERING (b =23, a=0, OT=0)

FIGURE 7.2: LEFT TO RIGHT AND TOP TO DOWN ( =8, a=0): OT=0, OT=2, OT=4 AND OT=8

FIGURE 7.3: TOP: THE ANNOTATED ORIGINAL IMAGE, MIDDLE ROW: PM FILTERING AND DIFFERENCE WITH THE
ORIGINAL, BOTTOM ROW: PROPOSED FILTERING AND DIFFERENCE WITH THE ORIGINAL

19



Computational Attention

FIGURE 7.4: TOP: THE ANNOTATED ORIGINAL IMAGE, MIDDLE ROW: PM FILTERING (SMOOTH MUSCLES) AND PM
FILTERING (GOOD QUALITY TUMOUR), BOTTOM ROW: PROPOSED FILTERING AND DIFFERENCE WITH THE
ORIGINAL

FIGURE 7.5: LEFT TO RIGHT: THE VIDEO FRAME, THE TEMPORAL VA MAP, THE SPATIAL VA MAP AND THE FINAL VA
MAP.

FIGURE 7.6: TOP TO DOWN: ANISOTROPIC REPRESENTATION ON SEVERAL CONSECUTIVE FRAMES FOR
SEQUENCES S1, S2,S3( =21, a=0,0T=0, 2, 5, 8 FROM TOP TO DOWN)

FIGURE 7.7: TOP TO DOWN AND LEFT TO RIGHT: INITIAL SIGNAL SPECTROGRAM (IMAGE A), THE LOW-LEVEL
ATTENTION MAP (IMAGE B), ANISOTROPIC REPRESENTATION USING THE FOLLOWING SET OF FILTERING
PARAMETERS ( =50, a=0, OT=0, 2, 5, 8) FOR IMAGES C, D, E AND F.

FIGURE 7.8: SOME COMPRESSED IMAGES USING THE JPEG QUALITY OF 100 FOR THE MORE IMPORTANT AREAS,
AND INCREASING COMPRESSION RATE FOR THE LESS INTERESTING AREAS. !

FIGURE 7.9: COMPRESSION RATE BY USING THE CLASSICAL JPEG ALGORITHM (=0%) COMPARED TO THE
COMPRESSION RATE BY USING THE MODIFIED JPEG ALGORITHM FOR QUALITIES 100 (YELLOW) AND 80
(GREEN)

FIGURE 7.10: TOP: INITIAL IMAGE (LEFT), USING 9 ATTENTION LEVELS (RIGHT), BOTTOM: TEXTURE USING 7
ATTENTION LEVELS (LEFT), AND USING 5 ATTENTION LEVELS (RIGHT)

FIGURE 7.11: FIRST COLUMN: ORIGINAL IMAGES, SECOND COLUMN: TEXTURE DETECTION AFTER, FROM TOP TO
BOTTOM, 8, 6, 8, 7, 8, 7 ATTENTION LEVELS

FIGURE 7.12: TOP LEFT: ORIGINAL IMAGE, BOTTOM LEFT: TEXTURES IN WHITE AND IRREGULAR AREAS IN BLACK,
THE FOUR IMAGES ON THE RIGHT ARE FROM LEFT TO RIGHT AND TOP TO DOWN: THE REGULARITY CLASSES
1 TO 4, THE REGULARITY CLASSES 5 TO 8, THE REGULARITY CLASS 9 AND THE REGULARITY CLASS 10

FIGURE 7.13: FIRST COLUMN: ORIGINAL IMAGES, MIDDLE COLUMN: COMPRESSED IMAGES, THIRD COLUMN SHOWS
TEXTURED AREAS IN WHITE AND IRREGULAR AREAS IN BLACK

FIGURE 7.14: FOR EACH IMAGE, THE PERCENTAGE OF TEXTURE (VERTICAL AXIS) OR THE PERCENTAGE OF THE
AREAS WHICH CAN BE WELL REPRESENTED WITH SIMPLE PATTERNS.

FIGURE 7.15: FOR EACH IMAGE, THE COMPRESSION RATE IMPROVEMENT (ORIGINAL IMAGE=0%)

FIGURE 8.1: WAVEFORMS OF “WOMAN SCREAM” EVENT INTO THE “TRAIN STATION” AMBIENCE AT -10 DB, -5 DB
AND 5 DB AMBIENCE-TO-EVENT ENERGY RATIOS. "

FIGURE 8.2: LOW-LEVEL AUDIO SIGNAL ANALYSIS FOR A -10DB SIGNAL.

FIGURE 8.3: LEFT TO RIGHT: INITIAL SPECTROGRAM, 2D LOW-LEVEL ATTENTION MAP, FREQUENCY-DRIVEN LOW-
LEVEL ATTENTION MAP. HOT (RED) PIXELS ARE HIGH AMPLITUDES. THE HORIZONTAL AXIS REPRESENTS
THE TIME WHILE THE VERTICAL ONE THE FREQUENCY. LOW FREQUENCIES ARE LOCATED IN THE BOTTOM
PART OF THE IMAGES AND HIGH FREQUENCIES IN THE TOP REGIONS

FIGURE 8.4: LEFT TO RIGHT AND TOP TO DOWN: LOW-LEVEL ATTENTION MAP, THRESHOLDED LOW-LEVEL
ATTENTION MAP USING A 200 FRAMES LOW-LEVEL ATLAS, THE POP-OUT AREAS EXTRACTED FROM THE
PREVIOUS IMAGE BY AN AUTOMATIC THRESHOLDING TECHNIQUE, THE MEDIUM-LEVEL MAP USING A
MEDIUM-LEVEL ATLAS AND THE FINAL RESULT OBTAINED BY ADDING THE LOW-LEVEL THRESHOLDED MAP TO
THE MEDIUM-LEVEL MAP !

FIGURE 9.1: FROM TOP TO DOWN AND LEFT TO RIGHT: INITIAL IMAGE, ATTENTION MAP, LOW-PASS FILTERED MAP,
THRESHOLDED MAP AND FIRST AUTOMATIC ZOOM 1

FIGURE 9.2: EXAMPLES (LARGER BOX=FIRST PROPOSED ZOOM, SMALLER BOX = MAXIMUM ZOOM) !

FIGURE 9.3: LEFT COLUMN: INITIAL ADVERTISEMENT (PUBLICIST INFORMATION HIERARCHY NOT RESPECTED:
BOXES RELATIVE HIERARCHY BETWEEN THE TOP IMAGE AND THE BOTTOM IMAGE IS DIFFERENT), RIGHT
COLUMN: MODIFIED ADVERTISEMENT (PUBLICIST HIERARCHY RESPECTED) !

FIGURE 9.4: LEFT COLUMN: INITIAL ADVERTISEMENT (PUBLICIST INFORMATION HIERARCHY NOT RESPECTED:
BOXES RELATIVE HIERARCHY BETWEEN THE TOP IMAGE AND THE BOTTOM IMAGE IS DIFFERENT), RIGHT
COLUMN: MODIFIED ADVERTISEMENT (PUBLICIST HIERARCHY RESPECTED)

FIGURE 9.5: RELATIVE IMPORTANCE OF THE THREE AREAS PROVIDED BY THE PUBLICIST

FIGURE 9.6: A GENERIC VISUAL ERGONOMICS EVALUATION AND IMPROVEMENT TOOL

FIGURE 9.7: FROM LEFT TO RIGHT: TEXT & IMAGES HAVE A SIMILAR PROBABILITY, TEXT IS RARE, IMAGES ARE
RARE

FIGURE 9.8: A TOP-DOWN WEB SITE MODEL OBTAINED FROM EXPERIMENTAL MOUSE-TRACKING DATA

FIGURE 9.9: FROM LEFT TO RIGHT AND TOP TO BOTTOM: INITIAL IMAGE, LOW-PASS FILTERED BOTTOM-UP
ATTENTION MAP, BOTTOM-UP USING THE TOP-DOWN MODEL, MOUSE-TRACKING RESULT

FIGURE 10.1: TOP TO DOWN AND LEFT TO RIGHT: INITIAL FRAME, ATTENTION MAP OF THE INITIAL FRAME,
THRESHOLDED ATTENTION MAP, OBJECT (RED BOX) AND ITS NEIGHBOURHOOD (YELLOW BOX)

FIGURE 10.2: LEFT COLUMN, TOP IMAGE: A FRAME WITH THE TARGET (RED BOX) AND A DISTRACTOR (BLUE BOX)
INSIDE THE TARGET NEIGHBOURHOOD (YELLOW BOX). BOTTOM IMAGE: THRESHOLDED ATTENTION MAP
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WITH THE TARGET (RED BOX) AND THE DISTRACTOR (BLEU BOX). RIGHT IMAGE: LOG-POLAR
REPRESENTATION (FIXATION) CENTRED ON THE TARGET (RED BOX CENTROID)

FIGURE 10.3: LEFT IMAGE: VIDEO FRAME AND FUSED MOVING OBJECTS (GREEN BOX), RIGHT IMAGE: THE
CORRESPONDING THRESHOLDED ATTENTION MAP "

FIGURE 10.4: LEFT COLUMN: VIDEO FRAME AND TWO OBJECTS SPLITTING (GREEN BOXES) ON THE TOP IMAGE AND
THE CORRESPONDING THRESHOLDED MAP ON BOTTOM. RIGHT COLUMN: LOG-POLAR REPRESENTATIONS
(FIXATIONS) CENTRED ON THESE TWO OBJECTS (DISTRACTOR: TOP, TARGET: BOTTOM) "

FIGURE 10.5: LEFT IMAGE: TARGET FIXATION CONCATENATED TWICE, RIGHT IMAGE: THE HIGHER CORRELATION
COEFFICIENT DETECTS THE TARGET (RED BOX) "

FIGURE 10.6: TOP ROW: IMAGES TO REGISTER (IMAGE 1: LEFT AND IMAGE 2: RIGHT), BOTTOM ROW:
CORRESPONDING LOW-LEVEL ATTENTION MAPS. ON THE LEFT IMAGE, THE MAXIMUM IS LOCATED (1) AND
THE TWO HIGHEST ATTENTION POINTS ARE LOCATED ON THE SECOND IMAGE (1 AND 2)

FIGURE 10.7: FIXATIONS (LOG-POLAR REPRESENTATIONS) FOR: THE MOST IMPORTANT POINT FROM THE FIRST
IMAGE (TOP), THE MOST IMPORTANT POINT OF THE SECOND IMAGE (BOTTOM-LEFT) AND THE SECOND MOST
IMPORTANT POINT OF THE SECOND IMAGE (BOTTOM-RIGHT) "

FIGURE 10.8: LEFT COLUMN: INITIAL FIXATION CONCATENATED TWICE AND BLACK BOX SHOWING THE BEST
CORRELATION POSITION. RIGHT COLUMN: THE TWO CORRESPONDING FIXATIONS ON THE SECOND IMAGE

FIGURE 10.9: TOP ROW: FIRST FIXATION ON THE FIRST IMAGE TO BE CONCATENATED, BOTTOM-ROW: BEST
CORRELATION (BLACK VERTICAL BAR) "

FIGURE 10.10: FROM TOP TO DOWN AND LEFT TO RIGHT: THE COMMON REGION IS CENTERED, A 12° ROTATION IS
PERFORMED, THE COMMON REGION IS ALIGNED WITH ITS POSITION WITHIN THE FIRST IMAGE, AND FINALLY
THE FIRST IMAGE IS DISPLAYED "l

FIGURE 10.11: LEFT IMAGE: INITIAL IMAGE, RIGHT IMAGE: FIXATION ON THE KOALA'S FACE (ANGLE IS IN THE
HORIZONTAL AXIS WHILE RADIUS ON THE VERTICAL ONE AS IN CHAPTER 5

FIGURE 10.12: LEFT COLUMN: EXAMPLES OF ALREADY SEEN FACES, RIGHT COLUMN: CORRESPONDING FIXATIONS
(ANGLE ON THE HORIZONTAL AXIS, RADIUS ON THE VERTICAL ONE)

FIGURE 10.13: OVERVIEW OF A POSSIBLE MEMORY STRUCTURE: MASTER CONCEPT MAP (PINK COLUMN),
SPECIALIZED AREAS ON THE RIGHT

FIGURE 11.1: THE BRAIN: A PLUG-IN BASED OPEN ARCHITECTURE
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List of Acronyms and Glossary

CRF Classical Receptive Field

DOG Difference Of Gaussians

EOG ElectroOculoGraphy

FMRI Functional Magnetic Resonance Imaging
GM Gaussian Model

HVS Human Visual System

JPEG Joint Picture Experts Group
LGN Lateral Geniculate Nucleus
LTM Long Term Memory

MGN Medial Geniculate Nucleus
MJIPEG Motion Joint Photographic Experts Group
MMN MisMatch Negativity

MPEG Moving Picture Experts Group
MRI Magnetic Resonance Imaging
PET Positron Electron Tomography
REM Rapid Eye Movements

ROI Region Of Interest

RLE Run-Length Encoding

sC Superior Colliculus

VA Visual Attention

VPL Ventral PosteroLateral nucleus
VPM Ventral PosteroMedial nucleus
WM Working Memory

Chocleogram:

Time-frequency representation based on a wavelet decomposition which provides results
close to the cochlea output. A higher importance is provided to the low-frequencies.

CT/CT-scan

Computed Tomography. This medical imaging technique is based on a scanner using the X-
rays technology. A volume can be reconstructed from several two-dimensional X rays
projections.

Distractor

In cognitive experiments a distractor is an object which may, by its presence, disturb the
observer attention from the object of interest.
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Fixation / Eye fixation

Period of time while the eye points a precise region of the image. Visual information
acquisition is done during this period. A fixation is opposed to a saccade which is a ballistic
movement of the eye between two saccades.

Foveated patch / image

A foveated patch is related to the image as acquired by the retina. The retina provides much
more importance to the central area called the fovea. Mathematically, a foveated image is a
log-polar image. Its definition is provided in section 3.4.3.1 from Chapter 3.

Fourier Mellin

Fourier-Mellin is an invariant transformation using both the log-polar and Fourier transforms.
This transformation is invariant in the same time to scale, translation or rotation. It should be
very close to some biological results.

H264

Compression and transmission protocol. Its goals are scalability and coding efficiency.
Isocontour

Contours delimitating an area with a common grey-level value.
Javascript

Web-oriented script for internet clients (web browsers). It is very practical to handle web
browser events like recording the mouse position. A problem is in the fact that some javascript
functions are not compatible within different web browsers.

JPEG

Compression standard (mainly lossy) of the Joint Photographic Experts Group. Very popular it
provides on still images high compression rates with relatively small perceptual degradation. It
is based on eliminating high frequency coefficients from a local DCT decomposition.

JPEG 2000

An evolution of the JPEG standard. The main difference is in the use of wavelets instead of
DCT transform. Its main advantage is to be more scalable in compression and transmission.
Nevertheless, this protocol is still confidential comparing to its old JPEG version.

MJEPG
Motion JPEG: Video sequences compression by JPEG compression of each individual frame.
MPEG

Moving Picture Experts Group. This compression and transmission algorithm uses JPEG to
code some of the video frames but also interpolation and prediction techniques to other
frames.

MRI

Magnetic Resonance Imaging. This medical imaging technique uses a static magnetic field
along with a varying one to measure the quantity of water present in human tissues. An image
is created from this water distribution map.
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PET/TEP

Positron-Electron Tomography. This medical imaging technique uses the gamma photons
emitted by positron-electron annihilations to obtain an activity density map due to a radioactive
marker injected to the patient. The image obtained is not anatomical, but functional.

PHP

Hypertext Preprocessor. This is a web-oriented script for web servers. Contrary to the
javascript which executes itself on the web browser, the PHP script will be interpreted by the
web server. It is used to manage dynamic web site content.

Precision

This is a retrieval performance measure. The precision is the proportion of retrieved and
relevant documents to all the documents retrieved.

Recall

This is a retrieval performance measure. The recall is the proportion of relevant documents
that are retrieved, out of all relevant documents available.

RLE

Run-Length Encoding. Lossless compression methods avoiding long successive messages
repetitions.

Saliency / Salient
A salient object stands out relative to its neighbours.
Shift theorem

The shift theorem is relative to the Fourier transform. A translation in time or space means a
complex exponential multiplication in the frequency space. In the case where only the
amplitude is used, one can say that there is no influence of a translation in space or time
domain on the Fourier amplitude in the frequency space. (complex exponentials are eliminated
by the amplitude computation).

Spectrogram

Time-frequency signal representation with time onto the horizontal axis and growing frequency
on the vertical axis. The spectrogram is the concatenation through time of the Fourier
transform vector computed on a sliding Hamming window.

Watermarks / watermarking

Traceability technique which consists in including a short message into a signal (audio,
images, etc...). This message should not be perceived by the human eyes or ears, but is
should be very robust to noise and other corruption due to network transmission.
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« Everybody knows what attention is!

William James — Principles of Psychology, 1890
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Pay (Computational)
Attention!
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Chapter 1: Introduction

1.1. Motivations: attentive computers

Attention is so natural and so simple: every human, every animal and even every tiny insect is
perfectly able to pay attention. In reality as William James, the father of psychology said:
“Everybody knows what attention is”. Why in this case should one study something that
everybody knows? And why adapt attention to machines? That is precisely because
everybody “knows” what attention is that few people tried to analyse it before the 19" century.

Attention is sometimes conscious (for complex living forms only) but most of the time
unconscious and it is the key to survival. Attention is also a sign of limited computation
capabilities. Vision, audition, touch, smell or taste, they all provide the brain with a huge
amount of information. Gigabits of rough sensorial data flow every second into the brain which
cannot physically handle such an information rate. Attention provides the brain with the
capacity of selecting the main information and building priority tasks.

Attention of live beings largely contributes to the brain computation optimization and its
importance is crucial. However, this key process of attention is currently rarely used within
computers. As with the brain, a computer is a processing unit. As with the brain it has limited
computation capabilities and memory. As with the brain, computers should analyse more and
more data. But unlike the brain they do not, or rarely, pay attention.

That is why a new transversal research field appeared for a few years gathering engineers
and computer scientists, psychologists and neuroscientists: computational attention. The
following chapters will show that, beyond the theory of attention, there is a wide application
field and this new research domain may have an important impact on future. The aim of
computational attention is not to replace classical signal processing techniques but to
complement them in various situations.

1.2. Attention, the first step to intelligence

Few references to attention were made through history. Such a natural process, partly
unconscious, did not capture philosophers’ attention. Some thoughts about the attention
concepts may be found in Descartes, but no rigorous and intensive scientific study was done
until the beginning of psychology.

There is no widely accepted definition of attention because of the diversity of the disciplines
which focused on it. Even if, at the beginning, only psychologists studied attention, its huge
importance led other specialists like philosophical, clinical, anatomical, physiological and even
computational scientists to provide their own definitions of attention.

Tsotsos et al. [NOA 2005] suggested that the one core issue which justify attention regardless
the discipline, methodology or intuition is “information reduction”.
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The aim of the following chapters is to show that similarity which lead to several steps of
information reduction and comparison may represent the process of information understanding.
A meaningful structure comes out from the rough initial information by comparisons at several
scales:

Comparison within the acquired basic signal components.
Comparison between groups of basic signal components.

Comparison between groups of basic signal components and the working memory.
More complex groups may rise here from the acquired signal.

Comparison between complex groups of signal components and the long term
memory which leads to a semantic classification.

Through these comparison steps, attention reduces information by transforming it into a
meaningful structure. The concept of attention may be defined as the transformation of a huge
acquired unstructured data set into a smaller structured one while preserving the main
information: the attentional mechanism turns rough data into intelligence and, for sure, there is
no intelligence without attention.

1.3. Overall structure

In the ancient times, science and religion had common roots, both having two pillars:

The first pillar is a passive contemplation when receptivity to gods or nature is the key.
In science, this first point consists in observing nature and trying to understand the
fundamental laws which may explain these observations. This is called the theory
(teoria - t ) and it comes from the words “gods” and “observe” in ancient Greek.

The second pillar is an active attitude which consists in applying the laws of the
theory to practical cases. This is called the practice (praxis - ) and it means
“activity” in ancient Greek.

From its beginning, science was a gentle oscillation between the practice and the theory:
these two approaches depend one upon the other and they seem very closely related.

The following structure is thus the most classical one in science: in a first part the
computational attention theory will be presented, while in a second part its main applications
will be described. For each chapter, a summary of the main information is provided at the end.

1.3.1. The theory

After a state of the art on attention and its computational approaches, a novel attention model
is proposed. This one may be applied on still images but also on video sequences or any
mono-dimensional signals as auditory signals for example.

This model is based on the concept of rarity as a measure of importance: rare objects are
often valuable. As displayed on Fig. 1.1 it is split into three levels which are three successive
filters aiming in reducing rough acquired data into its most important regions:

A low-level step which uses the rarity of simple features (signal amplitude and
motion). This step is achieved by humans unconsciously and it is sometimes called
“preattentive”.

A medium-level step which uses the behaviour of simple features (direction in
space or time, size or duration and speed). This step is useful only if several regions
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of the signal have similar high attention scores after the low-level attention map. If
this is the case, the most salient region of the signal may be chosen by the middle-
level step. If one of the feature behaviours (as the size for example) is rare, the
processing of this step is unconscious or reflex so preattentive. However, if several
features behaviours are quite rare in the same time (size or direction for example),
the processing becomes conscious and the eye will serially analyse each candidate
location before finding the most different: this is called an attentive process.

A high-level step serially compares signal patches or regions. This comparison
may be achieved with other patches within the same signal temporally stored in the
working or short-term memory in order to highlight possible grouping. Nevertheless,
signal patches comparison may also be done with previously memorized information
in order to find a semantic description within the long-term memory.

[ PREATTENTIVE 1 ATTENTIVE
[ LOW-LEVEL [ MEDIUM-LEVEL I HIGH-LEVEL
\-‘”
Bottom-up Intra — Signal Working
low-level Memory
s 4
N =
Long4erm
Inter — Signal Memory
I &

Figure 1.1: Overview of the proposed three level (3 L) attention model. Red arrow: bottom-up, blue
arrows: top-down, purple arrows: mix of bottom-up a nd top-down

Within the 3L attention framework suggested in Fig. 1.1, low-level and medium-level global
bottom-up methods are detailed within the three main sensory modalities (still images and
temporal sequences for vision and temporal sequences for audition). An approach of the
integration of local rarity within the global rarity methods previously described is discussed and
detailed. High-level inter-signal comparisons are also proposed on still images and videos and
further details are available in the second part of this work (the practice).

Finally, several top-down models in audio, video and image signals are discussed: the so-
called “atlases” bring information about the observed signal “normality” while task-oriented

models bring information about an eventual goal of the observer. The term of atlas is used
here for a collection of normal signals.

1.3.2. The practice

After the first theoretical approach, the aim of this work is to show the huge applicative
potential of computational attention algorithms. Without being exhaustive, the main
applications fields of attention are discussed in this second part. Applications are structured
around six main points:
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Medical imaging : attention is useful in abnormality detection
and localisation using low-level features or more complex ones
(as symmetry).

Attention may be used either directly in detecting pathologies
or to initialise other segmentation techniques for pathology
localisation. The purpose is to automate some complex tasks
or simply to provide pathology probability maps which may be
able to alert radiologists to possible pathological areas.

Machine vision : as for medical imaging, defects in industry
may be easily located by attention-based methods.

An example is detailed about defect localisation on apples.
This first localisation may be able to automatically provide
relevant features to more complex classifiers (as artificial
neural networks for example) for apple quality grading. Self-
learning machines could be achieved by using attention-based
algorithms.

Image coding and enhancement : the knowledge of the areas
within images or videos which are perceptually the most
important provides an interesting tool in image enhancement
(filtering different regions with different parameters related to
region importance) and in image coding (different compression
rates depending on the region importance). Intelligent data
transmission over networks may also benefit from
computational attention

Audio event detection : rare sounds are surprising, thus they
attract human attention. Attention-based algorithms are able to
automatically detect and locate any strange sounds within
complex auditory backgrounds.

Real-time low-level atlases and medium-level analysis enhance
audio event location and higher level methods may be able to
recognise these events within an audio database.

Image ergonomics : the ability to predict a mean observer's
eye gaze is an important clue for a quantitative study of
advertising and visual communication efficiency. A real-time
tool can check the impact on customers of image changes
during the conception of an advertisement.

Another point in enhancing image ergonomics is the perceptual
zoom. This automatic zoom focusing on the most important
regions in an image is very practical especially on the narrow
screens of the rapidly growing mobile assistants and
smartphones market.

34



Computational Attention

High-level attention applications : once a low-level and
eventually medium-level attention maps are computed, retina-
like images of different high attention score areas can be
compared to other images from a database. Details on the
three following applications are provided:

Image registration
Moving object tracking

Image recognition and database retrieval

The presented applications obviously use the proposed attention model; nevertheless, other
attention models may also be used in some of these applications. The wide applicative field
shows again the huge potential importance that computational attention may have in computer
science and engineering. Attention-based algorithms may automatically select important areas
and relevant features in a wide range of signals and provide self-training machines or
surprising and defective regions detection. Furthermore, high-level attention may be able to
provide a semantic meaning to images, sounds or videos. From rough data to scene
understanding, computational attention may be a step towards artificial intelligence.

1.4. In brief

Motivations of this work:

Definition of attention: a process turning rough data into intelligence; there is no
intelligence without attention.

Demonstration of the wide applicability of computational attention.

Plan of this work:
Theory: proposed rarity-based three level attention model.

Practice: six application fields within different signal modalities and attention levels.
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« Observing attentively is remembering clearly *

Edgar Allan Poe
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First Part:
Computational Attention
- The Theory
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Chapter 2: State of the Art

2.1. Ars longa, vita brevis

The study of attentional mechanisms gathers together various research fields as medicine,
neuroscience, psychology or computer science. An exhaustive state of the art of attention
within all of these fields would need much more than a single chapter; that is why the
biological background and the computational approach are emphasized here. The
psychological approach of attention is briefly presented; nevertheless some particular
experiments are further detailed in Chapter 3. By presenting several approaches to the
concept of attention, this chapter also aims at showing the complexity of this intuitive process.

Even if visual attention was the most extensively addressed, attention applies to any of the
human senses. Section 2.2 provides the required basic information about the brain and the
different senses’ paths showing similar main structures between them. Section 2.3 presents
the main steps in psychology concerning attention and the current research axis. Section 2.4
deals with the state of the art of computational attention models and section 2.5 states
ongoing issues and the possible future of computational attention algorithms. Finally, a brief
summary of this chapter is displayed in section 2.6.

2.2. Biological background
2.2.1. The brain

One cannot deal with attention without studying the brain and the different perception paths.
Mammalian evolution had an important impact on the brain structure, mainly by adding and
reinforcing the cortical areas. As a consequence of this development, mammalians have in
reality two brains in one. Over their primitive brain (sub-cortical system) mostly reflex-based,
the cortex was added and developed. It acts like a “plug-in” to the primitive brain adding
complex computational and storage capacities to the initial brain. This complexity brings a
huge improvement in memory and analysis mechanisms, hence a greater intelligence. On the
other side, complexity considerably slows down the reaction time: this is called the thought.
The brain architecture is displayed in Fig. 2.1.

2.2.1.1. The sub-cortical system (primitive brain)

The sub-cortical system is the gate of the brain and it is located on the top of the spinal cord.
All brain afferent (going to ...) and efferent (coming from ...) information transits in the sub-
cortical system. Its main components are listed bellow:
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The stem contains the medulla (Fig. 2.1 left image) which controls the heart rate,
blood pressure and respiration, the pons (Fig. 2.1 left image) which controls the
sleep and the midbrain (located between the pons and the thalamus, Fig. 2.1 left
and right images) which controls fighting and sexual behaviour.

The cerebellum (Fig. 2.1 left image) which carries out necessary computations to
movement control, global posture or head movements when changing gaze direction.

The thalamus (Fig. 2.1 right image) is the processing unit of the primitive brain, the
ancestor of the cortex. This area is a transit area for all perception paths and it may
also play an active role within the attention scheme as stated in Chapter 3.

The amygdala (Fig. 2.1 right image) may control some emotional reactions and
provide energy for fighting and fleeing.

The hippocampus (Fig. 2.1 right image) has critical effects on learning.

Limbic System

Medulla

i Parahippocampal
oblongata ; gyrus

Figure 2.1: The two brains: exterior structures on the left and interior primitive brain on the right

2.2.1.2. The cortex

The cortex has four lobes as presented on Fig. 2.1 (left image) where different computations
are made. The perception paths end in the cortex as following:

Vision takes place mainly in the occipital lobe and the temporal lobe. The primary
visual cortex (V1) located in the occipital lobe is directly related to the sight and it
covers in a retinotropic way the entire visual field. A lesion within this area leads to a
hole in the visual field (called scitoma). Damage in the higher visual cortex areas
may lead to agnosia which is the inability to name common objects (memory-related
areas).
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Audition takes place within the temporal lobe. Damage of the primary auditory cortex
induces hearing problems. Lesions on the higher auditory cortical areas lead to
language deficits (left side of the brain) and to non-speech sounds deficits (right side
of the brain).

Somatic sensation (touch, temperature, pain, etc...) pathway ends in the primary
somatosensory cortex located in the parietal lobe.

The frontal lobe takes most of the high-level decisions after taking into account the
information processed within the other lobes. It also contains the short-term memory
(also called working memory) which is very important in attentional mechanisms.

2.2.1.3. The sensory paths

Depending on the specificities of the senses taken into account, the pathways are different,
but a main common framework may be isolated. Fig. 2.2 summarizes the common behaviours:
before reaching the corresponding cortical area, all information crosses the corresponding
thalamus area which shows again that the cortex was developed initially as an extension of
the primitive brain.

Thalamus
» LGN: visual

:> « MGN: auditory

+ VPL: somatory (body

)
« VPM: somatory (face) ﬂ ﬁ
Higher Cortical
Areas

Motor command ﬂ ﬁ

» Superior colliculus: visual
» Inferior colliculus: auditory <: Frontal Lobe
» Cerebellum, etc...

Receptors
* Retina: visual

» Cochlea: auditory
» Touch receptors
* Free end nerves: pain

Primary Cortex

Figure 2.2: General sensory pathways framework

In the next sub-sections some details are provided about each of the key steps
displayed on Fig. 2.2 for the auditory and visual senses, which are the most
important ones.

2.2.2. Receptors
2.2.2.1. The Ear

The ear is made up from three areas (Fig. 2.3): the external ear that everybody knows which
picks up and conducts sounds, the middle ear used as a pressure amplifier and the inner ear
which converts audio pressure signals into electrical signals.

The eardrum or tympanic membrane separates the external auditory canal from the middle
one. The oval window separates the middle and inner ears. The ossicular chain (malleus,
incus and stapes) links the eardrum to the oval window. The surface ratio of eardrum to oval
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window is of 20/1. This area is a pressure amplifier and energy adapter: without it, about 98%
of the input energy would be reflected back.

Oval window Cochlea

Ossicular chain .
: Auditory tract

Eardrum

Extemnal Middle Inner

Figure 2.3: Overview of the human ear

The cochlea contains the basilar membrane which is a resonator system. Resonance takes
place on different locations of this basilar membrane depending on the sound frequency (Fig.
2.4, left image). The frequency and amplitude of this resonance are transmitted to the brain

through the auditory tract.
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Figure 2.4: Auditory acquisition

As any acquisition system, the auditory receptors have limited dynamics. Fig. 2.4 (right image)
shows the auditory receptors dynamics within the cochlea. Located between infrasound and
ultrasound frequencies, the auditory field is not linear and it acts like a band-pass filter on the
perceived frequencies.
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2.2.2.2. The Eye

The eye may also be seen as a three-area receptor (Fig. 2.5).

Ciliary Muscle Ear side (Temporal)
Sclera
Iris

Fovea—

Eyel
Pupil bl

Optic Nerve
Cornea

Aqueous Humor

i Nose side (Nasal)
Suspensory ligament Choroid

Figure 2.5: Overview of the human eye

The “external” eye is made from the cornea. Part of the ciliary muscle, which lets more or less
light to enter into the eye, is also visible from outside and it is called the iris. The “middle” eye
is made from the eyelens which amplifies the received light by focusing it on a single point of
the retina. Finally, the “inner” eye is made from the retina which contains four receptors: one
called “rod” and three others called “cones”.

Decreasing contrast

Increasing spatial frequency e

Figure 2.6: Contrast Sensitivity Function (CSF)
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While the basilar membrane from the cochlea provides a very accurate frequency analysis, the
vision only provides a four-frequency decomposition. These frequencies are displayed on Fig.
2.7 where one can see the visible spectrum. As in the auditory receptors, the visual system
does not react in the same way to all frequencies. Fig. 2.6 shows that for the same contrast
decrease (vertical axis) the visibility is not the same for all frequencies.

B cone Rod Gcone R cone
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Figure 2.7: Visual frequency acquisition range

The envelope of the visible waves may vary from a reader to another; it may also depend on
the overall light in the room or the distance between the readers’ eyes and this figure. This

envelope is called the contrast sensitivity function (CSF) and it is mainly a band-pass filter as
in the case of auditory signals.
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Figure 2.8: Simplified overview of the retina struc  ture
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If the frequency analysis is less accurate for the visual signal than for the sound signal, this is
due to the fact that a much higher quantity of data is acquired within this modality and
additional spatial analysis is needed. The spatial analysis is organized from the retina to the
higher brain areas. Fig. 2.8 shows a simplified scheme of the retina. A cell network transforms
the analogical signal from the cones and rods into neural information within the ganglions
which then join the optic tract to go deeper in the brain. There are several kinds of ganglions in
the retina, but the most well-known ones are: the X cells which carry high spatial resolution
and colour information (luminance, red-green or blue-yellow opposition), the Y cells which
have a high temporal resolution and carry only luminance information and the W cells which
may carry colour information which mostly have high-spatial resolution.

- Blind spot
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oyt

Few cones

Figure 2.6: Receptor repartition in the human retin  a (top image) and consequences on image
perception (bottom image)

45



Computational Attention

Last but not least, there is a very important property of the retina which may play a major role
in still images attention: the rods and cones are not homogenously spread within the retina but
they have an interesting polar structure. This structure is summarized on Fig. 2.9 (top image):
cones are mainly located close to the fovea (the area of the retina which is in the optical axis
of the eye) whereas rods are concentrated on the retina boundaries. This architecture
provides high temporal resolution on the peripheral vision areas (movements are well detected
on peripheral vision while spatial details are very fuzzy) and a high spatial resolution for the
central vision (details are very well seen in front of the eyes).

A still image (acquired at a given time) should be in reality very close to the bottom image from
Fig. 2.9. This characteristic may positively affect spatial attention in the image centre while
decreasing attention on its periphery and it will be further discussed in the next chapter.

From a mathematical point of view, the retina operates a log-polar transform which provides
higher importance to the centre. This transform is detailed in section 3.4.3.1 of Chapter 3.

2.2.3. Superior colliculus (SC)

The superior colliculus is the brain structure which directly communicates with the eye motor
command in charge of eye’s orientation. Its originality is to integrate information coming from
different sensory areas but mainly visual and auditory. The information within the SC (Fig.
2.10) has a retinotropic representation. Visual information is displayed on the superficial layers
and the auditory information on the deeper layers [KIN 2004]. Once in the same coordinate
system, multi-sensory information will be fused in order to take a decision on the eye
movement.

The main task of the SC is thus to direct the eyes onto the “important” areas of the
surrounding space in terms of both vision and sounds. In this context studying the SC afferent
and efferent paths can provide important clues about visual and auditory attention.

Visual map
(superficial layers)

Auditory map
(deeper layers)

Current Biology

Figure 2.7: Data fusion within the superior collicu lus
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2.2.4. Thalamus

Before arriving to the LGN (Lateral Geniculate Nucleus, Fig. 2.2) in the thalamus kernel, the X,
Y and W ganglion cells departing from the retina cross the optic chiasm where a half of the
cells of the left eye and the same half of cells of the right eye join the left hemisphere LGN and
the others the right hemisphere one.

The LGN structure is displayed in Fig. 2.11: it is composed of 6 layers. The layers 1 and 2 are
the Y retina ganglions which turn into LGN cells, called Magno cells (M). Layer 1 contains M
cells coming from one eye and layer 2 from the other. These cells have an effect of low-pass
filtering thus they provide low-spatial frequency information (LF on Fig. 2.11) on the luminance.

Layers 3 and 4 are composed from part of the retina X ganglion cells which turn into other
LGN cells, called Parvo cells (P). Like for the layers 1 and 2, the layer 3 is made with P cells
coming from one eye and the layer 4 is made with P cells coming from the other eye. These P
cells provide medium frequency (MF on Fig. 2.11) and colour information.

Finally the layers 5 and 6 are made from other P cells coming from one eye for the layer 5 and
from the other eye for layer 6. These P cells are able to provide high-frequency (HF on Fig.
2.11) and colour information.

Two important properties of the LGN were detailed until now: the LGN makes a frequency
decomposition of the retinal image from layers 1 and 2 (LF) to layers 5 and 6 (HF). The
second aspect is that layers from left and right eyes are put together: this fact allows stereo
vision processing: comparisons between both eyes information are important to extract depth
cues and interpret 3D data.

Theta

HF

MF\

LF ¢—

Figure 2.8: One of the two LGNs
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It is also proved [HUB 1989] that the LGN has a topographical polar organization: one
stimulus on the retina will excite some localized cells inside the LGN. The “Theta” angle of the
polar representation of the retinal images is shown in Fig. 2.11. The radial lines go from layers
5 and 6 to layers 1 and 2 as the M cells of these layers come from the Y cells which are mainly
located on the peripheral retinal areas.

All the LGN architecture is very close to a global Fourier transform of the retinal (log-polar)
image. This image is decomposed into several layers with a growing frequency and radial
lines represent the angle from the centre of the image. It is interesting to notice that the
amplitude of the Fourier transform is invariant to translations. A translation on the radius axis
of the log-polar representation means scale transform in Cartesian coordinates, while a
translation on the angle axis of the log-polar transform means a rotation in Cartesian
coordinates. The LGN may provide here rotation and scale invariant information about the
current fixation.

Another interesting issue is that most of the LGN afferent neurons come from the cortex and
not from the retina! The cortical feedback to the LGN is very important.

The function of the LGN is not very well known and it is mainly accepted that it is ... a simple
relay formatting the neurons between the retina and the cortex [S&G 2001] .

This suggestion seems to minimize too much the role of the LGN. It is very difficult to admit
that such a complex brain area is only a relay between the retina and the cortex! As the cortex
feedback is very important one may assume that the LGN compares the current fixation with
previous fixations coming from the cortex. If it is the case, the role of the LGN would become
much more important.

The MGN (Medial Geniculate Nucleus, Fig. 2.2), the auditory thalamic area, has also
processing capacities which were certainly used earlier in the evolution when the cortex was
not yet developed. It also may have kept part of its properties mostly for attentional alert tasks
even if the cortical areas have superior capabilities for further sound analysis.

2.2.5. Cortex

The cortex is a huge brain area compared to the thalamus. Thus, the visual and the auditory
signals have complex cortical paths. The first cortical area, where the neurons coming from
the thalamus arrives, is called the primary visual or auditory cortex.

In this section, the primary visual cortex also called V1 is detailed. As for the LGN, the V1 area
is clearly retinotropic. A very elegant experiment which can be seen in Fig. 2.12 proved this
fact. While tracers were injected into a macaque eye, this one had to look to a target (Fig. 2.12,
left image). After the experiment, the animal was sacrificed and its visual primary cortex
extracted (Fig. 2.12, right image). The tracer injected into the eye was found on the cortex and
it sketched the shape of the target the macaque saw during the experiment. The visual cortex
analyses a projection of the acquired retinal log-polar image.

The V1 area is made up from plenty of volumetric areas as shown in Fig. 2.13 (left image).
Each of these areas represents a small region within the visual field. Information from both
eyes is again closely related. For one cell representing a small part of the visual field of the left
eye, the neighbouring area represents the same part of the visual field but viewed by the right
eye. This property is close to the binocular organisation of the LGN. The main difference is
that binocular vision is locally processed in the cortex while it is globally processed within the
LGN.
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Figure 2.9: Experiment proving the retinotropic org anisation of the visual cortex
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Figure 2.10: Primary visual cortex organisation

Moreover, from the centre of the area to its periphery, different cells, with different orientations
and providing increasing frequency information are located. This is a Fourier transform applied
locally. The mathematical tool providing the same kind of analysis consists in a bank of Gabor
filters (local Fourier transforms applied on Gaussian windows). The difference with the LGN, is
that the cortex performs again local analysis while the LGN performs global retina image
analysis. Another huge difference is the fact that LGN cells have no directional properties
while cortical cells have directional tuned responses.

Finally, the Fig. 2.13 (right image) shows that V1 area, like the LGN, has colour processing
capacities.

All these remarks clearly demonstrate that the V1 cortical area is “only” a LGN with extended
capacities to local processing.

This is not the case of the other higher cortical areas (V2, V3, V4, etc...) which have important
additional processing capacities. If the knowledge acquired on the primary visual cortex is now
well established, the role of the higher cortical areas is less well known. These areas should
be responsible of linking the acquired data with different memories and higher-level
processing.
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2.2.6. Attention in practice

In practice, the effects of the attentional mechanisms can be measured by following the
direction of human eyes. Even if this statement is not entirely true as attention may be overt
(eye movement during the attention focus) but also covert (no eye movement required during
the attention focus which can take place in the peripheral vision), the eye-tracking is a very
good approximation of the important areas. Several techniques of eye-tracking exist and this
point will be discussed in the next chapter, but the most important is their result.

Figure 2.11: Initial images (top), eye-tracking res  ults (bottom)

Fig. 2.14 (top images) were presented to humans during an eye-tracking experiment. The
bottom images display the results obtained from the eye-tracking system. The gaze path is
very far from both a homogenous or random discovery of the images. Meaningful areas were
observed in priority and during a longer time. One may also observe that eye gaze lines are
not smooth.

There are two main eye behaviours:

The saccades are fast ballistic movements (no visual information is acquired during a
saccade) which take from 20 to 200 milliseconds. Their role is to point the fovea and
its great spatial resolution onto the most informative areas.

The fixations are small pauses in eye movement while the eye fixates a point. It is
during these fixations that visual information is acquired (log-polar image acquired by
the retina).
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Figure 2.12: Initial image (top-left), from 1 to 7,  different eye gazes of the same initial image with
the requirements: 1/free exploration, 2/social leve [?, 3/people age? 4/what happened before?,
5/people cloths?, 6/objects position?, 7/visitor ar rival?

The combination of saccades and fixations form the eye gaze pattern. This one is directly due
to the attentional mechanisms which direct the gaze on “important” areas. If simple features,
like local contrasts, seem to be attractive to human eyes, other experiments showed that
specific search or a priori knowledge of the scene may drastically modify the gaze path (Fig.
2.15): attention may also depend on a top-down process using high level mechanisms to
influence the attention.

Yarbus [YAR 1967] showed that free exploration of an image may have a very different gaze
pattern from the exploration of an image with a purpose. When the subjects want to know
about the economical level of the people within the image they do not look at the same areas
as in a case of free exploration. This top-down attention should also be taken into
consideration even if its modelisation is more difficult.
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2.3. Psychology and neuroscience

Attention is considered to be the most concrete of the cognitive processes related to human
mind. That is why attention had a huge success in psychology and cognitive neuroscience
research. A serious study about attention was first done by one of the fathers of psychology,
William James, who provided the first and still accepted definition of attention which is based
on concentration and withdrawal of part of the data in order to efficiently handle the remaining
data. At the same time, fundamental questions, as the possible split of attention also called
“reception in a state of distraction”, occurred in these early studies of attention.

The Gestalt psychologists (gestalt is the German word for pattern) provided the “laws of
organisation” which aim at explaining how humans group things according to visual perception.
They defined six main factors which determine grouping: proximity, similarity, closure,
symmetry, common fate and continuity.

Treisman’'s theory of feature integration [T&G 1980] is the first step into modern cognitive
psychology. This theory is sometimes debated, but it is still widely accepted.

Milanese [MIL 1992], [MIL 1993] and Tsotsos [TSO 1995] describe visual attention as
successive selection and focus tasks. Tsotsos’s major hypothesis is that attention shapes
perception to optimize the localization of stimulus characteristics and its matching to objects,
tasks and events in memory.

Afterwards, cognitive neuroscience also joined the study of attention. Wurtz used, in the 60’s,
electrical signals to prove the first neural correlation with a mental process. Hubel and Wiesel
[HUB 1989] studied the visual pathway without specially focusing on attention, but they
provided valuable knowledge about the visual system in the primary cortex. Much later, the
use of functional magnetic resonance imaging (fMRI) implied studies about attentive task
influence on the brain, especially in humans.

2.4. Computational attention models

The aim of the computational attention models is to predict the areas within an acquired signal
(sound, image, video, etc...) which attracts human attention. The result of such algorithms is
often an attention map or a saliency map of the input signal providing higher intensities for the
most important areas. The saliency of an object is its ability to pop-out from its neighbourhood
objects. Attention maps and saliency maps are considered here as synonyms.

The number of computational models has recently exploded as a confirmation of the maturity
of the knowledge acquired within the biological, psychological and neuroscience domains.
Several classifications of these methods are obviously possible, and most of them have similar
philosophies, however it is possible to distinguish two main ideas. Attention may be due to:

Local properties (a feature saliency depends on its heighbourhood)
Global properties (a feature saliency depends on the whole receptive field)

If biological evidences in supporting the local approaches are numerous, global approaches
are for instance less well biologically motivated. This situation is normal as the local behaviour
of the cells on their classical receptive filed (CRF) is obvious. Nevertheless, recent
experiments in visual attention [DES 1998], [BOY 2005] brought interesting confirmations for
a global integration of features information all over the visual field. This is possible thanks to
the impressive neuronal network which includes an important amount of “horizontal cells”
which connect more or less directly the cells from the whole visual field.
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These considerations led to a simple classification of the computational attention models using
local or global information. The three next sub-sections deal with visual attention as most of
the computational attention models were developed within this modality. Sub-section 2.4.4
deals with the extension of the computational attention models to video and sound modalities.

2.4.1. Local methods

Early models of human vision were developed in the 80’s as the theory of zero-crossing of
Marr and Hildreth [M&H 1980] dealing with edge detection at all scales which is an important
behaviour of the human vision. Nevertheless the notion of attention was not really part of the
computer science field at that time.

Local biologically-inspired approaches of attention were developed as early as 1985 by Koch
and Ullman [K&U 1985] . Their model is inspired from the feature integration theory developed
by Treisman and Gelade [T&G 1980]. The process is divided into three steps:

Feature extraction (most common features are luminance, chrominance and
orientation) leading to characteristics maps.

Local contrast computation mimicking the centre-surround inhibition mechanism of
the visual path cells.

Characteristics maps fusion into a final saliency map.

In 1998, Itti et al. [ITT, 1998], [I&K 2000], [I&K 2001], set up the most well-known
computational attention model (Fig. 2.16). Based on the Koch and Ullman model, Itti proposed
the extraction of three main features: luminance, chrominance, and orientation.

A 9-level multi-resolution Gaussian pyramid is afterwards used to provide local contrast
information by using centre-surround difference. After the center-surround difference
computation, the method provides 6 intensity maps, 12 chrominance maps (red-green and
blue-yellow colour oppositions) and 24 orientation maps (four orientations). These 42 maps
are than fused in two steps.

First, an across-scale combination and normalisation is achieved. Three conspicuity maps
corresponding to the three initial features are thus obtained. Finally several normalisation
methods were proposed in order to mix these three conspicuity maps into a single saliency
map:

A simple mean of the normalized maps

A weighted sum of the maps. The weight depends for each map on the difference
between the global maximum and the other maxima

An iterative sum between each characteristic map and the DoG-filtered (difference of
Gaussians) map

The last two normalisation methods are the best ones as proved by ltti's tests.

While the across-scale fusion step take into account the same feature, the final normalisation
map mixes three features which are very different. This step is one of the weakest points of
the method.

A Winner-take-all algorithm is finally conducted in order to predict the gaze location. This
method consists in choosing the most salient area as the first fixation and than inhibit it and
find the more salient area for the second fixation. This method may be applied on any saliency
or attention map.
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Figure 2.16: Itti & Kock model: the image is decomp  osed into three features for which multi-scale
center-surround difference is achieved. Three consp icuity maps are than obtained by across-scale
combination and finally a unique saliency map is av ailable after normalisation

Milanese [MIL 1992], [MIL 1993] proposed an attention approach which is also based on the
seminal architecture of Koch and Ullman. He added two more features to the characteristics
map which are contours amplitude and curvature. The normalisation step is done by using
Gaussian filtering and gradient descent-based relaxation before getting the mean of the maps.

Chauvin [CHA 2000] used the Koch and Ullman architecture, but he uses Gabor filtering to
get multi-resolution information. Additional computations reinforcing collinear and longer
contours are also added. This model only deals with the luminance features, avoiding the
difficult normalisation step, but loosing important colour information.

Petkov [P&W 2003] proposed a lateral inhibition technique to distinguish object contours from
image texture.

Le Meur [LEM 2005], [LEM 2007] achieved a computational model of visual attention which is
one of the closest to the local processing biological reality within the human visual system. He
built psychovisual space before the center-surround difference (Fig. 2.17).

In order to do this, the CSF (Contrast Sensitivity Function) is first applied to the initial three
maps (one for intensity and two for colour). Afterwards the cortex transform [WAT 87] is
applied on the images and inter- and intra- sub-bands masking is applied. This masking
approach aims in modelling the fact that areas with similar features have a mutual influence if
they are not too far apart spatially. Moreover, if several features highlight a region, this one
may improve its saliency. As in Chauvin, a processing reinforcing collinear and longer
contours is also done.
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Figure 2.17: Le Meur model: a psychovisual space is used before a center-surround difference and
a perceptual grouping of the intensity and chromina nce maps

Finally, the normalisation and feature map fusion is made using empirical maxima which take
into account the relative importance of the luminance compared to the chromatic maps. Inter-
and intra-maps competition is this time used between the three final maps: luminance, red-
green chrominance and blue-yellow chrominance. Le Meur showed in his thesis using eye
tracking techniques that this method provide better results on complex natural scene images
than Itti's model.

2.4.2. Global methods

Mudge [MUD 1987] suggested as early as 1987 that object components saliency may be
inversely proportional to their occurrence within the image.

Osberger and Maeder [O&M 1998] used a segmentation approach to separate the image into
several homogenous areas. Five features were used in assigning a relative importance to the
segmented areas. The problem of this kind of approaches is that errors within the
segmentation may induce errors in the attention map. Walker [WAL 1998] suggested that
saliency may be related to the probability that a feature has to be misclassified with all the
other features within an image or a database.

Oliva et al. [O&T 2001], [OLI 2003] had a similar approach to Mudge by stating that attention
should be inversely proportional to the existence probability of a pixel. They modelled this
probability with a Gaussian and used multi-resolution wavelet decomposition. Results seem
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similar to Itti's model as compared to eye tracking results. An interesting fact is that results are
better than Itti's model if additional top-down information is used.

Bruce and Jernigan [B&J 2003] integrated this idea by turning it into an information-theory
approach within the Koch and Ullman architecture. They afterwards [B&T 2005] used an ICA
(Independent Component Analysis) to compare local features (local random patches of the
image) in an image patches database obtained from the current image but also from other
images.

Liu [LI1 2006] used image segmentation as Osberger and Maeder, but the use of the mean
shift [C&M 2002] technique let it provide a more robust segmentation. He also assumed that
centred regions may have higher attention scores.

Itti and Baldi [I&B 2006] also published a probabilistic approach of surprise based on the
Kullback-Leibler divergence which is the energy of the so-called “net surprisal” within the
information theory. The idea is that attention is due to a more or less important difference
between what was expected to happen and the actual observation. This method has been
integrated into Itti's model architecture and it provides better results compared to the original
approach.

Stentiford [STE 2001] proposed a method related with Walker's ideas, but he defined no
specific feature. Random pixel neighbourhoods (forks) are directly compared and they are
declared as matching if the distance between the two neighbourhoods is below a threshold. If
few matches are observed, the pixel is assigned with a high saliency score. The method
provides very interesting results and its main advantage is to remain very general. It takes into
account intensity, colours, directions and shapes mostly to smaller scales close to the fork
ones. Numerous applications as symmetry detection, image automatic focus and image
coding or database retrieval are also highlighted.

Figure 2.18: Stentiford model: pixel neighbourhoods (forks) are randomly compared within the
image. If a given fork has many occurrences in the image its saliency will be low while if few
matches are found, its saliency will be high

Boiman and Irani [B&l 2005], [B&I 2006] used comparisons between gradient-based patches
of different sizes to define occurrence probabilities (Fig. 2.19). One of the main originalities of
this method is in the fact that not only different patches from the images are compared with
other patches in the same image or in a database, but also the relative patches’ positions
were taken into account. The results obtained with this method appear to be quite impressive.
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Figure 2.19: Boiman & Irani model: pixel patches (s  quares) are compared within the image. The
use of their relative position provides a large reg ion analysis

2.4.3. Attention forecast

Computational attention aims at providing an attention map of a signal. However, is it possible
to predict a result which could be used in real applications or is it only a theoretical search
about attention? One may say that once one fixation is done, the next fixation depends on the
image but also on the current fixation. As, except for very obvious images, eye gaze will not be
directed by everybody to the same place, several gaze fixations from several humans may
diverge greatly.

Moreover, in their overview of several computational attention models, Privitera and Stark
[P&S 2000] showed that the different models were tuned for some kinds of images and often
react very badly to other images. They suggested that it should be very difficult to use only
one attention model in all the situations.

Nevertheless, eye tracking experiments [O&S 2004] demonstrated that the mean human eye
gaze may globally have a good correlation with the computational model at least in the very
first moment of the experiments. Top-down interaction may occur after several fixations.

Finally, Raj et al. [RAJ 2005] suggested that eye fixations when no top-down knowledge is
used may tend to maximally reduce the total contrast uncertainty of the image. In this case
even if the fixations are sometimes different among people, the mean behaviour should be
approximately the same as the optimization criterion is global!

2.4.4. Image, but also ...

Time-evolving two-dimensional signals as videos have been much less investigated.
Nevertheless, some of the authors providing image static attention models generalized their
models to the time dimension: Dhale and Itti [D&l 2003], Yee and Pattanaik [Y&P 2001],
Parkhurst and Niebur [P&N 2004], Itti and Baldi [I&B 2006], Le Meur [LEM 2005], Boiman
and Irani [B&l 2005], Zhang and Stentiford [Z&S 2007] and Liu [LI1 2006]. Motion is here the
most important feature.

Sound signals have only been addressed by Boiman [BOI SITE] in speech recognition even if
other models could be applied to auditory signals.
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2.5. And now?

As described in previous sub-sections, two main ideas are involved in attention models:
The use of global information (within all the receptive fields).

The local computation assuming that a feature may be disturbed by another only if
they are not too far from each other.

As Privitera and Stark stated [P&S 2000], each algorithm has its own behaviour and it works
well on a specific set of images. An ideal algorithm should gather the advantages of all the
others, thus it should use both local an global information. [DES 1998] and [BOY 2005]
suggested that in addition to the well known local information, cells may receive sometimes
information from much further than its own receptive field. Local and global information are
intimately used within the perception pathways.

2.6. In brief

Sensory information path in the brain:

The paths within the brain of different sensory information (visual, audio, touch,
taste, etc...) are different but they all have a common structure. This is particularly
the case for vision and hearing.

The brain is composed of a primitive area (mostly reflex but it also provides simple
computation and data storage capabilities) and the cortical areas (huge
computational and storage capabilities).

The Lateral Geniculate Nucleus (LGN): region in the thalamus (primitive brain
area) which may have a much more important role in vision analysis than stated
until now. It may be able to compare the current fixation to fixations previously
stored or analysed within the cortical areas.

The Superior Colliculus (SC): region from the primitive brain which has a data
fusion role at least between visual and audio information.

Measuring attention:
Eye movements are a good descriptor of visual attention.

Electrical brain signals recordings and medical imaging: location of brain activity
while a subject is doing a specific attention task.

Psychology studies human behaviour during a specific attention task and provides
fundamental attention descriptions and predictions.

Computing attention:

Computational attention models mainly focus on still images. Some models also
work on video sequences and few on audio signals.

There are two main computational attention algorithms categories: those using
mostly local information and those using mostly global information from the image.

Ideally, both global and local information should be used.
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Chapter 3: A New Attention Model

3.1. A three-level model (3L model)

This chapter introduces an attention model which may be applied on several kinds of signals:
images, but also sounds or videos. Three steps are considered within this model:

The low level. It uses very simple features and highlights a first bottom-up salient
area.

The middle level. The behaviour of the low-level features is used to decide about the
eye fixation if the low-level map is ambiguous.

The high level. Foveated patches acquired through a sequence of eye fixations are
compared among them and to the memory. This second type of comparison is
responsible for the memory and may influence the eye behaviour.

The first section aims at providing the concept of the 3L model, the second one deals with the
rarity concept which is its basis. The third section presents the model for one-dimensional,
two-dimensional and two-dimensional time-varying signals. Finally the last section aims for a
validation of the proposed model.

3.1.1. Attention or Attentions?

For the last fifty years, more and more studies targeted the attention mechanism, most of the
time, in order to reveal the role of attention within the general cognitive system (perception,
memory, language, etc...). An important result which is one of the foundations of the new
model presented in this chapter is that the attention mechanism can be divided into two
distinct parts.

Schneider and Shiffrin showed in 1977 [S&S 1977] by a behavioural study on healthy human
subjects that the reaction time after some visual stimuli depends on the number of stimuli and
how they are different from the distractors. The reaction time can be divided into two groups:
an almost immediate response and slower responses due to a more complex search within
the image. This experiment led Schneider and Shiffrin to the conclusion of the existence of an
“automatic” and a “controlled” attentional process. This important discovery was confirmed by
many other researchers using different experiments on human or primate subjects healthy or
having specific brain lesions. Posner and Cohen [POS 1980], [P&C 1984] called these two
components the “exogenous” and “endogenous” attention. Treisman and Gelade [T&G 1980]
called them “preattentive” and “attentive” components which are also the terms used here. The
characteristics of these two attentional components are defined in Tab. 3.1.
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Preattentive Attentive
Type Parallel Serial
Speed fast (<200 ms) Slower (>200 ms)
Possibility to control it None Complete
Conscience level Low High
Cognitive effort Low High

Table 3.1: Main characteristics of the preattentive and attentive processes

In the engineering field, these two attention components are sometimes called “bottom-up”
and “top-down”. The first one essentially uses simple features to initialise and conduct
attention, while the second one uses the memory and previously learned information to
influence the bottom-up attention.

The execution time of the attentive process is one of the main clues of its nature. Usually, the
responses obtained in less than 200 ms are considered as preattentives, while the slower
responses are attentive. The limit of 200 ms is very important in human visual attention as it is
the time needed to initiate an eye movement and therefore to begin a serial attentive
mechanism. The 200 ms threshold seems to be also the transition step between preattentive
and attentive mechanisms in the auditory and somatosensory (touch, sense, etc...) systems.

For video sequences as in the real life, preattentive vision seems to be more complex. Each
new frame could be considered as a novel image, or one could only consider the first 200 ms
of the video sequence. But in this latter case what does the beginning of a video sequence
mean in real life? A preattentive analysis would only be done when waking up in the
morning ... If pre-attentive vision is an unconscious reflex which adapts itself to a time-
evolving saliency map it could be applied for each new fixation computation. This preattentive
vision should compete in this case with higher level feedback coming with the image
understanding process: the more an image makes sense, the more the high-level feedback is
important and vision becomes attentive. In the particular case of novel still images, for the first
fixation, there is no information about the image so the high-level feedback is very low. That is
why one can say that the first fixation is preattentive. But in real life, the visual consciousness
level depends on the degree of understanding a person gets about the environment from
previous fixations.

Hence, the classification of attention in a first preattentive step followed by an attentive
approach is only valid in the very particular case of a novel image seen for the first time. For
real life cases, there may be a continuous competition between strong bottom-up features and
interesting structured objects bringing top-down information. The preattentive component of
attention will be considered to be bottom-up: a reflex with very low cognitive load. The
attentive component is considered as top-down: conscious and due to reflection.

Fig. 3.1 displays the mechanism of attention. Some primitive life forms may only be able to
use the bottom-up approach, while more complex ones as mammalians for example use a
competition-based attention.

Based on these observations, a computational attention model should necessarily integrate
two different processes: the preattentive and attentive ones. If most of the existing models
integrate the bottom-up approach, very few model the top-down aspect because of the
difficulty. Nevertheless, some simple top-down considerations are already integrated in some
models as published by Navalpakkam and Itti [N&I 2005] and Torralba et al. [TOR 2006]. The
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proposed model also provides some top-down information which becomes mandatory to
provide consistent eye gaze predictions.

/ Attention: a competition-based mechanism: \
Early visual features: ) Cognition:
contrast, movement ... meaning, memaory, ...
i ik [all
gaze
Exogenous Endogenous
Preattentive Attentive

\ Bottom-up Top-down /

Figure 3.1: Dual attention structure with a competi  tion between conscious and unconscious
influences

3.1.2. Two attentions for two brains

As previously described within Chapter 2, mammalian evolution had an important impact on
the brain structure, mainly by adding and reinforcing the cortical areas. The cortex acts like a
“plug-in” of the thalamus (primitive brain) adding complex computational and storage
capacities to the initial brain. This complexity brings a huge improvement in brain memory and
analysis mechanisms, hence a greater intelligence. On the other side, complexity considerably
slows down the reaction time.

Hence, mammalian brain is built around two modules:

A primitive brain (thalamus) which is very fast and responsible of our reflex
reactions. It is unconsciously used to maintain our vital functions, or to store well-
learned repetitive actions which become reflexes and do not need reflection any
more. This module is also responsible for human reflex responses in case of
emergency.

A cortical brain which is slower and responsible of our reflective reactions. All
these actions are done consciously and they need a high cognitive effort.

These two modules have an odd similarity with the two competing steps of the attention
mechanism discussed in the previous section: the fast preattentive and the slower attentive
one.

A close look to the visual and auditory pathway can confirm that visual and auditory
information is split between the two “brains”, the primitive and the cortical one. Fig. 3.2
displays a simplified scheme of the visual pathway. From the acquisition system two paths are
rising. One goes directly in the Superior Colliculus (SC) which is directly related to the eye
motor system in the primitive brain. The other path goes through the Lateral Geniculate
Nucleus (LGN) to the cortex area V1 (primary visual cortex) and higher in the cortical brain.

This figure shows that the visual path is split between the fast primitive brain and the slower
but more precise cortical brain. The attention mechanism is thus also split between a
preattentive mechanism mainly based on the primitive brain and an attentive mechanism
processed within the cortical areas. The separation between “reflexes” and “thought” may be
due to the evolution of mammalian brains. For simple beings, the attentional and nervous
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systems are only reflex-based. The cortex added to the primitive brain drastically increases its
computational capabilities. Nevertheless, the cortex did not completely replace the primitive
brain and it already uses its impressive reflex behaviour. Depending on the difficulty of the
task to be accomplished, it is solved only by the reflex behaviour of the primitive brain or it
may involve the cortical area and its extended capabilities. In this case the cognitive load will
be higher and “thinking” will be required. Moreover, when known structures within the acquired
signal appear, the cortical brain will need some time to analyse them, hence it will focus the
conscious top-down attention onto them. This is the case of faces for example which already
attract human gaze even if the bottom-up features are not very salient in that area. A more
detailed hypothesis on this behaviour is provided in section 10.5.3 of chapter 10 .

X cells
Y cells

weus |
=
|

Figure 3.2: Low-level visual path

Fig. 3.2 shows for the visual system that there are two afferent pathways for the SC, one
direct path from the retina, and one indirect path crossing the LGN and the V1 structure before
coming back to the SC. There are two efferent paths: one to the eye motor area and one to
the LGN. Studies on afferent SC pathways [CRA 1986] showed that the direct path from the
retina is responsible for spatial (W cells) and temporal (Y cells) analysis and the indirect
pathway is mainly responsible of spatial and motion direction and colour analysis. Neither the
SC afferent W cells nor Y cells have colour or directional capacities. This architecture
separates the visual features which are analysed into two parts. A first set of features concern
the image contrast (W cells) and the motion (Y cells). It is directly processed into the SC.

Path 1: Path 2:
Contrast (E) Colours (E)
Motion (E) Spatial direction (B)

Motion direction (B)
Speed (B)
Size (B)

Table 3.2: Early features (E) and their behaviour ( B) and the two sensorial paths
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Some of the processed features are early (E) visual features (contrast, luminance, motion,
colours) and others are more feature behaviour (B) than real features (spatial and motion
direction, speed and size).

Barlow [BAR 1972] and Treisman and Gelade [T&G 1980] compiled a list of “salient” features
for visual attention. They considered that contrast, frequency, orientation, shape, colour and
motion are responsible of attracting human attention. They showed that features related to
those from path 2 are preattentive if they are processed separately and their number is very
low compared to the distractors number (Fig. 3.3, top row). But they are also able to initiate a
serial attentive mechanism if the lines from the top-left image of Fig. 3.3 had several different
directions or if at the same time there are blue, red, green and yellow lines ...

Early features as intensity or chrominance contrast and motion are preattentive. Before
answering to the question: “Is there an object different from the others?” humans already
unconsciously detected the presence of these objects using their spatial contrast or the fact
that they are in motion.

On the other side, more complex features need directly a serial attentive search. This is the
case of Fig. 3.3 on the bottom row, where the image inspection is fully attentive.

As a conclusion to this section, three categories of features appear within visual attention:
Early features which are preattentive
Behaviour features which may be preattentive depending on the situation

Complex features which are attentive
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Figure 3.3: Behaviour features detection: preattent  ive (top row) and attentive (bottom row)

This conclusion along with the separated paths between the three kinds of features may imply
the existence of a three-stage approach of attention at a feature level.
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3.1.3. The 3L model architecture

A computational attention model should take into account the role of attention in humans
which is to sort the acquired information in an efficient way to prepare the comprehension of
the surrounding environment. Attention is the first step of an “intelligent” behaviour. The
proposed model should be able to provide an importance hierarchy of the rough acquired
information and a first structure-based analysis which may be used in artificial intelligence
systems.

\r" ‘\/"f
ACQUIRED INFORMATION INTELLIGENT SYSTEM:
- Time varying COMPUTATIONAL ATTENTION | - Scene understanding
{(sound, ...) - Pattern recoghition/tracking
» Space-varying ‘ -
{images, ...} DIRECT USE:
» Spatio-temporal varying = Filtering/coding
{videos, ...) } FPREATTEMNTIVE ATTENTIVE = Event/defect detection

-

Figure 3.4: Role of a computational attention model

Fig. 3.4 is an overview of a computational attention model. The input is the rough information
after acquisition. Time-varying, space-varying and spatio-temporal-varying signals should be
handled by the model to be as general as possible. The computational model should also
have two execution algorithms: one parallel and preattentive (working on all signals) and one
serial and attentive (working on pre-selected parts of the signal one after the other). Finally,
the computational attention model results could be either directly used in filtering and coding
or event detection applications, or they could be the input of an intelligent system aiming in
scene understanding or pattern recognition and tracking. Based on the previous conclusions,
the proposed solution is a three-level computational attention model (3L model).
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Figure 3.5: 3L attention model architecture
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The 3L model is summarized in Fig. 3.5 and it is composed of a preattentive low-level step, an
attentive high-level step and medium-level step which can be either preattentive or attentive.
The low-level approach could be directly carried inside the SC where only luminance and
motion cells are available and it may be completed by the LGN which provides chrominance
information at the beginning of the second pathway. The medium-level approach could be
achieved within the second pathway where the V1 cortical area may provide direction and
speed analysis. The high-level step uses the V1 and higher cortical areas before providing
feedback to the SC area in charge of eye movements.

The features involved in each one of these levels are listed in Fig. 3.6. Depending on the type
of input signals only the amplitude, luminance and chrominance or motion are involved in the
low-level step. There are no cells responding to chrominance inside the SC but, an efferent
SC path directly goes to the LGN area (Fig. 3.2) which may have the capacity to integrate
chrominance information to the luminance map sent by the SC.

+ LOW-LEVEL % MEDIUM-LEVEL + HIGH-LEVEL +

INPUT SIGNAL VAR’IES‘:\/IN PUT LOW-LEVEL \/IN PUT FIXATIONS VARY:

SALIENT REGIONS VARY:
IN TIME: IN TIME, SPACE,
» Amplitude IN TIME: SPACE AND TIME:
= Duration « Intra-signal intra-fixations
IN SPACE: * |[ntra-event delay structure: homogeneity,
» Luminance symmetry
» Chrominance IN SPACE: + Intra-signal inter-fixations
« Size structure (short-term
IN SPACE AND TIME: + Orientation memory): regularity,
» Motion symmetry
IN SPACE AND TIME: * Inter-signal structure
« Speed (long-term memory): object
+ Motion direction recognition

A AN 4 /

Figure 3.6: Attention model features

These features will provide a first attention map where the most important structures which
pop-out from this map will be sent to the medium-level step. The medium-level will try to sort
the number of pop-out structures according to their behaviour and to chose a structure in order
to initiate the serial attentive mechanism which needs a starting point. Thus, its goal is to sort
the low-level events by decreasing saliency and to provide a first fixation point the high-level
step. Two behaviours can be handled by this intermediate step:

If an area of the low-level map has a high attention score compared to the rest of the
map, the maximum attention point should only be confirmed as the initial fixation
point by the medium-level step.

If several areas within the low-level attention map have similar attention scores, the
medium-level step should be able to choose one of these areas as the first fixation
point and to provide it to the high-level step which will initiate the serial search
mechanism.

In order to achieve its task, the medium-level step uses behaviour features for the pre-
detected pop-out structures (Fig 3.6) as duration for temporal varying signals (temporal size),
spatial size and spatial direction for space-varying signals. For spatio-temporal varying
signals, two other features are used: the motion direction and the structure speed.
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Two classes of features are used for each signal (except for temporal varying ones) which are:
The structure size: duration, spatial size and speed (temporal size)
The structure orientation: spatial and motion direction

Concerning the high-level step, three main behaviours are taken into account:

Intra-signal and intra-fixation structure character isation : the foveated image may
have specific properties: it may be more or less homogenous or more or less
symmetric. This characterisation of the fixation image may be directly achieved by
the LGN as it has global direction and frequency capabilities as already stated in
section 2.2.4 from chapter 2 .

Intra-signal and inter-fixation characterisation . this is done by comparing a
foveated image acquired during the current fixation with previous fixations stored
within the working memory (short-term memory). The working memory contains
information acquired within the signal currently observed.

Inter-signal understanding : this is done by comparing the foveated image acquired
during the current fixation with the long-term memory which stores the most
interesting fixations acquired during similar experiences. This learnt information does
not necessarily come from the currently observed signal but from previously acquired
signals.

Finally, the high-level attention step is responsible for the redirection of the top-down influence
to the low-level and middle-level steps as in Fig. 3.7. The importance of the top-down
influence is variable depending of the input signal, but a model which does not take into
account top-down information may fail in many cases.

{ PREATTENTIVE I ATTENTIVE
[ LOW-LEVEL MEDIUMALEVEL [ HIGH-LEVEL
<
&  Bottom-up Intra — Signal Working
low-level ; Memory
I l )
. Py Long+term
+ Atlas i
f Inter — Signal
* Top-down mod g MRty

Figure 3.7: Top-down influence: blue arrows providi ng an atlas or a model
Within the 3L attention model, two main top-down influences may be used:

An atlas : set of “normal” signals. Adding normality led to the increasing of the rarity
of defects, events which may catch even more human attention. The scope is to
model “already known normal signals”.

A top-down model : it depends on the application and may model some knowledge
about regions where noticeable events may happen. These models may inhibit
certain regions within the signal while increasing the attention score within some
potentially interesting areas.
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3.2. Rarity: the key of attention
3.2.1. Intuition

Many publications defined dozens of “salient” features which can attract human gaze.
Nevertheless, a salient feature can become less salient in certain situations:

A region with a high contrast and complexity is commonly accepted as salient, but if
the scene is full of very complex textures, a simple and low contrasted area will
appear as surprising and will thus attract human attention.

Homogeneous areas in a heterogeneous scene can attract human gaze, but, a
heterogeneous area in a homogenous scene will attract attention in the same way.

Bright areas in a dark scene will be as attractive as dark areas in a bright scene.

A symmetric object into a non-symmetric scene will stimulate visual attention as
much as an asymmetric areas into a symmetric scene.

Finally, a moving object in a static scene will be a very powerful visual attention
stimulus in the same way as a static or slow moving object into a fast moving scene.

The concept highlighted with these facts is that attention is not driven by a specific feature.
Heterogeneous or homogeneous, dark or bright, symmetric or asymmetric, moving or static
objects can all attract visual attention. Human beings are more interested in pairs of features
and their variations. More specifically humans are attracted by the features which are in
minority in an image. That is why attention seems to be based on rare regions or events.
Moreover, the pairs of features mentioned are opposite features at several scales, in space
and time.

Rarity is here a synonym to anomalous and interesting areas. Humans and more generally
any life form are programmed to find and isolate an anomaly in a natural scene because this
anomaly could be either a food source or a danger (as a predator). This definition is though
based on the evolutionary concept of survival where vision or hearing are the most important
attributes leading to survival.

The first intuition about attention is that the main factor leading to saliency is event rarity or
novelty which induces an impression of abnormality and surprise.

3.2.2. Psychophysics

Beyond an intuition, several psychophysical experiments showed the importance of rarity in
perception. Some experiments can be explained by local rarity and others by global rarity. As
for section 2.4, the locality means that the algorithm is computed using local information of a
pixel and its neighbourhood. A global algorithm will use information from all pixels in the image
(or even from other databases).

3.2.2.1. Local rarity

Fig. 3.8 shows an interesting experiment suggested by F. Stentiford: one has an image
containing red ground and blue sky. On the ground there is a pool which has, by reflexion, the
same blue colour as the sky. A human will first focus on the pool which is locally rare even if
globally, he has the same probability to focus on the sky than on the pool.

An algorithm which is only global could fail in this case. The local characteristics of size and
shape of the pool must be taken into account in order to be different from the sky.
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Figure 3.8: The Stentiford effect: blue pool and bl ue sky, but different attention scores

3.2.2.2. Global rarity

In the same way, there are at least two psychophysics experiments which need global rarity in
order to be explained. First, in static images, Poder [POD 2006] set up an interesting
experiment in order to show an incoherence into the crowding effect. This effect stipulates that
more a feature is surrounded by many distractors, less it is visible, thus it is less salient. Poder
experiment was to fixate the cross and try to see the blue bar's orientation on images
containing more or less red bar distractors. An example of image provided by Poder in these
experiments is displayed on Fig. 3.9).

Figure 3.9: Poder experiment: he highlighted a prob  lem within the crowding effect

The result seems to be in contradiction with the normal crowding effect. Without distractors,
performance was nearly perfect. A single ring of distractors causes a normal crowding effect -
percentage of correct answers drops to near-chance level. However, by increasing the number
of distractors, the crowding effect is dramatically reduced. With three to four rings of
distractors, performance is recovered to 80-95% correct.

This effect can be very easily explained by a global rarity approach:

When the blue bar is alone, it is very rare compared to the grey background, thus
the attention on this bar is very important.

If there are only some red bar distractors (10 for example), the blue bar will not be
very rare within the 10 other red bars. In this case, the attention will focus only a little
on the blue bar and thus, its perception will be disturbed by the red bars presence.

If there are many more red bar distractors (100 for example), the blue bar will be
again really rare but among all the bars. Therefore, the attention will be very high.
High attention on the blue bar will induce a high performance in colour and direction
detection.
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Another experiment which may be explained by a global rarity behaviour is provided by
Gibson. Gibson'’s theory of direct perception [GIB 1977] also called optic flow, is based on the
integration of movement as a part of perception. A pilot looks just in front of him to a fixed
point, as it is the only one appearing as motionless (Fig. 3.10). All the rest of the scene moves
in the opposite direction of the plane, and the rarest area is the only point which seems to be
motionless. In this case also a global integration of rarity is necessary.

LI
[——
" —"

.;.r' [— - -
- - = = .

- -

e
e
T mr -
.-
—_— —_

. T, e
-—--]
- .

T r
-
P
- —_ - [E— —
[—} J— J— [E— -
- . _ -

— - .\_.‘r"—' - e
- - — . -- A —

Figure 3.10: A pilot’s attention is often attracted by the only static point: straight away!

Nevertheless, if motion is important in explaining the saliency process in Fig. 3.10, other static
factors as the perspective may also be involved in the attention process. Another simple
example where the global integration of motion is very important is a moving camera video
sequence. If many of the video pixels are in motion, the attention will surely focus on the static
pixels which have a different behaviour. That is why when the camera is moving the attention
is not focused on its movements but on pixels with rare motion behaviour.

In this section rarity appears as the key of visual attention and a computational attention
algorithm should be able to apply it both locally and globally.

3.2.3. The validation

Rarity is an intuitive concept which comes out from an analysis of the behaviour due to visual
or audio attention. Even if rarity is natural, this is not a proof and it could be criticized.

Some psychological experiments give a higher weight to the idea that rarity is the key of
attention, but it can be argued that these experiments are often made on very special images
which cannot be found in real life. These studies are only based on the subject behaviour
which could also be biased even for statistical studies involving several subjects.

In addition to intuition and psychology, there is another validation of the importance of rarity in
attention: a concept coming from cognitive psychology called the MisMatch Negativity (MMN).

3.2.3.1. The electroencephalogram (EEG)

Nowadays modern imaging techniques such as functional MRI (Magnetic Resonance Imaging)
based on the magnetic behaviour of the water atoms or PET (Positron-Electron Tomography)
based on radioactive tracers can be used to track the areas of the brain which are activated by
a given stimulus.

Nevertheless, the EEG technique remains a very important component of the cognitive study
because it allows real-time, non-invasive recordings. The electrical sensors are directly
located on the subject scalp and they provide a millisecond range temporal resolution.
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Caton [CAT 1875] discovered in 1875 that an animal brain induces electrical variations.
Berger [BER 1930] than verified this hypothesis on humans in 1930. He showed that low-
frequency waves called alpha appear when the subject falls asleep, and other waves with a
higher frequency and smaller amplitude were detected when the subject is awake and aware.

Today, it is well known that the activity recorded by the EEG technique is due to the activity of
the pyramidal neurons of the brain. This activity is the sum of the synchronous activity of
different neuronal populations. This activity can be temporarily modified by exterior events or
stimuli. As the normal activity is known, the activity due to some stimuli coming from the
subject environment can be isolated and it is called “the evoked potential”.

The evoked potential will be very important in the case of cognitive studies, and it is also used
to describe the effects of attention on the brain.

3.2.3.2. The MisMatch Negativity (MMN)

The work of Naatanen et al. [NAA 1978] in 1978 on the auditory attention provided evidences
that the evoked potential has an improved negative response when the subject was presented
with rare stimuli compared to frequent ones. This negative component is called the mismatch
negativity, and it was observed in several experiments. The MMN occurs 100 to 200 ms after
the stimuli, a time which is perfectly in the range of the preattentive attention phase.

Depending on the experiments, different auditory features were isolated: audio frequency
(Sams et al. [SAM 1985]), audio intensity (Naatanen et al. [NAA 1978], [NAA 1987],
Paavilainen et al. [PAA 1991], Woldorff et al. [W&H 1991]), spatial origin (Paavilainen et al.
[PAA 1989]), duration (Paavilainen et al. [PAA 1993]) and phonetic changes (Aaltonen et al.
[AAL 1987]). All these features were not salient alone, but saliency was induced by the rarity
of each one of these features.

Moreover, the role of the MMN as a preattentive tracer is also confirmed by the fact that it can
be measured even if the subject does not have a precise task to do while listening the auditory
stimuli. He could for example read a book while hearing the stimuli and the MMN could be
detected too. This fact shows that MMN does not need a high cognitive effort.

The study of the MMN signal for visual attention was led several times in conjunction with
audio attention (Neville and Lawson [N&L 1987], Nyman et al. [NYM 1990], Czigler et Csibra
[C&C 1990], Woods et al. [WOO 1992], Alho et al. [ALH 1992]). But a few experiments were
made using only the visual stimuli. Tales et al. [TAL 1999] concluded to the existence of a
MMN response to visual stimuli but the rare stimuli had a different complexity compared to the
most frequent ones. Crottaz-Herbette led in her thesis [CRO 2001] an experiment in the same
conditions as for auditory MMN in order to find out if a visual MMN really exists. The result was
clearly positive with a high increase of the negativity of the evoked potential when seeing rare
stimuli compared with the evoked potential when seeing frequent stimuli. The visual MMN
occurs from 120 to 200 ms seconds after the stimulus. The 200 ms frontier strangely matches
with the 200 ms needed to initiate a first eye movement, thus to initiate the “attentive” serial
attentional mechanism. As for the audio MMN detection, no specific task was asked of the
subject who only had to see the stimuli, this MMN component is thus preattentive unconscious
and automatic.

This study and others (Desmedt and Tomberg [D&T 1989]) also suggest the presence of a
MMN response for the somesthesic modality (touch, taste, etc...)

The MMN seems to be an universal component illustrating the brain reaction to an
unconscious preattentive process. Any unknown stimulus (novel, rare) will be very salient as
the brain will try to know more about it. Rarity is the major engine of the attentional mechanism
for visual, auditory and all the other signals acquired from our environment.
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3.2.4. Rarity quantification

A preattentive analysis is achieved by humans in less than 200 ms so the preattentive model
should also be very fast. A fast and very basic operation is to count similar intensity levels in a
signal, hence to use its histogram. The use of the histogram implies a probabilistic approach
related to information theory. Within this context the most basic concept is the self-information.

A signal (visual, auditory, taste, etc...) is a physical phenomenon carrying an amount of
information or set of messages. This signal is composed of intensity levels which will be called
messages M;. Nevertheless, the messages m; are not necessarily only intensity levels. For
the middle-level step, for example, the messages m; are structure sizes, orientations, speed or
motion direction. More generally, the messages m; can be used for any relevant feature.

The entire signal is a set of messages (M). A message self-information I(m;) is defined as:

) (=-*+)) ( Equation 3.1

where p(m;) is the probability that a message m; is chosen from all possible choices in the
message set M (its occurrence likelihood). The attention map is obtained by replacing each
message M; by its corresponding self-information I(m;). The self-information is also known to
describe the amount of surprise of a message inside its message set: rare messages are
surprising, hence they attract our attention.

Eqg. 3.1 will provide high scores to messages which are rare and which bring new information,
different from the already known one. These messages, different from usual ones, highly
attract attention. This behaviour is close to Rescorla and Wagner's [R&W 1972] principle that
“organisms only learn when events violate expectations”. This principle is also used by Itti and
Baldi [I&B 2006] and called “the surprise theory”.

An interesting question is how p(m;) is computed. As stated at the end of subsection 3.2.2.2,
both local and global information should be taken into account. However, the global approach,
much simpler, is enough to provide good results in several applications. Therefore, the method
using mainly global rarity is described here, but details on the integration of local rarity are
provided in section 3.6.

Globally, the simplest way to compute p(m;) as the two-terms combination:

) (=) () ( Equation 3.2

The A(m;) term is the use of the histogram to compute the occurrence probability:
) ( Equation 3.3

) (=

) (
where H(m;) is the value of the histogram H for message m; and Card(M) the cardinality of M.
The M quantification set provides the sensibility of A(m;): a lower quantification value will let

messages which are not the same but quite close to be seen as the same. B(m;) quantifies
the global contrast of a message:

Equation 3.4
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If a message is very different from all the others, B(m;) will be low so the occurrence likelihood
p(m;) will be lower and the message attention will be higher. B(m;) was introduced to avoid
the cases where two messages have the same occurrence value, hence the same attention
value using A(m;) but in fact one of the two is very different from the others while the other
one is just a little bit different.

While A(m;) is a probability, B(m;) is a factor showing the influence of distinguishability. Even
if it is here set between 0 and 1 it may not be seen as a probability measure. Therefore, the
final p(m;) in Eq. 3.2 may be called attention score instead of self-information which is a well
defined concept.

The term of global contrast has an inverse influence on the final attention compared to the
rarity influence. This is an interesting issue for all the attention algorithms. Some of them are
more based on contrast while others are based on rarity. Ideally, a very salient region should
be rare but also contrasted. Nevertheless, in some cases, some very contrasted areas are
common (repetitive patterns for example) while some rare regions may be close the
background (defects on fruits for example). In these cases, it is important to have a term
dealing with rarity and another one dealing with distinguishability. However, the balance
between these two terms may be an issue. In the present case, the two terms have the same
importance.

3.3. Attention in one-dimensional signals

LOW-LEVEL MEDIUM-LEVEL HIGHLEVEL

— A o

~
4 Attention map: m Attention map: x Auditory structure: Working memory:

Rarity on a long sliding window Enhance the pop-out regions Comparison between the Short-term memory storing

for each spectrogram frequency with rare durations detected .ev_ent and other ever_1ts \.'vithin the current
events within the current audio signal
k /\ signal /
17 17 1k <
Top-down influence: Top-down influence: Audio recognition: Long-term memory:
*Atlas: definition of normality -Atlas: usual events duration Comparison between the reviously learnt audio
*Model: search for an event ‘Model: search for an event detected event and the events are stored here
located in a precise region of with a specific duration, auditory memory

the spectrogram, inhibit the rest/ inhibit the rest
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Figure 3.11: Overview of the proposed auditory atte ~ ntion model

3.3.1. Low-level

3.3.1.1. The idea

Once the auditory data is acquired, the cochlea performs a time-frequency decomposition of
the signal. This decomposition is modeled here by a spectrogram which displays a frequency
decomposition (vertical axis) function of time (horizontal axis). Eq. 3.3 and Eq. 3.4 are used on
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the spectrogram. There are two ways to apply these equations to the spectrogram and they
are explained in the following example:

If the entire spectrogram (Fig. 3.12) is considered as an image the pixel with the
coordinates (F2, to) is m=12 and M={25, 2, 16, 200, 11, 12, 200, 150, 12}.

If the each line of the spectrogram (Fig. 3.12) is considered separately the pixel with
the coordinates (F2, to) is m=12 and M,={200,11, 12}.

F3

F2

F1

A t-2

Figure 3.12: An example of audio spectrogram. Incre  asing frequencies are displayed on the
vertical axis while time is displayed on the horizo ntal axis

Fig. 3.13 suggests that attention computation which is done separately on each frequency line
(right image, frequency-driven approach) performs better than the computation using the
entire spectrogram (middle image). This audio event is a woman scream [Appendix A] .

Figure 3.13: Left to right: initial spectrogram, 2D low-level attention map, frequency-driven low-
level attention map

On the right image, the higher frequency regions of the event are better highlighted while the
low-frequency noise is reduced. More details on this low-level approach of auditory signals are
available in sections 8.1.1, 8.1.2 and 8.1.3 of Chapter 8.

3.3.1.2. Low-level a priori knowledge: an atlas

Figure 3.14: left image: bottom-up low-level attent  ion map of an audio signal, right image: an atlas
computed from the 200 first frames is used to extra  ct the event from the known background
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While bottom-up computation is only based on signal features analysis (spectrogram
amplitude in the present case), top-down information may also contribute to attention as stated
in Fig. 3.11. The first top-down information which can be easily used is a known “background
signal”. In the following chapters, this information is called “an atlas”. In audio signals, it may
represent background non-event and normal sounds. These sounds should be selected
initially and then updated in time: the background noise in an airport is not the same during the
day or the night for example.

The spectrogram history should be long enough to include a long background signal: in this
way, the event rarity increases while normal variation rarity decreases. Finally, the background
attention maximum is subtracted from the rest of the attention map and thus, a much less
noisy map is obtained. Fig. 3.14 displays the low-level attention map of the spectrogram of Fig.
3.13 on the left image and on the right image the maximum (for each frequency) of the
background signal (here the first 200 frames) is subtracted from the left image. The right
image is less noisy as the known background has been eliminated.

Further details of this approach are provided in sections 8.1.4 and 8.1.6 in Chapter 8.

3.3.1.3. Low-level a priori knowledge: a top-down model

Thunders

AN

n 1
s g

Figure 3.15: From left to right and top to down: in itial sound spectrogram, the bottom-up low-level
attention map, a thunder model, result after mixing top-down and bottom-up approaches

If further information about the event to be detected is available, a simple model of the event
may be used. As an example, let consider a storm sound recording where the thunders have
to be detected. A thunder is a low-frequency event, thus a fast model which may describe
thunders has higher amplitude within the low frequencies than in the high frequencies. Such a
model is displayed in Fig. 3.15 (left column), bottom image. Even if low-level map of the storm
spectrogram (right column, top image) has already eliminated most of the repetitive rain noise
within the high frequencies of the original spectrogram (left column, top image), there is still
some noise due to the rain. The use of the top-down model (simple multiplication of the model
with the low-level attention map) leads to a final attention map (right column, bottom image)
where the detection and localisation of the thunders are much simpler.

74



Computational Attention

3.3.2. Medium-level
3.3.2.1. The idea

Once the low-level features (spectrogram amplitude) were used, several areas may pop-out
as potential events. An automatic thresholding algorithm is used to select them. These areas
are displayed on an example on Fig. 3.16 (left image). Then, Eqg. 3.2 is directly used on the
regions size. If a region size is rare among the other region sizes, it will be more salient. The
size of a region in the spectrum describes quite well both the temporal (duration) and the
frequency (typical frequency) behaviour of a given auditory event. The result is shown on Fig.
3.16 in the middle image. The three large areas are quite red (high attention score) while the
other areas (mainly noise) have much lower attention score (blue). Finally, the medium
attention map is added to the low-level attention map on the right image in Fig. 3.16. Further
details about the entire process are available in sections 8.1.5 and 8.1.6 in Chapter 8.

Figure 3.16: From left to right: the pop-out areas after low-level attention processing, result of the
medium-level attention map, and mix between low-lev el and medium-level maps

3.3.2.2. Medium-level a priori knowledge: an atlas

The medium-level feature for sound signals is the duration. The current event duration can be
compared with the durations of all the other pop-out events within the analysis window history
as in the previous subsection, but also with all the event durations on a much longer time
history (several hours or days). The medium-level aims at transforming the rough acquired
data into a more compact and comprehensive representation. As only the durations of the
pop-out areas within the spectrogram are recorded, the size of this data is much smaller, and
longer periods (time history) can be used. These more global approaches may bring
interesting information: even if an event has a high low-level score, events with similar
duration often occur and their overall attention score will be decreased. An event with a
duration which is very different from the rest of the signal on a long period will see its attention
score improved even if its low-level score is moderate.

3.3.2.3. Medium-level a priori knowledge: a top-down model

An estimation of the duration of an interesting auditory event is an important clue to recognise
it. Detected low-level events with durations very different from the expected one may be
discarded from the search and thus reduce the high-level comparison and recognition task.

3.3.3. High-level
3.3.3.1. The idea

Once the signal is reduced by the previous processing to a hierarchical collection of potentially
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interesting events, a high-level comparison is possible in a reasonable processing time. The
idea here is to focus on the event spectrogram and compare it (by correlation) with two sets of
events:

The first one is a set of events extracted from the current signal. These events are
stored within the short-term or working memory (WM). High correlation between
events detected within the same auditory acquisition may lead to a perceptual
grouping on one hand and to a decrease in the attention score of the grouped events
on the other hand.

The second set of events is made of previously learnt ones. These events are stored
within the long-term memory and they are already semantically classified. High
correlation rates between a detected event in the current auditory signal and an event
stored in the long-term memory means that an event was recognized. If the current
event has a low correlation score with those stored within the memory, this means
that the current event may be unknown. Thus, attention will focus on it at its maximal
intensity in order to learn about it and then store it in the memory along with its
semantic description in case it happens again one day.

3.4. Attention in spatio-temporal signals

LOW-LEVEL MEDIUM-LEVEL HIGH-LEVEL
4 =4 > \
4 Aftention map: m Afttention map: x Object tracking: Working memory:
Rarity on a lond pixel histo Enhance the pop-out regions Comparison between the Short-term memory storing
win(:yow A ry with rare motion direction or detected events and events within the current
speed other events within the video signal
\ /\ current frame history /
J N i ) A
Top-down influence: Top-down influence: Object recognition: , [ | Long-term memory:
+Atlas: definition of normality *Atlas: extended moving Comparison between the i i
et o ¢ objects behaviour P Previosely learnt video
odel: search for an even > D . detected event and the events are stored here
located in a precise region of *Model: object behaviour image memory
the visual field, inhibit the rest Pfeddlct'm; using its direction
N\3nd spee AN J

Figure 3.17: Overview of the proposed video attenti  on model

3.4.1. Low-level

Y cells, which are responsible for the motion analysis, have a high temporal resolution but a
low spatial one [HUB 1989]. Thus, the image spatial resolution is reduced and a mean filtering
is applied on the resulting image. As Y cells are not sensitive to colour, only luminance is used.

Message M is here the grey-level of a pixel at a given spatial location within the current frame
and message set M is the history of all grey-levels the pixel had over time. For example, the
pixel with the coordinates (2, 2, to) in Fig. 3.18 has m; =11 and M={180, 125, 11}. However,
if at each frame, the whole pixel history is needed, the memory will not follow. Hopefully,
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humans’ ability to forget lets us specify a history size and to take into account only recent

frames providing a limit to the set M.

e —

AR\

Figure 3.18: An example of three-frame video sequen ce

As motion is generally rare in an image where most pixels are nearly the same from one frame
to another, moving objects will be naturally well highlighted. On the top of Fig. 3.19, a video
frame was annotated with two regions. Region 1 is a flickering light (regular time texture). The
second region is a walking person. The middle row of Fig. 3.19 displays a motion estimation
map obtained by the subtraction of the current frame from a 200-frame estimated background
using a Gaussian Model (GM) [WRE 1997] and its thresholded map. The bottom row of Fig.
3.19 displays our visual attention (VA) map computed on a 200-frame history and its
thresholded map. The GM-based motion map and the proposed attention map were both
normalised and the same threshold was used in both cases. The two thresholded maps show
that the region 2 is detected by both approaches.

Figure 3.19: Annotated frame on top. Middle Figure 3.20: Annotated frame on top. Middle
row: GM-based motion estimation map and row: GM-based motion estimation map and
thresholded map, Bottom row: our attention thresholded map, Bottom row: our attention
map and thresholded map map and thresholded map
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The proposed model detects more largely the walking person which is underestimated by the
GM method, but it also detects a little part of its shadow. The most noticeable difference is in
the region 1. The attention model awards little attention to the flickering light as it has a higher
frequency and hence it is a less rare event. The spatial occurrence rarity turns here in a
temporal occurrence frequency.

Fig. 3.20 provides the results of another video sequence. Both methods properly detected
regions 1 and 2 (a moving car and a walking person). However, the attention method reacted
with a very low attention score on region 3 (a tree moving because of the wind). The flickering
light and the moving tree are well highlighted at the beginning of the video sequences while
the memory did not recorded enough events to see them as less rare, but after at most 200
frames, the attention score of these two events naturally decreases without the need of any
high-level information or inhibition.

As the attention map is here only computed in parallel across the visual field and no serial
region computation is required, this is a low-level and reflex process. These two examples
show that the same behaviour is obtained for temporal or spatial attention: textures, in space
or in time, are considered as less important areas because of the global integration of
information in space or in time.

An important point is that this model only works with fixed camera video sequences. If the
camera moves, or sudden uneven illumination or shadows may occur in the image, the use of
global rarity motion behaviour within space is very important. A moving camera will imply the
same motion behaviour for many pixels while some of them may move in another way. These
pixels are than salient while the others have a low saliency even if there are in motion.

3.4.1.1. Low-level a priori knowledge: an atlas

For video sequences, a low-level atlas is simply a set of frames where there is no abnormal
activity in the scene. “Normal” movements like moving trees, shadows, and so on may occur,
but not activities which may be considered as an event (sudden moving objects). These
frames may let normal temporal variations become less rare, thus their attention score will
decrease, while unusual variations become even more rare and interesting. A challenging
issue is to define the “normal” scenes through time, as the normality may vary depending on
the time of day, the weather, etc...

3.4.1.2. Low-level a priori knowledge: a top-down model

Two top-down approaches may be modeled within video sequences. The first one comes from
a precise need within event detection. One should detect people walking on a beach for
example. In this case, attention may be inhibited within the sky as previous experience
showed that flying people do not exist. This is a task-oriented top-down influence. Fig. 3.21
shows some results on a simple scene. The top-left image is a video frame showing two
persons walking towards a shopping centre exit. The top-right image is the mean of the low-
level attention maps on 200 video frames. This model shows that usually people use the same
way to the exit door of the shopping centre (main exit on the top-right image). Other details
were highlighted: some movement may sometimes be perceived in the barber's shop on the
right and sometimes an automatic door opens and additional light comes inside the shopping
centre (as people walking outside activate the movement detection sensor of the door.

This model learnt through time may be applied to the current frame low-level attention map
(bottom-left image from Fig. 3.21) as a mask. Much of the irrelevant noise is in this case
discarded. Moreover, a more task-oriented top-down approach would be to select only the
main exit mask completely discarding the barber’s shop and the automatic door influence.
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Task-based top-down decisions may be very useful for precise surveillance applications for
example where interesting events are restrained to a part of the visual field.

Main exit

Barber's shop

Automatic door

Figure 3.21: The use of a task-dependent top-down m  odel for video surveillance

A second approach is surprise-based. If no specific task is to be done, the learned model may
be used to enhance the attentional response to stimuli which are not predicted by this model.

Figure 3.22: The use of surprise-based top-down inf ~ ormation

This top-down effect is somehow related to Itti and Baldi’'s approach [I&B 2006] as it uses the
difference between the low-level attention map and the mean attention model (obtained as the
mean of the low-level attention map on a given number of previous frames). This approach
uses the positive part of the net surprisal [TRI 1961]. In his model, Itti and Baldi use the
energy of the net surprisal also called Kullback-Leibler divergence.
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Fig. 3.22 shows a case of top-down surprise for the top-left image video frame. The top-right
image is the low-level attention map of the top-left frame. The walking person is well
highlighted and grass and trees movements due to the wind are low. A learnt model of the
scene is presented in the bottom-left image. This mean model will take into account mostly the
tree movements and the person path.

The next operation is to subtract the attention map (top-right image) from the model (bottom-
left image). The positive result of this subtraction is shown in the bottom-right image. Only the
regions which have a higher attention score than predicted by the model are well highlighted.
The higher attention score is awarded to the walking person, while the moving trees and grass
along with the person path have almost disappeared. Temporal texture noise was highly
reduced in the Fig. 3.22 bottom-right image compared to the top-right one, because this kind
of noise is well predicted by the model while novel, temporary rare events are not well
predicted, and thus they appear as very important.

3.4.2. Medium-level

Within the temporal sequences, the medium-level step is even more relevant than within
spatial images. One can find pop-out areas with similar VA score each time that at least two
objects are in relative motion with similar speeds. The region of interest (ROI) temporal
behaviour can be described by its direction (temporal equivalent to spatial orientation) and by
its speed (temporal equivalent to spatial size).

The speed may be computed by measuring the distance between the centroids of a ROI from
a frame to another one. Eqg. 3.1 is applied to compute the attention of a ROI using its speed
against the speed of the other ROIs in the current frame and also against the speed of all
ROls on a limited history computed on the previous frames. In Fig. 3.23 one can see on top-
left a low-level attention map on the initial frame containing four moving synthetic rectangles.
Then, on its right, successive frames, where the low-level information is mixed with the
medium-level information, are shown. The third rectangle which is faster than the others is
better highlighted.

Figure 3.23: From left to right: first frame (low-| evel attention map), frame 2, frame 3, frame 4.,
while The top row shows the results for a structure which is faster than the three others while the
bottom row shows the results for a structure moving in the opposite direction of the three others

The second ROI motion behaviour is its direction. The direction is also computed from the
ROI's centroid coordinates between two consecutive frames. A dot product is achieved
between the motion coordinates and a set of vectors having 4 directions and the higher dot
product result is chosen as the motion direction. Then, Eq. 3.1 is used to get its final VA score.
The ROI’s direction is here compared to the other ROIs’ directions in the current frame and to
all ROIs’ directions within the history extracted from the previous frames.
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On Fig. 3.23 one can see on bottom-left the low-level VA map on the initial frame. Then, on its
right, there are successive frames where low-level and medium-level information are mixed.
The rectangle which moves in the opposite direction of the three others is better highlighted.

3.4.2.1. From theory to reality

The previous approach is simple but sometimes difficult to apply within real noisy video
sequences. Shadows and light changes may sometimes induce erroneous direction or speed
computations. A more robust approach is to use the fact that the speed is a temporal size. A
mean on a set of frames (smaller than in section 3.4.1.2: 50 frames instead of several
hundreds) provides the spatial size of the current moving object (Fig. 3.24, right-image).

Figure 3.24: Direction and speed of moving objects: a robust method

The bottom-left image is the thresholded current frame (top-left image) attention map, while
bottom-right image is the thresholded top-right image. The threshold here is 0.3 on a range
between 0 and 1. This threshold is robust enough and it can be applied to the entire set of
frames. The blue horizontal bar in the bottom-right image represents the bottom limit of the
bounding box of the bottom-left image. The red bounding box of the bottom-right image thus
represents the moving object progression within a given number of slices (50 here).

This bounding box provides the object movement direction (direction of the main axis of the
bounding box) and the speed (size of the main axis of the bounding box).

3.4.2.2. Medium-level a priori knowledge: an atlas

In the video case, the speed and direction atlases are quite natural, but the use of these
features within only one frame is not very efficient.

The accumulation of these features values on a set of frames is able to provide interesting
medium-level results, while one frame-based medium-level information alone is not reliable
enough. However, this information concerning the current video sequence may be expanded
with moving directions and speeds from similar videos which are “normal” to ensure a majority
of “normal” features, thus to focus attention on a possible minority of abnormal features.
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3.4.2.3. Medium-level a priori knowledge: a top-down model

Le Meur [LEM 2005] observed that eye gaze in video sequences very often anticipates the
object movement and it fixates the areas where it should normally be found in the next frames.
This fact demonstrates that humans use the current speed and direction of the moving object
to predict their location in the future. Thus, eye focus onto these predicted locations. If the
object is not found within the predicted location, this is a very powerful top-down signal
attracting human attention: something unusual may have happened concerning the region of
interest.

3.4.3. High-level

Two main high-level mechanisms may be used in video analysis. One uses information mainly
from the current frame and it is related to a high level mechanism used in still images, the
other one uses information from successive frames.

3.4.3.1. Intra-frame: object recognition

Within each frame, a moving object is a strong bottom-up stimulus attracting human attention.
An eye fixation on the moving region aims at recognising this object. The eye fixation is
modeled by a log-polar transform. This transform is defined in Eq. 3.5 where X and y are the
initial Cartesian coordinates. Fig. 3.25 shows that these coordinates are transformed into an

angle (/) and log-radius (X) coordinates.

xX=*+) + ( Equation 3.5

h =-10-1)—(

Object recognition based on a high-level attention approach is detailed in section 10.2 from
Chapter 5 and 10 . In these chapters the log-polar images are the transposed matrix
compared to the definition given within Eq. 3.5: the vertical axis represents the radial
component while the horizontal axis represents the angle component.

X ]

Figure 3.25: From a Cartesian space ( X, y) to a log-polar foveated image (  x,/). For the applications
in Chapter 5 and 10, the vertical axis representst he radius and the horizontal one, the angle

3.4.3.2. Inter-frame: object tracking

The use of high level object recognition in different frames is very useful in real-life object
tracking. If the simple superposition of the thresholded object is efficient most of the time,
more complicated situations need pattern recognition to recover the lost object. More details
on high-level attention moving object tracking are provided in Chapter 10, section 10.2.
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3.5. Attention in two-dimensional signals

LOWLEVEL MEDIUM-LEVEL HIGHLEVEL
4 Attention map: m Attention map: x Image structure: Working memory:
Rari_ty computed on Enhance the pop-out regions Comparison between the Short-term memory storing
the image with rare orientation or size detected ROls and other ROls within the current
events within the current image signal
frame history
o e (T L e <
& Top-down influence: Top-down influence: Object recognition: Long-term memory:
-Atlas: definition of normality *Atlas: feature behaviour Comparison between the reviously learnt ROIls are
‘Model: depends on the kind of normality : detected ROl and the stored here
images (natural scenes, *Model: search for an object image memory
structured documents, ...) with a specific size or
/erentatlon, inhibit the rest /\ /

Figure 3.26: Overview of the proposed attention model for still images

3.5.1. Low-level

In an image, in a first approximation a message m; is the grey-level of a pixel at a given space
location and the message set M is the entire image as shown in Fig. 3.27. If the pixel with the
coordinates (2,2) is a message mi=11 and M={25, 2, 16, 200, 11, 12, 200, 150, 12}.

A\

12

\

—
T
4 &
B

>
<
=

-~
Figure 3.27: An example of still image. Increasing Y coordinates are displayed onto the vertical
axis while X coordinates are displayed onto the hor izontal axis
3.5.2. The idea

Nevertheless, comparing only isolated pixels is not efficient. In order to introduce a spatial
relationship, areas surrounding each pixel should be considered. An idea may be to consider a
subset of M as m;_ Another idea is to summarize a pixel neighbourhood using simple statistics
as the neighbourhood mean or variance. Stanford [STA 1987] showed that the W-cells which
are responsible of the spatial analysis inside the SC may be separated into two classes: the
tonic W-cells (sustained response all over the stimulus) and the phasic W-cells (high
responses at stimulus variations).
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This approach uses the mean and the variance of a pixel neighbourhood in order to describe
its statistics and to model the action of tonic and phasic W-cells. The local mean and variance
are computed on a 3x3 sliding window and they will be used as the messages m; from Eq. 3.2.
To find similar pixel neighbourhoods, one may count the neighbourhoods which have the
same mean and variance (A(m;) in Eq. 3.3). Then one may compute the distance between the
pixel neighbourhood mean and the others to get B(m;) as in Eq. 3.4.

Contours and statistically smaller areas get higher attention scores on the attention map (Fig.
3.28, top row, second image). This is also the case for simple local methods (applied on a
sliding window) as, for example, the local standard deviation or the local entropy (Fig. 3.28,
top row, third and fourth image). Nevertheless, there are some differences like the camera
tripod or the cameraman’s trousers. The local entropy seems to provide better results but the
textured grass area has a too high score because locally textures have important variations.

This difference is even more important on textured images. As it contains repeating patterns,
its rarity score will be lower. The more regular a texture is, the less surprising it is and the less
important the attention score will be [MAN 2006]. Local computations have a uniform high
response for this textured image (Fig. 3.28, bottom row, third and fourth image). In the case of
the attention map (Fig 3.28, bottom row, second image), the response is important only for
brighter or darker colours which are rare and which consequently attract human attention.
Most of the vertical and horizontal separation lines between the bricks are also well highlighted.

Figure 3.28: From left to right: initial image, att  ention model, local standard deviation, local entro py

Achieved observations prove the importance of a global integration of the local processing
made by the cells. Rarity or surprise which obviously attracts our attention cannot be
computed only locally.

In order to integrate colour, the attention map of the two remaining components of the
opponent colour system is computed (the red-green opposition and the blue-yellow opposition).
Afterwards, these two attention maps and the attention map of the luminance component are
combined by using the maximum operator: if a feature has a high attention score in at least
one of the three maps it will attract our final attention.

3.5.2.1. Low-level a priori knowledge: an atlas

A low-level atlas is very useful in the case of a defect or abnormality detection. Such an atlas
is built as a concatenation of healthy non defect images acquired in the same conditions
(modality, illumination, etc ...). Details about this atlas may be found in Chapter 6, section 6.4.
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An example of a result on apples defect detection may be visualized on Fig. 3.29:
On the left, the initial apple image with the segmented defects
In the middle, no atlas is used: low-level attention map

On the right, a low-level atlas is used: defects are better highlighted while normal
skin attention score is lower

More details about the implementation and results of the use of a low-level atlas are available
in section 5.3 of Chapter 5 and in section 6.4 of Chapter 6.

Figure 3.29: From left to right: initial apple imag e with manually segmented defects, low-level
attention map, attention map using a atlas of norma | skin

3.5.2.2. Low-level a priori knowledge: a top-down model

As for auditory or video signals, the still images can also use models which may influence the
eye gaze. These models depend on the kind of the current image: these image classes may
be almost instantaneously recognised. The default model for general natural scene images is
a simple Gaussian centred in the middle of the image. This effect was already noticed by Le
Meur [LEM 2005] and it is also showed in section 3.6 of this chapter. The use of a centred
Gaussian in natural images almost always increases the efficiency of the attention algorithm.
This model may have two possible explanations:

The main explanation is that, most of the time, photographers place important areas
in the center of the pictures. Moreover, as the eyes are initially located in the center
of the image, is it easier (shorter) to inspect this region first. This is a top-down
information.

Another explanation may be less top-down and it may be related to the retina
organisation. Indeed, the retina is organised around a high resolution coloured
central area (Fig. 2.9) which may be modelised by a Gaussian located in the center
of the image. Edges and colours are thus very rare in the center of the image
because they are not present on its boarders. As important features are likely to be
located in the image center, the attention is also more likely to be preattentively
attracted to the center of the image.

In order to use the top-down model, a centered Gaussian can be multiplied with the bottom-up
attention map. Nevertheless, in order to test the second hypothesis, another approach can
also be done: if this Gaussian model also comes from the retinal topography, one may
simulate a foveated image and apply afterwards the bottom-up attention map. A foveated

image is obtained by using the initial image (I11). A low-pass filtered image is obtained from 11
and it is called 2. Then they are mixed using a weight centred Gaussian map G as in Eq. 3.6.

= +) - ( Equation 3.6
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The results obtained by directly multiplying the bottom-up attention map with a Gaussian are
similar to those obtained by applying the bottom-up attention map on the foveated image.
Even if the retinal topography may have an influence in this model, the most important is
certainly the top-down information due to the fact that important information is usually centered
in an image.

Nevertheless, there are other image classes where the Gaussian model is not valid anymore.
In the case of structured documents for example the top-left corner of an image is very
important and other models may be built in this case based on a structured document image
database. More details concerning this model are available within section 9.3.2 of Chapter 9.

Finally, a good top-down model should also enhance some specific areas. For the general
public, faces and textual information are very rapidly recognized and they highly attract the
eye gaze as suggested in section 10.5.3 of Chapter 10. For an audience specialised in a
given domain, a specific top-down model could be achieved. This model should enhance the
attention score in specific areas well known by this specialist group. A person specialized in
car design will focus more intensively on cars in the street as the general public for example.

3.5.3. Medium-level

The purpose of the medium-level attention system is to prepare the high level image analysis
by selecting the first eye fixation point. The low-level step already highlights some interesting
areas from the image and sometimes, similar importance areas pop-out after a low-level
analysis. In this case, a fast analysis using other criteria than luminance has to be achieved.
Two features are used: the size and the orientation of a given structure.

After the low-level step, an attention map integrating the simple features of luminance and
colours is achieved. The Otsu [OTS 1979] thresholding method is used to select the most
salient areas of the attention map which pop-out in the image. The Otsu method chooses the
threshold to minimize the intraclass variance of the thresholded black and white pixels.

After getting a list with the size of each area weighted by its low-level importance, Eqg. 3.1 is
applied on the probability to find an unlikely or rare size. Fig. 3.30 shows that in this case the
final area selected is the area which on the low-level and colour map contained already the
maximum of importance. Some vertical and horizontal separation lines also got a high score,
but several repeating small texture areas were excluded: their size importance is very low.

Fig. 3.31 shows a case where the medium-level step is very important. The low-level attention
map highlights all the white rectangles from the initial image. In reality people “see” first the
bigger rectangle because all the others have approximately the same size. The bigger
rectangle is here emphasized on the top row of the third image of Fig. 3.31 which is the size-
based medium-level attention map.

Figure 3.30: From left to right: low-level attentio  n map, pop-out areas, higher attention areas

The direction feature is computed by comparing the length of the projection of the selected
area on several directions (4 in the current implementation). Eq. 3.1 is then applied to the set
of directions of the pop-out areas: rare directions will thus provide a high attention score. Fig.
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3.31 on bottom row shows a case where after the low-level attention map and the medium-
level size attention map (bottom row, second and third image) there is no decisive way to
choose the first fixation, even if people intuitively look first at the rectangle which has another
direction than all the others. The fourth image, bottom row of Fig. 3.31 shows the final
attention map after using size and direction considerations. The rectangle which does not
have the same direction as the others is highlighted.
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Figure 3.31: From left to right: original image, lo  w-level and colour attention map, size areas
attention map, size and directions areas attention map

3.5.3.1. Medium-level a priori knowledge: an atlas

If the interest images have clear medium-level characteristics as major directions or sizes, a
medium-level atlas can be very useful. It is able to provide normality information extracted
from a “normal” image database. Usual directions and usual sizes will enhance the attention
response to an unusual direction or size after applying Eq. 3.1.

3.5.3.2. Medium-level a priori knowledge: a top-down model

A task-dependent model can be achieved in the case where one searches for images
containing a specific direction or size. In this case, different directions and sizes may be
inhibited to enhance attention score if the desired feature is found.

3.5.4. High-level

Once parallel computation reduced the initial image to a set of spatial events, these events
may be compared serially with the high-level attentional mechanism.

Three high-level attention mechanisms can be used in still images:

The first one provides information about the current fixation in log-polar coordinates
(shape, symmetry, orientation).

The second one compares the low- and medium-level selected areas within the
current image. This process may recognise similar structures in the image, highlight
symmetries and perspectives and provide other grouping information. In this way, a
first structure may be isolated in the image: important areas are grouped using the
principles related to the gestalt school. One may notice here that the concepts of
symmetry or perspective sometimes are preattentive, thus low-level. The detection of
a candidate to symmetry or perspective is low-level while the confirmation of its
properties requires several fixations and is thus high-level.
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The third attention mechanism allows comparisons between the current image
important areas or groups of important areas and the long-term memory. This
process provides semantic information about the objects contained in the image after
recognition. This is a first step through image understanding.

These comparisons may be done between log-polar foveated patches. More details on image
recognition and image registration (two images alignment) are provided in sections 10.3 and
10.4 from Chapter 10.

3.6. And local rarity?

In section 3.2.2 of this chapter, it is suggested that a good attention model should use both
global and local information. If some local information is already used (mean and variance on
a 3x3 window around the considered message), this is not enough to detect larger structures.

In the case of auditory signals, the use of local information is not so vital:

The use of the signal spectrogram already provides a good local description of the
signal as the Fourier transform is computed on a local window.

The auditory events are generally quite short compared to the background signal

These two characteristics imply that global rarity may be a reasonably good approximation to
the attention mechanism for auditory signals. Tests made in Chapter 8 show that good results
are obtained by using only the global rarity and the local description of the spectrogram. The
rarity is globally computed on a time window which models human ability to forget old events.

For video sequences, in the case where events are quite short (movements) compared to the
window which also models the ability to forget in time, a global rarity approach is also a quite
good approximation. Attention scores are high for fast non-repetitive movements which is what
should be expected from an attention algorithm.

Figure 3.32: From left to right: initial image with blue sky and pool, attention map using only global
information, expected attention map

Nevertheless in the case of still images, the use of the entire image information within a global
rarity computation is not enough in many cases.

Fig. 3.32 shows on the left a blue sky reflecting in a tiny pool. The previously presented
attention mechanism gives a result as in the middle image. However, the expected result
should be closer to the right image where the pool has a higher attention score, even if it has
the same colour as the sky. One may notice that contours which are quite rare and corners
which are very rare remain the best highlighted.

3.6.1. Local contrast

Several methods may be used to compute the local contrast, but they all should use a multi-
resolution approach of the image. If only one resolution is used, the same problems as those
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of simple local standard deviation or local entropy will occur again. In order to obtain a set of
images with several resolutions, six sizes of low-pass filtering kernels were used. The six

resulting images (the images at six different resolutions), Ry, stand from k=1 (low resolution,
large filtering kernel) to k=6 (high-resolution, no filtering).

Two local contrast methods were implemented in this work:

The sum of the difference between two successive images at resolutions Ry is
computed: first a very low-resolution image is seen, a better resolution than follows,
and the regions where there are high differences are important. Then, by summing all
these differences, a measure of local contrast of the different spatial scales is
achieved. Eqg. 3.7 summarizes this approach which is close to the sum of a difference
of Gaussians (DOG).

The sum of the differences between the images at all resolutions (Ry) and the image
at the highest resolution (Rg). Eq. 3.8 summarizes this operation. This measure of
contrast is close to the equation in Eg. 3.9 where the higher resolution image is
subtracted from the mean of all the other scales. This approach is similar to the
simplest object detection in video sequences. The mean of several temporal frames
is used to model the background while the current frame is subtracted to highlight the
moving objects. The main difference is that the mean is done within the spatial scales
instead of being done within the temporal history.

. . Equation 3.7
# o=
# == : " - Equation 3.8
# =‘"! S .‘ Equation 3.9

Fig. 3.33 shows a mid-plane cross-section of the Fig. 3.32, left image. The right image in Fig.
3.33 shows that local contrast enhances the pool’s attention score compared to the sky. The
contours are also well highlighted. Nevertheless, quite fast above the horizon, the sky
attention score is close to 0 which is not what one should expect. As the sky is rarer than the
ground, its attention score should be higher. A combination of both global and local rarity may
solve this problem.

contours

pool Red: local contrast
amplitude response

Blue: image
amplitude

sky

>

1 2

Figure 3.33: Right image: cross section from the le  ft image (blue), local contrast response (red)
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3.6.2. Local and global: LG1 method

contours

pool Red: local contrast
amplitude response

sky

Blue: image
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probability influence

Figure 3.34: Image cross-section in blue, local con  trast response in red, influence of the global
rarity in green

The simplest combination is to consider the local contrast as a local probability (LP) as in Eq.
3.10 and to compute the self information of LP multiplied with the global probability (GP) as in
Eq. 3.11. The LP as well as the GP should be computed for each grey-level within the image.
The GP is computed for each grey-level as in the global rarity approach in section 3.5.2 and
the LP because in this case the shape and size of the image structures will be taken into
account. In practice the image quantification is reduced to 16 or 11 grey-levels in the current
implementation. GP is computed as in Eq. 3.3. LP is computed on each of the 11 grey-level
contrast maps. These maps are obtained as follows: for the grey-level j (j is set between 1 and
11 in the current implementation) the pixels equal to j are assigned with the 1 value while
pixels different from j are assigned with a value between 0 and 1. This value will be close to 1
if the pixel has a similar value with j and close to 0 if this pixel has a grey-level very different
from j. Eq. 3.10 is used for each grey-level thus added at the end.

L . Equation 3.10
#$:) - |!+' ||(

% % =-*+)#%7" $ ( Equation 3.11

A problem of this method is that a pixel may be described much better by its local probability
than by its global one and inversely, that is why a weight should be given to each of the two

probabilities as @ and b in Eq. 3.11. On the database used in section 3.7, the two parameters
were set at: =3, a =1.

Fig. 3.34 shows how the global contrast may be introduced in the computation of the local
contrast. The influence of global probability (green) will add the same importance to the sky
and the pool. This result is quite close to the expected one: people award the pool with the
higher attention scores, then the sky and finally the ground which is the less rare, thus with an
attention score of 0. The contours of the sky and the pool are very well highlighted.

The colour images are handled within the opposition colour system. For each of the
components (luminance, red-green opposition, blue-yellow opposition) a separate attention
map is computed as displayed in Fig. 3.35: the final map is obtained by adding the maps with
a higher weight on the luminance.
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Afinal = (2*A1+A2+A3)/4

Figure 3.35: Colour images processing: luminance (| eft), red-green opposition (middle) and blue-
yellow opposition (right) are computed separately a nd then mixed together

This method is called LG1 in the following sections. It is efficient but some parameters are not
fully justified. If giving a higher weight to the luminance component is not surprising as this one

provides more information than the chrominance components, the a and & values in Eg. 3.11
are more difficult to explain. An interesting idea may be to link & and & by using b=(1-a) with

a between 0 and 1: if the local probability is more interesting than the global one, the global
probability should have a much reduced influence on the final result and vice versa. In order to

choose this a parameter, the homogeneity of a grey level may be used. If a grey-level is
heterogeneous, the local probability may be more important, thus a higher a value should be

granted. For a homogenous grey level, & should be close to 0 to allow a higher importance to
the global probability. Nevertheless, the “homogeneity” of a grey-level is not easy to quantify.

These drawbacks led to a second method called LG2 which is detailed in the next section.
More elegant, it does not need any empirical set of parameters. Results appear to be
equivalent most of the time with those of LG1 but better on some specific images like medical
images. The use of low-level atlases is also easier within the LG2 framework.

3.6.3. Pay attention to what you should not forget: LG2

3.6.3.1. A model of forgetting

This second attention model is somehow based on Edgar Alan Poe’s proposition: “observing
attentively is remembering clearly”. When performing a remembering task about an already
visited place for example, people remember a rough image about this place. The process of
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forgetting may be modelised by a low-pass filtering whose kernel size increases in time. In this
case, details are forgotten, unless they attract attention. Attention is thus very important in
remembering and it is able to keep in mind the details or rare regions within the image.
Without the attention process, these important details would be the first to be forgotten which
would imply a loss of crucial data.

To model that, for each grey-level, a set of six low-pass filters with increasing kernel sizes is
used. The more important is the kernel size, the more the image is forgotten and its resolution
is low. Attention will highlight areas which are the rarest during this forgetting process.

The image is divided into seven images (the first one is the unfiltered original) while the six
others are the original image after six different forgetting steps. The size of the highest filter is
chosen to be close to the half of the image. If the original image is much larger or smaller than
the higher filtering kernel size, it is resized in order to better fit to the scale decomposition.

3.6.3.2. What you should not forget

An example is shown in Fig. 3.36 where the sky (big red rectangle) and the pool (small red
rectangle) have the same grey-level. At the higher resolution (top row on Fig. 3.36), two pixels
(one in the middle of the sky and the other one in the middle of the pool) have the same global
occurrence which is equal to the number of red pixels. When going from top images to bottom
images in Fig. 3.36, low-pass filter kernels sizes (neighbourhood sizes) are bigger, thus the
images are forgotten more and more. The occurrences of the two pixels have different
behaviours (plots of the left column: sky; plots on the right column: pool). If the pixel within the
sky has a slowly decreasing occurrence, the pool pixel’'s occurrence decreases very fast when
larger and larger neighbourhoods are taken into account (larger low-pass kernels). The pixel
from the pool may be forgotten faster (its occurrence gets rapidly very small) than the sky pixel
which keeps high occurrence even when taking into account larger neighbourhood sizes.

In order to quantify the behaviour for each pixel, the sum on the scale space is made (Eqg. 3.12)
which represents the area behind the occurrence variation plot in Fig. 3.36.

# ) (:‘*"',,—)( % Equation 3.12

Ny is the occurrence value of the current pixel within the K™ resolution level. There are six
different resolutions and the one corresponding to k=1 means the grey-level is unfiltered. |; is
the jth grey level of the image | and Card(l)) is its cardinality.

As for LG1, the grey-level contrast maps are used instead of the binary grey-level masks to
compute the different resolutions/neighbourhood sizes. The colour processing is the same as
for LG1. An example of the difference between the results obtained with the LG1 and LG2
methods is shown in Fig. 3.37. The active part of the tumour manually segmented in red on
the left image is easier to locate on the right image (LG2) than on the middle image (LG1).

3.6.4. 3L model and LG2 bottom-up approach

The LG2 bottom-up approach and the LG1 approach as well integrate the idea of local
behaviour for each gray-level and for several scales. The use of a multi-scale filtering for each
gray-level provides these methods with information concerning the shape and size of the
image structures.

Moreover, the LG2 method may be easily extended to take into account the orientation
information. The multi-scale low-frequency filtering kernel used here is a simple square which
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has no orientation preference. Instead of this kernel, the use of a set of orientation-sensitive
kernels (4 orientation filters should be enough) may provide orientation information to the
algorithm. After filtering the image with the kernel set, the minimum occurrence of the pixel
within the orientation-tuned filters is considered in the occurrence graph (Fig. 3.36).

The LG2 algorithm uses local and global rarity information on luminance, size and it may be
extended to orientation information. In this case, a question about the 3L model may arise:
should be the low-level and the medium-level steps remain separated or should they be fused
in a single step? The methods of Stentiford [STE 2001] and Boiman [B&l 2005] take into
account the luminance but also the shape and orientation of the image structures.
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Figure 3.36: Two pixels occurrences are computed on the initial image and on the filtered images.
The area under the plot is proportional to their oc currence probability. The sky and the pool are
here in red (when no filtering is achieved) whichi s reversed compared to the Fig. 3.32 or Fig. 3.33

Nevertheless these methods need comparisons between many regions in the image to get an
attention map which implies high computational costs. Stentiford solves this issue by using a
limited number of fork sizes (which may miss some large structures) and by comparing pixels
randomly in order to cover most of the image but not all the pixels. Despite a smart image
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patches comparison algorithm, Boiman’'s method remains computationally expensive. The
LG2 method is also more computationally expensive compared to the global rarity method
described in section 3.5.2 even if the execution speed remains reasonable.

Figure 3.37: From left to right: initial image with segmented active tumour, LG1 map, LG2 map

An elegant way to solve the computational cost of the LG2 method is to compute the
occurrence for the first (no filtering) scale and than to decide if it is necessary to compute the
pixel occurrences at the other scales. In this way the computation may be drastically
shortened as pixels which will clearly be uninteresting do not need further computing.

The low-level step from the 3L model may be seen as a global rarity approach which is able to
locate and eliminate from the attention map computation all the pixels which are surely
uninteresting. In this way, the local rarity information related to the middle-step of the model is
only computed on the high importance candidate pixels which leads to a higher computational
efficiency.

Even if the LG2 model is able to fuse the low- and the medium-level steps of the 3L model, a
separation between these two steps and their serial use is able to eliminate step by step the
size of the initial acquired data. This is exactly the idea of three steps model which should
simplify and structure data to prepare it to the understanding step.

3.7. Model evaluation

A short qualitative and quantitative evaluation of the presented method is achieved within this
section. The LG1 method was compared to a “ground truth”. This ground truth consists in 14
images for which eye-tracking data was provided by Dr. Olivier Le Meur from the work done
during his PhD thesis [LEM 2005] in collaboration with Thomson R&D and IRCCyN laboratory
from the University of Nantes, France. In addition to this eye-tracking data, mouse-tracking
data acquired at the TCTS laboratory of the Engineering Faculty of Mons on a 91-image
database are available.

3.7.1. Evaluation methods and issues

3.7.1.1. Eye-tracking techniques

From the sixties to nowadays, several eye-tracking systems were developed. There are mainly
four eye-tracking families [DUC 2003]:

Electrooculography (EOG) which is based on electrical potential differences
produced by eye movements. These potentials are recorded and if the head position
is fixed, they lead to an eye movement estimation. This technique is not very precise
and quite invasive.
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Eye contact lenses with an integrated induction-coil may be used to get a high
precision eye-tracking. This technique remains quite invasive as it can be seen in Fig.
3.38.

Photo or video oculography which uses images of the user's eyes acquired by
classical cameras. These techniques are more useful to obtain features from the
eyes (like pupil size, eye rotation and translation, etc...) than a precise gaze position.

The use of cornea reflexion when pointing a directive light onto it. Usually infrared
light is used in order not to disturb user’s visual perception. This non-invasive
technique is quite precise and it is the technique used by Dr. Le Meur to obtain his
results. These experiments are described in the rest of this subsection.

Figure 3.39: Eye tracking system (From Le Meur, Tho  mson R&D)

The system used by Dr. Le Meur is shown in Fig. 3.39 and it is made by the Cambridge
Research System company. A 50 Hz quantification clock was used with a 0.1°resolution. The
precision is set between 0.25 and 0.5° and the maxi mum movement is of 40° (horizontally)
and 20° (vertically). The possible head movement is of +/- 10 mm. This small head movement
implies that the user head is supported by a mechanical mechanism (right images in Fig. 3.39).

The user’s eyes are located at 4xH distance from the screen (H is the screen height). The
screen resolution is 800 x 600 pixels. The users have 15 seconds of observation time per
image. For each image, 40 different users provided their fixation points. Finally a mean of the
results of the 40 users followed by a low-pass filtering is achieved to build a priority map as it
was called by Fecteau and Munoz [F&M 2006]. This priority map shows the “mean observer”
eye locations and it is probably the better possible ground truth describing human gaze and
thus providing important clues on visual attention.

3.7.1.2. Eye tracking: a ground truth?

Nevertheless, there are several issues in eye tracking. First, one may argue that people look
to different areas in the image even when there is a main salient area.
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Figure 3.40: Eye tracking: intra-observer differenc  es. Top-row: initial image (left) and attention map
(right). Bottom-row: two observers behaviour (verti cal axis: eye-tracking and attention map
correlation, horizontal axis: time with 20 ms sampl es)

Stentiford [O&S 2004] showed that different persons have a different gaze behaviour as it can
be seen in Fig. 3.40. The initial image is on the left while Stentiford’s attention map is on the
right. The bottom row shows the correlation between eye gaze of two observers and the
computational map. If both observers seem to have similar high correlation within the very
initial fixations, their eye behaviour significantly diverge afterwards. Thus, the first moments of
the discovery of an image should be mainly bottom-up while the remaining time may be more
top-down and, therefore, depending on each observer.

Figure 3.41: Eye gaze (left column), eye gaze visua lisation. Experiments after (from top to down) 2,
8 and 14 observations seconds
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In reality both Stentiford and Le Meur proved that if a certain inter-observer divergence may be
found, the mean observer is a good indication about what generally people look like. Stentiford
showed that the time spent on the main subject of the image is a common factor for all the
observers. Le Meur also showed in his thesis that the observation time has not a huge
influence on the mean observer priority map. The areas already selected within the first
seconds are reinforced during the rest of the observation time. This fact may be seen in Fig.
3.41 where the eye tracking results are displayed after 2, 8 and 14 observation seconds.

All these observations imply that the mean observer in eye-tracking experiments is a good
description of what human attention is. It includes both bottom-up and top-down approaches
and it is representative enough to be a ground truth in the study of visual attention.

However, in order to obtain a good ground truth, the eye-tracking system calibration should be
done very carefully. Le Meur suggested that the eye-tracking calibration process which is
generally done in the screen centre may be partly responsible of the high correlation between
a simple centred Gaussian model and the eye tracking results [LEM 2005].

3.7.1.3. Mouse-tracking techniques

If eye tracking is the most reliable ground truth in the study of visual attention, it needs a good
practice for the operator, it has some mandatory constraints for the user (the head is attached,
the calibration process may be long), and it needs a complex system which has a certain cost.

A much simpler way to acquire data about visual attention may be the use of mouse tracking.
This technique may appear as not very reliable; however, some first results suggest that it
may be a reasonably good ground truth approximation. Egner and Scheier show on their
website [MED SITE] that mouse movement patterns are very close to the eye tracking pattern.
Fig. 3.42 displays in red eye fixations as revealed by an eye-tracking system and in green
fixations as suggested by a mouse tracking technique. High correlation rates are found by
Egner and Scheier. However, some unconscious eye movements may be missed.

The main advantages of mouse tracking are low price (some hours of web application coding)
and the complete transparency for the users (they just move a mouse pointer).

A web-based mouse tracking application was set up at TCTS laboratory. A difference with the
technique proposed in the [MED SITE] website is that the TCTS lab application does not need
mouse clicks. The user only points with his mouse to the areas in the image which appear to
be interesting and the mouse position is automatically recorded every 125 ms by a mix of web-
oriented scripts (PHP and javascript). The position of the mouse on the screen and its
timestamp are recorded in a file. The image is presented to the observers for 10 seconds.

Similar to the case of eye-tracking the mean of the different users is made and afterwards the
result is low-pass filtered as summarized in Fig. 3.44. An additional parameter is that the value
of one is awarded to the first fixation while the next fixations are awarded with decreasing
values from 1 to 0. In this way, the first fixations will have a higher weight in the final map. As a
low-pass filter is used, the saccade accumulations are also well highlighted. Thus, a high
luminance within the mouse-tracking priority map means that this area was either seen very
fast, or it attracted gaze for a long time or both.

Fig. 3.43 shows an example of mouse tracking priority map (right image) obtained with 60
observers who were presented with the left image. As it will be shown in section 3.7.3 the
correlation between eye-tracking and mouse-tracking priority maps is high. For each image
within the test database, 40 to 60 different mouse paths were obtained which is a significant
number of users from a statistical point of view. The users are male and female between 18
and 50 years old. They are not necessarily students and they may be considered as the
general public.
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Figure 3.42: Eye-tracking and mouse-tracking correl  ation (From Mediaanlayzer.net)

Figure 3.43: Left: initial presented image, Right: mouse tracking results after filtering

Other examples of mouse-tracking priority maps are displayed in Fig. 3.45. Appendices C, D
and E present a full overview of these results as all the images within the database have a
mouse-tracking priority map.

Figure 3.44: Mean observer mouse-tracking map

3.7.1.4. Mouse-tracking issues
Similar to eye-tracking, the mouse tracking has also several drawbacks:

The first place where the mouse pointer is located is quite important as the observer
may look for the pointer. Should it be located outside the image or in the centre of the
image? Within the tests made here, the pointer was located in the image field but not
necessarily in its centre.

Mouse tracking only highlights areas which are consciously important for the
observer. This is more a theoretical drawback as in practice, one should try to predict
the conscious interesting regions.
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The pointer hides the image region it overlaps, thus the pointer position is never on
the important areas but very close to them. This drawback may be partially eliminated
by the low-pass filter step performed after the mean of the whole observer set.

Despite these issues, mouse-tracking is a good approximation of eye-tracking (Fig. 3.45).

Figure 3.45: Some mouse-tracking priority maps resu Its (right column) for the images of the left
column. A full overview of these results is availab le within the appendices
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3.7.2. Image database

Three sets of images were used within these tests:

The first image set is made from 26 natural scene images. For a part of them (14),
eye-tracking data from Dr. Le Meur is available. For the others only mouse-tracking
data is available.

The second image set is made from 30 various advertisement images. Well-known
trade marks were chosen as they should have a huge presence in advertising images.

The third image set is made from 35 various web sites. The websites of the 12
candidates to the French presidential election of 2007 are analysed along with
university and lab websites, institutional and government web sites. Some
commercial websites have also been added. These media do not intend to provide
the same informational content that is why it is interesting to see if there is a common
attentional behaviour to all these websites.

3.7.3. Results

The proposed bottom-up attention model (LG1) and the Itti's classical bottom-up saliency map
[ITT 1998] (IT) are both compared to the mouse-tracking results and to the eye-tracking
results when available. Both bottom-up method are then added to three top-down models
concerning the three categories of images within the database and compared again with the
mouse or eye-tracking data.

In order for all the compared algorithms and priority maps to have the same spatial
characteristics (smooth areas) the proposed algorithm (LG1) is low-pass filtered. In this way,
all compared images have a similar nature.

3.7.3.1. Qualitative results

Figure 3.46: Left column: IT (top), LG1 (bottom), M iddle column: IT foveated (top), LG1 foveated
(bottom), Right column: eye-tracking map (top), mou se-tracking map (bottom). The original image
is the “Bridge” image from Appendix C
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A first set of remarks may be extracted from the visualisation of the attention maps:

The algorithms IT and LG1 have a different nature: LG1 preserves the main structure
of the image while it is no more recognisable in IT. The fact of keeping the image
structure and providing high attention scores for some edges is important in
compression applications as stated in Chapter 7.

Within the database LG1 better highlights faces and textual areas than IT. This fact
can be seen on Fig. 3.47 where IT algorithm is displayed in the middle column while
LG1 algorithm in the right column. LG1 often highlights the faces among other details
(except for the 4" image) while IT is less good. It mostly highlights important local
contrasts between colours or between directions. Several edges (2nd and 3" images)
or areas darker (1% image) or with a different colour compared to its neighbourhood
(4" image) are detected.

Figure 3.47: Faces features detection performance ¢ omparison. Left column: initial images. Middle
column: IT saliency map. Right column: LG1 map
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The use of the Gaussian model seems to enhance qualitatively the similarity with the
eye-tracking and mouse-tracking priority maps for the natural scene images. Fig.
3.46 shows on the left the IT model (top) and the LG1 approach (bottom) without a
Gaussian model. On the middle column, a Gaussian model is used. Finally the
priority maps (eye-tracking on top-right and mouse-tracking on bottom-right) show a
better similarity in both approaches with the foveated algorithms (middle column).
The original image may be found in Appendix C (“Bridge” image)

Row 4 of Fig. 3.47 is an interesting case. The face is low-contrasted compared to surrounding
objects and colours are not so rare neither globally nor locally. Even if the LG2 model seems
to better highlight the face (Fig 3.48, third image), this is not enough to explain the huge
influence of the face on the eye gaze (Fig. 3.48, right image). This is a clear example of the
importance of the top-down approach: even if the face is not salient from a bottom-up point of
view, the human gaze focuses on it. An explanation hypothesis is made within section 10.5.3
of Chapter 10 .

Figure 3.48: From left to right: initial image, LG1 map, LG2 map, eye-tracking priority map

3.7.3.2. Quantitative results

In order to obtain quantitative results, the classical linear correlation between an image A and
B is used (Eq. 3.13). The correlation value goes from 0 (no similarity between the images A
and B) to 1 (there is a linear relationship between images A and B). /72 and /73 are the mean
of images A and B.

) Yo(-m(")  Ye(- m(
\/ ) (- m( ) Y6(- m(

Equation 3.13

The first remark is in the relevance of the mouse-tracking results. Within the 14 images where
both mouse and eye-tracking data are available, the mean correlation coefficient is C=0.66
and the standard deviation is 0.11 which is very good. The detailed results are displayed in
Tab. 3.3.

Image name Eye/Mouse priority maps correlation
Bikes 0.44
Capitol 0.70
Kayak 0.66
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Dance 0.66
Lighthouse 0.67
Bridge 0.81
Slide 0.82
Parrots 0.66
Plane 0.51
Raft 0.75
wild 0.51
Boat 0.67
Monarch 0.71
Barbara 0.74
Mean 0.66
Standard deviation 0.11

Table 3.3: The high correlation score between eye-  and mouse-tracking results show that mouse-
tracking is a reliable measure of eye gaze

Comparisons were done between IT (ltti's) bottom-up algorithm and the proposed LG1
bottom-up algorithm for different image sets:

14 natural scene images were the eye-tracking results were available

for the 14 images

Correlation Mean Std

IT 0.15 0.14

LG1 0.35 0.16
Figure 3.49: Linear correlation between the eye- Table 3.4: Mean and standard deviation of
tracking priority maps and the ltti's algorithm (bl ue the linear correlation between the mouse-
line) and the proposed LG1 algorithm (green line) tracking priority maps and lItti's (IT) and the

proposed LG1 algorithm

In this case the correlation is better by using the LG1 method as Itti's one for each of the 14
images. For three of them results may be considered as equivalent.
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26 natural scene images where mouse tracking results are available

Correlation Mean Std

IT 0.26 0.19

LG1 0.48 0.18
Figure 3.50: Linear correlation between the mouse- Table 3.5: Mean and standard deviation of
tracking priority maps and the ltti’s algorithm (bl ue the linear correlation between the mouse-
line) and the proposed LG1 algorithm (green line) tracking priority maps and lItti's (IT) and the
for the 26 images proposed LG1 algorithm

Even if the correlation is better for Itti’'s approach in 3 cases, the overall results show that the
LG1 method works better. Moreover a lower standard deviation for the LG1 results shows a
higher homogeneity within the LG1 results than within Itti’s.

30 advertisements where mouse tracking results are available

Figure 3.51: Linear correlation between the Table 3.6: Mean and standard deviation of
mouse-tracking priority maps and the Itti's the linear correlation between the mouse-
algorithm (blue line) and the proposed LG1 tracking priority maps and lItti's (IT) and the
algorithm (green line) for the 30 images proposed LG1 algorithm

Similar results are obtained for the advertisements dataset: for one image, Itti's approach
works better while for all the others the LG1 method is better. This can also be seen on the
mean correlation result. The ratio between the mean result and the standard deviation result
also show more homogenous results for the LG1 method.
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35 web sites where mouse tracking results are available

Figure 3.52: Linear correlation between the mouse- Table 3.7: Mean and standard deviation of
tracking priority maps and the ltti’s algorithm (bl ue the linear correlation between the mouse-
line) and the proposed LG1 algorithm (green line) tracking priority maps and ltti's (IT) and the
for the 35 images proposed LG1 algorithm

On the entire database (91 images), the results always show an important difference between
the proposed LG1 algorithm and IT algorithm which has here poor results. Nevertheless, the
use of the linear correlation may not be the best indicator in comparing computational attention
algorithms. The ltti's saliency map which focuses very highly on precise areas in an image
may be penalized by the use of the correlation coefficient.

Figure 3.53: Top-down models for the three sets of images within the database. Top row: models
of natural scene images, advertisements and website s, bottom row: models’ isocontours

However, a precise analysis of both qualitative and quantitative results on the overall database
shows that the proposed bottom-up LG1 algorithm definitely outperforms the bottom-up
algorithm proposed by Itti. Some improvements based on an approach of surprise have been
added to this last algorithm, but as the codes are not publicly available it is impossible to
compare the presented algorithm with Itti's improved version.
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3.7.3.3. Top-down models: impressive improvements

In this section, only the use of specific mouse-tracking databases evaluation is achieved. For
each of the three database (natural set images, advertisements and web sites) a top-down
model was computed and than multiplied to the bottom-up attention map.

Fig. 3.53 displays the three models from left to right: the sets presenting natural images,
advertisements and websites. These models are different. For the natural scene images, the
mean priority map is mostly centred and the isocontour image (Fig. 3.53, bottom-left image)
oddly looks like a centred Gaussian. The two other models are quite similar: high scores are
detected in the top-left corner of the image decreasing towards the centre. The models used
for advertisements and web sites have a similar structure, but also two main differences:

A look at the isocontours images (Fig. 3.53, bottom, middle and right images) show
that the lowest isocontour area (blue) is much wider on the advertisement model
which is less selective than the web sites one. The web sites model is a typical
structured document model. The natural images model is typical of unknown
unstructured images. The advertisements model seems to be a mix between these
two extreme models. Its structure is close to a structured document one (human
contribution is high), but it also covers the central areas of the image.

The second interesting difference is in a high importance of the top-right component
within the web sites model. This top-right component is mainly due to the title of the
web sites, usually top-centred.

The following results were obtained by mixing the top-down information with the bottom-up
attention maps:

26 natural scene images where mouse tracking results are available

Correlation Mean j§ Std

IT 0.26 0.19

|IT + TOP-DOWN 0.36 0.18

|LG1 0.48 0.18

|LG1 + TOP-DOWN 0.73 0.13
Figure 3.54: Linear correlation between the Table 3.8: Mean and standard deviation of the
mouse-tracking priority maps and the Itti's linear correlation between the mouse-tracking
algorithm with the top-down model (blue line) priority maps and ltti's algorithm (IT) and the
and the proposed LG1 algorithm with the top- proposed LG1 algorithm

down model (green line) for the 26 images

The use of this document-driven top-down model brings a huge improvement as well in the
qualitative results as in the quantitative results which highly progresses for both Itti's and the
proposed algorithm. The LG1 bottom-up algorithm mixed with the top-down information even
performs with the excellent mean correlation score of 0.73. The standard deviation also gets
smaller which shows that results are more homogenous when using top-down information.
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30 advertisements where mouse tracking results are available

IT + TOP-DOWN 0.19 JO.14

LG1 0.44 J0.18

LG1 + TOP-DOWN §0.55 J0.16

Figure 3.55: Linear correlation between the mouse- Table 3.9: Mean and standard deviation of
tracking priority maps and the Itti's algorithm wit h  the linear correlation between the mouse-
the top-down model (blue line) and the proposed tracking priority maps and Itti's algorithm
LG1 algorithm with the top-down model (green line) (IT) and the proposed LG1 algorithm

for the 30 images

As for natural scenes, results are well improved by the use of the top-down information.

35 web sites where mouse tracking results are available

Correlation Mean ] Std
IT 0.09 | 0.07
|IT + TOP-DOWN 0.16 § 0.11
|LG1 0.36 | 0.18

|LG1 + TOP-DOWN I 0.72 I 0.07

Figure 3.56: Linear correlation between the mouse- Table 3.10: Mean and standard deviation of
tracking priority maps and the ltti's algorithm wit h  the linear correlation between the mouse-
the top-down model (blue line) and the proposed tracking priority maps and ltti's algorithm
LG1 algorithm with the top-down model (green line) (IT) and the proposed LG1 algorithm

for the 35 images

There are two interesting conclusions of this evaluation:

The advertisement set has a lower correlation score when using top-down
information (0.55 compared to 0.72 or 0.73). This is mainly due to the fact that there
are a lot of faces in advertisements and no face detection system was used here.
The advertisement set results prove that it may be very important to use face
detection information within advertising.
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Itti's algorithm has lower results than the LG1 algorithm for 90 images on 91. This
fact shows that even if the top-down information is very important, the bottom-up
model quality is also of great importance.

The main result here is that the proposed bottom-up method LG1 is better than the well-known
Itti algorithm. The use of top-down information drastically improves the results.

3.7.3.4. And the LG2 model?

In this section, a comparison between the LG1 and the LG2 models is achieved. For the 14
eye-tracking results within the natural scene images set and the 26 mouse-tracking natural
scene images, the LG2 method is slightly better than LG1. Within the advertising and web

sites data sets, the methods are equivalent.

14 natural scene  where
tracking results are available

eye

Figure 3.57: LG1/LG2 performance comparison

30 advertisements where mouse
tracking results are available

Figure 3.59: LG1/LG2 performance comparison

26 natural scene where mouse
tracking results are available

Figure 3.58: LG1/LG2 performance comparison

35 web sites where
tracking results are available

mouse

Figure 3.60: LG1/LG2 performance comparison
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3.8. In brief

Different attentions and different features:

Attention is a competition mechanism between a feature-based bottom-up
approach and an experience or knowledge-based top-down approach.

Three classes of features may be taken into account: early features (luminance,
chrominance, motion, signal amplitude), behaviour features (duration, orientation,
size, direction, motion speed) and high-level features (foveated image patches).

A serial attention model (3L model):

A novel serial attention model is presented: the input signal is simplified in three
steps corresponding to the three kinds of features previously presented.

The main idea is that the input signal (image, video, ...) crosses three successive
filters which, one by one, eliminate the less interesting data while highlighting the
important areas.

Attention is based on rarity:

Features in a signal do not attract attention by themselves, but their relative rarity
within the signal is the real factor responsible of attention.

Intuitive examples, psychological experiments and measures on the MMN signal in
the brain show that the rarity is the key of attention: rare objects are novel,
surprising thus interesting.

A global rarity model:

A model of global rarity is presented and applied to audio signals, images and
video sequences.

The global rarity is applied on the low-level, medium-level and high-level steps of
the 3L model.

The low-level deals with the amplitude and chrominance within the signal: this is a
global description.

The medium-level deals with behaviour features as size or orientation and they
logically introduce a local description of the signal.

The global rarity applied to high-level features introduces a fine local description of
the signal. The previous low- and medium-level steps reduced the number of
candidate areas for a high-level inspection which is very important from a
computationally efficiency point of view.

Local & global rarity:

Two methods (LG1 and LG2) are introduced. They directly use local and global
information mixing the low-level and the medium-level steps.

The LG2 method takes into account the rarity of each grey level but also the rarity
of the sizes of the structures of each grey level. Orientation information can be
added to this technique.

The low-level step which represents the global rarity of the grey-level can be used
to eliminate the grey levels which contain too many occurrences to be important
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and thus to decrease the computational load for the size computation step in the
LG2 method.

Top-down models:

Three top-down models were provided for the three set of images within the test
database. The models were computed from the mean of the priority maps provided
by the mouse-tracking technique.

For the natural images set, the model is close to a centered Gaussian, while it is
very different (high score for the top-left corner) for the advertisements set or the
web sites set.

Model evaluation:

A database of 91 images was used. 14 images had eye-tracking priority maps
while all of them had mouse-tracking priority maps.

The LG1 bottom-up method was compared with Itti's bottom-up method. Even if
sometimes the evaluation method may sub estimate Itti's algorithm, the mean
results show that the presented method performs better than Itti's method for the
three image sets.

The use of the top-down models highly increases the results for both LG1 and Itti's
algorithms. Nevertheless, LG1 method performs better in almost all cases than
Itti's method when both are combined with the same top-down model.

Finally the proposed LG1 and LG2 methods are compared on the whole database.
The results of these two approaches are equivalent.
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Chapter 4: First part conclusions

4.1. A novel computational attention model

Based as well on computational attention state of the art as on the biological background of
attention, a new model has been set up as a complete framework of computational attention:

It describes a three-level approach of attention as three successive filters for the
input data. The first low-level filter only keeps data with low redundancy. The second
middle level one chooses between several areas detected as of the same importance
by the first low-level, if there are several such areas. Finally the third high-level step
compares one by one the important areas between them and with the memory. At the
end of this process, some regions from the input signal are assigned with semantic
meaning. That is why, one may say that attention is the first step to scene
comprehension, thus to intelligence.

For each of the three levels a global rarity algorithm is applied to still images, videos
or audio signals. The use of top-down attention was also integrated within the
proposed framework at low-level and medium-level steps.

Models mixing global and local rarity for still images are also provided. The first one,
LG1, is an empirical mix between a global rarity and local contrast algorithms. LG1
was compared with Itti's bottom-up model on a 91-image database and it clearly
outperforms it from a qualitative and quantitative point of view. A second algorithm
called LG2 is presented. Its results are generally the same or slightly better than in
the LG1 case. LG2 is much more elegant from a theoretical point of view with less
empirical parameters and it is also easier to apply top-down normality atlases within
the LG2 approach framework than within LG1.

An interesting conclusion is that top-down information is not so difficult to obtain as interesting
top-down should be common to most of the observers. As demonstrated in the previous
chapter, simple top-down modelling is possible and it sometimes brings important
improvements to the bottom-up model. This is very good news for computational attention
models which will be able to get satisfactory results within specific applications.

4.2. Computational attention: what for?

Humans pay attention in every day life which means that beyond the theory there are key
applications of attention. Within the large range of applications and domains, six main
applications are demonstrated in the next chapters. Some of them are more or less deeply
described.
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Concerning audio signals , event detection in security domains (unusual sounds) or in
weather forecast (thunders location) can be achieved. Chapter 8 deals with events within
audio detection in surveillance.

For video sequences some event detection is performed but also higher-level attention used
in moving object tracking under difficult conditions. This last point is developed in Chapter 10 .

In still images , defects or abnormalities detection is performed in order to locate tumours on
medical images (Chapter 5) and on an automatic fruit grading machine in Chapter 6 .

Important regions visualisation and coding is suggested in Chapter 7 and Chapter 9. Chapter
9 also deals with image ergonomics applied to image communication (advertisements, web
sites)

Finally some interesting high-level results on image registration or recognition are provided in
Chapter 10.

In general when a signal must be interpreted, the use of computational attention should
provide a very efficient selection of important data. Thus focus should be done on the
recognition of these selections.

4.3. In brief

A model of attention:

Attention is a competition mechanism between a feature-based bottom-up
approach and an experience or knowledge-based top-down approach. The top-
down model is task-dependent and it is a way to specialize the bottom-up attention
model which remains general.

Even if top-down information may appear very difficult to model, it is possible in
reality to have interesting models by simply assuming that for specific applications,
most of the people have common reactions.

Applications:
Six different applications will be demonstrated in the next chapters.

Computational attention is the beginning of intelligence and signal understanding;
it may thus be very often useful to apply such algorithms before using more
classical ones on the most interesting areas.
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“ | have never heard about someone having results without
studying or reaching realisation without practice “

Dogen
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Second Part:
Computational Attention
- The Practice
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Chapter 5: Medical Imaging

5.1. How do radiologists pay attention?

Medical imaging is one of the most challenging applications of computer vision. Images
acquired within the medical applications are often noisy and of poor quality. Moreover, some
organs may not be very visible depending on the imaging modality. Additional parameters
concerning anatomical precision or radiotherapy doses computations are sometimes
constraints which force the use of a given imaging modality even if it is not the best to see the
regions of interest or the abnormalities. An example of this case is radiotherapy planning: the
planning algorithm uses as an input the Computed Tomography images (CT-scan: X-ray
based scanner images). Even if other modalities highlight some tumours or risk areas better,
the use of CT-scan images is mandatory because it is the only modality which can be used in
radiotherapy dose computations.

Moreover, medical images display very complex anatomical or functional scenes which have a
meaning only for specialists. Finally, some normal organs may be very salient whereas
pathological ones may be less salient. Depending on the imaging modalities and the kinds of
abnormalities, it is difficult to point out pathological areas if they were never seen before.
Kundel and Nodine [K&N 1983] used eye tracking techniques to study naive subjects visual
path when observing medical images compared to radiologists visual paths. Even if some
intra-class variations were observed, the visual path of naive subjects was very different from
the path of the radiologists. The last ones focused quite fast on actual abnormalities and
visible pathologies, whereas naive subjects mostly focused on high contrast contours and
simple visual features revealing a more reflex discovery of the images.

Hu et al. [HUX 2003] used visual attention techniques to define a method leading to the
automatic choice of the best features for a given medical application. But, as previously
explained, medical imaging is not the main application area for computational attention. In this
chapter, computational attention is shown as an interesting complementary approach. It could
be either directly applied on this kind of image, or used to characterize specific features.

5.2. Tumour detection and localisation

5.2.1. Tumour detection using throat asymmetry

This section deals with tumour detection within head and neck areas in the scope of
radiotherapy planning. The focus is done on the CT-scan modality which can be directly used
to plan the radiotherapy doses. The image volumes considered in this chapter go from the
upper end of the lungs to the middle of the head.
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If the bilateral symmetry of human body is not respected, then this is most of the time due to
some abnormalities. For example, the symmetry measurement can aid in the detection of
breast cancers [A&P 2003] or neurological disorders [S&S 2004]. Asymmetry was also used
for brain tumours detection on MRI images [WAN 2004].

Figure 5.1: Left: example of a slice form a CT scan volume of head and neck in Cartesian
coordinates, Right: 360x360 log-polar representatio  n centred on the throat. The vertical axis is the
distance from the fixation point and the horizontal axis is the angle.

In the neck area, cancers are due to smoking and tumours first develop themselves in tissues
which are directly related with this factor like the mouth, the tongue and the airways. The
presence of a tumour close to the airways will introduce an asymmetry by pushing them in a
given direction.

The cell repartition on the retina is concentrated on the fovea and it exponentially decreases
towards the retina boundaries [HUB 1989]. A fast inspection of neck abnormalities done by a
medical doctor may be modelled as an eye fixation on the airways while different slices of the
CT scan volume are displayed. A log-polar transform is used to mimic the eye fixation and to
provide a first high-level analysis: the centre models the fixation point and the logarithmic
transform models the retina cells repartition. Fig. 5.1 shows on the right a result of a log-polar
transformation from the initial image located on the left side. This transform allows focusing on
the airways in the same way as humans do by fixating a position within the image [MA3 2005] .

Figure 5.2: Left: symmetry decomposition map for 1 5 grey-levels (vertical axis) of a 65 slices CT-
scan volume (horizontal axis), Middle: low-level VA map of the first 14 grey-levels (vertical axis),
Right: Projection (vertical axis) of the VA map ont o the horizontal axis (volume slice number)

The vertical symmetry axis is chosen to be in the center of the log-polar representation (Fig.
5.1, on the right). In the Cartesian representation, this axis is the vertical line which passes
through the fixation point (center of the throat). The throat is the black area which is located
close to the center of the neck, thus it is easy to find by simple thresholding and choice of the
central black area. The following throat areas are selected after thresholding if they overlap
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the throat of the previous slice. The symmetry decomposition is computed after resampling the
log-polar image into 16 grey-levels. For each grey-level m; into the M grey-level set the
symmetry value is computed using the following equation:

Equation 5.1
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Card(x) is the cardinality of X. The three terms represent the occurrence probability of each
grey-level within the whole log-polar image or only within the right side or the left side. S(m;)
can be positive or negative depending on which side of the image the grey-level is mainly
located. Moreover the difference between the right-side and the left-side is weighted by the
probability to find the grey-level in the whole log-polar image. As the logarithm provides
increasing importance to the grey-levels located close to the centre point, Eq. 5.1 means that
if the difference between the right and the left side of the image is high and if this grey-level
has a significant occurrence close to the airways, it will be very asymmetric, thus very likely to
be an abnormality. The logarithmic approach is more robust than a simple left right grey-level
difference [MA2 2005]. The log-polar representation will focus on the regions close to the
throat, which are the regions the most likely to contain the tumours. If an asymmetry is
detected it is more likely to be due to a tumour close to the throat than to the shoulders or
other areas which are less likely to contain the tumours.

The left image from Fig. 5.2 is the concatenation of the symmetry decomposition on 65 slices
from a CT-scan volume. The grey-level mg has been eliminated as a tumour is never part of
the image background or of the air, thus only 15 grey-levels are kept. Very clear values are
strongly positive and the very dark ones are strongly negatives.

Once the map of the symmetry decomposition evolution within slices is set, one can directly
apply the low-level computational attention approach to highlight the most “important areas”
which pop-out from the symmetry decomposition map (Fig. 5.2, middle). Finally, in order to
guantify the rare slices, the attention map is projected onto the slices perpendicular axis to
obtain the right side image of Fig. 5.2 which shows the slices which have a rare asymmetry.

5.2.2. Using an atlas: a priori knowledge integration

When inspecting the airways symmetry within a CT-scan volume, medical doctors not only
compare the slices they see but they also use their experience in this domain about how
symmetric the airways are in the neck area. In order to model the medical doctor experience a
symmetry decomposition atlas built on 107 healthy slices of different patients is set up. This
atlas is displayed on image I1 of Fig. 5.3.

The image is obtained by concatenation of the atlas with the symmetry decomposition map of
the 65 slices CT-scan volume to analyse. The black line is the border between the atlas (1 to
107) and the symmetry decomposition map (108 to 172). The low-level attention map can
afterwards be computed on this new image. The result is shown in 12 (Fig 5.3). The white line
separates the atlas (left side) from the result of map we want to analyse (right side).

If this result is compared with the attention map computed without an atlas (Fig. 5. 2), one can
say that the important parts are more highlighted which leads to less noisy results. If some
values of symmetry are quite rare within the actual symmetry decomposition map but very
numerous in the atlas, this means that these values are in fact “normal”. In this case, the
occurrence probability will be higher than without the use of an atlas, hence the importance
will be lower. The abnormal values will be better highlighted and some normal symmetry
values which appear as abnormal without the use of an atlas will become normal when using it.
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Figure 5.3: From images I1 to 16: low-level to med ium-level analysis

5.2.3. Medium-level analysis and detection results

After the low-level analysis we obtain the graph 13 (Fig 5.3) which represents the projection of
12 (Fig 5.3) onto the slices axis (horizontal). The information about the grey-levels which are
responsible for the asymmetry is lost, but this information is less important for detection
purposes than for the reconstruction. The results obtained on the atlas (1 to 107) are used to
extract a normality feature (T). 13auas iS the vector of the first 107 values from Fig 5.3, image 13.
Experimentally:

+= %) o (+ ) o ( Equation 5.2

T can be extracted from the atlas and used to threshold the 13 image (Fig. 5.3). If groups of
values are higher than T, they will pop-out from the low-level step. The results are on image 14
(Fig. 5.3) where only “interesting” structures were selected.

Finally, a medium-level step can be applied using the size (in slices) of the structures of image
I4. Rare and contrasted sizes get a higher attention score. The most two interesting structures
are shown in image 15 of Fig. 5.3.

This method was tested on 12 patients [MA1 2007] and the results are listed in Tab. 5.1. For
each patient there is a “Ground Truth” column with the slices really containing tumours. For
patient B17 there are two tumours, thus there are two sets of pathological slices. The
“Detected” column shows the two more important detected areas after medium-level analysis
(as in Fig. 5.3, image 15). The bold sets are the most important. Two simple rules are then
used:

A morphological dilation is performed on the set of detected slices by 3 on each side
in order to include potential beginning or end of tumour which are more difficult to
detect. This rule will also fuse some very close detected sets.
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The second rule eliminates all the detected sets which have pathological slices
within 55 and 65. After slice 55 the airways are too irregular (as we arrive into the
nose) or they disappear (as we arrive into the brain). The symmetry of the airways is
not relevant here.

After using these two rules the results are shown in the “Rule-based” column. The “Precision”
and “Recall” columns show the results using the precision (ratio of the number of relevant
records (here pathological slices) retrieved to the total number of irrelevant and relevant
records retrieved) and recall (ratio of the number of relevant records retrieved to the total
number of relevant records in the database). The final “Mean” line provides the mean of
precision and recall on the overall database. The recall results are very good and they have a
low variance. This is not the case with the precision results which have a lower mean and
higher variance. As this is a medical application, medical doctors prefer having more false
alarms and detect all the pathological slices. In this case the recall accuracy is very important
and the precision accuracy is not vital, therefore a high precision is not mandatory.

Patient | Ground Truth Detected Rule-based Precision Recall
A3 14-30 1-43/47- 65 1-46 37 100
A5 20-38 20-43/51-58 17-46 63 100
A9 19-39 9-32/61-64 6-35 57 81
Al0 17-40 18-42 /57-64 15-45 77 100
Al2 20-39 24-38 / 55-62 21-41 90 95
Al3 7-27 8-22 /1 47-56 5-25 90 90
B11 2-40 13-40/ 45-64 10-43 91 79
B12 2-19 5-16/19-24 2-27 69 100
B13 23-27 3-11/25-27 1-14/22-30 22 100
B15 10-32 12-18/ 20-28 9-32 96 100
B16 1-21 1-7/9-22 1-25 84 100
B17 8-13/22-37 8-16 / 23-42 5-19/ 20-45 54 100
Mean 69 % 95 %

Table 5.1: Results of visual attention tumour loca  lisation in terms of precision and recall

5.2.4. Tumour synthesis

The previous method is able to automatically detect tumours and the pathological slices.
Nevertheless, the symmetry decomposition map contains information about the most
asymmetric grey levels. This information can be used to re-synthesize the tumours as they are
mainly made with the most asymmetric grey-levels.

A problem is that some grey-levels forming tumours are also part of other organs and keeping
the entire grey-level is not reliable enough.

Therefore the tumour synthesis is based on a new distance algorithm called gray-space map
(GS) [MA1 2005] which uses the fact that tumours are located close to the airways. The
Euclidean distance for example does not take into account the image topology. The proposed
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algorithm uses both grey-level and space distances. A seed is needed to initialise the
algorithm as the point (or the area) from which the distance will be computed. The previous
section results provide a way to chose this seed.

The algorithm is summarized as following:

Compute the seed grey-level value: V = (Xseed, Yseed) Where | is the current image. If
the seed is a pixel, the corresponding grey-level is computed. If the seed is an area,
the grey-level with the highest occurrence value within the seed area is chosen.

Get the structures which have the same grey-level value as the seed does and
which overlap the seed position.

Get the structures having a small grey-level value difference with the seed:
Tmp = AND( | > (V - D), I<(V + D)). “AND” is the logical operation and D is the
iteration step.

Keep those structures which overlap the seed position. At first iteration, D=1.
Iterate: D = D + 1 and keep the selected structures overlapping the seed.

The advantage of this algorithm is that structures which are closed from a spatial and intensity
point of view to the seed are highlighted with higher values.

En example of result of this method is displayed in Fig. 5.4 using a 64 grey-levels quantization
(V=[1,64]). The initial seed is displayed in blue while the tumour boundaries are displayed in
red on the left image. The distance result is displayed on the right image. Blue means high
distances while red represents short distances from the seed. Pixels which are quite far
spatially from the seed may have in reality a shorter distance to the seed than some pixels
which spatially are very close to the seed.

Figure 5.4: Left: initial image with the seed (blue ) and tumour boundaries (red), Right: GS distance
map (red: short distance from seed, blue: long dist ance from seed)

In addition to the initial algorithm, another idea can be added: structures with intensity values
located close to the seed could be considered not only if they touch the seed but also if they
are “not so far” from it. This parameter can be set using a dilation on the structures connected
to the seed: the sentence “get the structures which have a small grey-level difference with the
seed and which overlap the seed position” becomes “get the structures which have a small
grey-level difference with the seed and which overlap the seed position after dilation”.

The proposed distance algorithm is initialised within the medical application with the
asymmetric grey-level with the highest occurrence close to the airway. The maximum distance
from the airway is set as a parameter. In this way, the distance algorithm initialisation is the
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most representative of the tumour and the probability for the initialisation area to be part of the
tumour is very high. Moreover the dilation parameter is set to 2 which allows including areas
with an up to 2 pixels distance from the seed.

The results [Appendix B] show a good localisation of the tumours. Obviously, the quality of
these results is closely related to the accuracy of the asymmetry detection. For the tumours
which were detected by the second importance peak (as in the case of patient B13) and often
at the beginning and the end of the tumours results of tumour synthesis may be less accurate.
This is due to the fact that in these cases the tumour’s boundaries are very unclear. If the most
asymmetric gray level is located near the airways and it is well detected, this synthesis method
will provide good results and one iteration will be sometimes enough to have a precise
localisation of the tumour.

5.2.5. Tumour segmentation

From the previous distance map, it is possible to find a frontier distance to separate
background from the potential pathological slices. The only assumption needed here
is that the tumour should be smaller than a quarter of the whole area of the neck.
This is not a very hard assumption as tumours are usually smaller than the quarter of
the body area.

The idea is to compute the cumulative area obtained by using one by one the
different gray levels of the distance map from the highest level (closest to the
tumour) to the lowest one (background). When this area is larger than the quarter of
the total neck area, the remaining areas are considered as part of the background.
Fig. 5.5 shows the initial image on the left with the tumour boundaries in red, the GS
map in the middle and finally on the right the potential pathological area.

Figure 5.5: Left: initial image with tumour boundar ies (red), middle: GS distance map, right: the
potential pathological area

This first segmentation provides a maximum pathological area frontier. This frontier may be
used either as a visualisation tool for the radiologist to locate high risk areas, either as a
constraint to some automatic or semi-automatic segmentation algorithms.

Semi-automatic model-based methods like snakes [M&T 1996] are powerful segmentation
tools. They use a model provided by the radiologist (often a circle centered in the tumour
having a surface close to the one of the tumour) and information from the image topology as
image gradients for example. Nevertheless, the tumours within the head and neck such area
have very complex structures and snakes segmentation is accurate only if the provided model
is more accurate. This needs more effort from the radiologist who may thus prefer to make the
whole segmentation manually.
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A novel model-based Iterative Watersheds Technique (IWT) [MA1 2003], [MA2 2003], [MA1
2004] was set to get better results on the difficult images of tumours within the head and neck
area. The model provided by the radiologist is a set of markers inside and outside the tumour
(usually three mouse clicks inside the tumour and five clicks outside are enough). Then, a
marker-based watershed [R&M 2001] is initialized and a first tumour boundary approximation
is computed. Fig. 5.6 shows on the top-right image in blue the inside markers and in yellow
the outside markers provided by the radiologist. The marker-based watershed result is
displayed in red. This first boundary will become a third marker in a second iteration (bottom
row) providing the final red and green results (bottom-right image).

Figure 5.6: Top row: first iteration with outside a nd inside markers provided by the radiologist.
Left: image gradient profile, Right: results onto t he image. Bottom row: second iteration with the
top-row result as a third marker

The final result is a double boundary representing an uncertainty area: inside the red contour
there is a tumour, outside the green contour there is no tumour. Between these two contours
there is an uncertain fuzzy area. Fig. 5.7 shows results on a scanner image (left) compared to
the reality on the right (after surgery).

Figure 5.7: Left: IWT on a CT scan image, right: gr  ound truth after surgery

In order to use this method on a three-dimensional volume, the result obtained on the first
slice can be used as a model to initialize the segmentation method on the next slice because
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the tumour size does not vary too much from a slice to another. One could hope that the
radiologist should provide markers only for one slice and then, by using this model
propagation, the entire volume can be segmented. Nevertheless, for real medical images, this
is very rarely the case. The problem of these propagation methods is in the fact that a small
error on one slice often becomes more and more significant within slices and these methods
fail by diverging from the good initial result on the first slice.

Therefore, the maximum pathological area provided by the presented symmetry-based tumour
synthesis is very important for model-based propagation methods. Each new slice is provided
with the limits of the risky area which can be used for segmentation convergence. Moreover,
the pathological area variation can predict if the tumour is generally getting larger or smaller to
adapt the model. If the tumour is getting larger, the boundary of the current slice should be
dilated on the next slice to become a good outside set of markers. If the tumour is getting
smaller, the current slice tumour boundary can be directly used as an outside set of markers
for the next slice. The tumour synthesis results do not depend on previous slices which means
that actual errors are not propagated and amplified.

Tests were made to segment volumes of tumours from a single set of markers by propagating
the .W.T. method: if the initial slice and two or three neighbour slices were well segmented,
the amplification of the segmentation errors always led to exponential errors for next slices.
Therefore, the proposed tumour synthesis results are advisable for a good model-based
propagation segmentation algorithm.

5.3. Pathologies localisation

Defect localisation is one of the main challenges of machine vision and its applications are
widespread. Fruit quality inspection or defects in industrial manufacturing are obvious
applications, but defect localisation may also find applications to pathology localisation on
medical images. Abnormalities are also rare therefore, the same ideas may be used in
pathologies localisation [MA2 2007]. Here, the global low-level attention method (Chapter 3,
section 3.5.1) is directly applied to the CT scan images. No log-polar transform is used here.

The test set images are head and neck computed tomography (CT-scans) and the purpose is
a coarse localisation of possibly pathological areas. CT-scan images are very noisy and it
appears that using the neighbourhood variance brings more confusion to the final images.
Hence, only the mean of pixel neighbourhoods was used in order to compute the global
attention map.

In a first pre-processing step, the regions in the image where tumours could not be located
were eliminated: air and bones. In Fig. 5.8, first row, there are four different tumours with
segmented tumour active areas. The second row presents the direct single-image attention
maps. The higher responses correspond to contours. High responses correspond to tumours
or other rare grey-levels within the image. If there are blood vessels for example, they are very
few and compact so they will be very well highlighted.

On Fig. 5.8, third row, the results using an atlas of 39 healthy head and neck CT-scan images
can be seen. The grey-level which is mainly responsible of the tumour has a smaller
occurrence within the atlas, so it has a higher response in most of the cases, even if
sometimes, the tumour grey-level has several occurrences within the atlas. Some grey-levels
which are quite common within the atlas will have lower attention scores. If atlas knowledge is
used, the highly salient areas, which will be first inspected, are smaller than the original body
area. This result is consistent with the tests done in [HUX 2003] where an experienced
specialist (atlas-based) inspected smaller and more precise areas than a non-specialist (single
image-based).
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Figure 5.8: From top to down: first row: four CT-sc an images with segmented active tumour
regions, second row: single-image attention maps, t hird row: atlas-based attention maps, fourth
row: atlas-based maps using attention variation inf ormation between rows 2 and 3

In order to find these areas which would be inspected by experienced radiologists, we may
compare the atlas-based and the single image results. If there is no variation between the
attention score of the single-image or atlas-based methods, this means that there is no
change in the grey-level occurrence between healthy and pathological images, hence
concerned areas should be healthy.

In the fourth row of Fig. 5.8 we suppressed from the atlas-based visual attention (VA) maps
the regions which have no variation or negative attention variation (VAatas - VAsingle-image  0)
for the first three columns and the null and negative attention variation for the fourth column
(VAatas - VAsingie-image  0). The decision is based on keeping the region with the higher
attention density in row 2 (Fig. 5.8).

In Fig. 5.8, the fourth row shows that the remaining areas contain the tumours, and moreover,
some other healthy regions with high attention scores as blood vessels were removed. Even if
they are rare in the test image but also in the atlas, there is no attention variation for blood
vessels, therefore they are eliminated. This is very interesting as blood vessels are healthy
areas but they have very high VA scores.
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This study showed the feasibility of a fully automatic pathology areas localisation in medical
images. Nevertheless tumours can either be localised by rare grey-levels or by rare shapes.
Our low-level approach described here only handles rare grey-levels. This method works on
organs where pathologies are mainly visible because they have different grey-levels from the
rest of the image or from the rest of the already seen images. To detect rare shapes
(asymmetry, irregular shapes) when these features are important in tumour localisation, one
should use a complimentary high-level approach.

5.4. Conclusion

Two approaches based on computational attention have been presented in this chapter for
medical imaging processing.

The first idea is to compute a specific feature that radiologists use in head and neck tumours
which is bilateral symmetry. If this symmetry is broken, the causes have a high probability to
be pathological. The use of a computational attention algorithm can provide detection
information about the pathological slices by using the rarity of the asymmetric grey levels
within the body part considered here.

Moreover, symmetry information along with a topology-based distance map (GS map)
provides a good synthesis of tumours. Nevertheless problems exist in synthesising very small
tumours or the beginning/end of the tumour where asymmetry is less important.

Finally these tumour synthesis results can provide a rough model of the tumour and may avoid
most of the segmentation error propagation for a watershed-based segmentation technique.
This segmentation uses the radiologist markers on one slice and propagates afterwards to
neighbour slices to obtain a volume segmentation needed by the radiologists.

The whole symmetry-based approach was tested on a database of 12 patients with scanner
images from head and neck, but it could be adapted to other symmetric body parts as the
brain for example (as the brain is very symmetric, the problem would be even easier).

Then, a second application of computational attention approach was to directly use the
algorithm of global rarity on the scanner images. This method works obviously well if the main
feature in detecting and localising pathologies is the gray level difference. This is the case only
with some patients from the 12-patient database.

Nevertheless, other body parts which are not symmetric or do not have specific geometric
properties which could be disturbed by pathologies may benefit more from this technique. This
is the case of the liver for example. Fig. 5.9 shows a liver image containing pathologic areas
(left image). The same method as for section 5.3 is used in a single image attention map
(middle) and with the difference with an only 5 slices atlas of healthy slices (right). Excepted
for the bones and bright vessels, the pathological areas are quite well highlighted.

Figure 5.9: From left to right: initial image and p  athological contours in red, single image attention
map, atlas-based (5 healthy slices) result
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This chapter shows the fact that once the main feature used to find pathologies is found
(asymmetry, grey-level difference, etc...) and once an atlas containing a priori knowledge
about this feature is built, it is possible to use computational attention techniques for detection
or rough localisation purposes.

5.5. In brief

Direct computational attention application:
Global low-level attention can be applied directly on the CT-scan image.
A low-level atlas brings some top-down information about grey-levels.

This approach only works on the images where tumours recognition main feature is
the pathological pixel grey-level compared to normal tissues grey-level. This may be
the case of other body parts than head and neck.

The use of symmetry:
Symmetry is detected on the log-polar representation of the CT-scan image.

A low-level atlas models the specialist knowledge about symmetry in head and neck
(top-down information).

Results are encouraging; most of the tumours slices are detected.

The grey-level most likely to be part of the tumour is used close to the airway to
choose a seed for a proposed topographical distance which is able to reconstruct
coarsely the tumour. This 3D attention map can help the radiologist to save time (by
looking in priority to the areas which have the greatest chances to be pathological)
and to avoid missing some pathological areas.

This result may be used to control more classical tumour segmentation techniques
as the .LW.T. method proposed here or any other model-based segmentation tool.
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Chapter 6: Machine Vision Systems

6.1. Machine vision

Machine vision is the application of computer vision to industry and manufacturing. One of the
applications of machine vision is the automatic inspection of manufactured goods in
semiconductor, automotive, food or pharmaceutical industries.

Machine vision systems perform precise tasks such as counting objects on a conveyor,
reading serial numbers, and searching for surface defects. These systems are preferred for
repetitive high-speed tasks and they are sometimes used to complement human’s work which
provides a finer perception over a short period of time and which is much more flexible in
classification and adaptation to new defects.

The case studied in this chapter is a food industry grading system. Its purpose is to use
images from apples in order to classify them into several quality categories.

6.2. The fruit grading problem

Automatic quality inspection of fresh fruits by machine vision is a challenge not only due to
their largely varying physical appearances, but also because of the need to decrease the cost,
time and error of inspection introduced by human experts. Apple fruits have numerous kinds of
defects and highly varying skin colour that complicate their inspection by machine vision. The
defects were classified here in ten different classes as displayed in Fig. 6.1: bruise, flesh
damage, frost damage, hail damage, hail damage perforation, limb rub, other, rot, russet and
scald. The yellow mask of the first column shows the specialist defect segmentation.

Jonagold apples have bi-coloured skin causing problems at inspection due to the colour
transition areas. The database used in this work is composed of 280 healthy and 246
defective Jonagold apples that are injured by various natural (russets, bruises, rots, flesh
damages...) and artificially created (some bruises) defects. Image acquisition is achieved by a
multispectral system consisting of a high-resolution monochrome camera and four band-pass
filters centred at 450, 500, 750 and 800nm corresponding to blue, green, red and infra-red
images respectively. Defected skin on the images is manually segmented by an expert and
these manual segmentations are used as ground truth in this work.

6.3. Low-level attention and Jonagold Apples

In the following tests 750 and 800 nm apple images (red and infrared) were used because
most of the defects are highly visible on these two modalities (Fig. 6.1.). A pre-processing step
is needed in order to eliminate areas where apple defects are never located (as the air
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surrounding the apple...) and areas where one have many shadow and uneven illumination
(as apple borders). These shadows due to apple curvature may introduce a lot of confusion
between real defects and healthy skin which have the same grey-level characteristics. We can
see the result of the pre-processing step in Fig. 6.2 (second column) where the apple is
eroded and any variation in its background is suppressed.

Figure 6.1: Examples of the ten defects classes: th e ground truth segmentation in the first column

and, columns 2, 3, 4, 5, the blue, green, infrared  and red images. From top to down, the defects
are: bruise, flesh damage, frost damage, hail damag e, hail damage perforation, limb rub, other, rot,
russet, scald
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Figure 6.2: From left to right: initial image with segmented defect, pre-processing step, and the
attention map

The third column shows two examples of results obtained after applying the proposed low-
level attention map. There is no need of introducing local information because the apple is the
main subject of these images, its defects will thus be seen very well by using only the global
attention algorithm [MA2 2007]. This method is also described in Chapter 3, section 3.5.1.
Apple main contours have a high attention score as edges are globally rare in this image. The
other well highlighted areas, are quite well correlated with the defect segmentations in column
one. Here, rare areas are anomalous, hence defective.

Nevertheless, some regions that are neither contours nor defective have also high attention
scores. These “false positives” are mainly due to illumination artefacts or to the presence of
stem or calyx regions which are quite similar to defects.

6.4. Building and using an apple “Atlas”

Figure 6.3: From left to right: initial image with segmented defects, VA map using initial image only,
VA map using initial image and an atlas
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In the previous section, pixel neighbourhood rarity was computed on the initial images (Fig.
6.2, first column). As already emphasized, defect areas were highlighted but a major problem
is in illumination and shadows which are also rare within the initial image but which frequently
occur in this kind of images. In order to avoid most of these problems a healthy apple atlas is
used. This is simply a volume containing the test image concatenated with a set of healthy
images of the same modality.

If illuminations and shadows often occur on healthy images, they will be found in the atlas,
thus even if these artefacts are rare within the initial image they will be less rare if the entire
atlas is taken into account. On the contrary, the defective skin will be even more rare as it
never occurs within the atlas, but only on the test image.

The second column of Fig. 6.3 shows the results obtained using only the test image. The third
column shows the results obtained by adding the test image to the atlas which was a set of
twenty images of healthy apples from the same modality. One can see the two improvements
already announced: first, defected skin has a higher attention score and second, most of the
noise due to illumination is removed. The atlas lets rarity to be computed not only on the
presently seen image but also on previously seen images. It acts like a memory providing a
priori knowledge and the possibility to learn from previous experience.

6.5. Results

In order to evaluate efficiency of the attention map with/without the atlas on apple defects, a
comparison between the densities of the attention values from defective and healthy areas of
the skin is done. A ground truth is used to define the healthy and defective areas. Here,
comparisons are based on two different formulations where the first uses the mean of the
densities (/7), while the second employs both the mean (/7) and the standard deviation (S) as
in Eq. 6.1 and 6.2, respectively.

Dy = m, -m. Equation 6.1
Dasiza = (/77, -S )- (m(* +S. ) Equation 6.2

Mietective 1S the mean attention score of the defective areas while /Meany is the mean attention
score of the healthy areas. In the same way, Sgefective iS the defective areas attention score
standard deviation while Sheaihy is the healthy areas attention score standard deviation. The
Diean and Diinmax measures are computed on the entire images database for each defect (l). A
measure like the Fisher criterion may also be used here, but in this case, the distance
between the two classes would always be positive. Here it is interesting to know if for some
defects the /Tefective IS lower than /mearny for example in order to quantify the attention
algorithm efficiency.

A typical comparison in graphical representation is displayed in Fig. 6.4 for limb rub and bruise
types of defect. Our visual analysis revealed that atlas-based attention maps provided a more
distinct separation between healthy and defected skins for most of defect types (e.g. limb rub,
frost damage, hail damage, scald...), whereas for others it was difficult to notice that
separation (e.g. bruise, russet and flesh damage). Hence a quantitative analysis was
necessary.
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limb rub defect, while the bottom one is for bruise
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Atlas, whereas those on the right with Atlas

attention based inspection. Top row refers to
d fruits. Left column displays results without

without Atlas with Atlas Improvement
IDefect type #fruits Dlerr D) Doy [Dfrines) mean minmax
IBruise 55 -12.75 9293 4336  -52.59 4.4 0.4
IFIesh damage 24 25.43 -16.88I 37.69 -15.22I 0.5 0.1
Frost damage 11 24.70 2.3 48.11 11.9 1.0 4.
Hail damage 16 35.96 3.9 53.81 9.03 0.5 1§I
Hail damage perf 31 114.46 56.2 184.18 102.6 0.6 0.
Limb rub 7 21.64 9.8 38.55 22.6 0.8 1.
Other 20 42.88 5.8 76.76 25.1 0.8 3.
Rot 23 43.26 -5.9 84.83 12.9 1.0 3.
IRusset 42 23.09 -51.4 50.37 -51.7 1.2 O.(J
Scald 17 29.68 -4.1 50.54 4.4 0.7 2.1
All database 246 348.36 -93.09I 668.20 69.24| 0.9 1.7

Table 6.1: Results of visual attention based apple

inspection
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The following equation (Eq. 6.3) provides a formulation of the improvement between the
results of attention-based defect localisation with and without the Atlas. Tab. 6.1 displays
numerical results of attention-based apple inspection for each defect type as well as the whole
database.

% _ D

Do ¢

These numerical results reveal significant improvements (in favour of Atlas usage)

for most of the defect types with the exception of flesh damage and russet defects

when evaluation is based on minmax. Important improvements are also achieved on
the mean measure which becomes positive for all the defect types.

- D, ¢ Equation 6.3

6.6. Discussion and conclusion

A detailed analysis on individual results revealed that errors of the attention-based inspection
were mostly due to two reasons.

Firstly, stem and calyx areas, which are natural parts of apples, were regarded as rare events
by the presented approach. These false alarms can be removed using a separate technique

dedicated to their identification based on support vector machines [U&G 2007]. The stem
and calyx detection and recognition system is robust and it has been thoroughly explored by
Unay.

The second problem is that some defects are difficult to detect by visual attention, because
they are either very complex (e.g. russet) or not clearly visible in the selected filter image (e.g.
flesh damage and some bruises). Furthermore, some of the erroneous defects provide better
visibility at 450 or 500 nm images. Fig. 6.1 shows that russet, scald and flesh damage defects
are more visible on the 450 nm images than on the red and infrared ones. This is also the
case for some bruises for which the results on the infrared images are quite poor. Therefore, a
more robust inspection system should combine the results of attention-based inspection from
several filter images.

Nevertheless, combining several maps may be dangerous as this could introduce a higher
confusion instead of increasing the precision of the defect detection. At this point, a solution is
to choose the attention map which better highlights the defect without mixing several maps.
This can be achieved by choosing the modality which induces the higher contrast between the
high attention areas and the lower ones. If the contrast between the potential defect and the
potential background is the highest on one modality, the defect has an important chance to be
more visible in this modality. In this case, this is reasonable to think that this modality will
provide the best attention map in defect localisation.

The use of a separate stem and calyx detection module along with an algorithm which
chooses the best modality would improve the results mainly for the defects where the
algorithm was the least convincing: bruise, flesh damage and russet. In this way, the higher
attention scores will be well correlated to the defected areas. For some very well highlighted
defect types (as the limb rub: Fig. 6.4), the segmentation can be done by simple thresholding
on the attention map. But this is not the case of all defect types: for others the attention score
is only precise enough to be able to roughly localise the defect.

Even if the localisation precision is not perfect, this is enough to be able to provide defective
skin to a feature extractor in order to automatically train a set of supervised classifiers. These

classifiers are already able to provide good results in fruit grading [UGK 2007]. At each
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season defects of apples vary depending on many factors such as weather, storage... and a
supervised classifier has to be re-trained. This means that one needs an important database
manually segmented which is very irksome for a human specialist. The use of a low-level
computational attention algorithm may be able to achieve a self-trainable fruit grading system
capable of learning alone each season’s apple defects, and then automatically grade the fruits.

6.7. In brief

Low-level attention model:

Results:

A global rarity low-level approach is applied after a simple pre-processing step
which eliminates the background and part of the uneven illumination due to the
apples boundaries.

The use of an atlas of concatenated healthy fruits (top-down information) provides
an important efficiency growing.

A 256 fruit database was used to test the algorithm. Only the red image modality
was used.

Some defects are very well highlighted, and simple thresholding should be able to
provide defect segmentation.

Other defects are better visible in other imaging modalities (blue, green, etc...), thus
the results on the red modality are not clear enough to perform a simple
thresholding-based segmentation. Nevertheless, the results are very interesting in
choosing important areas, where a more complex classifier should pick its features
to classify the fruit.

Computational attention is very useful before any complex classification task as it
reduces the candidate pixels and data confusion and it speeds up the classification
process.

An attentive computer is thus able to choose the data it will learn: attention is the
first step towards self-training machines.
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Chapter 7: Image Coding and Enhancement

7.1. Perceptual Signal Representation

This chapter deals with signal perception by humans. Beyond the psychological aspects of this
problem, a good knowledge of perception is very useful in efficiently organising the information
to be presented to humans. Two application areas which are somewhat related are mainly
concerned with human perception: filtering and compression. The attention model used in this
chapter is the global low-level one.

7.1.1. Anisotropic filtering

Anisotropic filtering is a non linear filtering technique which applies different parameters
depending on the regions of the signal. The most classical anisotropic filters are the iterative
diffusion filters introduced by Perona and Malik [P&M 1990]. They define the anisotropic filter
as a diffusion process that encourages intra-region smoothing while inhibiting inter-region
smoothing by allowing locally adaptive diffusion strengths. The inter- and intra-region
boundary is based on the image gradient computation. Strong enough gradients (algorithm
parameter) are regions boundaries while weaker gradients are due to noise or other intra-
region variations. Several iterations (algorithm parameter) are possible, thus one may obtain
more or less smooth images.

Section 7.2 deals with a novel anisotropic filtering technique based on the low-level version of
the proposed computational attention algorithm. The global occurrence and contrast of each
gray level is taken into account. The low level attention map replaces the local image gradient
and a 1/x like decreasing function replaces the monotonic decreasing diffusion functions used
by the Perona and Malik algorithm. The 1/X like function was used to simulate the behaviour
of the retina cells distribution but other monotonically decreasing functions as those proposed
by Perona and Malik may also be used.

The anisotropic filtering technique is applied on both still images and video sequences.
Comparisons with the Perona and Malik algorithm but also with other saliency maps
computation algorithms are considered.

Video compression considerations by using the proposed anisotropic filtering method show a
deep relation between anisotropic filtering and non-linear compression.

7.1.2. Region-based compression

Region-based or non-linear compression consists in using different compression rates
depending on the regions of the signal. In this area the use of computational attention
techniques is relevant for lossy compression methods (methods which compress the signal by
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suppressing parts of it). The idea is to keep the maximum of information within the areas
which are important for humans while eliminating the rest.

For image compression, Bradley and Stentiford [B&S 2003] used the JPEG 2000
compression standard to code regions of interest with different compression rates. For video
sequences, Dhavale and Itti [D&I 2003], proposed a multi-foveated approach integrated into
the MPEG framework which seems to provide interesting compression rates compared to the
classical algorithm. Le Meur [LM1 2005] proposed the application of visual attention to the
H264 standard and he also proposed two approaches: a direct one which modifies the
compression algorithm and an indirect one which performs a pre-processing step on the
images which are afterwards compressed using the classical algorithms.

7.2. Attention-based Anisotropic Filtering

7.2.1. Filtering framework

Unlike digital cameras and their uniform sampling acquisition system, humans do not
see the world uniformly. The retina receptors are not equally dispatched on its
surface, but they are concentrated around the centre of the optical axis in a place
called the fovea [HUB 1989]. The image resolution exponentially decreases from the
fovea to the retina periphery. The brain gets information about the visual
environment by registering several views acquired during several eye fixations.

Computationally, these interesting points may be considered as the most highlighted
areas of the attention map, thus the most salient regions in the image. The highest
attention score areas are likely to be visually inspected. In this case, when the eye
performs fixations within a given region, the resolution of the other areas dramatically
decreases when going further and further from the fixations. The proposed
perception of the visual environment is based on the fact, that a mean observer will
fixate the higher attention level areas and only then he will have a look at the others.

To mimic this perceptual behaviour, the attention map is first separated into 10 areas (10 is
experimentally chosen) sorted by level of saliency. A decreasing resolution function (1/x like)
which is quite well correlated with the distribution of the cone cells in the retina is used. Some
experiments showed that an exponential decrease of the resolution may be too sharp and it
may disturb too much the observer. To decrease the resolution, a simple idea is to use low-
pass filters with an increasing kernel size from the unfiltered most salient areas to the most
filtered and least salient areas. The kernel size K is defined as in Eq. 7.1.

Equation 7.1

- =a+h -

The variable X is the distance from the fovea. Here X is a vector with a range going from 1 to
10 as 10 importance levels were defined. A parameter provides control on the anisotropic
image representation: the more important is, the more the kernel size increases faster and
the image resolution decreases faster from the most salient to the least salient regions.

The parameter can optionally be used to control the kernel size of the filtering (K) for the
most salient regions. The default value is “0” which means that the most salient areas from an
image are not filtered at all. Nevertheless, in some applications (high frequency noise spreads
on the entire image for example) one may want to filter with a given kernel size even the most
important areas.
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Finally, a parameter called “observation time” (OT) is also added to the algorithm. When OT=0,
the image is visualized as previously described by keeping a good resolution only to the most
salient regions. An increase of OT models the fact that a viewer has more time to observe the
scene; hence after visualizing the most salient areas, he will also have a look at the least
salient ones. If OT=N, than N zeros are concatenated to the beginning of K while the N last
values of K are eliminated. If N>9, than the image will have a uniform high resolution (K=0 for
the entire image) as the range of vector X was defined here from 1 to 10.

The filtering method used here to decrease the image resolution is a median filtering with
increasing kernel sizes K computed using Eq. 7.1. Nevertheless, several other low-pass
filtering techniques with different kernel shapes could also be used. The computational
attention model used is very important because the filtering result directly depends on the
attention map and its characteristics. Saliency models which provide fuzzy saliency maps as
Itti and Koch (1&K) [I&K 2000] model are less convenient here: even if some important regions
are well highlighted, many others are not taken into account and the filtering will not provide
satisfying results on object boundaries. A comparison between anisotropic filtering using the
proposed attention map and I&K saliency map is done in Fig. 7.1. The visual attention model

proposed by Bradley and Stentiford [B&S 2003] could be more efficient in this case as it
proved its possibility in achieving still image coding. The problem is there is no generalization
of this model to video sequences until now. Moreover, it is difficult to compare several
attention models as few of them are publicly available. Therefore the proposed attention
algorithm was chosen because it efficiently highlights the interesting areas and edges which is
important for filtering purposes. This method is also simple to implement and fast which is a
critical point especially for video sequence filtering.

7.2.2. Still images attention-based anisotropic filtering

Fig. 7.2 shows the cameraman image in an anisotropic representation ( =8). When OT=0,
only the very salient regions have a high resolution, as the rest of the image was low-passed.
When OT increases, the image resolution is enhanced in more regions until a uniform high
resolution (Fig. 7.2, bottom-right image).

Figure 7.1: Left: original image, Top row: 1&K saliency map and corresponding anisotropic filtering
(b =23, a=0, OT=0), Bottom row: our attention map and corres  ponding anisotropic filtering ( b =23,
a=0, OT=0)

If the proposed anisotropic representation is compared with a classical anisotropic filtering as
the Perona and Malik (PM) diffusion algorithm [P&M 1990], there is no significant difference
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on an image like the cameraman. An objective comparison between the different algorithms is
difficult and depends on the application of interest. Some papers which compare anisotropic
filtering techniques use as a comparison criterion the fact that a filtering technique is “good” if
it preserves well the boundaries and provides sharper “objects” edges than the others using

several sets of parameters [B&C 2004] . Based on the sharpness of the edges for a set of
natural scene images, the results of the presented algorithm appeared to be equivalent to
those of the PM algorithm. Even if for general purpose images, the proposed algorithm has
equivalent results with already existing algorithms, it brings improvements for some categories
of images as detailed in the rest of the section.

Figure 7.2: Left to right and top to down ( =8, a=0): OT=0, OT=2, OT=4 and OT=8

The proposed algorithm leaves the important areas unfiltered while classical approaches may
filter the image between high gradients. This case can be seen in Fig. 7.3. The defect on the
apple has an important contrast, so both methods keep the defect edges quite well defined
even if the proposed method seems more accurate. But inside the defect, some variations
have less contrast, which lead to different results using the PM algorithm and the proposed
one. While details inside the defect are lost using the PM diffusion, these remain intact when
using the proposed anisotropic filtering. This fact can be verified by the difference between the
filtered image and the original one. If both methods filter the healthy skin, the PM algorithm
also filters the defect and loose plenty of information about it (middle row, last image). The
proposed algorithm keeps the main information of the defect unfiltered (bottom-row, last image)
preserving its characteristics.
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Figure 7.3: Top: the annotated original image, Figure 7.4: Top: the annotated original image,
middle row: PM filtering and difference with the middle row: PM filtering (smooth muscles)
original, bottom row: proposed filtering and and PM filtering (good quality tumour),
difference with the original bottom row: proposed filtering and difference

with the original

In medical imaging, abnormalities are usually rare; therefore pathologies can be awarded
higher attention scores even if the overall contrast is poor. Fig. 7.4 displays an axial neck CT-
scan image where the presence of a tumour is identified. After a small observation time (OT=1)
the active area of a tumour becomes interesting, therefore it remains unfiltered (bottom row)
while the surrounding muscles are heavily filtered. The active area of this tumour is located
between the two red contours in Fig. 7.4, top image. The region inside the smaller red contour
is a necrosis which is no more active. For the same result on the muscles, the PM diffusion will
filter the active tumour region and lose information about it (middle row, first image). If the
tumour is preserved, the muscles are not filtered enough (middle row, last image).

The ability to keep the entire region of interest unfiltered is an important advantage of the
proposed method. Usually, full resolution is needed for regions of interest for further feature
extraction and analysis in domains like image-based quality control or medical imaging.

7.2.3. Video attention-based anisotropic filtering

Let us now generalize the image anisotropic representation to video sequences. The
maximum operator is used to fuse the spatial and temporal saliency maps of a frame: humans
react to the most important stimulus from all saliency maps (Fig. 7.5). Fig. 7.6 shows in each
column for three different video sequences the evolution of the image resolution from a first
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frame to increasing OT values on the following frames. Humans first look at the real-time
moving regions and then frame by frame they discover the rest of the background image. This
discovery time which is mostly used for fixed background may be represented by an
increasing OT value. Usually after a certain time, if the background is fixed, the observer will
then focus only on the moving objects. If parts of the moving tree or flickering light have a
good resolution even when OT=0, this is not due to their temporal attention map but to their
spatial saliency map.

Figure 7.5: Left to right: the video frame, the tem  poral VA map, the spatial VA map and the final VA
map

The interest of the anisotropic filtering in video sequences is to enhance an adaptative coding
or information transmission method. These methods aim in transmitting important information
first with a small compression rate and than the less important information with a higher
compression rate. The proposed filtering technique is able to smooth areas which are less
important before the compression leading to a higher compression rate for the same quality
factor. Tab. 7.1 shows the top frames in Fig. 7.6 for the sequences S1, S2 and S3. The
different file sizes, function of the OT parameter after using a JPEG compression with a quality
of 90, are displayed. One can see that for low OT values, the images are naturally twice
smaller than the original.

Even if the file size difference for OT=5 or OT=8 is less significant, the perceptual difference
between the images is small and the difference of compression for a 25 frames per second
MJPEG video file could become significant. Moreover, by varying the OT value, the
compression rate becomes scalable and it is able to adapt to the network in order to provide a
real time transmission, even if sometimes, details considered as less important are smoothed.
The main information may remain unfiltered and real-time. For this scheme, classical MJPEG
compression algorithm would remain unchanged. The only need is an anisotropic filtering
before the transmission. Here the transmission ‘“intelligence” is not contained in the
compression algorithm but in the pre-processing step.

oT S1 (original size: S2 (original size: S3 (original size:
6.39 KB) 8.29 KB) 7.47 KB)

0 3.89 KB (61%) 3.99 KB (48%) 3.39 KB (45%)

2 5.19 KB (81%) 5.93 KB (71%) 5.41 KB (72%)

5 6.14 KB (96%) 7.58 KB (91%) 6.74 KB (90%)

8 6.36 KB (99%) 8.10 KB (98%) 7.29 KB (97%)

Table 7.1: JPEG quality 90 compression on original
filtered frames using the proposed perceptual repre

sentation at different OT values

S1, S2, S3 top frames from Fig. 5.4 and on
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Figure 7.6: Top to down: anisotropic representation on several consecutive frames for sequences
S1,S2,S3( =21,a=0, OT=0, 2, 5, 8 from top to down)

7.3. Audio anisotropic filtering and coding

The same process as in image filtering may be applied to audio signals. The interesting events
can remain unfiltered while “normal” sounds could be heavily low-passed. The low-level
attention map of audio signals is based on the frequency-driven approach described in
Chapter 8. The anisotropic filtering technique is the same as in the case of images as
described in section 7.2.1. The spectrogram is used as the initial image while the low-level
attention map obtained from this spectrogram is used to find the filtering window size (Eq. 7.1).

Some results are shown in Fig. 7.7. The horizontal axis represents the spectral evolution
through time and the vertical one the different frequencies from the lower ones (bottom) to the
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higher ones (top). For images a, c, d, e and f, blue represents the higher amplitudes and red
the lower ones. For image b, red represents the higher amplitude while blue represents the
lower ones. This is done to distinguish images a, ¢, d, e and f which are spectrogram
representations from image b which is an attention map and which colours do not represent
the same kind of data. Fig. 7.7-a is thus the initial signal spectrogram which will be filtered
using the presented anisotropic approach. Fig. 7.7-b is the low-level attention map. An event
(here a car crash) was very well highlighted. The images c, d, e, and f from Fig. 7.7 are the
filtered images ( =50, a=0, OT=0, 2, 5, 8). The car crash event and some details are well
defined even on image ¢ while other areas as the repetitive environment at low frequencies
are less preserved.

a b
c d
e f
Figure 7.7: Top to down and left to right: initial signal spectrogram (Image a), the low-level

attention map (Image b), anisotropic representation using the following set of filtering parameters
( =50,a=0, OT=0, 2, 5, 8) for Images c, d, e and f
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The classical audio waveform providing audio amplitudes variation in time can be then re-
synthesised from the modified spectrogram and from its phase data. In the case of Fig. 7.7-c
the re-synthesized sound will be usually lower when it is “normal” while the event will remain
unchanged keeping its higher frequencies. This may let a listener to better distinguish rare
events within a complex audio background track. After the waveform is re-synthesised, the
listener attention will be more easily focused on the audio events which will be less or not
filtered and less disturbed by audio background.

Moreover, the filtered re-synthesised waveform may be easier to compress using standard
audio-compression techniques which will be very efficient on a low-passed waveform. The
same behaviour as in section 7.2.3 for images will be obtained for audio signals. Compression
and scalability are improved without changing the compression algorithm. Depending on the
OT parameter, the compression is more or less important and the “normal” parts of the audio
track are more or less low-passed. The knowledge of the position of the audio event is enough
to differentially compress the audio signal, but in this case, the compression algorithm should
be modified as in sections 7.4.1 or 7.4.3 for images. The advantage of this anisotropic filtering
is to provide to a classical compression algorithm a modified signal in order to keep the
compression simple as in section 7.4.2 for images.

The main interest of this approach is for higher levels of the OT parameter. A higher OT (like 5
or 8 in this example) leads to a small compression improvement along with a small perceived
signal quality improvement mainly on noisy signals: noise and regular repeating patterns are
filtered which enhances the perceived quality while reducing the transmitted data.

On the other side, by using OT=0 and a high  parameter, the compression rate is more
drastically reduced, but the perceived quality of the uninteresting areas is also reduced.
Nevertheless, in some specific applications as surveillance, when only events are important
this kind of compression may be optimal.

7.4. Image Coding

The huge amount of multimedia data exchanged each day all around the world needs
adequate transmission and storage capacities. The compression techniques are useful in both
of these two issues as they reduce the storage needs and data. Moreover, they allow a certain
control on the way data is sent over the network.

Computational attention technigues are able to bring intelligence in data compression, to
reduce the data size and to ensure an intelligent scalability to the transferred data.

The principle of a computational attention-driven compression is again to compress more the
un-interesting areas while compressing less (or not at all) the important areas of the image.

7.4.1. Modifying a classical compression algorithm

A first idea is to directly apply the previously defined principle by compressing more the areas
awarded with low attention scores while keeping uncompressed the important areas. An
example of this kind of application was developed from the simple JPEG algorithm. JPEG
algorithm was preferred to JPEG 2000 algorithm because it is much simpler. Moreover, the
use of different JPEG qualities (from 0 to 100 which is the best one) within different image
blocks is able to provide regions with different compression rate as for JPEG 2000.

The JPEG adaptation consists in cutting the image into several rectangle blocks which can be
separately compressed. All these blocks are handled as separate images. The size of the
blocks will depend on the initial image size in order to avoid small images with big blocks and
big images with too small blocks. The block size was empirically set at B:
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# Equation 7.2

#=351). ) ((

| is the initial image and L is the minimum between width and height. Another way to achieve
equivalent JPEG adaptation is to alter the quantisation for each JPEG 8*8 block within the
image [STE 2001].

Figure 7.8: Some compressed images using the JPEG q  uality of 100 for the more important areas,
and increasing compression rate for the less intere sting areas
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After computing the attention score of the image each of these blocks is given a compression
rate depending on the corresponding attention score. Highest compression rates are thus
assigned to low attention scores and low compression rates to high attention scores.

Some examples are shown in Fig. 7.8. Important areas are compressed with a JPEG quality
of 100 (the best one). No major image degradation is perceived within important areas but a
longer examination also including less important areas shows block artefacts in homogenous
and textured image areas. These artefacts reveal a high JPEG compression rate.

Nevertheless a study of the compression rate shows some interesting results. This study was
done a 32-image database using natural scenes, grey-level and colour images and synthetic
images.

Fig. 7.9 shows the results of the modified JPEG algorithm on this database. The vertical axis
contains the compression ratio between the classical method and the modified methods for
maximum qualities of 80 (green) and 100 (yellow). If for quality 100 ratio, 15 images have less
than 25% compression improvement; there are still 13 images within 25 and 50%
improvement and even 4 images between 50% and 125% compression improvement. For the
quality 80 ratio, 31 images have less than 25% compression ratio improvement and only one
between 25 and 50%.

This is due to the fact that for the JPEG quality of 100 the compression is low and using higher
compressions for uninteresting areas has a big effect on the whole compression rate. For a
quality of 80, the JPEG compression is much more efficient. In this case, uninteresting areas,
which are most of the time characterised by a lower complexity are well compressed by the
classical JPEG algorithm and it is difficult to improve their overall compression a lot. For
classical 80 JPEG quality versus modified JEPG with maximum 80 quality, the results show
that the compression improvement is quite small and it is not high enough to justify the
decrease of the quality of the uninteresting areas.

Figure 7.9: Compression rate by using the classical JPEG algorithm (=0%) compared to the
compression rate by using the modified JPEG algorit hm for qualities 100 (yellow) and 80 (green)
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Beyond the complexity of the modification of the compression algorithm, the direct
incorporation of the non-linear filtering idea with the existing JPEG algorithm does not provide
spectacular results.

The interest of this kind of methods is more in the scalability and smart data transmission
processes. Data describing the interesting areas should be sent first over the network, and
uninteresting details should be sent at the end.

7.4.2. Anisotropic-filtering based compression

The previous section showed that computational attention may bring some small compression
improvements but the main advantage is the scalability. One of the problems of the previous
technique is a difficult implementation of an efficient region of interest based compression
technique. The method implemented in the previous section was dedicated to a web
application and it is difficult to turn into an efficient standalone application. The use of JPEG
2000 may find some limitations concerning the shape of the region of interest and the use of
this standard which is not yet popular and has few free implementations.

The difficulty of implementation of a region-based compression method can be avoided by
using appropriate computational attention based pre-processing as the anisotropic filtering
previously described. Section 7.2.3 already showed the possibility of compressing filtered
images using the classical JPEG algorithm. There are two main advantages in doing this:

The low-pass filters used in this implementation are perceived as less disturbing by
the human visual system then the block-shaped artefacts dues to a high JPEG
compression rate

The classical JPEG algorithm can be used after the filtering technique which is a
huge advantage in terms of simplicity and portability. Only a light application
providing an anisotropic filtering has to be installed and then any JPEG encoder
may be used for the compression

More tests have been achieved using this technique on periods containing movements (events)
and periods without movement (“normal”) on the three video sequences (S1, S2, S3) already
presented in section 7.2.3. The parameter OT is able to offer transmission scalability in a
MJPEG stream and to adapt itself to a variable bit rate network. When OT is quite high (5 or 8
for example) the filtering effect is difficult to see and it sometimes enhances the image by
removing some noise in S1 and S3 sequences while its effect is not significant in S2. For
these values of the OT parameter the quality of the compressed video sequence is very good
and its compression rate is increased by 2 to 14% (Tab. 7.2).

For a low OT value (0 for example), the important areas (moving objects as well as salient
static ones) remain unfiltered and they have thus a very good quality. Nevertheless, the less
important areas are heavily low-pass filtered. Moreover, if shadows or other artefacts are
present, they may influence the static attention map which will be quite variable from one
frame to another inducing quality and compression changes from one frame to another. The
use of the fact that the time-varying attention map has low attention scores between frames for
static areas, the attention stability between frames may be enhanced if the space-varying
attention map is updated only if the score of the time-varying one is high enough to be due to
an important motion and not to noise (high threshold). This approach would not only bring
some background importance stabilisation but, the compression rate would drastically be
improved.

In some specific applications like video-surveillance only the events are important so a
compression method which always preserves important areas while reducing the data size by
nearly 50% (Fig. 7.2) may be very interesting.
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oT S1 (original: S2 (original: S3 (original:
205 KB/s) 236 KBI/s) 175 KB/s)

0 114 KB/s 99 KB/s 120 KB/s

2 155 KB/s 159 KB/s 152 KB/s

5 181 KB/s 205 KB/s 168 KB/s

8 201 KB/s 233 KB/s 173 KB/s

Table 7.2: JPEG quality 90 compression on original S1, S2, S3 video sequences and on filtered
frames using the proposed perceptual representation at different OT values

The fact that no interpolation between frames is used should preserve one of the advantages
of the MJPEG format: it can be used as a proof in a trial while MPEG or other format using
interpolation can be refuted. Differential filtering may also be disputed but as no data is
created as in the case of interpolation, there should be fewer problems in accepting this kind
of videos as proofs.

oT S1 (original: 452 S2 (original: 515 S3 (original: 394
KB/s) KB/s) KB/s)

0 290 KB/s 227 KB/s 252 KB/s

2 363 KB/s 388 KB/s 319 KB/s

5 414 KB/s 467 KB/s 363 KB/s

8 446 KB/s 512 KB/s 383 KB/s

Table 7.3: JPEG quality 100 compression on original
frames using the proposed perceptual representation

S1, S2, S3 video sequences and on filtered

at different OT values

Finally, another advantage of this method compared with the compression method described
in section 7.4.1 is the fact that the compression rate is not so related to the JPEG algorithm
guality value. The compression rates differences between the classical compressions and
modified algorithms appear as quite constant when varying the JPEG quality rate.

Tab. 7.2, Tab. 7.3 and Tab. 7.4 show that compression rates are quite similar at 100, 90 and
80 JPEG quality. This is an important advantage compared to the modified compression
method proposed in section 7.4.1 which appeared to be efficient only in the case of a quality of
100.

oT S1 (original: 138 S2 (original: 157 S3 (original: 118
KB/s) KB/s) KB/s)

0 78 KB/s 68 KB/s 72 KB/s

2 106 KB/s 106 KB/s 98 KB/s

5 122 KB/s 134 KB/s 113 KB/s

8 135 KB/s 155 KB/s 117 KB/s

Table 7.4: JPEG quality 80 compression on original S1, S2, S3 video sequences and on filtered
frames using the proposed perceptual representation at different OT values
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7.4.3. Texture-regularity and compression

7.4.3.1. From visual attention to texture

There is no precise definition of texture but the most commonly accepted one is that
texture is a combination of repeated patterns with a regular frequency. This definition
is only used for artificial or human made textures, but the word “texture” is also used
when one talks about grass, wood or other natural images also made from patterns
but which do not repeat exactly in the same way.

As a precise definition of texture is difficult to point out, a “degree” of texture is
assumed here. Some regions in an image could be more regular and closer to the
academic definition of repeating patterns, but others could be more complex but they
may still be perceived as “textures”.

Figure 7.10: Top: initial image (left), using 9 att ention levels (right), Bottom: texture using 7
attention levels (left), and using 5 attention leve  Is (right)

There is an interesting relationship between the degree of regularity of a texture and
its attention score. The proposed visual attention map has a global behaviour based
on counting similar pixels. Rare pixels will get a very high attention score, but
repeating pixels will get lower scores. Therefore, the more a texture is regular, the
more it repeats itself and the less salient it is.
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A homogenous area could be considered as the most regular texture. It will have an
attention score very close to 0. For more irregular textures, higher attention scores
will be obtained. In this way, visual attention is directly linked to the texture regularity:
the more salient a region is, the less regular its texture is.

The characterization of the texture regularity can be obtained directly from the attention map:
this map is separated into ten regions standing from perfectly regular texture (lower value area)
to highly irregular texture (higher value area).

First, an automatic attention map threshold is found by using the Otsu method [OTS 1979]
which chooses the threshold to minimize the intra-class variance. This automatic threshold will
roughly divide the image into a foreground class (more salient than the threshold) and a
background class (less salient than the threshold). This algorithm is iteratively used on the
remaining classes until reaching a ten texture regularity levels result. Fig. 7.10 shows how
gradually, by ignoring first the 10™ attention level and then the three and five most important
ones, the remaining areas are more and more regular. Fig. 7.11 presents the results on a set
of images of the elimination of the most important areas. Remaining areas are the most
homogenous: edges, fast varying areas, anomalous regions (as the active area of a tumour in
the last row) or rare pixel neighbourhoods are eliminated.

7.4.3.2. From texture to compression

The ability to characterise texture regularity within images may help in image compression. In
the previous sections, the idea was to highly compress less important regions. Less important
means more regular ones and the possibility to repeat some patterns. Instead of coding the
whole texture, an initial pattern can be coded and stored. For the reconstruction, the coded
pattern is tiled on the area covered by the texture.

The image can be divided into several classes according to their regularity but this does not
bring any luminance or colour information. A segmentation based on the maxima of the
histogram of each of the regularity classes is needed. The maxima of these histograms are
found using a two-resolution approach:

A low-pass filter smoothes the histogram. The areas which are likely to be important
maxima are chosen by comparing high histogram values with their neighbours.

The real maxima are searched within these areas using the unfiltered histogram. In
this way the exact maxima value is found.

One problem is that the same texture (from a luminance or colour point of view) may be
present in two classes of regularity. This is why if the histogram of a given texture in a given
class of regularity has more than a 0.7 correlation with the histogram of a texture from the
neighbouring class of regularity, the two textures are considered to be the same. This
segmentation provides areas with textures having similar colour values and a similar regularity.

Once the image is segmented into several classes representing different textures, an initial
pattern which describes better each texture has to be selected. Obviously, all areas of an
image will not be regular enough to be represented by a specific pattern without a huge quality
loss. For the most irregular textures, they are left unchanged. The pattern is chosen initially of
a 1*1 pixel size and centered on the gravity centre of its textured area. Then, the correlation
between the pattern histogram and the histogram of the corresponding texture is measured,
and if it is not good enough, the size of the pattern is increased to be more representative of
the texture. The correlation threshold was empirically set. The maximum size of the pattern
was set to a size of 8*8 pixels.
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Figure 7.11: First column: original images, second column: texture detection after, from top to
bottom, 8, 6, 8, 7, 8, 7 attention levels
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If a larger size is needed to obtain a good correlation between the pattern and the texture, this
means that this texture is not regular enough to be tiled with a simple pattern and trying to do
so would produce a high perceptual degradation of the image. In this case the irregular texture
will remain unchanged. For the regular enough textures, the minimum size of the patterns
which describes them is selected and coded. A binary mask of the textures must also be
saved in order to reconstruct their textures.

Fig. 7.12 summarizes the algorithm: from the original image four regions are computed in
respect to texture regularity: a very regular texture (classes 1 to 5), less regular ones (classes
6 to 8) and finally the least regular ones (class 9 and class 10). Afterwards, these classes are
segmented into different textures and for each texture a decision was taken concerning the
possibility to represent it by a simple pattern or not. The bottom-left image from Fig. 7.12
displays in white the areas which can be described by simple patterns and in black the areas
which are too irregular to be called textures and which will therefore remain unchanged.

Figure 7.12: Top left: original image, bottom left: textures in white and irregular areas in black, th e
four images on the right are from left to right and top to down: the regularity classes 1 to 4, the
regularity classes 5 to 8, the regularity class 9 a  nd the regularity class 10

Fig. 7.13 shows some results of an implementation of this algorithm: the left column shows the
original images, the middle column the compressed images and the right column shows the
textured regions of the images (in white) and the irregular regions in black. Perceptually, the
compressed quality is quite good even if low varying areas become homogenous. Most of time,
one needs to pay attention to see the basic pattern tiles.

On a 46-image database, Fig. 7.14 shows that for most natural images, a high percentage of
the image may be coded with basic pattern tiles. 10 images have between 70 and 75% regular
textures and 16 have more than 75%.
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Figure 7.13: First column: original images, middle column: compressed images, third column
shows textured areas in white and irregular areas i n black

The algorithm was implemented using a Run-Length Encoding (R.L.E.) compression (in order
to efficiently handle the texture masks which have to be compressed along with the basic
patterns. The original image was RLE compressed and its size was compared to the RLE
compressed irregular texture areas (unchanged) + textures mask + basic patterns. Results are
displayed in Fig. 7.15. This table shows that five images achieve less than 25% compression
increase, but all he others have high compression rates: 30 images achieve more than 75%
compression increase and four are even three times smaller than the original image.

This algorithm is difficult to implement within the JPEG framework without modifying the JPEG
algorithm, therefore there are not compression rate comparisons between the classical JPEG
and a modified algorithm using this technique.

154



Computational Attention

Figure 7.14: For each image, the percentage of text  ure (vertical axis) or the percentage of the areas
which can be well represented with simple patterns

Figure 7.15: For each image, the compression rate i  mprovement (original image=0%)

7.5. Discussion and Conclusion

Computational attention proved to be useful and provides smart compression approaches for
non-linear signal filtering and compression.

Concerning the anisotropic filtering, the proposed approach handles spatial textures and low-
contrast defects. This property may be critical in some applications where defect or
abnormalities are very important even if they do not have a high contrast.

In image coding, three different approaches were presented. Two of them were compared to
the JPEG standard while the third one was compared to a classical RLE compression. The
anisotropic filtering-based method showed a lot of practical advantages compared to the two
others: implementation simplicity, better perceptual acceptance and better compression for
JPEG qualities lower than 100. The third method takes advantage of repeating patterns and
focuses on regular textures while the two first methods concentrate on the irregular ones.
Results are promising but comparisons with the classical JPEG algorithm are not obvious.
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The use of computational attention can increase the compression rate of the classical JPEG
algorithm, but the increase is not spectacular. This is due to the already high efficiency of the
JPEG standard. The compression may be interesting only for precise applications such as
video or audio surveillance within quality varying networks where the background quality has
low importance while events quality is fundamental.

The main advantage of using computational attention is in an intelligent scalability of the signal
and its capacity to select potentially interesting events. This ability opens new fields in signal
handling for transmission but also for novel applications such as:

Intelligent recording systems in audio and video: instead of recording huge sets of
data (surveillance applications for example), only tracks with potential events should
be recorded avoiding the loss of important storage resources in recording “normal”
sequences.

As for audio and video applications, images contain “events” which are the most
salient areas. Zooming on these areas achieves important compression rates as a
part of the original image was eliminated. Moreover, the first zoom highlights the
main object, thus the main subject of the image. This may help in image database
retrieval applications: comparisons should be done between the zoomed images
(main subjects of the images) and the customer request.

Lower attention regions within the image can be used to embed visible watermarks
as degradations in these areas are well seen. On the other side, high attention areas
may hide more efficiently invisible watermarks.

7.6. In brief

Image enhancement:

A very interesting property of the computational attention model is to provide low
attention score to homogenous textures. The attention score is a good texture
regularity measure.

The proposed global attention model is useful in keeping defects and anomalous
regions unfiltered, while filtering uninteresting noisy or regular textured areas.

Image coding:

Three compression methods were proposed. The most interesting is the one
based on the anisotropic filtering. As the intelligence of the algorithm is used in a
pre-processing step, the classical compression algorithms do not need any change
which adds simplicity to efficiency.

The anisotropic filtering technique has another advantage: its compression rate is
not necessarily related to the compression algorithm parameters, but only on the
filtering parameters and the image itself.

The anisotropic-filtering technique can be easily applied to video sequences.

Computational attention methods do not provide spectacular compression rates
compared to classical algorithms, but they provide a highly intelligent scalability for
data transmission.
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Chapter 8: Audio Event Detection

8.1. Audio events detection

Following recent tragic events, public authorities become more concerned with security issues
for public areas and events. The common approach relies on video technology and the
security operators have typically to monitor tens of displays in the control room. In order to
help the security operators in assessing the situations, the video sensors are more and more
often combined with other sensors, for instance microphones. Unlike for video streams, it is
not possible to monitor simultaneously several audio streams because of the “transparent”
nature of the audio data. Therefore, there is a strong need for automatic audio processing
techniques to detect unusual sound activities that may indicate critical situations.

In the following, audio event detection algorithms are presented and they are tested on
security-related sounds embedded in common audio ambiences. The audio events consist in
“gun shot”, “explosion”, “woman scream”, “car crash”, “glass breaking” and “siren” sounds
[BBC Libr] . Since it is not practical to record these audio events in real conditions, a
simulation approach is adopted here where the audio events are mixed with ambience sounds,
namely, “train station”, “airport hall”, “sport stadium” and “street sidewalk” [AUR Data] . Three
ambience-to-event energy ratios are considered, namely “~10”, “-5” and “5” dB corresponding

to loud, weakly and very weakly audible audio events, respectively.

Thus the sound database contains 72 waveforms: there are 6 kinds of events for the 4
ambiances and these events are mixed to their ambiances at 3 different ambiance-to-energy
ratios. Fig. 8.1 displays an example of waveform with the same ambiance and audio event but
with the 3 different ambiance-to-energy ratios. The audio event of the right image (5dB ratio) is
very weak but humans are still able to hear it.

8.1.1. Low-level: signal representation

The low-level computational attention algorithm can be applied in several ways to auditory
attention:

It may be used directly on the one-dimensional waveform (Fig. 8.1). This approach
provides sometimes noisy results and for weakly audible audio events it is difficult to
segregate an event from a complex environment as no frequency information is
available for this representation. Therefore, the direct use of a low-level attention
algorithm on the one-dimensional waveform was avoided.

The proposed algorithm may also be applied on other more complex signal
representations as the audio spectrogram or cochleogram. These representations
provide frequency information in addition to the classical temporal information.
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The main tests which were done in audio event detection used the spectrogram representation
of the signal. It is common in audio processing to use the spectrogram, which displays the
Fourier power spectrum (vertical) as a function of time (horizontal). The Fourier amplitude
spectrum is computed on a sliding temporal Hamming window.

A first idea [MA1 2007] is to use the two-dimensional spatial attention algorithm as the
spectrogram computed on a given time duration looks like an image. Section 8.1.2 provides
results obtained by using the two dimensional algorithm. However, section 8.1.3, deals with a
more efficient frequency-driven approach which takes into account some general a priori
knowledge about the spectrogram nature.

Figure 8.1: Waveforms of “woman scream” event into the “train station” ambience at -10 dB, -5
dB and 5 dB ambience-to-event energy ratios

8.1.2. Low-level: the spectrogram is an image

In Fig. 8.2 one can see on the second image the spectrogram of 15 seconds of audio signal
containing a center-located audio event. The third image displays the result of the proposed
global two-dimensional low-level attention model applied to the spectrogram. This image is
less noisy than the spectrogram and let us see more clearly the audio event. A projection of
this attention map onto the horizontal axis (time) is achieved and the fourth image from Fig.
8.2 is obtained. This image shows that the attention is maximal in the same time as the audio
event.

Figure 8.2: Low-level audio signal analysis fora-  10dB signal

The event in this example is very easy to hear and simple existing methods may be used to
detect it. A threshold based on the mean and the variance of the signal may be enough for
event detection within this particular case. Nevertheless, other events and ambiances are
more difficult to threshold. Moreover, the -5 and 5 dB ambiance-to-event energy ratios are far
more difficult to detect using simple classical thresholding methods on the signal waveform.

Within the database for the -10 dB audio events the higher attention peak always corresponds
with the audio event. For -5 dB signals, the peak matching the event can be first or second. In
order to solve this problem a medium-level approach is needed. For the 5 dB signals, the
event is very weak, and, for some signals it is not possible to distinguish the attention peak of
the event from the rest of the graph.
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8.1.3. Low-level: the spectrogram is more than an image

In the previous section, the spectrogram was considered as a simple image. In this section,
some properties of the spectrogram are taken into account. In a spectrogram, even if there is
a certain relationship between pixels of the same column, the most important is the relation
between pixels of each row. It is well known that Fourier spectrum amplitudes have several
behaviours depending on their frequency.

In Fig. 8.3 most of the high and medium frequency noise was eliminated by the two
dimensional low-level approach, but some noise remains on the low frequency lines. This is
normal if the entire spectrogram is taken into account: the ambience has a lot of energy in the
low frequency area which is quite salient compared to the rest of the spectrogram.

If the whole spectrogram is taken into account the high and medium frequencies will have
usual values, thus a low attention score, while the event and the low frequencies will be rare. If
each frequency line history is only taken into account, even the energetic lines at low
frequencies will be usual in time and only the event will be rare. This temporal approach is
very close to the low-level attention map applied in the case of video sequences where the
time history of each pixel is used. The time history of each frequency is here important.

Figure 8.3: Left to right: initial spectrogram, 2D low-level attention map, frequency-driven low-level
attention map. Hot (red) pixels are high amplitudes . The horizontal axis represents the time while
the vertical one the frequency. Low frequencies are located in the bottom part of the images and
high frequencies in the top regions

The right image in Fig. 8.3 illustrates this fact: if the time history is used instead of the entire
image, most of the noise has disappeared and the event is very well highlighted. This result
will provide a finer detection even in cases where the ambience-to-event energy ratio is lower.

Moreover, this algorithm is adapted to real-time event detection: only the known time history is
needed to compute the current saliency. A history of 900 frames was used for this application.

8.1.4. Low-level: normality atlas

As for all the other applications, the use of an atlas containing “normal” or “usual” ambiences
has a great interest for both approaches.

In the case of low-level attention “normality information” may be simply concatenated to the
spectrogram for the approach using the two dimensional algorithm. In this way the rarity of the
events is increased and some usual sounds which may appear as salient within the initial
spectrogram have their attention score decreased if they are also found within the atlas.

For the second frequency-driven approach, an atlas may also be used for the low-level step by
adding for each frequency the atlas data into the time history used to compute the current
attention score. As for the previous case, the more “normal data” is present in the time history,
the more the unusual events are salient.
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A static version (unchanged atlas) can be implemented by simply concatenating a given atlas
history to the low-level frequency-driven computation history. Within the 900 frames of low-
level attention computation, 200 frames may be the atlas and the other 700 signal data.
Nevertheless, a static atlas is not realist because the ambiance may change, thus the atlas
should be updated through time using sequences which were surely “normal”.

8.1.5. Medium-level: basic analysis and results

The medium-level using the first approach is described in this section: the spectrogram is
considered as a simple image and no atlas is used. In order to get the pop-out structures after
the low-level approach, a threshold equal to the mean of the importance graph (Fig. 8.2, right)
was used. Once the pop-out structures are selected Eq. 3.1 is applied on their duration (time
size). The two more important structures selected and finally only the one which contains the
peak with the most important low-level attention score is kept. Tab. 8.1 presents the results for
6 events and 3 audio ambiences (side walk, airport hall, train station).

For the 5 dB ambience-to-event energy ratio 6 non-detections on 15 sounds were observed.
As there were non-detections, their precision and recall were not computed as these
measures show the detection accuracy. Concerning the -10 and -5 dB ratios, the results are
quite good in precision and even in recall which means that we may have a good estimation of
the beginning and duration of the event. There were two cases working less well. The first one
is the “sport stadium” ambience where events were superimposed on an applause period. As
applauses occur just once in 15 seconds with a duration of 5 seconds they are considered as
an event and there is no good distinction between the real event and the applause (the
projection of the spectrogram on the time axis does not contain any spectral information),
therefore this ambience was excluded as it is impossible to say if the detected event is the real
one or the applauses. This kind of problem could be solved by using an atlas containing more
applause. Secondly, the “siren” event is a temporal texture repeating itself. The global
attention model used here will award it with a lower attention score and it will be detected less
well than the other events (lower recall score in Tab. 8.1).

The results are provided in terms of “precision” and “recall’. The precision is the ratio of the
number of relevant records retrieved to the total number of irrelevant and relevant records
retrieved. The recall is the ratio of the number of relevant records retrieved to the total number
of relevant records in the database.

Event -10 dB -5dB
Precision Recall Precision Recall

Car crash 99 96 99 97
Explosion 98 83 97 74
Glass breaking 100 62 96 58
Gun shot 100 74 100 69
Woman scream 95 98 96 97
Siren 100 29 99 34

Mean 99 % 74 % 98 % 71 %

Table 8.1: Results of visual attention audio events localisati on for -10 dB and -5 dB
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8.1.6. Medium-level: further analysis and results

In this section the second frequency-driven attention approach is used. As stated in section
8.1.3, the low-level frequency-driven approach seems to provide more information about event
details and features. A less noisy image for lower frequencies is obtained (Fig. 8.3, right).

Moreover, the low-level atlas provides some help in pop-out regions detection. The low-level
attention response is thresholded by only keeping the values which are higher (for each
frequency) than the normality atlas maxima (there is a different maximum per frequency). An
example of result is presented on Fig. 8.4 (second image). The normality atlas taken into
account here is made up from the first 200 frames which are free of events. This atlas is set
for this application and it does not vary in time, but in a real-time implementation it should be
dynamically updated by adding new “normal” frames and discarding the old ones.

Afterwards, an automatic thresholding technique based on the Otsu [OTS 1979] approach is
used to select the most salient areas in the time-frequency space (Fig. 8.4, third image). At
this point, the algorithm provides al list of potential audio events. Eq. 3.1 is applied here on the
size of the selected pop-out areas. Rare and contrasted sizes will be better highlighted as it is
shown in the fourth image of. Fig. 8.4. The numerous small-sized areas of the third image see
their attention decreased into the fourth image where the three bigger areas dues to the audio
event (woman scream) are awarded with high attention scores. The event list obtained after
the low-level step is here updated by boosting the surprising sizes areas.

Figure 8.4: Left to right and top to down: low-leve | attention map, thresholded low-level attention
map using a 200 frames low-level atlas, the pop-out  areas extracted from the previous image by an
automatic thresholding technique, the medium-level map using a medium-level atlas and the final
result obtained by adding the low-level thresholded map to the medium-level map

For a real-time implementation, a medium-level atlas containing the time-frequency pop-out
areas sizes already detected should be used. Common already heard events can be
discarded even if they pop-out from the low-level attention map by using the size feature. This
medium-level atlas should also be updated through time by adding recent non-event pop-out
regions sizes and discarding older pop-out regions sizes. As the low-level normality atlas, the
medium-level provides information about regions with sizes which are unusual or common,
thus the medium-level atlas update can be naturally implemented by using the medium-level
approach results.
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The duration on which this medium-level atlas is computed should be much longer than the
low-level atlas. This is due to the fact that humans remind smaller structured data on a much
longer period than large unstructured data. People forget quit fast all the details of the
previously heard sounds (short low-level atlas period), but they remind much better the
interesting events behaviour (longer medium-level atlas period). That is why attention may be
seen as a way to remind important events: the more an event is select by a higher-level step,
the less it will be forgotten: observing attentively is remembering clearly.

Finally, the medium-level attention map (Fig. 8.4, fourth image) and the thresholded low-level
attention map (Fig. 8.4, second image) are mixed (added) into a unique map which not only
detects the event occurring time and its duration but it also selects and highlights the most
salient features within the event (here the three areas which characterise the presence of a
voice for the “woman scream” event).

Several results for the “airport”, “train station” and “side walk” ambiences with ambience-to-
event energy ratios of -10dB and -5dB are available in [Appendix A] . For each one of these
examples the pop-out area with the maximum attention score was part of the event. The
events are located quite accurately both in time (event beginning) and duration. The siren
remains a temporal texture with a repeating pattern but in time for the frequency-driven
approach. The beginning of the siren event will be very well detected but its saliency
logarithmically decreases in time and the end of the siren is less important than its beginning:
that is why the end of the siren is sometimes not detected [Appendix A] . This is coherent to
human reaction: when a siren starts we pay attention but afterwards we get used to it.

Event -10 dB -5dB
Dhmage-driven Drequency-driven Dimage-driven D)equency-driven
Car crash 3.7 2.3 3 4
Explosion 2 1.3 3.7 0
Glass breaking 0.3 1 4.3 0.3
Gun shot 0.3 0 0.3 0.3
Woman scream 1.3 0.3 2 0
Siren 83.7 1 90 1
Mean 15.2 1 17.3 0.9

Table 8.2. Comparison between the image-driven and the frequency-driven approaches and their
ability to detect the beginning of the audio event

Tab. 8.2 presents the results for 6 events and 3 audio ambiences (side walk, airport and train
station) of the detection of the exact event beginning time. Dimage-ariven quantifies the difference
(in terms of number of frames in the spectrogram) between the detected event beginning and
the exact event beginning by using the image-driven method. Dyeguency-ariven quantifies the
same results but it uses the frequency-driven approach. For the first five events, even if the
frequency-driven approach provides generally better results with smaller differences with the
real event beginning, the improvement is not spectacular. Nevertheless this improvement is
mostly visible for the siren event. As the siren is a repeating in the time-frequency space, its
overall attention score is lower when using the image-driven method. For this reason, the
accuracy of this method in detecting the exact beginning of the siren is quite low. For the
frequency-driven method the beginning of the siren event is very unusual and it is awarded
with a high attention score. As the beginning will have the higher score it will be very well
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detected. After some time, as described in the previous paragraph, the siren has less
importance and if its duration is very long, it will become “normal”.

8.1.7. Auditory events detection: conclusion

Computational attention is a useful tool in auditory event detection. Two methods were
proposed. The first image-driven method is directly inspired from the computational attention
for still images. The spectrogram is considered as a simple image and analysed. The second
frequency-driven method uses audio signal properties and can be used in a real-time analysis.
It is more precise in event beginning detection and more generally it has an accurate
estimation of the interesting features of the audio event.

Another application of event detection is a recording management system. In surveillance
applications, long periods of “normal” sounds may be experienced while much shorter audio
tracks contain some interesting events. The detection of events is able to produce an
intelligent recording system which only records the periods containing the events leading to a
huge data compression.

In future work there are two main ideas to be developed about this application:

The low-level and medium-level atlases should be updated automatically through
time. The atlases duration should also be investigated. After the medium-level
analysis, “event” and “not event” audio tracks are obtained. The “not event” audio
tracks can supply the atlases with novel data (low-level and “not event” pop-out
regions size).

High-level attention techniques may be applied to the detection result. Once the
event and its important features are well detected, the next step is to compare these
detected features with the important features from an event database. The maximum
of correlation of the most important features will provide recognition results.

As for the rest of the applications, computational attention reduces little by little the incoming
audio data size by selecting only the important regions of the signal. The signal data size
dramatically decreases while its structure appears little by little. The rough huge initial data set
is transformed into a compact data set going with the signal structure. Once again,
computational attention is the tool transforming part of rough acquired data into intelligence.

8.2. In brief

Two methods tested: image-driven and frequency-driven.

The frequency-driven method is more efficient and it is possible to adapt it to a
real-time use.

The 3L model is also relevant for audio signals: a list of events is available after the
low-level step. This list is simplified and modified by the medium-level step. Finally
the high-level step should select very few events from this list. These more
significant events are recognised and memorised. Little by little the initial rough
signal is reduced and structured around the most important events. Data is
transformed in a meaningful structure: attention is thus a filter with a crucial role in
understanding and in memory.
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Chapter 9: Image Ergonomics

9.1. Image ergonomics?

The term of ergonomics comes from the Greek “ergon - ergon” which means “work” and

“nomos - homos which means “rules”. It leads to the scientific study of the relationship
between men and their work methods or environments and in the application of this study for
the conception of systems which may be used with a maximum of comfort, security and
efficiency.

Thus, ergonomics may be applied to the systems presenting images to humans but also
videos or sounds. In this chapter, image ergonomics will be applied to systems presenting
images to humans. Three main cases will be studied here:

The display of images on small screens : this topic is important as more and more
smartphones or mobile devices deal with multimedia data. Their screens are
necessarily narrow and images and videos files display in a comfortable way is a
challenging issue.

The web sites ergonomics : Internet expands its influence over the world each
single day and it integrates little by little all the information media into a single and
powerful medium. Access to information is easier and easier and people want to find
it as fast as possible. Users spend a mean time of 8 seconds per web page and they
read only 15 words [MIR SITE] to find if it contains the information they need.
Afterwards, they just change the website. This is a very short time, and the main
information should be there where eye goes first!

The advertisement ergonomics : an efficient advertisement should be able to
provide very rapidly its main message to the potential consumer. Has he seen within
a few seconds the trademark and the name of the product, or has he just seen
beautiful women or landscapes? If the user saw the trademark and the product name,
he will be able to buy the product. Otherwise, he only appreciated a beautiful image,
but he will never buy the product the advertisement tries to sell.

In a first part of this chapter, computational attention proves to be usable for efficient zoom
algorithm which may be used on mobile devices. The second part deals with advertisement
and web site ergonomics.

9.2. Perceptual zoom

The knowledge of the potentially important areas within images is valuable in predicting
humans’ eye gaze. Moreover, important areas should have high resolution and this issue
leaded to interesting coding and image representation algorithms described in Chapter 7. The
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need for high resolution for the important areas is essential for comfortable image browsing.
This is especially true in the case of small screens on which details are difficult to distinguish
without zooming into the image. The purpose of this section is to show that zooming onto
perceptually important areas is a natural task once an importance map is set up.

Chen et al. [CHE 2003] used ltti's attention map [ITT 1998] to implement a perceptual zoom
on a personal digital assistant. Le Meur [LEM 2006] implemented his own attention algorithm
on mobile devices. He also proposed an extension to video zooming. Finally, Stentiford
suggested for its zooming algorithm [STE 2007] an interesting point: the “ideal” zoom is
chosen by comparing the mean attention value of the different zoomed images. The maximum
is selected to be the first zoom.

The proposed approach is simple. Once the attention map is computed, it is low-pass filtered
in order to highlight only the main attention density areas. A threshold T (empirically set to
0.75 for a range from O to 1 after testing the entire database) is then applied to select the
higher attention density in the image. Fig. 9.1 displays an example of the first zoom which is
the yellow box on the bottom-right image.

Figure 9.1: From top to down and left to right: ini tial image, attention map, low-pass filtered map,
thresholded map and first automatic zoom

Very small interesting areas may see their score decrease compared to larger and perhaps
less interesting regions. This fact is not really an issue within this application. A very salient
small person within a desert (low saliency) will still have the higher attention score even after
filtering, and a quite close zoom will be proposed. If a small very salient person is located in an
image where some larger areas are also interesting, the low-pass filtering may include these
larger areas within the zoom. In this case the zoom will be less close to the person, so it will
be less “efficient” from a compression point of view. Nevertheless, this zoom will include
enough information about this person environment. Its resolution visualisation will be less
good than in a more “efficient” cropping approach, but the surrounding objects will provide a
better perceptual content: the viewer will not have the impression to miss parts of the image. If
the viewer needs further zooming, he is able to do it by modifying the threshold T.
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This approach was qualitatively tested on a 100-image database containing natural and
synthetic, colour and grey-level images. Some examples may be found in Fig. 9.2. The tests
revealed the fact that even if the cropped image contained the main scene object, a lack of
surrounding information is perceived as a severe limitation by humans. This frustration feeling
is very important when the zoom left some very incomplete structures on cropped image
boundaries. Even if these structures were not very important in the initial image, they may
become very salient in the new image due to their small size. That is why for the first proposed
zoom a soft threshold was finally decided.

Figure 9.2: Examples (larger box=first proposed zoo  m, smaller box = maximum zoom)
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A user interface was built to allow zoom value modification (T threshold). It is also possible to
specify a screen format (4/3, 16/9, etc...) in order to adapt the result to each specific mobile
device.

On all the images within the database, the first zoom highlighted a reasonable first interest
area containing the main object (if there was one) and part of its environment. For images
without a clear region of interest, the first proposed zoom is quite large instead of using a
higher threshold leading to a more precise but more disturbing crop. Fig. 9.2 shows the
original images and successive perceptual zooms (boxes) from the largest one (automatic) to
deeper zooms obtained by user. Like the rest of the database, this first zoom always includes
the region of interest (if any obvious one) but also its environment. The proposed approach
provides less efficient cropping (the user may zoom more by using a simple interface) but a
more perceptually acceptable result with little frustration for the user about the lost information.

The smaller zoom window is for each sample the maximum zoom (next zoom would be too
small). If the image area after a zoom is more than 20 times smaller than the area of the first
automatic zoom, the result is considered to be the maximum one. This is due to the fact that
the first automatic crop should already get rid of most of the redundant information in the
image. The value of 20 was set up empirically on the 100-image database. A natural
consequence of zooming is the elimination of a part of the image, which leads to the
decreasing of the file size. A mean of 1.81 and a variance of 0.53 were found for the ratio of
the original image size and the first largest automatic cropped image size within the database.

9.3. Computational Attention and Advertising

The idea of the use of computational attention in image ergonomics did not received such a
huge attention until now, however, very interesting applications may be achieved by using
attention within the field.

If image ergonomics is a well studied subject, the use of eye behaviour on advertising or
structured documents like web sites for example has a shorter history. Several companies in
the United States but also in Europe [MIR SITE] have developed eye tracking techniques
which focus on a better advertisement or website conception. Other techniques like mouse
tracking [MED SITE] were also developed more recently. The aim of these methods is to
optimize image information presentation for a quick understanding by the customers. These
studies need a lot of tests and they generally require one week to provide the results. They are
not real-time and the price is currently high.

The use of computational attention was first published by Itti [NOA 2005] with a few tests on
magazines cover pages. This approach recently led to a company set up [EYE SITE] which
demonstrates the feasibility of the use of computational attention in advertising.

9.3.1. Advertising

An application of the proposed computational attention to advertising has been implemented.
The user provides a hierarchy of important areas which are areas in the image containing the
information the costumer must absolutely see (trade mark, name of the product, specific
logos ...). Then, the algorithm is able to perform a two-step analysis of an image document:

A “real-time” checking of the hierarchy order. Do the salient areas within the image
match with the importance order provided by the publicist?

If this hierarchy is not respected, an automatic report is provided with the main points
to be enhanced to reach the initial provided hierarchy.
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9.3.1.1. Importance hierarchy check

The publicist provides some areas of interest. Fig. 9.3 and Fig. 9.4, left columns display onto
the initial image three rectangles which are important for him. The importance order is also
displayed close to the selected rectangles on the top images of the left column.

Figure 9.3: Left column: initial advertisement (pub licist information hierarchy not respected: boxes
relative hierarchy between the top image and the bo  ttom image is different), Right column:
modified advertisement (publicist hierarchy respect ed)

The middle images of the left column are the attention maps. As detailed in section 3.7.3.2 of
Chapter 3, the proposed LG1 attention map outperforms ltti's algorithm in several kind of
images including advertisements (Tab. 3.6). The bottom images of the left column of Fig. 9.3
and Fig. 9.4 show the superposition of the image with a low-pass filtered version of the
attention map. Dark areas are thus awarded with low attention score while very clear areas
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have high attention scores. The computation of the average attention score within each
rectangle initially provided by the publicist gives the importance hierarchy of these rectangles
according to the computational attention model. In the case of Fig. 9.3 and Fig. 9.4, the
hierarchy suggested by the computational attention is different from the initial hierarchy
provided by the publicist. This means that some important information may be missed by the
customer if he has only a few seconds of observation.

This is a first fast analysis of the visual efficiency of an image information presentation. If the
area importance hierarchy initially provided by the publicist is confirmed by the average of the
importance score within these areas, that means that the advertisement or the web site is
visually very efficient. If, this is not the case, a further analysis is conducted in order to isolate
the features which may improve an area perception if its contrast is enhanced.

Figure 9.4: Left column: initial advertisement (pub licist information hierarchy not respected: boxes
relative hierarchy between the top image and the bo ttom image is different), Right column:
modified advertisement (publicist hierarchy respect ed)
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9.3.1.2. Improvement report

The attention score averages (Mean(R;)) and standard deviations (Std(R;)) of the n areas
selected by the publicist are computed. These values are computed on the luminance map but
also on the colour opposition maps. Fig. 9.5 shows an example of relative areas analysis to
obtain an improvement report. In this example three regions were selected by the publicist.
Their mean and standard deviation attention scores are represented within a graph.

Figure 9.5: Relative importance of the three areas  provided by the publicist

Here, the hierarchy is respected as Mean(R;) > Mean(R;) > Mean(R3). However, ideally the
standard deviations should not overlap: Mean(R1)-Std(R1)> Mean(R2)+Std(R2) for example.
This case is in fact very rare in daily life images. Therefore, a threshold T is defined by the
publicist. If Eq. 9.1 is true, that means that the advertisement is very efficient.

% )"0~ & )'o-t> % )"y (+& )"y ( Equation 9.1

If the equation is not true for one or more regions, these should be improved from an efficiency
point of view. As three maps are available in the proposed model (one luminance and two
colours), the worse contrasted parameter (luminance or colour) will be enhanced and the
result can be checked again by the algorithm. In this way, little by little, the overall image
document becomes more and more efficient.

Fig. 9.3 and Fig. 9.4, right column, are the left column images after modification of some
features contrast. The change of the colour of the word “NOA” in Fig. 9.4 led to a much higher
average attention score within the corresponding selected area which becomes (as desired by
the publicist) the most important area in the image.

The modification of the colour of the logo and the word “Kookai” in Fig. 9.3 top-right image
along with the erasing of the girl's mouth led also here to the improvement of the publicist-
defined important areas score. The final importance areas hierarchy becomes the same as the
initial publicist design.

The interest of a computational attention based methods in advertising is not only in cost
reduction but also in a “real-time” analysis of new images modified after taking into account
some automatic suggestions. These suggestions only aim at increasing the important
information visibility and they do not have the possibility to replace the publicist. Erasing the
girl’'s mouth in Fig. 9.3 was very efficient but not really aesthetic ...
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9.3.2. Structured documents

The same mechanism as for advertisements may directly be used for structured documents
like web sites, emergency signalisation, curriculum vitae and so on. The main difference is in
the top-down information which is not the same: tests achieved within the 35 web sites
database ([Appendix E] and Tab 3.7) showed that in this case contrary to the natural images
database, the use of a Gaussian model decreases almost each time the correlation with the
mouse tracking data. This is due to the fact that humans immediately recognize that the image
is not a natural scene, but a human-made structured document and within the occidental
culture, humans are used to looking at these kinds of documents from top to down and from
left to right.

Figure 9.6: A generic visual ergonomics evaluation and improvement tool

A generic visual ergonomics scheme is thus proposed in Fig. 9.6. The importance hierarchy
information and the module which provides the improvement report are exactly the same as
those previously described: they are not dependent on the type of document which is analysed.
It is the same thing for the bottom-up attention approach which is also always the same.

The main changes are about the top-down information which will be able to adapt the results
of the bottom-up map to the specificity of each kind of visual document. Three kinds of top-
down information must be used here:

Face detection: faces are information of high importance within the images. They
contain a high quantity of information for humans and need a high amount of time to
be analysed. That is why each time a face is detected, the gaze will remain quite a
long time on the face.

Text detection: textual information also has a high importance for humans and
several text detection algorithms already exist. An original idea is that the most
important in structured documents and other documents in general is the rarity of the
text information compared to the images. If there are many images and a few text,
the text saliency should be reinforced while if there is a lot of text an a few images,
the images should be better highlighted. This approach is described in the next
section.
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The use of Eye/Mouse tracking specific databases: A mouse or eye tracking
database obtained on a specific structured document (websites for example) is used
to create a top-down model which describes the mean behaviour that people have
when looking to a specific document (a website for example).

9.3.2.1. Face detection

As already illustrated in Fig. 3.48 of Chapter 3, faces have a huge top-down influence on the
final attention map result. This may be due to brain’s memory organisation as explained in
Chapter 10, section 10.5.2: humans want to recognise people using their faces which needs
time and several fixations.

A precise face detection algorithm is not needed here, and a coarse face localization step
should be enough. The use of an appropriate colour system as HSV (Hue Saturation Value)
and shape information (the faces should be compact regions) along with gradient information
(faces are more complex than arms for example) should be enough to create a rough face-
based top-down attention map. In this way, higher attention score are provided to the areas
which are very likely to be faces.

9.3.2.2. Text/Images rarity

Providing higher attention scores for text comparing to images or inversely is not especially
relevant. Nevertheless, an interesting top-down approach is to quantify the relative rarity of
text and images. This quantification needs the evaluation of the probability to find textual and
images information in a visual document.

In order to achieve this computation, the ratio of the area covered by the images and by the
textual information and the total area of the document are computed. These ratios represent
the global probabilities to find text compared to images into a document. The self information
of these probabilities (Eq. 3.1) is used afterwards.

Fig. 9.7 illustrates the three main cases which may be encountered:

The left image show similar occurrence probabilities for text and images. In this
case the top-down attention map influence will be minimal.

The middle image will lead to a top-down attention map which will enhance text
importance.

The right image will award the image areas with a higher attention score. Thus this
top-down attention map will increase the attention of images within the final
attention map.

Figure 9.7: From left to right: text & images have a similar probability, text is rare, images are rar e
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It is interesting to use this approach when text and images are the two main communication
modalities which is often the case within advertisements and websites. It may be less
important for CVs (if no photo is available) or for signalisation in public places.

9.3.2.3. Eye/mouse tracking specific databases

This top-down information is very important if the visual communication document is quite
specific as in the case of advertisements and even more for the websites or the CVs for
example. Moreover, this top-down information is also very important for emergency
signalisation as it is often normalised in order to find them even faster.

An example of top-down information used in the case of websites is illustrated in this section.
A more appropriate model than the Gaussian is displayed in Fig. 9.8. This model was
computed as a mean of the mouse-tracking priority maps of the web sites database (more
details are displayed in section 3.7.3.3 of Chapter 3).

In order to produce some tests using this model, for each image the model is computed as the
mean of all the mouse-tracking priority maps except the priority map of the tested image. This
is done in order not to introduce in the model mean the current image result which may lead to
unfair results.

Figure 9.8: A top-down web site model obtained from experimental mouse-tracking data

An example is shown on Fig. 9.9. The initial image (top-left) produced a bottom-up attention
map using the LG1 algorithm and this map is low-pass filtered (top-right). The bottom-right
image is the mouse-tracking priority map of this image. The top-down model (Fig. 9.8) is than
multiplied by the bottom-up attention map (Fig. 9.9 top-right image) to obtain the final result
displayed in the bottom-left image (Fig. 9.9).

The final result in the bottom-right image from Fig. 9.9 is very close to the mouse-tracking
priority map (bottom-left image). Within this example there is a correlation score of 0.78
between the computational model prediction and the mouse-tracking experiment which is very
high and a huge improvement compared to the correlation coefficient of 0.38 obtained by
using the bottom-up attention map alone.

The mean correlation coefficient on the 35 web sites within the database [Appendix E] is of
0.72 which is an impressive score. It should be compared to the mean correlation score
achieved by the proposed bottom-up model alone which is of 0.44 and to Itti's bottom-up
model which performs a 0.17 correlation score (Tab. 3.7).

The standard deviation of the correlation results within the database is only of 0.07 which
means that almost all images have very high correlation results (around 0.70).
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Figure 9.9: From left to right and top to bottom: i nitial image, low-pass filtered bottom-up attention
map, bottom-up using the top-down model, mouse-trac king result

These results are very promising and they show that an accurate prediction of a mean human
gaze onto web sites is possible. The use of a top-down model, a face detector and the relative
rarity of text and images along with the proposed bottom-up attention model may provide
gualitatively and quantitatively results high enough to be commercially used within visual
ergonomics software.

9.4. Image ergonomics: conclusion

Two visual ergonomics applications were proposed in this chapter. The first one concerns the
fast growing market of mobile devices. An intelligent perceptual zoom technique which uses
attention may be used to crop images in an acceptable way. The main idea here is that the
purpose is to provide a first perceptually smooth zoom and provide to the user a simple
interface letting him to modify his zoom. The first automatic cropping is not the ideal cropping
(the most informative one) but it contains the main object along with its close environment.
This approach leads to image zooms which are never “shocking” within the considered 100-
image database. Even if the attention model provides the best possible measures, sometimes,
the lack of context (even if this one is not salient) may be disturbing.

A mechanism of real-time efficiency optimization of image-driven communication was also
proposed. The attention map is used to verify if a human importance areas hierarchy really
corresponds to the attention map. If it is the case, the image information will be very rapidly
and efficiently perceived by the customers. If this is not the case, some rapid advice is
provided to improve document’s efficiency. This tool can be used to check the initial image
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efficiency but also to check in real-time if the modifications brought by the publicist are
effective or not.

An interesting finding is that the application of a generic (Gaussian for example) top-down
model to the attention map is only efficient for natural images. Structured documents need a
more appropriate model which was computed from the web sites database. Results are highly
enhanced by this model, thus the human gaze prediction begins to be reliable.

9.5. In brief

Perceptual zoom:

A simple technique which is able to select the most interesting area in an image
and to crop it is presented.

A too strong cropping may be disturbing even if it contains the main image
information: a context is needed around the more interesting area.

Visual document analysis and optimisation:
Real-time visual document efficiency check.
Visual document efficiency improvement propositions.
Use of both bottom-up and top-down information.
May be applied on any kind of document if a good top-down model can be set-up.

A face detection module and a relative rarity between images and text should
highly improve the presented results.
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Chapter 10: Applications of High Level
Computational Attention

10.1. High-Level Analysis: the next step

Previous chapters discussed applications which could benefit from computational attention
techniques using the low-level and medium-level approaches. Nevertheless, the high-level
attentional mechanism which uses the results of the low- and medium-level steps may provide
the brain with key cognitive information.

This higher-level step goes further than simple features and their behaviour analysis and it
activates areas in the brain which are not only reflex-based and which need a slower reaction
time in order to “think”. Short-term and long-term memory is often involved within high-level
attention processes.

This chapter aims at showing that high-level attention may be very useful in a set of complex
tasks as movement tracking, images registration or database retrieval. These applications are
not fully tested and implemented; therefore their scope is only to show the impact of the high-
level step over more complex applications.

As described in Chapter 3, the high-level step consists in comparing a set of foveated patches
from the signal. The patches location and size are computed from the higher attention score
areas obtained from the low- and medium-level approaches and they represent the
information acquired during a set of fixations. The direct use of image patches comparisons is
too complex and computationally expensive to be done directly. Nevertheless, only some
image areas remain interesting after the low- and medium-level approaches. The comparison
task is now much easier: this is why the 3L model described in Chapter 3 is relevant: serial
information filtering let the last more complex process to be done on a highly reduced data set.

10.2. Moving object tracking

When humans follow targets in real life there are two possible cases:

If the target is alone with no potential distractors around it, the tracking is perceived
as “easy” and it needs little cognitive effort. This is a low-level tracking.

If distractors interfere with the target, the cognitive load is much higher and a high-
level attention process is needed.

This two-step approach is quite classical in attention: simple tasks are done using fast reflex
methods which seem transparent while more complex situations require people to concentrate
and to “think”.
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10.2.1. Moving object and tracking strategy

A moving object is defined as a temporally salient area. Fig.10.1 displays on the top-left image
a video frame recorded at the entrance of a shopping centre. At its right, the corresponding
attention map highlights the temporally important events. The thresholding of this map selects
the region of interest (bottom-left image). Finally a bounding box is overlaid to the initial video
frame (bottom-right image).

Figure 10.1: Top to down and left to right: initial frame, attention map of the initial frame,
thresholded attention map, object (red box) and its neighbourhood (yellow box)

As two tracking strategies are possible (low-level reflex tracking and high-level conscious
tracking) a decision has to be taken concerning which one of these strategies should be used.

This decision is done by analyzing the moving object neighbourhood (yellow box on the
bottom-right image of Fig. 10.1). If there is no activity (no moving object) inside this
neighbourhood, the simple low-level tracking is used.

The moving object is far from any distractors; therefore it can be easily tracked by using the
overlap from frame to frame of the detected blob object. The idea is that at the classical video
frame rates are high enough to state that moving objects overlap themselves from one frame
to another.

If distractors are detected within the defined neighbourhood (yellow box), that means that
there is a chance that the tracked object crossed another one leading to objects fusion and
fission. In this case one needs to focus on the target, thus to use a high-level approach.

10.2.2. High-level tracking

When the simple tracking technique based on inter-frames region overlapping becomes
problematic because of possible confusions, humans use their knowledge about the target to
keep tracking it. The high-level tracking steps are described in this section.

If distractors activity is detected within the target neighbourhood (yellow box in Fig. 10.2) a
foveated snapshot representing the eye fixation on the target is memorized. This eye fixation
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is represented by a log-polar image transform centred on the fixation point which provides a
spatial representation of the target (shape, colour (if available), etc...). There are two main
reasons why foveated patches and not simple patches are taken into account in the proposed
high-level approach:

Biological reasons: human eyes use fixations and the retina organisation is log-polar.
A foveated patch is much closer to the biological reality than a simple image patch in
Cartesian coordinates.

Computational reasons: log-polar images have remarkable mathematical properties.
They are mainly very robust to rotation and scale changes if the Fourier-Mellin
technique is used.

Figure 10.2: Left column, top image: a frame witht  he target (red box) and a distractor (blue box)
inside the target neighbourhood (yellow box). Botto m image: thresholded attention map with the
target (red box) and the distractor (bleu box). Rig  ht image: Log-polar representation (fixation)
centred on the target (red box centroid)

On the other side, there is an important drawback of the foveated images: they are sensitive to
the choice of the center of the fixation. This drawback is partially solved by the fact that high-
level fixation take place only after the low- and medium-level data simplification. Fixations are
not random, but they only take place on already important areas. If the fixation point is within
an important region, this region will be well highlighted by the fixation while the rest of the
image will be less well described.

Nevertheless, the fixation point remains critical, and sometimes, for complex objects which
need details recognition, several fixations with slightly different fixations points are needed.
This phenomenon could be part of the top-down influence of complex objects (as faces). Even
if from a bottom-up point of view, this object was not especially salient; the need of several
fixations to get efficient object recognition will be detected by an eye-tracker or a mouse-
tracking system.

This step is shown in Fig. 10.2: the left images show the target (red box). A distractor (bleu
box around a moving object) is detected close to the target (inside the yellow box
neighbourhood). A log-polar snapshot of the frame centred onto the target is taken (right
image).
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If there is no confusion between the target and the distractor (the blue and red boxes remain
separated), the low-level tracking can go on. If there is a possible confusion as in Fig. 10.3
(the target and the distractor fused in a single structure: the green box) this is impossible to
distinguish the initial objects. The situation in this example is even more complicated: the
target is a person distributing leaflets who has a very low speed (not very salient) and who
stops close to the persons to whom he gives the ads. It is also very difficult to predict his
direction: when he finishes with a person, he can as well go back or keep on his initial
direction. In this case the only thing to do is to wait that the unique object obtained by the
fusion of the target and the distractor splits again.

Figure 10.3: Left image: video frame and fused movi ng objects (green box), right image: the
corresponding thresholded attention map

When the target and distractor regions split again (there are two moving objects with different
speed or direction) as displayed in Fig. 10.4 on the left column images, in order to keep on the
tracking, one should know which of the two green boxes is the target and which one is the
distractor. The images of the right column are the two foveated images (log-polar
representations) obtained by fixating the centre of the two green boxes.

Figure 10.4: Left column: video frame and two objec  ts splitting (green boxes) on the top image and
the corresponding thresholded map on bottom. Right column: Log-polar representations (fixations)
centred on these two objects (distractor: top, targ et: bottom)
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The comparison between these two fixations and the one done before the target and the
distractor fused provides clues about which of the two moving objects is the real target. The
log-polar representation has the interesting property to transform rotations into horizontal
translations and scale changes into vertical translations. At this point a good method to
compare these foveated patches is Fourier-Mellin’s one which uses the shift theorem of the
Fourier transform of the log-polar image. This technique was not developed here, and a
simplified approach is used which is invariant to rotations only. This approach uses a classical
correlation between different log-polar images as the correlation is very efficient with
translations. In video tracking it is important to handle possible target rotations which could
occur by turning around and going back for example.

Fig. 10.5 displays on the left the initial foveated image (Fig. 10.2 on the right) concatenated
twice. This concatenation is done to offer the possibility to the correlation technique to find the
best horizontal axis translation which means that the best correlation coefficient will be found
even if the target is rotated in the spatial domain. This is due to the fact that a rotation in
Cartesian coordinates is equivalent to a horizontal translation in the presented implementation
of log-polar coordinates.

In the presented example, the correlation coefficient is of 0.902 between Fig. 10.5 (left image)
and the top-right image from Fig. 10.4. The correlation is of 0.965 between the Fig. 10.5 (left
image) and the bottom-right image from Fig. 10.4. The highest correlation coefficient definitely
corresponds with the target object (red box on the right image in Fig. 10.5).

Even if the target is lost for a few moments, by analyzing the salient objects within the space
where the target could physically be located, it can be found by simply choosing the object the
most correlated to the last known target foveated fixation.

Figure 10.5: Left image: target fixation concatenat ed twice, right image: the higher correlation
coefficient detects the target (red box)

10.2.3. Moving object tracking: conclusion

A two-step human-like reaction in object tracking was introduced. This technique was tested
on a difficult real-life video environment: gray-level video with people clothes levels very close
to the background level. Moreover, slow-moving people, often stopping with unpredictable
movement direction were taken into account.

The low-level tracking is very simple and computationally efficient. Nevertheless, when
complex situations occur, this technique easily loses the target.

In this case, a high-level approach may be very robust to find again the target after some
occasions when it was lost. The computational effort is higher but it remains reasonable:
fixations (foveated images centered on the target) should be acquired only when the target is
clearly located to “keep in mind” (memory) a recent spatial description of it. When the target
disappears because it fused with a distractor, or it does not move anymore for a few moments
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and so on, all possible target candidates are selected within the space where the target could
be located and compared to its last known appearance (last fixation) until finding it again.

The presented two-steps approach allow the computer computation capabilities to be intensely
used only in complex situations. Moreover, the algorithm seems to be quite robust on difficult
real-life videos.

10.3. Image registration

Figure 10.6: Top row: images to register (Image 1: left and Image 2: right), bottom row:
corresponding low-level attention maps. On the left image, the maximum is located (1) and the two
highest attention points are located on the second image (1 and 2)

Image registration consists of aligning two images in the same coordinate system to be able to
compare or integrate data from both images. There are two main families of techniques used
for image registration:

The area-based registration methods use pixel-wise correlation or information theory
methods to find the optimal transform needed for the registration. These methods
provide very good results for global or local alignments without the need of any image
pre-segmentation. The main drawback is in the very high computational load needed
in correlation computation and transformation optimization. Several efficient
techniques for faster optimization were developed but errors (local extrema) may
occur and the speed of the registration remains slow.

The feature-based registration methods use image features which are located in both
images to register. These methods are less precise in certain cases and they need a
pre-segmentation step in order to extract the features.
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The proposed method is a feature-based registration technique avoiding the segmentation
issue by using the low-level attention map. High-level attention is needed to find the
corresponding features in both images.

10.3.1. The idea

The inspiration of this method is again found in the human behaviour when comparing two
images. Several fixations are made on the first image and than the second one. In this way
outstanding regions in both images are compared.

This approach is clearly feature-based. A low-level attention map provides important regions
within the image. The importance score does not depend on image orientation, thus the
attention score is invariant to most of the classical image transformations. The idea here is
that a region with a high attention score in an image has a lot of chances to be awarded with a
high attention score in another image. This assumption is often true as the proposed
computational attention also uses some local information, and if it is not true for all the
structures in the image it will be at least for some of them and it is enough for the registration.

10.3.2. An example

An example of attention-based registration mimicking humans is detailed here. The first step is
the reflex low-level attention map computation of both images.

Fig. 10.6 displays two images to register (top row). The imaging modalities and the view angle
are slightly different. The bottom row displays the corresponding low-level attention maps.
These maps are weighted by a Gaussian model. This is done because the regions in the
centre of the two images have more chances to be found in both images than the regions
close to their boundaries!

Figure 10.7: Fixations (log-polar representations) for: the most important point from the first image
(top), the most important point of the second image (bottom-left) and the second most important
point of the second image (bottom-right)
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On the first image, the maximum of attention is selected for the first fixation. The foveated
patch is computed (Fig. 10.7 top image) for this first fixation. Afterwards, humans take a look
at the second image, thus here, a list of points with a decreasing attention importance is
chosen from the second image: this can be done using a classical “winner-take-all” [ITT 1998]
algorithm using the inhibition of the maximum and its neighbourhood to select the second
fixation point. There will be fixations on all these points and the higher correlation coefficient
will be chosen. Here, the second fixation obtained a correlation score higher than 0.95 which
can be considered as a match, that is why, the comparison was only done for the first two
more important points of the second image.

The results of these two fixations are displayed on Fig. 10.7, bottom row. Once the different
fixations of the second image are computed, they should be compared to the fixation obtained
on the first image. This comparison is done in Fig.10.8:

Figure 10.8: Left column: initial fixation concaten ated twice and black box showing the best
correlation position. Right column: the two corresp onding fixations on the second image

The left column of Fig. 10.8 displays the initial foveated image (Fig. 10.7 on top) concatenated
twice. This is done again to offer the possibility to the correlation technique to find the best
horizontal axis translation which means that the best correlation coefficient will be found even
if the target is rotated.

The first result is the very high maximum of correlation for the second fixation on the second
image displayed on the bottom row of Fig. 10.8. This means that the first fixation on the first
image is certainly an area corresponding with the second fixation of the second image. The
second information is the shift between the best correlation position (black vertical bar) and
the limit of the initial log-polar image representation (blue vertical bar on Fig.10.9).

This shift means that the correlation coefficient between the two fixations is higher if the
second image is shifted by a certain value in the log-polar space. As the horizontal size of the
fixation image represents 360 © the shift obtained here induces a rotation of 12 °.
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Once at least one point in the first image corresponds with at least one point of the second
image (common region), the shift implies the rotation of the two images. As, the two points are
perfectly located in both images, all required information for the registration process are
available. The registration is shown in Fig. 10.10.

Figure 10.9: Top row: first fixation on the first i mage to be concatenated, Bottom-row: best
correlation (black vertical bar)

The top-left image is a translation of image 2 made in order to center the common region. The
top-right image is the top-left image after a rotation of 12 > The common region in the two
images has to be aligned which is done in the bottom-left image. This image is now quite well
registered with image 1 (bottom-right).

10.3.3. Image registration: conclusion

The use of low-level computational attention to extract image features and high-level attention
to compare these extracted features is a computationally efficient way to register images. Only
one corresponding point is enough to perform the inverse transform and register the images.

Nevertheless, this technique is not very precise as small differences for the fixation points may
induce some shift differences by using the correlation technique in the log-polar space. This is
why humans often make several fixations on both images to be sure of their correspondences.
Moreover, for a quite complex image as the image of the presented example, one can say that
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humans easily obtain fast “almost” aligned images. The word “almost” shows a less good
accuracy of this method for sub-pixel registration. However, the method is computationally
efficient, it allows focusing on certain specific areas without trying to optimize the registration
on all pixels within the image and it is quite robust. After several fixations on both images,
there are few chances to have a high transformation error.

Figure 10.10: From top to down and left to right: t ~ he common region is centered, a 12°rotation is
performed, the common region is aligned with its po sition within the first image, and finally the
first image is displayed

10.4. Database retrieval and pattern recognition

Content Based Image Retrieval (CBIR) is an important research sub-field of pattern
recognition which has already been largely debated in the literature. The purpose of this
application is to find images corresponding to the user request. Two kinds of requests may be
possible:

The use of an example image to find images within a database sharing the main
characteristics

The use of semantic queries as: “find an image which contains a koala”

The first query technique is found more often in the literature because semantic queries are
much more difficult to handle. In general, CBIR techniques use features from the example
query to find similar areas within the image database. Often the extracted features may not be
the best for a given search.
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Attention-based CBIR is an elegant technique similar to humans’ approach of pattern
recognition. Stentiford [STE 2003] proposed an attention-based similarity measure to find
similar patterns within binary images. Applications to natural images were also performed in
[B&S 2005] and [BAM 2006] . Boiman and Irani [B&I 2005] also used an interesting attention-
based approach which compares gradient-based patches from an image or a video with a
database. A problem may be in the recognition of rotated similar areas as no patch rotation is
done.

The following section proposes an attention-based pattern recognition method which may be
used in the field of CBIR. As for the other applications of this chapter, the main scope is to
demonstrate the use of attention models to initiate a more complex application. The
subsequent recognition can be carried out in many other ways.

10.4.1. An application: find the koala!

The presented application shows that the use of both low-level and high-level attention maps
is able to provide recognition in real-world images from memorized foveated patches.
Moreover, the most interesting conclusion coming from this application is that high-level
attention in relation with the long-term memory is able to modify the eye fixations predicted by
the bottom-up attention map: this is an example of top-down eye behaviour.

Fig. 10.11 displays on the left, an image which may be seen in daily life in Australia. The
purpose is to recognise the object of this image from previous objects seen and recorded in
the long-term memory. According to the low-level attention map of the left image, an
interesting region is on the face of the koala. The image of the fixation on the koala’s face is
shown on Fig. 10.11 on the right.

Figure 10.11: Left image: initial image, right imag  e: fixation on the koala’s face (angle is in the
horizontal axis while radius on the vertical one as in Chapter 5

Fig. 10.12 has two columns. The left column displays the spatial images of three faces
(another koala face on top, a mouse face in the middle and a woman'’s face on bottom). These
faces have the same size as the koala face from the left image of Fig. 10.11 because
rescaling is not handled in this example, even if it should be implemented in a true application.
The right column of Fig. 10.12 shows the corresponding fixations in the middle of each face.
As expected, Tab. 10.1 shows that the higher correlation coefficient is for the already seen
koala. The results also show that the mouse face is closer to the koala face than the woman
face which makes sense. The algorithm is able to state that the input image contains a koala
even if the koala from the input image and the koala from the memory are not the same and
their head does not have the same orientation (the koala from the input image looks to its right
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while the koala from the memory looks more on its left). The input image was rotated to make
some tests on the rotation influence: the correlation coefficient on the log-polar images had
very low changes which is consistent with humans’ reaction to rotated objects: the recognition
for rotated objects is almost as fast as for non-rotated ones.

Figure 10.12: Left column: examples of already seen faces, right column: corresponding fixations
(angle on the horizontal axis, radius on the vertic al one)

If there is no koala image within the memory, the closer face will be recognised because
similar objects may have similar behaviours. Someone who only saw in his life a woman and a
mouse and who suddenly see a koala will base its koala learning on a priori knowledge from
the mouse because it is the most similar to the koala.
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MEMORY CORRELATION COEFICIENT
Koala 0.805
Mouse 0.787
Girl 0.711

Table 10.1: Correlation coefficients between the me  morized faces fixations and the fixation on the
Fig. 10.4.1.1 koala face

10.4.2. Further on

This simple example demonstrates the feasibility of a double approach: low-level attention and
high-level attention in pattern recognition and CBIR applications. The only problem is that the
log-polar image representation is very dependent of the fixation point. This issue is solved by
trying to maximise the correlation between the current fixation and one of the previous
fixations stored within the memory. In this case, the gaze direction can vary around the first
fixation to maximize the area recognition.

This top-down effect is particularly used for highly informative areas like faces. Even if usually,
faces are well highlighted by the low-level attention map because it's interesting features
(nose, mouth, eyes) have a high contrast compared to the skin, this is not always the case.
Especially when uneven illumination or shadows corrupt the face image, the low-level
attention map provides a low attention score for faces. Nevertheless, eye tracking experiments
showed that faces were almost surely a target of high importance for eyes.

There are plenty of faces recollections within any human’s memory: different people with
different shapes and colours, different illuminations and shadows, during the day, the night,
the rainy days ... and there are faces from known people and faces from unknown people.
When fixating a point within a face in a new image, a high correlation score will be obtained
with plenty of the faces already in memory. In order to take a decision about which face is
closer to the recently seen one, it is necessary to get a higher score on a small set of
memorized faces. In order to achieve this, the simplest way is to make other fixations by
slightly varying the gaze focus (even if the low-level attention is not very high in these
locations). After several fixations in the same area, the correlation with a memory face will be
as higher as possible, and one is capable to take a decision in recognising or not the recently
seen face. All this process of several fixations will be detected by an eye tracker, but it will not
necessarily be predicted by a low-level attention map. Only a high-level process using a
memory comparison can explain this top-down attention mechanism. This idea is
computationally relevant, however, there is no evidence about the fact that top-don information
may be due to such a brain organisation.

Finally, the use of relative position of the fixations as in [B&l 2005] along with the
transformation needed to obtain the maximum similarity between the areas of the image
(rotation and scale) could be used to make some perceptual areas grouping. Symmetry can
be highlighted within areas in an image by keeping in mind the spatial transformation needed
to get the higher similarity between them. A first test in this domain was done by Stentiford
[STE 2005] using a low-level attention map.

10.5. Conclusion: towards new frontiers

Three applications of the high-level attention were presented in this chapter. High-level
attention was used following the low-level attention processing mimicking the human
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behaviour in the same situation. No extensive tests were achieved but only examples
demonstrating the feasibility of the use of computational attention for complex applications.

By studying some applications which may benefit from high-level visual attention, some
behaviour similar to humans could be pointed out:

There are two levels of tracking: a simple low-level tracking and a high-level tracking
for more complex situations requiring a higher cognitive load.

Registration is not an optimization in all image pixels, but in some interesting areas.

Image registration is fast (one corresponding fixation in both images is enough) but
not very precise (as with humans). Several fixations on sometimes the same areas
are needed to keep on accurately comparing the two images and to get a fast overall
image comparison.

If high correlation scores are obtained with a previous fixation stored in the long-term
memory, several other fixations may be performed around the first one to check if
higher correlation with the memory can be achieved. This is an important top-down
attentional process.

10.5.1. Intelligence from rough data

High-level attention work by using the short-term memory (used to compare the current
fixation with previous fixations in the same image) and long-term memory (used to compare
the current fixation with previous fixations in previous seen scenes).

The entire attentional mechanism allows an interesting data reduction in several steps using
first a bottom-up reflex approach and then a top-down conscious approach. Pixel and then
region grouping, region recognition or images comparisons lead to a semantic description.

Attention is the method to transform rough acquired data into a structured and intelligent
description of the same data. This chapter shows that attention may be the initial process of
transforming data into intelligence.

10.5.2. Long-term memory: a parallel structure?

The example of the top-down influence of the face is very interesting. One fixation should be
enough to recognize that this area is a face as it is very different from the rest of the body, or
plants, or human-made objects. Nevertheless, several fixations are needed for an exhaustive
search within all the memorized faces. More generally complex structures which need further
investigation (animal or human forms, statues, logos...) are responsible about part of the top-
down information. Other more simple objects, or those to which the person is not interested in
are quickly seen and the final gaze detection is much closer to the bottom-up approach. This
may be due to the choice of foveated images for the high-level attention step comparison
which is one very close to the biological reality. As the resulting image is very much dependent
upon the fixation point, for a coarse recognition of simple or uninteresting shape, a simple
fixation is enough to class it. For more complex or interesting objects, several fixations are
needed to recognise the object details.

This effect may induce a hypothesis about the memory structure. The memory may be split
into a master concept memory containing basic concepts as faces, flowers, transportation, text,
furniture, etc... and some specialized memory areas concerning details on some of these
basic concepts. This idea is displayed in Fig 10.13. Each human builds his own concept map
even if many of these concepts are common to most of the people (Fig. 10.13). Then, each
human develops a more or less important specialized area for each of these concepts.
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Figure 10.13: Overview of a possible memory structu  re: master concept map (pink column),
specialized areas on the right

These specialized areas contain previously learnt details about either very important concepts
for all humans (faces, text, ...) or some specific subjects linked to individual specialization (a
car designer will have a much more important specialized areas on cars than a common
person). Thus a car designer will have a higher top-down effect when seeing a car than
common people.

If eye gaze fixates a concept with a small specialized memory area, the top-down influence of
this object will not be very important as it is rapidly recognized and no additional information is
needed for more precise classification. If eye gaze fixates a concept which has an important
specialized memory area (like a face for example), a precise classification of the face and a
comparison with a huge amount of stored faces is required by the brain, thus the top-down
influence of the face is very important.

The foveated nature of eye fixation and the higher influence of top-down information in the
case of a common complex object like a face are two clues coming from the computational
attention model and showing that memory may have a special organisation rather than a
simple unstructured storage area.

Another clue of a potential complex memory organisation may be a pathology called
“prosopagnosia” or “face blindness” [TIP 2000]. It suggests that specialized memory should be
located in other brain area than the master concept map. This pathology let people know that
they see a face, but they remember nothing about it once the person left. In order to recognize
a face, a person suffering from prosopagnosia needs several seconds or minutes of high
cognitive load processing. As an example, a patient needed five minutes and he proceeded by
elimination to find a picture of Albert Einstein within a set of anonymous people faces.
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Moreover, in order to find Einstein’s face, he did not use classical face features like eyes,
mouth, nose, etc... but features which are outside the face like hair or neck.

These people know very well that they look to a face, thus the concept of face in their master
concept memory is clearly selected, but they cannot go further in face analysis because their
specialized faces area may be damaged or its connections to the master concept memory
may not be functional.

Other studies [KAN 2000] showed that face-specific brain activity develops within the fusiform
gyrus. On the other hand, fMRI studies [HAX 2000] demonstrate that the “face area” (the
fusiform gyrus) may not be as face-specific as believed and it may be specialized for fine
object identification. This fusiform gyrus area may thus be the locus of the specialized memory
where details about concepts are stored.

Haxby et al. [HAX 2000] also proposed the inferior occipital gyrus as a locus for “early
perception of facial features”. This brain area may thus be the place of the master concept
map which is responsible for early perception of concepts features among which the facial
ones.

Even if the proposed high-level approach and the study of top-down influence variation
suggest a parallel structure of the memory, it is important to notice that this is only a prediction
which has no validation for the moment. Nevertheless, if this prediction is true, part of the top-
down influence in attention may be easily explained.

10.6. In brief

The high-level attention step is based on foveated (log-polar) patches
comparisons: these comparisons are not sensitive to rotation or scale changes but
to the fixation point.

Comparisons are done only between the most salient areas as defined by the low-
and medium-level steps.

Two object tracking strategies: low-level and high-level.
Registration is done by correspondence search between two images.
Registration is very fast but not necessarily very precise.

The foveated patches sensitivity to the fixation point may explain top-down
information due to complex structures as faces.

Simpler structures need fewer fixations to be fully recognised: some structures
obviously need further search while others much less.

This remark may imply a parallel structure of the memory: a master concept map
contains both common objects and some dues to personal experiences and for
each concept a specialized memory area which is more or less developed
depending on the person. This hypothesis needs some evaluation as it may
explain part of the top-down influence in attention: if a concept common to most of
the people has a large specialized memory area for most of the people (as in the
case of faces), then their top-down influence will be very important.
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“ The theory is when we know everything but nothing works. The
practice is when all work well but nobody knows why. Here, we
managed to mix the theory and the practice: nothing works ... and
nobody knows why! ”

Albert Einstein
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And Now?
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Chapter 11: Conclusions

11.1. Model

This work proposed a new computational attention framework gathering many aspects: low-
level as well as higher-level ones. Rarity was used as a robust principle of selection of salient
features.

The bottom-up/top-down competition is included as well in the low-level step as in the middle-
level one and two main top-down processes were described:

Atlases which define normality within a given application
Task-oriented information which may adapt the bottom-up algorithm to a precise goal

While the bottom-up system is reflex and rigid (there is only one model), top-down influence
brings the flexibility and the possibility of adaptation to the current task. Top-down models thus
change at each application and depend on the user goal.

Some tests comparing two bottom-up models first (the proposed LG1 model an Itti's model
[ITT 1998]) and then comparing bottom-up algorithms alone and the same algorithms using
top-down information were performed. The proposed model outperforms Itti's model on a 91-
image database containing natural scene images, advertisements and web sites. Moreover
the use of an appropriate top-down task-dependent model always improves the qualitative and
guantitative results of the bottom-up model alone. A simple Gaussian model may be used to
enhance results in the case of natural images while a specific model highly improves web sites
eye gaze prediction.

11.2. Applications

Several applications demonstrated that the use of computational attention may achieve
interesting results when used alone or along with other classical signal processing methods.

In the medical imaging domain (Chapter 5), the use of human bilateral symmetry is able to
provide good results in pathologies detection and localisation. Other methods such as a
proposed iterative watershed technique may be used to obtain more precise segmentations.
The direct use of the bottom-up attention is also able to locate tumours when the grey-level
difference between the tumour and the surrounding tissues is an important feature.

Within the machine vision domain (Chapter 6), low-level bottom-up and top-down
considerations were used to highlight defects on Jonagold apples. The use of an atlas of
healthy apples was demonstrated to improve the overall results. This case is interesting
because attention alone only highlights the defective areas. In order to obtain a quality grading
system, apples have to be classified in a supervised way by an artificial neural network for
example. If attention-based algorithms are not used, at each season, apple defects should be
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manually segmented on the whole apple training database. An attention-based mechanism is
able to select potentially defective areas where classification features may be automatically
extracted. This leads to a self-training machine which is capable each season to extract
features and train an artificial neural network which will classify apples into commercial
categories. This example shows the force of combining attention algorithms with more
classical and complex tools.

Several approaches of signal compression were also proposed in Chapter 7. Compression
algorithms may directly be modified in order to allow different compression rates in different
regions within the signal depending on their importance score. Another interesting idea is to
replace low attention score areas with a smaller patch which may reconstruct the area by
simple translation. Finally, a third idea is to proceed to an anisotropic filtering onto the signal
and thus eliminate redundant information from the less interesting areas. A classical
compression algorithm may afterwards be applied directly on the filtered signal which leads to
higher compression rates without a complex modification of the compression algorithms.

The proposed attention mechanism is able to apply to audio signals as suggested in Chapter
8. A quite precise event detection and localisation has been achieved on audio signals
containing complex background noise. The aim of this technique is to record only audio events
and alert a human operator when an event happens in the context of surveillance.

Applications in visual ergonomics can also highly benefit from attention-based algorithms.
Perceptual zooms can be useful for the growing market of mobile devices which should
display more and more multimedia data on their small screens. An automatic zoom onto
important areas is here very important for visualisation acceptability as stated in Chapter 9.

Computational attention algorithms are also able to provide a system which quantifies the
visual efficiency of image communication in advertisement or web sites for example. An
importance hierarchy obtained from the publicist is enough to compute if the main areas
(trademark, logo, product name) are visible enough. If this visibility is not high enough, some
suggestions are formulated by the system. Image changes can also obtain an efficiency score
in real-time while expensive and long eye-tracking tests are usually used for this purpose.

The use of high-level attention demonstrated interesting capacities for complex situations. In
Chapter 10, high-level attention was used in image registration or alignment, object
recognition or content-based retrieval and moving object tracking.

This list of applications is not exhaustive and several other may rise. During this work several
novel applications appeared. A thunder detection problem arises in lightening strike location. It
may be solved by using an attention algorithm (Fig. 3.15) on the storm audio recordings. The
detection of building saliency in a given landscape within an architectural framework is also an
interesting application. Computational attention is an example of fundamental work which
leads to a very wide application field.

11.3. The future

11.3.1.1. Implementation

Concerning the computational attention implementation, bottom-up low-level algorithms begin
to be quite reliable. Most of the low-level features are well detected and the concept of rarity
provides a robust criterion in computing saliency. Even if novel methods, like the approach
called LG2, need to be generalized to video sequences and audio events, the low-level
bottom-up methods can be considered now as good approaches. Two main points still need
an important work:
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The improvement of the robustness of the medium-level approach and the integration
of low- and medium-level steps into a single model based on the LG2 model which
uses low-level information to reduce computation time. Moreover, the high-level
approach should be completely implemented. High-level analysis is the key to
information understanding as it achieves comparisons between important areas in
the acquired signal and the working and long-term memory. Chapter 10 already
presents three applications of the high-level approach and suggests that complex
applications may be achieved using attention algorithms.

The use of more top-down modelling. The experiments within several applications
showed that top-down information may bring huge improvements to the overall result.
Two main top-down approaches are used in the proposed framework: the notion of
atlas which provides signal normality in order to better find abnormalities and the
task-oriented top-down models which may also be specific to each application and
models knowledge about the behaviour of attention.

Two other interesting issues are also to be developed. First, the study of the acquisition
systems (retina, cochlea) may provide important information about the information which is
really used by human attention which may be quite different from classical output of cameras
or microphones. A retina-like pre-processing of information may bring some improvements on
the overall result.

Finally, applications where computational attention is mixed with other signal processing
techniqgues as classifiers for example should be further developed. Indeed, attention
algorithms cannot do everything alone and often for complex applications, classical methods
may be mixed with results provided by an attention-based mechanism. It is important to show
that computational attention may be easily incorporated with existing signal processing
methods in order not to be seen as a peripheral research field.

11.3.1.2. Predictions

Currently, neuroscience and psychology provide evidence and experiments which were
extensively used by engineers to build the current computational attention models. The
engineering field used information from psychologists or neuroscientists but they did not
provide many results back to them.

Nevertheless, current computational models are more and more sophisticated which lead to
an interesting question: Will computational models be able soon to predict some aspects of
the brain’s cognitive organisation? If the answer is yes, a very interesting interaction between
engineers, psychologists and neuroscientists could be achieved.

Concerning the presented computational model, there are three main unchecked predictions
about the attentional mechanism and the memory organisation.

The first prediction is that attention mechanism may have three levels and not only two. This
means that low-level features like contrast, chrominance or motion should be perceived in
priority compared to behaviour features like movement direction, orientation, size, duration or
speed. Some experiments may confirm this hypothesis but clear evidence is not yet
established.

The second prediction deals with the role of the LGN. As stated in section 2.2.4 of Chapter 2,
the LGN is able to provide very rapidly (it is an early structure) important information about the
current eye fixation: global direction, shape and colour are available. Moreover, the log-polar
Fourier decomposition is able to produce a Fourier-Mellin-like processing. There is another
interesting point: 20% of the afferent LGN neurons come from the retina while 80% come from
the cortex. This means that the LGN needs a huge amount of data from the cortex.
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A hypothesis of the role of the LGN is it compares the current image fixation with the long-term
memory coming from the cortex. If this is true, the LGN may play a huge role in attention and
pattern recognition as opposed to the role of neural relay it currently has. This hypothesis also
infers a more important role of the primitive brain in general.

The third prediction concerns the memory structure. It arises from the proposed foveated
patches approach and from the observation than top-down information importance depends
on the fixated structure. As for the two other predictions there is no evidence of such structure
so far. At the end of Chapter 10, a hypothesis on this memory structure was made:

A master concept map may contain the basic concepts. Then for each concept a
pointer may redirect further processing to the corresponding specialized memory
area. A hypothesis about the location of the master concept map is in the inferior
occipital gyrus.

This specialized memory area contains more specific information about a basic
concept and it may be more or less developed: the specialized memory area of faces
is very important while the specialized area for stones for example should be less
important (unless the person is a geologist). A hypothesis about the location of the
specialized memory is in the lateral fusiform gyrus.

Figure 11.1: The brain: a plug-in based open archit  ecture

The master map contains concepts which are common to many people within the same
culture, but also personal concepts which may not be shared with a huge group of people.
Interesting top-down information should mainly be generated by concepts which are common
to many people (text, faces, etc...)

The interesting point is that the master concept map only includes pointers to the specialized
memory area. Further learning about each concept is not simply concatenated to the master
concept map, but added in parallel brain areas which act like plug-ins on the master concept
memory. The importance of the specialized memory depends on each person, but some
common concepts may have an important specialized memory: this is the case with faces. In
this case, the top-down influence is very important.

This plug-in approach is similar to the cortex which comes as a plug-in into the primitive brain.
The brain appears to be a concatenation of layers plugged the ones into the others as
displayed in Fig. 11.1. There are of course other paths and links between these different areas,
but the brain seems to have an onion-like layer architecture. This architecture opens the
system to any evolution and new capacities may be added over the old ones ad infinitum.

11.3.1.3. Philosophy

Philosophy is also a domain which has an interest in studying attention. Attention appears to
be simple and natural, but in fact it is a key concept letting us to learn about life, brain,
intelligence, to learn more about ourselves....
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The attention process evolved in the same time as the brain itself. Reflex-based with the
primitive brain and conscious with the cortex, attention is present at several levels, from
information acquisition to memory and information processing. It is involved in survival reflexes
as well as in learning and information sorting, filtering and understanding.

Attention is not an additional cognitive mechanism, but it is part of brain activity, part of
intelligence, part of life. In fact, there is no human activity without attention. When people sleep
and dream, they are in a particular phase of sleep. This phase is called R.E.M. which stands
for Rapid Eye Movements. These movements may be saccades and fixations within a mental
environment set up by dreams. In this case attention appears to be also part of human dreams!

The use of some principles of the biological attention within computers may cause important
advances within robotics, computer vision and more generally in signal processing.
Nevertheless, if attention is part of intelligence and learning, it is not all the intelligence or
learning. Attention is not artificial intelligence: for this purpose it should be used along with
other existing techniques such as evolutionary programming, learning theory, classification
and so on.

If attention is the first step of intelligence and it is part of any information processing activity, its
application to computers and robotics may raise a fundamental question:

Is computational attention able to lead to a class of intelligent self-learning, self-programming
general-purpose machines? Not yet, but one never knows ...

11.4. In brief

Attention: the model

A definition of attention is provided: a mechanism turning rough data into
intelligence. Attention is part of all cognitive processes which use acquired data
(touch, vision, smell, auditory, etc...) and there is no intelligence without attention.

A 3 level bottom-up attention model was proposed.

Two main top-down influences are described: normality atlases and knowledge-
based models.

A fast evaluation shows that the proposed model is efficient.

Three predictions about the brain structure arise from this model. They are not yet
supported by clear evidence, but they may explain some of the high-level and top-
down behaviours.

Attention: the applications:
Six different applications were demonstrated.

Bottom-up attention is a general technique which may be personalised to a precise
application using appropriate top-down models.

Computational attention is a first step in many complex applications, and several
complex signal processing techniques may greatly benefit from a prior attention
processing.
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Appendix A: Audio events detection

This appendix shows results from the frequency-driven approach applied to three ambiences
(“train station”, “airport” and “sidewalk”) with six kinds of events per each (“explosion”, “glass
breaking”, “car crash”, “gun shot”, “siren” and “woman scream”). On the left column is
displayed the energy ambience-to-event ratio of -10 dB and on the right column the energy
ambience-to-event ratio of -5 dB is displayed.

The first row simply shows the initial signal spectrogram, the second row displays the low-level
frequency-driven attention map. High attention scores are red whereas low attention scores
are blue. The rarity is computed on a 900 frames history for each frequency. Finally, the third
row displays the medium-level mixed with the thresholded low-level map. A 200 first frames
normality atlas is used.

Fig. B.1. Explosion event into a train station ambi  ence
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Fig. B.2. Glass breaking event into a train station ambience

Fig. B.3. Car crash event into a train station ambi  ence

Fig. B.4. Gun shot event into a train station ambie  nce
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Fig. B.5. Siren event into a train station ambience

Fig. B.6. Woman scream event into a train stationa  mbience

Fig. B.7. Explosion event into an airport ambience
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Fig. B.8. Glass breaking event into an airport ambi  ence

Fig. B.9. Car crash event into an airport ambience

Fig. B.10. Gun shot event into an airport ambience
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Fig. B.11. Siren event into an airport ambience

Fig. B.12. Woman scream event into an airport ambie  nce

Fig. B.13. Explosion event into a side walk ambienc e (speech just before the event)
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Fig. B.14. Glass breaking event into a side walk am  bience (speech just before the event)

Fig. B.15. Car crash event into a side walk ambienc e (speech just before the event)

Fig. B16. Gun shot event into a side walk ambience (speech just before the event)
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Fig. B.17. Siren event into a side walk ambience (s  peech just before the event)

Fig. B.18. Woman scream event into a side walk ambi  ence (speech just before the event)
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Appendix B: Tumours distance maps

This appendix shows results of the symmetry-based distance maps for the patients within the
database. Symmetry was computed using the log-polar representation. The seed is the most
asymmetric grey-level close to the airway (here the darkest red region). Two slices (left

column) per patient and their symmetry-based maps (right column) are displayed. The
scanner slices have red markers locating the tumour.

Fig. C.1. Patient A3
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Fig. C.2. Patient A5

Fig. C.3. Patient A9

Fig. C.4. Patient A10
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Fig. C.5. Patient A12

Fig. C.6. Patient A13

Fig. C.7. Patient B11
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Fig. C.8. Patient B12

Fig. C.9. Patient B13

Fig. C.10. Patient B15
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Fig. C.11. Patient B16

Fig. C.12. Patient B17
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Appendix C: Natural Images Set

Results are presented on the figure bellow as a linear correlation measure between:
Mouse-tracking (MT) or eye-tracking (ET) data
IT, IT foveated , LG1 and LG1 foveated

The displayed LG1 and LG1 foveated maps are first low-pass filtered before the correlation
coefficient is computed.
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Bikes

Capitol

Dance
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Kayak

Lighthouse

Bridge
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Parrots

Slide

Plane
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Raft

Boat

Wild
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Barbara

Monarch
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Appendix D: Advertisement Set

Results are presented on the figure bellow as a linear correlation measure between:
Mouse-tracking (MT): no eye-tracking data available here
IT, IT foveated , LG1 and LG1 foveated

The displayed LG1 and LG1 foveated maps are first low-pass filtered before the correlation
coefficient is computed
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Appendix E: Web Sites Set

Results are presented on the figure bellow as a linear correlation measure between:
Mouse-tracking (MT) data: no eye tracking data is available
IT, IT foveated , LG1, LG1 foveated and TOP (LG1 x top-down)

The displayed LG1 and LG1 foveated maps are first low-pass filtered before the correlation
coefficient is computed.

The top-down model is multiplied at a low-pass filtered version of LG1 to obtain the map called
TOP.
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Dixit ...
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