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Resumen 
 

Esta tesis contribuye a la caracterización del movimiento a través de señales 

inerciales y fisiológicas obtenidas con dispositivos portátiles  y analizadas a 

través de técnicas de procesado de señal y algoritmos de aprendizaje profundo. 

La investigación llevada a cabo en torno al análisis de movimiento tiene tres 

aplicaciones principales: saber qué actividad está realizando la persona 

(reconocimiento de actividades humanas), identificar quién está realizando ese 

movi miento (identificación de usuario) o conocer cómo se está realizando ese 

movimiento (detección de anomalías motoras). 

 

Muchas de las investigaciones previas a esta tesis han abordado el 

modelado del movimiento humano utilizando sensores invasivos en contac to 

con el usuario o sensores intrusivos que modifican  el comportamiento del 

usuario a la hora de realizar una acción (cámaras o micrófonos). En este sentido, 

los dispositivos wearables como los teléfonos y relojes inteligentes pueden 

recopilar señales de movimiento de los usuarios durante su vida diaria de una 

manera menos invasiva o intrusiva. Recientemente, ha habido un aumento 

exponencial de la investigación centrada en el procesamiento de señales 

inerciales para caracterizar el movimiento de las personas y desarrollar sistemas 

con diferentes aplicaciones. 

 

Los sistemas de aprendizaje automático generalmente se componen de un 

módulo de extracción de características y un módulo clasificador. Los 

algoritmos tradicionales extraen características de forma manual basadas en el 

conocimiento experto de las propias señales. Posteriormente, estos sistemas 

utilizan estas características como entradas al algoritmo de aprendizaje 

automático para clasificar las señales de entre un conjunto de clases. Sin 

embargo, las redes neuronales profundas  ofrecen la posibilidad de aprender las 

características directamente de las señales y realizar tanto el aprendizaje de las 

características como su clasificación a través de una arquitectura única. Estas 

redes son muy efectivas para extraer patrones cuando las entradas dependen en 

gran medida unas de otras y pueden construir modelos que podrían generalizar 

patrones complejos. Por lo tanto, decidimos aprovechar la capacidad de 

aprendizaje de estas redes para el modelado y el reconocimiento de patrones 

basados en señales inerciales de movimiento.  

 

Partiendo de la hipótesis de que cada actividad tiene características 

especiales en función de su tipo de movimiento, proponemos diferentes 

técnicas de procesamiento de señales y aprendizaje profundo en función de una 

tipología de actividades humanas: movimientos repetitivos como correr o andar 

en bicicleta; movimientos no repetitivos (gestos) como abrir un cajón o beber 
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una taza de café; y posturas como sentarse o estar de pie. Hemos analizado el 

tamaño de la ventana, el dominio de análisis de la señal (en tiempo o 

frecuencia) y la arquitectura  de la red neuronal para determinar la 

configuración más apropiada para cada tipo de actividad . Las ventanas largas 

(> 25 s) con características en el dominio del tiempo , junto con el uso de redes 

neuronales convolucionales (CNNs) ha proporcionado  un mejor rendimiento 

para los movimientos repetitivos. En el caso de movimientos no repetitivos, la 

mejor opción fue usar ventanas más cortas (3 s) al modelar variaciones dentro 

de la ventana usando capas Long Short-Term Memory (LSTM) (estructura CNN + 

LSTM). Para las posturas, la detección de oscilaciones lentas, gracias a una 

mayor resolución espectral en ventanas largas, ha permitido aumentar la tasa 

de acierto sensiblemente. 

 

Basándonos en la hipótesis de que la forma de caminar puede caracterizar 

de manera única a un sujeto, hemos demostrado que la capacidad de 

aprendizaje de las redes neuronales de aprendizaje profundo puede modelar 

identidades con la suficiente calidad como para realizar una supervisión 

continua de personas. En este sentido, proponemos una adaptación de la 

solución basada en d-vectors utilizad a en el campo de reconocimiento de 

locutor , y comparamos este método con los algoritmos tradicionales de 

aprendizaje automático utilizados anteriormente. Los experimentos basados en 

la solución d-vector han demostrado la robustez de este enfoque en 

comparación con el resto de los algoritmos más convencionales utilizados en 

trabajos previos. Este análisis incluye también el impacto de diferentes aspectos 

como el tiempo empleado para darse de alta en el sistema, la distribución de las 

grabaciones en los subconjuntos de inscripción, validación y prueba y la 

variedad de las actividades consideradas. 

 

En cuanto a la tercera aplicación, detección de anomalías motoras, 

aplicamos modelado de movimiento en diferentes escenarios para generar bio 

marcadores basados en dicho movimiento. En primer lugar, para la detección 

de la enfermedad de Parkinson, evaluamos el dibujo a mano como un 

procedimiento no intrusivo para supervisar de forma remota la alteración en la 

cinemática del dibujo realizado con una tableta digital. Demostramos que las 

direcciones X e Y son las señales más informativas para detectar el temblor de 

Parkinson. En segundo lugar, con respecto a la detección del estrés, observamos 

que las señales fisiológicas son cruciales para evaluar situaciones de estrés e 

informar de métricas cuantitativas a los médicos. Asimismo , para detectar el 

consumo de alcohol, investigamos un bio marcador de movimiento a través de 

un sensor wearable que demuestra que los movimientos de sujetos ebrios y 

sobrios se pueden modelar y clasificar mediante algoritmos de aprendizaje 

profundo  en un contexto dependiente del sujeto. Finalmente, demostramos que 
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la estimación de la distancia alcanzada en ejercicios de control del equilibro 

postural se podía mejorar aplicando redes recurrentes. 

 

Finalmente, esta tesis propone varias estrategias para combinar información 

de varias sub-ventanas, mejorando el análisis o reconocimiento de movimiento 

en duraciones largas. Estas estrategias abarcan técnicas de aprendizaje de 

características y clasificación, ya que se basan en la integración de información 

temporal  en diferentes puntos dentro del sistema para la detección o 

clasificación del movimiento humano. Se han descrito y evaluado tres 

alternativas para la combinación de información: promediar las características 

antes de los algoritmos de aprendizaje profundo, integrar las salidas de la red o 

combinar la información de varias ventanas consecutivas utilizando estructuras 

de aprendizaje profundo como Time Distributed layers. Como resultado de este 

análisis, hemos conseguido mejoras significativas al integrar información de 

sub-ventanas en comparación con usar directamente ventanas largas. 

 

Este trabajo abre líneas de trabajo futuro para continuar la investigación en 

el campo del modelado de movimiento  enfocadas en mejorar el reconocimiento 

de actividad, la biometría y la detección de anomalías motoras con baja 

intrusión  en el día a día de las personas. 
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Abstract  
 

This thesis contributes to motion characterization through  inertial and 

physiological signals captured by wearable devices and analyzed using signal 

processing and deep learning techniques. This research leverages the 

possibilities of motion analysis for three main applications: to know what 

physical activity a p erson is performing (Human Activity Recognition), to 

identify who is performing that motion (user identification ) or know how the 

movement is being performed (motor anomaly detection).  

 

Most previous research has addressed human motion modeling using 

invasive sensors in contact with  the user or intrusive sensors that modify the 

ÜÚÌÙɀÚɯÉÌÏÈÝÐÖÙɯÞÏÐÓÌɯ×ÌÙÍÖÙÔÐÕÎɯÈÕɯÈÊÛÐÖÕɯȹÊÈÔÌÙÈÚɯÖÙɯÔÐÊÙÖ×ÏÖÕÌÚȺȭɯIn this 

sense, wearable devices such as smartphones and smartwatches can collect 

motion signals from users during  their daily lives in a less invasive or intrusive 

way. Recently, there has been an exponential increase in research focused on 

inertial -signal processing to characterize people's motion and develop systems 

with different applications.  

 

Machine learning  systems are usually composed of a feature extraction 

module and a classifier module. The traditional systems typically try to extract 

handcrafted features based on expert knowledge from the signals. Then, the 

systems use these features as inputs to the machine learning algorithm to 

classify these signals into different classes. However, deep neural networks 

open the possibility to directly learn features from signals and perform both 

feature learning  and classification tasks, through a unique architecture. These 

networks are very effective at extracting patterns when inputs highly depend 

on each other and can build models able to generalize complex patterns. 

Therefore, we decided to apply the learning capability of these networks for 

motion  inertial signals based pattern modeling and recognition.  

 

Based on the hypothesis that each movement has special characteristics 

depending on its type of activity , we propose different signal processing and 

deep learning techniques on a typology of human activities: repetitive 

movements such as running or cycling; non-repetitive movements (gestures) as 

opening a drawer or drinking a cup of coffee; and postures such as sitting or 

standing. We have analyzed the window size,  the signal analysis domain  (time 

or frequency), and the neural network a rchitecture to determine the most 

meaningful configuration for each type of activity . Long windows ( > 25 s) of 

raw data in Convolutional Neural Networks (CNNs) provided better 

performance for repetitive movements. In the case of non-repetitive 

movements, the best option was using shorter windows (3  s) when modeling 
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intra -window variations using Long Short -Term Memory (LSTM) layers 

(CNN+LSTM structure). For postures, detecting slow oscillations , thanks to a 

higher  spectral resolution in long windows , allow increasing the recognition 

accuracy. 

 

Based on the hypothesis that the walking style can uniquely characterize a 

subject; we demonstrate that the learning capability of deep learning neural 

networks could competitively model identities to perform continuous person 

supervision. In this sense, we propose an adaptation of the d-vector approach 

used for the speaker recognition field and compare this method to traditional 

machine learning algorithms previously used in biometrics applications. The 

experiments based on the d-vectors solution have demonstrated the robustness 

of the proposed approach compared to the rest of conventional machine 

learning algorithms  used in previous works . This analysis also includes the 

impact of different aspects such as the amount of enrollment time, recordings 

distribution in enrollment, validation and test subsets, and variability of 

considered activities. 

 

Regarding the third application, motor anomaly detection, we applied 

motion modeling in different scenarios to generate motion -based biomarkers. 

%ÐÙÚÛÓàȮɯÍÖÙɯ/ÈÙÒÐÕÚÖÕɀÚɯ#ÐÚÌÈÚÌɯËÌÛÌÊÛÐÖÕȮɯÞÌɯÌÝÈÓÜÈÛÌËɯÏÈÕËÞÙÐÛÐÕÎɯËÙÈÞÐÕÎs 

as a non-intrusive procedure to remotely supervise the alteration in the 

kinematics of drawing through a simple digital tablet. We demonstrated that X 

and Y directions are the moÚÛɯÐÕÍÖÙÔÈÛÐÝÌɯÚÐÎÕÈÓÚɯÍÖÙɯËÌÛÌÊÛÐÕÎɯ/ÈÙÒÐÕÚÖÕɀÚɯ

tremor s. Secondly, regarding stress mood detection, physiological signals are 

crucial to evaluate stress situations and report quantitative metrics to 

physicians. Moreover , for detecting alcohol consumption,  we investigated a 

motion biomarker through a wearable sensor demonstrating that intoxicated 

ÈÕËɯÚÖÉÌÙɯÚÜÉÑÌÊÛÚɀɯÔÖÝÌÔÌÕÛÚɯÊÖÜÓËɯÉÌɯÔÖËÌÓÌËɯÈÕËɯÊÓÈÚÚÐÍÐÌËɯÜÚÐÕÎɯËÌÌ×ɯ

learning algorithms  in a subject-dependent context. Finally, we demonstrated 

that estimating the reach distance of balance postural control exercises could be 

improve d by applying recurrent networks.  

 

Finally , this thesis proposes several strategies for combining information 

from several sub-windows to improve the motion analysis or recognition in 

long durations. These strategies encompass feature learning and classification 

techniques since they are based on integrating information from motion in 

different point s of the human motion modeling framework. Three alternatives 

for information combination have been described and evaluated: averaging the 

features before the deep learning algorithms, integrating the network outputs, 

or combining the information from several consecutive windows using deep 

learning structures like Time  Distributed layers . As result of this analysis, we 
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have demonstrated significant improvements when integrating information 

from sub-window s compared to directly using long windows.  

 

This work opens future lines to continue the research in the motion 

modeling field  focused on improving activity recognition, biometrics, and 

motor anomalies detection with low intrusiveness  ÐÕɯ×ÌÖ×ÓÌɀÚɯday-to-day life. 
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1. Introduction  
 

Artificial Intelligence (AI) encompasses systems performing  tasks that 

typically require human intelligence. During the last years, these automatic 

systems have become popular among the world , increasing significantly : ɁÛÏÌɯ

ÎÓÖÉÈÓɯ (ɯÔÈÙÒÌÛɯÚÐáÌɯÐÚɯ×ÙÖÑÌÊÛÌËɯÛÖɯÙÌÈÊÏɯȜƖƔƖȭƙƛɯÉÐÓÓÐÖÕɯÉàɯƖƔƖƚɂɯ[1]. 

 

Within this context, g rowing interest in multi -sensor networks and their 

integration  into intelligent environments have allowed  the possibility of 

monitoring and tracking people 's actions and movements. The emergence of 

different type s of sensors and their  ×ÙÌÚÌÕÊÌɯÐÕɯ ×ÌÖ×ÓÌɀÚɯËÈÐÓàɯÓÐÝÌÚɯÈÓÓÖÞɯ

modeling and predicting human movements. People are increasingly 

demanding electronic devices incorporated in their clothes, called wearables. In 

ÍÈÊÛȮɯɁÚÏÐ×ÔÌÕÛÚɯÖÍɯÞÌÈÙÈÉÓÌɯËÌÝÐÊÌÚɯÙÌÈÊÏɯƗƗƚȭƙɯÔÐÓÓÐÖÕɯÜÕÐÛÚɯÍÖÙɯƖƔƕƝɂɯ[2], and 

the ɁÞÌÈÙÈÉÓÌɯÛÌÊÏÕÖÓÖÎàɯÔÈÙÒÌÛɯÚÐáÌɯÐÚɯÌß×ÌÊÛÌËɯÛÖɯÙÌÈÊÏɯȜƙƛȮƚƙƗɯÔÐÓÓÐÖÕɯÉàɯ

ÛÏÌɯ ÌÕËɯ ÖÍɯ ƖƔƖƖɂɯ[3]. Moreover, the market penetration of smart devices 

(smartphones or smartwatches) is also assumed to increase in the next years 

($96.31 billion by 2027 [4]). The presence of these sensors provides a lot of 

opportunities  for the research of new human-machine interfaces. Some key 

technology companies that are focused on the wearable device market are 

Apple, Xiaomi, Samsung, and Huawei [5]. 

 

Within the new range of research possibilities  on human-machine 

interfaces, there exists an outstanding research area focused on human motion 

modeling and recognition. Thanks to sensors such as accelerometers and 

gyroscopes available in smart devices that people usually wear, it is possible to 

collect information during the whole day and model people's motion. Recently, 

there has been an exponential increase in research focused on inertial -signal 

processing to characterize peopleɀÚ motion and develop systems with different 

applications [6]. 

 

Modeling human motion allows capturing information about three main 

aspects: what physical activity a person is performing  (e.g. exercise monitoring 

in sports), who is performing that motion (user identification) , or how the 

movement is being performed  (motor anomalies detection). Physical activity 

supervision is an important application : nowadays, physical inactivity is 

responsible for more than 5 million deaths [7] and costs billions of dollars to 

societies around the world [8] every year. In this sense, developing a non-

intrusive physical activity modeling system would allow people to control their 

physical activit y increasing their motivation.  Moreover , professional athletes 

can control their progress in a precise and comfortable way [9]. On the other 

hand, identity supervision can be performed continuously becoming a key 
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aspect in healthcare applications such as people monitoring in residences or 

smart homes [10]. Finally , motor anomaly detection can help physicians to 

monitor patients  and their evolution . For example, a tremor detection system 

would allow physicians to remotely track this symptom  in ParkinsonɀÚ patients 

[11], helping  them to adjust the medication doses. 

 

Wearable sensors can sense physical activity during daily life, becoming a 

great opportunity to develop human motion applications. Human motion 

modeling and recognition systems need to extract meaningful featur es 

(movement characterization) and classify these features using machine learning 

algorithms.  Traditional machine learning algorithms have made important 

advances to classify different daily life activities  [12, 13]. However , deep 

learning approaches are reporting significant improvements  [14-16]. Because of 

that, this thesis has focused on deep learning algorithm s for modeling  and 

classifying motion patterns . 

 

1.1. Motivation  and objectives  
 

Previous works  have exploited a wide range of sensors for human motion 

modeling. However, some of those sensors require contact with ÛÏÌɯÜÚÌÙɀÚɯÚÒÐÕɯ

to collect physiological signals (for example, skin conductance sensors) or 

interfere with the ÚÜÉÑÌÊÛɀÚɯusual behavior (for example, heavy devices located 

in the arm that disturb normal user movements). 

 

A non-invasive sensor can be defined as the one which does not need direct 

contact with  the user while a non-intrusive sensor can be defined as the one 

which does not disturb the subjeÊÛɀÚɯËÈÐÓàɯÈÊÛÐÝÐÛàɯÞÏÐÓÌɯ×ÌÙÍÖÙÔÐÕÎɯÈÕɯÈÊÛÐÖÕȭɯ

For example, a great amount of previous works for human identification has 

traditionally used cameras as data acquisition sensor. This sensor collects data 

non-invasively, but it can be intrusive when the user modif ies his/her usual 

conduct while being observed. 

 

Wearable sensors or body-worn sensors are directly attached to the body or 

incorporated  in clothes or devices that subjects usually wear without interfering 

in their daily life. These sensors can track inertial or physiological signals being 

suitable for data collection in multiple human motion applications . Some 

examples of this type of sensors are accelerometers, gyroscopes, 

magnetometers, or temperature, respiration, Electrodermal Activity  (EDA), or 

electrocardiograph (ECG) sensors. 

 

A grand challenge related to human motion modeling is to use or work 

with sensors that do not alter  the subject's behavior [17]. This thesis leverages 
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the idea of not disturbing the subjects in their daily life to propose a human 

motion modeling and recognition system using non -intrusive  wearable sensors 

with signal processing t echniques and flexible deep learning approaches. 

 

The main objective of this thesis is to propose several contributions in the 

field of human motion modeling using non -intrusive wearables sensors. This 

thesis provides several proposals in the different mod ules that compose a 

human motion modeling and recognition system.  

 

Human motion signals are typically divided  into analysis windows . In 

previous works, the  proposed systems analyze and classify every window 

using the same signal pre-processing for all physical activities . The system 

provides an output for each window . However, activities  such as sitting, 

walking,  and opening a drawer  are very  different  in terms of duration and 

motion pattern.  This thesis analyzes different types of activities and studies the 

most appropriate signal domain and window size depending on the type of 

activity . This analysis contributes to the first sub-objective defined in t he thesis 

project: 

 

SO1. Propose and analyze different signal processing techniques for 

non-intrusive wearables sensors used for human motion modeling . 

 

These human motion systems also use the same machine learning 

algorithm for all physical activities . This thesis evaluates traditional machine 

learning and deep learning architectures to model and recognize human motion 

recordings considering different motion patterns . Deep learning strategies has 

been the focus in this thesis, considering traditional machine learning 

algorithms as baseline strategies. This evaluation contributes to the second sub-

objective: 

 

SO2. Evaluate different algorithms for feature extraction and 

classification. These algorithms include traditional machine 

learning and deep  learning algorithms . Different deep learning 

architectures have been analyzed and evaluated. 

 

Human motion systems have been mainly focused on detecting physical 

activities. This thesis contributes to the state of the art in designing neural 

network solutions adapted to the type of activity  for Human Activity 

Recognition (HAR ) systems. These works are included in the third  sub-objective 

of this thesis: 

 

SO3. Design a human activity recognition system, wi th significant 

improvements compared to the state  of  the art over the public 



4 

datasets used in this thesis . This objective includes an analysis of 

different deep learning architectures, using several layer modalities 

depending on the type of activity . 

 

Regarding user identification , the d-vectors approach has provided great 

performance in the speaker recognition field . This thesis adapts this approach 

to developing a continuous identity monitoring system using motion  

information . This adaptation allows to fulfill th e fourth sub-objective: 

 

SO4. Develop a continuous identity monitoring system using motion 

information, obtaining significant improvements compared to 

state-of -the-art results . In these studies, several machine learning 

strategies have been evaluated and compared, including an 

adaptation of the d-vectors approach initially proposed in the 

speaker recognition field.  

 

Human modeling could also contribute to supervis ing anomalous 

movements. This thesis evaluates and compares several sensing modalities for 

motor anomaly detection  and biomarker s extraction. These works response to 

the fifth sub -objective: 

 

SO5. #ÌÚÐÎÕɯ ÈÕËɯ ËÌÝÌÓÖ×ɯ ÚàÚÛÌÔÚɯ ÍÖÙɯ ×ÈÛÐÌÕÛÚɀɯ ÔÖÛÖÙɯ ÈÕÖÔÈÓàɯ

detection and biomarkers extraction for daily habits . 

 

1.2. Structure of the Document  
 

This document has been divided into eight chapters. The description of 

each of them is detailed below. 

 

- Chapter 1: Introduction. This chapter presents the main thesis 

motivations  and describes the goals of the thesis. 

 

- Chapter 2: Related work. This chapter reviews related work on  human 

motion modeling and recognition using non -intrusive wearable sensors, 

including application domains, benchmark datasets , and system 

structures. These structures includ e modules for signal recording with 

different types of sensors, signal processing, feature extraction, and 

motion modeling and classification through machine and deep learning 

techniques. 

 

- Chapter 3: Methodology. This chapter explains the methodology 

followed during the thesis development, describing the different phases 
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and the evaluation procedures carried out to show the performance 

improvements.  

 

- Chapter 4: Human Activity Recognition. This chapter includes the 

materials, methods, and results of the experiments related to HAR. A 

human activity  typology and specific signal processing and deep 

learning techniques for each type of activity  are proposed. 

 

- Chapter 5: Biometrics: Continuous Identity Monitoring. This chapter 

includes the materials, methods, and results of the experiments related 

to biometrics. A d-vector approach is proposed for identification and 

verification tasks bÈÚÌËɯÖÕɯ×ÌÖ×ÓÌɀÚɯgait. 

 

- Chapter 6: Motor Anomaly Detection and Biomarkers Extraction . This 

chapter includes the materials, methods, and results related to anomaly 

detection caused by different concerns. This thesis is focused on 

/ÈÙÒÐÕÚÖÕɀÚɯÛÙÌÔÖÙȮɯaffective mood, and postural balance.  

 

- Chapter 7: Multi -application contribution: integrating temporal 

information from sub -windows . These sub-windows  are time divisions 

inside every window . This chapter includes the materials, methods, and 

results related to time analysis. The movement classification is evaluated 

depending on the analysis duration by combining information from sub -

windows.  This contribution is mainly applied to HAR and alcohol 

detection. 

 

- Chapter 8: Conclusions and Future Work . This chapter draws the 

conclusions of the thesis, presents the research contributions, and 

describes the future work .   
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2. Related work  
 

Human motion modeling has been widely explored during the last years. 

This section presents different interesting points related to human motion 

modeling and recognition: application domains, benchmark datasets obtained 

with wearable sensors, and system structures including different modules: data 

acquisition using different types of sensors, signal pre-processing, feature 

extraction, and movement classification. 

2.1. Application domains  
 

Human motion modeling and recognition can be used for different 

applicati ons, which could be classified into three main groups: activity 

recognition, user identity monitoring , and motor anomaly detection.  This thesis 

contributes to these three types of applications: proposing a new framework  for 

physical and daily activities  recognition , developing a user identity monitoring 

system based on gait, and ËÌÝÌÓÖ×ÐÕÎɯ ×ÈÛÐÌÕÛÚɀ motor anomalies and 

biomarkers detection systems ÍÖÙɯ/ÈÙÒÐÕÚÖÕɀÚɯDisease, stress mood, alcohol 

consumption, and  Y-Balance Test (YBT). The following subsections describe 

each of these applications. 

 

2.1.1. Human Activity Recognition  

 

The first group of motion modeling applications deals with the detection of 

physical activities or Activities of Daily Living (ADL) [18-20] and it is referred 

to as Human Activity Recognition (HAR).  HAR is the process of determining 

the activity performed by a specific user during a finite period . Examples of the 

most recognized ADL in literature are walking, ascending stairs, running , 

sitting,  and standing. Moreover, HAR can be applied to sports monitoring 

purposes [9, 21-23] such as fitness tracking, training adaptation, personal 

incentivizing , or rehabilitation [24]. Regarding sports, other physical activities 

such as running, cycling, or jumping have been also considered. 

 

,ÖÕÐÛÖÙÐÕÎɯ ×ÏàÚÐÊÈÓɯ ÈÊÛÐÝÐÛàɯ ÐÚɯ ÕÌÈÙÓàɯ ÙÌÓÈÛÌËɯ ÛÖɯ ×ÌÖ×ÓÌɀÚɯ ÏÌÈÓÛÏȭɯThe 

population has raised awareness of being physically fit [25] since it provides 

health benefits. Some examples of these benefits are life expectancy increase, 

risk reduction of many illnesses, and quality of life imp rovement. An example 

of a healthcare problem directly related to the lack of physical activity is 

ÖÉÌÚÐÛàȭɯ ÊÊÖÙËÐÕÎɯÛÖɯÛÏÌɯ6ÖÙÓËɯ'ÌÈÓÛÏɯ.ÙÎÈÕÐáÈÛÐÖÕȮɯɁƗƝ % of adults aged 18 

àÌÈÙÚɯÈÕËɯÖÝÌÙɯÞÌÙÌɯÖÝÌÙÞÌÐÎÏÛɯÐÕɯƖƔƕƚɂɯ[26]. Obesity is preventable and 
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people can set physical activity goals to boost their incentive and prevent future 

health problems related to this disease by using smartphone applications . 

 

Fitness is associated with  a healthful life. Raising healthy lifestyles among 

kids [27] or teenagers [28] is an important way to improve awareness about 

fitness. Nowadays, there still are a high number of young ad ult people that do 

not follow physical activity recommendations. Comfortable options for 

monitoring their physical activity and progression could motivate and 

encourage them to increase their physical activity [29]. In this sense, and from a 

medical point of view, nurses have considered wearable devices like Inertial 

Measurement Units (IMUs) or smart devices as an opportunity to engage 

people in physical activity and boost their  health awareness [30]. In addition, 

activity trackers  may encourage physical activity also among older adults [31]. 

 

HAR technology can also improve the quality of life in all ag es by non-

intrusively  supervising subjectÚɀ movements and behavior in smart  homes and 

ambient-assisted environments [32, 33]. Supervising the daily activity at home 

can determine the physical activity of a person and detect any possible 

irregularity or abnormal behaviors  while performing a specific activity . For 

example, it would be possible to encourage a person to go for a walk if his/her 

daily physical activity is insufficient or to contact emergency services if an elder 

person has suffered a fall at home or residence. 

 

Another application of HAR deals with improving productivity and safety 

at work, reducing accident risks [34]. Factories with assembly lines could 

introduce human motion  supervision to analyze gestures at work that could 

damage their health. In this sense, it would be possible to recommend the 

employees correct their position or velocity of body parts while performing an 

activity at work to avoid possible accidents.  

 

HAR systems usually provide a unique signal processing and machine 

learning approach to model all activities. This thesis analyzes different types of 

activities and proposes the most appropriate signal domain, window size , and 

deep learning architecture depending on the type of activity.  

 

2.1.2. Biometrics  

 

The second group of motion modeling applications is user identity 

monitoring  [10, 35, 36]. Biometric features (face, iris , fingerprint,  speech, etc.) 

have been traditionally used for human identification and verification. 

However, new w earable devices offer a great opportunity to perform this 

identification ubiquitously . Nowadays, these devices allow identity checking, 
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requesting a PIN code, touch pattern , or fingerprint  (typically used for logging 

or unlocking the smartphone ). Nevertheless, these strategies hinder performing 

continuous identi ty supervision (only check the identi ty at specified instants) 

and are too intrusive [37-39] because the smartphone owner must interrupt 

his/her activity to introduce , for example, the PIN or the fingerprint. In t his 

sense, it is possible to take advantage of inertial sensors in wearable and smart 

devices to perform continuous identity monitoring through daily movements 

like hand gestures or whole -body actions like walking (gait -based 

identification) . 

 

Gait could be considered as a physiological process comprised of periodic 

leg movements where each foot offers support to perform a step [40]. The entire 

gait period (composed of two steps) is conventionally called the walking cycle. 

The term gait recognition consists of authenticating a person by his/her way of 

walking. The combination of this technique with wearable technology becomes 

an appropriate modality for the biometrics-based authentication process due to 

the following reasons: 

 

- Gait recognition exploits behavioral features and unique walking 

patterns that are determined by the walking style of each individual and 

are hard to imitate . Everyone has a unique muscular -skeletal structure 

[41] that perform s characteristic walking pattern s. These patterns are 

difficult to copy or forge. Medical studies have defined 24 different 

components in a walking cycle  to uniquely identify a person by his/her 

gait [42]. 

 

- Intra -subject similarities and inter -subject differences of walking 

patterns can be exploited through gait recognition  [43]. 

 

- Gait recognition can be performed through wearables using low -

resolution and simple instrumentation with relatively low costs 

compared to traditional video -based gait recognition. 

 

- Gait allows affordable ubiquitous applications because it  can be 

captured remotely  through wearables. 

 

- Gait recognition does not require any specific user action except 

walk ing, so it can be non-intrusively performed.  

 

- Wearable devices allow collecting gait data withou t contact with  the 

user, so gait recognition  can be non-invasively performed . 
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- Continuous identity monitoring can be performed to assure that the 

same person participates in a whole session. 

 

Concerning biometrics systems based on the walking style, both traditional 

machine learning algorithms, and deep learning techniques have been applied. 

For example, a previous work [44] retrieved information from raw inertial data 

recorded by 60 subjects with an accelerometer using several machine learning 

algorithms for person identification: 81.1 0 % with Naïve Bayes (NB), 88.70 % 

with K -Nearest Neighbors (K-NN), 92.90 % with Multi -Layer Perceptron 

(MLP), and 97.70 % with Support Vector Machines (SVM). Another work  [45] 

used  a Random Forest (RF) method with 10 Decision Trees (DTs) over a dataset 

that contains recordings from 36 subjects using a smartphone and a smartwatch 

under laboratory conditions, reaching an  identification  accuracy of 97.40 % 

using the walking activ ity. Other works [39, 46] used approaches that were 

traditionally used in the speaker verification field to perform gait -based 

recognition achieving high performance. In addition, deep learning algorithms 

have also been used to identify an individual based on his/her gait. For 

instance, a previous work [47] proposed a deep learning approach to develop a 

gait-based identification system using recordings from 153 different subjects 

collected with five body accelerometers (right wrist, right side of the pelvis, left 

thigh, left upper arm , and right ankle)  and achieved an identification accuracy 

of 94 %. This thesis adopts a d-vector approach (from the speaker recognition 

field) for developing a continuous identity monitoring system using motion.  

 

2.1.3. Motor anomaly detection  

 

Human motion modeling can also detect uncommon movements in 

patients: anomaly detection. This is the third group of application s, where 

unusual movements or abnormal biosignals derived from some pathologies like 

ParkinsonɀÚ Disease, or affective moods could be detected when monitoring 

people's activity. In this sense, human motion modeling could help physicians 

remotely track motor anomalies and perform exhaustive health monitoring 

management. In addition, physicians could define medical treatment and 

medication doses for each patient more precisely and frequently. Gait 

recognition allows identifying the user and providing  information on the 

evolution of different diseases with motor symptoms  [48]. Some examples of 

diseases that could be supervised analyzing motor anomalies are the following:  

 

- /ÈÙÒÐÕÚÖÕɀÚɯDisease (PD) is a progressive nervous system disorder that 

affects many life aspects, including motion capability . 
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- Stress is a feeling of physical or emotional tension resulting from 

adverse circumstances that could make a person feel frustrated, 

irritated,  or nervous. Some physical symptoms of this pathology are 

muscle tension, nervousness, and body shaking. 

 

- Intoxication level due to alcohol consumption. Driving a great number 

of alcoholic drinks  could provoke involuntary movements that can be 

detected through wearables sensors in a non-intrusive way . 

 

- Y-Balance Test (YBT). This test is a clinical assessment that is 

traditionally scored by measuring the Normalized Reach Distance 

(NRD) [49], which provides an objective measurement of the balance 

control of the patients. The YBT consists in switching from an initial 

bilateral to unilateral stance and maintaining controlled balance while 

using one leg to perform a maximal reach excursion with the non -stance 

limb in the three standardized directions  (Anterior, Posteromedial and 

Posterolateral) [50]. 

 

Other examples of motor anomalies are related to other diseases. For 

example, Huntington's Disease (HD) is a progressive brain degeneration that 

ÏÈÚɯ ÈÕɯ ÐÔ×ÈÊÛɯ ÖÕɯ ×ÌÖ×ÓÌɀÚɯ ÍÜÕÊÛÐÖÕÈÓɯ ÈÉÐÓÐÛÐÌÚɯ ÈÕËɯ ÊÈÜÚÌÚɯ ÜÕÊÖÕÛÙÖÓÓÌËɯ

movements, and cognition, and emotional problems. A previous work [51] has 

studied the gait cycle in patient s with this disease. Another example is 

Amyotrophic Lateral Sclerosis (ALS) , which is a progressive neurodegenerative 

disease that affects motor neurons in the brain and the spinal cord. This disease 

demises motor neurons, affecting the ability of the brai n to control muscle 

movement. A previous work [52] has studied the gait in patients with this 

disease. In the case of epilepsy, it is a neurological disorder that could cause 

seizures, uncontrollable movements, and loss of consciousness. This pathology 

could provoke intense attacks that become a critical problem in the daily 

activity of a  person. Detecting these attacks helps to define behavioral patterns 

that could allow foreseeing them to reduce their consequences. Several studies 

have analyzed patients to detect epileptic seizures [53, 54]. Another example is 

Paroxysmal Atrial Fibrillation (PAF) , which  consists of occasional episodes of 

chaotic beats of heart atria that represent a life-threatening cardiac arrhythmia. 

Some symptoms of this disease are racing heart or palpitations and shortness of 

breath. Diagnosing this disease as early as possible could prevent serious 

consequences such as heart failure or a stroke. Previous work has developed a 

system to identify PAF patients [55]. In addition, wearables may help to 

enhance the effectiveness and the efficiency of the whole patient pathway and 

ÚÜ××ÖÙÛɯÛÏÌɯÏÌÈÓÛÏÊÈÙÌɯ×ÙÖÍÌÚÚÐÖÕÈÓÚɀɯËÌÊÐÚÐÖÕ-making in orthopedics [56] or 

cardiology  [57]. 
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This thesis is focused on modeling the anomalous movements derived from 

PD, stress, alcohol consumption, or the YBT. 

 

 ɯ×ÈÙÛÐÊÜÓÈÙɯÔÖÛÖÙɯÚàÔ×ÛÖÔɯÚÛÜËÐÌËɯÐÕɯ/ÈÙÒÐÕÚÖÕɀÚɯ×ÈÛÐÌÕÛÚɯÐÚɯ%ÙÌÌáÐÕÎɯÖÍɯ

Gait (FOG), which is a short and episodic lack of forwarding progression of the 

feet despite the intention to walk [58]. Some studies have analyzed this 

pathology using human motion [11, 59, 60] using wearable sensors. Other 

noticeable symptoms of this disease that could be analyzed through human 

motion monitoring are tremor, bradykinesia (slowed movement), and rigid 

muscles. Continuous supervision of these symptoms wou ld help physicians to 

adjust the treatment with a high resolution. However, one of the first symptoms 

is an alteration in the kinematics of handwriting. According to McLennan et al. 

[61] micrographia (abnormally small letter size) can be found in approximately 

5 % of patients with PD before the onset of motor symptoms, and 30 % of 

patients reported deterioration  of handwriting. PD is connected with some 

motor symptoms (tremor , bradykinesia, and stiffness), which  ÐÔ×ÈÐÙɯ×ÈÛÐÌÕÛÚɀɯ

writing skills, resulting in three  main changes [62]: the size of writing [63] 

(micrographia [64]), kinematics, and pen-pressure [65]. Several methods have 

been created to study the handwriting of a PD patient [66]. Both static and 

dynamic are important aspects. Some dynamic ones are the decrease in speed 

and pen-pressure while writing [63, 67]. Handwriting can be influenced by a 

×ÌÙÚÖÕɀÚɯvisual abilities  [63], broad inter-subject variability , and other factors 

such as writing style or language skills [68]. Drawings could be an alternative to 

handw riting. Kotsavasiloglou et al. [69] studied variations in muscle 

coordination and hand movement between PD patients and healthy people 

while using a pen-and-tablet interface. They used five features: the mean 

horizontal velocity, the normalized velocity variability (in units of 1 per 

second), the standard deviation of the horizontal velocity, and the entropies of 

the horizontal and vertical components of the signal. The authors evaluated 

multiple  classification algorithms, reaching an accuracy of 88.63 % and an Area 

Under the Curve (AUC) , metric explained in section 3.3, of 93.10 %. Zham et al. 

[62] used the NB algorithm to  detect PD using 10 features including static and 

dynamic information , reaching an accuracy of 83.20 % and an AUC of 93.30 %. 

This thesis models and evaluates PD tremor using handwriting drawings and a 

deep learning architecture. 

 

As mentioned, stress could provoke physical symptoms such as muscle 

tension, nervousness, and body shaking. These symptoms can be detected 

through physiological aspects like skin conductance or body temperature. 

Stress could derive into mental health probl ems such as depression or anxiety if 

it is not detected and treated soon. Some works have studied human activity 

movements to detect stress [70-72]. In addition, s tress has been detected using 

biosignals in many previous works. ECG an d EDA are most commonly  
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biosignals used for stress monitoring. The following  EDA features are derived  

from Skin Conductance Response (SCR) curves [73, 74]: the number of peaks, 

peak duration, peak value, slope, etc. In the case of EMG, the majority  of the 

features are extracted from the energy distribution over a broad frequency 

range reaching several hundreds of Hz [75]. Physical signals like respiration  

[76] or body temperature [77] may be used to supplement these physiological 

signals. For example, the relationship between inspiration and expiration time  

in the case of respiration may also provide stress information [76]. Several 

previous studies have analyzed and compared various machine learning 

algorithms [78-80], including  SVM, RF, DTs, Regression Strategies, Boost 

algorithms, K-NN , etc. The combination of several of these algorithms 

produced better results. In addition, deep learning approaches can be used to 

detect stress patterns but also, they can be used to learn and combine relevant 

features from several biosignals. There are works  on stress detection that used 

deep learning algorithms for classifying h andcrafted features [80, 81]. For 

instance, Schmidt et al. [79] used handcrafted features from  different  biosignals. 

They evaluated several machine learning algorithms and  reported results on 

two classification tasks: an accuracy of 93.12 % distinguishing between stress 

and non-stress moods and an accuracy of 80.34 % distinguishing among 

baseline, stress, and amusement moods. Chakraborty et al. [80] used a deep 

neural network to detect stress patterns from handcrafted features, reaching a 

classification accuracy of 77.06 % among five classes: baseline, stress, 

amusement, meditation, and recovery. This thesis models and evaluates 

different affective moods related to stress using inertial and physiological 

signals and a deep learning architecture. 

 

Concerning alcohol detection through mobile sensing, several previous 

works have proposed different approaches. Arnold et al. [82] compared various 

machine learning algorithms ( NB, DT, SVM , and RF) to classify alcohol 

intoxication thresholds based on the number of drinks consumed by a person 

using acceleration data from a smartphone. The authors demonstrated that RF 

was the most reliable classifier, with  56 % and 70 % accuracy on the training 

and validation sets respectively, classifying the number of drinks into scales of 

0-2 drinks (sober), 3-6 drinks (tipsy) , or >6 drinks (drunk). Th e authors obtained 

promising results, but they relied on potentially biased self -reports to determine 

ground -truth intoxication thresholds, which could restrict the reliability of the 

findings . Santani et al. [83] used smartphones involving 241 participants to 

classify youth drinking behavior  on a weekend night, via an RF classification 

algorithm to determine when a person drank alcohol. Self-reports on individual 

alcoholic drinks taken on Friday and Saturday nights over three months were 

also included in this previous study . They concluded that accelerometer data 

was the most informative single signal, with 75.80 % accuracy. McAfee et al. 

[84] used intoxicated  busters goggles to distort vision and mimic  the impact  of 



13 

alcohol consumption on the body and scale at four different Blood Alcohol 

Content (BAC) levels [0.00-0.08), [0.08-0.15), [0.15-0.25), [0.25+). They used 

accelerometer and gyroscope features from a smartphone, as well as height, 

weight, and gender reached to classify 33 subjects into these BAC levels. This 

previous work used 5 -second segments and reached 89.45 % accuracy using a 

DT classifier when using 99 % of data for training data and 1  % for testing and 

73.74 % accuracy using an RF algorithm when using a 10 -fold Cross-Validation 

(CV) setup. Killian et al. [85] collected accelerometer signals from a smartphone 

and Transdermal Alcohol Content (TAC)  data from an ankle bracelet during a 

drinking eve nt in a non-intrusively way. The  authors used 10-second windows 

of acceleration recordings and they randomized the data using 75 % for training 

and 25 % for testing. They compared machine and deep learning algorithms, 

concluding that the RF solution  outperformed the classification between  

intoxicated participants (TAC >= 0.08) and sober participants (TAC < 0.08) with 

a 77.48 % of accuracy. This thesis models and detects alcohol consumption 

using inertial signals and a deep learning architecture. 

 

Regarding balance control assessments, wearable inertial sensors have been 

frequently used in medicine applications  for postural control and sports 

science. Performance testing [86], injury risk screening, injury rehabilitation, 

and evaluation of readiness to return to play [87] are common uses for postural 

control assessments. Prior research has focused on determining the validity and 

reliability of evaluation methods in laboratory conditions [88]. For example, a 

previous study [89] showed that the 95 % ellipsoid volume (95EV) measure 

derived from inertial sensors could det ect alterations in dynamic balance 

control that were not detected by traditional reach distances alone, as well as 

distinguish pre -fatigue and post-fatigue dynamic balance control for all three 

reach directions of the YBT. A recent work [90] examined inter -session test-

retest reliability of quantified YBT variables using a single lumbar inertial 

sensor, which provided a valid measure of balance performance across three 

reach directions tests conducted in two different weeks. The authors analyzed 

the following YBT variables: NRD, 95EV, ranges of pitch, roll, and yaw, and 

Root Mean Square (RMS), sample-entropy, A UC of the Fast Fourier Transform 

(FFT), variance of the tri -axial gyroscope and accelerometer signals and 

magnitudes of the lumbar sensor. In the case of sports-related injuries, a 

previous study  [91] found that poor dynamic balance performance during the 

YBT, as assessed by a lumbar inertial sensor, was significantly associated with a 

future concussion injury. The authors analyzed data from an elite rugby union, 

and they observed that those who had poorer balance performance were three 

times more likely to have a sports-related concussion. In terms of dynamic 

balance classification tasks, a previous work  [49] distinguished between the 

three YBT reach directions as well as pre and post-fatigue balance achieved 

during the YBT. The authors collected data from 15 people who performed YBT 
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on their dominant leg at 0, 10, and 20 minutes. They used an RF classifier wi th 

features extracted from a lumbar sensor. For the reach direction classification 

task, the authors achieved an accuracy of 97.80 %, a sensitivity of 97.86 ± 0.89 %, 

and a specificity of ƝƜȭƝƔɯ Ƿɯ Ɣȭƙƚɯ ǔȭɯ "ÖÕÊÌÙÕÐÕÎɯ ÍÈÛÐÎÜÌȮɯ ɁÕÖÙÔÈÓɂɯ ÈÕËɯ

ɁÈÉÕÖÙÔÈÓɂɯÉÈÓÈÕÊÌɯperformances were recognized with an accuracy of 67.86 ± 

5.19 %, sensitivity of 64.28 ± 4.12 %, and specificity of 71.42 ± 8.59 %. Concerning 

regression tasks related to dynamic balance, a prior work  [92] presented and 

evaluated a machine learning approach based on the K-NN algorithm and 

Dynamic Time Warping (DTW) method to estimate the NRD over a dataset of 

29 young healthy people [93]. They used the similarity between signals 

obtained by the DTW method to feed the K -NN algorithm. According to the 

authors, the Z-axis from the lumbar accelerometer was shown to be the most 

relevant signal. The model was trained and validated using data from 21 

participants through a 10-fold CV procedure, and this model  was evaluated 

using data from the remaining unseen 8 participants . The authors reported a 

Mean Absolute Percentage Error (MAPE) of 8.02 % over the testing subset. 

Another previous study [94] looked at kinematic and kinetic predictors of YBT 

performance in each direction using data from 31 healthy participants . The 

authors created a stepwise regression model with specific features such as 

flexion or rotation of the knee, hip, ankle, or torso. Knee flexio n and torso 

contralateral rotation explained 45.80 % of the variance in Anterior reach 

direction, the combination of hip flexion, ankle dorsiflexion, and external 

rotation explained 76.90 % of the variance in Posteromedial reach direction, and 

hip flexion and pelvis contralateral rotation explained 69.60 % of the variance in 

Posterolateral reach direction. According to the findings of the study,  hip and 

knee joint moments in the sagittal and frontal planes were important  for YBT 

performance. Deep learning algorithms have been surpassed traditional 

machine learning algorithms  and have been frequently integrated into HAR 

systems [6]. To the best of the authors' knowledge, no previous work has used 

deep learning methods to estimate the NRD of the YBT, so this thesis fulfils this 

gap. 

 

2.2. Benchmark datasets 
 

Several research groups have created human motion datasets using 

wearable sensors for different purposes. The tables in this section present 

several datasets widely used in previous studies : Table 1 presents datasets with 

HAR purposes, Table 2 includes datasets for user identification and verification 

systems and Table 3 summarizes datasets related to motor anomaly detection. 

However, some of these datasets could be used for several applications, such as 

HAR and user identification, because they have a high number of subjects and 

activities. The columns included in these tables are: 
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(1) ID (identification number of the dataset). 

(2) Dataset (acronym used in literature for the dataset) . 

(3) Type (kind of activities, identification,  or anomaly detection pattern 

that data present). 

(4) #Subject (number of subjects). 

(5) #Activity /#Class (number of activities or classes and their  

specification). 

(6) Sensor (type of sensor). 

(7) #Device (number of recording devices) . 

(8) Type of Device (kind of recording devices) . 

(9)  #Signal (number of signals). 

(10) Sampling Rate (sampling frequency in Hz) . 

(11) Time (h) (duration of the whole  dataset). 

(12) Ref. (reference of the dataset). 

 

In these tables, the type of sensor is informed by one of these acronyms: 

 

- Accelerometer (A). 

- Gyroscope (G). 

- Magnetometer (M). 

- Object sensor (O). 

- Ambient sensor (AM) . 

- Quaternion (Q) . 

- Heart rate sensor (HR). 

- Respiration sensor (RESP). 

- Temperature sensor (TEMP). 

- Electrodermal Activity (EDA) . 

- Electrocardiograph (ECG) sensor. 

- Electromyograph (EMG) sensor. 

- Electroencephalograph (EEG) sensor. 

- Photoplethysmography (PPG) . 

- Blood Volume Pressure (BVP). 

- Vertical Ground Reaction Force (VGRF). 

 

In addition, no public datasets are indicated by NP in  the Reference 

column. The rest of the datasets are public. In these tables, ~ symbol is used to 

specify that some sampling frequencies and time are approximate values.  
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Table 1. Datasets for HAR purposes. 

ID  Dataset Type #Subject #Activity  Sensor #Device 
Type of 

Device 
#Signal 

Sampling 

Rate (Hz) 

Time 

(h) 
Ref. 

D01 
OPPORTUN

ITY 

ADL 

and 

postures 

4 

21: open door 1 (A1), open door 2 (A2), close door 1 (A3), close door 

2 (A4), open fridge (A5), close fridge (A6), open dishwasher (A7), 

close dishwasher (A8), open drawer 1 (A9), close drawer 1 (A10), 

open drawer 2 (A11), close drawer 2 (A12), open drawer 3 (A13), 

close drawer 3 (A14), clean table (A15), drink from cup (A16), 

toggle switch (A17), lying (A18), sitting (A19) , standing (A20), and 

walking (A21)  

A, G, M, 

O, AM  
20 IMU Sensor 242 32 25 [95] 

D02 
Skoda 

Checkpoint  

Gestures 

at 

factory 

1 

10: write notes (A1), open engine hood (A2), close engine hood 

(A3), check door gaps (A4), open door (A5), close door (A6), 

open/close two doors (A7), check trunk gap (A8), open/close trunk 

(A9), check steering wheel (A10) 

A 20 IMU Sensor 60 96 3 [96] 

D03 
UCI 

Smartphone 

ADL 

and 

postures 

30 
6: standing (A1), sitting (A2), lying down (A3), walking (A4), 

walking downstairs and upstairs (A5 and A6)  
A, G 1 Smartphone 9 50 1.6 [97] 

D04 PAMAP2  

ADL 

and 

postures 

9 

12: lying (A1), sitting (A2), standing (A3), walking (A4), running 

(A5), cycling (A6), Nordic walking (A7), ascending stairs (A8), 

descending stairs (A9), vacuum cleaning (A10), ironing (A11), and 

rope jumping (A12).  

A, G, M, 

HR 
4 IMU Sensor 37 

100 (A, G, M); 

9 (HR) 
10 [98] 

D05 USC-HAD  

ADL 

and 

postures 

14 

12: walking forward (A1), walking left (A2), walking right (A3), 

walking upstairs (A4), walking downstairs (A5), running forward 

(A6), jumping (A7), sitting (A8), standing (A9), sleeping (A10), 

elevator up (A11), and elevator down (A12)  

A, G, M 1 IMU Sensor 9 100 7.8 [99] 

D06 

Activity 

Prediction 

WISDM 

ADL 

and 

postures 

36 
6: walking (A1), jogging (A2), upstairs (A3), downstairs (A4), sitting 

(A5), and standing (A6) 
A 1 Smartphone 3 20 15.25 [100] 
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D07 DSADS 

ADL, 

sport 

activities

, and 

postures 

8 

19: sitting (A1), standing (A2), lying on back and on right side (A3 

and A4), ascending and descending stairs (A5 and A6), standing in 

an elevator still (A7) and moving around in an elevator (A8), 

walking in a parking lot (A9), walking on a treadmill with a speed 

of 4 km/h (in flat and 15 deg inclined positions) (A 10 and A11), 

running on a treadmill with a speed of 8 km/h (A12), exercising on 

a stepper (A13), exercising on a cross trainer (A14), cycling on an 

exercise bike in horizontal and vertical positions (A15 and A16), 

rowing (A17), jumping (A18), and playing b asketball (A19) 

A, G, M 5 IMU Sensor 45 25 12.67 [101] 

D08 
Ambient 

kitchen 

Food 

preparat

ion 

20 

11: chopping (A1), peeling (A2), slicing (A3), dicing (A4), coring 

(A5), spreading (A6), eating (A7), stirring (A8), scooping (A9), 

scraping (A10), and shaving (A11) 

A 4 IMU Sensor 12 40 4 
[102] 

NP 

D09 

Darmstadt 

Daily 

Routines 

ADL 

and 

postures 

1 

34: sitting/desk activities (A1), lying while reading/using computer 

(A2), having dinner (A3), walking freely (A4), driving car (A5), 

having lunch (A6), discussing at whiteboard (A7), attending a 

presentation (A8), driving bike (A9), watching a movie (A10), 

standing/talking on phone (A11), walking while carrying 

something (A12), walking (A13), picking up cafeteria food (A14), 

sitting/having a coffee (A15), queuing in line (A16), personal 

hygiene (A17), using the toilet (A18), fanning barbecue (A19), 

washing dishes (A20), kneeling/doing sth. else (A21), sitting/talking 

on phone (A22), kneeling/making fire for barbecue (A23), setting 

the table (A24), standing/having a coffee (A25), preparing food 

(A26), having breakfast (A27), brushing teeth (A28), standing/using 

the toilet (A29), standing/talking (A30), washing hands (A31), 

making coffee (A32), running (A33), and wiping the whiteboard 

(A34) 

A 2 IMU Sensor 6 100 164 
[103] 

NP 

D10 Actitracker  

ADL 

and 

postures 

225 
6: walking (A1), jogging (A2), stairs (A3), sitting (A4), standing 

(A5), and lying down (A6)  
A 1 Smartphone 3 20 41.4 [104] 

D11 
Twente 

SADT 

ADL 

and 

postures 

10 
7: walking (A1), running (A2), sitting (A3), standing (A4), jogging 

(A5), biking (A6), walking upstairs , and walking downstairs (A7)  
A, G, M 5 Smartphone 60 50 3.5 [105] 

D12 MHEALTH  

ADL 

and 

postures 

10 

12: standing still (A1), sitting and relaxing (A2), lying down (A3), 

walking (A4), climbing stairs (A5), waist bends forward (A6), 

frontal elevation of arms (A7), knees bending (crouching) (A8), 

cycling (A9), jogging (A10), running (A11), and jump front & back 

(A12) 

A, G, M, 

ECG 
3 IMU Sensor 23 50 1.25 [106] 
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D13 ActiveMiles  ADL  10 
7: running (A1), walking (A2), cycling (A3), casual movement (A4), 

public transport (A5), idle (A6), and standing ( A7) 
A, G 5 Smartphone 30 50 and 200 30 [107] 

D14 HASC ADL  1 

13: brushing teeth (A1), bicycle (A2), cleaning table (A3), shopping 

(A4), toilet (A5), cooking (A6), tv (A7), meal (A8), note  pc (A9), 

reading (A10), office (A11), smartphone (A12), and car (A13) 

A 1 Smartphone 3 200 72 
[108] 

NP 

D15 ActRecTut 

Gestures 

at 

kitchen 

2 

11: open a window (A1), close a window (A2), water a plant (A3), 

turn book page (A4), drink from a bottle (A5), cut with a knife (A6), 

chop with a knife (A7), stir in a bowl (A8), forehand (A9), backhand 

(A10), and smash (A11) 

A, G 3 IMU Sensor 15 32 1.17 [109] 

D16 HHAR  ADL  9 
6: biking (A1), sitting (A2), standing (A3), walking (A4), stair up 

(A5), and stair down (A6)  
A, G 2 

Smartphone 

and 

smartwatch 

12 

25ɬ200 (it 

depends on 

device) 

4.5 [110] 

D17 

UCI 

Smartphone 

Updated 

ADL 

and 

postures 

30 

12: standing (A1), sitting (A2), lying down (A3), walking (A4), 

walking downstairs and upstairs (A5 and A6), stand -to-sit (A7), sit-

to-stand (A8), sit-to-lie (A9), lie-to-sit (A10), stand-to-lie (A11), and 

lie-to-stand (A12) 

A, G 1 Smartphone 9 50 1.6 [111] 

D18 REALDISP 
Sport 

activities 
17 

33: walking (A1), jogging (A2), running (A3), jump up (A4), jump 

front & back (A5), jump sideways (A6), jump leg/arms open/closed 

(A7), jump rope (A8), trunk twist (arms outstretched) (A9), trunk 

twist (elbows bent) (A10), waist bends forward (A11), waist rotation 

(A12), waist bends (reach foot with opposite hand) (A13), reach 

heels backwards (A14), lateral bend (10 to the left + 10 to the right) 

(A15), lateral bend with a rm up (10_ to the left + 10_ to the right) 

(A16), repetitive forward stretching (A17), upper trunk and lower 

body opposite twist (A18), lateral elevation of arms (A19), frontal 

elevation of arms (A20), frontal hand claps (A21), frontal crossing of 

arms (A22), shoulders high-amplitude rotation (A23), shoulders 

low -amplitude rotation (A24), arms inner rotation (A25), knees 

(alternating) to the breast (A26), heels (alternating) to the backside 

(A27), knees bending (crouching) (A28), knees (alternating) bending 

forward (A29), rotation on the knees (A30), rowing (A31), elliptical 

bike (A32), and cycling (A33) 

A, G, M, 

Q 
9 

IMU Sensor 
117 50 39 [112] 

D19 ARSCMADS ADL  15 

7: working at computer (A1), standing up, walking and going up 

down  stairs (A2), standing (A3), walking (A4), going up down  

stairs (A5), walking and talking with someone (A6), and talking 

while standing (A7)  

A 1 IMU Sensor 3 52 10.29 [113] 
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D20 WRIST ADL  16 

14: brush teeth (A1), climb stairs (A2), comb hair (A3), descend 

stairs (A4), drink glass (A5), eat meat (A6), eat soup (A7), get up 

bed (A8), lie down bed (A9), pour water (A10), sit down chair 

(A11), stand up chair (A12), use telephone (A13), and walk (A14) 

A 1 IMU Sensor 3 32 3.88 [114] 

D21 MotionSense 

ADL 

and 

postures 

24 
6: downstairs (A1), upstairs (A2), walking (A3), jogging (A4), sitting 

(A5), and standing (A6) 
A, G 1 Smartphone 9 50 5.6 [115] 

D22 
ExtraSensor

y 

ADL 

and 

postures 

60 

51: some examples of ADL are walking, running, sleeping, lab 

work, and in class and some examples of postures are lying down, 

and sitting  

A, G, M 2 

Smartphone 

and 

smartwatch 

12 

40 

(smartphone)

, 25 

(smartwatch) 

5,000 [116] 

D23 EMGDS 
Sport 

activities 
36 

7: hand at rest (A1), hand clenched in a fist (A2), wrist flexion (A3), 

wrist extension (A4), radial deviations (A5), ulnar deviations (A6), 

and extended palm (A7) 

EMG 8 EMG sensor 8 1,000 ~1.18 [117] 

D24 PPG-DaLiA  ADL  15 

8: sitting still (A1), ascending/descending stairs (A2), table soccer 

(A3), cycling (A4), driving car (A5), lunch break (A6), walking (A7) , 

and working (A8)  

A, ECG, 

EDA, 

RESP, 

TEMP, 

PPG 

2 

(RespiBA

N and 

Empatica

E4) 

IMU Sensor 

11: 5 

(RespiB

AN), 

and 6 

(Empati

caE4) 

700 

(RespiBAN); 

EmpaticaE4: 

4 (EDA, 

TEMP), 32 

(A), 64 (PPG) 

36 [118] 

D25 
WISDM_201

9 

ADL, 

sport 

activities

, and 

postures 

51 

18: walking (A1), jogging (A2), ascending/descending stairs (A3), 

sitting (A4), standing (A5), kicking a soccer ball (A6), dribbling a 

basketball (A7), catch with a tenner ball (A8), typing (A9), writing 

(A10), clapping (A11), brushing teeth (A12), folding clothes (A13), 

eating pasta (A14), eating soup (A15), eating a sandwich (A16), 

eating chips (A17), and drinking from a cup (A18)  

A, G 2 

Smartphone 

and 

smartwatch 

12 20 45.9 [45] 

D26 
RealWorld20

16 

ADL 

and 

postures 

15 

8: climbing stairs down and up (A1 and A2), jumping (A3), lying 

(A4), standing (A5), sitting (A6), running/jogging (A7), and walking 

(A8) 

A, G, M 7 Smartphone 63 50 17.93 [119] 

D27 
DailyLog201

6 
ADL  6 

12: eating/drinking (A1), personal grooming (A2), housework (A3), 

movement (A4), meal preparation (A5), shopping (A6), desk work 

(A7), relaxing (A8), sleeping (A9), transportation (A10), sport (A11), 

and socializing (A12) 

A, G 1 Smartphone 6 ~65.56 ~1,016.4 [120] 

D28 
FirstVision2

018 
ADL  2 

7: wipe mouth (A1), drink water (A2), take meds (A3), eat banana 

(A4), prepare bread (A5), eat bread (A6), and sit down (A7)  
A, G, M 2 Smartphone 18 - - [121] 

  



20 

D29 
BodyPositio

n 
Postures 10 

5: ventral decubitus (A1), right lateral decubitus (A2), left lateral 

decubitus (A3), supine decubitus (A4), and seated (A5) 
A 1 IMU Sensor 3 - - [122] 

D30 HTAD  ADL  3 
7: watch tv (A1), eat chips (A2), wash hands (A3), brush teeth (A4), 

type on keyboard (A5), sweep (A6), and mop floor (A7)  
A 1 IMU Sensor 3 ~26 ~1.1 [123] 

D31 BAFitness 
Sport 

activities 
1 

6: flick kicks (A1), knee lifts (A2), jumping jacks (A3), superman 

jumps (A4), high knee runs (A5), and feet back runs (A6) 
A 10 IMU Sensor 30 64 0.25 [124] 

D32 HCI  ADL  1 
5: triangle pointing up (A1), square (A2), circle (A3), infinity (A4), 

and triangle pointing down (A5)  
A 8 IMU Sensor 24 96 0.42 [124] 

D33 MobiAct  
ADL 

and falls 
57 

13: standing (A1), walking (A2), jogging (A3), jumping (A4), stairs 

up (A5), stairs down (A6), sit chair (A7), car step in (A8), car step 

out (A9), forward -lying (A10), front -knees-lying (A11), sideward -

lying (A12), and back-sitting -chair (A13) 

A, G 1 Smartphone 6 100 17.86 [125] 

D34 MobiFall  
ADL 

and falls 
24 

13: standing (A1), walking (A2), jogging (A3), jumping (A4), stairs 

up (A5), stairs down (A6), sit chair (A7), car step in (A8), car step 

out (A9), forward -lying (A10), front -knees-lying (A11), sideward -

lying (A12), and back-sitting -chair (A13) 

A, G 1 Smartphone 6 100 17.86 [126] 

D35 
UlsterHAR_

DB 

ADL 

and 

postures 

8 

7: walking (A1), jogging on a motorized treadmill (A2), sitting (A3), 

lying (A4), standing (A5), and walking upstairs and downstairs (A6 

and A7) 

A 6 IMU Sensor 18 51.2 0.47 
[127] 

NP 

D36 
TampereHA

R_DB 

ADL 

and 

postures 

20 

7: sitting still (A1), sitting and drinking (A2), sitting and doing math 

(A3), standing still (A4), dish washing (A5), stationary cycling high 

intensity (A6), and stationary cycling low intensity (A7)  

A, HR 1 IMU Sensor 4 25 16 
[128] 

NP 

 

Table 2. Datasets for identification purposes. 

ID  Dataset Type #Subject #Activity  Sensor #Device Type of Device  #Signal 
Sampling 

Rate (Hz) 

Time 

(h) 
Ref. 

D37 UIWADS  

Identification; 

Walking; 

Slopes 

22 - A 1 Smartphone 3 33 1.26 [129] 

D38 BB-MAS 
Typing, Gait , 

and Swipes 
117 

6: typing/browsing on desktop (A1), typing on tablet (A2), 

walking (A3), climbing downstairs and upstairs (A4 and A5), 

and typing on phone (A6)  

A, G, 

keystroke

s, swipes 

4 
Desktop, tablet, 

and smartphones 
14 100 ~234 [130] 
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D39 
OU-ISIR 

Inertial  

Identification; 

Walking; 

Slopes 

744 - A, G 1 IMU Sensor 6 100 ~2.25 [131] 

D40 ABC 
Device 

identification  

387 

devices 
- A 1 IMU Sensor 3 ~3 ~5,200 [132] 

D41 
Speed 

Dataset 

Walking 

speeds (fast, 

normal, slow)  

36 - A 1 IMU Sensor 3 256 - 
[133] 

NP 

D42 
MotionRec

ording  

Walking 

(with and 

without 

backpack) 

50 - A 1 IMU Sensor 3 100 ~1.2 
[134] 

NP 

D43 
Android 

Google G1 

Walking 

(speed and 

surfaces) 

48 

6: normal speed over carpeted (A1), normal speed over grass 

(A2), normal speed over gravel (A3), normal speed over 

inclined (A4), slow speed over carpeted (A5), and fast speed 

over carpeted (A6) 

A 1 Smartphone 3 45 ~2.13 
[135] 

NP 

D44 

Darmstadt

GaitSensor

_DB 

Gait 

recognition  
48 - A 1 Smartphone 3 120 24 

[136] 

NP 

D45 
ZJU-

GaitAcc 

Gait 

recognition  
175 - A 5 IMU Sensor 15 100 - 

[137] 

NP 

D46 

Darmstadt

GaitSmartp

hone_DB 

Gait 

recognition  
36 - A 1 Smartphone 3 100 20 

[138] 

NP 

D47 
GjøvikGait

_DB 

Gait 

recognition  
30 - A 1 IMU Sensor 3 100 2.67 

[139] 

NP 

D48 
WuhanGait

_Db 

Gait 

recognition  
21 - A 1 IMU Sensor 3 250 75 

[140] 

NP 
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Table 3. Datasets for motor anomaly and biomarkers detection purposes. 

ID  Dataset Type #Subject #Class Sensor #Device 
Type of 

Device 
#Signal 

Sampling 

Rate (Hz) 

Time 

(h) 
Ref. 

D49 BIDMC  Heart failure  15 - ECG 1 ECG sensor 2 250 360 [141] 

D50 
LTMM_Lab

Walks 

Gait, Stability 

and fall risk  
69 2: faller (C1), and nonfaller (C2) A, G 1 IMU Sensor 6 100 1.15 [142] 

D51 
LTMM_Ho

me 

Gait, Stability 

and fall risk  
71 2: faller (C1), and nonfaller (C2) A, G 1 IMU Sensor 6 100 5,112 [142] 

D52 
Daphnet 

Gait 

Gait, 

Parkinson's 
10 2: no freeze (stand, walk, turn) (C1), and freeze (C2) A 3 IMU Sensor 9 

256 (shank, 

lower back), 

64 (thigh) 

8.32 [60] 

D53 GaitPDB Parkinson's 166 2: idiopathic PD (C1), and healthy controls (C2) VGRF 16 IMU Sensor 18 100 3.1 [143] 

D54 GaitNDD  

Parkinson's, 

Huntington 

and 

Amyotrophic 

Lateral 

Sclerosis 

64 4: PD (C1), HD (C2), ALS (C3), and healthy controls (C4) VGRF 2 IMU Sensor 2 300 5.33 [52] 

D55 Spiral 

Writing 

anomaly in 

Parkinson's 

77 2: People with Parkinson's (C1), and Healthy (C2) 

Coordinate

s in tablet, 

pressure, 

and grip 

angle 

1 Tablet 5 110 ~1.33 [144] 

D56 WESAD 

Affective 

states or 

moods 

15 
5: baseline (C1), stress (C2), amusement (C3), meditation (C4), 

and recovery (C5) 

A, ECG, 

EDA, EMG, 

RESP, 

TEMP, BVP 

2 

(RespiBA

N and 

Empatica

E4) 

IMU Sensor 

14: 

8(Respi

BAN), 

and 

6(Empa

ticaE4) 

700 

(RespiBAN); 

EmpaticaE4: 

4 (EDA, 

TEMP), 32 

(A), 64 (BVP) 

30 [79] 

D57 PAF PAF 98 2: healthy (C1), and patients with PAF (C2) ECG 1 ECG sensor 2 128 98 [145] 

D58 Bar Crawl 
Alcohol 

consumption  
13 2: intoxicated (C1), and sober (C2) A 1 Smartphone 3 40 ~98 [85] 

D59 BBEEG 
Epileptic 

seizures 
5 2: focal (C1) and non-focal (C2) EEG 2 EEG sensor 2 1024 ~22.33 [146] 
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D60 ESR 
Epileptic 

seizures 
500 

5: healthy subjects with opened eyes open (C1), healthy 

subjects with closed eyes (C2), ictal group (epileptic subjects 

during a seizure) (C3), contains interictal activity from the 

hippocamp allocation (C4), interictal activity from the 

epileptogenic zone (C5) 

EEG 1 EEG sensor 1 173.6 3.19 [147] 

D61 WBA 

Writing 

behavior 

analysis 

76 - A, G 1 Smartphone 6 ~1,541.5 1.27 [148] 

D62 YBT YBT 29 - A, G, M, Q 5 IMU Sensor 90 51.2 ~1 [93] 
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Most datasets included in Table 1 include recordings of physical activities 

and postures. These activities could be divided into daily activities, sport s 

activities, and work environment activities.  The most common daily activ ities 

recorded are walking, running, ascending stairs, descending stairs, sitting,  and 

standing. Some datasets are focused on specific short gestures that people 

usually perform daily at  home, such as opening a fridge or closing a drawer. In 

addition, other datasets include specific sports activities like cycling  and or 

jumping, or specific actions that people perform in work environments such as 

slicing or working at a computer . Moreover, some datasets are recorded under 

laboratory condi tions and others in real environments where subjects perform 

the activities without restrictions  (there is not a specific protocol) . 

 

Table 2 summarizes datasets that could be used for user identification and 

verification purposes. Most of these datasets contain recordings of walking 

activit ies from a high number of subjects, but some of these datasets are not 

publicly available.  

 

Several datasets in Table 3 are related to /ÈÙÒÐÕÚÖÕɀÚɯDisease (PD) in terms 

of gait or writing anomalies. Another dataset also includes recordings from 

Huntington 's Disease (HD) and Amyotrophic Lateral Sclerosis (ALS) patients. 

Other datasets are focused on distinguishing affective moods  through inertial 

and physiol ogical signals, detecting alcohol consumption , or supervising 

postural balance through mobile sensing. 

 

2.3. Structure of a human motion modeling system  
 

A human motion modeling system has a specific structure that could 

slightly vary depending on the final application . A previous study presented 

the Activity Recognition Chain (ARC)  [109] as a typical structure to recognize 

activities from sensors. This pipeline  is composed of four main modules: data 

acquisition, signal pre-processing and segmentation, feature 

extraction/selection, and activity  classification. An additional module can be 

included for combining information in long periods  (post-processing). 

 

- Data acquisition: this stage consists in collecting data through multiple 

devices. These devices could be Inertial Measurement Units ( IMUs ), 

smartphones, or smartwatches. 

 

- Signal pre-processing and segmentation: this stage consists in reducing 

the noise, windowing  (signal segmentation in analysis windows ), and 

transforming the raw data into other domains, like the frequency 

domain.  
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- Feature extraction and selection: this stage consists in obtaining and 

selecting features to characterize human motion. For each window, a 

feature vector is extracted. 

 

- Training and classification: this stage trains the classifier with the 

extracted features and performs the recognition process at the window 

or segment level. 

 

- Combining the information in long periods: this stage can be added as 

the final module of the system structure to combine information of 

window sequences to provide a classification decision in longer periods  

of time. 

 

The functions carried out by the modules in the ARC can be performed by 

independent modules (different technologies) or in a unique module (a single 

technology can perform several steps). 

 

Figure 1 shows the general structure for a human modeling and recognition 

system, which can be specifically implemented for different purposes (i.e. 

activity recognition, user identification , or anomaly detection). 

 

 

Figure 1. The general structure for a human modeling and recognition system.  

This thesis is focused on all the modules except the data acquisition. The 

next subsections describe in detail every module. 

2.4. Data acquisition: sensors  
 

Human movements  have been collected through different sensors in the 

last years. Some works have used video cameras (videos and images) for 

surveillance applications, personal patterns such as PIN code or fingerprint for 

authentication systems, inertial sensors for human movement monitoring , or 

specific physiological sensors for health supervision (biomarkers). This section 

classifies these sensors depending on the type of recorded signal and 

depending on the sensor intrusiveness and invasiveness. After that, wearable 

sensor placement and orientation are described. 
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2.4.1. Sensor classification based on the type of signal s 

 

This subsection describes the classification based on the type of signals. The 

first  type is composed of the main inertial sensors that provide a specific 

magnitude among different  axes. Accelerometer, gyroscope, and magnetometer 

are the most popular inertial sensors used for human motion modeling . These 

sensors could be integrated into independent IMUs or could be embedded in 

smart devices such as smartphones, smartwatches, wrists, bands, or glasses. In 

this case, these sensors can be considered as wearable sensors or body-worn 

sensors, because they are often worn by subjects in their daily life.  

 

- Accelerometer: this device measures the acceleration of the body (or a 

part of the body) in its instantaneous coordinate system in meters per 

second squared (m/s2) or G-forces (g). 

 

- Gyroscope: this sensor captures the angular velocity of the body (or part 

of a body) in its instantaneous coordinate system in degrees per second 

(°/s) or radians per second (rad/s). 

 

- Magnetometer: this device collects the strength of a magnetic field at a 

given location. These sensors usually provide the magnetic field in units 

of Gauss (G) or Tesla (T). 

 

Floor sensors could be considered wearable sensors that detect the foot 

pressure over the floor when people walk. These sensors are suitable for gait 

recognition [149] and anomaly detection in walking patterns [150]. Another 

modality consists in locatin g sensors underneath each foot to measure Vertical 

Ground Reaction Force (VGRF) in Newtons (N) [143]. 

 

Acceleration and angular velocity dep end on movement, so these 

magnitudes are interesting to infer human motion. Joint use of accelerometers 

and gyroscopes is controversial. Some previous studies have used both together 

for recognizing human activity [14, 105] obtaining a better performance when 

combining them [151]. However, other studies have not obtained significant 

improvement when attaching gyroscope signals to accelerometer ones when 

recognizing human activity or identifying dynamics of the walking style  [45]. 

Nevertheless, most wearable devices such as smartphones and smartwatches 

provide  both (an accelerometer and a gyroscope), and human motion modeling 

systems could decide whether  leverage signals from both sensors or use only 

accelerometers.  

 

Regarding magnetometers, they can be exploited to determine the direction 

of a specific human movement. In this sense, magnetometers could support 
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other sensors for gesture recognition or human motion detection in indoor static 

environments [152] where subjects interact with different elements of the 

ambient. In this case, it is important to know the subject orientation according 

to a general reference (coordinate system) when performing the movement. For 

example, it is possible to identify the drawer that is being opened based on this 

reference, otherwise opening two different drawers would produce very similar 

inertial signals.  

 

Inertial signals are usually sampled at a rate between tens and hundreds of 

Hz. However, it is important to use the most suitable sampling rate for 

recognizing each physical activity reaching a compromise between efficiency 

(more efficiency with a lower sampling rate) and frequency range (hig her 

frequency range with a higher sampling rate). According to the Shannon-

Nyquist theorem [153], the sampling rate should be at least twice the highest 

frequency of the collected data to reconstruct the signal without error. For this 

reason, 20 Hz has been traditionally considered a suitable sampling rate for 

HAR because voluntary human activity does not typically exceed 10 Hz  (the 

energy above 10 Hz is lower than 5 %). In this sense, some previous works [154, 

155] considered 20 Hz as an optimal sampling rate for HAR. However, the 

human activitieÚɯ×ÙÌËÐÊÛÌËɯÐÕɯÛÏÌÚÌɯÞÖÙÒÚɯÞÌÙÌɯɁÚÐÔ×ÓÌɂɯ×ÌÙÐÖËÐÊɯÔÖÝÌÔÌÕÛÚɯ

such as walking or running. Other developments in HAR that have considered 

more complex movements (hand gestures) used higher sampling rates, such as 

30 Hz in the OPPORTUNITY dataset [152] or 100 Hz in health applications 

[156]. Due to this controversy, a previous study [157] decided to optimize the 

sampling rates for different accelerometer-based human activity recognition 

datasets to obtain better performance. This previous work concluded that  the 

recognition performan ce saturated for sampling rates to ranges of 20 Hz and 60 

Hz, depending on the accelerometer location. For example, the authors stated 

that a sampling frequency of 30 Hz could be enough for a hip sensor, a 

sampling rate around 55 Hz could be a good choice for hand and chest sensors, 

while an ankle sensor could require a sampling frequency of 63 Hz. 

 

The second type includes physiological sensors, which provide univariate 

physiological signals . Some of these sensors could be attached to wearable 

devices and others need specific devices. 

 

- Electrocardiograph (ECG) sensor: device that records the electrical 

signals produced by the heart. This sensor requires to be in contact with  

ÛÏÌɯÜÚÌÙɀÚɯÚÒÐÕɯÈÕËɯ×ÙÖÝÐËÌÚɯÝÖÓÛÈÎÌÚɯÖÍɯÔÐÊÙÖÝÖÓÛÚɯȹÔ5Ⱥȭ 

 

- Electromyograph (EMG) sensor: device that captures the electrical 

signals produced by the skeletal muscles. This sensor also needs to be in 
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contact with  ÛÏÌɯÏÜÔÈÕɀÚɯÚÒÐÕɯËÐÙÌÊÛÓàȭɯ$,&ɯ×ÖÛÌÕÛÐÈÓÚɯÈÙÌɯÜÚÜÈÓÓàɯ

provided in microvolts (µV) or millivolts (mV).  

 

- Electroencephalograph (EEG) sensor: device that measures the electrical 

signals produced by neural brain activity. This sensor , usually attached 

to a helmet, requires electrodes to be attached to the scalp. The sensor 

provides voltages between pairs of electrodes, usually in microvolts 

(µV).  

 

- Heart sound sensor: device that provides heart sounds, which are the 

noises generated by the beating heart and the resultant flow of blood 

through it. The sensor provides an output voltage signal in volts (V).  

 

- Temperature sensor. This device measures the temperature of the 

human body. This sensor usually provides temperature in Celsius 

degrees (°C). 

 

- Blood Volume Pulse (BVP) sensor: device that collects cardiovascular 

dynamics by detecting changes in arterial translucency. These sensors 

usually use millivolts (mV) as the measurement unit. BVP could be 

measured by Photoplethysmography (PPG), which is based on LEDs 

and photodiode units . The sensor output s the difference of light 

between oxygenated and non-oxygenated peaks. 

 

- Respiration sensor (respiratory inductance plethysmography sensor) : 

device that evaluates pulmonary ventilation by measuring the 

movement of the chest and abdominal wall  and outputs the respiration 

waveform.  Information from Tidal volume or abdominal band is usually 

provided b y a waveform in millimeters (ml).  

 

- Electrodermal Activity (EDA) sensor: device that records the changes in 

skin conductance resulting from the sympathetic nervous system 

activity. EDA has two main components: Skin Conductance Level (SCL), 

which shows the slow variation, and Skin Conductance Response (SCR), 

which shows the short -term reaction to some stimulus. This type of 

sensor usually provides EDA in micro  siemens (µS). 

 

Physiological signals provide specific features that allow detecting 

anomalies in body functioning. For this reason, these signals are usually 

exploited for healthcare applicat ions. For example, ECG signals have been 

typically used for heart failure detection [141] and EEG for epileptic seizure 

detection [53, 54]. Regarding human stress classification, previous works have 
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exploited a great variety of physiological signals: ECG [158], EMG [75], EEG 

[159], temperature, and EDA [74]. These signals can complement inertial signals 

when monitoring the stress progression. 

 

The third type includes audiovisual sensors that record audio and/or video.  

Microphones can record audio and video cameras can collect video, images, 

and audio. Tradit ionally, video -based human recognition systems have been 

widely exploited for HAR [160] and user identification [161]. These systems 

analyze videos sequences and images containing human motions to extract 

ÔÖÝÌÔÌÕÛÚɯÈÕËɯÔÖËÌÓɯÛÏÌɯ×ÌÙÍÖÙÔÌËɯÈÊÛÐÝÐÛàɯÖÙɯÛÏÌɯÚÜÉÑÌÊÛÚɀɯÞÈÓÒÐÕÎɯÚÛàÓÌȭɯ

The video-based identification technology is especially appropriate for 

surveillance [162]. Audio -based systems analyze speech recordings and extract 

patterns from spoken language. These systems have been widely exploited for 

speech recognition [163, 164] and speaker verification [165, 166]. 

 

The fourth type is related to personal patterns, such as a PIN code, an ID 

card, iris,  or a fingerprint . These signals are often used as the password for 

controlling access to located resources such as a computer system or a 

smartphone or as security biometric  patterns in police stations or industries.  

 

2.4.2. Sensor classification based on the i ntrusiveness and invasiveness  

 

This subsection provides a classification of sensing modalities based on 

intrusiveness and invasiveness characteristics. 

 

As commented above, intrusive sensors are defined as those that disturb or 

ÈÓÛÌÙɯÛÏÌɯÚÜÉÑÌÊÛɀÚɯÖÙËÐÕÈÙàɯÈÊÛÐÝÐÛàȯɯÛÏÌɯÚÌÕÚÖÙɯÐÕÍÓÜÌÕÊÌÚɯÛÏÌɯÉÌÏÈÝÐÖÙɯÖÍɯÛÏÌɯ

subject while performing a specific actio n. Intrusive or no n-intrusive  sensors 

could also be divided into invasive and non -invasive sensors depending on 

whether they need direct contact with  the user. 

 

Some examples of intrusive and invasive sensing modalities are PIN code, 

ID card, fingerprint s canner, and EEG. Some of these modalities are useful for 

logging or unlocking the smartphone, but some of these approaches are 

relatively weak [37, 38], easy to copy or discover. In addition, they need the 

user intervention periodically like typing the PIN code or placing the finger to 

read the fingerprint, being unable to perform continuous supervision  (without 

bothering the user). In the same way, the data acquisition process with EEG 

sensors is not transparent to the users and disturbs their normal behavior . 

 

Microphones and video cameras are non-invasive (they do not need to be 

attached to the user), but they are intrusive  (they can modify the user 's 
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behavior) sensing modalities. These sensors are suitable for occasional human 

supervision,  but they have different drawbacks for continuous supervision: 

ÓÐÔÐÛÈÛÐÖÕÚɯ ËÜÌɯ ÛÖɯ ÜÚÌÙÚɀɯ ×ÙÐÝÈÊàȮɯ ÐÕÛÙÜÚÐÝÌɯ ÞÈàɯ ÖÍɯ ÙÌÊÖÙËÐÕÎȮɯ ÏÐgher time 

consuming of video and audio processing , and restricted area of recording in 

case of video cameras (in many cases it is no possible to attach the video 

recording device to the subject). 

 

Non-ÐÕÛÙÜÚÐÝÌɯÚÌÕÚÖÙÚɯËÖɯÕÖÛɯËÐÚÛÜÙÉɯÛÏÌɯÚÜÉÑÌÊÛɀÚɯÖÙËÐÕÈÙàɯÈÊÛÐÝÐÛàɯÉÌÊÈÜÚÌɯ

the user becomes habituated to the presence of these sensors during their daily 

life. A system based on non-intrusive sensors minimizes user rejection. Some of 

these sensors need direct contact with  the user, but others can collect data non-

invasively.  

 

Physiological sensors (ECG, EMG, heart sound, temperature, BVP, and 

EDA) are non-intrusive (since they can collect human signals without 

ËÐÚÛÜÙÉÐÕÎɯÛÏÌɯÜÚÌÙɀÚɯÖÙËÐÕÈÙàɯactivity) but they are  invasive because they need 

direct contact with  the subject. On the contrary, inertial sensors such as 

accelerometers, gyroscopes, and magnetometers can collect inertial signals 

without direct contact with  the user, becoming non-intru sive and non-invasive 

sensing modalities. 

 

2.4.3. Wearable sensor placement and orientation  

 

Sensor placement is important for effective human motion modeling or 

recognition. Sensors should be placed strategically at specific points of 

interest ÛÖɯÊÈ×ÛÜÙÌɯÛÏÌɯÔÈÐÕɯ×ÌÖ×ÓÌɀÚɯÔÖÝÌÔÌÕÛÚɯÛÏÈÛɯÊÈÕɯÔÖËÌÓɯÈɯÚ×ÌÊÐÍÐÊɯ

activity, identity,  or anomaly. In the case of HAR, it is important t o place the 

sensors in dominant limbs such as arms or legs, but it could be possible to 

obtain a better performance if sensors are placed in the wrist [98], ankle [60], or 

waist [97] when specific activities are modeled. Despite this, it is also possible to 

obtain good performance using sensors in trousers pockets [115]. Regarding 

human identification and verification, sensors should be located to model 

×ÌÖ×ÓÌɀÚɯ ÎÈÐÛȮɯ ÚÖɯ ÛÙÖÜÚÌÙÚɯ ×ÖÊÒÌÛÚɯare also a suitable location for these 

applications [45]. In case of motor anomalies, the sensor should be placed where 

the anomaly is expressed, such as in the ankle for ParkinsonɀÚ patients with 

FOG symptom [60]. Moreover, it is important to locate the sensor carefully to 

record the data naturally and non -intru sively to avoid disturbing the subject in 

its daily life.  

 

Previous works have analyzed the optimal location for human activity 

recognition. For example, Atallah et. al  [167] considered that chest and wrist 

sensors provide better performance for walking activity, while arm and knee 
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sensors work better for running and cyc ling activities. Another previous work 

[127] studied the optimal placement of accelerometers for the detection of 

everyday activities considering six simultaneous sensors placed on the chest, 

lower back, wrist, hip, thigh , and foot. This previous work considered that the 

hip sensor was the best location when using one sensor to detect the following 

activities: walking, running on a motorized treadmill, sitting, lying, standing , 

ascending stairs, and descending stairs. 

 

Acquisition device orientation can be a possible problem when using 

wearable sensors because different orientation s generate different signals even 

for the same person. A possible solution to this problem could be to use the 

magnitude vector instead of the  three separated acceleration axes. However, the 

correlation among the three axes values is lost, which could help with modeling 

human movements. Other solutions imply geometric transformations of the 

time series. For example, a previous work [168] proposed a Gait Dynamics 

Image (GDI) based system to extract orientation-invariant features for gait 

recognition.  

 

As commented above, sensors can be included in independent 

measurements units like IMUs  or can be embedded in smart devices 

(smartphones and smartwatches). These devices are widely used for human 

motion data collection because people usually wear them in their daily li fe. 

Smartphones are usually worn in trousers pockets or handbags, while 

smartwatches are worn at wrists most of the time. Continuous human motion 

monitoring is possible through smartwatches because they are more 

comfortable to wear compared to a smartphone. However, smartwatches record 

whole -body movements joint with voluntary or involuntary hand and arm 

movements. These movements generate acceleration effects that overlap the 

ones produced by whole-body movements. In this sense, whole-body 

movements could be hidden or completely canceled with arm accelerations 

[169]. For this reason, smartwatches are suitable to capture specific human 

physical activities related to hands movements, but they are hard for whole -

body movements like gait recognition.  

 

Figure 2 shows the axes of the accelerometer in a smartphone and a 

smartwatch and Figure 3 shows the ideal orientations in a smartphone. 
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Figure 2. Axes of the accelerometer in a smartphone and a smartwatch. 

 

 

Figure 3. Ideal accelerometer orientations in a smartphone. 

Object sensors are often located on objects to capture the movements of 

these specific objects. An example of an object sensor used in smart home 

environments is the Radio Frequency Identifier (RFID) tag  [32]. Inertial sensors 

could also be used in objects to detect object movements. These sensors can be 
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combined with wearable sensors to recognize and distinguish among more 

high-level activities such as drinking from a cup or opening a drawer.  

 

Ambient sensors such as temperature sensors, pressure sensors, sound 

sensors, and radar can be used to capture the interaction between humans and 

the environment [170]. However, these sensors are too sensitive to 

environment al changes. 

 

Nowadays, wearable-based human recognition systems have become 

popular and w idely used. Object and ambient sensors depend on the 

interaction between humans and a specific object or the whole environment. 

However, wearable modality offers a great opportunity to perform non -

intrusively and non -invasively continuous supervision of pe ople ubiquitously . 

Moreover, this sensing modality provides pervasiveness and lower costs 

compared to other modalities like video -camera. 

 

In this thesis, on one hand, we consider public datasets with fixed locations 

of the recording devices on the body, and, on the other hand, we apply signal 

pre-processing techniques in the frequency domain to increase robustness 

against orientation changes. Although , this thesis is not focused on studying the 

effect of the sensor location or orientation . 

2.4.4. Data acquisition in this thesis  

 

As described in this section, human recordings have been collected through 

different devices and modalities. This thesis is focused on human motion 

modeling and recognition , so inertial sensors have been extensively used. 

However, other types of sensors such as physiological sensors have been used 

to complement inertial sensors or evaluate strategies for combining several 

types of signals. Moreover, this thesis has been focused on developing 

ubiquitously continuous monitoring and supervision applications, so non-

intrusive  wearable sensors are very important to collect  data without disturbing 

the subjects. This thesis is not focused on recording new human motion 

datasets, so we use available databases and adapt to their data collection 

settings. 
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2.5. Signal pre -processing 
 

Recordings provided by sensors are typically saved in a wide variety of 

formats, units , or file -type distribution. Moreover, sensors data could contain 

missing values or noise. For this reason, signal pre-processing is required to 

modify  and clean original data.  Some signal pre-processing steps are 

interpolation, filtering, denoising , normalization , and windowing . 

 

Time interpolation is a signal pre -processing technique that has been 

widely used [137, 138, 171] to re-sample the signal, selecting values at suitable 

point s and approximat ing missing ones. In this thesis, we have dealt with 

missing values, and we have performed interpolation to standardize the 

sampling frequencies of signals when they were combined in the same system. 

 

Filtering and denoising are two signal pre -processing techniques that allow 

selecting the range of frequencies to enhance the signal quality by removing 

unwanted frequency components. High -pass filtering is the most spread 

procedure [172-174] for reducing the influence of the  gravitational component  

(constant component) and low-pass filtering is used to remove high-frequency 

noises. For denoising original signals, the Weighted Moving Average (WMA)  

algorithm [139] and the Wavelet Denoising (WD) algorithm [140] have been 

used in previous works. WMA consists in assigning a heavier weight to recent 

data points and less to older data while WD concentrates signal in a few large-

magnitude wavelet coefficients.  

 

Amplitude normalizations  adapt the signal amplitude to a defined range . 

The ordinary normalization is called Z -score normalization (assuming a 

Gaussian behavior), described by Equation (1), which consists in subtracting the 

mean value ϟɯof the signal x and dividing this result by th e standard deviation 

Ϧɯof the signal. 

 

 Ø ʈ

„
 (1) 

 

Most of the human motion modeling and recognition systems  [15, 59, 175] 

have divided the raw data into overlapped windows to analyze and process 

short fragments of data (windows of several seconds). This technique is called 

sliding window . A window consists in a subsequence of samples. This sample 

selection slides over the whole sequence to capture different segments. Figure 4 

shows an example of a 5-second sliding window over a time -domain signal 

using a 1-second shift (or step). The recognition system reports a classification 

output at every window. The window shi ft defines the analysis resolution: time 

between consecutive decisions. 
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Figure 4. A sliding window of 5 -second length with a 1-second shift. 

Several works have analyzed different window lengths for preprocessing 

inertial  recordings from physical activities [176]. For example, Ignatov [177] 

optimized the  performance using 10-second windows for walking, jogging , 

ascending stairs, or standing activities from the WISDM Prediction dataset [100] 

and using 2.56-second windows for  walking, descending stairs , or standing 

activities from the UCI dataset [97]. Other authors [128, 178, 179] analyzed the 

effect of the window length in this task. However, these authors d id not 

distinguish among the type of activity  providing a unique window length for 

all activities.  For example, Mehrang et al. [128] explored the influence of the 

window length  (from 1 s to 21 s) over the activity classification performance 

with instances from standing, sitting,  or cycling. Banos et al. [178] also 

investigated the effect of the window length in activity recognition . They 

observed that reducing  the window length enables faster activity detection 

while rising  the window length could aid in the recognition of complex 

activities. They used multiple mach ine learning algorithms and  a 10-fold CV 

with  17 subjects to examine the influence of the window length (from 0.25 s to 7 

s) using instances from walking, lateral bend , or frontal hand claps. They 

concluded that windows lasting between one second and two  seconds offered 

better balance between recognition speed and accuracy. Other prior  studies also 

employed several window lengths to model and categorize physical activities. 

For instance, Pirttikangas et al. [179] evaluated windows between 0.1 s and 1.5 s 

from  activities such as cycling, vacuuming and drinking, achieving a maximum 

of recognition accuracy of 90.61 % using 1-second windows and a 4-fold CV 

with recordings from 33 subjects. However, these authors did no t distinguish 

among type of activities  providing  a unique window  length for all activities.  

 

Regarding gait recognition  literature [180, 181], two modalities have been 

presented for dividing  raw data into subsequences of data. The first modality is 
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a gait-cycle-based representation [171] that consists in extracting gait cycles 

from inertial signals and then generating an average cycle template. This 

modality is composed of three p hases [180]: pre-processing, step detection, and 

creation of an average cycle template. The second modality is a window -based 

representation [46] that consists in dividing inertial signals into consecutive 

windows  and then extracting a feature vector from each window . This modality 

is composed of two phases [180]: extraction of feature vectors at each window  

and modeling the sequence of these feature vectors. These two modalities 

preprocess the raw data into two different templates: cycles or windows. Then, 

it is possible to extract specific features from these templates and model the 

gait. 

 

Regarding the signal pre-processing step, the literature presents a lack of 

analyses to determine the most appropriate window size and signal domain 

depending on the type of activity . This thesis contributes to the state of the art 

in this aspect, as detailed in objective SO1 (section 1). 

 

2.6. Feature extraction and selection  
 

Once original signals have been processed and windowed, it is necessary to 

extract relevant features from every window to characterize motion in this 

period . 

 

Handcrafted features have been traditionally extracted from original signals 

in both time and frequency domains.  This strategy considers the feature 

extraction module as an independent step before the machine learning 

algorithm . 

 

The most used features from the time domain are the following : (1) mean: 

DC component of a signal; (2) median: middle sample of a set of values from a 

signal; (3) median absolute deviation: median of the absolute deviations from 

the median of a signal; (4) maximum: high est value from a signal; (5) minimum: 

lowest value from a signal; (6) standard deviation : measure that determines 

how much the values of a signal differ from the mean value of the signal;  (7) 

variance: average of the squared differences from the mean value; (8) coefficient 

of variation : standardized measure of dispersion of value distribution; (9) 

Empirical Cumulative Distribution Function (ECDF): representation of input 

data, which is independent of the absolute ranges, preserves structural 

information and describes the probability that the signals are less than or equal 

to some specific value; (10) Signal Magnitude Area (SMA): normalized integral 

of the samples in a signal; (11) energy: sum of the squares samples divided by 

the number of samples in a signal; (12) inter -quartile range: variability measure 
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obtained by dividing a data set into quartiles; (1 3) signal entropy : measure of 

the spectral power distribution of a signal ; (14) Root Mean Square (RMS): 

square root of the arithmetic mean of the squares of a set of signal values; (15) 

autoregressive model coefficients [182]; (16) number of peaks; (17) time between 

peaks; (18) Dynamic Time Warping (DTW) distance: similarity measure 

between two temporal sequences. 
 

The most used features from the frequency domain are the following: (1)  

indexes of specific frequency components; (2) mean frequency: weighted 

average of the frequency components; (3) Skewness: measure that indicates 

asymmetry of frequency distribution compared to a normal distribution ; (4) 

Kurtosis : measure of whether the frequency distribution is heavy -tailed or light -

tailed relative to a normal distribution ; (5) energy of specific frequency bands; 

(6) Power Spectral Density (PSD): distribution of power into frequency 

components composing that signal; (7) Mel-frequency Cepstral Coefficients 

(MFCCs) [183]; (8) Perceptual Linear Prediction (PLP) coefficients [184]; (9) 

Relative Spectra (RASTA) filtering [185] to generate RASTA-PLP coefficients.  

 

Different subsets of these features have been used in the literature  for HAR . 

Initial exploratory works [186, 187] used the simplest features: mean, the 

correlation between axes, energy, interquartile range, mean absolute deviation, 

RMS, standard deviation, and variance. Other works used specific features such 

as maximum, minimum, mean, and variance [188], autoregressive model 

coefficients and SMA [182], average energy, and SMA [189] or ECDF [190]. 

More recent works combine several features from different domains : for 

example, a previous work [191] has used features such as mean, standard 

deviation, median absolute deviation, minimum and maximum , SMA, energy, 

inter -quartile range, signal entropy, autoregressive model coefficients, index of 

the frequency component with the largest magnitude, mean frequency, 

Skewness, Kurtosis and energy of 6 equally spaced frequency bands. Another 

recent work [192] has successfully adapted MFCCs, PLP coefficients, and 

RASTA-PLP coefficients from the speech processing field to HAR. Gait 

recognition systems have often used number of peaks [193], time between 

peaks [194] and DTW distance [195, 196] to characterize walking styles. 

 

Some authors have reduced the dimensionality  of the extracted features 

and selected the most relevant ones. Linear Discriminant Analysis (LDA)  finds  

a linear combination of features that characterizes or separates samples of 

different classes, Probabilisti c Linear Discriminant Analysis (PLDA)  is a 

probabilistic variant of LDA , and Principal Component Analysis (PCA) 

represents the directions in which the data has a maximum variance , selecting 

features with more variation of the dataset. For example, Cheng et al. [197] 

developed a gait recognition system from a sequence of silhouette images: first , 
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they used a PCA for representing silhouettes in low  dimensional space and then 

used LDA for increasing separability. Discrete Cosine Transform (DCT) is also 

often used for feature selection. This approach uses cosine functions for 

reducing the correlation between variables and remov ing the frequency 

components. Fan et al. [198] used DCT to reduce the frequency components in 

gait signals. 

 

Previous works on HAR [199] relied on handcrafted features derived from 

both time and frequency domains, such as mean or variance, in the time 

domain, and spectral energy or spectral entropy in the frequency domain using 

the FFT. Pattern recognition approaches based on handcrafted feature 

extraction have achieved relevant performance advance in motion modeling 

and recognition for some controlled  or laboratory  environment s. In these 

scenarios, data that have slight variation  between subjects and human 

knowledge can determine relevant characteristic for specific and stable human 

recognition tasks. However, this type of feature extraction is frequently  limited 

by human domain expertise and could hinder generalization , providing  

diminished performance for motion modeling  tasks when data present high 

variability.  

 

In contrast to extracting handcrafted features, some authors have decided to 

directly use the original data in time or frequency domains as input to the 

machine learning module. This strategy considers that this module must learn 

features from original data,  and model the motion,  as described in the following 

section. 

 

Raw data is a concept often used for denoting original data in the time 

domain . These data have been pre-processed (filtering, denoising, windowing, 

etc.) but no features have been extracted from it : the samples are directly  

considered as the inputs to the machine learning algorithm . For example, 

Figure 5 represents 3-axis raw data of 10-second sequences from a chest 

accelerometer for sitting, walking,  and running physical activities. This figure 

shows that static activities like sitting usually ke ep a constant value of 

acceleration while dynamic activities such as walking or running reveal 

different variations of the acceleration magnitude along time.  
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Figure 5. Raw data representation of several physical activities. 

Fast Fourier Transform (FFT) computes the Discrete Fourier Transform 

(DFT) of a sequence. This transformation converts a signal from the time 

domain to a representation in the frequency domain by decomposing the 

original sequence into components of different frequencies. The magnitude of 

the FFT is particularly interesting for human motion signals because it offers a 

signal representation where it is possible to distinguish among different 

frequencies movements that compose a physical activity, walking pattern , or 

motor anomaly.  Figure 6 shows the magnitude of the FFT for the X-axis 

acceleration episodes of sitting, walking,  and running from an accelerometer 

located in the chest. This figure illustrates  static activities like sitting have a 

continuous component at the frequency domain while  dynamic activities such 

as walking or running show specific harmonic patterns in this domain. The 

fundamental frequency and harmonics observed while walking activity have 

lower energy and lower frequency than those shown while running.  
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Figure 6. FFT magnitude representation of several physical activities. 

Constant Q Transform (CQT) [200] consists of transforming a DFT into a 

frequency representation where the distance between consecutive harmonics 

does not depend on the fundamental frequency. This technique uses a series of 

logarithmically spaced filters to modify the frequency axis to maintain a 

constant difference between consecutive harmonics. This transformation is 

particularly interesting for human motion signals because it considers a higher 

spectral resolution at low frequencies, where human movements are more 

noticeable. Additional ly , having a constant distance between harmonics 

facilitates the learning process of linear kernels in convolutional algorithms.  

 

Regarding feature extraction and selection steps, authors of previous work s 

have used the same features regardless of the type of activity . This thesis 

evaluates several feature extraction transformations depending on the type of 

activity  of the analyzed activities, as described in objective SO2 (section 1). 

 

2.7. Machine learning  
 

AI systems try to solve tasks that typically require human intelligence to 

model and recognize specific patterns. This AI is implemented based on 

machine learning algorithms , which give machines the possibility to learn from 

data. More specifically, Goodfellow et al. [201] have described deep learning as 

a particular kind of machine learning that represents the data as a nested 

hierarchy of abstract concepts and their  relation to simple ones, achieving great 
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flexib ility by this type of representation. Figure 7 shows a Venn diagram of AI, 

machine learning, and deep learning concepts hierarchy. 

 

 

Figure 7. A Venn diagram of AI , machine learning, and deep learning concepts 

hierarchy. 

After the feature extractor, HAR  systems usually include a machine 

learning algorithm to learn motion patterns and report classification or 

detection decisions. Traditional system architectures consider independent 

modules for feature extraction and classification . However, deep learning 

algorithms can be used to design system architectures where both modules are 

combined in the same algorithm allowing learning  motion patterns and 

relevant features and classify them. The pre-processed signals are considered 

inputs to the deep learning module.  This approach (where a deep learning 

algorithm learns the features from pre -processed data) has not been widely 

exploited for inertial signals . Figure 8 extends the previous general structure for 

a human modeling and recognition system ( Figure 1) to specify the three 

modalities for extracting or learning features and training and classifying 

human motion patterns.  
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Figure 8. Feature extraction and training and classification modules modalities.  

2.7.1. General aspects in  machine learning algorithms  

 

There exist several general aspects that affect machine learning algorithms  

in general: 

 

- Overfitting . This problem occurs when a trained model fits the training 

data very well,  but it is not able to generalize to new data. In the same 

way, when the system is not efficiently trained, underfitting provides an 

inaccurate classification even for the training set. The best situation for a 

classification system is that when it robustly fi ts training and testing 

data at the same time. This is a low variance and low bias situation. 

Figure 9 shows these three possibilities over a set of examples. 

 

 

Figure 9. Underfitting, robust fitting, and overfitting systems.  

- Regularization Techniques. These approaches include slight changes to 

the learning process to improve the generalization of the model. As a 
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result, the final performance on unseen data also increases. In this thesis 

we have used dropout as regularization technique  to avoid excessive 

adjustment durin g training time , prevent ing overfitting and improv ing 

the generalization capability of the algorithms. Dropout  is a 

regularization technique that significantly reduces the variance of the 

model, without substantial increas ing its bias. 

 

- Unbalanced data. This problem occurs when the used dataset contains 

an unbalanced distribution of examples in the classes. Due to this 

disparity in the number of examples, the algorithm tends to classify the 

new examples into the class with more examples (higher a priori 

probability) . This thesis is not focused on specific techniques for data 

balancing like  data augmentation that could solve this disparity of 

classes. However, we used class weighting in the learning process to 

reduce its impact in the results. 

2.7.2. Traditional  algorithms  

 

Some traditional machine learning algorithms  [202] used after a feature 

extraction module are the following:  

 

- A Decision Tree (DT) is a supervised learning model based on 

hierarchical decisions that in the end lead to a result. This model is used 

for both classification and regression tasks. The objective is to create a 

model that predicts the value of a target variable by learning decision 

rules inferred fro m data features. A DT is composed of internal nodes 

that represent and test on an attribute, branches that represent the 

outcome of the test, and leaf nodes that represent class labels. 

 

- Random Forest (RF) is an ensemble of DTs. This model consists in 

training multiple trees in parallel and considering all the predictions of 

the individual trees to compute the final decision.  

 

- Naïve Bayes (NB) ÐÚɯÈɯÔÈÊÏÐÕÌɯÓÌÈÙÕÐÕÎɯÈÓÎÖÙÐÛÏÔɯÉÈÚÌËɯÖÕɯ!ÈàÌÚɀɯ

theorem with independen t assumptions between the features. 

 

- K-Nearest Neighbors (K-NN)  consists in, given a sample, selecting its K 

closest samples as training data and classifying this sample by a plural 

vote of its neighbors. In the case of regression, the value of the sample is 

the average of the values of the K nearest neighbors. 

 

- Support Vector Machines (SVM) is a supervised learning model that can 

perform linear and non -linear classification, regression, and outlier 
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detection. This machine learning algorithm consists in separating 

samples from different classes by a decision boundary in such a way 

that it stays as far away from the closest training samples as possible. 

 

- Multi -Layer Perceptron (MLP) or feedforward network  is a supervised 

learning algorithm that is composed o f input, hidden, and output nodes. 

These hidden nodes or neurons use an activation function to map the 

weighted inputs to the output of each neuron.  The weights are trained 

using a backpropagation strategy. 

 

- Hidden Markov Model (HMM) is a stochastic method used to model 

time changing systems using unobserved (i.e., hidden) states. This 

model assumes a sequence of observations correspond to the outputs 

from a sequence of state variables. In this algorithm, both the probability 

distribution of each state and transition probability are modeled and the 

maximum likelihood estimation  is used. 

 

- Gaussian Mixture Model ɬ Universal Background Model (GMM -UBM) 

is a machine learning algorithm where every user is modeled wit h a 

GMM, equivalent to a one-state HMM. This GMM uses a Gaussian 

mixture to model the probability density function of a sequence of 

observations. 

 

- I-vectors is a machine learning algorithm where every subject is 

represented by a feature vector called i-vector. This approach is based 

on a Joint Factor Analysis (JFA) where a GMM super vector composed 

of the concatenation of all Gaussian means in the user model can be 

decomposed on a UBM super vector plus the product of the  total 

variability matrix and the user i-vector. 

 

These traditional machine learning algorithms have been applied in  the 

HAR  literature. For example, Schindhelm [203] used DTs for recognizing 

physical activities such as jogging or walking as well as studying the influence 

of the types of shoes and position of the recording smartphone. Another work 

[128] used an RF-based classifier to develop an activity recognition system 

using acceleration signals from a wristband.  Siirtola and Röning [204] used the 

SVM algorithm for classifying physical acti vities such as walking or cycling 

from seven subjects using a smartphone. Dang-Nhac et al. [12] compared 

different machine learning algorithms  (RF, K-NN, NB , and SVM) using physical 

activities recordings from 20 subjects and obtained better classification accuracy 

(94.64 %) using the RF algorithm . Zhang et al. [205] also compared different 

algorithms  (NB, SVM, K---Ȯɯ#3Ȯɯ1%ȱȺ and observed that K-NN was the best 

traditional machine learning algorithm  (97.60 %) to classify seven physical 
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activities collected with a smartphone in the right pant pocket of a  unique 

subject. Stikic et al. [206] employed a dataset with 12 subjects performing ten 

housekeeping activities and evaluated the system using a Leave-One-Subject-

Out (LOSO) CV strategy. They examined the influence of the window length 

from 0.5 to 128 s, obtaining  a maximum of accuracy with  both Joint Boosting (68 

%) and NB (57 %) using 32-second windows, and for HMMs (60  %) with 4-

second windows. Mehrang et al. [128] also analyzed the influence of the 

window size (from 1 to 21 s) over the activity classification  performance with 

activities such as sitting, standing, or cycling using tri -axial accelerometer wrist-

band, RF algorithm, and LOSO CV with 20 subjects. They showed that the 

recognition  accuracy improved  until the 13-second window experiment when it 

saturated (89.60 ± 3.90 %). The authors justified these results because rising the 

window duration beyond 13 s could result in missing out on short -term 

activities and reducing performance.  

 

These traditional machine learning algorithms have been also applied in 

gait-based identification  systems. For instance, a previous work [44] retrieved 

information from raw inertial data recorded by 60 users using an accelerometer. 

In this previous study, several machine learning algorithms were comp ared for 

person identification obtaining significant differences: 81.1 0 % with NB, 88.70 % 

with K -NN, 92.90 % with MLP , and 97.70 % with SVM. Another work [46] 

extracted PLP coefficients from accelerometer and gyroscope signals, estimating 

an AUC  of 90 %. A GMM -UBM approach has been traditionally used in the 

speaker verification field [165], but the authors of a previous work [46] used it 

for a gait identification  with  inertial signals  to model the user identity while 

walking, walking -upstairs, and walking -downstairs. Similarly, the i-vector 

approach was also adapted from the speaker verification field [207, 208] to gait-

based identification  [39], achieving an AUC of 96.10 %. 

 

These traditional machine learning algorithms have been applied in the 

motor anomaly detection literature.  For example, a previous work [69] 

evaluated several machine learning techniques for classifying simple drawing 

movements in PD and reached an accuracy of 88.63 % and an AUC of 93.10 % 

using NB algorithm. Regarding stress, Schmidt et al. [79] used AdaBoost DT 

algorithm to distinguish between stress and non -stress moods and obtained an 

accuracy of 93.12 %. In addition, Killian et al. [85] used RF solution to classify 

between intoxicated participants (TAC >= 0.08) and sober participants (TAC < 

0.08) with a 77.48 % of accuracy. Concerning postural balance, a previous study  

[92] presented and evaluated a machine learning approach based on the K-NN 

algorithm and DTW method to estimate the NRD of the YBT. The authors 

obtained a MAPE of 8.02 % using the DTW similarity between signals to feed 

the K-NN algorithm.  
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2.7.3. Deep learning algori thms 

 

In traditional approaches, features are extracted from collected data, and 

classification is performed by a specific machine learning technique. However, 

in deep learning approaches, there are two possibilities. Firstly, it is possible to 

use handcrafted features as inputs to the neural network, which performs the 

recognition  [209-211]. Secondly,  deep learning module s could perform both 

feature learning and pattern modeling  simultaneously  [14, 107, 212]. 

 

These deep learning techniques allow reducing the feature engineering step 

because they can automatically learn high-level and meaningful features 

instead of designing them manually.  Moreover, multi -channel signals could 

boost the representation capability of the deep model since it can extract 

dependencies among different channels that characterize human motion. In 

fact, in this thesis, several sensing modalities  have been combined, evaluated, 

and compared for ×ÈÛÐÌÕÛÚɀɯ ÔÖÛÖÙɯ ÈÕÖÔÈÓàɯ ËÌÛÌÊÛÐÖÕ and biomarkers 

extraction , as described in objective SO5 (section 1). 

 

Deep learning has been also successfully applied to other areas such as 

computer vision for object detection [213] or face classification [214], speech 

recognition  [215], and natural language processing [216]. 

 

In this thesis, the deep learning algorithms are based on neural networks. In 

literature, these deep neural networks have surpassed handcrafted features and 

traditional machine learning techniques in terms of feature extraction and 

classification tasks [17, 217] when enough amount of data was available. Some 

deep learning approaches used in literature for HAR, are Convolutional Neural 

Networks  (CNNs)  [210, 218], Recurrent Neural Networks  (RNNs) [219], 

autoencoders (AEs), Restricted Boltzmann machines, or hybrid models  [15]. 

 

Deep learning algorithms have also been used to detect movement 

transitions [220] or to identify a  person based on his/her gait [46]. A previous 

study [221] used a CNN  to learn discriminative features from the 2D expanded 

gait cycles. This previous work used data from 10 users (measured with 

accelerometers and gyroscopes), obtaining  an accuracy of 97.06 %. Another 

previous work [222] used a two-dimensional representation of gait from inertial 

data sequences in Angle Embedded Gait Dynamic Image (AE-GDI) to feed a 

CNN . This previous study evaluated and trained with data recorded from 

various days obtaining a 67.90 % of identification accuracy with a dataset of 20 

participants  (wearing a smartphone with an accelerometer and a gyroscope) 

and a 61 % of identification accuracy with a dataset of 744 people (wearing a 

smartphone with a triaxial accelerometer and three IMUZ sensors with triaxial 

accelerometer and gyroscope). Another previous work [47] prop osed a gait-
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based identification system based on a CNN that used recordings from 153 

different subjects collected with five body accelerometers and achieved an 

identification accuracy of 94 %. Another study [223] used accelerometer and 

gyroscope signals captured from 50 subjects while wearing a smartphone in the 

right front pocket of their trousers in supervised laboratory sessions to test  a 

CNN architecture. The features learned from the architecture were introduced 

in a One-class SVM classifier for subject identification, which was trained with 

walking cycles randomly selected from the entire target dataset. The authors 

used recordings from 35 subjects to train  the CNN feature extractor and 15 

subjects to perform  the identification task , achieving a very low error rate (0.15 

%) in very optimistic conditions: the recordings were collected under controlled 

conditions, considering only one activity (walking), a low number of users (15), 

a random distribution of recordings into train and test subsets, and optimizing 

several thresholds over the test set (the authors did not used a validation 

subset). 

 

Deep learning algorithms have been also used to detect freezing of gait 

detection in PD [12]. For example, CNNs have attracted an important interest in 

detecting PD symptoms [224] from inertial signals.  In the same way, 

Chakraborty et al. [80] used a deep neural network to detect stress patterns 

from handcrafted features. 

 

 

In literature, authors have applied the same deep learning architectures for 

modeling and recognizing all the activities included in the studied datasets. 

This thesis also contributes to the state of the art in designing deep neural 

network solutions adapted to the type of activity  in  HAR systems  and for 

user identification and motor anomaly detection  systems, as described in 

objective SO3 (section 1). 

 

2.7.3.1. Artificial Neural Networks  and activation functions  

 

Deep learning approaches used in this thesis are based on Artificial Neural 

Networks (ANN s). These networks were inspired  by the biological neural 

networks that constitute brains . ANNs were developed to simulate the 

computation power of the human brain via  the communication between 

neurons. The neurons are individual units that  are connected to others and 

compute their  output by a specific function , called activation function , of the 

sum of its inputs  and the weights of the interconnections. In this way, while a n 

independent neuron is relatively simple, the network is a quite powerful 

modeling tool.  Figure 10 shows an example of a neural network with two 

hidden layers and several neurons in each. 
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Figure 10. Example of an ANN.  

These networks can learn specific patterns to build a model from a set of 

labeled observations and classify unseen examples afterward . These networks 

use the backpropagation method to train the weights of the interconnection s by 

computing the gradient.  

 

Deep learning algorithms use an optimization algorithm called gradient 

descent. Gradient descent is one of the optimization algorithm s that finds the 

minimum of a cost function through an iterative process [202]. This algorithm 

consists of adjusting parameters iteratively for minimizing this cost function. It 

measures the local gradient or slope of the error function with regards to these 

parameters and it goes in the direction of the descending gradient. The 

algorithm starts using random i nitialization for the values of the parameters 

and then it performs steps in the direction of the descending gradient to 

decrease the cost function until it converges to the minimum. These steps are 

modeled by the learning rate hyperparameter, often in the  range between 0 and 

1. This learning rate controls how quickly the model is adapted to the problem. 

Regarding the gradient descent algorithm, the lower the learning rate, the 

convergence takes more time, while the higher the learning rate, the algorithm 

would jump the minimum of the cost function and would diverge. For this 

reason, it is necessary to set up an appropriate learning rate for the system. 

Figure 11 shows the convergence of the gradient descent algorithm using 

different learning rates.  
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Figure 11. Convergence of gradient descent algorithm using a) too small, b) proper 

and c) too high learning rate. 

A problem when training a system by gradient descent optimization 

algorithm is the local minimum problem. This problem happens when the 

gradient does not find the global minimum of the function because it converges 

to a local minimum , or it stops too early in a plateau. Figure 12 shows these two 

situations the gradient descent algorithm must undertake.  

 

 

Figure 12. Gradient descent convergence difficulties.  

Another problem when training neural network s by gradient descent 

optimization algorithm is the vanishing gradient problem. This problem 

happens when the gradients of the loss function approach zero when reaching 

the initial layers . In other words when the derivative of the loss function 

becomes small. This affects the efficiency of the training process because a small 

gradient means that the weights and biases of the initial layers are not updated 

effectively. In this  way, crucial information from these initial layers is often 

lightly considered to model the pattern, leading to an overall inaccuracy of the 

whole network.  

 

In artificial networks, the output of a neuron is computed by the function 

described in Equation (2). 
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Ὢὼ  • ύ ὼz ὦ (2) 

 

Where: 

• is the activation function.  

ὲ is the number of input neurons.  

ύ represents the weight associated with  each interconnection. 

ὼ represents the input nodes. 

ὦ is the bias. 

 

The bias is a constant input to each neuron and is not connected to the 

previous one. This bias shifts the activation function to the left or right.  Figure 

13 shows the computation of inputs, weights, bias, and activation function in  a 

neural network  of one neuron with three inputs.  

 

 

Figure 13. Computation inside a n eural network with one neuron and three inputs.  

The activation function is a non-linear function applied on a  linear 

combination of the inputs  of a neuron and the associated weights of the 

interconnections to determine its output . This function determines whether 

each input of a neuron is relevant for the prediction  of the model. Multiple 

activation functions  are often used in deep learning approaches. Some examples 

are sigmoid, Rectified Linear Unit (ReLU), linear, hyperbolic tangent , and 

SoftMax activation functions . 

 

Sigmoid activation function refers to a logistic function. This function does 

not avoid the vanishing gradient problem because the derivative becomes very 

small when neurons are saturated with a very high or low input. In these cases, 
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the gradient decreases exponentially,  and initial neurons are not efficiently 

updated. In this sense, it would be appropriate to avoid the sigmoid activ ation 

function for training very deep networks. However, there exist more recent 

activation functions that solve this problem. For example, the ReLU activation 

function is suitable to avoid the vanishing gradient problem since its slope is 

one from zero to positive infinity. As a result, when the gradient is propagated 

backward, it is less attenuated, and the derivative does not become small when 

reaching the target value. There are different variations of the ReLU function, 

but deeper comments are not prov ided about them since it is not a specific 

objective of this thesis. Other activation function s are the linear function , which  

outputs the same value as the input  (and it is often used for regression), and the 

hyperbolic tangent function , which is a common alternative to the sigmoid 

function. Figure 14 represents ReLU, linear, sigmoid, and hyperbolic tangent 

activation functions. The SoftMax activation function outputs a probability 

distribution, where the probability of an instance being classified into each of 

the classes is given. At the last layer  of the network , a discriminative function is 

required, such as the sigmoid or SoftMax function  to perform the classification 

task. 

 

There are additional hyperparameters that configure the learning process. 

Some of these parameters are the number of epochs (iterations over the entire 

provided data), batch size (number of analyzed samples per update), loss 

metric (difference between the network output and the ground truth), or 

optimizer (the algorithm that updates attributes of the neural network such as 

weight s and learning rate to reduce loss). 

 

Deep learning approaches have been applied in this thesis using different 

types of networks and layers, described in the following subsections.  
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Figure 14. Activation functions: a) ReLU, b) linear, c) sigmoid and d) hyperbolic 

tangent. 

2.7.3.2. Deep Neural Networks  

 

Deep Neural Network s (DNN s) are ANNs with multiple hidden layers 

between the input and the output. Dense layers of fully connected layers are very 

used. 

 

Dense layers interconnect each neuron of a layer to the ones of the 

following  layer. These layers are also called fully connected layers. The 

transference function of these layers is described in Equation (3). Figure 15 

shows an example of a DNN. 

 

 ώ ʒὡ ὼz ὦ  (3) 

 

Where: 

ώ is output vector and m is the length of this vector, equal to the number 

of neurons of the layer. 

ὼ is the input vector and n is the length of this vector.  

ὡ is the weights matrix of the layer.  

ὦ is the bias vector of the layer. 

• is the activation fu nction of the layer.  
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Figure 15. Example of a DNN. 

2.7.3.3. Convolutional Neural Networks  

 

Convolutional Neural Network s (CNN s) are neural networks that process 

data with a known grid -like topology  [201]. These networks share their 

parameters across space and have been applied to multiple time-series data, 

such as 1D grid samples or images with 2D pixel grids. The name of 

ɁÊÖÕÝÖÓÜÛÐÖÕÈÓɯÕÌÛÞÖÙÒÚɂɯÐÕËÐÊÈÛÌÚɯÛÏÈÛɯÛÏÌàɯ×ÌÙÍÖÙÔȮɯÈÛɯÓÌÈÚÛɯÈÛɯÖÕÌɯÓÈàÌÙ, the 

mathematical operation called convolution.  This operation is shown in 

Equation (4), where x represents the input signal, w the kernel and s the output 

signal or feature map. This convolution is calculated as a linear operation that 

entails the multiplication of the weights w ith the input, using an array called 

filter or kernel. This kernel slides or convolves through the input over single or 

multiple dimensions to perform the convolution operation from left to right and 

top to bottom of the original input. Kernels are arrays of numbers (weights) that 

are updated when the backpropagation method is applied during the training 

step. Equation (4) shows the computation of this operation over more than one 

axis at a time, where I represents the input, K the kernel , and S the output 

signal. Figure 16 shows an example of 2D convolutional using a 3x3 kernel. 

 

 ὛὭȟὮ  ὍάȟὲὑὭ άȟὮ ὲ Ὅz ὑ ὭȟὮ (4) 
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Figure 16. Example of 2D convolution using 3x3 kernel. 

Apart from convolutional layers, these networks could use different types of 

layers, such as pooling layers or flatten layers, and a specific technique called 

dropout.  

 

Pooling layers reduce the input dimensions by using a summary statistic of 

the nearby values. This dimension decrease entails a loss of information but 

helps to make the representation approximately invariant to small translations 

of the input and to avoid overfitting. For example, the max -pooling operation 

computes the maximum value within a rectangul ar neighborhood.  Figure 17 

shows an example of applying a 3x3 max-pooling layer.  
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Figure 17. Example of max-pooling with 3x3 kernel operation. 

The dropout  technique randomly deactivates a percentage of 

interconnections during the training step, not updating the corresponding 

weights. Figure 18 displays a neural network where  the dropout technique is 

performed. 

 

 

 

Figure 18. Neural network before and after applying dropout technique.  

Flatten layers reshape the multidimensional input into a one -dimensional 

output , whose size is equal to the number of elements contained in the input . 

Figure 19 shows an example of a flatten layer output.  
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Figure 19. Example of a flatten layer output.  

Reshape layers change the format of the inputs to another certain shape and 

up sampling layers repeat rows and columns of the input to increase the input 

size. 

 

CNNs leverage three important concepts that can improve machine 

learning systems [201]: sparse interaction, parameter sharing, and equivariant 

representation of data. In previous ly  commented layers, separate parameters 

are used for the interaction between each input unit and each output unit. 

Convolutional networks can use a kernel smaller than the input, which allows 

the kernels to efficiently describe only sparse interactions between many 

variables. Using the same parameter for more than one function in a model is 

called parameter sharing. This concept was not possible in traditional neural 

networks because each weight was used exactly once. However, each element 

of the kernel in convolution al networks is used and shared by every position of 

the input. Equivariant representation of data refers to changing the input in a 

specific way, implies that the output changes in the same way. The form of 

parameter sharing used by CNNs causes that each layer is equivariant to 

translation.  

 

CNNs are useful for repetitive activities because this type of layer can 

integrate information from several channel s using convolutional kernels  or 

along individual channels . CNNs usually combine convolutional layers wi th 

pooling and fully connected layers to perform classification  and regression 

tasks. For example, a previous work [177] used an architecture composed of a 

convolutional layer with 196 kernels, a max-pooling layer to reduce the feature 

representation and flatten and fully connected layers  for developing a physical 

activity recognition system . They obtained 93.32 % of accuracy when using 

statistical features to feed the CNN and evaluating six daily activities.  Ravi et al. 



57 

[225] analyzed the effect of the number of convolutional layers and the size of 

the convolutional kernels over activity classification performance  in several 

datasets. Another previous work [47] presented a gait-based identification 

system based on a CNN with  two convolutional layers , a single max-pooling , 

and two fully connected layers  and obtained an identification accuracy of 95 %. 

  

2.7.3.4. Recurrent Neural Networks  

 

Recurrent Neural Network s (RNN s) are neural networks where neurons 

outputs are feedbacked to the input in the next steps. This recurrence allows 

modeling temporal sequences [201]. In these networks, connections between 

nodes form a directed graph along a temporal sequence. There are several 

recurrent neurons: simple or vanilla RNN, Gated Recurrent Unit (GRU), and Long 

Short -Term Memory (LSTM) layers. 

 

Vanilla RNN is the simplest RNN, which is composed of a single hyperbolic 

tangent layer. Figure 20 shows the internal structure of the vanilla RNN base 

neuron, where xt and ht denote respectively the input and the state of the 

module, h t-1 denotes the output of the previous module and tanh is a hyperbolic 

tangent layer. 

 

 

Figure 20. Vanilla RNN base neuron. 

In GRU networks, the base neuron is composed of sigmoid and hyperbolic 

tangent layers. Figure 21 shows the internal structure of the GRU base neuron, 

where ϦɯÐÚɯÈɯÚÐÎÔÖÐËɯÓÈàÌÙȭ 
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Figure 21. GRU base neuron. 

LSTM networks are the most complex type of RNN. They can learn long-

term dependencies in sequence prediction problems. The base neuron is 

composed of sigmoid and hyperbolic tangent layers and manages internal 

memory. These networks include more complicated  computation than previous 

ones and require a higher number of parameters to be trained. Figure 22 

displays the internal structure of the LSTM base neuron, where Ct denotes cell 

state memory. This cell state tracks the dependencies between the elements in 

the input sequences. 

 

 

Figure 22. LSTM base neuron. 

RNNs are useful for modeling sequences with characteristic time patterns .  

A previous study [226] used two modalities of LSTM layers for HAR using 

wearables: LSTM layers connected forward in time and bi -directional LSTM 

layers which contain two parallel recurrent layers that consider both future and 

past of the current time-step. Arifoglu and Bouchachia [227] have investigated 

the three variants of RNNs (Vanilla,  GRU, and LSTM) and they have concluded 

that the last ones seem to be marginally  better across the datasets studied in  van 

Kasteren ÌÛɯÈÓȭɀÚɯÞÖÙÒɯ[228] for activity classification and abnormal behavior 

detection inside three different houses. 
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Hybrid models  combine different types of deep models. For example, 

Ordonez and Roggen [15] showed that the combination of  CNNs and RNNs for 

specific tasks, instead of CNNs and dense layers, enhances the ability to 

recognize different activities  (such as sitting or opening a drawer) that vary the 

time and signal distributions, improving the classificat ion performance. CNNs 

can detect the spatial relationship while RNN can capture the temporal 

relationship.  

 

2.7.3.5. Generative Adversarial Networks  

 

Generative Adversarial Networks ( GANs) are neural networks that can 

create new samples that resemble instances from the training subset [229]. This 

approach corresponds to a min -max two -player game with two models: a 

generative model G and a discriminative model D.  Model G generates 

candidates while model D evaluates them. Model G is trained with random 

vectors from a latent space and tries to maximize the probability of D making a 

mistake by creating novel candidates that D could feel real. Model D is trained 

with true data, but its main objective is estimating the probability of a sample 

came from the true data distribution  (real samples) rather than G (fake 

samples). This min -max game of the GANs could be represented with Equation 

(5). 

 

 άὭὲάὥὼ ὰέὫὈὼ ὰέὫρ ὈὋᾀ  (5) 

 

These two models could be implemented as a simple MLP or using more 

complicated neural networks. The backpropagation method is applied in both 

networks so that the generative model G creates better synthetic samples, and 

the discriminative model D improves in detecting them. Figure 23 shows the 

general structure of a GAN , where G is the generative model and D is the 

discriminative model.  

 

 

Figure 23. The general structure of a GAN. 
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GANs have been used for HAR in the literature. For instance, Wang et al. 

[230] showed that synthetic sensor data generated by GANs models had the 

potential for improving human activity recognition  of several machine learning 

algorithms . 

2.7.3.6. Autoencoders  

 

Autoencoders are neural networks that are trained to reproduce (at the 

output ) the same vectors introduced at the input. Autoencoders consist of two 

elements: an encoder and a decoder that produces a reconstruction of the 

original input. Autoencoders provide an advanced feature representation using 

an unsupervised learning schema via an encoding-decoding procedure. In 

unsupervised learning, training is performed with the original data but without 

any additional information about the corresponding class . Autoencoders learn 

to compress the input vector into a shorter code or embedding  by extracting the 

main features that define the input data (encoder). Then, the second part 

(decoder) learns to decompress this code into an output vector that closely 

resembles the original input  (decoder). Figure 24 shows the general schema of 

an autoencoder, including symmetric encoder and decoder modules. 

 

 

Figure 24. Autoencoder schema. 

Autoencoders have been used for human motion recognition systems in the 

literature. For example, a previous work [231] stacked two autoencoders on top 

of each other and added a SoftMax layer on top of the autoencoders to develop 

a smartphone-based HAR  system. The authors used the first autoencoder as an 

unsupervised pre-training stage and the second one as a supervised fine-tuning 
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stage for minimizing the prediction error using labeled samples via 

backpropagation. Wang et al. [33] used a two-layer stacked denoising 

autoencoder to learn the underlying feature representation from unlabeled 

activity data in a smart home environment.  

 

2.7.3.7. D-vectors and x-vectors 

 

The d-vector and x-vector approaches generate embeddings (d-vectors or x-

vectors) that could model user identities. This strategy has been applied in the 

speaker recognition field [232-237] to model the speech of each participant, 

independently of the channel. Every identity is modeled  by embedded vectors 

that compactly characterize a user identit y. 

 

Variani et al. [233] developed a DNN for small footprint text -dependent 

speaker verification. This architecture was trained to classify speakers at the 

window  level, being able to extract speaker feature vectors as the averaged 

activations from the last hidden layer  along with  several windows . These 

feature embeddings were called deep vectors or d-vectors. At the end of the 

DNN architecture, a SoftMax layer is used to identify  the training speakers. 

This layer is removed to extract the d-vectors from the last hidden layer during 

enrollment and evaluation steps . The authors computed the distance between 

the target and test d-vectors to decide whether they correspond to the same 

subject. Figure 25 indicated that a d-vector is the feature embedding extracted 

from the last hidden layer.  
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Figure 25. D-vector as feature embedding from the last hidden layer.  

Snyder et al. [235, 237] used a neural network architecture  for text -

independent speaker verification by extracting speaker embeddings. The 

authors proposed a feedforward DNN that computes speaker embeddings from 

variable-length acoustic segments. This architecture is based on a Time-Delay 

Neural Network (TDNN) [238] and its goal is to generate x-vectors: feature 

embeddings that collect context information from several  contextual windows . 

The system consists of: (1) time-delay layers [236] that operate on contextual 

windows , being able to extract relevant information from the current window  

and previous and posterior windows , (2) a statistics pooling layer that 

aggregates over the window -level representations and computes its mean and 

standard deviation, (3) additional layers that work  at segment-level and (4) a 

SoftMax output layer . This architecture produces x-vectors or embeddings that 

generalize well to speakers that have not been seen in the training data. These 

speaker embeddings, which are extracted from segment-level layers, capture 

speaker characteristics over the entire utterance instead of at the window -level. 

Once the embeddings are extracted, their dimension is reduced using LDA or 

PLDA . 

 

D-vector and x-vector approaches have provided great performance in the 

speaker recognition field. These approaches could be used to identify or verify 

subjects using inertial signals recorded from motion wearable sensors. In this 

way, a deep learning architecture could extract feature vectors (d-vectors or 

subject embeddings) from human motion signals with convolution al layers and 
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then identify or verify a person via fully connected layers. This thesis adapts 

this approach to the case of inertial signals for developing a continuous 

identity monitoring system using motion  information , as described in 

objective SO4 (section 1). 

 

2.8. Combining the information in long periods  
 

The general structure for the human motion modeling system described in 

previous sections provides a decision (activity detection or recognition) for each 

window  of a few seconds. In some applications, it is possible to provide a 

decision over longer periods. For example, an athlete could want to know the 

duration of periods where he/she has been performing different physical 

activities, a system could identify a person using  a long session or a physician 

could want to estimate the level of stress during a day or a week. 

 

In this thesis, the developed systems provide  a classification or regression 

decision for each window , without considering a decision for the whole 

recording session. However, in some applications, it could be possible to 

integrate scores and decisions along with  consecutive windows. This 

integration  would  smooth the decision along time, increasing the system 

robustness: local fluctuations can be corrected by the context. This process 

could be carried out using simple strategies, like a mean or median filter over 

the class scores, or more complex algorithms using HMMs.  In this thesis, we 

performed  a time analysis in the HAR by proposing different strategies for 

combining information from sub -windows and evaluat ing long periods of time .  
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3. Methodology  
 

This chapter describes the methodology considered in this thesis, including 

the experimentation and validation  procedures, the evaluation metrics, the 

specific datasets used, and the available software tools for implementing the 

experimentation platform . 

 

3.1.  Phases of the thesis development  
 

The experimentation methodology was the same in all systems developed 

in this thesis, addressing different tasks: activity recognition, identity 

monitoring, and motor anomaly detection. The phases of this methodology are 

the following  (some of them performed in parallel) : 

 

- First phase: dataset selection and experimental setup.  

This phase included the selection, analysis, and setup of different datasets 

that could be useful for the experiments. Many p ublic datasets that contain 

inertial and physiological signal recordings of human movements through 

wearables were analyzed and selected to aim the goals of the thesis. 

 

- Second phase: design and development of the experimentation 

platform.  

This phase was focused on the design and implementation of a flexible 

experimentation platform that allows methodology development , proposal 

incorporation (in the different modules:  signal processing, feature extraction, 

model generation, and classification), and performance evaluation. In this 

platform, it was necessary to adapt data format and structure to the 

experimentation and validation procedures . 

 

- Third phase: experimentation.  

In this phase, experiments with  the selected datasets were perform ed using 

the developed platform.  

 

- Fourth phase: writing of research papers and thesis document. 

This phase consisted in describing the most relevant research results in 

several research papers. Moreover, this phase encompasses thesis document 

writing.  
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3.2.  Cross-Validation  
 

For evaluating the different systems, several strategies have been 

considered for analyzing different scenarios. 

 

The main methodology considered along the thesis has been Subject-Wise 

Cross-Validation (CV) . This methodology is a variation of the k -fold CV 

procedure where data are divided in such a way that all the recordings from the 

same subject are included only in a fold. The given data are divided into k 

groups or folds to train, validate and test a system with different data. In this 

case, a subset of subjects is used for testing, and data from different subjects is 

used for training and validation in each iteration. Once the system model is 

fitted on the training subset , it is time to  optimize the mode l hyperparameters 

over the validation subset. Finally, the system is evaluated with the testing 

subset. The results are the average of the results obtained for all trials. During 

the Subject-Wise CV procedure, the system learns features independently of the 

subject, and it is evaluated with recordings from new subjects. A Leave-One-

Subject-Out (LOSO) CV is a specific type of Subject-Wise CV where the system 

is evaluated with the data from one subject and is trained and validated with 

the data from the rest of the subjects. This process is repeated several times 

leaving a different subject for testing. The results are the average of the partial 

results obtained for all repetitions. These methodologies simulate a more 

difficult scenario where the system is evaluated with recordings from subjects 

different to those used for training.  Figure 26 shows a typical example for a 

LOSO CV using 10 subjects. Training, validation, and test subsets switch for 

each iteration/trial to evaluate the system with all data available.  

 

 

Figure 26. LOSO CV using 10 subjects. 
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The Subject-Wise and LOSO CV strategies were used all the experiments 

except in those presented in section 7.3. 

 

The second evaluation strategy consists in a k-fold  CV procedure. This 

strategy is a simplification of the previous one , where the given data are 

randomly shuffle d. It is important to highlight that every recording is not 

simultaneously included in more than one-fold , but there are recordings from 

the same subject in different folds, so it is possible to train and test with 

different recordings but obtained from the s ame subject in different moments. 

This is an optimistic scenario because the system can learn specific 

characteristics of every subject that were used during testing. This evaluation 

procedure was only  used to evaluate the alcohol detection system because it is a 

high subject-dependent task. 

 

The third methodology is a  variation of the k-fold CV includ ing an 

additional subset for registering a subject (enrollment subset). In this variation, 

four different subsets are considered: training, enrollment, validation,  and 

testing. Training subset is composed of a wide variety of data and is used for 

obtaining a general model. This general model is the starting point to generate 

the subject-specific models. These specific models are obtained by adapting the 

general model to the specific subject characteristics using the enrollment data. 

The validation subset is considered for system parameter adjustment and the 

system is evaluated using the testing subset. This division among enrollment, 

validation and testing subsets is perform ed several times as in the original k -

fold CV to provide an average result from several trials involving a  large 

amount of data from each dataset. 

 

This third methodology was considered for  user identifi cation and 

verification tasks.  In this procedure, different recordings from  the same subjects 

must be included in the enrollment and testing subject because the system must 

learn features from the enrolled subject to identify or verify his/her identity 

dur ing testing. 

 

3.3. Evaluation metrics  
 

This thesis aims to obtain the best performance for the different tasks: 

activity recognition, user identification /verification , or anomaly detection. This 

analysis was done varying different independent variables related to the signal, 

model generation, and classification process. In this sense, the performance rate 

is the dependent variable and the type of signal, the deep neural network 

architecture, the signal processing technique, the feature extraction process, or 

the algorithm to generate the model are independent variables. The 
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performance rates are shown by different evaluation metrics depending on the 

classification or regression task: accuracy, precision, recall, F1-score, AUC, 

Equal Error Rate (EER), Mean Squared Error (MSE), MAPE, or correlation 

coefficient. The following subsections present these evaluations metrics based 

on the type of task: multi -class classification, binary classification, or regression. 

3.3.1. Multi -class classification  tasks 

 

This subsection describes the evaluation metrics used for multi -class 

classification tasks. For defining these evaluation metrics, a general confusion 

matrix is represented in Table 4. The rows of the confusion matrix denote actual 

or real classes (ground truth) while  the columns denote predicted or recognized 

classes. Pij indicates the number of instances of class i that have been recognized 

as examples from class j and C denotes the number of classes of a general 

experiment. 

 

Table 4. General confusion matrix. 
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Actual  

classes 

Class 1 P11 P12 ȱ P1,C-1 P1C 

Class 2 P21 P22 ȱ P2,C-1 P2C 

ȱ ȱ ȱ ȱ ȱ ȱ 

Class C-1 PC-1,1 PC-1,2 ȱ PC-1,C-1 PC-1,C 

Class C PC1 PC2 ȱ PC,C-1 PCC 

 

Accuracy is defined as the ratio between the number of correctly classified 

examples and the number of total examples. Considering the confusion matrix 

defined in Table 4, the accuracy is defined in Equation (6) for a classification 

problem with  N testing examples experiment. In resume, the accuracy is the 

sum of examples correctly classified (principal diagonal  of the confusion 

matrix ) divided by the total number of examples used in the testing subset. 
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Precision is defined as the ratio between the number of correctly classified 

examples and the number of  examples predicted as a specific class. In other 

words, precision represents the percentage of the relevant examples. The 

precision is defined in Equation (7), where Si is the sum of all examples in a 

column in the confusion matrix defined in Table 4. The global precision is 

averaged along with  the C classes. 
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Recall is the ratio between the number of properly  classified examples and 

the number of actual instances from a specific class. In other words, recall 

represents the percentage of the total relevant examples correctly classified. The 

recall is defined in Equation (8), where Ri is the sum of all examples in a row in 

the confusion matrix  defined in Table 4. The global recall is averaged along 

with  the C classes. 
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F1-score is the harmonic mean of precision and recall. This metric fluctuates 

between 0 (worst performance) and 1 (perfect precision and recall). Equation (9) 

defines F1-score computation.  
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In this thesis, these metrics are used for activity recognition, user 

identification, and anomaly detection because these tasks can include multi-

class classification problems. 

 

3.3.2. Binary classification  tasks 

 

This subsection describes the evaluation metrics used for 2-class 

classification tasks. For defining the evaluation metrics considered in this thesis 

for binary classification, the Receiver Operating Characteristic Curve (ROC) is 

presented. This curve can be only represented for two-class classification 

problems. ROC is a curve representing the True Positive Rate (TPR) versus the 

False Positive Rate (FPR) obtained at several thresholds settings (Figure 27). 

Table 5 shows a confusion matrix for two classes. TPR (recall or sensitivity) and 

FPR metrics are defined in Equation (10) and Equation (11), respectively. This 
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representation of ROC implies that the top left corner of the plot is the ideal 

configuration, with an FPR of zero and a TPR of one. 

 

Table 5. Confusion matrix of two classes: Positive (P) and Negative (N). 

  Predicted classes 

  P N 

Actual 

classes 

P 
True Positive  

(TP) 

False Negative 

(FN) 

N 
False Positive 

(FP) 

True Negative  

(TN)  
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Figure 27. ROC curve. 

Area Under the Curve (AUC) is the ratio of the area under the ROC curve 

[239]. This measure represents the separability between two classes. The higher 

the AUC, the better the model distinguishes between the two classes of the 
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binary classification problem. An AUC of 0.5 means that the model is not able 

to separate between the classes while an AUC of 0.9 means that there is a 90 % 

chance that the model distinguishes between those two classes. Figure 27 shows 

the AUC under the ROC. 

 

Equal Error Rate (EER) is the error rate of the system when the operating 

threshold is adjusted such that the probability of false acceptance and the 

probability of false rejection are equal. EER is the intersection between the ROC 

curve and the diagonal of the unit square as can be seen in Figure 27. 

 

In this thesis, these metrics are used for user verification because this task is 

a binary classification that could be evaluated with ROC curves. These metrics 

allow analyzing the system performance for the whole range of possible 

decision thresholds [240]. 

 

3.3.3. Regression tasks 

 

This subsection describes the evaluation metrics used for regression tasks. 

 

MSE is defined as the average squared difference between the estimated 

values and the actual values, as shown in Equation (12), where ώ is the actual 

value, ώ is the predicted value, and N is the number of samples. 
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MAPE is defined as the average of the absolute percentage errors between 

the estimated values and the actual values, as shown in Equation (13). 
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Correlation coefficient measures the linear correlation between two variables 

X and Y. This metric could measure the correlation between the estimated 

values and the actual values in numerical series. Equation (14) defines the 

Pearson correlation, where the covariance of X and Y is divided by the product 

of standard deviation of X and Y . Pearson correlation was used for series of 

more than 500 samples, otherwise, Spearman correlation was used. Pearson 

correlation assumes Gaussian distribution of data while Spearman distribution 

does not. 
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In this thesis, these metrics are used for anomaly detection when the aim 

consists in estimating a specific measure. 

 

3.3.4. Significance  

 

Evaluation metrics  must be complemented with  statistical significance 

values that provide confidence about the results reliability. In this thesis, 

several estimates are used to provide significance: confidence intervals and p-

values. 

 

Confidence interval (CI) estimate proposes an interval of plausible values 

for a specific metric. Equation (15) represents the computation of confidence 

intervals [241] attached to a specific evaluation metric . 
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Where: 

- ϔɯÐÚɯÛÏÌɯ"ÖÕÍÐËÌÕÊÌɯ+ÌÝÌÓɯȹ"+ȺɯÛÏÈÛɯÙÌ×ÙÌÚÌÕÛÚɯÛÏÌɯ×ÌÙÊÌÕÛÈÎÌɯÛÏÈÛɯÛÏÌɯ

true metric is in the proposed interval. In this work, we used a CL of 

95 %. 

- ᾀȾ is the z score extracted from both tails of standard normal 

distribution. As CL is fixed to 95  %, the corresponding z score is 1.96. 

- N is the number of examples used for the metric computation. In this 

work, this metric is computed at window level, so N r epresents the 

given number of windows used for testing . 

 

In the case of regression tasks, where the performance is measured through 

errors, the confidence intervalÚɯÈÙÌɯÖÉÛÈÐÕÌËɯÜÚÐÕÎɯÛÏÌɯÚÛÈÕËÈÙËɯËÌÝÐÈÛÐÖÕɯϦɯÖÍɯ

the error [242]. Equation (16) represents the computation of confidence intervals 

attached to a specific error, given N samples, the error, and its standard 

ËÌÝÐÈÛÐÖÕɯϦȭ These confidence intervals have been used with MSE, MAPE, and 

EER metrics. 
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Confidence intervals determine that two experiments are significantly 

different when there is no overlap between those intervals . 
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Probability value or p -value is defined as the probability of obtaining the 

observed results of a statistical hypothesis test, assuming that the null 

hypothesis is correct. The null hypothesis states that there is no significant 

difference between two experiments. P-value is often expressed between 0 and 

1 and the smaller the p-value, the stronger the evidence to reject the null 

hypothesis. In this work, we considered that the improvement between two 

AUC results is statistically significant  when p-value < 0.001. 

3.4. Datasets 
 

This subsection describes the datasets that were used to develop the 

systems framed in this thesis. 

 

3.4.1. Datasets used for HAR purposes  

 

For this thesis, it was necessary to use datasets that contain different types 

of activities  to analyze the most appropriat e window size, signal domain , and 

deep learning approach depending on the type of activity. In this sense, we 

used two public datasets: PAMAP2 Physical Activity Monitoring Data Set [175] 

and OPPORTUNITY Activity Recognition Data Set  [95]. These datasets contain 

a wide diversity of physical activities, including repetitive, non -repetitive 

movements, and postures. 

 

- PAMAP2 Physical Activity Monitoring Data Set  includes recordings of 

12 different phy sical activities, performed by nine  people wearing a 

heart rate monitor and three  IMUs  from Trivisio . The IMUs sample at 

100 Hz and are composed of two 3D accelerometers, a 3D gyroscope, 

and a 3D magnetometer. These IMUs are placed onto three different 

body locations: chest, wrist on the dominant arm , and ankle on the 

dominant side. The physical activities included in this dataset are lying, 

sitting, standing, walking, running, cycling, Nordic walk, ascending 

stairs, descending stairs, ironing, vacuum cleaning, and rope jumping.  

This dataset includes 5.4 hours of the 12 activities of the protocol. 

 

- OPPORTUNITY Activity Recognition Data Set  includes recordings from 

four subjects wearing on-body sensors while performing 21 differ ent 

physical activities. These sensors are five RS485-networked XSense 

IMUs in a jacket, two InertiaCube3 on each foot, and 12 Bluetooth 

acceleration sensors on the limbs. Each IMU contains a 3D 

accelerometer, a 3D gyroscope, and a 3D magnetic sensor sampling at 32 

Hz. The physical activities included in this dataset are open door 1, open 



73 

door 2, close door 1, close door 2, open fridge, close fridge, open 

dishwasher, close dishwasher, open drawer 1, close drawer 1, open 

drawer 2, close drawer 2, open drawer 3, close drawer 3, clean table, 

drink from a cup, toggle switch, lying, sitting, standing, and walking.  

This dataset approximately includes 25 hours of recorded activity.  

 

PAMAP2 includes 27 signals recorded under laboratory conditions while 

OPPORTUNITY contains 113 signals recorded under  wild conditions. The 

combination of these two available datasets allows a balance between the 

amount of data for each type of activity , variety of sensors, and recording 

conditions. These datasets would allow us to study the most appropriate 

method for each type of activity with a wide diversity of human motion data.  

 

Moreover, this thesis analyzes long periods of different physical activities 

which could be performed by everyone in his /her day-to-day life. In this sense, 

we use two public datasets: PAMAP2 [175] and USC Human Activity Dataset 

(USC-HAD) [99, 243]. These datasets include a wide variety of physical 

activities performed by nine a nd fourteen subjects, respectively. These datasets 

would allow us to perform time analysis in HAR to integrate information from 

sub-windows instead of directly employing  long analysis windows.  

 

- USC-HAD  dataset contains recordings from 14 subjects performing 12 

different physical activities while wearing an IMU from MotionNode 

packed into a pouch and attached to the front right hip. This unit 

included  a 3D accelerometer and gyroscope sampling at 100 Hz. The 

participants performed the following activities: walking forward, 

walking left, walking right, walking upstairs, walking downstairs, 

running forward, jumping, sitting, standing, sleeping, elevator up, an d 

elevator down.  This dataset includes 7.8 hours of recorded activity. 

 

These three datasets were used for analyzing different signal processing 

techniques, feature extraction, and deep learning techniques in the HAR 

systems of sections 4 and 7. 

 

3.4.2. Datasets used for biometrics purposes  

 

Regarding the development of a continuous identity monitoring system 

based on a d-vectors approach, datasets with a high number of subjects are 

necessary. In this sense, there are several datasets from Wireless Sensor Data 

Mining (WISDM) laboratory recorded in  real [104, 244] or laboratory condition s 

[245]. Subjects in these datasets performed walking, jogging, and stairs 

activities, which were used to model their walking style.  
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- Actitracker dataset, also called the Ɂ6(2#,ɍÞÐÓËɯËÈÛÈÚÌÛɂȮɯÊÖÕÛÈÐÕÚɯ

recordings of six physical activities performed by 225 subjects while 

wearing a smartphone. This dataset includes inertial recordings from 

the accelerometer sensor (in the HTC Evo smartphone) using a sampling 

frequency of 20 Hz. These subjects performed different activities: 

walking, jogging, stairs, sitting, standing, and lying down.  They labeled 

the data through a drop-down data label chooser in an application.  This 

dataset approximately includes 41 hours of recorded activit y. Since it is 

not possible to obtain gait information from static activities like 

standing, sitting, or lying down, only recordings from walking, jogging 

and stairs activities can be considered. In this sense, in-the-wild 

recordings from 190 subjects were used for identification and 

verification purposes.  

 

- WISDM_2019 dataset (from the WISDM laboratory ) contains recordings 

from 36 subjects wearing a smartphone in their right pants pocket and a 

smartwatch on their dominant hand performing 18 physical activities  

under laboratory conditions . Both devices contained an accelerometer 

and a gyroscope sampling at 20 Hz. This dataset approximately includes 

46 hours of recorded activity.  

 

For in-the-wild analysis, the WISDM_wild dataset [104, 244] was used 

(available online [246]), while f or laboratory conditions,  the WISDM_2019 

dataset [245] was considered (available online). These datasets were used for 

developing a continuous identity monitoring system by adapting the d-vectors 

approach in experiments of section 5. 

3.4.3. Datasets used for motor anomaly detection and biomarkers 

extraction purposes  

 

This thesis also presents analyses of abnormal movements derived from 

/ÈÙÒÐÕÚÖÕɀÚɯDisease, stress mood, alcohol consumption, and YBT excursions. In 

addition  to inertial signals , it can be interesting to include other  sensing 

modalities  to support the modeling task . In this sense, we have used four 

datasets: 

 

- Parkinson Disease Spiral Drawings Using Digitized Graphics Tablet 

dataset [247] contains spiral drawings from 77 individuals : 62 have PD 

and 15 healthy people form the control group. The Wacom Cintiq 12WX 

graphics tablet [248] was used to capture this public dataset. This tablet 

helps to watch a PC screen on its display and communicate with it using 

a digital pen. For each drawing, five  time series were registered: X-Y-Z 
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coordinates, pressure, and grip angle collected from the device. Three 

types of handwriting recordings were performed by all the subjects. The 

Static Spiral Test (SST) [249] was the first handwriting, where subjects 

retraced three Archimedean spirals which  appeared on the screen. 

Dynamic Spiral Test (DST) was the second handwriting. During this 

assessment, the Archimedean spiral emerged and vanished for  a few 

seconds, forcing the subject to recall the picture while drawing.  Stability 

Test on Certain Point (STCP) was the final test. A red point was shown 

in the center of the screen during this test. Participants were required to 

hold the pen on the red point for several seconds without hitting the 

screen. The goal of this test was to detect hand tremor.  This dataset 

approximately includes 1.4 hours of recorded activity.  

 

- Wearable Stress and Affect Detection Data Set [79] contains data from 15 

participants (12 men and 3 women, with a mean age of 27.5), who wore 

two wearable devices: a RespiBAN Professional and Empatica E4. For 

the selection of the subjects, people with mental or cardiovascular 

problems, pregnant people, or heavy smokers were excluded. On the 

chest, the RespiBAN unit recorded body acceleration (in three axes), 

body temperature, respiration, ECG, EMG, and EDA. All these signals 

were sampled at 700 Hz. On the wrist, the Empatica E4 bracelet 

measured hand acceleration (in three axes), arm temperature, BVP, and 

EDA. These signals were captured at various sampling rates, but they 

were upsampled to 64 Hz. These subjects followed a protocol to 

experience different mood levels: baseline, amusement, stress, 

meditation, and recovery.  This dataset approximately includes 30 hours 

of recorded activity.  

 

- Bar Crawl: Detecting Heavy Drinking Data Set  [85]. On 2nd May 2017, 20 

undergraduate students (10 men and 10 women with average age of 22) 

participated in a study to record their activity during the drinking event 

Senior Bar Crawl. However, due to technical difficulties with the 

recording equipment, this dataset  only contains recordings from 13 

participants. Accelerometer data w ere recorded using smartphones at a 

sampling rate of 40 Hz and TAC was measured using an ankle bracelet 

to measure the alcohol content. The research team provided no 

behavioral guidance to the students, so each participant was free to wear 

his/her smartphone he/she pleased. A TAC=0.08 g/dl (the legal limit for 

intoxication while driving) was used as a threshold to distinguish 

between intoxicated participants (TAC >= 0.08) and sober participants 

(TAC < 0.08). The dataset included 97.62 hours of recording time from 

all subjects. Regarding participant selection, students had to be active 

alcoholic consumers, older than 21 years old (legal minimum drinking 
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age), and owners of a smartphone. Furthermore, to ensure sober data 

was collected for each participant, it was checked with the bracelet that 

each participant had 0.0 TAC on the morning of the event. Then, 

students participated in drinking activities during the event without 

supervision. 

 

- YBT Dataset (Open_Access [93] and Included)  contains YBT recordings 

from 407 subjects. These data were obtained in a standardized manner 

from healthy adults, elite rugby union players, and collegiate American 

football and ice hockey athletes. Each session consisted of three YBT 

excursions in three different directions (Anterior, Posteromedial, and 

Posterolateral) and with the two legs in a randomized order. Each 

session yielded 18 recordings from each subject: 3 YBT excursions x 3 

directions x 2 stance legs. These subjects wore five inertial IMUs 

(Shimmer3, Dublin, Ireland), which provided an accelerometer, 

gyroscope, and magnetometer in three dimensions, pitch, roll, yaw, and 

four quaternions. These sensors were connected via Bluetooth to an 

Android tablet (Galaxy Tab 2, Samsung) operating a custom-made 

application and they were mounted at the level of the 4th lumbar 

vertebra, on the left and right thigh, and the left and right shank. These 

sensors sampled at 51.2 Hz during each YBT reach excursion. The 

Shimmer3 sensors were calibrated before data collection following the 

standardized procedure  outlined by the manufacturer [250]. These data 

acquisition parameters were defined based on pilot testing and previous 

work investigating the utility of i nertial sensors in the evaluation of 

exercise technique and balance [49, 89, 251]. This dataset approximately 

includes 12 hours of recorded activity.  

 

These datasets have allowed us to study motor anomalies in patients with 

/ÈÙÒÐÕÚÖÕɀÚɯÛÏÙÖÜÎÏɯÛÏÌÐÙɯÞÙÐÛÐÕÎɯÉÌÏÈÝÐÖÙȮɯÌÝÈÓÜÈÛÌ inertial and physiological 

signals for detecting different affective states, distinguish between sober and 

intoxicated people with alcohol through inertial signals, and scor e the 

performance on the YBT through an accelerometer. The experiments related to 

this research are included in sections 6 and 7. 

 

3.5.  Tools  
 

This section summarizes the hardware and software tools used for the 

implementation and development of the experiments in this  thesis. 
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3ÏÌɯÏÈÙËÞÈÙÌɯÐÚɯÉÈÚÌËɯÖÕɯÈɯÊÖÔ×ÜÛÌÙɯÞÐÛÏɯ(ÕÛÌÓəɯ"ÖÙÌɚɯÐƛ-8700 processor 

and y 32GB of RAM and an Nvidia Titan Xp graphic card (Graphics Processing 

Unit ( GPU) card, with 12 GB). 

 

Regarding software, the Octave framework has been used to extract human 

motion recordings from databases and compute signal processing. Python 

distribution with Tensorflow and Keras libraries have been used to easily create 

deep neural network architectures for feature learning  and classification. 

Hidden Markov Model Toolkit (HTK) toolkit and Weka have been also used to 

develop some machine learning approaches.  

 

GNU Octave [252] is a scientific computing programming language. This 

software has a powerful mathematics-oriented syntax and provides built -in 

plotting and visualization tools largely that are similar to those found in 

Matlab.  

 

Anaconda [253] is a Python distribution with  a package manager, an 

environment manager, and a huge number of open-source packages. This 

platform has allowed the use of  Python [254] as the programming language.  

Different Python libraries  such as NumP y, pandas, sklearn, scipy, CSV, 

matplotlib or seaborn , have been used during the development of this thesis. 

 

Tensorflow [255] is an open-source software library created by Google to 

evaluate deep learning algorithms based on neural networks. This library 

allows to easily build and train machine learning models using high -level 

Application Program Interfaces (APIs) to make immediate model iteration and 

easy debugging. 

 

Keras [256] is a Python-based high-level neural networks API,  that may be 

used with  TensorFlow, Theano, or Microsoft Cognitive Toolkit . This API  is 

suitable for solving deep learning problems  and provides abstractions for 

developing deep learning architectures. It supports DNNs, CNNs , and RNNs, 

running  on CPU and GPU. 

 

HTK [257] is a portable toolkit for building and manipulating hidden 

Markov models . HTK is primarily used for speech recognition research 

although it could be used for other applications.  

 

Weka [258] is a collection of machine learning algorithms for data mining 

tasks. It contains tools for data preparation, classification, regression, clustering, 

association rules mining, and visualization.  
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4. Human Activity Recognition  
 

As mentioned in section 2.5, several previous works have analyzed 

different window lengths for preprocessing inertial recordings from physical 

activit ies. However, these works did not distinguish among the type of 

activities providing a unique solution (window length, signal processing and 

deep learning techniques) for all activities  without analyzing the motion 

differences between them. For instance, gestures have a specific evolution in 

time in terms of movements and usually last a few seconds while physical 

activities such as running or ascending stairs are repetitive and often last longer 

periods. This thesis analyses wearable sensor data corresponding to several 

types of human activities and defines a high -level typology of human activities. 

These contributions allow  us to propose a human movement classification 

framework based on motion characteristics to apply the most appropriate s ignal 

processing and deep learning technique to each type of activity . 

 

4.1. Materials and methods  
 

This section describes the materials and methods used for the performed 

experiments related to HAR.  

 

4.1.1. Human activity framework  

 

This subsection describes the human movement classification framework 

proposed in this thesis. First, the high-level typology of human activities is 

explained including specific characteristics of each type of activity  in terms of 

duration and time or freq uency domain. Then, the need of a classifier module is 

introduced as a previous step for distinguishing among the types of activities. 

  

The high-level typology of human activity  proposed is as follows: 

 

- Movements. This type of physical activity is subdivided into:  

o Repetitive movements: dynamic activities composed of repetitive 

movements on time. Some examples are walking, running, and 

ascending stairs. 

o Non-repetitive movements: dynamic activities including one 

isolated movement. Some examples of thi s type of activity  are 

opening a drawer, closing a door, and drinking coffee.  
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- Postures: static activities while keeping a specific position. Some 

examples of this type of activity  are sitting, standing, and lying.  

 

Activities such as walking and running contain repetitive patterns over 

time and generate harmonics in the frequency domain. For this reason, there 

exist valuable information  in both time and frequency domains.  Figure 28 

shows the X, Y, and Z axes acceleration signals in m/s2 from a chest sensor of 10-

second windows of walking and running activities. In this figure, it is possible 

to observe that running activity signals reach higher acceleration values and 

higher frequency. Figure 29 shows the spectrogram of the X-axis acceleration 

from a chest sensor while walking and running activities. In this figure, it is 

possible to observe that the fundamental frequency and harmonics while 

running activity has higher energy and higher frequency than those shown 

while walking.  The fundamental frequency while walking  is around  1 Hz, 

which means that the person walks at a rate of one step per second. 

 

 

Figure 28. Raw data of 10-second windows of walking (a) and running (b) 

activities from the X, Y , and Z axes of the chest sensor. 

 

 

Figure 29. Spectrogram of walking (a) and running (b) activities from the X -axis of 

the chest sensor. 
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Opening and closing a drawer are examples of non-repetitive dynamic 

activities and their associated inertial signals do not provide  much information 

in the frequency domain. These activities offer similar behavior in the frequency 

domain. As a result, spectral information may be ineffective in distinguishing 

between these movements. For this reason, we may rely on information from 

time evolution . Since these activities are composed of one specific movement 

that evolves through  time, such information is likely  to be particularly relevant. 

This specific movement defines an acceleration pattern in time. For example, 

Figure 30 shows X, Y, and Z acceleration signals (in g units, including the 

gravity component), where it is possible to observe brak ing in X signal during a 

close drawer instance (negative peak at 0.6 s). 

 

 

 

Figure 30. Wrist sensor acceleration signals for open (a) and close drawer (b) 

examples, respectively. 

Gesture recognition could also be boosted using relevant information from 

other sensors such as magnetometers. While subjects are performing some 

gestures, they usually interact with static objects such as drawers, doors, or 

appliances. Magnetometers could provide information about the magnetic f ield 

at a particular location and help to identify the drawer or door that is being 

opened or closed. Figure 31 shows a scattering representation of magnetometer 

measurements (X, Y, and Z, in G units) recorded by a sensor located on the 

right arm (dominant hand) while the subject opens and closes a draw er. As we 

can observe, each trajectory (smoothed along time) shows a different pattern 

which helps to discriminate  between these two activities. 
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Figure 31. Scattering of the tri -axial magnetometer signals of the arm sensor for 

open and close drawer examples. 

Postures are the third type of activity  in the proposed typology. S tatic 

activities such as standing and sitting  are characterized by a fixed body position 

with minor limb movements. Positional changes of the whole body are essential 

to discriminat e among these activities, which can be directly extracted from raw 

data (acceleration signals). As there are no repetitive movements during 

postures, we do not observe any harmonic structure in the frequency do main. 

Figure 32 shows the X, Y, and Z acceleration signals (in m/s2, including the 

gravity component) from a chest sensor for lying, sitting, and standing 

activities. It can be observed that the gravitational component of acceleration is 

set on Z-axis while lying and on Y -axis while sitting and standing. Furthermore, 

Figure 33 shows a scattering representation of acceleration measurements 

represented in Figure 32. As observed, lying  and sitting activities have a rather 

stable position while standing provides more  variability due to a slight  chest 

movement while standing. In other words, c hanges in device orientation and 

position become visible  for this type of activity . 

 

 

Figure 32. Chest sensor acceleration signals for lying (a), sitting (b) , and standing 

(c) examples, respectively. 
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Figure 33. Scattering of the tri -axial accelerometer signals from the chest sensor for 

lying, sitting , and standing examples. 

Regarding the frequency domain, spectra of postures acceleration could 

provide information about some movements in the axes. For example, Figure 34 

displays the spectra from X, Y, and Z axes acceleration signals from the chest 

sensor during standing . In this figure, the continuous component appears in all 

axes but marginal energy between 0 and 1 Hz is only observed in the X and Z 

axes. 

 

 

Figure 34. Spectrogram of X (a), Y (b), and Z (c) axes acceleration signals from the 

chest sensor during standing. 

This typology could help to determine the most appropriate method for 

each type of activity based on its specific motion characteristics. However, an 

initial module is required to automatically identify the type of activity  before 

selecting the best signal processing and deep learning strategies for 

discriminating among movements inside the same group. For this reason, an 
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initial classifier module could distinguish between repetitiv e movements, non-

repetitive movements, and postures as a previous step. 

 

In conclusion, the human movement classification framework based on 

motion characteristics is composed of several modules as shown in Figure 35: a 

classifier to detect the type of activity  and an individual module to classify 

activities inside  each type of activity . 

 

 

Figure 35. Human movement classification framework.  

4.1.2. Datasets 

 

The datasets used in this research were PAMAP2 and OPPORTUNITY. As 

described in the datasets section, these datasets contain a wide diversity of 

physical activities, including repetitive, non -repetitive movements, and 

postures, and are recorded under laboratory conditions and in real conditions, 

respectively. The combination of these two available datasets allows a balance 

between the amount of each type of activity , variety of sensors, and recording 

conditions. These datasets would allow us to study the most appropriate 

method for each type of activity with a wide diversity of human motion data.  

 

Regarding the proposed typology, it is important to consider that the 

different types of activity  usually have different duration. It is noticeable that 

repetitive movements and postures usually have a longer duration (tens of 

seconds) than the non-repetitive ones (less than five  seconds). Table 6 and Table 

7 show the mean duration per activity instance for both datasets PAMAP2 and 

OPPORTUNITY, respectively. 
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Table 6. Mean duration of each activity instance in the PAMAP2  dataset. 

Mean duration per activity instance ɬ PAMAP2  

Sampling rate = 100 Hz 

Repetitive Movements  

Activity  Mean duration per instance (s) 

Walking  298.5 

Running  140.3 

Cycling  235.1 

Nordic walking  268.7 

Ascending stairs 73.3 

Descending stairs 61.7 

Vacuum cleaning 219.2 

Ironing  298.4 

Rope jumping  82.3 

Postures 

Activity  Mean duration per instance (s)  

Lying  240.7 

Sitting  231.5 

Standing 237.4 

 

As shown in these tables, repetitive movements usually last around several 

tens even hundreds of seconds, non-repetitive movements last around 2 or 3 s 

on average and postures several tens of seconds. The duration of each type of 

activity influences the si gnal processing step of the human activity recognition 

pipeline . The walking activity was also included in the OPPORTUNITY dataset, 

but it was not used because it could not be compared to other repetitive 

movements within the dataset.  
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Table 7. Mean duration of each activity instance in the OPPORTUNITY dataset. 

Mean duration per activity instance ɬ OPPORTUNITY  

Sampling rate = 32 Hz 

Non -repetitive Movements  

Activity  Mean duration per instance (s)  

Open Door 1 3.6 

Open Door 2 3.8 

Close Door 1 3.5 

Close Door 2 3.6 

Open Fridge 2.7 

Close Fridge 2.4 

Open Dishwasher 2.7 

Close Dishwasher 2.5 

Open Drawer 1 2.0 

Close Drawer 1 1.7 

Open Drawer 2 1.9 

Close Drawer 2 1.7 

Open Drawer 3 2.2 

Close Drawer 3 2.1 

Clean Table 5.2 

Drink from Cup  12.4 

Toggle Switch 2.4 

Postures 

Activity  Mean duration per instance (s)  

Lying  19.8 

Sitting  25.5 

Standing 66.6 

 

 

4.1.3. Signal processing and deep learning approaches of the human 

activity framework  

 

Firstly,  we split  the physical activity recordings into overlapped windows 

using a Hanning function and a 0.25-second shift between consecutive 

windows , as seen in Figure 36. This figure depicts a particular signal 

windowing  of 2-second windows, but we analyzed the classification 

performance for each type of activity  using different  window sizes. When an 

activity transition occurred in a window, the system tried to classify the activity 

that had the most presence in the window.  
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Figure 36. Signal windowing based on 2-second windows with a 0.25-second shift. 

We examined both time and frequency domain signals as inputs to our 

deep neural networks for each window size , considering two separate 

preprocessing modules depending on the signal domain. In the first case, no 

preprocessing was applied  to the initial  signal and the inputs to the deep neural 

networks were simply  the time samples from  each window (raw data). In the 

second case, the inputs were the magnitude of the FFT coefficients. These 

coefficients were precomputed for each analysis window and represented the 

spectrum from 0 Hz to half of the sampling frequency . The sampling frequency 

of PAMAP2 and OPPORTUNITY are 100 Hz and 32 Hz, respectively, so the 

FFT coefficients represented a frequency band until 50 Hz and 16 Hz, 

respectively. Since most of the energy in human  activities is concentrated at low 

frequencies, we agreed to restrict the spectrogram to 25 Hz for PAMAP2 

without losing any relevant information  of the spectrum. Regarding 

OPPORTUNITY, we considered the frequency range from 0 to 16 Hz. The aim 

of precomputing the FFT was to assist the model in extracting  relevant 

information from the frequency domain. On the one hand, FFT convolves the 

time signal with fixed functions (sines and cosine s). This FFT precomputation 

assists the CNN in obtaining  frequency information. On the other hand, CNN 

performs convolutions with learned filters . In this way, if enough raw data  are 

available to train the CNN, the network could learn these functions and 

estimates better-suited filters than the FFT. We have analyzed both alternatives 

for each type of activity . 

 

Regarding deep learning architectures, the baseline system had two parts: 

the first subnet included two convolutional layers with intermediate max -

pooling layers for feature learning and the second subnet contained three fully 

connected layers for movement classification. To keep it simple, the padding 

ÊÏÈÙÈÊÛÌÙÐÚÛÐÊɯÖÍɯÛÏÌɯÊÖÕÝÖÓÜÛÐÖÕÈÓɯÓÈàÌÙÚɯÞÈÚɯÊÖÕÍÐÎÜÙÌËɯÈÚɯȿÚÈÔÌɀȯɯÐÕ×ÜÛɯÈÕËɯ

output shapes were the same. Dropout layers were included after convolutional 
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and fully connected layers to deactivate 20 % of the weights and reduce the 

overfitting  effect. ReLU activation function was used in the intermediate layers 

for reducing the impact of the gradient vanishing effect.  The SoftMax function 

was used for the final layer to distinguish different classes and categorical 

cross-entropy as the loss metric to minimize the difference between predicted 

and actual probability distributions. We used a batch size equal to 100 and we 

optimized the number of epochs using the val idation subset as commented 

before. As in most of deep learning architectures in the thesis, we set the 

optimizer as the root -mean-square propagation method [241]: the RMSProp 

optimizer maintains a moving average of the history of the square of gradients 

and this optimizer  divides the gradient by the root of this average. In this case 

we used a learning rate equal to 0.0005, optimized by validation. Figure 37 

displays the CNN architecture used as the baseline and Table 8 summarizes the 

configurati on details of the layers. 

 

 

Figure 37. Baseline CNN architecture for HAR, where N denotes the number of 

signals, M denotes the samples of samples and C denotes the number of classes. 

The inputs to the deep learning structure were arranged in a 2D matrix of N 

x M dimensions. N denotes the number of input signals, which vary depending 

on the dataset. Nine sensors with X, Y, and Z signals were used from the 

PAMAP2 dataset, so N was equal to 27 (3x9) signals in this case. Concerning 

OPPORTUNITY, thirty -seven sensors with X, Y, and Z signals and two 

compasses were used, so N was equal to 113 signals. M denotes the number of 

samples from each sensor signal, which is determined by three factors: (1) the 

sampling rate of the dataset, (2) the window size, and (3) the signal domain 

used in each experiment. When using raw data as input, M was equal to the 

number of samples of the analysis window in the time domain. In the frequency 

domain, M denoted the number of FFT coefficients obtained from each 

window. Table 9 gives an example of the input format dimensions for an 

experiment with 2 5-second windows. The number of signals (N) only depends 

on the dataset, but the number of samples (M) depends on the sampling 
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frequency (100 Hz in PAMAP2 and 32 Hz in OPPORTUNITY), the size of the 

analysis window (20 s in this example) and the signal domain (raw or F FT). 

Table 8. Configuration details of all the layers using the baseline architecture for 

HAR , raw data 25-second windows and repetitive movements of the PAMAP2 

dataset. 

Layer Output shape  #Param 
Activation 

function  
Other characteristics 

Input  (-, 27, 2500, 1) - - - 

Feature learning  

2D 

Conv 
(-, 27, 2500, 32) 192 ReLU 

#Kernels = 32, Size = 1 x 5, 

Stride = 1, Padding = ȿÚÈÔÌɀ 

2D Max 

Pooling  
(-, 27, 1250, 32) - - Pool size = 1 x 2 

Dropout  (-, 27, 1250, 32) - - portion = 0.2 

2D 

Conv 
(-, 27, 1250, 32) 5,152 ReLU 

#Kernels = 32, Size = 1 x 5 x 

32, Stride = 1, Padding = 

ȿÚÈÔÌɀ 

2D Max 

Pooling  
(-, 27, 625, 32) - - Pool size = 1 x 2 

Dropout  (-, 27, 625, 32) - - portion = 0.2 

Flatten (-, 540000) - - - 

Classification  

Dense (-, 128) 69,120,128 ReLU #Neurons = 128  

Dropout  (-, 128) - - portion = 0.2 

Dense (-, 32) 4,128 ReLU #Neurons = 32 

Dropout  (-, 32) - - portion = 0.2 

Dense (-, 9) 297 SoftMax #Neurons = 9 

Output  (-, 9) - - - 

#Parameters: 69,129,897 
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Table 9. Dimension of the input format for a window of 20 s depending on the 

used dataset. 

Dataset 
Signal 

domain  

Dimension  

(N, M)  

(#signals, #samples) 

PAMAP2  

fs = 100 Hz 

Raw (27, 2,000) 

FFT (27, 500) 

OPPORTUNITY 

fs = 32 Hz 

Raw (113, 640) 

FFT (113, 320) 

 

To extract a temporal model inside each window, we implemented a 

variation of the baseline structure (Figure 37). We used intra -window LSTM to 

derive the time evolution of inertial signals and identify  temporal patterns 

within  each window.  For reaching this approach, a Reshape layer is included to 

adapt the learned features and feed the LSTM with the temporal evolution of 

the windows. Figure 38 depicts the key layers of the CNN+LSTM structure as 

well as how the initial  signals were interpreted to derive  temporal patterns 

inside a window  and Table 10 summarizes the configuration details of these 

layers. 

 

 

Figure 38. CNN+LSTM architecture schema to extract temporal information within  

a window.  
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Table 10. Configuration details of all the layers using the CNN+LSTM architecture 

for HAR , raw data 3-second windows and non -repetitive movements of the 

OPPORTUNITY dataset. 

Layer Output shape  #Param 
Activation 

function  
Other characteristics  

Input  (-, 113, 96, 1) - - - 

Feature learning  

2D 

Conv 
(-, 113, 96, 32) 192 ReLU 

#Kernels = 32, Size = 1 x 5, 

Stride = 1, /ÈËËÐÕÎɯǻɯȿÚÈÔÌɀ 

2D Max 

Pooling  
(-,113, 48, 32) - - Pool size = 1 x 2 

Dropout  (-,113, 48, 32) - - portion = 0.2 

2D 

Conv 
(-,113, 48, 32) 5,152 ReLU 

#Kernels = 32, Size = 1 x 5 x 32, 

Stride = 1, /ÈËËÐÕÎɯǻɯȿÚÈÔÌɀ 

2D Max 

Pooling  
(-,113, 24, 32) - - Pool size = 1 x 2 

Dropout  (-,113, 24, 32) - - portion = 0.2 

Reshape (-, 24, 3626) - - - 

Classification  

LSTM (-, 24, 128) 1,917,440 - 
#Neurons = 128, 

return_sequences=True  

Dropout  (-, 24, 128) - - portion = 0.2 

LSTM (-, 128) 131,584 - 
#Neurons = 128, 

return_sequences=False 

Dense (-, 17) 2,193 SoftMax #Neurons = 17 

Output  (-, 17) - - - 

#Parameters: 2,056,561 
 

4.2. Results and discussion 
 

In this section, we analyzed the impact in the HAR performance of the 

signal domain, window size , and deep learning architecture for each type of 

activity: repetitive movements, non -repetitive movements, and postures. 

Afterward, we analyzed the influence o f these aspects on the classifier module. 

 

4.2.1. Experimental setup  

 

The datasets contain an independent file per subject including  the recording 

with  all the activities performed  by the user. Each of these files were split into 
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overlapped windows of several seconds. The classification system offers a 

decision for each window. In this sense, when an activity transition occurred in 

a window, the ground truth or the label associated to every window is the 

activity with the greater presence in the window.  

 

The experiments performed for HAR based on the type of activity  followed 

a Subject-Wise four-fold CV for both datasets: the recordings of each subject 

were included in separated subsets. In this case, a Subject-Wise four-fold CV 

was used because the OPPORTUNITY dataset contains data from only 4 

subjects, and we followed the same strategy for both datasets. In these 

experiments, two folds were used as the training subset, one-fold  as the 

validation subset , and the remaining fold as the testing subset. This process was 

repeated four times modifying the training, validation,  and testing subsets. 

 

Once we trained the architectures using the training subset, we evaluated 

the network s using the validation subset to adjust the input format and deep 

learning architecture for each type of activity . This thesis has not been focused 

on fine tuning  the deep neural networks but proposing structural contributions 

in terms of types of networks or input format to create models that could 

generalize to unseen subjects in Subject-Wise or LOSO scenarios. In this sense, 

we did not perform an exhaustive fine tuning  for each parameter. The 

validation process was used to roughly  adjust the number of convolutional, 

max-pooling and dense layers, the number (16, 32 or 64) and size of the 

convolutional kernels ((1,3) or (1,5)), the max-pooling kernels size ((1,2) or (1,3)) 

and hyperparameters as the number of epochs (10, 20, 25 or 50), the batch size 

(30, 50, 100 or 200) and the learning rate (generally 0.0005 or 0.001). The weights 

of convolutional and fully -connected layers used in this thesis are initialized 

through the default initializer : glorot uniform , which draws samples from a 

uniform distribution. This validation was performed without pursuing a  

detailed optimization . Afterward, we evaluated the system with the testing 

subset. Before applying the most appropriate signal processing and deep 

learning technique for each type of activity, a classifier module was used to 

discriminate  among the types of activities, which is described in section 4.2.6. 

 

For these experiments, we presented the average of the four folds of 

accuracy (Equation (6)) and F1-score (Equation (9)) evaluation metrics, attached 

to confidence intervals (Equation (15)) using a confidence level of 95%. 

 

4.2.2. Experiments on repetitive movements  

 

Regarding repetitive movements,  the performed experiments included the 

nine activities of this type from the PAMAP2 dataset: walking, running, cycling, 
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Nordic walking, ascending stairs, descending stairs, vacuum cleaning, ironing, 

and rope jumping.  Figure 39 depicts the evolution of the test accuracy 

depending on the size of the analysis window used in the experiments . The 

confidence intervals of these results are lower than ± 0.30 %. The results indicate 

that raw data and the FFT magnitude with long windows until 15 s offer 

comparable performance. Nevertheless, when longer windows are used, the 

performance when using FFT data decreased. These experiments allowed us to 

observe two effects. First, longer windows offered a greater resolution in the 

frequency domain, which raises the risk of overfitting, resulting in a loss of 

robustness in Subject-Wise CV. We will address alternatives to solve t his 

decrement of performance using FFT in section 7. Second, if there was enough 

data, convolutional filters learn ed from data can outperform fixed 

convolutional filters such as those used in FFT computation s. In case of using 

raw data with a CNN architecture, it is possible to reach higher performances 

when increasing the window length. Regarding the use of raw data with 

CNN+LSTM layers, the performance is lower than the other alternatives 

because repetitive  movements have a stationary spectrum, not showing  a time 

variation pattern inside each window to model with  LSTM layers. 

 

 

Figure 39. Test accuracy evolution based on the window size  for repetitive 

movements from the PAMAP2  dataset. 

Table 11 shows the best performance in the PAMAP2 dataset for repetitive 

movements: 96.66 % of accuracy and 96.37 % of F1-score by using raw data , a 

25-second window,  and a CNN structure . This optimal window length is 

consistent with the long activity durations for repetitive movements  seen in 

Table 6. In these experiments, the number of training examples per fold is  

approximately 30,000. Since, this thesis is focused on detecting the motion at 
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window level, the number of examples corresponds to the number of windows 

used in the experiments. The number of parameters of the architecture are 

included in the table for each experiment. In this case, we could observe that the 

best performance is obtained using the highest number of parameters (spite of 

the low number of examples ). The repetitive movements performed by the 

different subjects were quite similar because they were included in a data 

collection protocol supervised by experts. In this sense, the model fits to the 

training data and, at the same time, it could generalize to unseen subjects under 

the same activity protocol . 

Table 11. Accuracy and F1-score metrics of repetitive movements in the PAMAP2 

dataset using 25-second windows (30,000 training examples approximately). 

Repetitive Movements ɬ PAMAP2  

Window size = 25 s 

Experiment Accuracy (%) F1-score (%) #Parameters 

Raw Data - CNN  96.66 ± 0.15 96.37 ± 0.16 69,129,897 

Raw Data - CNN+LSTM  88.49 ± 0.27 88.53 ± 0.27 646,505 

FFT Data - CNN  91.37 ± 0.24 91.17 ± 0.24 17,262,249 
 

As an example of error evolution through the training process of one of the 

folds inside the Subject-Wise CV process, Figure 40 shows the training and 

validation  error (100 - accuracy) depending on the number of epochs. This 

figure shows how the training error is continuously decreasing when increasing 

the number of epochs while the validation error oscillate s until becoming a 

stable value after 50 epochs. 
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Figure 40. Train and validation error evolution depending on the 

number of epochs for a repetitive movements experiment. 

4.2.3. Experiments on non -repetitive movements  

 

Concerning non-repetitive movements,  the performed experiments 

included the 17 gestures from the OPPORTUNITY dataset. Figure 41 depicts the 

evolution of the test accuracy depending on the window size . The confidence 

intervals of these results are lower than ± 0.60 % and accuracies values are 

around 65 % because there are many classes (17), and the confusion increases 

among these classes. In this case, raw data performed  better than FFT data. 

Furthermore , shorter windows (3  s) seemed to be more suitable for analyzing  

this type of activity because they corresponded to the ordinary  duration of 

these movements (3.24 s on average if all examples from Table 7 are 

considered). As a result, the best performance was obtained using a shorter 

window than in repetitive movements. The best results were obtained when 

LSTM layers were used to model time evolution in  the deep learning 

architecture. This finding was significant: recurre nt layers allowed the 

extraction of temporal patterns within  each window when modeling  non-

repetitive movements.  
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Figure 41. Test accuracy evolution based on the window size for non -repetitive 

movements from the OPPORTUNITY dataset. 

Table 12 shows the highest evaluation metrics values of the 

OPPORTUNITY dataset for non-repetitive movements : 66.91 % of accuracy and 

63.16 % of F1-score when using raw data, a 3 s window size analysis, and a 

CNN + LSTM structure.  In this case, the LSTM layers model better short 

sequences. These classification results are lower that previous results over this 

dataset, but it is important  to state that the evaluation setup is very different. In 

this thesis, we used a LOSO CV with only four subjects, so we are trying to 

generalize the gestures to unseen subjects with only four  subjects. In these 

experiments, the number of training examples per fold is  16,000. The number of 

parameters of the architecture are included in the table for each experiment. In 

this case, we could observe that a higher number of parameters does not offer 

the best performance as in previous type of activity. In this case, the LSTM 

layers provide  a lower number of parameters to the architecture because the 

sequence of learned features per example (Table 10) is short and the number of 

neurons of the recurrent layers is small. 
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Table 12. Accuracy and F1-score metrics of non-repetitive movements in the 

OPPORTUNITY dataset using 3-second windows  (16,000 training examples 

approximately) . 

Non -repetitive Movements ɬ OPPORTUNITY  

Window size = 3 s 

Experiment Accuracy (%) F1-score (%) #Parameters 

Raw Data - CNN  57.94 ± 0.56 56.77 ± 0.56 11,118,513 

Raw Data - CNN+LSTM  66.91 ± 0.53 63.16 ± 0.55 2,056,561 

FFT Data - CNN  62.58 ± 0.55 61.33 ± 0.55 5,564,337 

 

Literature included various  studies using OPPORTUNITY recordings from 

the same subjects in both training and testing subsets, but as our evaluation 

methodology was different (LOSO CV), the results are not comparable to these 

previous works.  

4.2.4. Experiments on postures  

 

The classification task for postures was simplified to  three classes (lying, 

sitting, and standing) for  PAMAP2 and OPPORTUNITY datasets. Figure 42 and 

Figure 43 depict the progression of the test accuracy depending on the size of 

the analysis window considered for the three postures. The confidence intervals 

of these results are lower than ± 0.50 %. 

 

Figure 42 shows the results for the PAMAP2 dataset. Using raw data with 

the baseline CNN structure or the CNN+LSTM approach does not offer 

significant differences. However, when using the FFT magnitude, it is possible 

to observe that an increment tendency going from accuracies close to 80 % to an 

accuracy of 90 % when increasing the window length. Th e accuracy increment 

saturates after a window size of 10 s. This improvement is produced by the 

increment of the resolution in the frequency domain due to the increase of the 

window size. Because of the higher resolution , it is possible to detect slow 

swing motions when keeping a posture. For example, a subject could produce 

slow oscillations of the chest while standing. Table 13 shows the best results for 

posture recognition in the PAMAP2  dataset: 88.68 % of accuracy and 88.98 % of 

F1-score when using the magnitude of th e FFT, a 10-second window , and a 

CNN structure.  In these experiments, the number of training examples per fold 

is 12,000. The number of parameters of the deep learning architecture is 

included in the table for each experiment.  
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Figure 42. Evolution of the t est accuracy depending  on window size  for postures 

from the PAMAP2 dataset. 

Table 13. Accuracy and F1-score metrics of postures in the PAMAP2 dataset using 

10-second window s (12,000 training examples approximately). 

Postures ɬ PAMAP2  

Window size = 10 s 

Experiment Accuracy (%) F1-score (%) #Parameters 

Raw Data - CNN  83.62 ± 0.48 82.81 ± 0.49 27,657,699 

Raw Data - CNN+LSTM  84.97 ± 0.47 84.94 ± 0.47 645,731 

FFT Data - CNN  88.68 ± 0.41 88.98 ± 0.41 6,866,403 

 

Figure 43 shows the results for the OPPORTUNITY dataset. We obtained 

higher accuracies (over 90 %) by using raw data with the CNN+LSTM and the 

FFT magnitude with the baseline CNN. Unlike PAMAP2 , the FFT magnitude  

produced good results for all window sizes.  In this dataset, there are more 

signals (113 in OPPORTUNITY vs. 27 in PAMAP2 ) for HAR, including 

recordings from new sensors like compasses. These new sensors provided 

useful information especially whe n a posture (for example, lying or sitting) was 

linked  to a specific orientation (for example bed, sofa, or chair orientation) in 

indoor environments . 
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Figure 43. Evolution of the test accuracy depending on window size for postures 

from the OPPORTUNITY dataset. 

When only a limited number of examples is available, increasing the 

number of input signals may be a challenge when training  a deep neural 

network  due to the increment in the number of parameters to be trained. Figure 

43 depicts significant decrement as the window size is increased for raw data 

and baseline CNN structure are used. This important decrease in performance 

was caused by an increase in the number of parameters to be trained as the 

window size  was increased, especially in the number of learned features 

obtained after the feature learning  subnetwork in the CNN structure  (723,200 

(113*200*32) features and 361,600 (113*100*32) features for 25-second windows 

using raw data and the FFT, respectively). In these experiments, the number of 

training examples per fold is 34,000. When we increase the number of these 

learned features, the amount of data available was insufficient to adequately 

train  the CNN structure using raw data and the performance dropped 

drastically . As a future line, it could be possible to apply data augmentation 

techniques to increase the amount of data. For the CNN structure using raw 

data, we conducted an experiment using only the 12 acceleration sensors (12 x 3 

= 36 signals instead of 113) on the limbs to reduce the number of parameters to 

train in the network. The number of learned features collected at the end of the 

feature learning subnet for a window size of 25 s was decreased from 723,200 

(when all sensors were considered) to 230,400 (36*200*32) (when only 12 sensors 

were considered) and the number of parameters decreased from 92,579,299 to 

29,500,899. This experiment, shown in purple in  Figure 43, outperformed the  

red one, which used all the sensors. This decrease in learned features mapped 

to 128 neurons of the first classification dense layer allowed this performance 

improvement  shown in Figure 43. 
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This training issue did not emerge when the FFT magnitude was used, or 

the raw data was combined with  the CNN -LSTM. Since the input size was 

smaller in this dataset by using the FFT magnitude (half FFT magnitude bins 

rather than raw samples), the effect of the increase in the number of parameters 

was lower. 

 

In the same way, the performance dropping effect does not happen when 

using raw data with the CNN -LSTM structure. The number of learned features, 

in this case, was significantly lower . In addition , the outputs of the feature 

learning  subnet were not flattened in to a single vector: they were ordered in a 

time sequence of feature vectors with M/4 time-steps and 32*N parameters in 

each feature vector. The number of samples in the input data, M, was divided 

by four due  to the two max-pooling layers with a 1x2 kernel size. The number 

of signals in the input data, N, was multiplied by 32 due to the kernel size of the 

convolutional layers. As an example, by using a 25-second analysis window in 

OPPORTUNITY, the input data had N=113 channels and M=800 samples, so the 

time sequence of feature vectors had 200 time-steps and 3,616 features (32*113). 

4.2.5. Comparison with previous systems from the literature  

 

This subsection extends the study by comparing the performance reported 

in the above subsections to two HAR systems described in previous works . We 

evaluated those systems in the same conditions: Subject-Wise CV in each 

dataset, a constant window shift of 0.25 s, 25-second windows for repetitive 

movements, 3-second windows for non -repetitive movements , and 10-second 

windows for postures.  

 

The first framework  [259] segmented and recognized activities using 

temporal m odels (HMMs ). The HTK toolkit was used to create this framework . 

A Gaussian mixture was used to model the p.d.f in every state. For a fair 

comparison, the original method [259] was used without considering the 

activity sequence model module. From each window, t he feature extraction 

module created a feature vector. These features were extracted from the time 

and frequency domains from  inertial signals. Standard metrics such as the 

mean, correlation, SMA, auto regression coefficients, the energy of different 

frequency bands, and Skewness of the frequency domain signal were used in 

this vector. 

 

The second method [191] employed the same feature extractor but the 

classification model was based on an RF algorithm. Th e WEKA toolkit was used 

to create this framework  (weka configuration 

weka.classifiers.trees.randomforest -I 100 -K 0 -S 1). 
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Table 14 displays the accuracy for repetitive movements and postures in the 

PAMAP2 dataset using the optimal analysis window for each type of activity : 

25 and 10 s, respectively. 

Table 14. HAR performance over the PAMAP2  dataset compared to HMMs and 

RF approaches. 

PAMAP2  Accuracy 

Model  
Repetitive movements 

(window: 25 s)  

Postures 

(window: 10  s) 

HMM [259] 95.32 ± 0.16  84.45 ± 0.45 

RF [191] 91.51 ± 0.21 86.77 ± 0.43  

This work  96.66 ± 0.15 88.68 ± 0.41 

 

Table 15 displays the accuracy for non-repetitive movements and postures 

in the OPPORTUNITY dataset using the optimal analysis window obtained 

from previous subsections: 3 s and 10 s, respectively. 

Table 15. HAR performance over the OPPORTUNITY dataset compared to HMM 

and RF approaches. 

OPPORTUNITY Accuracy  

Model  
Non-repetitive movements  

(window: 3  s) 

Postures 

(window: 10  s) 

HMM [259] 65.01 ± 0.55  89.34 ± 0.23  

RF [191] 63.93 ± 0.57 93.67 ± 0.17 

This work  66.91 ± 0.53 95.92 ± 0.15 

 

As shown, our CNN -based system outperformed the previous systems. We 

detected the following interesting aspects after reviewing  the results of 

previous systems. In a Subject-Wise scenario, HMMs outperformed R F. RF 

performed well when fitting to the training set, but  since this is a discriminative 

algorithm,  it performed worse when generalizing to new subjects in a Subject-

Wise CV. However, HMMs offer ed a more robust solution, providing a higher 

accuracy on repetitive and non -repetitive movements. In the case of postures, 

the HMM -based strategy performed worse than RF. Some of the Gaussians 

(estimated for modeling the p.d.f. of the states) in HMMs had  very small 

standard deviations  in these movements, affecting the robustness when 

interacting  with new subjects. 

 

These results have been published in an article detailed in subsection 8.2. 
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4.2.6. Discussion about  the integrated system for HAR  

 

As mentioned previously , a classifier module is required for distinguishing 

among the different types of activities. In other words, when a recording from 

physical activity is received, a system must know if the motion is a repetitive 

movement, a gesture, or a posture. Afterward, the system should apply  the 

most appropriate signal processing and deep learning techniques for this type 

of activity . Given this requirement, a classifier module has been implemented 

considering physical activities from PAMAP2 and OPPORTUNITY datasets.  

 

For the PAMAP2 dataset, only repetitive movements and postures are 

included . Regarding the wide difference between the spectrum of postures and 

repetitive movements of this dataset for the signal from a hand sensor (Figure 

44), we used the FFT magnitude to distinguish between these two groups of 

movements. Postures mainly provided information at low frequencies while 

repetitive movements contain information at diff erent frequencies. For example, 

differences between movements like running and rope jumping or between 

sitting and standing could offer the possibility to model different 

representations through a deep learning architecture . 

 

 

Figure 44. Spectrogram of X-axis acceleration from hand sensor of subject 101. The 

physical activities  slots are specified in white font . 

The experiments performed for the PAMAP2 dataset used 5-second 

windows in the frequency domain. Thes e windows were the input of a deep 

learning structure with two convolutional layers with intermediate max -

pooling layers for feature learning subnet and three fully connected layers for 

classification subnet. Dropout layer s were included after convolutiona l and 

fully connected layers to avoid overfitting. This solution provided 95.51 ± 0.15 

% accuracy for the two -class recognition problem. 
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Considering the performances of each module of the human movement 

classification framework ( Figure 35) it is possible to analyze the final 

performance of the whole system. 

 

In the case of PAMAP2, if 12-class recognition problem was directly 

performed using 5 -second windows in the time domain and a deep learning 

architecture (with two convolutional layers, intermediate max -pooling layer , 

and fully connected layers), we obtained a performance of 85.26 ± 0.25 % of 

accuracy (direct system). However, if the proposed human activity framework  

was applied using 5-second windows in each module, we obtained 95.51 ± 0.15 

% of accuracy for the type of activity  classification, 91.53 ± 0.23 % of accuracy 

for the repetitive movement s module , and 82.69 ± 0.49 % of accuracy for the 

postures module. In this case, the final performance of the whole system would 

be 84.95 ± 0.42 % of accuracy, which  overlapped with the accuracy of the direct 

system (85.26 ± 0.25 %). Figure 45 shows a diagram of the integrated system.  

The final activity accuracy of the system could be computed considering the 

performance of the modu les and the number of examples per type of activity. 

For example, Equation (17) was applied for computing the final performance of 

the PAMAP2 dataset, where N1 is the number of examples of repetitive 

movements, N2 is the number of examples of postures and N is the total 

number of examples. 

 

 ὃὧὧόὶὥὧώ Ϸ
ὅὰὥίίὭὪὭὩὶ άέὨόὰὩ ὃὧὧȢ

ρππ
ᶻ
ὙὩὴȢ  ὃὧὧȢzὔ ὖέίὸȢὃὧὧȢzὔ

ὔ
 (17) 

 

 

 

Figure 45. Integrated system using the same signal processing and deep learning 

approach for all the modules for the PAMAP2 dataset. 
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For this reason, we proposed to apply a specific window size depending on 

the type of activity  module. Using the best performances for repetitive 

movements and postures from Table 11 and Table 13 respectively, we obtained 

the human activity framework  represented in Figure 46 with a final accuracy of 

90.09 ± 0.35 %, which outperformed the direct system (85.26 ± 0.25 %). This final 

accuracy is an estimation of the final performance, since we used the 

performance of each module independently : without using the windows 

recognized as repetitive movement or posture from the first module as inputs 

to the specific modules. Comparing to the literature  [260], one of our 

preliminary studies using this dataset obtained similar performance (89.83 ± 

0.43 %) using 5.12-second windows and FFT magnitude and phase to feed a 

CNN with specific branches for each sensor. 

 

 

Figure 46. Human activ ity framework  for PAMAP2 dataset. 

For the OPPORTUNITY dataset, repetitive movements, gestures, and 

postures were considered. As it is possible to perform a specific gesture like 

drinking a cup of coffee while a subject is walking or while sitting, the 

OPPORTUNITY dataset includes double labeling for each sample: one label for 

locomotion and another for the gesture. In this sense, these labels were non-

exclusive. We performed preliminary experiments of the initial classifier 

involving gestures: an approach consisting of two steps. The first step of the 

classifier may distinguish between two groups of activities at a higher level: 

repetitive locomotion (considering or not gestures in parallel) versus postures 

(considering or not gestures in parallel). For the second step, a module could 

discriminate between the types of activity inside each group. Following that 

idea, we used the signal processing and deep learning techniques previously 

specified for each type of activity. We observed a slight improvement  (non-

significant)  of performance when using specific modules to distinguish the 
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movement through the human activity  typology proposed compared to a 

system that recognizes all the activities directly. 

 

We have observed that it is necessary to use short windows  (3 s ɬ 5 s) to 

distinguish among the different types of activities because higher decision 

resolution would miss examples of gestures. In addition, when non -repetitive 

movements are involved, it is required to perform classification in two steps 

because it is possible to perform a gesture while keeping a posture or while 

performing a repetitive movement. After  distinguishing among types of 

activities, it is possible to increase the decision window  for specific types of 

activities such as postures or repetitive movements. In this sense, it is required 

that the window size becomes an optimization parameter based on the 

recognized type of activity . For example, if an athlete is performing physical 

exercise during long series, a short decision window  is not required so 

recognition performance could be increased using long analysis windows. In 

this sense, a trade-off between decision resolution and performance is crucial 

for exploiting the capability of HAR systems. 

 

These results have been published in several articles detailed in subsection 

8.2. 
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5. Biometrics : Continuous Identity Monitoring  
 

!ÐÖÔÌÛÙÐÊÚɯÌÕÊÖÔ×ÈÚÚÌÚɯÛÏÌɯÔÌÈÚÜÙÌÔÌÕÛɯÈÕËɯÈÕÈÓàÚÐÚɯÖÍɯ×ÌÖ×ÓÌɀÚɯÜÕÐØÜÌɯ

physical and behavioral characteristics to identify a person . This technology is 

mainly used in access control and identification applications. At  this point, it is 

important to distinguish between identify ing a person and verify ing his/her 

identity . Identifying a person consists in a 1-to-n matching task where 

individual biometrics are compared to a database of possible identities to 

recognize the person. Verifying a person consists in a 1-to-1 matching task 

where it is tested if a person is who he/she says he/she is. For example, police 

fingerprint scanners are used for people's identification while a PIN  code in a 

smartphone is used for person verification.  

 

Wearable technology has several advantages regarding identification : non-

intrusiveness, pervasiveness, and continuous supervision.  

 

Traditional biometric systems typically use intrusive  devices like video 

cameras to supervise the identity of a person. These devices allow identity-

checking periodically, requesting a PIN code, using a touch pattern, or by a 

fingerprint. People are used to logging in or unlock ing their  smartphones using 

these strategies, but subjects must stop their activity  to identify themselves.  In 

addition, these strategies have some limitations regarding security and 

obtrusiveness: the PIN could be copied, and the user must stop the activity 

he/she is doing to introduce the PIN or the fingerprint. However, m otion 

signals recorded from wearable sensors have some advantages compared to 

other signals: most inertial sensors are non-invasive, not requiring  physical 

contact to the subject, and are non-intrusive  (they do not disturb ÛÏÌɯÚÜÉÑÌÊÛɀÚɯ

motion ). 

 

Moreover, these traditional systems usually have a fixed location for 

controlling the access to located resources such as a computer system or border 

control.  However, wearable biometric systems (included in devices as 

wristba nds, smartwatches, or smartphones) permit person identification and 

ÝÌÙÐÍÐÊÈÛÐÖÕɯÐÕËÌ×ÌÕËÌÕÛÓàɯÖÍɯÛÏÌɯÜÚÌÙɀÚɯÓÖÊÈÛÐÖÕ (pervasiveness). 

 

Additionally, t raditional biometric s ystems decide based on the biometrics 

of one example (one shot) in a specific location and do not supervise the 

subject's identity through  time. However, continuous supervision can be 

possible if the ÜÚÌÙɀÚɯ ÔÖÛÐÖÕɯ ÐÚɯ ÔÖÕÐÛÖÙÌËɯ ËÜÙÐÕÎɯ ËÈÐÓàɯ ÈÊÛÐÝÐÛà through 

wearable technology. Most people wear a smartwatch or a smartphone every 

day, so it would be feasible to collect inertial signals and perform continuous 

identification or verification using these devices. Motion-based biometrics is 



106 

one of the most natural way s of performing continuous identity supervision  

without requiring user intervention : the system models ÛÏÌɯ ÜÚÌÙÚɀɯ ÐËÌÕÛÐÛàɯ

based on gait, being possible to register a new identity by walking for  several 

tens of seconds. Continuous identity supervision allow s developing healthcare 

applications such as people monitoring in residences or smart homes, ensuring 

the identity of the person carrying the wearable device.  

 

This thesis focused on adapting a d-vector approach to perform pervasive, 

non-intrusive , and continuous identity supervision using the walking style.  

 

5.1. Materials and methods  
 

This section describes the materials and methods used for the performed 

experiments related to biometrics. 

5.1.1. Datasets 

 

The datasets used in biometrics experiments were obtained from  the 

Wireless Sensor Data Mining (WISDM) laboratory. Experiments include signals 

recorded in-the-wild and under laboratory conditions.  

 

As described in the datasets section, the WISDM_wild dataset contains 

recordings from 225 subjects performing six physical activities while wearing a 

smartphone. The subjects controlled the data collection, so it was not 

supervised by any expert. For these experiments, recordings from standing, 

sitting, or lying down were not included . Considering recordings from walking, 

jogging, and stairs activities, we obtained data from 190 subjects of the original 

WISDM_wild dataset. This dataset is a very good benchmark for motion person 

identification and verification in real conditions because it contains a great 

amount of in -the-wild data: 24.4 hours of walking  activit ies (17.6 hours of 

walking, 6.1 hours of jogging, and 0.7 hours of stairs). 

 

Regarding laboratory conditions, WISDM_2019 contains recordings from 36 

subjects who performed 18 activities using a smartphone and a smartwatch. 

The data collection process for each subject took, on average, 54 (18x3) minutes 

of activity data. In this case, a researcher supervised the recording process while 

performing the activities in a laboratory environment. Within the group of 

activities in this dataset, subjects performed walking, jogging , and stairs. This 

dataset is a very good benchmark for verifying the performance of the proposed 

approach in laboratory conditions because the dataset contains 7.65 hours of 

physical activity considering the three gait -based activities 1.8 hours of each 

activity).  
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5.1.2. Traditional machine learning algorithms  

 

The traditional machine learning algorithms evaluated in this thesis were 

Random Forest (RF), Gaussian Mixture Model-Universal Background Model 

(GMM -UBM), and i-vector approaches. These algorithms have already 

demonstrated good performance in previous works  as commented in section 2. 

 

In all these cases, a previous module was required to extract handcrafted 

features as inputs to the classifier in these algorithms. This feature extraction 

module was the same for the traditional algorithms evaluated in the next 

experiments. First, the inertial recordings of each user were windowed  into 2.5-

second windows without overlap between them . We fixed this period because 

it includes  at least two walking cycles. For each window, cepstral coefficients 

[184] were computed, obtaining a feature vector for each 2.5-second window . 

These coefficients were based on the magnitude spectrum of the signal, and 

they were successfully used in previous studies [46, 192]. Cepstral coefficients 

calculation process consisted of comput ing the power spectrum of the window , 

calculating the power in 40 critical bands situated in a Bark scale, equalizing,  

and compressing the spectrum, perform ing the Inverse Fast Fourier Transform 

(IFFT) and a Linear Predictive (LP) analysis by Levinson-Durbin algorithm, and 

finally, convert ing the LP coefficients into cepstral coefficients. 

 

The first machine learning approach used in this work was the RF. This 

algorithm  is based on a combination of several DTs. In these experiments, RF 

was implemented  using 10 trees, as in a previous identification work  [45], 

through  the python function RandomForestClassifier from the python sklearn 

package. 

 

The second machine learning algorithm  was the GMM -UBM system 

proposed in previous work [46]. A GMM model uses a Gaussian mixture to 

model the probability density function of a sequence of observations. In this 

work, a GMM models every subject through a sequence of feature vectors 

extracted from motion recordings. This GMM  is equivalent to a 1 state HMM, 

which was described in section 2.7.1. 

 

The third machine learning approach was based on i-vectors and was 

proposed in previous work for gait -based person identification using 

smartphone inertial signals  [39]. In this algorithm , an i-vector represents every 

user. This approach is based on a Joint Factor Analysis where a GMM super 

vector (concatenation of all Gaussian means in the user model) can be 

decomposed on several terms (Equation (18)): M is the user super vector, m is 

the UBM super vector, T is the total variability matrix and w is t he user i-vector. 

The T matrix models user and channel variability simultaneously and contains 
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the eigenvectors with the largest eigenvalues of the total variability covariance 

matrix  (diagonal matrix) . The i-vector system used in this thesis was adapted 

from the speaker verification field [207, 208]. 

 

 ὓ  ά Ὕ ύ (18) 

 

Session compensation in the total factor space can be performed using the i-

vector approach, including LDA and PLDA  strategies. These techniques try to 

seek directions in space to minimize intra-class variance caused by channel 

effects and maximize the variance between users. These techniques were also 

evaluated during the analyses. 

 

5.1.3. Deep learning approach: d-vector 

 

This thesis also evaluates the adaptation of the d-vector strategy previously 

used in the speaker recognition field  [232-234]. This approach leverages the 

capability of deep networks for learning essential features from input signals to 

generate long feature vectors named d-vectors. A d-vector is a set of 

characteristics that can uniquely represent the walking style of a person. In this 

proposal, the deep learning architecture is based on a CNN composed of two 

main parts: feature learning and classification. The feature learning part is 

trained in advance (before the enrollment) with  data from many users. The 

second part is trained with only those users enrolled in the final application.  

 

Regarding the signal processing module, we windowed the physical 

activity recordings of each subject into 2.5-second windows  as in previous 

biometrics approaches in this thesis. However, we computed the FFT (for each 

wi ndow) instead of the cepstral coefficients because the spectrum is composed 

of a higher number of points, which could boost the learning capability of the 

deep neural architecture. This network can learn relevant features (d-vectors) 

from these spectra (until 10 Hz since the sampling frequency is 20 Hz) and then, 

identify or verify the subject identity integrating the decision of four  

consecutive 2.5-second windows ( nonoverlapped 10 s examples). 

 

The architecture used for training t he feature learning subnet is represented 

in Figure 47 and the relevant settings for all its layers are summarized in  Table 

16. This architecture was inspired by  the baseline proposed for HAR : in this 

case, a max-pooling layer was removed to avoid reducing too much the number  

of samples in each 2.5-second window. T he CNN structure is composed of a 

feature learning subnet and additional fully connected layer s for classification. 

This architecture was slightly optimized using the validation subset.  The 

combination of two convolutional layers and an intermediate max -pooling layer 
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allows learning  features from spectra in the frequency domain.  At the end of 

this feature learning subnet, feature vectors (d-vectors or subject embeddings) 

are obtained for identification and verification tasks. After that, fully connected 

layers classify the d-vectors as a specific subject. The last layer has P outputs, 

corresponding to the number of classes considered in the classification problem 

in the training stage: the number of different identities or subjects considered 

during the training step. 

 

Figure 47. CNN  architecture for training  the biometrics system. 

Table 16. Configuration details of all the layers from the architecture used to train 

the biometrics system. 

Layer 
Output 

shape 
#Param 

Activation 

function  
Other characteristics  

Input  (-, 3, 32, 1) - - - 

Feature learning for training  

2D Conv (-, 3, 15, 16) 64 ReLU 
#Kernels = 16, Size = 1 x 3, 

Stride = (1,2)Ȯɯ/ÈËËÐÕÎɯǻɯȿÝÈÓÐËɀ 

2D Conv (-, 3, 13, 32) 1,568 ReLU 
#Kernels = 32, Size = 1 x 3 x 32, 

Stride = 1Ȯɯ/ÈËËÐÕÎɯǻɯȿÝÈÓÐËɀ 

2D Max 

Pooling  
(-, 3, 6, 32) - - Pool size = 1 x 2 

Flatten (-, 576) - - - 

Classification  

Dense (-, 128) 73,856 ReLU #Neurons = 128 

Dropout  (-, 128) - - portion = 0.2 

Dense (-, P) 129 * P SoftMax #Neurons = P 

Output  (-, P) - - - 

#Parameters with P=154: 95,354 
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Following the training of the feature learning subnet, a new CNN 

framework was used to create a specific identification/verification application. 

Enrollment, validation, and testing were the three key phases in the 

development and evaluation of a new appli cation. The previous structure's 

feature learning subnet was combined with additional classification layers in 

the new CNN structure (fully connected layers with a decreasing number of 

units). These extra layers were introduced at the end of the network fo r 

identifying or verifying the identity . The new CNN is depicted in  Figure 48, and 

Table 17 summarizes the settings for all layers. Only the four  additional layers 

were trained with the enrollment data during the enrollment (a lower amount 

of data is required compared to the amount of data used for training in the 

previous step). The final layer had C outputs, which corresponded to the 

number of classes (identities) that were considered in the final application.  

 

 

Figure 48. CNN architecture for the enrollment, validation, and testing of the 

biometrics system. 

Validation subset allows tunning the enrollment subnetwork 

hyperparameters before reporting testing results: the number of epochs (25) and 

the batch size (30). In addition, the number of convolutional, max -pooling and 

dense layers, the number and size of the convolutional kernels and the max-

pooling kernels size were slightly optimized in comparison to the HAR system  

described in section 4). The learning rate was set to 0.0005 as in the HAR 

system. 
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Table 17. Configuration details of all the layers from the architecture used to 

enroll, validate , and test the biometrics system. 

Layer 
Output 

shape 
#Param 

Activation 

function  
Other characteristics  

Input  (-, 3, 32, 1) - - - 

Feature learning for enrollment, testing , and validation  

2D Conv 
(-, 3, 15, 

16) 
64 ReLU 

#Kernels = 16, Size = 1 x 3, 

Stride = (1,2), Padding = 

ȿÝÈÓÐËɀ 

2D Conv 
(-, 3, 13, 

32) 
1,568 ReLU 

#Kernels = 32, Size = 1 x 3 x 32, 

2ÛÙÐËÌɯǻɯƕȮɯ/ÈËËÐÕÎɯǻɯȿÝÈÓÐËɀ 

2D Max 

Pooling  
(-, 3, 6, 32) - - Pool size = 1 x 2 

Flatten (-, 576) - - - 

Classification  

Dense (-, 128) 73,856 ReLU #Neurons = 128  

Dropout  (-, 128) - - portion = 0.2 

Dense (-, 128) 16,512 ReLU #Neurons = 128  

Dropout  (-, 128) - - portion = 0.2 

Dense (-, 64) 8,256 ReLU #Neurons = 64 

Dropout  (-, 64) - - portion = 0.2 

Dense (-, C) 65 * C SoftMax #Neurons = C 

Output  (-, C) - - - 

#Parameters with C=36: 102,596 

 

5.2. Results and discussion 
 

This subsection includes the experimental setup, the results, and the 

discussion of the experiments related to continuous identity supervision.  

 

5.2.1. Experimental setup  

 

As mentioned, this thesis includes biometrics experiments for identification 

and verification tasks  at window level . We used the classification accuracy for 

the identification task, which is the ratio of the number of correctly classified 

examples to the total number of examples. This metric is presented with 95 % 

confidence intervals. These confidence intervals determine if two results are 

significantly different when there is no overlap in their  intervals.  For the 

verification task, we used the AUC extracted from the ROC. This metric can be 
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used to evaluate the performance of the system over the entire range of decision 

thresholds [240]. When the p-value is less than 0.001, the difference between 

two AUC outcomes is statistically significant.  

 

In terms of data distribution, we used 154 subjects from the dataset for 

pretraining  a general model: UBM estimation (GMM -UBM and i-vectors) or 

feature learning subnet training ( d-vector-based approach). The remaining 36 

users (with at least 10 minutes of walking activity)  were used to assess both 

user identification  and verification tasks.  As previously stated, the identification 

task is a classification problem in which the system chooses one identity from 

among 36 possible subjects. However, the verification problem consists in, 

given a recording and an identity, deciding whether  the recording belongs to 

the proposed identity. In t his case, the system is presented with one target user 

and 35 impostors, and it must determine whether the user is the target or an 

impostor: this is a binary classification that can be evaluated using ROC curves. 

Ten minutes of the remaining 36 subjects were divided into enrollment, 

validation, and testing subsets for evaluating the proposed d-vector approach. 

Ten-second windows (four 2.5-second windows ) of the 36 subjects were 

distributed in subsets using a CV strategy. Particularly, 78 % of the windows of 

each subject were included in the enrollment subset (approximately 7,000 

examples), 11 % was included in the validat ion subset and the remaining 11 % 

was included in the testing subset. This configuration was repeated nine times 

in a round-robin strategy. This thesis includes the average results achieved 

throughout the nine -fold CV strategy. This data distribution in enrollment, 

validation and testing subsets is an optimistic scenario where a great amount of 

enrollment data is used. Howev er, other experiments were performed to 

simulated more realistic scenarios with limited enrollment  data, different data 

distribution or considering different activities.  

 

5.2.2. In -the-wild experiments  

 

This section examines the robustness of various approaches when dealing 

with in -the-wild recordings for both tasks: identification and verification. We 

used the WISDM_wild dataset  for this analysis. First, we investigated the 

impact  of the amount of data used for enrollment, and we observed that a 

performance degradation appeared for the different approaches when this 

amount of data was reduced. Second, we evaluated how different data 

distributions in enrollment, validation , and test subsets affected performance. 

These two analyses were performed  using only walking recordings. Finally, we 

analyzed the impact  of using multi -activity recordings such as walking, 

jogging, and stairs. 
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5.2.2.1. Robustness against the amount of enrollment data 

 

The robustness of various approaches based on the duration of the 

enrollment time for each subject is examined in this section. In this case, 10-

second walking activity windows were  randomly assigned into enrollment, 

validation, and testing subsets. The trainin g, validation, and testing subsets 

kept the same data during these experiments, but the enrollment subset 

increased its content from 1.1 minutes to 7.8 minutes.  Figure 49 shows the 

accuracy evolution for each approach depending on the enrollment time used.  

 

Figure 49. Accuracy evolution based on the model and the enrollment time  

(identification task) . 

The figure shows that the performance moderately decreases when the 

amount of enrollment data decreases slowly for most of the different 

approaches. The d-vector-based system outperformed the rest of the systems 

for all enrollment times, reaching 95.95 % and 99.01 % of accuracy when using 

1.1 min and 7.8 min of enrollment time, respectively. The CI of the results 

oscillates between ± 0.40 % to ± 2 % and the commented improvements in the 

following paragraphs present statistical differences .  

 

Convolutional layers learn better features than the GMM -UBM algorithm to 

build the general model, so the proposed d-vector approach outperformed this 

machine learning algorithm.  Pre-training a system with a large amount of 

general data could boost the training (specially for complex deep learning 

architectures), improving the robustness of the biometrics system in more 

practical circumstances such as limited enrollment data (1.1 minutes). 
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In the speaker recognition field, modeling speech through i -vectors 

outperforms the GMM -UBM approach. I -vectors computation only uses the 

mean of the Gaussians generated by the GMM-UBM algorithm and discards 

variances. GMM-UBM models from speech could be generated using 1024 

Gaussians while  applying these methods to inertial signals , the performance 

saturates with 16 Gaussians. This fact is because speech contains much more 

spectra wealth than motion signals. When using a very low number of 

gaussians, the GMM-UBM algorithm could be more robust than the i-vector 

approach because this i -vector approach loses information when variances are 

not considered in the case of human motion modeling.  

 

As observed in the figure, the RF performance (using cepstral coefficients) 

drastically dropped. This fact does not happen for the rest of the approaches 

because they build a robust general model with a high number of subjects that 

provide walking style variability and then adjust this model to enrolled 

subjects. 

 

Figure 50 shows the evolution of AUC for each model depending on the 

enrollment time used.  

 

Figure 50. AUC evolution based on the model and the enrollment time 

(verification task) . 

This figure shows similar behaviors for the AUC analysis when considering 

the verification task: RF performance decreased drastically but this decrement 

was less important in the rest of the approaches. In this case, the AUC reported 

by the proposed d-vector approach slightly decreases from 99.99 % (7.8 min of 
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enrollment time) to 99.73 % (1.1 min of enrollment time), outperforming the 

results of the rest of the systems for all enrollment times.  

 

5.2.2.2. In -the-wild experiments depending on the distribution of the 

recordings  

 

Recordings distribution in enrollment, validation and testing subsets is 

crucial to simulate a real scenario. Random distribution of data from  the 

previous section is not very realistic because gait data from  different subsets 

can be close in time (so more similar) . This allocation generates a higher 

similarity between enrollment and testing  subsets. In a real application, users 

may use the application for several days or weeks after enrolling  and the 

walking style can be more different. However, the random distribution 

provides  a useful perception of how the analyzed approaches could work  for 

these tasks. 

 

In this section, we evaluate three different possibilities  for distributing  a 

ÚÜÉÑÌÊÛɀÚɯ10-second windows into enrollment, validation, and testing subsets: 

random, separated and interspersed. 

 

Random order was the alternative used in the previous section, where 

windows  were randomly distributed in enrollment, validation,  and testing data. 

 

Separated order means that the enrollment data was separated in time from 

the data used in testing. Figure 51 represents the separated order modality for 

10-second windows in a fold, where testing and enrollment data are more 

separated in time than in random distribution .  

 

Figure 51. Representation of 10-second enrollment (E), validation (V), and t esting 

(T) windows using the s eparated order modality.  

Interspersed order means that the data distribution was conducted with  7 

windows for enrollment, 1 fo r validation , and 1 for testing. This procedure was 

repeated until all data from one subject (10 minutes in these experiments) was 

completed. The validation and testing data are interspersed in the enrollment 

data. Since we forced that there were near windows (in time) in the enrollment 

and testing subsets, the similarity (in gait characteristics) between close 

windows is greater and the identification/verification tasks  would be easier. 
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Figure 52 depicts the interspersed order modality for 10 -second windows in a 

fold: enrollment, validation , and testing windows are interspersed . 

 

Figure 52. Representation of 10-second enrollment (E), validation (V), and testing 

(T) windows using the interspersed order modality.  

In this regard, separated order is more realistic for simulating a final 

application  since, in real life, there can be several days or weeks between 

enrollment and testing phases. 

 

This subsection compares the two best systems of the previous subsection 

(GMM -UBM and d-vector approaches) considering 7.8 minutes of the 

enrollment data  and the walking activity . Table 18 and Table 19 show 

respectively the identi fication accuracy and verification AUC for these two 

methods based on the distribution of the recordings . As shown, the d-vector 

solution significantly outperformed t he GMM -UBM system in all scenarios. 

Furthermore , separated modality performed  marginally w orse than random or 

interspersed orders. These findings were not unexpected given that this 

technique simulated a more critical and more realistic situation in which testing 

data differed from enrollment data.  

Table 18. Identification performance (a ccuracy (%)) based on the distribution of the 

recordings using walking activity . 

Model  

Recordings distribution  

Random Separated Interspersed  

Accuracy (%) Accuracy (%) Accuracy (%) 

GMM -UBM 97.55 ± 0.66 94.26 ± 0.99 97.46 ± 0.67 

d-vector approach 99.01 ± 0.42 97.69 ± 0.64 99.11 ± 0.40 

Table 19. Verification performance ( AUC (%)) based on the distribution of the 

recordings using walking activity . 

Model  

Recordings distribution  

Random Separated Interspersed  

AUC  (%) p-value AUC  (%) p-value AUC  (%) p-value 

GMM -UBM 99.36 
<0.001 

98.50 
<0.001 

99.35 
<0.001 

d-vector  approach 99.99 99.89 99.99 
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The results of these last two subsections showed that the proposed d-

vector-based solution  (which  learns features from the frequency domain ) 

outperformed conventional  machine learning algorithms using handcrafted 

frequency-based features in both tasks (ident ification and verification) . 

 

5.2.2.3. Multi -activity experiments  

 

To expand the robustness analysis, we assessed the different  methods when 

using different activities such a s walking, jogging, and stairs. In these 

experiments, we considered data from these three activities in training, 

enrollment, validation, and testing subsets, and we divided the data following 

the separated order modality in enrollment, validation, and tes ting subsets to 

simulate a more realistic scenario. 

 

Until now, we have used  a single activity (walking) . In the following 

experiments, we have considered several activities (walking, jogging , and 

stairs) to model the user identities . Table 20 and Table 21 display  the 

identification accuracy and verification AUC  respectively depending on the 

approach used and the physical activities considered in the experiments. Table 

21 shows the verification performance values ordered from the lowest AUC to 

the highest AUC regarding single activity scenario and p -value is related to the 

result in the current row and the one in the previous row . In all cases, the 

performance of the multi -activity experiment is lower than that of the single-

activity experiment . Multi -activity scenario includes data with more variability. 

In addition, most of the data was walking activity, so the system easily model  

walking examples and can fail when identifying  the subject from jogging and 

stairs activities. Despite this reduction, the d-vector approach demonstrated 

greater robustness, offering  the lowest relative reduction and the best 

performance for multi -activity experiments. The disparity  between the d-vector 

solution  and the other approaches is statically significant (there is no overlap 

between the confidence intervals), demonstrating the  contribution  of the 

proposed d-vector solution . 
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Table 20. Identification performance (a ccuracy (%)) based on the number of 

activities using separated order modality  (7,000 training examples approximately). 

Model  
Activity  

#Parameters 
Single Activity  Multi -activity  

i-vectors PLDA 77.42 ± 1.78 67.66 ± 1.99 84,000 

i-vectors LDA  78.04 ± 1.76 74.98 ± 1.84 84,000 

i-vectors 81.14 ± 1.66 71.99 ± 1.91 76,800 

RF 83.62 ± 1.57 73.31 ± 1.88 10,000 

GMM -UBM 94.26 ± 0.99 90.21 ± 1.26 784 

d-vector approach 97.69 ± 0.64 94.16 ± 1,00 102,596 

Table 21. Verification performance (AUC (%)) based on the number of activities 

using separated order modality . 

Model  
Activity  

Single Activity  p-value Multi -activity  p-value 

i-vectors PLDA 95.40 - 93.44 - 

i-vectors LDA  95.82 0.340 95.68 <0.001 

i-vectors 96.97 0.004 94.98 0.122 

RF 97.24 0.455 94.74 0.612 

GMM -UBM 98.50 <0.001 97.36 <0.001 

d-vector approach 99.89 <0.001 99.67 <0.001 

 

On the one hand, conventional  machine learning algorithms such as GMM -

UBM and i-vectors generate identity representations by pre-training a general 

model and then they adjust this general model to each identity  using his/her 

enrollment data . On the other hand, deep learning structures are capable of 

learning features adapted to a specific task, which could enhance results 

compared to directly using handcrafted features. The d-vector approach 

incorporates these two advantages that have shown successful outcomes for 

person identification: precise subject representation resulting from a better 

trained  general model, and feature learning using deep neural networks. In this 

context, the d-vector approach can profit from  the feature learning subnet 

capability using a large volume of data to generate specific vector 

representations of subjects, providing  better performance in identification and 

verification  tasks. The results of this subsection strengthen the robustness of the 

proposed d-vector solution  compared to standard machine learning algorithms 

in motion -based biometrics systems. 

 

These results have been published in an article detailed in subsection 8.2. 
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5.2.2.4. Variations of  the d-vector approach 

 

The d-vector approach requires pre-training a general model for a wide 

ÝÈÙÐÌÛàɯÖÍɯÚÜÉÑÌÊÛÚȮɯÈËÑÜÚÛÐÕÎɯÌÕÙÖÓÓÌËɯÚÜÉÑÌÊÛÚɀɯÙÌÊÖÙËÐÕÎÚɯÛÖɯÛÏÐÚɯÎÌÕÌÙÈÓɯÔÖËÌÓ, 

and training a specific classification subnet for each task. In this sense, if an 

additional subject is enrolled in the system, it is needed to re-train the 

classification subnet, which is an important limitation in real applications . 

However, it is possible to directly exploit the d-vectors which have been 

generated at the end of the feature learning subnet and apply other methods to 

avoid  re-training the classification subnet every time the number of enrolled 

subjects changes. 

 

Regarding the deep learning structure represented in Figure 47, once the 

feature learning subnet is pre-trained, an average d-vector of each subject can 

be computed over the enrollment data . This average vector is the subject model 

representation. To perform the identification task, it is possible to compute the 

cosine distance between average d-vectors. This way, it is not necessary to train 

any classification subnet. This approach was addressed as a solution to avoid 

the need of retraining the classification subnet  when a new user is enrolled in 

the system. This is the best solution for a real application. 

 

Considering the cosine distance in the experiment with the previous setup 

(7.8 minutes of enrollment data, walking activity , and separated order 

modality ), we obtained 97.88 ± 0.61 % of identification  accuracy. Compared to 

the d-vector approach with a specific classification subnet (97.69 ± 0.64 %), there 

was no significant difference between these two approaches. Using the cosine 

distance to identify the user does not require to re-train a specific classification 

subnet when the number of subjects changes: it is enough to compute a d-vector 

for the new subject and compare to testing samples when needed. Additionally 

computing the cosine distance between the average d-vector from enrollment 

data and each d-vector from testing data reduces the computational cost  and 

solves the limitation of the previous setup. In this sense, considering the cosine 

distance of d-vectors becomes a great alternative for  re-training the 

classification subnet. 

 

Moreover, we evaluated variation s of computing the cosine distance, using 

LDA/PLDA and we tested a K-NN algorithm  instead of directly using the 

average of d-vectors. However, we did not improve the identification accuracy 

of 97.88 ± 0.61 %. 
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5.2.3. Experiments in the laboratory  

 

In previous subsections, we have examined the robustness of the d-vector 

method in various scenarios using recordings from in-the-wild conditions, 

where no one supervised the recording process or the device location (the 

subjects labeled the data through an application). In this subsection, we want to 

confirm  if this strategy also works well  in a controlled scenario. In this way, we 

directly apply the d-vector solution of previous subsections to a new dataset. 

For this analysis, we used a laboratory dataset also acquired by the WISDM 

laboratory [45] to evaluate the performance of the d-vector solution using data 

obtained in the laboratory and compare the findings to previous works.  

 

The best results reported in the literature for  this dataset were previously 

introduced  [45] and were obtained with  an RF method including  10 DTs. Since 

the previous study reported performance outcomes using accuracy for the 

identification task and E ER for  verification, these metrics were also calculated 

to allow a fair comparison . We simulated the same experimental setup (10-fold 

CV) mentioned in this previous work [45]. 

 

Table 22 and Table 23 display  the identification accuracy and  verification 

EER depending  on the algorithm and the physical activities used in the 

experiments, respectively. The results show that the proposed d-vector solution 

greatly outperforms the previous study in a laboratory scenario independently 

of the sensors used: accelerometers and gyroscopes included in the  phone, 

watch, or both. In the experiments involving only  the walking activity, the 

number of training examples per fold was an 80% of the total number of 

examples: 3,672, which corresponds to 3 minutes from the 51 subjects (4 sub-

windows of 2.5 seconds x 18 10-second windows in 3 minutes x 51 subjects). 

Table 22. Accuracy (%) and confidence intervals in WISDM_2019 (identification).  

Activity  Algorithm  
Sensors 

Phone Watch All  

Walking  
RF [45] 96.8 78.9 97.4 

d-vector approach 99.35 ± 0.52 96.73 ± 1.15 99.78 ± 0.30 

Jogging 
RF [45] 96.0 82.1 98.0 

d-vector approach 99.32 ± 0.53 99.09 ± 0.61 99.66 ± 0.38 

Stairs 
RF [45] 92.7 58.7 95.1 

d-vector approach 97.56 ± 1.00 88.44 ± 2.07 99.56 ± 0.43 
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Table 23. EER (%) and confidence intervals in WISDM_2019 (verification).  

Activity  Algorithm  
Sensors 

Phone Watch All  

Walking  
RF [45] 9.3 16.1 7.9 

d-vector approach 1.65 ± 0.24 2.31 ± 0.28 0.88 ± 0.17 

Jogging 
RF [45] 10.3 15.1 9.8 

d-vector approach 1.05 ± 0.20 1.37 ± 0.22 0.98 ± 0.19 

Stairs 
RF [45] 11.8 21.6 13.5 

d-vector approach 2.92 ± 0.31 4.09 ± 0.37 1.36 ± 0.21 

 

5.2.4. Discussion about the biometrics system  

 

Considering the previous sections, results suggest that the proposed d-

vector approach provides a robust solution for biometrics using inertial signals  

in wild and laboratory conditions . The combination of pre-training a general 

model with a wide variety of subjects and generating d-vectors for enrolled 

subjects creates specific identity representations that could be used for both 

identification and verification tasks.  

 

In this chapter, we focused on the robustness of a subject identification 

system: we used recordings under wild conditions, we evaluated the proposed 

system using different activities  (walking, jogging, and stairs) , and we analyzed 

the impact of the distribution of the recordings. Moreover, we evaluated and 

compared several machine learning approaches such as GMM-UBM, i -vectors, 

and RF. 

 

The proposed d-vector approach outperform ed the rest of the traditional  

machine learning methods in all the analyses. In the case of enrollment time, the 

d-vector solution achieved 95.95 ± 0.84 % and 99.01 ± 0.42 % of accuracy when 

using 1.1 min and 7.8 min of enrollment time for the identification task, 

respectively. The rest of the techniques had a sharper decline in performance 

when the enrollment time was reduced . In terms of the ÙÌÊÖÙËÐÕÎɀÚ distribution,  

the separated modality  simulated a more realistic scenario compared to 

interspersed or random strategies. In this case, the d-vector approach (97.69 ± 

0.64 %) also surpassed the GMM -UBM method (94.26 ± 0.99 %). The different 

methods were tested in this scenario using a single activity (walking) or 

multiple activit ies (walking, jogging, and stairs). The results proved the 

robustness of the d-vector system: 97.69 % and 94.16 % accuracies (for 

identification) and 99.89 % and 99.67 % AUCs (for verification) were achieved 

using single activity and multi -activity, respectively.  
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6. Motor Anomaly Detection  and Biomarkers 

Extraction  
 

This chapter describes the contributions to motor anomaly detection and 

biomarkers extraction through  human motion modeling and recognition using 

non-intrusive wearable sensors. These contributions are focused on three main 

ÈÙÌÈÚȯɯ/ÈÙÒÐÕÚÖÕɀÚɯDisease (PD), stress mood, and Y-Balanced Test (YBT). The 

experiments related to alcohol detection are included in section 7. The follow ing 

subsections describe each research area through human motion. 

6.1. /ÈÙÒÐÕÚÖÕɀÚ Disease detection based on handwriting 

drawings  
 

Healthcare biometrics encompasses a diverse set of applications for patient 

identification and controlling access to electronic medical reports. However, it 

also allows developing  medical-decision support ing tools for patient care. 

These tools extract biomarkers to describe patient health and can be used to aid 

in illness diagnosis (via patient screening), drug response analysis, and the 

supervision of long -term chronic diseases like PD. (Õɯ ÛÏÐÚɯ ÚÌÕÚÌȮɯ ×ÌÖ×ÓÌɀÚɯ

handwriting style could be used to extract a robust biomarker to detect PD 

symptoms. 

 

This section includes the materials and methods used in the experiments 

performed for extracting a PD biomarker from handwriting drawings.  

 

6.1.1. Mater ials and methods  

 

This subsection explains the materials and methods used for experiments 

for detecting  PD. First, the dataset is described and second, signal preprocessing 

and deep learning approaches are defined. 

6.1.1.1. Dataset 

 

As mentioned in the datasets section, for this analysis we used Parkinson 

Disease Spiral Drawings Using Digitized Graphics Tablet dataset. This dataset 

contains spiral drawings from 62 PD individuals and 15 healthy people. These 

subjects performed handwriting recordings using a tablet and, f or each 

drawing, and five-time series were registered: X-Y-Z coordinates, pressure, and 

grip angle (Figure 53) obtained from the API functions of the device. This 

dataset is useful for these experiments because it includes recordings of hand-

written spirals by a great number of PD patients  and control subjects. 
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Figure 53. Diagram of collected information while drawing spirals .  

6.1.1.2. Signal processing and deep learning approaches  

 

The recordings used for these experiments were collected using two 

different sampling rates, 110 Hz and 140 Hz. Before the experiments, all  the 

recordings were resampled to the same sampling rate of 110 Hz to make the 

data more uniform.  The sample series was divided into 3-second windows 

separated by 0.5 s (it means 330 samples per window and 2.5-second overlap 

between two consecutive windows) . Windows from healthy subjects were 

labeled as class 0 while windows from PD subjects were labeled as class 1. For 

each window, the magnitude of the FFT was computed after a Hanning 

windowing extended to  512 bins using zero padding. A 256 FFT magnitude 

bins representation was obtained in the frequency range from 0 to 55 Hz since 

the magnitude of the FFT is symmetric for real signals. From this 

representation, we chose the first 125 bins of the spectrum corresponding to the 

frequency band of 0 - 25 Hz. The energy in the frequency spectrum above 25 Hz 

was marginal  and was less than 1 % of the overall  energy. Figure 54 shows the 

signal preprocessing performed for every signal collected from each drawing 

(five signals). For each 3-second window, five 125 FFT magnitude bins were 

obtained. 

 

 

Figure 54. Signal processing over each signal in PD research. 
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Figure 55 depicts the CNN used in these experiments and Table 24 

summarizes the configuration det ails of the layers. This design was influenced 

Éàɯ *ÏÈÛÈÔÐÕÖɯ ÌÛɯ ÈÓȭɀÚɯ ×ÙÌÝÐÖÜÚɯ ÞÖÙÒɯ[261], where a simplification of the 

AlexNet CNN [262] was proposed. Since a smaller dataset was used to train the 

CNN parameters, this simplification was required.  The first part  of the 

architecture is the feature learning subnet, which tries to learn the main features 

from the spectra and the second subnet performs the classification step. 
 

 

 

Figure 55. CNN  architecture in PD research. 

The inputs were sorted in a two -dimensional matrix of N x 125 dimensions. 

N was the number of signals used by the CNN: one when only a signal was 

considered separately, and five when using all the signals: X, Y, Z, pressure, 

and grid angle were used. The second dimension corresponded to the number 

of bins of the FFT magnitude (125 in this case). Since we classified between two 

classes (PD patients and healthy subjects), the final layer had only one output 

with a sigmoid function. Examples from healthy subje cts (class 0) should have 

an output close to 0 and windows from PD patients (class 1) close to 1. This 

output layer used the binary cross-entropy as the loss metric. 

 

As mentioned before, the validation subset was used to adjust parameters 

of the deep learning architecture: number of convolutional kernels, number of 

max-pooling layers and their kernels size, the number of epochs (25) and the 

batch size (100). We used a learning rate of 0.001 in the optimizer , which also 

ÙÌ×ÖÙÛÌËɯÛÏÌɯÉÌÚÛɯÙÌÚÜÓÛÚɯÐÕɯ*ÏÈÛÈÔÐÕÖɯÌÛɯÈÓȭɀÚɯÞÖÙÒɯ[261]. 
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Table 24. Configuration details of all the layers from the architecture used in PD 

research using all signals. 

Layer 
Output 

shape 
#Param 

Activation 

function  
Other characteristics  

Input  (-, 5, 125, 1) - - - 

Feature learning  

2D Conv (-, 5, 125, 16) 96 ReLU 
#Kernels = 16, Size = 1 x 5, 

2ÛÙÐËÌɯǻɯƕȮɯ/ÈËËÐÕÎɯǻɯȿÚÈÔÌɀ 

2D Max 

Pooling  
(-, 5, 41, 16) - - Pool size = 1 x 3 

Dropout  (-, 5, 41, 16) - - portion = 0.2 

2D Conv (-, 5, 41, 16) 1,296 ReLU 
#Kernels = 16, Size = 1 x 5 x 16, 

2ÛÙÐËÌɯǻɯƕȮɯ/ÈËËÐÕÎɯǻɯȿÝÈÓÐËɀ  

Dropout  (-, 5, 41, 16) - - portion = 0.2 

Flatten (-, 3280) - - - 

Classification  

Dense (-, 128) 419,840 ReLU #Neurons = 128  

Dropout  (-, 128) - - portion = 0.2 

Dense (-, 32) 4,128 ReLU #Neurons = 32 

Dropout  (-, 32) - - portion = 0.2 

Dense (-, 1) 33 Sigmoid #Neurons = 1 

Output  (-, 1) - - - 

#Parameters: 425,393 

 

6.1.2. Results and discussion 

 

This subsection includes the experimental setup, the results, and the 

discussion of the experiments related to PD detection. 

6.1.2.1. Experimental setup  

 

For these experiments, we used a Subject-Wise five-fold CV. Three folds 

were used for training the weights of the architecture , one-fold for adjusting the 

main parameters of the CNN , and the remaining one for evaluating the system. 

The experiments were replicated five times modifying subset distribution  and 

the presented results are the average of the five folds. Regarding evaluation 

metrics, we computed classification accuracy, F1-score, sensitivity vs. specificity 

curves, and AUC at window level in all experiments . In these experiments, the 

number of training examples per fold is  approximately 5,000. 
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6.1.2.2. Experiments  of PD detection  

 

Table 25 includes the results of accuracy, F1-score, and AUC of the Subject-

Wise five-fold CV for every signal independently  at window level : X, Y, and Z 

coordinates, pressure (PRE), and grid angle (GRID) and including all the signals 

together (ALL) . The coordinates X and Y became the two most informative 

signals. However, considering all the signals, t he system reported significant 

performance impro vement (confidence intervals do not overlap for accuracy 

and F1-score metrics). Regarding the AUC metric, a p-value was computed to 

compare this experiment to the rest, obtaining, for example, a p-value less than 

0.000001 when comparing all signals to the experiment where the Y signal was 

used separately. 

 

Table 25. Testing performance of PD detection for every signal independently: X, 

Y, and Z coordinates, pressure (PRE), and grid angle (GRID) , and all the signals 

together (ALL). The training examples are 5,000 approximately . 

Signal  Accuracy (%) F1-score (%) AUC (%)  

X 91.38 ± 0.62 94.16 ± 0.52 96.96 

Y 91.56 ± 0.61 94.36 ± 0.51 97.08 

Z 84.66 ± 0.8 90.54 ± 0.65 86.24 

PRE 87.88 ± 0.72 92.5 ± 0.58 93.94 

GRID 77.72 ± 0.92 85.00 ± 0.79 86.94 

ALL  96.52 ± 0.41 97.74 ± 0.33 99.24 

 

These finding s outperformed previous studies with different datasets but 

using also spiral drawings: Kotsavasiloglou et al. [69] reported accuracy of 88.63 

% and an AUC of 93.10 % while Zham et al. [62] obtained an accuracy of 83.20 

% and an AUC of 93.30 %.  

 

Compared to previous works  over the same dataset, we observed that 

Gallicchio  et al. [263] obtained an accuracy of 89.30 % using a three-fold CV  and 

Khatamino et al. [261] reported accuracy of 72.50 % for the Subject-Wise CV. We 

used a CNN with a similar structure to the CNN used by Khatamino et al. [261] 

but we include d the FFT magnitude bins  as inputs to the CNN  instead of the 

raw data directly. This difference  was important to improve the performance of 

the system. The main reason for this is that  PD tremor becomes more visible  in 

the frequency domain: information  of energy corresponding to the tremor 

frequency (between 3ɬ9 Hz [264]) and its harmonics can be seen in the spectrum 

of the X and Y coordinates. In this range of frequencies, peaks from 

handwriting and tremo r could be mixed. However, tremor is visible by higher 
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peaks of energy. As an example, Figure 56 shows a handwritten spiral from a 

control subject and a PD patient and their corresponding spectrogram for X and 

Y axes. Raw data include information about the reference handwriting (spiral) 

and the tremor while FFT offers spectral information, which is valuable to 

detect the hand tremor. It is noticeable that spectrograms from the PD patient 

show peaks of energy between 3 - 9 Hz corresponding to the tremor, which is 

more perceptible when the patient was finishing the drawing at the end of the 

signal. The use of a CNN with FFT magnitude bins as inputs allowed obtaining  

better results compared to previous works . 

 

Figure 56. Handwritten spiral from a control subject (a) and s PD patient (b) and 

their corresponding spectrogram for X and Y axes. Subplots (c) and (e) correspond 

to X and Y axes of the control subject, respectively, and subplots (d) and (f) 

correspond to X and Y axes of the PD patient, respectively. 
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Figure 57 depicts sensitivity vs. specificity curves for each signal separately: 

X, Y, and Z coordinates, pressure (PRE), and grid angle (GRID) , as well as all 

signals together (ALL). As shown in previous figures, the X and Y coordinates 

generated very good results, but better performance was obtained when all the 

signals were combined. On the other hand, spectra from coordinate Z and grid 

angle (GRID) were less informative : no statistical loss of performance appeared 

when removing these spectra from the two -dimensional input matrix . 
 

 

Figure 57. Curves of sensitivity vs. specificity for each signal independently  in PD 

research: X, Y, and Z coordinates, pressure (PRE), and grid angle (GRID) , and all 

the signals together (ALL). 

The good results obtained in these experiments validate the use of drawings 

movements as a PD biomarker. This biomarker is particularly int eresting 

because it can be collected in an easy way: the patient would simply draw 

specific figures on a screen. Based on this biomarker, medical-decision support 

tools for PD detection and patient supervision (after a positive diagnosis)  can be 

developed. 

 

Nowadays, PD diagnosis is an extremely complex task and requires the use 

of a variety of  biomarkers based on symptoms like tremor, bradykinesia,  and 

rigidity to improve  the diagnosis accuracy. In this sense, biomarkers may 

contribute to the improvement of health care through  patient screening. This 

way, physicians could minimize the diagnosis time if they focus their effort on 

the most probable cases. Moreover, an early diagnosis could allow the 

development of specific t reatment strategies for PD patients [265, 266]. 
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Patient supervision is critical for tracking  the progression of PD. This 

disease causes symptoms [267] that can be treated with medication  but l ong-

term use of this drug  can result in adverse effects, such as dyskinesia 

(involuntary muscle movements). To minimize these side effects, the 

practitioner must change the minimum dose to treat the symptoms as the 

ËÐÚÌÈÚÌɯ×ÙÖÎÙÌÚÚÌÚȭɯ3ÏÌɯ4ÕÐÍÐÌËɯ/ÈÙÒÐÕÚÖÕɀÚɯ#ÐÚÌÈÚÌɯ1ÈÛÐÕÎɯ2ÊÈÓÌɯ[268] is a 

commonly used tool for doctors to assess the current status of PD. The most 

important drawback  of this procedure is that the patient must see the doctor 

periodically. This is a problem for patient s who have difficu lty moving . In 

ÈËËÐÛÐÖÕȮɯÈÕÖÛÏÌÙɯËÐÚÈËÝÈÕÛÈÎÌɯÐÚɯÛÏÈÛɯÛÏÌɯ×ÏàÚÐÊÐÈÕɀÚɯÈÊÊÌÚÚɯÐÚɯÙÌÚÛÙÐÊÛÌËɯÛÖɯÈɯ

brief session every few months. The proposed system would allow  remote 

supervision of the  PD symptoms evolution.  

 

These results have been published in an article detailed in subsection 8.2. 

 

6.2. Stress detection  
 

Stress is described as an emotional condition that produces physical or 

mental tension. This mood causes physiological responses that generate 

characteristic patterns in biosignals [269, 270], which could be leveraged by 

signal processing and machine learning techniques. Automatic stress 

monitoring has important benefits : helps individuals in managing stressful 

conditions  and reduces the impact on their jobs, health, or daily activities [271], 

like driving [272, 273]. Furthermore, practitioners should provide quantitative 

ÐÕËÐÊÈÛÖÙÚɯ ÛÖɯ ÈÚÚÌÚÚɯ ÛÏÌɯ ×ÈÛÐÌÕÛÚɀɯ ÚÛÙÌÚÚɯ Ìß×ÖÚÜÙÌɯ ÖÙɯdevelop intelligent  

diagnostic applications that tailor  their behavior to the level of stress (for 

example blood glucose predictor for diabetic patients) . Additional to 

physiological signals , inertial ones could boost the stress modeling since some 

subjects could suffer anomalous movements during stress. 

 

This section includes the materials and methods used and the main 

experiments performed related to the generation of a stress biomarker based on 

inertial and physiological signals.  
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6.2.1. Materials and methods  

 

This subsection explains the materials and methods used for stress 

detection experiments. First, the dataset is described and second, signal 

preprocessing and deep learning approaches are proposed. 

 

6.2.1.1. Dataset 

 

As mentioned in the datasets section, Wearable Stress and Affect Detection 

dataset contains recordings from 15 participants who wore a RespiBAN device 

on the chest and the Empatica E4 device on the wrist. These devices recorded 

inertial and physiological signals during a protocol that included several 

phases. OÕÊÌɯÈÓÓɯÛÏÌɯÌØÜÐ×ÔÌÕÛɯÞÈÚɯÚàÕÊÏÙÖÕÐáÌËɯÈÕËɯÐÕÚÛÈÓÓÌËɯÐÕɯÛÏÌɯÚÜÉÑÌÊÛɀÚɯ

body, all subjects followed a protocol considering several phases: 

 

- Baseline phase: the participant kept a neutral position at a table (sitting 

or standing) while reading some magazines for 20 minutes. 

 

- Amusement phase: the subject watched funny videos for  6 minutes. 

 

- Stress phase: the stress phase was provoked by exposing the 

participants  to a Trier Social Stress Test (TSST) [274] for 10 minutes. This 

test consisted of public speaking and a mental arithmetic task. First, each 

participant  was asked to speak about their personal strengths and 

weaknesses in front of other people, and second, each participant was 

asked to subtract 17 from 2,023 to zero without error. 

 

- Meditation phase: the participants  were seated in a comfortable position 

and were guided by an expert to perform breathing exercises with 

closed eyes to re-establish them to neural affective mood.  

 

- Recovery phase: recording  devices were synchronized again and 

removed from the ×ÈÙÛÐÊÐ×ÈÕÛɀÚ body. 

 

"ÖÕÊÌÙÕÐÕÎɯÛÏÌɯ×ÈÙÛÐÊÐ×ÈÕÛÚɀɯposture during the data  collection protocol, 

the baseline, amusement, and stress phases were conducted either standing or 

sitting (half of the subjects were standing and half were sitting for each phase). 

In the case of the meditation phase, all participants  were sitting.  

 

After  every session, each participant answered a questionnaire about their 

perceived affective state during the protocol.  These questionnaires included a 

Positive and Negative Affect Schedule, a State-Trait Anxiety Inventory, Self -
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Assessment Manikins, and a Short Stress State Questionnaire. These self-reports 

could be used to train personalized systems. However, as these questionnaires 

could offer a subjective point of view, only the protocol was used as ground 

truth.  

 

This dataset is a very good benchmark for detecting stress because it 

contains different emotional moods. Considering previous works on stress 

monitoring [79, 80] using this dataset, we faced three different classification 

tasks: (1) detecting stress (stress phase) from non-stress (baseline and 

amusement phases): S vs. NS; (2) distinguishing between baseline, stress, and 

amusement phases (B vs. S vs. A); and (3) discriminating between baseline, 

stress, amusement, meditation, and recovery phases (B vs. S vs. A vs. M vs. R). 

 

6.2.1.2. Signal processing and deep learning approaches  

 

The stress detection system was based on the general structure for a human 

modeling and recognition system in Figure 1. In this case, after collecting the 

inertial and physiological  signals from different devices, a signal processing 

module processes these multi-modal data to define better inputs to the deep 

learning architecture . This structure learns the main features of the signals and 

detects stress mood. 
 

Since the classification is performed at window level, all the signals from 

both wearable devices (RespiBAN and Empatica E4) were divided into  60-

second windows with a shift of 0.25 s. We selected this configuration because 

the previous works [79, 80] used this windowing  on this dataset, extracting 

handcrafted features from each window.  In these experiments, we decided not 

to extract handcrafted features but learning them using a deep learning 

architecture. The convolutional layers of this architecture handled the process 

of learning the most appropriate feature for stress modeling and detection.  

 

For these experiments, each 60-second window  was subdivided into N -

second sub-windows with  a shift of 0.25 s. We calculated the magnitude of the 

FFT of each sub-window to obtain its spectrum. After that, we computed the 

average of the spectrum through all these sub-windows in a 60 -second window. 

Finally, we chose a frequency range from the average spectrum, and the FFT 

magnitude bins  within that range served as the inputs to the deep learning 

architecture. 

 

To adapt the heterogeneous inputs into a vector of the same length and feed 

the deep learning architecture, we computed different  processing methods 

depending  on each signal and its sampling frequency . Signals from RespiBAN 
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device were sampled with a sampling frequency of 700 Hz, but signals from 

Empatica E4 had different sampling frequencies so we performed interpolation 

to standardize the signals from this device to get a sampling rate of 64 Hz. 

These signals were sampled at different  sampling rates and provided relevant 

information in a variety of frequency bands. Because of this, each 60-second 

window was subdivided into P -second sub-windows and the spectrum was 

computed from each sub-window. The average spectrum was calculated along 

the sub-windows t o represent the information from 60 s. The sub-window 

length P depended on the signal and was adjusted (according to the signal 

sampling frequency) to generate an average spectrum with the same number of 

frequency bins: for all signals, the number of frequency bins M was equal to 

210. This number of magnitude bins  was computed by multiplying the sub -

window length by the upper bound of the frequency range of each signal. This 

calculation allowed  all inputs to be stacked in a N x M matrix, where N is the 

number of signals and M is the number of FFT magnitude bins that represent 

each 60-second window (210 in our case). As an example, each 60-second 

window of acceleration signals from the RespiBAN device was subdivided in to 

7-second sub-windows. The frequency range was from 0 to 30 Hz because the 

motion information above this range  is marginal. After that, we computed the 

spectrum of each 7-second sub-window with a resolution of seven points per 

Hz. We generated 210 FFT bins as inputs to the deep learning architecture 

considering a frequency range of 0 ɬ 30 Hz. Figure 58 depicts the signal 

processing steps for acceleration signals, where a 60-second window is 

subdivided into 7 -second sub-windows and the spectru m is computed for each 

sub-window within the range 0  - 30 Hz. After that , the average spectrum is 

calculated along the sub-windows to represent a 60-second window with 210 

FFT magnitude bins. Averaging the spectrum of sub -windows allows to 

standardize signals with different sampling frequencies and combine them at 

the beginning of the deep learning architecture.  Table 26 summarizes all the 

details per signal from the dataset. In all cases, the number of inputs to the deep 

learning architecture is the same, 210. 
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Figure 58. Signal processing steps for RespiBAN accelerometer signals. 

Table 26. Processing details per signal in affective moods detection. 

Device Signal  

Sampling 

frequency  

(Hz)  

Frequency 

range (Hz)  

Sub-window 

length  (s) 

Number of 

inputs to 

deep 

architecture  

RespiBAN 

(Chest) 

Accelerations 

(X, Y and Z) 
700 0 - 30 7 210 

ECG 700 0 - 7 30 210 

EDA 700 0 - 7 30 210 

EMG 700 0 ɬ 250 0.84 210 

RESP 700 0 ɬ 6 35 210 

TEMP 700 0 ɬ 6 35 210 

Empatica 

E4 (Wrist) 

Accelerations 

(X, Y and Z) 
64 0 - 30 7 210 

BVP 64 0 - 7 30 210 

EDA 64 0 - 7 30 210 

TEMP 64 0 ɬ 6 35 210 

 

Regarding signal processing techniques, we considered two processing 

approaches after the FFT computation. The first alternative consisted in 

computing the Cube Root (CR) of sub-window spectrums before averaging in a 

60-second window. The CR computation al lows emphasizing the harmonics 

with low energy while highlighting spectral details.  The second alternative was 
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to compute the CQT [275] in sub-windows.  As proposed by Brown et al [276], 

this CQT was introduced as a post-processing phase after the Fourier transform. 

This transformation converts a time -domain signal into a frequency 

representation with geometrically arranged frequency bins and equal Q -factors. 

The learning process of convolutional filters in the deep learning architecture is 

faster when keeping the same gap between consecutive harmonics. For post-

processing the 210 FFT magnitude bins obtained after the Fourier transform 

and the frequency range selection, we considered 22 bins. We used the same 

frequency filters to post-process all 210 bins. Since the chosen 210 bins 

corresponded to various frequency ranges, the CQT was automatically tuned to 

the frequency range of each signal. The number of inputs  per signal to the deep 

learning architecture  was reduced from 210 to 22 after CQT implementation. 

Figure 59 depicts the CQT filters that represent the connection between the 

Fourier points and the CQT points . 
 

 

Figure 59. CQT filters for processing Fourier transform.  

Concerning the deep learning architecture used in these experiments, 

Figure 60 depicts the CNN structure used and  Table 27 includes the details of 

the configuration for e ach layer. This architecture was inspired by  the one used 

in PD research but includes an additional convolutional layer  because of the 

high variety of signals . The architecture is composed of a feature learning 

subnet and a classification subnet. This first part consisted of three 

convolutional layers with two intermediate max -pooling layers. In this case, we 

considered kernel sizes of 1x3 dimensions in all convolutional layers to avoid  

increasing a lot the number of parameters to be trained in the network. This 
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subnet was responsible for learning relevant features from signal spectra. The 

second part was responsible for classifying the examples into different classes. 

 

 

Figure 60. CNN architecture for stress detection. 

Table 27: Configuration details and number of parameters to train for all the layers 

considering an input with shape N=14  signals x M=22 samples in the affective 

mood detection architecture. 

Layer 
Output 

shape 
#Param 

Activation 

function  
Other characteristics  

Input  (-, 14, 22, 1) - - - 

Feature learning  

2D Conv (-, 14, 22, 64) 256 ReLU 
#Kernels = 64, Size = 1 x 3,  

2ÛÙÐËÌɯǻɯƕȮɯ/ÈËËÐÕÎɯǻɯȿÚÈÔÌɀ 

Dropout  (-, 14, 22, 64) - - portion = 0.3 

2D Conv (-, 14, 22, 64) 12,352 ReLU 
#Kernels = 64, Size = 1 x 3 x 64, 

2ÛÙÐËÌɯǻɯƕȮɯ/ÈËËÐÕÎɯǻɯȿÚÈÔÌɀ 

2D Max 

Pooling  
(-, 14, 11, 64) - - Pool size = 1 x 2 

Dropout  (-, 14, 11, 64) - - portion = 0.3 

2D Conv (-, 14, 11, 64) 12,352 ReLU 
#Kernels = 64, Size = 1 x 3 x 64, 

2ÛÙÐËÌɯǻɯƕȮɯ/ÈËËÐÕÎɯǻɯȿÚÈÔÌɀ 

Dropout  (-, 14, 11, 64) - - portion = 0.3 

2D Max 

Pooling  
(-, 14, 5, 64) - - Pool size = 1 x 2 

Dropout  (-, 14, 5, 64) - - portion = 0.3 

Flatten (-, 4480) - -  

Classification  

Dense (-, 128) 573,568 ReLU #Neurons = 128 

Dropout  (-, 128) - - portion = 0.3 

Dense (-, 64) 8,256 ReLU #Neurons = 64 

Dropout  (-, 64) - - portion = 0.3 

Dense (-, C) 65 x C SoftMax #Neurons = C 

Output  (-, C) - - - 

#Parameters with C=5: 607,109 
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As mentioned before, the input of the CNN was a two -dimensional matrix 

with N x M dimensions, where N denoted the number of signals and M 

denoted the number of FFT magnitude bins for each signal. For these 

experiments, N varied based on the number of signals used in each experiment, 

and M varied depending on the alternative of signal processing considered: 210 

points for Fourier Transform and 22 points for CQT. The number of outputs 

corresponds to the number of classes that were examined in the performed 

classification problem.  

 

As in previous experiments, the validation subset was mainly used to 

slightly tune several parameters: the number of convoluti onal, max-pooling and 

dense layers, the number and size of the convolutional kernels, and 

hyperparameters as the number of epochs (10), the batch size (50) and the 

learning rate (0.0005).  

6.2.2. Results and discussion  

 

This subsection includes the experimental setup, the results, and the 

discussion of the experiments related to stress. 

 

6.2.2.1. Experimental setup  

 

The experimental setup was the same as in the previous works  that used 

the same dataset [79, 80]: we used a LOSO CV across the 15 subjects: 13 subjects 

for training , one for validation , and the remaining one for testing. This 

procedure was repeated 15 times, each time with a different subject for testing . 

The findings  showed in this section are the average results for all the iterations.  

 

For these experiments, we computed the accuracy (Equation (6)) and the F1-

score (Equation (9)) at window level . Both evaluation metrics includ e 

confidence intervals (at 95 % of CL) (Equation (15)) and we consider a 

significant difference between two experiments when there is no overlap in the 

confidence intervals. 

 

6.2.2.2. Experiments  of stress detection  

 

The first experiment was to select the most appropriate signal processing 

alternative: Fourier Transform, Fourier + Cube Root, or Fourier + Cube Root + 

CQT. Table 28 compares the results for the three classification tasks considering 

these three signal processing alternatives. This experiment included all signals 

captured from both RespiBAN and Empatica E4 devices. We observed that 

using the cube root over the Fourier spectrum greatly improved the 
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performance. As previously stated , the cube root allowed emphasizing 

frequencies with low energy while highlighting  the harmonic structure. The 

CQT did not have any additional benefit, but we obtained a similar  result 

(overlap in the confidence intervals) while considerably reducing  the input 

shape (10 times): from 14 x 210 without CQT to 14 x 22 with CQT. In the 

following experiments, we used the CQT to reduce the  input shape of the CNN . 

The number of training examples per fold is  approximately 30,000 in the two- 

and three-class classification tasks and 44,000 in the five -class classification task. 

Table 28: Testing accuracy (%) and F1-score (%) depending on the signal 

processing module considering all signals in the three classifications tasks for 

affective moods detection. 

 S vs. NS B vs. S vs. A B vs. S vs. A vs. M vs. R 

Signal processing  Accuracy 

(%) 

F1-score 

(%) 

Accuracy 

(%) 

F1-score 

(%) 

Accuracy 

(%) 

F1-score 

(%) 

Fourier Transform  
95.20  

± 0.13 

95.13  

± 0.13 

83.12 

± 0.13 

82.67 

± 0.13 

79.67 

± 0.25 

79.24 

± 0.25 

Fourier + Cube 

Root 

96.73  

± 0.11 

96.65  

± 0.11 

85.00 

± 0.11 

84.92 

± 0.22 

81.21 

± 0.24 

81.45 

± 0.24 

Fourier + Cube 

Root + CQT 

96.62  

± 0.11 

96.63  

± 0.11 

85.03 

± 0.22 

85.01 

± 0.22 

81.15 

± 0.24 

81.70 

± 0.24 

 

After selecting the most appropriate signal processing alternative, we 

compared the proposed system to previous results reported in the literature  for 

the three classification tasks addressed in the previous section, detailing the 

results using the different groups of signals. Signals collected by the RespiBAN 

device on the chest were grouped into inertial  signals (tri -axial accelerations) 

and physiological signals (ECG, EDA, EMG, temperature, and respiration). 

Similarly , signals collected by the Empatica E4 device on the wrist were 

grouped into inertial signals ( tri -axial accelerations) and physiological signals 

(BVP, EDA, and temperature). 

 

Table 29 contrasts our findings to those of Schmidt et al. [79] for the 2-class 

classification problem (stress vs. non-stress), considering different groups of 

signals. For all groups of signals, the proposed system outperformed the results 

from Schmidt et al.'s work . However, it is important to remember the learning 

capability of the CNN, which can integrate depend ences of the input signals 

from different devices, providing a significant improvement when all signals 

were combined through the deep learning architecture. This way, i t is possible 

to observe that physiological signals from the chest were the best group of 

signals, while the inertial signals from the wrist w ere the worst  in both studies. 
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Table 29. Accuracy (%) and F1-score (%) comparison with Schmidt et al. [79] 

classifying between stress and non-stress situations (30,000 training examples 

approximately) . 

Stress vs. Non-stress 

 Schmidt et al. [79] This work  

 Accuracy (%) F1-score (%) Accuracy (%) F1-score (%) 

Chest inertial signals (acc)  73.87 62.12 90.60 ± 0.18 90.50 ± 0.18 

Chest physiological signals  93.12 91.47 93.20 ± 0.16 92.70 ± 0.16 

Wrist inertial signals (acc)  71.69 61.70 88.70 ± 0.20 88.50 ± 0.20 

Wrist physiological signals  88.33 86.10 87.30 ± 0.21 87.00 ± 0.21 

All inertial signals (acc)  - - 91.50 ± 0.17 91.30 ± 0.17 

All physiological signals  92.51 90.93 95.01 ± 0.13 94.78 ± 0.13 

All chest signals  92.83 91.07 93.10 ± 0.16 93.01 ± 0.16 

All wrist signals 87.12 84.11 92.70 ± 0.16 92.55 ± 0.16 

All signals  92.28 90.74 96.62 ± 0.11 96.63 ± 0.11 

 

Table 30 summarizes the results for the 3-class classification task (baseline, 

stress, and amusement), compared to the same previous work [79] for all 

groups of signals. Results suggest that the proposed system also provided 

significantly better results in all cases. For this task, all physiological signals  

(together from chest and wrist) provided better results. In this case, combining 

all signals did not report any improvement since a ccelerations did not help to 

distinguish among baseline, stress, and amusement phases. 

Table 30: Accuracy (%) and F1-score (%) comparison with Schmidt et al. [79] 

classifying between baseline, stress, and amusement situations (30,000 training 

examples approximately).  

Baseline vs. Stress vs. Amusement 

 Schmidt et al. [79] This work  

 Accuracy (%) F1-score (%) Accuracy (%) F1-score (%) 

Chest inertial signals (acc)  56.56 44.28 68.32 ± 0.29 69.86 ± 0.29 

Chest physiological signals  80.34 72.51 81.87 ± 0.24 81.21 ± 0.24 

Wrist inertial signals (acc)  57.20 46.38 71.82 ± 0.28 71.23 ± 0.28 

Wrist physiological signals  76.17 66.33 75.10 ± 0.27 74.00 ± 0.27 

All inertial signals (acc)  - - 72.23 ± 0.28 72.90 ± 0.28 

All physiological signals  79.86 71.10 85.10 ± 0.22 85.05 ± 0.22 

All chest signals  76.50 72.49 77.11 ± 0.26 76.90 ± 0.26 

All wrist signals 75.21 64.12 74.90 ± 0.27 74.60 ± 0.27 

All signals  79.57 68.85 85.03 ± 0.22 85.01 ± 0.22 

 

Regarding the baseline vs. stress vs. amusement classification task, we 

observed that the system detected stress with high accuracy, but the confusion 
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was higher between amusement and baseline classes. This means that users 

kept similar physiological signals during these two phases but suffered more 

considerable alterations during the stress period.  As a qualitative example, 

Figure 61 shows the spectrogram of ECG and respiration signals for baseline, 

amusement, and stress moods from subjects of the dataset. This figure shows 

that stress mood provided a higher fund amental frequency and higher energy 

for the ECG signal compared to baseline and amusement phases, which share 

similar frequency spectra. This comparison could also be performed for the 

respiration signal, where the stress mood provided also higher energy 

compared to the other two phases. 

 

 

Figure 61. Spectrogram of ECG (a) and respiration (b) signals for baseline, 

amusement, and stress moods from a subject of the WESAD dataset. 

Table 31 summarizes the results for the 5-class classification task (baseline, 

stress, amusement, meditation, and recovery), compared to those reported by 

Chakraborty et al. [80] for all groups of signals. The proposed system provided 

better performance and, similarly to the previous classifica tion tasks, the 

physiological signals provided better results, reaching the same performance 

when all signals were combined. Chakraborty et al. [80] also used a deep 

learning structure, but they extracted handcrafted features to feed the CNN, 

while we used enhanced spectra as CNN inputs, allowing the CNN to learn 

detailed features from the spectra. In this classification task, we observed that 

the accuracy was very high for detecting the stress phase. However, the 

accuracy was small for amusement and recovery phases and there exists an 

important confusion between baseline, amusement, and recovery phases. 
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Table 31. Accuracy (%) and F1-score (%) comparison with Chakraborty et al. [80] 

classifying between baseline, stress, amusement, meditation, and recovery 

situations (44,000 training examples approximately). 

Baseline vs. Stress vs. Amusement vs. Meditation vs. Recovery 

 Chakraborty et al. [80] This work  

 Accuracy (%) F1-score (%) Accuracy (%) F1-score (%) 

Chest inertial signals (acc)  - - 54.91 ± 0.31 53.71 ± 0.31 

Chest physiological signals  - - 76.67 ± 0.26 75.23 ± 0.26 

Wrist inertial signals (acc)  - - 58.05 ± 0.31 57.12 ± 0.31 

Wrist physiological signals  - - 61.23 ± 0.30 62.34 ± 0.30 

All inertial signals (acc)  - - 59.78 ± 0.30 60.37 ± 0.30 

All physiological signals  - - 82.12 ± 0.24 81.64 ± 0.24 

All chest signals  - - 77.21 ± 0.26 77.67 ± 0.26 

All wrist signals  - - 70.02 ± 0.28 70.23 ± 0.28 

All signals  77.06 78.24 81.15 ± 0.24 81.70 ± 0.24 

 

All the previous results presented in this subsection were obtained using 

60-second window s with a 0.25-second shift to compare our proposal to 

previous works on this dataset. To broaden the scope of this research 

concerning stress, we analyzed the influence of the window size. Figure 62 

shows the evolution of the accuracy depending on the window size for the 

three classification tasks. In this case, all the signals from both devices were 

considered to detect stress. Considering that the maximum confidence interval 

of these experiments is lower than  0.30 %, we could notice that increasing the 

accuracy over 0.60 % would reach a significant improvement of performance. 

For example, in the case of analyzing stress vs. non-stress moods, we obtained a 

significant improvement when using 90-second windows (98.01 ± 0.09 %) 

compared to the 60-second windows baseline (96.62 ± 0.11 %). In addition, the 

performance decreased significantly when reducing to half the window size 

and saturated with windows longer than 90 s for the different classification 

tasks. 

 

 

 

 

 



141 

 

Figure 62. Accuracy evolution depending on the window length for the three 

classification tasks in affective moods detection. All signals were considered for 

classification. 

These results have been published in an article detailed in subsection 8.2. 
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6.3. Y-Balance Test 
 

The capacity to keep equilibrium while executing activities that require the 

center of mass to shift outside of the base of support is referred to as dynamic 

balance. The YBT is a dynamic balance control assessment that has been 

extensively utilized  in clinical practice and research [49]. This test has been 

employed, for example, to assess Èɯ×ÌÙÚÖÕɀÚɯÙÐÚÒɯÍÖÙɯÐÕÑÜÙàɯ[91] or return to sport 

readiness [92]. Athletes undergo rehabi litation after concussions and until they 

regain physical fitness, which can be measured using the YBT. This test 

evaluates the ability to balance on one leg while reaching in three directions 

(Anterior, Posteromedial, and Posterolateral). The Normalized Reach Distance 

(NRD) is computed by measuring the distance a person reaches in each of these 

three directions, normalized by  his/her leg length. During the reaching tasks, 

IMUs  are increasingly being utilized  to capture movement, offering  a new 

possibility  to estimate the NRD directly from the sensor data. This way, a 

system would score the YBT automatically . Although the NRD formula and 

setup are simple to assess, getting the NRD using the equipment needs that the 

participants visit a sports center  or physiotherapist  to complete the YBT. This 

base equipment is cumbersome to move. The use of a back inertial sensor to 

evaluate the YBT simplifies the process, allowing participants to track their 

progress without having to visit the sport center or seek the assistance of a 

physiotherapist. The inertial signals may be sent into a deep learning 

architecture, whose output  produces an estimate of the NRD that scores the 

performance of the YBT. 

 

6.3.1. Material and methods  

 

This section explains the YBT and collection protocol , and describes the 

dataset, the signal processing techniques, and the deep learning approach based 

on LSTMs used to model the YBT. 

 

6.3.1.1. Y-Balance Test and collection protocol  

 

The YBT is an instrumented version of the Star Excursion Balance Test, 

which is effective in determining dynamic postural control. The YBT is a clinical 

assessment that has typically been scored by calculating the NRD [49]. This 

distance serves as a measurement of balance control. 

 

The YBT involves  switching from an initial bilateral to unilateral stance and 

maintaining controlled balance while using one leg to achieve a maximum 

reach excursion with the non-stance limb in the three standardized directions  
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(Anterior, Posteromedial, and Posterolateral)  [50]. Figure 63 shows a person 

performing a YBT excursion, a diagram of the directions, and the location and 

orientation of the lumbar sensor . After performing the excursion, the person  

must return to the original  bilateral stance in a controlled manner. The trial is 

considered a failure if any of these events happen: the person removes his/her 

hands from the hips, contacts the ground, uses the block for support, raises the 

stance leg heel, or kicks the slider forward for extra distance . If a failure occurs, 

the person must repeat the excursion. 

 

 

Figure 63. A YBT excursion in operation, a diagram of the directions [92], and the 

lumbar inertial sensor orientation and location . 

6.3.1.2. Dataset 

 

The dataset contains YBT recordings from 407 subjects (aged 23.1 ± 6.6 

years; height 179.8 ± 42.1 cm; weight 89.3 ± 21.1 kg; left leg length 96.6 ± 7.6 cm; 

right length 96.9 ± 6.4 cm) from different cohorts: 107 Professional Rugby Union 

athletes, 32 Intercounty Gaelic Football Athletes, 104 Young Healthy Adults (18 

- 40 years), 18 Healthy Middle -aged adults (40 - 64 years), 97 NCAA Division 1 

American football, and 49 NCAA Division 1 Ice hockey. All participants were 

healthy subjects and they self-reported no musculoskeletal or neurological 

impairments at the time of testing. In this  sense, the dataset offers data from a 

wide variety of population s and some athletes from different sports. Data were 
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collected from healthy adults  and elite athletes in a standardized manner which 

has previously been detailed in the literature ( [89-91, 277]). 

 

Before the data were collected, the participants were briefed about the YBT, 

and they conducted several practice trials. Each session included  three YBT 

excursions in three different directions (Anterior, Posteromedial, and 

Posterolateral) and with the two legs in a randomized order. From each 

participant , 18 recordings were obtained per session: 3 YBT excursions x 3 

directions x 2 stance legs. However, some of the YBT samples were missing in 

the dataset: the total number of examples included in the dataset was 7,262 

(2,427 from anterior direction, 2,411 from posteromedial direction , and 2,424 

from posterolateral direction) , corresponding to 407 subjects. For each 

excursion, the YBT reach distance and sensor data were collected. Data were 

labeled by measuring the reach distance over the experimental platform. First, 

the researchers measured the leg length as the distance from the anterior-

superior iliac spine to the most distal aspect of the medial malleolus [278]. 

Second, once the subject reached the distance by moving the slider over the 

×ÓÈÛÍÖÙÔȮɯÛÏÌàɯÞÙÐÛÌɯËÖÞÕɯÛÏÌɯËÐÚÛÈÕÊÌɯÈÕËɯÕÖÙÔÈÓÐáÌËɯÐÛɯÜÚÐÕÎɯÛÏÌɯÚÜÉÑÌÊÛɀÚɯÓÌÎɯ

length (Equation (19)) 

 

This dataset is a very good benchmark for estimating the NRD because it 

includes a wide variability of subjects performing the YBT, with ages from 18 to 

64 years, including young and middle -aged volunteers and athletes from 

di fferent sports. This variability allows developing  a robust system that could 

generalize to movements from people that do different sports.  

 

ὔέὶάὥὰὭᾀὩὨ ὙὩὥὧὬ ὈὭίὸὥὲὧὩ
Ὑὥύ ὙὩὥὧὬ ὈὭίὸὥὲὧὩ ὧά

ὒὩὫ ὒὩὲὫὸὬ ὧά
ρzππ (19) 

 

For the experiments, we only used the Z-axis from the lumbar 

accelerometer, as indicated  by a prior  study [92] which found that this signal 

was the most useful one, and adding other signals did not get  any 

improvement.  We noticed that the Z-axis acceleration signal offered a greater 

standard deviation during the YBT (mean 5.07, std 2.85 g) compared to X (mean 

-0.09, std 1.64 g) and Y (mean 7.57, std 2.17 g) axes. A higher variability can give 

more information about the movements and the NRD . We confirmed  this with  

deep learning approaches by doing  preliminary experiments. As mentioned, 

this sensor was mounted at the level of the 4th lumbar vertebra, in line with the 

top of the iliac crests using a custom-made elastic belt. 

 

To observe the motion of YBT excursions, Figure 64 shows Z acceleration of 

YBT excursions from subject 100403 in the three directions (Anterior in red, 

Posteromedial in green, and Posterolateral in blue). In this figure, it is possible 
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to observe a general pattern of the YBT excursions: a gradual increase of 

acceleration and final braking. Moreover , the acceleration signal reaches higher 

values for directions Posteromedial and Posterolateral compared to direction 

Anterior.  

 

Figure 64. Z-axis lumbar acceleration signal of YBT excursions from subject ID 

100403. 

The lengths of these excursions ranged from 113 to 648 data points (2.2 s to 

12.7 s), with a mean of 324.83 data points (6.3 s) and a standard deviation of 

115.84 data points (2.3 s). The duration -based histograms of YBT excursions in 

the dataset are shown in Figure 65. YBT excursions in the Anterior direction 

generally endure a shorter time than excursions in the Posteromedial and 

Posterolateral directions, according to the specific histograms for each direction. 

These histograms also demonstrate that YBT excursions could last until 

approximately 12  s in all directions . 
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Figure 65. Histograms of YBT excursions depending on the duration for all 

directions (a), Anterior direction (b), Posteromedial direction (c), and 

Posterolateral direction (d). 

Figure 66 displays the histograms of the YBT excursions depending on the 

NRD. The duration -based histogram in  all directions reveals values between 40 

and 157, showing the presence of two Gaussians. The specific histograms for 

each direction show that YBT excursions have a different mean and standard 

deviation of the reach distance depending on the direction : 59.65 ± 6.73, 104.63 ± 

8.66, and 100.27 ± 9.10 for Anterior, Posteromedial, and Posterolateral 

respectively. 
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Figure 66. Histograms of YBT excursions depending on the NRD for all directions 

(a), Anterior direction (b), Posteromedial direction (c), and Posterolateral direction 

(d). 

6.3.1.3. Signal processing and deep learning approach es 

 

The general-purpose framework for  motion modeling  systems presented in 

Figure 1 can be adapted to this regression problem: the signal processing 

module computes the features and the deep learning architecture models 

estimate the NRD of each YBT example. 
 

The raw signals were normalized considering several possibilities. The Z-

axis lumbar acceleration signal was normalized by the mean along with all 

samples in each example (example), all samples of the excursions in a specific 

direction (direction), or all samples of all excursions from the same subject 

(subject), respectively. 

 

As stated in the dataset description section, the length of the time series 

varies for each YBT excursion, although the size of the deep learning 

architecture inputs remains constant. As a result, after the signal normalization , 

zero padding was employed at the beginning  of the signal to ensure that all 

YBT instances were of the same duration: 650 points, which correspond to 12.7 

s. We performed a zero padding at the beginning of the YBT excursion because 

the last layer of RNN architecture returns the hidden state output of last input 

time step. 
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We extracted features after zero padding . In this approach, we evaluated 

two options: using raw recordi ngs directly (leaving the process of automatically 

learning features to the deep learning architecture) and extracting handcrafted 

features from YBT sub-windows  (including FFT coefficients) . 

 

Since a sequence of 650 points is too long for being modeled by a recurrent 

layer, we performed preliminary experiments to find a compromise between 

performance and the number of inputs of points of each sequence. In this sense, 

to decrease the number of inputs to the deep learning network  in the raw data 

approach, we selected 100 representative points from the final  500 points of 

each YBT example after downsampling  (filtering and sample selection). Figure 

67 depicts the entire signal processing for the YBT excursions using an example 

of the Posterolateral direction from the subject with ID  100403. 
 

 

Figure 67. Complete signal processing for the YBT excursions. 

After the normalization and zero padding processes, each YBT example 

was subdivided into 2 -second sub-windows with a step of 0.5  s (overlap of 1.5 

s) for feature extraction. After that, we extracted handcrafted features for each 

sub-window and used the evolution of these features through the YBT 

excursions to learn a temporal model. We considered 22 sub-windows 

(including  186 features each) for all 12,7-second excursions. Figure 68 depicts 

the sub-windowing procedure for a YBT example, as well as the extraction of 

sub-windows  features. 
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Figure 68. YBT windowing and features computation of sub -windows.  

In the case of features extraction, we computed features for each sub-

window  by an easy-to-use time series feature extraction package [279]. 

Barandas et al. [279] described the computation of each feature. These features 

are divided into three categories as shown in Table 32: temporal domain, 2nd 

order statistics, and spectral domain. It is feasible to detect fast signal 

oscillations that are due to vibrations caused by exercise stress using Fourier 

analysis because these fluctuations raise the energy at high frequencies. Slow 

motions, which may relate t o the start and the end of the exercise, are linked  

with energy in low frequencies. As a result, we incorporated features from the 

FFT in the spectral domain subset (Table 32). 
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Table 32. Features from different domains  in YBT experiments. 

Temporal domain  2nd order statistics  Spectral domain  

- autocorrelation  

- centroid  

- mean absolute differences 

- mean differences 

- median absolute differences 

- median differences 

- distance 

- the sum of absolute 

differences 

- total energy 

- entropy  

- peak to peak distance 

- area under the curve 

- absolute energy 

- maximum peaks 

- minimum peaks  

- positive turning points  

- neighborhood peaks 

- negative turning points  

- slope 

- zero-crossing rate 

- histograms 

- interquartile range  

- mean absolute deviation 

- median absolute deviation  

- RMS 

- standard deviation  

- variance 

- ECDF percentile counts 

- kurtosis  

- skewness 

- maximum  

- minimum  

- mean 

- median 

- ECDF coefficients 

- ECDF percentiles 

- FFT mean coefficients 

- Wavelet absolute means 

- Wavelet standard deviations  

- Wavelet variances 

- spectral distance 

- fundamental frequency  

- maximum frequency  

- median frequency 

- spectral positive turning points  

- max power spectrum 

- spectral centroid 

- spectral decrease 

- spectral kurtosis 

- spectral skewness 

- spectral spread 

- spectral slope 

- spectral variation  

- spectral roll -off 

- spectral roll -on 

- human range energy 

- Mel-Frequency Cepstrum 

Coefficients 

- Linear Prediction Coefficients  

- power bandwidth  

- spectral entropy 

- Wavelet entropy  

- Wavelet energies 

 

 

The results of HAR experiments performed in section 4 suggest that 

gestures could be modeled by recurrent layers because they could learn the 

evolution of a sequence in short periods. Since the motion during a YBT could 

be considered as a gesture, these deep learning layers could generate a robust 

model based on the performed movement during the YBT excursions. This way, 

a simplification of a  deep learning architecture based on recurrent layers was 

used in this research. Particularly, the architecture was composed of a time 
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modeling subnet  with  recurrent layers and an additional fully connected layer 

for estimating the NRD. The output of the architecture was the estimated NRD 

for every YBT excursion. The Mean Squared Error (MSE) was used as the loss 

metric and the Adagrad as the optimizer, with parameter -specific learning rates 

that were adjusted based on how frequently a p arameter was updated during 

training  starting with a learning rate of 0.02. Two LSTM layers with 32 and 16 

neurons, respectively, and a final Dense layer with one neuron and a linear 

activation function , comprised the deep learning architecture. Dropout la yers 

(20 %) were included after recurrent layers to prevent overfitting during 

training. Figure 69 depicts the RNN structure, which  used a 2D input 

considering W sub-windows x M features as input dimensions. These 

dimensions were W excursion length x M=1 (Z acceleration values) when raw 

signals were used directly. Table 33 details the configuration of  different layers  

of the architecture. As in previous research, the hyperparameters were fine-

tuned using validation subset s: the number of LSTM layers and their number of 

neurons, the number of epochs (50), the batch size (100), the optimizer and its 

learning rate. 

 

  

Figure 69. RNN structure for YBT experiments. 
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Table 33. Configuration details and number of parameters for all layers of the deep 

learning structure for NRD estimation using features from 2 -second sub-windows 

as input. 

Layer Output 

shape 

#Param Activation 

function  

Other characteristics  

Input  (-, 22, 186) - - - 

LSTM (-, 22, 32) 28,032 - #Neurons = 32, 

return_sequences=True 

Dropout  (-, 22, 32) - - portion = 0.2 

LSTM (-, 16) 3,136 - #Neurons = 16, 

return_sequences=False 

Dropout  (-, 16) - - portion = 0.2 

Dense (-, 1) 17 Linear #Neurons = 1 

Output  (-, 1) - - - 

#Parameters: 31,185 

 

6.3.2. Results and discussion 

 

This subsection includes the results and analyses of the experiments 

performed to estimate the NRD in YBTs. To evaluate this regression problem, 

we used the MAPE as the evaluation metric  for each YBT excursion. Moreover, 

this section presents Pearson correlation coefficient measures between the real 

and the predicted NRD values. In these experiments, we performed a Subject-

Wise CV strategy to build a model that could generalize to unseen subjects 

since data from each participant  was not used at the same time for training, 

validation, or testing. The results shown in this section were average values 

achieved throughout the CV process (10 times in a round-robin strategy) . The 

validation subset was used for adjusting the main parameters of the deep 

learning system. In these experiments, the number of training examples per fold 

is approximately 5,000. 

 

In these experiments, we looked at how  the data normalization and input 

format of the YBT excursions affected the regression performance. Following 

that, we examined two methods to estimate the NRD: a unique system for all 

the directions and a specific system for each direction. In addition, there is a 

comparison to previous work and some analyses over excursions from 

challenging subjects. 
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6.3.2.1. Data normalization and input format  

 

This section displays the regression performance depending on the data 

normalization performed  to the inertial signals . Table 34 shows the testing 

MAPE performance when no input normalization was used or when different  

normalizations were performed  over the raw recordings: example, direction, or 

subject normalization. As shown, choosing the right  data normalization for 

estimating the NRD is critical because not all normalizations operate the same 

way for this problem. Performing input normalization with  data for each 

example or direction , for example, was counterproductive. On the other hand, 

normalizing the data of each subject individually enhanced  the performance of 

the NRD estimation  when the system tries to generalize to unseen subjects. 

When we performed a subject normalization of data, we achieved a significant 

improvement , therefore the rest of the experiments were done using a subject 

normalization.  

Table 34. Results of NRD regression task using different normalization of raw 

data. 

Input Normalization  Test MAPE (%) 

None 9.33 ± 0.25 

Example 17.21 ± 0.43 

Direction  12.12 ± 0.31 

Subject 8.78 ± 0.22 

 

As indicated  in the dataset description section, the Z-axis acceleration signal 

showed the highest standard deviation during the YBT, offering greater  

variability along the movements. We added X-axis and Y-axis accelerations to 

verify the contribution of the other axes, but the system performance worsened:  

a testing MAPE of 9.06 ± 0.26 %, compared to 8.78 ± 0.22 % when only the Z-axis 

acceleration was used. Accelerations on the X-axis and Y-axis did  not increase 

the system performance, so we removed them. 

 

Table 35 shows the testing MAPE performance based on the input format 

using a subject normalization: raw, or features. In the case of extracting features 

at sub-windows, we evaluated several sub-window lengths: 1, 2, and 3 s. The 

number of parameters of the architecture are included in the table for each 

experiment. The first conclusion is that using features as inputs to the RNN  

resulted in a decreased prediction error . In terms of sub-windows length, we 

observed that there was no significant difference among the performance of 

using features from 1, 2, or 3-second sub-windows so we selected 2-second sub-

windows  to follow a trade -off between performance and number of features per 
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example. The deep learning architecture could learn a better model of the YBT 

excursions to estimate the reach distance when it was fed by specific features 

instead of the raw data direct ly.  We observed that increasing modeling the 

evolution of features using sub-windows increased the number of parameters 

to be trained. From this point, the rest of the experiments were performed using 

this configuration:  features obtained from 2-second sub-windows . 

Table 35. Results of NRD regression task using different input format and subject 

normalization  (5,000 training examples approximately). 

Input format  Test MAPE (%) #Parameters 

Raw 8.78 ± 0.22 7,505 

Features from 1-second sub-windows  8.00 ± 0.20 27,857 

Features from 2-second sub-windows  7.88 ± 0.20 31,185 

Features from 3-second sub-windows  8.08 ± 0.20 34,385 

 

As the time series feature extraction package obtained features of three 

different categories (temporal domain, 2 nd order statistics, and spectral domain), 

we feed the system with the features of the different categories individually. We 

observed that the temporal features were the most informative (7.87 ± 0.19 %), 

with performance comparable to th at of using the whole set of features (7.88 ± 

0.20 %). 

 

As an example of error evolution during  the training process of one of the 

validation folds inside the 10 -fold Subject-Wise CV process, Figure 70 shows the 

training and validation MAPE dependi ng on the number of iterations. This 

figure shows how the training error is continuously decreasing when increasing 

the number of epochs while the validation error oscillated until becoming a 

stable value around 50 epochs. 
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Figure 70. Train and validation MAPE evolution depending on the 

number of epochs for a YBT experiment. 

 

6.3.2.2. Unique system for all the directions vs. specific system for each 

direction  

 

In the next experiments, we will show the evaluation of  two procedures to 

face the NRD estimation problem: a unique system for all the directions or 

specific systems for each direction. The unique system approach consists in a 

single system, which  was trained with all the YBT examples, and could 

indirectly detect the direction of the excursion and estimate the reach distance 

for each YBT excursion. The variability of the NRD values was high  in this 

situation . In the case of using specific systems for each direction, the variability 

of the output was lower. These systems solved more specific tasks because they 

were focused on estimating the reach distance using the examples of a single 

direction.  

 

The testing MAPE findings  per fold and the average results for both 

methods are shown in Figure 71. These results show that specific systems for 

each direction may outperform  a unique system for all directions , with a 

significant difference in average outcomes (7.88 ± 0.20 % for the unique system 

and 7.33 ± 0.26 % for the specific systems). When employing  a unique system, 

the system was trained with examples with  varied  acceleration ranges and NRD 

values. However, the variability of NRD values was smaller inside each 

direction , which could hinder the estimation of the specific value of NRD 

within each  direction.  
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Figure 71. Results from a unique system and specific systems for the NRD 

estimation task. 

Table 36 shows the MAPE during testing  for each direction depending on 

the approach. We observed that the error performance of each direction could 

be reduced, showing a significant improvement  in the Anterior direction . 

Table 36. Results for both strategies in the NRD estimation task : unique system 

and specific systems for each direction. 

Test MAPE (%) per direction  

Direction  
System 

Unique  Specific  

Anterior  10.27 ± 0.46 8.69 ± 0.29 

Posteromedial 6.31 ± 0.22 6.28 ± 0.21 

Posterolateral 7.04 ± 0.26 7.02 ± 0.25 

 

An additional experiment was conducted t o compare the approach 

proposed in this thesis to a prior study  [92] already described in the related 

work section . This previous study  estimated the NRD using a K-NN algorithm 

and DTW method over a subset of the dataset previously used, including  only  

29 young healthy adults [93]. The authors used the similarity between signals 

obtained by the DTW method to feed the K -NN algorithm. The deep learning 

system was evaluated using the same experimental setup: 21 participants were 

used to train and validate the model, and 8 subjects were used to test it. The 

proposed techniques achieved a test MAPE of 7.59 ± 1.51 % and 7.27 ± 1.75 % 

using a unique system for all directions and a specific system for each direction, 
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respectively, compared to a test MAPE of 8.02 % obtained by the previous 

work . The findings imply that using deep learning to decrease the regression 

error  might be helpful.  There was no significant difference between the results 

in this experiment  because the number of testing samples was only 143 YBT 

excursions. Previous work measured the DTW between sequences for 

estimating the NRD. However, the LSTM layers could achieve competitive time 

models based on the evolution of these sequences. 

 

6.3.2.3. Results analysis  

 

Analyzing  the MAPE and the correlation between the real and the 

predicted NRD for each subject, we could focus on the most challenging 

subjects and explore the reasons for their poor performance. Figure 72 depicts a 

histogram of correlation per subject, showing that many of the subjects had a 

strong correlation. The mean of this distribution is 0.956 and the standard 

deviation is 0.068. Although most of the participants  (369 of them) correlated 

greater than 0.9, few isolated subjects (9 of them) correlated less than 0.8.  

  

Figure 72. Histogram of correlation per subject using a unique system for NRD 

estimation task. 

Figure 73 shows YBT excursions from subjects with the lowest correlation 

in the first row  and subjects with the highest correlation in the second row. It is 

easy to see that top excursions do not follow the common pattern observed in 

Figure 64: they showed imbalances, a sharp increase of acceleration, or a 

movement pattern that was in the opposite way . Some individuals were able to 

achieve the distance after many tries while moving around the measuring 

platform, which might cause imbalances or a sharp increase of acceleration. 

Moreover , a rotated sensor could generate the opposite pattern of movement 

during  data collection. In contrast, the YBT instances from the participants with 

the highest correlation showed a suitable YBT movement pattern for the three 
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directions, as shown when the dataset was introduced . This fact demonstrates 

how critical it is to properly supervise the YBT data collection protocol because 

excursions with anomalous movement patterns might disturb  the model 

generation and impact  the prediction of t he NRD of those cases. 

 

Figure 73. YBT excursions from subjects with the lowest correlation (first row ) and 

subjects with the highest correlation (second row). 

Some examples of the real and predicted NRD from subjects with high 

MAPE and low MAPE  are shown in Figure 74. It is worth noting that  the NRD 

prediction does not match the ground truth  for people with abnormal motio ns 

(Figure 73). For example, the regression task failed in subjects with IDs 700009 

and 14200105 (first row  of Figure 74). However, other subjects (IDs 101070 and 

14200108) have a very precise estimation, as seen in the second row of Figure 

74. 
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Figure 74. Real and predicted NRD of YBT from subjects with high MAPE (first 

row) and subjects with low MAPE (second row). 

These results have been published in an article detailed in subsection 8.2. 

  
























































































































