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Resumen

Vivimos en una era digital: el mundo está interconectado, es cambiante y profundamente
complejo. Cada día, miles de dispositivos electrónicos alrededor del planeta forman redes de
intercambio de información que generan cantidades masivas de datos de manera incesante. Este
momento histórico presenta tanto desafíos como oportunidades, especialmente en el diseño de
sistemas autónomos capaces de operar sin supervisión humana, un objetivo crucial en múltiples
ámbitos tecnológicos como la robótica, los vehículos autónomos y la gestión inteligente de recursos.
Desarrollar e implementar estos sistemas requiere soluciones que garanticen tanto su eficiencia
como su seguridad, especialmente en entornos dinámicos y en constante transformación. Para
abordar estos retos, el modelado matemático de sistemas dinámicos se ha consolidado como una
herramienta fundamental, representando el mundo como un conjunto de estados interconectados,
donde las transiciones son determinadas por leyes físicas y las acciones realizadas.

Entre las propuestas teóricas desarrolladas por la comunidad académica, la teoría de control
ha sido tradicionalmente una herramienta clave para abordar problemas en sistemas dinámicos.
Sin embargo, este enfoque asume que las leyes del mundo físico pueden modelarse con precisión
matemática, lo que limita su aplicabilidad en escenarios donde los fenómenos son inciertos o
demasiado complejos de representar. En este contexto, el aprendizaje por refuerzo, o reinforcement
learning (RL), ha emergido como una alternativa revolucionaria. Este paradigma, que comparte
similitudes conceptuales con la teoría de control, prescinde de modelos matemáticos explícitos y,
en su lugar, aprende estrategias óptimas, o políticas, a través de la interacción directa con el
entorno. Mediante un proceso iterativo de prueba y error, el RL busca maximizar una métrica
numérica observable, conocida como recompensa, lo que le permite adaptarse a entornos inciertos
y dinámicos.

Los métodos para resolver problemas de RL se dividen en dos grandes familias. La primera se
centra en estimar las recompensas acumuladas al tomar una acción desde un estado dado, conocidas
como funciones de valor o value functions (VF). Si se obtienen las VF óptimas, es posible inferir
la política óptima seleccionando las acciones que maximicen dichas funciones en cada estado. La
segunda familia de métodos adopta un enfoque diferente al aprender directamente una política,
sin necesidad de calcular previamente las VF. En términos simples, una política puede modelarse
como una función que toma un estado como entrada y devuelve una acción como salida. Estos
métodos, generalmente paramétricos, buscan generar acciones (cuasi-)óptimas de manera eficiente,
sin depender explícitamente de las funciones de valor. Ambas metodologías no solo representan
avances teóricos, sino que también habilitan el diseño de sistemas autónomos capaces de enfrentar
la complejidad y el dinamismo del mundo real.

No obstante, el RL enfrenta importantes desafíos. A pesar de su gran potencial, este enfoque
suele requerir cantidades significativas de recursos computacionales y datos. En este contexto,
la presente tesis examina los principales retos asociados al RL y propone el empleo de modelos
parsimoniosos como una estrategia para mitigar dichas dificultades. En particular, se analiza el RL
desde la perspectiva de los modelos de bajo rango. Estos modelos aprovechan el hecho de que nu-
merosos sistemas físicos pueden representarse en espacios de baja dimensionalidad, con el objetivo
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de diseñar algoritmos más eficientes. Asimismo, se evalúa cómo estos métodos pueden integrar
principios de control y optimización basados en datos, explorando sus aplicaciones potenciales y las
limitaciones que presentan. Este resumen presenta los principales hallazgos y contribuciones de la
tesis, y está organizado de la siguiente manera. Primero se proporciona un resumen del estado del
arte en problemas de RL. A continuación, se detalla de manera precisa los desafíos que enfrenta
el RL, así como los objetivos que esta tesis ha abordado para resolver dichos problemas. Después,
se describen los principios metodológicos que han guiado el desarrollo de este trabajo así como los
principales resultados generados, tanto en términos de conocimiento como de entregables especí-
ficos, tales como publicaciones y código abierto. Finalmente, se concluye con una visión general
de la tesis, sus implicaciones y posibles líneas de investigación futura.

Antecedentes

El aprendizaje de VF en el contexto del RL tiene sus raíces en la programación dinámica, o
dynamic programming (DP). Este enfoque clásico busca resolver las ecuaciones de Bellman, las
cuales establecen relaciones recursivas entre las VF en MDPs de horizonte infinito. Cuando las
VF son conocidas, es posible calcular políticas óptimas seleccionando las acciones que maximizan
dichas funciones en cada estado. A pesar de su sólida base teórica, la programación dinámica
enfrenta dos desafíos importantes. El primero es el llamado "maldición de la dimensionalidad".
Los grados de libertad de una VF están determinados por el producto de la cardinalidad del
espacio de estados y el espacio de acciones. En problemas donde estos espacios son continuos o
presentan múltiples dimensiones, el número de grados de libertad crece exponencialmente, haciendo
inviable su solución directa. El segundo desafío radica en que las ecuaciones de Bellman requieren
un conocimiento exacto del sistema dinámico subyacente, algo que no siempre es realista en
problemas prácticos. Es en este contexto donde el RL ofrece una solución alternativa mediante
métodos estocásticos que permiten aprender a partir de trayectorias muestreadas de un MDP.
Además, el RL introduce estimadores de VF, los cuales son funciones paramétricas diseñadas para
reducir la carga computacional y abordar la alta dimensionalidad del problema. Estos estimadores
se basan en la premisa de que estados similares tienden a tener VF similares, facilitando así la
tarea de estimación. Ejemplos clásicos de estos estimadores incluyen métodos lineales y redes
neuronales, que permiten aproximar funciones complejas de manera eficiente. En la práctica, se
utilizan muestras de transiciones del MDP para formular problemas de optimización, donde las
funciones objetivo se derivan de las ecuaciones de Bellman. A pesar de las ventajas, este enfoque
no está exento de desafíos. Uno de los problemas principales es identificar parametrizaciones
adecuadas para estimar las VF en sistemas dinámicos genéricos. Una parametrización ineficiente
puede requerir demasiados parámetros, consumir recursos computacionales excesivos y demandar
un gran número de muestras para lograr estimaciones precisas.

Por otro lado, los resultados clásicos de RL se centran en MDPs de horizonte infinito. Sin
embargo, muchos de los desafíos mencionados se agravan en otros tipos de MDPs. Por ejemplo,
en MDPs de horizonte finito, las políticas y las VF dependen del instante temporal, ya que el
horizonte limitado rompe la estacionariedad característica de los problemas de horizonte infinito.
Esto implica que cada instante temporal requiere una VF y una política específicas, incrementando
significativamente tanto el número de parámetros necesarios como la complejidad computacional.
De manera similar, los MDPs multi-tarea presentan retos adicionales. En este caso, cada tarea se
modela como un MDP distinto, pero las tareas suelen compartir similitudes en las dinámicas, las
recompensas o las estructuras de las políticas óptimas. Si bien sería posible aprender VF y políticas
por separado para cada tarea, esto resulta ineficiente en términos computacionales y muestrales,
especialmente cuando el número de tareas es grande. Este escenario subraya la necesidad de
diseñar parametrizaciones inteligentes que aprovechen las similitudes entre tareas para reducir el
costo computacional y la cantidad de datos necesarios. En ambos casos, horizonte finito y multi-
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tarea, surge el desafío de equilibrar la flexibilidad y la capacidad de las representaciones. Por un
lado, las políticas y las VF deben ser lo suficientemente expresivas para capturar las variaciones
temporales o entre tareas. Por otro lado, estas representaciones deben ser compactas para evitar
problemas de sobreparametrización y garantizar la escalabilidad del método.

De manera alternativa, es posible aprender directamente políticas óptimas que maximicen las
recompensas acumuladas esperadas a largo plazo. Este enfoque tiene la ventaja de evitar la necesi-
dad de estimar VF explícitamente. Sin embargo, dado que las políticas son funciones, a menudo
no lineales y de alta dimensión, su aprendizaje presenta retos significativos tanto en diseño como
en optimización. En este caso, se suelen postular políticas paramétricas, y el desafío consiste
en definir modelos que capturen adecuadamente la dinámica del sistema mientras se mantienen
representaciones compactas para evitar la sobreparametrización. Modelos simples, como políticas
lineales, pueden ser insuficientes para problemas complejos, mientras que modelos más expresivos,
como redes neuronales profundas, suelen requerir grandes cantidades de datos y recursos computa-
cionales para su entrenamiento. El aprendizaje de políticas parametrizadas se basa en optimizar
los parámetros para maximizar una función objetivo, típicamente la recompensa acumulada esper-
ada. El teorema del gradiente de la política, o policy gradient (PG), proporciona una base teórica
sólida para realizar esta optimización mediante métodos de primer orden. Este teorema asegura
que el gradiente puede estimarse utilizando muestras de trayectorias del sistema, lo que permite
actualizar los parámetros gradualmente hacia una política que mejore el desempeño. Sin embargo,
este enfoque enfrenta varios retos prácticos. Por un lado, las estimaciones del gradiente a partir
de muestras suelen ser ruidosas, dificultando la convergencia y requiriendo técnicas de reducción
de varianza. Por otro lado, elegir una parametrización adecuada para las políticas es crucial para
reducir la complejidad muestral, especialmente en escenarios con recursos limitados.

Como se observa, uno de los principales desafíos en diversos ámbitos del RL es la selección de
arquitecturas adecuadas para estimar los diferentes elementos de sistemas dinámicos modelados
mediante MDPs. En problemas donde el dominio de los datos es conocido y existen metodologías
probadas, la elección de la arquitectura suele ser directa. Por ejemplo, se emplean redes convolu-
cionales para imágenes debido a su eficacia en el procesamiento de datos visuales. Sin embargo,
en el caso de sistemas de control genéricos, no existen arquitecturas predefinidas ampliamente
aceptadas. Esto presenta un reto que es crucial para desarrollar métodos capaces de aprender de
manera eficiente, minimizando los recursos computacionales y la cantidad de datos necesarios. En
esta tesis, se aborda esta problemática aprovechando una observación clave: los sistemas físicos a
menudo pueden representarse en espacios de baja dimensionalidad, lo que abre la puerta al diseño
de arquitecturas más compactas y específicas para este tipo de entornos.

Objetivos

Esta tesis propone el uso de herramientas de descomposición tensorial de bajo rango para la
estimación eficiente de VF y políticas asociadas a problemas de RL. Basándose en el corpus de
resultados existentes en el ámbito de la descomposición tensorial de bajo rango, se plantea formular
problemas de estimación multilineal que permitan resolver de manera eficiente los problemas de
optimización asociados a la resolución de un MDP, mediante el empleo de algoritmos estocásticos
de primer orden. En este contexto, se abordan los siguientes dos problemas específicos:

• Problema 1 (P1). Estimación de funciones de valor mediante aproximadores efi-
cientes. Un desafío fundamental en los métodos basados en VF radica en la ausencia de
modelos que exploten eficazmente las propiedades inherentes de los sistemas dinámicos. Esta
carencia suele derivar en soluciones con un número excesivo de parámetros, lo que incrementa
innecesariamente las demandas computacionales. Este problema se ve agravado en espacios
de alta dimensionalidad, donde la cantidad de muestras necesarias para aproximar las VF
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aumenta de forma significativa. Además, en MDPs complejos, los métodos existentes fre-
cuentemente enfrentan dificultades para ofrecer estimaciones tanto eficientes como precisas.
Superar estos retos requiere desarrollar modelos más adecuados que reduzcan los requisitos
computacionales, gestionen de manera efectiva la complejidad de los MDPs y mejoren la
calidad de las estimaciones.

• Problema 2 (P2). Estimación de políticas paramétricas mediante modelos eficientes.
Los métodos basados en políticas enfrentan desafíos similares debido a la falta de modelos
que aprovechen plenamente las propiedades de los sistemas dinámicos. Esto suele conducir a
representaciones con un número innecesario de parámetros, lo que incrementa la complejidad
y las demandas computacionales. Adicionalmente, a medida que crece la dimensión del MDP,
también aumenta la cantidad de muestras necesarias para estimar con precisión los PG. Por
lo tanto, es crucial desarrollar modelos más eficientes que reduzcan la complejidad tanto
en términos de parámetros como de muestras, al tiempo que mantengan la capacidad de
estimar políticas paramétricas de manera efectiva y precisa.

Por lo tanto, el objetivo principal de esta tesis es abordar los desafíos descritos anteriormente
mediante el desarrollo y la aplicación de herramientas basadas en descomposiciones de bajo rango.
A continuación se describen en detalle los objetivos planteados, junto con los métodos propuestos
para resolver los problemas identificados de manera eficiente y escalable.

• Objetivo 1 (O1). Estimación de funciones de valor mediante métodos de bajo rango.
El primer objetivo aborda (P1), centrándose en la estimación de VFs mediante métodos com-
putacionalmente eficientes y con baja complejidad muestral. Proponemos una representación
de las VFs basada en estructuras de bajo rango, aprovechando que muchos sistemas físicos
pueden describirse en espacios de baja dimensionalidad. Las contribuciones clave incluyen:
1) la formulación de un modelo que representa las VFs como estructuras de bajo rango, 2)
el diseño de un problema de optimización para aprender estas representaciones directamente
a partir de muestras de transiciones del MDP y 3) el desarrollo de algoritmos eficientes
para resolver este problema de optimización con garantías teóricas de convergencia a puntos
estacionarios. Este enfoque es particularmente beneficioso para espacios de estado-acción
de alta dimensionalidad, ya que reduce el número de parámetros necesarios y permite una
estimación más eficiente con menos muestras.

• Objetivo 2 (O2). Estimación de funciones de valor en MDPs alternativos mediante
métodos de bajo rango. El segundo objetivo amplía (P1) a MDPs no estándar, como
los de horizonte finito y los multi-tarea, donde las VFs varían a lo largo del tiempo o en-
tre tareas relacionadas. Proponemos un marco de bajo rango para capturar dependencias
temporales o similitudes entre tareas, formulando problemas de optimización conjunta para
una estimación eficiente de las VFs. Las contribuciones clave incluyen: 1) el desarrollo de
modelos paramétricos de bajo rango basados en estructuras tensoriales que modelan conjun-
tamente las VFs para diferentes instantes temporales o tareas, 2) el diseño de problemas de
optimización adaptados a estas estructuras y 3) el desarrollo de algoritmos eficientes para
resolver estos problemas de optimización con garantías teóricas de convergencia a puntos
estacionarios. Este objetivo busca ampliar la aplicabilidad del RL a escenarios más complejos
y realistas, mejorando la generalización y la eficiencia computacional.

• Objetivo 3 (O3). Estimación de políticas paramétricas mediante métodos de bajo
rango. El tercer objetivo se centra en (P2), con el objetivo de aprender políticas paramétricas
óptimas utilizando representaciones compactas que reduzcan la complejidad muestral. Para
ello, proponemos utilizar un modelo de políticas paramétricas de bajo rango que captura la
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estructura subyacente de las políticas en dominios complejos con un número reducido de
parámetros. De forma específica, formulamos un problema de optimización para ajustar los
parámetros de la política directamente a partir de muestras del MDP. Las contribuciones
incluyen: 1) la introducción de políticas multi-lineales basadas en representaciones tensoriales
para evitar la sobreparametrización, 2) el desarrollo de algoritmos basados en gradientes que
optimizan los parámetros de las políticas teniendo en cuenta la estructura de bajo rango
del problema y 3) desarrollamos garantías teóricas sobre la estabilidad y el rendimiento del
método. Este enfoque mejora significativamente la escalabilidad y eficacia en problemas de
control con recursos computacionales y datos limitados.

Los tres objetivos planteados abordan la estimación de VFs y políticas óptimas en escenarios
complejos del RL, utilizando herramientas de bajo rango para mejorar la eficiencia y escalabilidad.
Los primeros dos objetivos, (O1) y (O2), se centran en la estimación de VFs: (O1) desarrolla un
método general para representarlas como estructuras de bajo rango, superando las limitaciones de
los métodos tradicionales ante la alta dimensionalidad y escasez de muestras, mientras que (O2)
extiende estas herramientas a problemas de horizonte finito y multi-tarea, capturando de manera
compacta sus dependencias temporales o entre tareas. Por su parte, el tercer objetivo, (O3), se
enfoca en la estimación de políticas óptimas parametrizadas, diseñando representaciones eficientes
que eviten la sobreparametrización y reduzcan la complejidad muestral mediante algoritmos itera-
tivos adaptados a problemas de alta dimensionalidad.

Metodología

En esta tesis, se ha adoptado un enfoque metódico y sistemático orientado al desarrollo de
soluciones óptimas para los problemas planteados. Para cada problema específico, se han adap-
tado herramientas de bajo rango a las particularidades del contexto estudiado, empleando estas
representaciones para formular modelos matemáticos rigurosos. Estas formulaciones se han tra-
ducido en problemas de optimización que, debido a la complejidad de las tareas abordadas y la
naturaleza de la descomposición tensorial de bajo rango, suelen ser no convexos. Para gestionar
esta complejidad, se han desarrollado métodos de primer orden y diseñado algoritmos iterativos
que permiten alcanzar soluciones (sub)óptimas de manera eficiente. En los casos pertinentes, se ha
demostrado matemáticamente la convergencia de los algoritmos propuestos a puntos estacionarios.
Una vez desarrollados los algoritmos, se ha llevado a cabo una evaluación numérica exhaustiva con
el objetivo de analizar su rendimiento en comparación con alternativas disponibles. Esta evaluación
abarca tanto problemas estándar de control como problemas relacionados con sistemas dinámicos
reales, lo que permite explorar su aplicabilidad en escenarios prácticos. Además, con el fin de pro-
mover la reproducibilidad y facilitar la difusión de los resultados obtenidos, el código desarrollado
ha sido publicado en GitHub.

Resultados

Desde un punto de vista científico-tecnológico y en consonancia con lo expuesto en la sección
de metodología, la presente tesis ha llevado al diseño de 13 algoritmos de bajo rango para la
resolución de problemas de RL. De estos, 7 están orientados a la estimación de VF y 6 se enfocan
en la estimación de políticas paramétricas. Asimismo, esta tesis proporciona garantías teóricas de
convergencia para 7 de los algoritmos propuestos. Además, todos los algoritmos han sido evaluados
empíricamente en más de 20 problemas de control clásicos. Asimismo, se ha analizado su aplicación
en 5 problemas de control realistas, varios de ellos relacionados con las comunicaciones inalámbricas
y la recarga de baterías. En esta línea, la tesis ha dado lugar al desarrollo de 8 repositorios de código
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abierto alojados en GitHub, donde se documentan los experimentos realizados para la validación
de los algoritmos propuestos.

Por otro lado, desde el punto de vista de publicaciones y difusión de la investigación el trabajo
realizado, esta tesis ha dado lugar a la escritura de tres artículos en revistas indexadas en JCR
(uno ya publicado y dos en proceso de revisión), así como a cinco contribuciones presentadas en
conferencias internacionales. Estas publicaciones están organizadas en torno a los tres objetivos
principales de la tesis, previamente mencionados.

Las publicaciones asociadas al objetivo (O1) incluyen [1, 2]. Trabajos previos, como [3, 4],
han explorado el uso de representaciones tensoriales de bajo rango en problemas con funciones de
recompensa cuadráticas, asumiendo que el MDP es completamente conocido. Por su parte, [5, 6]
introducen técnicas para imponer bajo rango, aunque de manera implícita, lo que no necesariamente
reduce el número de parámetros. Por contra, las contribuciones de esta tesis formulan el problema
de manera más general, permitiendo su aplicación a cualquier tipo de problema y función de
recompensa. Específicamente, se propone representar las VF como una matriz o un tensor que
sigue un modelo explícito de bajo rango. Posteriormente, se adaptan los métodos clásicos de RL
para estimar estas VF a partir de recompensas generadas de forma estocástica mediante muestras
obtenidas del MDP.

En cuanto al objetivo (O2), las publicaciones relevantes incluyen [7–9]. Estudios anteriores,
como [10, 11], proponen aprender conjuntamente las VF de todos los instantes temporales de un
MDP de horizonte finito mediante redes neuronales, mientras que [12,13] modelan VF para difer-
entes tareas de manera simultánea. Nuestro enfoque amplía estas ideas al modelar conjuntamente
las VF de distintos instantes temporales y tareas, aprovechando explícitamente las similitudes entre
ellas mediante técnicas de bajo rango. En particular, se representa la VF como un tensor con-
junto, en el cual el tiempo o las tareas se modelan como dimensiones adicionales. Al imponer de
manera explícita restricciones de bajo rango, este enfoque mejora significativamente la eficiencia
en términos de parámetros y datos necesarios.

Finalmente, las publicaciones relacionadas con el objetivo (O3) comprenden [14–16]. Aunque
enfoques exitosos como [17,18] han demostrado su eficacia utilizando redes neuronales, estos suelen
requerir un gran número de parámetros. En cambio, el trabajo desarrollado en esta tesis representa
los parámetros de las políticas como un tensor al que se le imponen restricciones explícitas de bajo
rango. Este modelo se interpreta como una representación multilineal, en la que se aprenden tanto
las características como los coeficientes en una regresión lineal. Dicho enfoque da lugar a modelos
más compactos y eficientes, ofreciendo ventajas significativas en la estimación de políticas óptimas
en escenarios complejos.

En conjunto, las contribuciones de esta tesis representan avances importantes en la aplicación
de herramientas de bajo rango para mejorar la eficiencia y escalabilidad en el RL. Estas aporta-
ciones abordan de manera robusta y generalizable escenarios complejos, estableciendo un marco
metodológico sólido que puede ser aplicado en diversas áreas.

Conclusiones

Esta tesis presenta métodos eficientes de bajo rango para abordar problemas de RL. Estos
métodos buscan mitigar los elevados requerimientos computacionales que suelen caracterizar a
este tipo de problemas. De forma más específica, los métodos desarrollados se fundamentan en
los siguientes principios: (i) el uso de representaciones de bajo rango para VF y políticas, y (ii) su
adaptación a escenarios alternativos de MDPs, como horizonte finito y entornos multi-tarea. Los
objetivos principales se agrupan en dos categorías: (O1) y (O2), relacionadas con la estimación
eficiente de VFs, y (O3), enfocado en la estimación eficiente de políticas. Para explicar de forma
ordenada cómo se han abordado estos desafíos y cuáles han sido los resultados principales, esta
tesis se organiza en cuatro capítulos principales. El capítulo 3 introduce un enfoque general para
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estimar VF mediante representaciones de bajo rango, permitiendo capturar de manera eficiente
su estructura en problemas de alta dimensionalidad. Este método supera las limitaciones de en-
foques tradicionales al plantear problemas de optimización basados en recompensas estocásticas,
logrando mejoras significativas en términos de eficiencia computacional y muestral. El capítulo 4
extiende esta metodología a problemas multi-tarea, modelando las VF como un tensor que cap-
tura similitudes entre tareas relacionadas. Esto permite reducir significativamente el número de
parámetros necesarios y mejorar la eficiencia muestral mediante técnicas de bajo rango y algorit-
mos de optimización adaptados a escenarios complejos. En el capítulo 5, se exploran problemas de
horizonte finito mediante tensores con una dimensión temporal que captura variaciones entre difer-
entes instantes temporales. Este enfoque aprovecha similitudes temporales y emplea algoritmos
iterativos diseñados para garantizar soluciones eficientes. Por último, el capítulo 6 se centra en
políticas óptimas parametrizadas, representándolas como tensores con restricciones de bajo rango.
Este enfoque interpreta las políticas como modelos multilineales que combinan características y
coeficientes, ofreciendo una representación más compacta y escalable frente a las redes neuronales
convencionales. La eficacia de estos métodos ha sido validada extensivamente mediante experi-
mentos, que demuestran la relevancia de las representaciones de bajo rango para mejorar tanto la
eficiencia como la calidad de las soluciones en problemas prácticos. Además, los análisis teóricos
realizados garantizan la convergencia de los algoritmos propuestos a puntos estacionarios en los
problemas de optimización planteados. Estos resultados no solo subrayan la adaptabilidad de los
métodos a escenarios del mundo real, sino que también establecen un marco robusto para futuras
investigaciones en el campo del RL.
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Abstract

The increasing complexity of modern decision-making systems has propelled reinforcement
learning (RL) into the spotlight, offering a framework for adaptive control and optimization in
high-dimensional environments. Despite its successes, RL faces significant challenges, including
the curse of dimensionality and high sample complexity, which hinder scalability and efficiency.
Traditional non-parametric methods often fall short in addressing these challenges, necessitating
novel approaches that balance expressiveness and computational feasibility. This dissertation in-
troduces low-rank matrix and tensor-based methodologies as a unifying framework to address core
challenges in RL, particulaRLy for value function (VF) approximation and policy learning. By lever-
aging low-rank structures, we achieve scalable representations that reduce computational demands
while maintaining theoretical rigor and practical applicability. The contributions of this thesis are
organized as follows.

In the first part, we tackle VF approximation in unconstrained Markov Decision Processes
(MDPs), a cornerstone of RL, by developing stochastic low-rank algorithms for matrix and ten-
sor representations. Classical non-parametric VF estimation suffers from exponential growth in
complexity with increasing state and action dimensions. To overcome this, we propose a shift
from the traditional matrix-based representation of VFs to tensors, which better accommodate
the multi-dimensional nature of state and action spaces. To promote parsimony, we enforce low
rank on the matrix and tensor representation of VFs. Then, the VF matrix or tensor is estimated
using block-coordinate methods from online samples of the MDP. By replacing traditional VF
matrix representations with tensors, we capture higher-order interactions among state-action pairs.
Theoretical analysis and numerical results demonstrate the efficacy of the proposed methods in
standardized RL environments and in a more realistic wireless communication network problem.

In the second part, and following the same philosophy, we address the problem of learning
multiple MDPs, or tasks, concurrently. To that end, we exploit task similarities by modeling
the VFs of the multiple tasks jointly as a low-rank tensor. Recognizing that related tasks often
share structural patterns, we impose the low-rank condition to simultaneously infer task similarities
and estimate the VFs. This enables efficient learning from limited data while circumventing the
need to explicitly predefine task relationships. Our methods are evaluated in two environments, a
collection of inverted pendulums, and a collection of wireless communication networks, showcasing
their robustness and scalability.

The third part extends these ideas to finite-horizon MDPs, where the non-stationarity of the
policies exacerbates the challenges of high-dimensional VFs. We model the VFs as low-rank
tensors, with time being an extra dimension of the tensor. Next, we develop an optimization-
based framework for solving the finite-horizon Bellman equations. This framework includes block-
coordinate methods which offer convergence guarantees. Furthermore, when the dynamics are
unknown, the proposed framework is extended to stochastic setups where learning takes place from
sampled trajectories. Numerical experiments validate the computational and sample efficiency of
our approach in two resource allocation scenarios: the wireless communication network and a
battery charging problem.
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Lastly, we investigate the use of low-rank tensors as multi-linear mappings for policy gradi-
ent (PG) methods. While neural networks dominate policy learning, they often face challenges
related to convergence and redundancy in state-action representations. We propose tensor-based
low-rank policies, where the policy parameters are structured as tensors and optimized using tensor-
completion techniques. This approach enforces multi-linear mappings, reducing computational and
sample complexities without compromising performance. Theoretical guarantees and numerical ex-
periments underscore the advantages of low-rank tensor policies in a suite of standard RL problems,
as well as in the wireless communication network problem.

In summary, this dissertation presents a cohesive framework for incorporating low-rank struc-
tures into RL to address fundamental challenges in VF approximation, policy learning, and multi-
task optimization. Through rigorous theoretical analysis and extensive experimental validation,
we demonstrate that the proposed methods achieve significant reductions in computational and
sample complexity while preserving accuracy and scalability. The findings highlight the potential
of low-rank methodologies to enable practical RL systems, paving the way for more efficient and
adaptive decision-making frameworks.
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Chapter 1

Introduction

This chapter, and consequently this thesis, begins by introducing reinforcement learning (RL),
the foundational framework at the core of this dissertation. As a powerful framework for sequential
decision-making, RL has demonstrated remarkable success across numerous domains in recent
years. Yet, despite its achievements, the field continues to face significant challenges and unresolved
questions. These challenges serve as the driving force and inspiration behind this work. The
chapter discusses briefly some of the open problems, laying the groundwork for the contributions
and solutions presented in the chapters that follow. As we progress, the chapter outlines the
main objectives guiding the thesis, including the development of novel methodologies to tackle the
identified challenges. We then provide a list of publications associated with this thesis, emphasizing
their contributions and relevance to the overarching goals. Finally, we conclude the chapter with a
brief preview of the remaining sections, providing the reader with a roadmap for the structure and
outcomes of this dissertation.

1.1 Motivation and context

We live in an interconnected and dynamic world, where growing complexity underscores the
need for autonomous systems capable of operating without human supervision. The abundance
of data and the digitalization of processes present a unique opportunity to address this challenge
from a machine learning perspective. However, designing and implementing such systems requires
solutions that ensure efficiency and safety in dynamic environments. Dynamic systems, which
model the world as interconnected states governed by physical laws and influenced by actions,
have proven to be a successful approach for capturing these complexities. Building on this foun-
dation, RL has emerged as a powerful framework for decision-making, enabling systems to operate
autonomously across diverse domains. From groundbreaking achievements like AlphaGo [19,20] to
modern conversational agents such as ChatGPT [21,22] and real-world production systems like the
Lyft platform [23], RL has demonstrated its potential to solve complex, real-world problems. At its
core, RL aims at mimicking human learning through trial and error [24,25], addressing sequential
optimization problems where decisions are guided by numerical rewards or costs. This versatility
positions RL as a cornerstone of modern artificial intelligence (AI), with applications spanning
robotics [26], navigation systems [27], finance [28], power systems [29], or wireless networks [30].



2 Introduction

Dynamic programming (DP) forms the foundation of RL, providing a framework for solving
sequential decision-making problems in systems with explicitly defined dynamics. In DP, the
system is usually modeled as an infinite-horizon Markov decision process (MDP), where the world
is represented as a set of interconnected states that evolve based on system dynamics and selected
actions, with associated numerical rewards. At the core of DP lie the Bellman equations [31],
which enable the computation of value functions (VFs) that represent cumulative rewards, or
returns. These VF are pivotal for deriving optimal policies, which map states to actions. However,
DP is a model-based approach that requires prior knowledge of the system dynamics. This is a
limitation that causes DP to fall short in scenarios where the system dynamics are unavailable or
computationally intractable. RL builds on these principles but does not require access to the system
dynamics. Instead, it adopts a model-free approach, estimating VFs, and therefore policies, directly
from sampled trajectories of the MDP using stochastic approximation methods [24,25]. One of the
most celebrated breakthroughs in this paradigm is Q-learning [32]. Q-learning provides an iterative,
stochastic approximation to the Bellman equations, enabling the estimation of optimal VFs without
requiring access to the system dynamics. Despite its success, RL faces significant challenges. A
primary obstacle is the curse of dimensionality, where the size of the state and action spaces grows
exponentially, making it computationally prohibitive to estimate VFs accurately [24,25]. Moreover,
RL methods often show high sample complexity, requiring large amounts of data to achieve reliable
estimates of the VFs [33]. To address these issues, parametric approximators, such as linear models
(LMs) and neural networks (NNs), have been proposed to represent VFs [34–37]. However, these
methods come with their own challenges, including the overfitting risk, the difficulty of selecting
appropriate architectures, and the computational demands, particularly for NNs.

Classical results in RL primarily address infinite-horizon MDPs, but additional challenges arise
in less regular setups. In this thesis, we tackle two of such heterogeneous formulations: finite-
horizon and multi-task MDPs. Finite-horizon MDPs involve decision-making over a fixed time
horizon. A key difference here is that policies are non-stationary [38], meaning that for the same
state at different time-steps, the optimal action is likely to change. Consequently, they require
estimating a separate set of VFs for each time-step. In multi-task settings, a separate MDP
is considered for each task, which involves estimating distinct VFs for every task [39]. Despite
these complexities, similar time-steps and tasks often share VFs that vary smoothly, presenting
opportunities to leverage shared structure. In finite-horizon MDPs, LMs and NNs have been used
to jointly represent VFs and capture inter-dependencies across time-steps [10,11]. In multi-task RL,
meta-learning and transfer learning enhance sample efficiency by generalizing across tasks [40,41].
However, these methods often overlook the intrinsic structure of the underlying MDP, highlighting
the need for more principled approaches that align with the properties of dynamical systems.

However, some of the challenges in methods that estimate VFs, or value-based methods, are
inherent to the nature of the problem. Estimating policies from VFs involves greedily maximizing
the VFs over the action space for all states, which becomes impractical when the state and the
action spaces are large. One celebrated approach to address this limitation is to design methods
that directly search for optimal policies, known as policy-based methods [42]. These methods aim
to find a policy that maximizes the expected returns. However, this poses a functional optimization
problem that is difficult to solve [43]. To improve tractability, deterministic [44] and probabilistic
[45] parametric mappings are typically introduced to approximate the policy, shifting the challenge
to estimating these parameters. Given these mappings, the deterministic parametric policy directly
determines the action to take in a given state. In contrast, the probabilistic parametric policy
provides the parameters of a probability distribution from which the action is sampled. The policy
gradient (PG) theorem [45] provides a solid theoretical foundation for addressing this problem using
first-order methods. It ensures that gradients of the expected returns with respect to the policy
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parameters can be estimated from trajectory samples, enabling the parameters to be gradually
updated toward a policy that improves the expected returns. Despite its theoretical elegance,
policy-based methods face practical challenges. Gradient estimates from samples can be very noisy,
hindering convergence and requiring variance reduction techniques. Furthermore, selecting an
appropriate policy parameterization is critical to reducing sample complexity, especially in scenarios
with limited data or computational resources.

This thesis builds upon these foundational concepts and aims to address key challenges in
value-based and policy-based RL. Specifically, it focuses on the problems that we list subsequently.
By tackling these challenges, the thesis seeks to enhance the capabilities of RL in solving complex,
real-world problems.

• Problem 1 (P1). Value function estimation with efficient approximators. A key
challenge in value-based methods lies in the lack of adequate models that effectively exploit
the properties of dynamical systems. This limitation often leads to solutions with an excessive
number of parameters, unnecessarily increasing the computational demands. The problem
becomes particularly pronounced in high-dimensional spaces, where the number of samples
needed to approximate VFs grows significantly. Moreover, the challenges are amplified in
more complex MDPs, where existing methods struggle to provide efficient and accurate
estimations. Addressing these issues requires the development of more suitable models that
not only reduce computational requirements but also handle intricate MDPs effectively,
paving the way for better MDP estimation.

• Problem 2 (P2). Parametric policy estimation with efficient models. A significant
challenge in policy-based methods also stems from the lack of adequate models that fully
exploit the properties of dynamical systems. This often leads to solutions with an unnecessary
number of parameters, increasing complexity and computational demands. Additionally, as
the size of the MDP grows, the number of samples required to estimate the PGs escalates.
There is a pressing need to develop more efficient models that reduce parameter and sample
complexity while maintaining the ability to effectively estimate parametric policies.

1.2 Objectives

The goal of this thesis is to tackle the challenges outlined earlier by leveraging tensor low-
rank tools. This approach stems from the observation that many dynamical systems can often
be effectively represented with a small number of hidden dimensions. Building on this insight,
the thesis proposes low rank as a suitable prior to model the underlying structures of dynamical
systems, specifically focusing on VFs and policies in RL. Below, we outline the key objectives of
this work and the methods proposed to address the identified problems.

• Objective 1 (O1). Value function estimation via low-rank methods. The first objective
addresses (P1), focusing on the estimating VFs with computationally efficient methods
and low sample complexity. We propose a low-rank representation of the VFs, leveraging
the fact that many physical systems can be described in low-dimensional spaces. The key
contributions include: 1) formulating a model that represents the VFs as low-rank structures,
2) designing an optimization problem to learn these representations directly from MDP
transition samples, and 3) developing efficient algorithms to solve this optimization problem
with theoretical guarantees of convergence to stationary points. This approach is particularly
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beneficial for high-dimensional state-action spaces, reducing parameter count and enabling
more efficient estimation with fewer samples.

• Objective 2 (O2). Value function estimation in alternative MDPs via low-rank meth-
ods. The second objective generalizes (P1) to non-standard MDP settings, such as finite-
horizon and multi-task MDPs, where VFs vary across time or between related tasks. We
propose a low-rank framework to capture temporal dependencies or similarities between
tasks, formulating joint optimization problems for efficient VF estimation. Key contributions
include: 1) developing parametric low-rank models based on tensor structures that jointly
model the VFs for different time-steps or tasks, 2) designing optimization problems tailored
to these structures, and 3) devising efficient algorithms to solve these optimization prob-
lems, with theoretical guarantees of convergence to stationary points. This objective seeks
to expand the applicability of RL to more complex and realistic settings, improving both
generalization and computational efficiency.

• Objective 3 (O3). Parametric policy estimation via low-rank methods. The third
objective focuses on (P2), aiming to learn optimal parameterized policies using compact
representations that reduce sample complexity. We propose a low-rank parametric policy
model that captures the underlying structure of policies in complex domains with fewer pa-
rameters. Specifically, we formulate an optimization problem to adjust these policy param-
eters directly from MDP samples. Contributions include: 1) introducing multilinear policies
based on tensor representations to avoid overparameterization, 2) developing gradient-based
algorithms that optimize policies while accounting for the structure of the problem, and 3)
providing theoretical guarantees and practical evidence on the stability and performance of
the method. This approach significantly improves scalability and effectiveness in control
problems with limited computational and data resources.

These three objectives address the challenge of estimating VFs and optimal policies in complex
RL scenarios using low-rank tools to enhance efficiency and scalability. The first two objectives,
(O1) and (O2), focus on VF estimation: (O1) develops a general method to represent VFs as
low-rank structures, overcoming the limitations of traditional methods in high-dimensional and
data-scarce settings, while (O2) generalizes these tools to finite-horizon and multi-task prob-
lems, compactly capturing their temporal or task-related dependencies. The third objective, (O3),
targets optimal policy estimation by designing efficient representations that avoid overparameter-
ization and reduce sample complexity through iterative algorithms tailored to high-dimensional
problems.

1.3 Summary of contributions

This section presents a compilation of publications along with concise summaries. The publi-
cations are organized to highlight the findings and contributions that directly address the problems
and objectives outlined in the preceding section.

• Publications related to objective (O1) include [1, 2], listed at the end of this paragraph to
facilitate readability. Previous works, such as [3, 4], explored low-rank tensor methods for
problems with quadratic reward functions under the assumption of a known MDP. Other
studies, like [5, 6], introduced techniques to impose low rank without explicitly modeling it,
which does not necessarily reduce the number of parameters used. In contrast, our contri-
butions generalize the problem, accommodating any type of problem and reward function.
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Specifically, we propose representing VFs as matrices or tensors, explicitly modeling them
under a low-rank assumption. We then adapt classical RL methods to estimate VFs from
stochastically generated rewards using samples from the MDP. The related publications are
listed below.

[1] S. Rozada, V. Tenorio and A. G. Marques, "Low-rank State-action Value-function Ap-
proximation," in European Signal Processing Conference (EUSIPCO). IEEE, 2021, pp.
1471-1475.
DOI: 10.23919/EUSIPCO54536.2021.9616008.

[2] S. Rozada, S. Paternain and A. G. Marques, "Tensor and Matrix Low-Rank Value-
Function Approximation in Reinforcement Learning," in IEEE Transactions on Signal
Processing, vol. 72, pp. 1634-1649, 2024.
DOI: 10.1109/TSP.2024.3379089.

• For objective (O2), contributions include [7–9]. Prior works, such as [10,11], propose jointly
learning VFs across all time-steps of a finite-horizon MDP using neural networks, while [12,13]
model VFs for multiple tasks simultaneously. Our approach extends these ideas by jointly
modeling VFs across time-steps and tasks, explicitly leveraging their similarities through low-
rank techniques. Specifically, we propose representing VFs as a joint tensor, where time or
tasks constitute an additional dimension, with an explicitly imposed low-rank structure. This
approach significantly improves parameter and data efficiency. The related publications are
listed below.

[7] S. Rozada and A. G. Marques, "Tensor Low-Rank Approximation of Finite-Horizon
Value Functions," in IEEE International Conference on Acoustics, Speech and Signal
Processing (ICASSP). IEEE, 2024, pp. 5975-5979.
DOI: 10.1109/ICASSP48485.2024.10448465.

[8] S. Rozada, J. L. Orejuela and A. G. Marques, “Solving Finite-Horizon MDPs via Low-
Rank Tensors,” IEEE Transactions on Signal Processing, 2025 (Under review).

[9] S. Rozada, S. Paternain, J. A. Bazerque, and A. G. Marques, “A Tensor Low-Rank
Approximation for Value Functions in Multi-Task Reinforcement Learning,” in Asilomar
Conference on Signals, Systems, and Computers, 2024 (Accepted).

• Finally, publications related to objective (O3) include [14–16]. While successful approaches
such as [17,18] demonstrate efficacy using neural networks, they often require a large number
of parameters. In contrast, our work represents policy parameters as tensors with low-rank
constraints, enabling interpretation as a multilinear representation where both features and
coefficients in a linear regression are learned. This results in more compact and efficient
models, offering significant advantages for estimating optimal policies in complex scenarios.
The related publications are listed below.

[14] S. Rozada and A. G. Marques, "Matrix Low-Rank Approximation for Policy Gradient
Methods," in IEEE International Conference on Acoustics, Speech and Signal Processing
(ICASSP). IEEE, 2023, pp. 1-5.
DOI: 10.1109/ICASSP49357.2023.10094802.

[15] S. Rozada and A. G. Marques, "Matrix Low-Rank Trust Region Policy Optimization,"
in International Workshop on Computational Advances in Multi-Sensor Adaptive Pro-
cessing (CAMSAP). IEEE, 2023, pp. 406-410
DOI: 10.1109/CAMSAP58249.2023.10403480.
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[8] S. Rozada, H.-T. Wai, and A. G. Marques, “Multilinear Tensor Low-Rank Approxima-
tion for Policy-Gradient Methods in Reinforcement Learning,” IEEE Transactions on
Signal Processing, 2025 (Under review).

While not explicitly included in this thesis, additional research conducted by the author during
his PhD on learning in Markov models, the development of low-rank tools, and their combination
is considered part of prior and future work within the same research direction.

[46] S. Rozada and A. G. Marques, “A Multi-Resolution Low-Rank Tensor Decomposition,” in
IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP), 2025.
IEEE, 2022, pp. 3653-3657.
DOI: 10.1109/ICASSP43922.2022.9746365.

[47] S. Rozada, D. Ding, A. G. Marques, and A. Ribeiro, “Deterministic Policy Gradient Primal-
Dual Methods for Continuous-Space Constrained MDPs,” in AAAI Conference on Artificial
Intelligence, 2025. (Accepted).

[48] M. Navarro, S. Rozada, A. G. Marques, and S. Segarra, “Network reconstruction from graph-
stationary signals with hidden variables,” in IEEE International Conference on Acoustics,
Speech and Signal Processing (ICASSP), 2025. (Accepted).

1.4 Outline of the dissertation

The structure of this document is described next. Chapter 2 introduces the fundamental
definitions and concepts of RL and low-rank tools that form the basis of this thesis. Chapters 3-6
present our core technical contributions as detailed next. Chapter 3 introduces low-rank models for
estimating VFs from MDP trajectories. Chapter 4 applies low-rank tools to multi-task MDPs, where
the challenge lies in estimating a separate set of VFs for each task. Similarly, Chapter 5 generalizes
these low-rank principles to finite-horizon MDPs, addressing the challenge of estimating a distinct
set of VFs for each time-step. In contrast, Chapter 6 builds on low-rank tensor decomposition
to develop multilinear probabilistic policies in policy-based methods. Lastly, Chapter 7 provides
concluding remarks and discusses potential directions for future research.



Chapter 2

Fundamentals: Low-Rank Methods and Reinforcement Learning

This chapter provides an overview of the foundational concepts that underpin the research
conducted in this thesis, focusing on low-rank methods and RL. It begins by presenting the notation
conventions used throughout the document. Next, it introduces the basic principles of low-rank
modeling, both for matrices and for tensors. The chapter then delves into key concepts in RL,
including VFs and policies. Furthermore, it reviews the basics of value-based methods and policy-
based methods to estimate VFs and policies respectively. This chapter sets the stage for the
introduction of the low-rank modeling techniques developed in this thesis.

2.1 Notation

Throughout this thesis, we adopt the following notational conventions. Scalars are denoted by
lowercase letters such as x, vectors by bold lowercase letters x, matrices by bold uppercase letters
X, tensors by underlined bold uppercase letters X, and sets by calligraphic letters X . Vector
elements are indexed by scalars, e.g., x(i), and the colon notation x(:) collects all elements of the
vector. Similarly, matrix elements are indexed either by row-column pairs X(i1, i2) or by a row-wise
vector i = [i1, i2] as X(i), with the colon used to collect entire rows or columns, e.g., X(i1, :).
For D-dimensional tensors, elements are indexed either by a row-wise vector i = [i1, . . . , iD]
as X(i) or explicitly as X(i1, . . . , iD). Similarly, slices can be extracted using a colon, e.g.,
X(i1, . . . , iD−1, :). We also define partitions of the multi-dimensional index into subsets, such as
i1 = [i1, . . . , in] and i2 = [in+1, . . . , iD] for a fixed number of dimensions n, allowing indexing
of tensors as X(i1, i2) = X([i1; i2]), where ; denotes vector concatenation. The symbols 0 and
1 denote the vector of all zeros and ones respectively. Similarly, the ei represents the canonical
vector associated with the i-th dimension. Errors are represented by δ, while loss functions are
denoted by ℓ. Norms are denoted as ∥ · ∥2 for the 2-norm, ∥ · ∥F for the Frobenius norm, ∥ · ∥∗ for
the nuclear norm, and ∥ · ∥∞ for the max norm. We use the symbols ∗, ⊚, ⊗, and ⊙ to denote
the Hadamard, outer, Kronecker, and Khatri-Rao (column-wise Kronecker) products, respectively.
Additionally, the Khatri-Rao product over multiple elements is denoted by

⊙
, such as

⊙I
i=1 Xi.

The expectation operator is denoted by E. The vectorization operation is represented by vec, and
its inverse is denoted by unvec, with dimensions either implied by context or explicitly stated. For
tensors, the matricization operation is represented by mat, and its inverse is denoted by unmat,
with dimensions similarly specified or clear from the context. The symbols ∂, ∇ and ∇̃ denote
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the partial derivative, the gradient, and the stochastic gradient, respectively. Finally, the symbol
∆ denotes the probability simplex.

2.2 Low-rank matrices

Low-rank modeling is central to this thesis, offering a parsimonious framework to represent both
matrices and tensors. In this section, we introduce the fundamental principles of low-rank modeling,
starting with matrices and extending to tensors, with a particular focus on decompositions. For
matrices, rank is traditionally defined as the dimension of the column space. For instance, a matrix
X ∈ RN×M with rank K ≤ min{N, M} has K linearly independent columns or rows. However,
in data-processing contexts, decomposition-based definitions of rank are often more practical and
insightful. Specifically, a matrix X of rank K can be expressed as X =

∑K
k=1 Xk, where each Xk is

a rank-1 matrix, represented as the outer product of two vectors, Xk = lkr⊤
k . This decomposition-

based interpretation of rank provides valuable insights into the structure and relationships within
data. Perhaps the most celebrated decomposition method is the singular value decomposition
(SVD). According to the SVD, a matrix X of rank K can be decomposed as X = UΣV⊤, where
U ∈ RN×K and V ∈ RM×K are matrices with orthonormal columns representing the singular
vectors, and Σ ∈ RK×K is a diagonal matrix containing the singular values as non-negative
entries. From this decomposition, X can be represented as a sum of rank-1 matrices

X =
K∑

k=1
ζkukv⊤

k , (2.1)

where ζk are the singular values, and uk and vk are the corresponding left and right singular
vectors, respectively. The SVD decomposition is illustrated in Fig. 2.1 The SVD decomposition
offers a parsimonious representation of X, requiring only (N + M + 1)K parameters compared
to the NM entries of the full matrix. When K ≪ min{N, M}, this provides a compact way
to express the matrix, significantly reducing the complexity of its representation. The SVD is
useful for identifying the rank of a matrix and decomposing it into the sum of K rank-1 matrices,
each spanning an orthogonal subspace. Beyond this, the SVD is instrumental in obtaining low-
rank approximations. Consider the minimization problem minX̂ ∥X− X̂∥2F subject to rank(X̂) ≤
K ′, assuming rank(X) > K ′. According to the Eckart-Young theorem [49], the matrix X̂ that
minimizes the approximation error is given by the truncated SVD:

X̂ = TSVDK′(X) =
K′∑

k=1
ζk(ukv⊤

k ). (2.2)

Since the singular values satisfy ζk ≥ ζk+1 and ∥ζkukv⊤
k ∥F = ζk, the truncated SVD retains

the rank-1 factors with the largest Frobenius norm. This property makes the truncated SVD an
effective tool for dimensionality reduction and noise filtering.

In many practical scenarios, the matrix X is not fully known due to noisy or incomplete
observations. Since noise is typically full rank, if X is completely observed, the truncated SVD
can be employed to filter out noise by removing spectral components, or singular vectors, that are
orthogonal to the data. However, the problem becomes more challenging when the entries of X
are only partially observed. Denoting the set of observed entries asM, the objective in such cases
is to solve the following optimization problem

min
Z

∑
(i,j)∈M

(X(i, j)− Z(i, j))2 subject to rank(Z) ≤ K ′, (2.3)
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commonly referred to as matrix completion. This problem is non-convex and does not admit a
closed-form solution. Nevertheless, various efficient algorithms have been developed to address
it, ranging from convex relaxations to iterative SVD decompositions, many of which come with
theoretical guarantees on approximation accuracy [50,51].

Consider the matrix X and its approximation X̂. Another common approach to promoting
low-rank structure is by leveraging the nuclear norm ∥X̂∥∗ as a convex surrogate for the rank. The
nuclear norm is defined as ∥X̂∥∗ =

∑K
k=1 ζk, where ζk are the singular values of X̂. Adding ∥X̂∥∗ as

a regularizer induces sparsity in the singular values of X̂, effectively reducing its rank [52]. However,
solving nuclear norm-based optimization problems presents significant computational challenges.
Interior-point methods show cubic complexity with respect to the number of elements in X̂, while
iterative approaches that implement singular value thresholding require an SVD computation at
each iteration [52, 53]. An alternative and computationally more appealing formulation of the
nuclear norm is given by [54]

∥X̂∥∗ = 1
2 min

LR=X
∥L∥2F + ∥R∥2F , (2.4)

where L ∈ RM×K′ and R ∈ RK′×N , and K ′ is larger than K, the rank of true matrix X. This
formulation avoids the explicit computation of singular values, making it more practical for certain
applications. It is important to note, however, that unlike decomposition-based approaches, low-
rank regularizers do not explicitly reduce the number of parameters to estimate. Instead, they act
as constraints to encourage low-rank solutions indirectly.

X

= ζ1
u1

v⊤1 + . . . +
uK

ζK v⊤K

Figure 2.1: Illustration of the SVD decomposition, expressing a matrix X as a sum of rank-1 matrices
ζkukv⊤

k . Each rank-1 matrix is formed by the outer product of two vectors scaled by the singular value ζk.

2.3 Low-rank tensors

A tensor is simply a data structure, the multi-dimensional generalization of a matrix. Formally,
a tensor X ∈ RN1×...×ND is a D-dimensional array indexed by multi-dimensional indices i =
[i1, . . . , iD], where id ∈ {1, . . . , Nd}. The dimensions of a tensor are also referred to as its modes.
Unlike matrices, tensors have multiple definitions of rank. In this context, analogous to the last
section, we are interested in the decomposition-based definition of rank. This is given by the
PARAFAC (Parallel factor analysis) rank [55,56], widely used for parsimonious data representations.
The PARAFAC rank is defined as the smallest number of rank-1 tensors that sum to recover the
original tensor. Specifically, for a K-rank tensor X, we have X =

∑K
k=1 Xk, where each Xk is

a rank-1 tensor. A tensor Xk is rank-1 if it can be expressed as the outer product of D vectors,
Xk = x1 ⊚ . . .⊚xD, which implies that each entry of the tensor is given by Xk(i) =

∏D
d=1 xd(id).

Therefore, a tensor X has rank K if it can be decomposed as

X =
K∑

k=1
xk

1 ⊚ . . . ⊚ xk
D. (2.5)
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This decomposition, known as the PARAFAC decomposition [57], identifies the set of factor vectors
{xk

d}
D,K
d=1,k=1, which are often grouped into factor matrices Xd = [x1

d, . . . , xK
d ]. An illustration of

the decomposition can be found in Fig. 2.2. Using the factors, the PARAFAC decomposition can
be compactly represented as X = [[X1, . . . , XD]]. Note that there is one factor matrix for each
mode of the tensor. With this notation at hand, the PARAFAC decomposition can be expressed
entrywise as

X(i) =
K∑

k=1

D∏
d=1

Xd(id, k). (2.6)

The expression in (2.6) highlights why the PARAFAC decomposition facilitates an efficient represen-
tation of tensors. While the original tensor contains

∏D
d=1 Nd elements, which grow exponentially

with D, the PARAFAC representation requires only
(∑D

d=1 Nd

)
K parameters, which grow lin-

early with D. This significant reduction in the number of parameters makes the decomposition
particularly useful for handling high-dimensional data.

To simplify computations, tensors can be reshaped into vectors through a process known as
vectorization. Vectorization reorganizes all elements of a tensor X ∈ RN1×...×ND into a single
vector x = vec(X) ∈ RN1···ND . The correspondence between the elements of X and x is given by

x(j) = X(i1, . . . , iD), j = i1 +
D∑

m=2
(im − 1)

m−1∏
n=1

Nn, (2.7)

where the multi-dimensional index i = [i1, . . . , iD] is mapped to a single-dimensional index j.
The inverse operation, called unvectorization, restores the vector x to its original tensor form and
is denoted as unvec(·). Tensors can also be reshaped into matrices through a process known as
matricization. This operation reorganizes the elements of a tensor X along a specified mode d into
a matrix X = matd(X) ∈ R(N1···Nd−1Nd+1···ND)×Nd . The correspondence between the elements of
X and X is defined as

X(j, id) = X(i1, . . . , iD), j = i1 +
D∑

m=2,m̸=d

(im − 1)
m−1∏

n=1,n̸=d

Nn, (2.8)

where d ≤ D, and for clarity, we assume d > 1. Here, the multi-dimensional index i = [i1, . . . , iD]
is mapped to a two-dimensional index [j, id]. The inverse operation, called unmatricization, restores
the matrix X to its original tensor form and is denoted as unmatd(·).

The PARAFAC decomposition provides additional structure to vectorized and matricized ten-
sors. Specifically, the vectorization of a tensor X and the matricization of a tensor X along mode
d can be expressed as

vec(X) =
(

D⊙
d=1

Xd

)
1 ⇔ matd(X) =

 D⊙
i=1,i ̸=d

Xi

X⊤
d , (2.9)

where 1 is a column vector of ones with appropriate dimensions. These expressions show how the
factor matrices {Xd}Dd=1 define the structure of the tensor, illustrating the utility of the PARAFAC
decomposition for simplifying computations and efficiently handling high-dimensional tensors.

Finally, low-rank tensor approximations can be computed by solving optimization problems
similar to matrix low-rank approximations. For a tensor X, its rank-K ′ approximation X̂ can be
defined as

X̂ = PARAFACK′(X) = argmin
¯
Z

∑
∀i

(X(i)− Z(i))2 subject to rank(Z) ≤ K ′, (2.10)
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which serves as the tensor counterpart to the truncated SVD for matrices. The resulting decom-
position provides both a parsimonious representation and computational efficiency for large-scale,
high-dimensional data. However, it is important to note that, while the low-rank approximation of
a matrix can be efficiently computed via SVD, requiring cubic complexity, the low-rank decompo-
sition of a tensor is inherently a non-convex problem.

X

=
x1

1 x2
1

x3
1 + . . . +

x1
K x2

K

x3
K

Figure 2.2: Illustration of the PARAFAC decomposition, which expresses a D-dimensional tensor X as a
sum of K rank-1 tensors. Every rank-1 tensor is the result of the outer product of D vectors.

2.4 Markov decision processes

RL operates within a mathematical framework where agents interact sequentially with an
environment in a closed-loop manner [24, 25]. The formalism underlying this framework is the
MDP, which provides a systematic approach to modeling dynamical systems. Specifically, this
thesis refers to infinite-horizon MDPs as MDPs unless otherwise stated. An MDP is defined by
the tuple (S,A, P, R), where S is the discrete set of states, A is the discrete set of actions, P is
the transition probability function, and R is the reward function. The state space S represents all
possible configurations of the environment, while the action space A encapsulates all the decisions
available to the agent. Let NS = |S| and NA = |A| denote the cardinalities of these sets,
respectively. The probability transition function P : S × A → ∆(S) is a probability measure over
the state space S, parameterized by state-action pairs, while the reward function R : S ×A → R
assigns a numerical signal to each state-action pair. At any discrete time-step t = 1, 2, . . ., the
agent observes the current state st ∈ S, selects an action at ∈ A, and transitions to a new state
st+1 ∈ S according to the transition probability function P (s′ = st+1 | s = st, a = at). The
Markovian property of the transitions implies that the next state st+1 depends only on the current
state st and the action at, and not on prior states or actions. Upon transitioning, the agent
receives an immediate reward rt = R(s = st, a = at), which quantifies the instantaneous value of
the state-action pair (st, at). While the reward can be deterministic or stochastic, for simplicity,
this thesis assumes it is deterministic unless otherwise stated.

The goal of RL is to find a policy π, a state-action map that maximizes the cumulative reward,
or return, over time. A policy determines the action to be taken in each state. Typically, the policy
π : S → A is a deterministic mapping, assigning a specific action to each state. However, it can
also be a probabilistic mapping π : S → ∆(A) representing the probability of selecting action a
in state s. Estimating optimal policies is non-trivial due to the temporal coupling of decisions.
The choice of action at not only affects the immediate reward rt but also influences subsequent
states s′

t for t′ > t, thereby impacting future rewards rt′ . This coupling requires considering the
discounted aggregated return, defined as G =

∑∞
t=1 γt−1rt, where γ ∈ (0, 1) is a discount factor

that prioritizes near-term rewards over distant ones. To evaluate the quality of a policy π, we
introduce the state-value function (S-VF), which is a mapping V π : S → R and the state-action-
value function (SA-VF), which is another mapping Qπ : S ×A → R. They quantify the expected
return under policy π conditioned to states and state-action pairs respectively. Specifically, the
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Figure 2.3: In a Markov decision process, at each time-step t, the controller observes the current state st,
selects an action at, and subsequently receives a reward rt along with the next state s′

t.

S-VF and SA-VF are defined as

V π(s) = Eπ

[ ∞∑
t=1

γt−1rt | s1 = s

]
, and Qπ(s, a) = Eπ

[ ∞∑
t=1

γt−1rt | s1 = s, a1 = a

]
. (2.11)

The S-VF measures the expected cumulative reward starting in state s and following policy π, while
the SA-VF further conditions on the action a taken at state s. The S-VF can be expressed in terms
of the SA-VF as V π(s) =

∑
a∈A π(a | s)Qπ(s, a), where π(a | s) is the probability of selecting

action a in state s under policy π. If the policy π is deterministic we have π(a | s) = 1 if a = π(s)
and 0 otherwise. In this thesis, we refer to SA-VFs, or Q functions, as VFs unless explicitly stated
otherwise. Both V π and Qπ play central roles in RL, as they provide the foundation for evaluating
policies and deriving optimal ones.

2.5 The Bellman equations

The purpose of this section is to outline the principles of value-based methods. Value-based
methods aim to derive an optimal policy π⋆ in an infinite-horizon MDPs from the VFs. Infinite-
horizon MDPs show several properties that ease the estimation of optimal policies. First, in the
infinite-horizon setup, the optimal policies are stationary, meaning they do not depend on specific
time-steps [38]. For given states st = s and s′

t = s in two different time-steps t and t′, the optimal
policies π⋆(st) and π⋆(s′

t), and therefore, the associated VFs, are the same. Second, there is always
at least one optimal deterministic policy π⋆ in an infinite-horizon MDP [58]. While there may exist
multiple optimal policies, including probabilistic ones, at least one of these policies is guaranteed
to be deterministic. This property underscores the feasibility of focusing on deterministic policies
when seeking optimal solutions. Third, the optimality of VFs holds element-wise. For any policy
π, the optimal VFs satisfy Q⋆(s, a) ≥ Qπ(s, a) for all (s, a) ∈ S×A, where Q⋆ corresponds to the
VFs of the optimal policy π⋆ [38, 58]. This property establishes a benchmark against which other
policies can be evaluated. Finally, an optimal policy π⋆ can be derived directly from the optimal
VFs by greedily selecting actions that maximize the VFs

π⋆(s) = argmax
a

Q⋆(s, a), ∀s ∈ S. (2.12)

Thus, the process of deriving an optimal policy can be reverted by first computing the optimal VFs
Q⋆. Once this VFs are obtained, the optimal policy π⋆ can be obtained by selecting the action
that maximizes the VFs for each state.
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The Bellman equations are a cornerstone of the DP literature and play a central role in RL.
These equations provide a systematic way for characterizing and computing the VFs associated
with both fixed policies and optimal policies in MDPs. The Bellman equations formalize the
relationship between the value of a state-action pair and the expected rewards and transitions that
follow. More specifically, for a fixed policy π, the VFs Qπ(s, a) satisfy the Bellman equation

Qπ(s, a) = R(s, a) + γ
∑
s′∈S

P (s′ | s, a)V π(s′), ∀(s, a) ∈ S ×A, (2.13)

which form a linear system of equations. Interestingly, the Bellman equations are a set of fixed-
point equations. They can be solved iteratively, converging to a unique set of VFs associated with
the policy π [24]. This process is termed as policy evaluation. On the other hand, the Bellman
equation is complemented with policy improvement, wherein a new policy π′ is derived by greedily
maximizing the VFs of the current policy π

π′(s) = argmax
a

Qπ(s, a). (2.14)

This updated policy π′ is guaranteed to improve upon π in terms of the attained VFs [24]. Repeat-
edly alternating between policy evaluation and policy improvement constitutes policy iteration, an
iterative algorithm that converges to the optimal policy π⋆ and the optimal VFs Q⋆. However,
policy iteration is not the only way of computing optimal policies. In fact, for optimal policies, the
Bellman optimality equation provides a necessary condition for optimality. Succinctly, the optimal
VFs satisfy

Q⋆(s, a) = R(s, a) + γ
∑
s′∈S

P (s′ | s, a) max
a′

Q⋆(s′, a′). (2.15)

These equations form a non-linear system of equations that can be solved iteratively, since the
Bellman optimality equations are also a set of fixed-point equations that converge to the unique
set of optimal VFs associated with the optimal policy π⋆ [24].

2.6 Temporal differences

The primary limitation of computing the VFs by solving the Bellman equations is the require-
ment to have access to P and R, which is impractical in most real-world scenarios. To overcome
this problem, temporal differences (TD) methods seek to estimate the VFs by bootstrapping sam-
pled rewards from the environment and leveraging current estimates of the VFs [24]. At the heart
of TD methods is the concept of the Bellman error. The Bellman error measures the difference
between the left-hand side and the right-hand side of the Bellman optimality equations (2.15).
However, as stated previously, we do not have access to P or R, but we can sample transitions
σ = (s, a, r, s′) from the MDP. Therefore, we can only consider the empirical Bellman error for
the transition σ. More, formally, we define the Bellman error and the empirical Bellman error as

δ⋆(s, a) := R(s, a) + γ
∑
s′∈S

P (s′ | s, a) max
a′

Q⋆(s′, a′)−Q⋆(s, a) (2.16)

δ̂⋆(σ) := r + γ max
a′

Q⋆(s′, a′)−Q⋆(s, a). (2.17)

The empirical Bellman error δ̂⋆ is a stochastic approximation of δ⋆. Of course, we do not know Q⋆

in advance, and therefore we cannot compute δ⋆ or δ̂⋆. Precisely, TD methods seek to estimate
Q⋆ by postulating an approximator Q(s, a) ≈ Q⋆(s, a) for all (s, a) ∈ S × A. In TD methods, to
obtain Q, we aim to solve the following iterative optimization problem

Q(n+1) = argmin
Q

ℓTD(Q) = Eµ

[
δQ,Q(n)(σ)2

]
, (2.18)



14 Fundamentals: Low-Rank Methods and Reinforcement Learning

where n is the iteration index, µ denotes the distribution over the transitions induced by a sampling
policy π̄ and P , and the error, termed as TD error, is defined as

δQ,Q(n)(σ) = r + γ max
a′

Q(n)(s′, a′)−Q(s, a). (2.19)

To provide clarity, it is important to highlight some key points. First, the distribution µ intro-
duces flexibility in how samples are drawn. Typically, this distribution is a combination of the
policy inferred at the n-th iteration, π(n), and an additional random exploration mechanism, such
as ϵ-greedy policies [24]. This approach balances the exploitation of the current policy with the
exploration of alternative actions. Next, Problem (2.18) is a functional optimization problem.
However, in the context of this work, both S and A are discrete sets. Consequently, the optimiza-
tion variables reduce to the values Q(s, a) for each state-action pair (s, a) ∈ S × A. To properly
interpret the TD error in (2.19), observe that at each iteration, the parameters on the right-hand
side of the Bellman equation are fixed to their values from the previous iteration, Q(n), while the
optimization is performed over Q. Clearly, when the sampling policy is the optimal policy π̄ = π⋆

and the Bellman loss is ℓTD(Q) = 0, if it holds that Q(n+1)(s, a) = Q(n)(s, a) for all (s, a) ∈ S×A,
then the Bellman optimality equations are satisfied. Since these equations are unique, they neces-
sarily lead to an optimal policy by greedily maximizing with respect to the actions, as per (2.12).
From Problem (2.18), we can derive an update rule that, at iteration n, updates Q(n) by sampling
a transition σ(n) = (sn, an, rn, s′

n) and performing the stochastic gradient update

Q(n+1)(sn, an) = Q(n)(sn, an) + α(n)
(
rn + max

a
Q(n)(s′

n, a)−Q(n)(sn, an)
)

, (2.20)

where α(n) is the step size. For clarity, in TD algorithms, the iteration index and the time index
are considered the same, and iterations are commonly referred to as time-steps. This update is the
celebrated Q-learning update [32], and assuming some standard conditions on α(n), the iterative
method defined by (2.20) converges to the true optimal Q⋆.

Value-function approximation. TD methods provide a principled approach for learning optimal
VFs when the model of the MDP, i.e., P and R, is unknown. However, they introduce an alternative
challenge: the need to learn a VF for every state-action pair in the state-action space. As the
size of the state-action space grows, this becomes computationally intractable. To address this
issue, parametric approximators for the VFs are typically employed, denoted as Qω : S × A 7→ R.
Examples of parametric models include LMs and NNs, which reduce the number of parameters
to estimate by leveraging structured representations and shared features across state-action pairs.
LMs assume a representation of the form Qω(s, a) = ϕ(s, a)⊤ω, where ϕ(s, a) represents a set
of features that characterize the state-action pair (s, a), and ω are the parameters or weights to
be estimated. These features are typically designed to exploit the structure of the VFs, enabling
compact representations that can scale to larger state spaces. In contrast, NNs enable modeling
more complex, non-linear mappings to estimate Q⋆. In this case, Qω(s, a) = fω(ϕ(s, a)), where
fω(·) denotes the NN mapping, ϕ(s, a) represents the input features, and ω are the parameters
of the NN. Independently of the model, the parameters ω are learned by minimizing the TD error
through the same iterative optimization process

ω(n+1) = argmin
ω

ℓTD(ω) = Eµ

[
δω,ω(n)(σ)2

]
, (2.21)

where again, µ is a distribution over the transitions, and the TD error is

δω,ω(n)(σ) = r + γ max
a′

Qω(n)(s′, a′)−Qω(s, a). (2.22)

As before, starting from Problem (2.22), we can derive a stochastic update rule for ω. At each
time-step n, the parameters ω(n) are updated by sampling a transition σ(n) = (sn, an, rn, s′

n) and
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performing a stochastic gradient update leveraging the chain rule as

ω(n+1) = ω(n) + α(n)
(
rn + max

a
Qω(n)(s′

n, a)−Qω(n)(sn, an)
)
∇ωQω(n)(sn, an), (2.23)

where α(n) is the step-size and ∇ωQω(n)(sn, an) is the gradient with respect to the parameters
of the selected model, e.g., NNs. This approach is not without challenges. First and foremost,
value-based methods face a significant limitation. While VF approximation helps address the
challenge of large state spaces, it does not resolve the issue of action selection. Policies derived
from VFs require a greedy maximization over the action space at each state, which can become
computationally prohibitive as the action space grows. Then, convergence remains an open problem
for TD methods when VF approximators are used [59, 60]. Also, while the formulation in (2.21)
is motivated by the Bellman optimality equations, it is possible for ℓTD(ω(n)) = 0 to hold even
when Qω(n+1)(s, a) ̸= Qω(n)(s, a) for some state-action pairs. This inconsistency violates the
Bellman structure, as successive iterates should align to satisfy the Bellman equations. Additionally,
TD updates do not provide guidance on how to structure the VF models efficiently. Although
remarkable success has been achieved in domains like image and text processing [22, 37], these
successes often rely on leveraging well-understood architectures tailored to the data, which may
not generalize to other problem domains.

2.7 Policy optimization

Policy-based RL aims to directly learn a parametric policy πθ that optimizes the return over a
trajectory sampled from the MDP. Crucially, policy-based methods allow the estimation of actions
directly, avoiding the limitation of value-based methods that require greedily maximizing over the
action space. Although both deterministic and probabilistic policies can be considered in policy-
based methods, probabilistic policies are typically preferred because: i) their theoretical framework
is more established, and ii) they facilitate controlled exploration by adding stochasticity to the
action selection. Specifically, the policy πθ(· | s) maps states s ∈ S to a probability distribution
over the action space A, where θ denotes the vector of policy parameters. To learn the policy,
the agent collects trajectories sampled from the environment. A trajectory is generated as follows:
the initial state is sampled from the distribution s1 ∼ P1, the actions are sampled according to
the policy at ∼ πθ(· | st), and the next state follows the transition dynamics st+1 ∼ P (· | st, at).
The objective is to maximize the discounted return. The optimization problem for policy-based
methods is then formulated as

max
θ

ℓPG(θ) = Eg(θ)

[ ∞∑
t=1

γt−1rt

]
, (2.24)

where g(θ) denotes the distribution over trajectories induced by the policy πθ and the transition
dynamics of the environment.

Policy-gradient methods. Solving (2.24) presents a significant challenge since the policy param-
eters θ do not directly impact the random variable being optimized, the return, but the probability
distribution under which the expectation is computed. This dependence complicates the use of
standard optimization techniques. While first-order methods are commonly employed to tackle
this problem, computing the gradient in closed form would require access to the MDP model, i.e.,
the transition probabilities P . As with value-based methods, such an assumption is unrealistic
in practice, as the model is typically unknown. To address this challenge, the policy gradient
theorem [45] offers a practical solution. It establishes a method to compute the gradient of the
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expected return with respect to the policy parameters using stochastic approximation. Specifically,
the PG theorem states that

∇θℓPG(θ) = Eg(θ)

[ ∞∑
t=1

Gt∇θ log πθ(at | st)
]

, (2.25)

where Gt =
∑∞

t′=t γt−1rt′ . The theorem provides a way to estimate the gradient by sampling
trajectories from the MDP, circumventing the need for explicit knowledge of the model. This
approach enables the application of gradient-based optimization techniques to improve the policy
parameters iteratively, even in environments where the dynamics are unknown. Since these methods
only require access to gradients of the policy, they are referred to as policy gradient, or PG,
methods. PG methods approximate (2.25) using stochastic gradients to update the parameters
θ(n+1) = θ(n) + η(n)∇̃θℓ(θ(n)), where η(n) is the learning rate. A prominent example of a PG
method is Monte Carlo PG, commonly known as REINFORCE [61]. This algorithm updates the
policy parameters by sampling trajectories from the MDP and computing stochastic gradients via
approximating the expectation in (2.25) using the sampled trajectories.

Actor-critic methods. One major limitation of Monte Carlo PG methods is the high variance in
their gradient estimates. Actor-critic (AC) methods address this issue by introducing a baseline
to reduce variance while preserving the unbiased nature of the gradient [62, 63]. The baseline
is typically chosen as the value function V πθ , which leads to the definition of the advantage
function Aπθ (st) = Gt − V πθ (st). In practice, the VF is approximated parametrically as Vω,
where ω represents the parameters of the VF model. Actor-critic methods iteratively update
both the actor (policy parameters θ) and the critic (VF parameters ω). The critic parameters
ω are updated by minimizing the mean squared error ℓC(ω) = 1

2
∑∞

t=1 (Gt − Vω(st))2. Gradient
descent and stochastic variants are commonly used for this purpose, with updates of the form
ω(n+1) = ω(n) − η(n)∇̃ωℓC(ω(n)), where n is the iteration index and η(n) denotes the learning
rate, where ∇̃ denotes gradient, or its approximation. The actor-critic update rule, which is the
counterpart to (2.25), incorporates this advantage-based formulation to iteratively refine the policy
parameters θ as

∇θℓAC(θ) = Eτ∼g(θ)

[ ∞∑
t=1

Aω(st)∇θ log πθ(at | st)
]

, (2.26)

where Aω(st) = Gt−Vω(st) is the advantage estimator, with Vω(st) fixed. It is worth noting that
AC methods combine elements of both value-based and policy-based methods, creating a hybrid
approach that leverages the strengths of each. By optimizing the VF to guide policy updates, AC
methods aim to reduce variance in the gradient estimates while still directly improving the policy.
However, this dual optimization comes at a cost. The convergence properties of AC methods
are more complex though, since AC methods involve solving two interdependent optimization
problems simultaneously: one for updating the VF parameters ω, and another for updating the
policy parameters θ. The interdependence between the actor (policy) and critic (VF) can lead to
challenges such as instability or oscillatory behavior, especially when the updates of one component
significantly lag behind or dominate the other [64,65].

Trust-region methods. Trust-region methods offer a principled approach to guarantee monotonic
improvements in policy performance by constraining updates within small, well-defined trust regions
[17, 43, 66]. This concept is key to the trust region policy optimization (TRPO) algorithm [17],
which reformulates the actor update in actor-critic (AC) methods to ensure that the updated policy,
denoted for now as πθ, remains within a predefined neighborhood of the current (or old) policy
πθ(n) , which is the policy used to sample trajectories from the environment. This neighborhood
is quantified using the Kullback-Leibler (KL) divergence DKL(πθ(n)∥πθ). The probability ratio
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between the new and old policies is defined as

qθ,θ(n)(st, at) = πθ(at|st)
πθ(n)(at|st)

. (2.27)

TRPO seeks to maximize the expected advantage-weighted probability ratio

θ(n+1) = argmax
θ

ℓTR(θ) = Eg(θ(n))

[ ∞∑
t=1

Aω(st) qθ,θ(n)(st, at)
]

, (2.28)

subject to the trust-region constraint E [DKL(πθ(n)(·|s)∥πθ(·|s))] ≤ ε0, where ε0 specifies the size
of the trust region, and E[·] denotes the expectation over the states. The TRPO algorithm involves
two key steps: i) sampling trajectories from the MDP using the old policy πθ(n) to approximate
the expectation Eg(θ(n))[·], and ii) solving the constrained optimization problem in (2.28), typically
using second-order optimization methods to ensure efficient updates [17].

In scenarios where second-order optimization is computationally prohibitive, proximal policy
optimization (PPO) [18] offers an alternative by using a clipping mechanism to define trust regions,
enabling efficient first-order optimization. PPO introduces a clipped probability ratio

q̂θ,θ(n)(st, at) =


1− ε0 if qθ,θ(n)(st, at) ≤ 1− ε0,

1 + ε0 if qθ,θ(n)(st, at) ≥ 1 + ε0,

qθ,θ(n)(st, at) otherwise,

(2.29)

where ε0 controls the size of the trust-region. The PPO method maximizes

θ(n+1) = argmax
θ

ℓPPO(θ) = Eg(θ(n))

[ ∞∑
t=1

min
{
Aω(st) qθ,θ(n)(st, at), Aω(st) q̂θ,θ(n)(st, at)

}]
.

(2.30)

It is important to highlight that, much like in value-based methods, the approaches discussed
in this section do not address the crucial question of how to best parametrize policies. The design
of effective policy models that leverage the underlying properties of dynamical systems remains
an open and challenging problem. However, it is precisely within this challenge that the potential
for groundbreaking advancements lies. Developing innovative models that exploit the structure
and dynamics of the environment is not only intellectually rewarding but also pivotal to advancing
the field. This endeavor will serve as the main topic of this thesis, driving the exploration and
refinement of policy and VF representations tailored to complex dynamical systems.





Chapter 3

Value-Function Estimation via Low-Rank Tensors

This chapter introduces the integration of low-rank tools into RL for VF approximation. It
begins by analyzing the classical tabular methods, where VFs are collected into matrices. Then,
it advocates for representing VFs as tensors, which capture the multi-dimensional nature of state-
action spaces. Leveraging this tensor-based representation, the chapter develops methods to exploit
low-rank structures in both matrix and tensor formats, leading to the design of temporal-difference
TD learning algorithms. These methods address the curse of dimensionality by achieving linear pa-
rameter scaling with increasing state-action space dimensions, significantly reducing computational
costs. To validate the approach, an extensive experimental evaluation highlights its advantages in
terms of sample efficiency, parameter estimation, and update latency, demonstrating the scalability
and computational efficiency of the proposed methods.

3.1 Introduction

VFs are central to RL, as they encapsulate and quantify the potential rewards that can be
achieved from each state. In the previous chapter, we reviewed their fundamental role and in-
troduced modern approaches to approximating VFs with parametric models. One such approach
is linear approximation, where the VF of each state is represented as a weighted sum of features
associated with that state [67]. The weights serve as the parameters to be estimated, while the
features play a critical role in modeling the underlying structure of the problem. Feature selec-
tion methods range from incorporating prior knowledge of the domain to leveraging clustering
techniques or spectral properties of the Markov transition matrices [68, 69]. The advent of deep
learning (DL) has introduced a new dimension to parametric VF approximation, where NNs enable
highly expressive non-linear models for RL [36]. In these models, the parameters correspond to
the weights of the network layers, optimized via backpropagation. While NNs have demonstrated
remarkable success, their primary drawback lies in their lack of interpretability, making it chal-
lenging to understand the relationship between the parameter of the model and the structure of
the environment. This often results in overparameterized models that utilize data in an inefficient
manner, with notable exceptions in domains where the data structure is well understood, such as
image processing [37].

In this chapter, we take a step back to revisit classical approaches to VF estimation in RL,
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particularly non-parametric models, which have long been a popular choice. Our primary interest
lies in the interpretability of these methods, which are often referred to as tabular methods. These
methods provide a clear and intuitive framework for VF estimation by representing VFs as matrices:
rows correspond to states, columns correspond to actions, and each entry contains the long-term
reward associated with a specific state-action pair. This tabular structure not only makes the VF
estimation process transparent but also serves as the foundation for many classical RL techniques,
such as Q-learning [32]. A properly estimated VF matrix allows for optimal action selection by ex-
tracting the row corresponding to a given state and identifying the column with the highest value.
Despite the ubiquity of this matrix-based representation, just a few VF approximation methods
have taken advantage of it to postulate estimators. This observation is surprising, given that many
dynamical systems are governed by lower-dimensional structures. This suggests that low-rank tools
could be a powerful prior for exploiting the underlying simplicity of such systems. To fill this gap,
we introduce low-rank VF models and algorithms, which form the basis for efficient online and
model-free RL schemes. Furthermore, many practical scenarios have state-action spaces that are
multi-dimensional. Therefore, we extend the idea of tabular methods further by reshaping the VF
matrix into a tensor. This shift also enables the design of tensor-based low-rank RL schemes. By
leveraging the low-rank structure, these methods accelerate convergence, improving both compu-
tational efficiency and sample complexity compared to traditional non-parametric approaches and
modern approximators.

To contextualize this discussion, it is helpful to review the existing applications of low-rank
methods in RL. While low-rank techniques have been extensively explored in fields such as low-rank
optimization and matrix completion [49, 52, 70, 71], their adoption in DP and RL has been com-
paratively limited. Nevertheless, several notable contributions demonstrate their potential. One
prominent line of work involves using matrix-factorization schemes to approximate the transition
matrix of an MDP [72,73]. These factorizations are subsequently utilized to compute the VFs and
optimal policies. Notably, when the transition matrix shows low-rank properties, model-based ap-
proaches leveraging this characteristic have been shown to achieve low sample complexity [74,75].
Other studies have focused on directly approximating the VF using low-rank techniques. For in-
stance, some methods decompose the VF into a low-rank plus sparse representation [76], while
others employ rank-1 approximations tailored to specific applications, such as energy storage sys-
tems [77, 78]. More recently, low-rank optimization has been used to approximate VFs in offline
settings [5, 6]. These approaches often emphasize the theoretical benefits of low-rank representa-
tions in improving computational efficiency. Building on this, [79] explored the sample complexity
of low-rank VF methods, particularly when a generative model of the MDP is available, offering
further insights into the practical advantages of low-rank techniques in RL.

At the same time, tensor methods have gained significant traction in machine learning applica-
tions [55,56,80]. This surge can be attributed to advancements in low-rank tensor decomposition
techniques, particularly in the context of efficient optimization, as well as the increasing preva-
lence of multi-dimensional datasets. Given the high-dimensional nature of state-action spaces
in RL, tensors present themselves as a natural and powerful structure for modeling VF. Despite
their potential, the adoption of tensors in RL remains limited. Existing contributions have pre-
dominantly focused on model-based RL, leveraging tensor decomposition algorithms to estimate
the dynamics of Markov models [48, 81, 82] and MDPs [83–89]. For VF estimation specifically,
tensor-based methods have shown promise in certain structured settings. For example, low-rank
tensor decompositions have been applied to MDPs with quadratic cost functions in the context
of optimal control problems [3,4]. Additionally, least-squares tensor regression has been proposed
as an approach to estimate VFs, where the coefficients of the linear approximation are modeled
as a low-rank tensor [90, 91]. In more application-driven contexts, [92] explored tensor-based VF
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models for network routing using Q-learning. This approach introduces an interpolation step at
regular intervals, solving a synchronous, offline tensor decomposition problem to update the VFs.

These works highlight the potential of low-rank methods in RL for reducing sample complexity
and computational demands while emphasizing the need for further exploration, particularly in
online and model-free settings. Motivated by this, the present chapter leverages low-rank matrix
and tensor decompositions to develop novel RL models, with contributions summarized as follows.

C1 Formulating the VF approximation problem using matrix and tensor-based representations.

C2 Developing stochastic, online, and model-free algorithms that enforce low-rank structures in
the VF matrix or tensor.

C3 Convergence guarantees for a synchronous model-based algorithm imposing low rank in the
VF matrix, with extensions to the tensor case.

C4 Numerical experiments showcasing the practical benefits of the proposed methods in an
extensive benchmark.

The remainder of the chapter is organized as follows. Section 3.2 formulates the Bellman
equation using matrix low-rank methods, providing the key theoretical ingredients for the rest of
the chapter. Section 3.3 extends this to propose model-free TD methods. Section 3.4 presents
the tensor representation of the VFs. Section 3.5 generalizes low-rank principles to the tensor
of VFs, while Section 3.6 introduces tensor-based stochastic TD methods. Section 3.7 presents
experimental evaluations, followed by concluding remarks in Section 3.8. Finally, the theoretical
proofs of the results presented in this chapter are provided in Sections 3.9 and 3.10.

3.2 Matrix low-rank estimation of the value functions

This section begins by analyzing the connection between the matrix representation of the VFs
and the Bellman equations defined in Equation (2.13). Subsequently, we explore the implications
of constraining the VF matrix to be low rank. As previously discussed, tabular methods represent
the VFs as a matrix. Specifically, for a fixed policy π, the VFs are organized into a matrix
Qπ ∈ RNS×NA . To be clear, for a given state-action pair (s, a) ∈ S × A, let (is, ia) denote
their corresponding indices in the matrix. Then, Qπ(is, ia) = Qπ(s, a). On the other hand, the
Bellman equations form a linear system of equations that, for a fixed policy π, determine the VFs.
Hence, as with any linear system of equations, the Bellman equations can be expressed in matrix
form. To this end, we define the reward vector r ∈ RNSNA such that r(is,a) = R(s, a), where
is,a is the index corresponding to the state-action pair (s, a). We also define the transition matrix
Pπ ∈ RNSNA×NSNA to represent the probabilities of transitioning from (s, a) to (s′, a′), i.e.,
Pπ(is,a, is′,a′) = P (s′ | s, a) if a′ = π(s′), and 0 otherwise. With these definitions, the Bellman
equations can be written in matrix form as

qπ = r + γPπqπ, (3.1)

where qπ ∈ RNSNA is precisely the vectorization of the VFs, i.e., qπ = vec(Qπ). Since (3.1)
represents a system of linear equations, the solution for qπ can be obtained by rearranging terms
and performing a matrix inversion qπ = (I− γPπ)−1r. However, in most practical scenarios, the
state and action spaces are large, making direct matrix inversion computationally prohibitive. A
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common approach is to exploit the fixed-point nature of the Bellman equations and solve them
iteratively using the scheme

q(n+1) = r + γPπq(n), (3.2)
where n denotes the iteration index. This iterative scheme is computationally efficient and is
guaranteed to converge under appropriate conditions [93].

Given our interest in low-rank solutions, a straightforward approach to obtain a low-rank VFs
is as follows. First, set the desired rank K, compute qπ = (I − γPπ)−1r, and then perform a
truncated SVD (TSVD) to retain the top K rank-1 factors. Using the vectorization operator,
which maps a rectangular N ×M matrix X into a column vector by stacking its columns, i.e.,
[X(:, 1)⊤; . . . ; X(:, M)⊤]⊤, the low-rank VFs can be expressed as

q̂π = vec
(
TSVDK

(
unvec(qπ)

))
.

Alternatively, the truncated SVD can be incorporated directly into the fixed-point scheme defined
in (3.2). This leads to the iterative scheme

q(n+1) = vec
(
TSVDK

(
unvec(r + γPπq(n))

))
, (3.3)

where q(n+1) is the estimate of the vectorized low-rank VFs at iteration n + 1. This iterative
scheme converges to a neighborhood of qπ, the fixed point of the Bellman operator in (3.1),
which is the subject of the following Proposition. The convergence properties align with standard
results that bound the single-step approximation error introduced by the low-rank truncation [94].

Proposition 1. Let K > 0 denote the rank of the truncated SVD operator TSVDK(·), and let N
and M be the number of rows and columns of the matrix unvec(qπ), respectively. Define

C0 = max
t=1,2,...

(min{N, M} −K)ζK+1(n), (3.4)

where ζK+1(n) represents the (K + 1)-th singular value of the matrix unvec(r + γPπq(n)) at
iteration n. Then, the following bound holds

lim sup
n→∞

∥∥∥q(n) − qπ
∥∥∥

∞
≤ C0

1− γ
. (3.5)

Furthermore, the convergence to this neighborhood is linear.

The proof of this proposition can be found in Appendix 3.9. The neighborhood to which the
iteration (3.3) converges is determined by the error in the infinity norm between the application
of the Bellman operator and the truncated SVD, as it is clear from (3.3) and (3.4)). Specifically,
and as a consequence of (2.1)-(2.2), this error depends on the (min N, M −K) smallest singular
values of the matrix unvec

(
r + γPπq(n)

)
, which are guaranteed to remain bounded. To establish

this result, we assume that the bound on the singular values is independent of the current estimate
q(n). Importantly, this bound does not need to hold for all n ≥ 0; it suffices that there exists a
threshold iteration n̄ > 0 such that (3.4) is satisfied for all n ≥ n̄. While these theoretical insights
are significant, they rely on knowledge of the MDP model, which is often unavailable in practice.
Consequently, stochastic, model-free methods are more appealing in practice.

3.3 Matrix low-rank TD learning

To enable the estimation of VFs in scenarios where NS and NA are large we propose devising
low-rank TD schemes. By substituting Q with a low-rank estimate Q, we reduce the degrees
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of freedom of the model, which accelerates convergence and achieves a balance between model
expressiveness and computational efficiency. Moreover, low-rank methods, widely adopted in other
data science domains, bring the added benefit of interpretability. In addition, empirical evidence
across various RL environments suggests that optimal VFs can often be approximated effectively as
low-rank. More importantly, policies derived from these low-rank approximations tend to achieve
performance levels close to those obtained using the true optimal VFs. Although one could re-
formulate the TD problem defined in (2.18) to be defined in terms of the matrix Q, and then
impose a direct rank constraint rank(Q) ≤ K, this approach is computationally intractable due
to the NP-hardness of enforcing rank constraints. To circumvent this, we adopt a non-convex
matrix factorization technique. In this formulation, Q is expressed as the product of two matri-
ces, L ∈ RNS×K and R ∈ RK×NA , such that Q = LR. This implicitly ensures that the rank
of Q is upper-bounded by K, which can be selected based on prior knowledge or computational
constraints. Using this factorization, the optimization problem becomes

{L(n+1), R(n+1)} = argmin
Q=LR

ℓTD(L, R) = Eµ

[
δQ,Q(n)(σ)2

]
, (3.6)

where, as in the previous chapter, σ denotes a transition and µ represents a probability distribution
over the transition space. The TD error is defined as δQ,Q(n)(σ) = r + γ maxa′ Q(n)(is′ , ia′) −
Q(is, ia). Although this problem is non-convex, computationally efficient algorithms based on
alternating-minimization techniques have shown promising results in the context of matrix com-
pletion, often converging to local minima [52, 70]. Specifically, (3.6) could be addressed using
alternating least squares (ALS) if the expectation could be computed. However, performing this
computation with respect to µ is not always straightforward.

In this chapter, we propose employing block-coordinate descent (BCD). More precisely, we de-
sign a stochastic block-coordinate gradient descent (BCGD) algorithm to solve (3.6). Specifically,
consider the iteration n where we sample the tuple σ(n) = (sn, an, rn, s′

n). Let L(n)(isn , :) ∈ RK

denote the vector containing the K entries of L(n) corresponding to the state sn. Similarly, let
R(n)(:, ian) ∈ RK represent the vector containing the K entries of R(n) associated with the action
an. Then, the stochastic update of L(n) and R(n) is ruled by the following stochastic gradients

∇̃L(isn ,:) ℓTD
(
L(n), R(n)

)
= ∇L(isn ,:) δQ(n),Q(n)

(
σ(n)

)2
(3.7)

= 2
(
rn + γ max

a
Q(n)(isn+1 , ia)−Q(n)(isn , ian)

)
R(n)(:, ian)⊤

∇̃R(:,ian ) ℓTD
(
L(n+1), R(n)

)
= ∇R(:,ian ) δQ̄(n),Q̄(n)

(
σ(n)

)2
(3.8)

= 2
(
rn + γ max

a
Q̄(n)(isn+1 , ia)− Q̄(n)(isn , ian)

)
L(n+1)(isn , :)⊤,

where Q̄(n) = L(n+1)R(n) uses the updated factor L(n+1). These updates lead to the Algorithm
described in 1, which we term as matrix low-rank TD learning (MLR-TD-learning). This algorithm
corresponds to a stochastic BCGD approach for online estimation of the true VFs. Examining the
updates in Algorithm 1, we observe that if a state is not encountered at iteration n, the K entries of
L corresponding to that state remain unchanged. Similarly, if an action is not taken at iteration n,
the corresponding K entries in R remain unaltered. Conversely, the state-action pair observed at
iteration n undergoes an update. Specifically, the K entries of L representing state sn are adjusted
using an estimate of the gradient of (3.6) with respect to L given in (3.7). Analogously, the K
entries in R representing action an are updated using the gradient of (3.6) with respect to R as
per (3.8). While Algorithm 1 shares the spirit of the Q-learning update in (2.20), it introduces two
key advantages. First, the number of parameters to estimate is significantly reduced; from NSNA
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in standard Q-learning to (NS + NA)K in the low-rank approach. Second, at each iteration n,
the entire row L(n)(isn , :) and column R(n)(:, ian), each with K entries, are updated. In contrast,
Q-learning updates only a single scalar Q(n)(sn, an) per iteration. However, as this is a non-convex
optimization problem, the best achievable outcome is convergence to a local optimum, provided
that the step size α(n) is sufficiently small, the rewards are bounded, and the observations are
unbiased. While the speed of convergence can be a concern, the step size or the updates in
Algorithm 1 can be rescaled using the norm of the stochastic gradient. This adjustment helps
avoid stagnation caused by plateaus or saddle points, challenges often associated with non-convex
problems [95].

Algorithm 1 MLR-TD-learning Update
Require: Transition σ(n) = (sn, an, rn, sn+1), learning rate α(n), and previous matrices L(n),

R(n), and therefore current estimate Q(n) = L(n)R(n).

1: for all (s, a) ̸= (sn, an) do
2: L(n+1)(is, :)← L(n)(is, :)
3: R(n+1)](:, ia)← R(n)(:, ia)
4: end for

5: L(n+1)(isn , :)← L(n)(isn , :) + α(n)∇L(isn ,:)δQ(n),Q(n)

(
σ(n)

)2

6: R(n+1)(:, ian)← R(n)(:, ian) + α(n)∇R(:,ian )δQ̄(n),Q̄(n)

(
σ(n)

)2

7: Q(n+1) ← L(n+1)R(n+1)

8: return Q(n+1)

Frobenious-norm regularization. Alternatively, the low-rank structure in (3.6) can be encouraged
by employing the nuclear norm ∥Q∥∗ as a convex surrogate for the rank [1]. While directly using the
nuclear norm is computationally expensive, as discussed in Chapter 2, and specifically in equation
(3.9), the nuclear norm can be approximated by employing Frobenius regularizers on the low-rank
factor matrices L and R. This approach is particularly valuable because it enables reformulating
the estimation problem with nuclear-norm regularization as

{L(n+1), R(n+1)} = argmin
Q=LR

ℓTD(L, R) = Eµ

[
δQ,Q(n)(σ)2

]
+ η

(
∥L∥2F + ∥R∥2F

)
, (3.9)

which clearly resembles (3.6). As a result, (3.9) can be addressed by developing a stochastic
algorithm similar to Algorithm 1. Adapting the updates to account for the cost in (3.9) involves
incorporating the gradients of the Frobenius norms with respect to the rows of the factors. Specif-
ically, this requires adding a regularization term, −α(n)ηL(n)(is, :), to the updates of the rows of
L, and −α(n)ηR(n)(:, ia) to the updates of the rows of R. Intuitively, replacing (3.6) with (3.9)
allows the use of a larger value of K, increasing the size of the factor matrices L and R. Over-
shooting the value of K is less problematic in this case, as the Frobenius regularizers effectively
constrain the effective rank, maintaining the desired low-rank structure. Furthermore, since the
nuclear norm is convex, the stochastic schemes optimizing (3.9) are expected to be more stable.
However, this approach has a trade-off. Larger values of K typically require more samples for
the stochastic schemes to converge. Interestingly, our simulations indicate that, in practical sce-
narios considering training time and sample complexity, the performance of Frobenius-regularized
schemes is comparable to that of the non-regularized ones in terms of rewards. Consequently, for
the sake of clarity and simplicity, we will primarily focus on the non-regularized schemes presented
in Algorithm 1 throughout the remainder of this discussion.



3.4. Tensor representation of the value functions 25

Low-rank and linear methods. Throughout this thesis, we explore connections between low-
rank methods and alternative approaches, shedding light on how they relate to other techniques.
The first observation highlights the relationship between low-rank methods and linear parametric
schemes. As previously noted, linear parametric methods can be employed to estimate the VFs.
To facilitate this discussion, let us assume that the number of features used in the model is
K. Linear methods model the VFs as Qπ(s, a) ≈ Qω(s, a) = ϕ(s, a)⊤ω, where ϕ(s, a) ∈ RK

represents the features characterizing the state-action pair, and ω ∈ RK are the parameters to
be estimated. A major challenge in such methods lies in designing the feature vectors ϕ(s, a).
This process often relies on prior knowledge or desired properties and tends to be manual. In
contrast, the low-rank approach proposed in the previous sections simultaneously learns the feature
vectors and parameters. Specifically, if rank(Qπ) = K, the SVD provides a decomposition of
Qπ as Qπ = VΣU⊤, where V = [v1, . . . , vK ] and U = [u1, . . . , uK ] are the left and right
singular vectors, respectively, and Σ is a diagonal matrix that contains the singular values ζ =
[ζ1, . . . , ζK ]⊤. Rewriting this decomposition, we express Qπ =

∑K
k=1 ζkvku⊤

k , which further
implies Qπ(s, a) =

∑K
k=1 ζkvk(is)uk(ia). This low-rank formulation relates to an LM, where

the features are ϕ(s, a) = [v1(is), u1(ia), . . . , vK(is), uK(ia)]⊤ and the parameters are ω = s.
However, unlike traditional linear methods, the low-rank approach learns both ϕ(s, a) and ω
simultaneously in an online fashion by interacting with the environment. It is worth noting that
alternative methods also address the challenge of manual feature engineering, with NNs being a
prominent example [96]. However, the low-rank approach provides a structured and interpretable
solution that directly leverages the intrinsic properties of the VFs.

3.4 Tensor representation of the value functions

This section begins with an observation often overlooked in the context of low-rank methods
for RL. State and action spaces are typically multi-dimensional. That is, both the state and action
spaces are composed of several dimensions, each representing a distinct feature or property of the
system. In a nutshell, we propose a novel modeling approach that replaces the traditional matrix
representation of the VFs with a tensor representation. This framework naturally accommodates
the multi-dimensional nature of state and action spaces, with each dimension corresponding to an
axis of the tensor. This perspective provides a more structured and interpretable representation
of the VFs. To begin the conversation, we define first the multi-dimensional state and action
spaces. Formally, let us assume that the state space S comprises DS dimensions and the action
space A comprises DA dimensions. A state of the system can then be represented as a vector
s = [s1, . . . , sDS ]⊤, where sd represents the value of the d-th state dimension. Similarly, the action
is represented as a = [a1, . . . , aDA ]⊤, where ad is the value of the d-th action dimension. For each
state dimension sd, let Sd denote the set of possible values that sd can take, with NSd

being the
cardinality of that set. Similarly, for each action dimension ad, let Ad denote the set of possible
values that ad can take, with NAd

representing its cardinality. The state and the action space can
be defined then as the Cartesian product

S = S1 × ...× SDS , and A = A1 × ...×ADA . (3.10)

Moreover, their respective cardinalities satisfy

NS =
DS∏
d=1

NSd
, and NA =

DA∏
d=1

NAd
. (3.11)

This highlights the exponential dependence of the state space size on the number of dimensions.
As the number of dimensions increases, the number of VFs to estimate grows exponentially. This
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phenomenon is commonly referred to as the curse of dimensionality. This issue has a direct con-
nection with tabular methods and the matrix representation of VFs. In these cases, the rows of Q
index the Cartesian product of all one-dimensional state sets, while the columns index the Carte-
sian product of the actions. Consequently, even when employing a low-rank matrix approximation,
the number of parameters to estimate still scales exponentially with DS and DA. As we will
demonstrate in this section, tensor low-rank methods offer a compelling solution to this challenge
by mitigating the curse of dimensionality while improving computational efficiency.

As discussed earlier, tensors provide a natural representation for VFs in scenarios where the
states and actions are multi-dimensional. This multi-dimensional representation generalizes the
traditional matrix-based VF representation Q into a tensor Q. The tensor Q has D = DS + DA
dimensions, where each dimension corresponds to one of the individual state or action dimensions
defined in (3.10). To streamline notation, we combine the state and action spaces into a joint
state-action space D = S ×A, which has D dimensions. We introduce the D-dimensional vector
[s; a] = [s⊤, a⊤]⊤ to represent an element of D. Let Nd denote the number of VFs along the d-th
dimension of the tensor, where Nd = |Sd| if 1 ≤ d ≤ DS and Nd = |Ad−DS | if DS < d ≤ DS +DA.
With this notation at hand, Q is a D-dimensional tensor with size N1 × · · · × ND, comprising∏D

d=1 Nd entries. Each entry corresponds to a specific state-action pair. To make this clear, we
use the multi-dimensional index is,a associated with [s; a], enabling element-wise access as Q(is,a).
Additionally, we define partial indices is and ia, corresponding to the state vector s and the action
vector a, respectively. These partial indices allow for partial indexing of the tensor, such as Q(is, :),
to access slices corresponding to specific states or actions.

3.5 Tensor low-rank estimation of the value functions

The tensor representation of the VFs does not reduce the number of parameters to estimate.
However, as in the matrix case, we can leverage low rank to postulate parsimonious representations
of the tensor of V F s. To that end, we use the PARAFAC decomposition introduced in (2.6), which
factorizes the tensor Q as a sum of rank-1 tensors. As in the matrix case, we begin by analyzing
the impact of the low-rank tensor representation on the Bellman equations for a fixed policy π and
the iterative methods used to solve them. To be specific, we leverage the truncated PARAFAC
approximation introduced in Chapter 2, in (2.10), to propose the following iteration

q(n+1) = vec(PARAFACK(unvec(r + γPπq(n)), (3.12)
which is the tensor counterpart to (3.3). In the equation above, we use vec to denote the vector-
ization operator, mapping a high-dimensional tensor into a column vector by stacking all its fibers,
as described in (2.7). Conversely, unvec represents the inverse operation, which reconstructs the
original tensor dimensions from the stacked vector. The scheme described in (3.12) also converges
to a neighborhood of the true vectorized representation qπ of the VFs associated with a policy π.
This result is formally stated next, following the introduction of the straightforward lemma below,
whose proof can be found in Appendix 3.10.
Lemma 1. Let Q ∈ RN1×...×ND be a tensor with a PARAFAC decomposition given by

Q =
K̄∑

i=1
Qi, where Qi = qi

1 ⊚ . . . ⊚ qi
D.

Assume, without loss of generality, that the rank-1 factors are ordered such that ∥vec(Q(i))∥∞ ≥
∥vec(Q(i+1))∥∞. Define ξi = ∥vec(Q(i))∥∞. Then, it holds that∥∥vec(PARAFACK′(Q))− vec(Q)

∥∥
∞ ≤ (K̄ −K ′)ξK′+1. (3.13)
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Next, we consider the following corollary.

Corollary 1. Let K ′ > 0 denote the rank of the approximation operator PARAFACK′(·). More-
over, consider the D-dimensional tensor unvec(r + γPπq(n)), where Nd represents the length of
its d-th dimension, and let ξK′+1(n) be the infinite norm of its (K ′ + 1)-th rank-1 factor. Define
the constant C1 as

C1 = max
n=1,2,...

min


D∏

d=1̸=i

Nd


D

i=1

−K ′

 ξK′+1(n), (3.14)

where ∏D
d=1̸=i Nd denotes the product of all dimensions except the i-th.

Then, the estimate in (3.12) satisfies

lim sup
n→∞

∥∥∥q(n) − qπ
∥∥∥

∞
≤ C1

1− γ
. (3.15)

Both, the corollary and its proof are almost identical to Proposition 1. In fact, the only
difference between them is the characterization of the constant C1. In this case, the infinity-norm
error between the application of the Bellman operator and the truncated PARAFAC depends on
the truncated rank-1 components of the tensor unvec(r + γPπq(n)), which, as in the SVD case,
is always bounded.

3.6 Tensor low-rank TD learning

As in the matrix case, the key challenge remains the estimation of the tensor of VFs in sit-
uations where the MDP model is unknown. To address this, the next step involves transitioning
to more practical model-free RL scenarios. This requires adapting the formulation from (3.6) to
accommodate the tensor low-rank framework discussed in this section. By leveraging the tensor
notation and concepts introduced earlier, we arrive at the following formulation

Q(n+1) = argmin
Q

ℓTD(Q) = Eµ

[
δQ,Q(n)(σ)2

]
subject to : rank(Q) ≤ K. (3.16)

Note that the constraint in (3.16) renders the optimization problem non-convex and NP-hard.
However, by adopting the PARAFAC decomposition, the constraint in (3.16) can be reformulated
as Q =

∑K
k=1 qk

1 ⊚ . . . ⊚ qk
D, where the factor matrices Qd = [q1

d, . . . , qK
d ] ∈ RNd×K . This is

a slight abuse of notation, as Q previously denoted the VF matrix. To clarify, in this chapter,
Q without a subscript refers to the VF matrix, while Qd denotes the factors of the PARAFAC
decomposition. We denote the set of factors as Q = [Q1, . . . , Qd], which become the optimization
variables. Compactly, we denote the operation of recovering the tensor from the PARAFAC factors
as Q = [[Q1, . . . , QD]]. This reformulation provides an explicit means to address the constraint
in (3.16). Although the problem remains non-convex, it enables the development of efficient
algorithms by iteratively optimizing over each of the D factors. To be more precise, we consider
the following optimization problem

Q(n+1) = argmin
Q

ℓTD(Q) = Eµ

[
δQ,Q(n)(σ)2

]
subject to : Q = [[Q]]. (3.17)

Note that, although the problem is expressed with the PARAFAC constraint, it is not strictly a
constrained problem. Instead, the tensor Q in the Bellman error can be replaced directly by its
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PARAFAC model, Q = [[Q]]. The TD error used in this section is identical to the one introduced
in previous sections. However, for the sake of clarity and completeness, we restate it here upon
defining Q = [[Q]] and the current estimate Q(n) = [[Q(n)]], leading to

δQ,Q(n)(σ) = r + γ max
a′

Q(n)(is′ , ia′)−Q(is, ia). (3.18)

As in the matrix case, solving (3.17) in closed form requires evaluating the expectation with
respect to µ, which is often challenging. Furthermore, we are interested in online RL problems,
where samples are acquired sequentially and on the fly. Consequently, stochastic BCGD algorithms
emerge as a more practical and efficient alternative for solving (3.17). These algorithms operate
by fixing all the factors of Q except one, say Qd, and performing a gradient step only in that
dimension. The process is then repeated cyclically for all dimensions. To detail the proposed
algorithm, it is first necessary to compute the gradient of (3.17) with respect to the entries of
each factor in the PARAFAC decomposition. Consider that at iteration n, we observe the sample
σ(n) = (sn, an, rn, s′

n). As we update cyclically across all dimensions d = 1, . . . , D, let the set of
factors updated up to dimension d be denoted as Q(n)

d = {Q(n+1)
1 , . . . , Q(n+1)

d−1 , Q(n)
d , . . . , Q(n)

D }.
The tensor reconstructed from these factors is given by Q(n)

d = [[Q(n)
d ]]. For the observed state-

action pair (sn, an), let the multi-dimensional indices associated with sn and an be isn and ian ,
respectively. Similarly, for the subsequent state-action pair (s′

n, a′
n), let the multi-dimensional

indices be is′
n

and ia′
n
. For the concatenated index corresponding to [i⊤sn

; i⊤an
]⊤, we denote it as

in. Furthermore, the stochastic gradient of (3.17) for the sample σ(n) is defined as

∇̃Qd(in(d),:) ℓTD
(
Q(n)

d

)
(3.19)

= ∇Qd(in(d),:) δQ(n)
d

,Q(n)
d

(
σ(n)

)2

= 2
(

rn + γ max
a′

Q(n)
d (is′

n
, ia′)−Q(n)

d (isn , ian)
)d−1⊙

i=1
Q(n+1)

i (in(i), :)
D⊙

i=d+1
Q(n)

i (in(i), :)

 ,

which leads to the updates defined in Algorithm 2, which we term as tensor low-rank TD learning
(TLR-TD-learning). The structure of this stochastic update closely mirrors that of the matrix low-
rank TD update described in Algorithm 1. However, while the matrix case involves only two blocks
of variables, the rows of L and R, the tensor case generalizes this to D blocks, each corresponding
to one of the factor matrices in Q. These factor matrices, each with K columns, are updated
sequentially across the D dimensions using a stochastic gradient scheme. For states and actions
that are not observed at iteration n, no new information is available, so the corresponding rows
in the factors remain unchanged, with the estimates at n + 1 being the same as those at n.
Conversely, for the factor Qd associated with the observed state or action, the K values of the
row indexed by the observation are updated. For instance, if at iteration n the observed state s

(n)
1

has an index of 3, the third row of the matrix factor Q(n)
1 is updated. The final step in the update

scheme combines all the updated factor matrices to reconstruct the tensor estimate for the next
time-step, Q(n+1). This ensures that the updated values from all dimensions are reflected in the
new estimate.

Scalability. The PARAFAC decomposition offers a significant reduction in the number of parame-
ters required for the approximation. While the number of parameters in the matrix low-rank model
is (NS + NA)K = (

∏DS
d=1 Nd +

∏DS+DA
d=DS+1 Nd)K, the tensor low-rank model scales linearly with

the dimensions of the state-action space. This results in a total parameter count ofDS∑
d=1

Nd +
DS+DA∑
d=DS+1

Nd

K =
(

D∑
d=1

Nd

)
K. (3.20)
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Algorithm 2 TLR-TD-learning Update
Require: Transition σ(n) = (sn, an, rn, s′

n) in the iteration n, learning rate α(n), and factors
Q(n) = {Q(n)

1 , . . . , Q(n)
D } defining the current estimate Q(n) = [[Q(n)]].

1: for d = 1, . . . , D do
2: for all id ̸= in(d) do
3: Q(n+1)

d (id, :)← Q(n)
d (id, :)

4: end for

5: Q(n+1)
d (in(d), :)← Q(n)

d (in(d), :) + α(n)∇Q(in(d),:)δQ(n)
d

,Q(n)
d

(
σ(n)

)2

6: end for

7: Q(n+1) ← [[Q(n+1)
1 , . . . , Q(n+1)

D ]]
8: return Q(n+1)

Assuming for simplicity that DS = DA = D/2 and Nd = N for all d, the ratio of parameters
between the tensor and matrix schemes is given by

(
∑D

d=1 Nd)K ′

(
∏DS

d=1 Nd +
∏DS+DA

d=DS+1 Nd)K
= DNK ′

(ND/2 + ND/2)K
= DK ′

2K
N1−D/2, (3.21)

highlighting the parameter savings achieved with the tensor-based approach. Note that K ′, the
rank of the tensor, and K, the rank of the matrix, need not be identical, as higher ranks are often
employed in the tensor case.

The low-rank tensor structure also accelerates convergence. Recall that a key limitation of
the classical Q-learning algorithm is that at each iteration n, only one entry of the matrix Q is
updated. In contrast, the matrix low-rank TD algorithm updates approximately NS + NA entries
of Q, corresponding to the row indexing the current state and the column indexing the current
action. In the tensor case, consider a specific dimension d. Updating a single row of Qd, the
one associated with the index of the state-action pair sampled in the current iteration along the
d-th dimension affects

∏D
i=1,i ̸=d Ni entries of Q. Summing across all D dimensions and ignoring

overlaps, the total number of entries updated at each iteration is approximately
∑D

d=1
∏D

i=1,i ̸=d Ni.
Assuming again that DS = DA = D/2 and Nd = N for all d, the ratio of updated entries between
the tensor and matrix cases is∑D

d=1
∏D

i=1,i ̸=d N∏DS
i=1 N +

∏DA
i=1 N

= DND−1

ND/2 + ND/2 = D

2 ND/2−1, (3.22)

demonstrating a remarkable improvement in efficiency with the tensor-based approach.

Regularization of tensor low-rank stochastic methods. When the optimal rank K is unknown
and computational or sample complexity is not a primary concern, we can overshoot the rank K and
add regularization to promote low rankness. Adding a Frobenius norm penalty term η

∑D
d=1 ∥Qd∥2F

to the cost function in (3.16) achieves this goal, ensuring the effective rank of the tensor remains
below K. Algorithmically, this involves incorporating the gradient of the regularizer into the
updates. As in the matrix case, when the algorithm encounters numerical instabilities due to the
non-convexity of the optimization landscape, re-scaling the step size by the norm of the stochastic
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gradient offers a practical solution. This adjustment improves convergence stability and avoids
slowdowns, ensuring smoother optimization [95].

Combining matrix and tensor representations. As discussed in previous sections, not all low-
rank approaches are equally effective. In the matrix case, the rows of L correspond to elements of
S, while the columns of R correspond to elements of A. Even with the simplest low-rank model,
setting the rank to 1 requires estimating 2ND/2 parameters. This quickly becomes impractical
as D increases. In contrast, the rank 1 model for the tensor case requires only DN parameters,
significantly reducing the number of parameters to estimate. However, this simplicity comes at
a cost, as such a model may lack the expressiveness needed to provide accurate estimates of the
tensor of VFs. To make the two models comparable in terms of degrees of freedom, one could
consider increasing the rank for the tensor model to the order of ND/2−1. While this approach
might improve expressiveness, it introduces the risk of numerical instability, which can preclude the
convergence of stochastic optimization schemes. An alternative approach to enhance expressiveness
while maintaining control over the rank is to group some of the D dimensions of Q and redefine it
using a lower-order tensor representation. Specifically, assume that DS and DA are even numbers.
We can then consider the set

P =
{
{S1 × ...× SDS/2}, {SDS/2+1 × ...× SDS},
{A1 × ...×ADA/2}, {ADA/2+1 × ...×ADA}

}
,

which leads to a 4-dimensional tensor Q, witch each dimension associated with one of the elements
of P. Alternatively, if we consider the set

P ′ =
{
{S1 × S2}, {S3 × S4}, ..., {SDS−1 × SDS},
{A1 ×A2}, {A3 ×A4}, ..., {ADA−1 ×ADA}

}
,

it leads to a tensor Q with D/2 dimensions. A rank-1 representation for the tensor using P would
involve estimating 4ND/4 parameters, while the same representation using P ′ would require esti-
mating D

2 N2 values. By adjusting the number of dimensions and experimenting with different ways
to group the individual sets, including non-regular groupings, it becomes possible to effectively bal-
ance the advantages of matrix and tensor-based approaches. One notable benefit of this clustering
strategy is the ability to leverage prior knowledge when forming groups. For instance, dimensions
can be clustered based on their similarity or grouped according to operational constraints, such as
grouping binary variables separately from real-valued ones.

3.7 Numerical experiments

We evaluate the proposed algorithms across a range of standard RL problems, using toolkits
such as OpenAI Gym [97, 98], Gym Classics [99], and Highway environments [100]. In some
experiments, the reward functions were adjusted to penalize excessive actions, encouraging a more
realistic of the agent. Additionally, certain environments were modified to support continuous
action spaces. Detailed implementation specifics for the environments are available in [101]. For
handling tensor operations and multi-dimensional arrays, we used the Tensorly Python package
[102]. The advantages of the matrix low-rank (MLR-TD-learning) and tensor low-rank (TLR-
TD-learning) algorithms are demonstrated through a series of analyses. We examine the effects
of imposing low-rank constraints on VF estimates produced by classical algorithms, evaluate the
performance of the proposed methods in terms of cumulative rewards, compare their parameter
efficiency and convergence speed against standard baselines, and test TLR-TD-learning in a
particularly challenging high-dimensional environment.
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Figure 3.1: Singular values of Q⋆ obtained through policy iteration for four standard RL problems: (a)
Frozenlake, (b) Racetrack, (c) JacksCarRental, and (d) Taxi-v3, showing that the energy of Q⋆ is concen-
trated in the leading singular values.

3.7.1 Low rank in value-function matrices and tensors

A key motivation behind our proposed schemes is the observation that, in many practical
environments, the VF matrix is approximately low rank. To validate this hypothesis, we begin our
numerical analysis by empirically examining the low-rank structure of the VF matrix across various
scenarios, providing evidence to support this foundational premise. To that end, we examine
the optimal VF matrix Q⋆ in several classic RL environments. Assuming access to R, and P ,
the Bellman equation in (3.1) can be used to compute the optimal q⋆ via the policy iteration
algorithm described in Chapter 2. The optimal VFs can be rearranged into the matrix Q⋆. Once
Q⋆ is computed, its SVD decomposition is analyzed to asses whether Q⋆ is approximately low-
rank. Fig. 3.1 displays the singular values Σ of Q∗ for various simple MDP scenarios. The results
indicate that only a few singular values are significantly large, while the majority are small. This
suggests that the ground truth VF in these problems can be approximated by a low-rank matrix,
represented as a sum of a few rank-1 matrices.

In practical RL problems, the MDP is typically unknown, requiring the use of TD methods
to estimate the VF. Although algorithms like Q-learning are theoretically guaranteed to converge
to the true VF, achieving strict convergence depends on assumptions that are difficult to meet in
real-world scenarios. For instance, it requires every state to be visited infinitely often. Even in
such cases, the estimated VF matrix Q, while different from Q⋆, can still lead to a policy with
strong performance. This raises an important question: is the estimated matrix Q approximately
low-rank? To explore this, we ran Q-learning in several RL environments and analyzed the singular
values of the resulting Q. As shown in Fig. 3.2, only a few singular values are significant, providing
additional empirical support for the low-rank algorithms introduced in this thesis. It is worth noting
that this observation differs from the assumptions in Proposition 1 and Corollary 1, which focus on
trajectory-based approximation errors of the VF. In contrast, the experiments in Fig. 3.2 analyze
the estimated VF matrix under practical conditions.



32 Value-Function Estimation via Low-Rank Tensors

Figure 3.2: The singular values of Q obtained via Q-learning in four standard RL problems: (a) Pendulum,
(b) Cartpole, (c) Mountain Car, and (d) Acrobot. They show a concentration of energy in the dominant
SVs. This suggests that the VF matrix Q can be effectively approximated with a low-rank representation,
even in scenarios where the MDP is unknown.

The next step is to evaluate whether a low-rank approximation remains effective when the VF
is represented as a tensor. To this end, we re-arrange Q obtained from the Q-learning experiments
into Q. These tensors are then decomposed using the PARAFAC decomposition for various ranks.
The approximation is evaluated using the normalized Frobenius error (NFE), which quantifies the
error between a tensor X and its approximation X̌. The NFE is defined as ||X− X̌||F

/
||X||F .

The tensor derived from Q-learning is approximated using the PARAFAC decomposition. The
results in Fig. 3.3 show that the error decreases as the rank increases, with most of the energy
captured by the first few factors. This indicates that low-rank approximations of Q closely match
the original values from Q-learning in a Frobenius sense.

This showcases that low-rank approximations of the VF closely resemble their full-rank coun-
terparts. However, the primary goal in most cases is not the VF itself but the policy derived from
it. This raises the natural question of whether policies derived from low-rank VF approximations
achieve high rewards. To address this, we evaluate the performance of policies obtained from the
truncated SVD of Q across various environments. The performance is measured using the normal-
ized cumulative reward error (NCRE), which is defined as (G− Ĝ)/G, where G is the cumulative
reward of the original policy and Ĝ is the reward from the policy inferred using the truncated SVD.
The results, summarized in Table 3.1, indicate that policies induced by the low-rank approxima-
tions yield rewards close to those of the original policies. Notably, in four out of six scenarios, the
NCRE error is below 1%, further validating the effectiveness of our approach.

This section culminates in a compelling insight: low-rank structure emerges as a promising
prior for RL. We began with the premise that many physical systems can be represented in low-
dimensional spaces, suggesting that low-rank approximations could effectively capture the under-
lying dynamics. Our analysis confirmed this intuition, demonstrating that the optimal VF matrix
Q⋆ is approximately low-rank across various setups. Furthermore, even when the VF is estimated
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Figure 3.3: The NFE between the tensor representation of Q from Q-learning and its low-rank PARAFAC
decomposition across four standard RL problems: (a) Pendulum, (b) Cartpole, (c) Mountain Car, and (d)
Acrobot. The error decreases as the rank of the approximation increases.

using classical algorithms, the resulting matrix remains low-rank. Extending this observation, we
showed that the tensor representation Q⋆ of the VF also shows a low-rank structure. Perhaps most
relevantly, even when the low-rank approximation is imperfect, the policies derived from truncated
decompositions still achieve high returns. This provides strong evidence that low-rank tools are not
only theoretically sound but also practically effective, offering a promising direction for addressing
the challenges posed by high-dimensional state-action spaces.

3.7.2 Parameter efficiency

Low-rank algorithms achieve comparable cumulative rewards to traditional RL schemes while
significantly reducing the number of parameters to learn. These efficiency gains are especially valu-
able in scenarios with continuous state-action spaces. In such cases, non-parametric models often
rely on discretized versions of the state-action spaces, where finer discretizations result in larger
VF matrices. While finer discretizations enhance expressiveness, they also increase the number of
parameters to estimate, which scales exponentially with the number of dimensions. The low-rank
algorithms proposed in this chapter enable finer discretizations without increasing the parameter
count of the model, offering a practical solution to mitigate this problem. To evaluate this, we

Environment Frozen Lake Race Track Rental Car
NCRE (%) 0.00 10.05 0.84

Environment Pendulum Cartpole Mountain Car
NCRE (%) 0.42 5.75 0.10

Table 3.1: Error obtained with a truncated-SVD-based policy.
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compare the proposed MLR-TD-learning and TLR-TD-learning algorithms with Q-learning,
deep Q-learning (DQN) [36], and structured value-based RL (SV-RL) [5]. Unlike Q-learning,
DQN and SV-RL can handle continuous state spaces, eliminating the need for discretization.
The hyper-parameters for DQN and SV-RL were tuned to use compact architectures sufficient
for solving the tasks, ensuring a fair comparison. The algorithms were tested in four standard
RL problems [97]– [98]. The implementations use the toolkit OpenAI Gym [97] and [98]. The
implementation details are provided in [101].

• Pendulum Problem: This task involves keeping a pendulum upright and has DS = 2 state
dimensions and DA = 1 action dimension. The reward function balances the pendulum’s
position and the torque applied. We modified the reward to increase the weight of the torque,
emphasizing the need to minimize control effort, making the problem more challenging.

• Cartpole Problem: Here, a pendulum is mounted on a cart that moves horizontally. The
problem has DS = 4 state dimensions and DA = 1 action dimension. The original problem
uses a discrete action space, but we modified it to be continuous to enable more nuanced
policies. The reward was also adjusted to weigh the position of the pole and the magnitude
of the control force, encouraging efficient control strategies.

• Mountain Car Problem: A car attempts to reach the top of a hill, with DS = 2 state
dimensions and DA = 1 action dimension.

• Goddard Rocket Problem: This task requires controlling the fuel usage of a rocket during
take-off to maximize its altitude. The problem consists of DS = 3 state dimensions and
DA = 1 action dimension.

Let Sr and Ar denote the discretized versions of the continuous state space S and action space
A, respectively, with the subscript r representing the resolution level. Finer resolution levels improve
the approximation of the continuous state-action spaces but increase the number of parameters
required to model them, as they scale with the number of discretized states NSr and actions NAr .
To evaluate the impact of different resolutions, we conduct experiments at varying resolution levels.
Each experiment is repeated 100 times until convergence, using a decaying ϵ-greedy policy to ensure
sufficient exploration during the early stages of training. Model updates occur at each time-step
immediately after sampling a new transition. In the Goddard rocket problem, the partition-based
approach to trade-off matrix and tensor representations is applied, grouping two dimensions to
enhance the expressiveness of the model. Tables 3.2 and 3.3 summarize the median cumulative
rewards achieved by agents of various sizes that implement greedy policies derived from their
estimated VFs. As expected, Q-learning requires significantly more parameters to achieve rewards
comparable to those of MLR-TD-learning or TLR-TD-learning. While DQN and SV-RL also
outperform Q-learning with fewer parameters, MLR-TD-learning and TLR-TD-learning achieve
even better results in the Goddard rocket and cartpole problems. Notably, the modified cartpole
problem with a continuous action space and a reward penalizing large actions presents a non-trivial
challenge, unlike its original implementation, which is relatively easy to solve. Here, both DQN
and SV-RL fail to deliver high rewards, while MLR-TD-learning and TLR-TD-learning excel.
In the mountain car problem, MLR-TD-learning and TLR-TD-learning perform comparably to
DQN and SV-RL. The results for TLR-TD-learning are particularly noteworthy, demonstrating
that low-rank tensor models with a small number of parameters can achieve rewards as high as, or
even better than, those of MLR-TD-learning, DQN, and SV-RL.
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3.7.3 Computational complexity

The next two sections evaluate the computational load required to execute various RL schemes.
This section focuses on the computational cost per update. Tables 3.2 and 3.3 present the average
time taken for a single update step across different agents. As expected, Q-learning is the most
computationally efficient, primarily due to its simplicity; its update step does not involve gradient
evaluations. Furthermore, the update time in Q-learning is unaffected by the number of parame-
ters, as each update modifies only a single VF. While larger state spaces require more time-steps
to achieve convergence, the cost of individual updates remains constant. Both MLR-TD-learning
and TLR-TD-learning show comparable computational efficiency to Q-learning. Notably, scal-
ing these models does not significantly affect update times. For a fixed state-action space, the
number of parameters is determined by the rank K. Although update times could theoretically
increase with higher ranks, the ranks required for solving practical problems are typically small,
and other factors dominate the computational cost. Since both MLR-TD-learning and TLR-
TD-learning employ alternating minimization schemes, their update time depends primarily on
the number of dimensions being updated. This explains why TLR-TD-learning, despite requiring
fewer parameters overall, takes slightly longer per update compared to MLR-TD-learning. On the
other hand, DQN demonstrates significantly higher computational complexity, with update times
approximately an order of magnitude slower than those of the other methods. This is largely due
to its use of sample batches for updates, which improves convergence but increases per-step com-
putational cost. Reducing DQN to a single-sample update results in slower convergence, similar to
Q-learning, MLR-TD-learning, and TLR-TD-learning. The computational burden of SV-RL
is even greater. This is because SV-RL solves a matrix factorization problem at every time-step,
making its per-update cost substantially higher than that of all other methods.

3.7.4 Speed of convergence

MLR-TD-learning and TLR-TD-learning show significant advantages in convergence speed
compared to non-parametric models. While non-parametric models update only a single entry of
the Q at a time, low-rank models such as MLR-TD-learning and TLR-TD-learning update entire
rows and columns associated with the active state-action pair. This allows low-rank value function
models to converge faster. We evaluated finer and coarser versions of Q-learning, DQN with both
mono-sample and multi-sample experience replay (ER) schemes, and SV-RL with a multi-sample
ER of the same size as that used in DQN. These were compared against MLR-TD-learning and
TLR-TD-learning. The agents were trained for a fixed number of episodes using a decaying
ϵ-greedy policy, starting with a high ϵ value to encourage exploration. During training, episodes
were run using a greedy policy based on the estimated value function to filter out exploration noise.
The results, presented in Fig. 3.4 and Fig. 3.5, reveal several trends. While the coarser version of
Q-learning converges quickly, it fails to select high-reward actions, with Fig. 3.5 showing that the
distribution of rewards skews toward lower values compared to other algorithms. In contrast, both
MLR-TD-learning and TLR-TD-learning achieve high rewards while converging faster than the
finer version of Q-learning. Although DQN and SV-RL attain higher rewards in the pendulum
environment, they converge more slowly across most scenarios. The dependency of DQN on
the ER buffer size is apparent. A single-sample ER leads to significantly slower convergence, as
DQN trades off between learning steps and training samples. Additionally, the cumulative reward
distributions for DQN show higher variability, with larger interquartile ranges compared to other
methods. A similar observation applies to SV-RL, which achieves median rewards comparable
to or better than DQN in some setups but also exhibits higher variability and significantly larger
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Environment Algorithm Return #Params. Time (µs)

Pendulum

Q-learning

89.55 800 23.38
95.73 1,600 23.08
96.39 2,400 22.94
96.69 4,000 23.00

MLR-TD-learning

93.85 820 31.46
95.45 1,640 31.25
95.39 2,460 31.85
95.49 4,100 31.94

TLR-TD-learning

93.94 100 59.24
94.66 200 59.98
94.61 300 59.55
94.60 500 59.40

DQN
97.23 2,320 742.02
96.66 23,020 954.96
96.69 230,020 2,976.28

SV-RL
97.32 2,320 1,531.66
97.34 23,020 4,075.71
97.70 230,020 6,707.60

Mountain Car

Q-learning

74.99. 400 20.13
83.17 800 20.15
82.40 1,200 20.06
83.78 2,000 20.23

MLR-TD-learning

-1000.00 420 27.90
80.75 840 27.94
85.75 1,680 27.90
86.87 2,100 28.86

TLR-TD-learning

-1000.00 80 46.14
82.45 160 47.36
86.75 240 48.54
88.02 400 46.59

DQN
88.70 1,310 1,205.37
88.40 13,010 1,485.48
89.20 130,010 3,543.48

SV-RL
88.16 1,310 1,904.20
88.47 13,010 2,155.85
88.44 130,010 4,127.91

Table 3.2: Parameters vs. Return vs. Update time (I) in the Pendulum and Mountain Car environments.
MLR-TD-learning and TLR-TD-learning deliver comparable returns to alternative methods while consis-
tently requiring fewer parameters and offering superior inference times. This is particularly significant for
TLR-TD-learning, which requires an order of magnitude fewer parameters.
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Environment Algorithm Return #Params. Time (µs)

Cartpole

Q-learning

-44.59 80,000 25.85
35.08 160,000 25.84
70.24 240,000 26.12
83.51 400,000 25.65

MLR-TD-learning

6.91 80,020 36.38
89.46 160,040 36.27
89.43 240,060 36.17
89.53 400,100 36.60

TLR-TD-learning

-86.10 140 75.09
88.55 280 75.06
89.59 420 74.95
89.57 700 74.59

DQN
-94.77 1,510 711.91
-93.60 15,010 934.60
-94.99 150,010 2,993.98

SV-RL
-94.55 1,510 3,614.89
-94.40 15,010 4,086.06
-94.13 150,010 6,450.52

Goddard

Q-learning

115.60 16,000 25.08
116.62 32,000 24.80
117.78 64,000 24.30
117.99 80,000 24.61

MLR-TD-learning

120.01 16,020 35.22
117.05 32,040 34.67
120.31 48,060 35.04
125.94 80,100 34.81

TLR-TD-learning

119.05 860 64.27
119.17 1,720 64.30
119.01 2,580 64.30
119.31 4,300 63.95

DQN
114.15 1,410 564.17
117.60 14,010 715.00
117.78 140,010 1,997.78

SV-RL
119.84 1,410 1,352.67
119.23 14,010 2,229.98
119.10 140,010 2,639.12

Table 3.3: Parameters vs. Return vs. Update time (II) in the Cartpole and the Goddard rocket environ-
ments. MLR-TD-learning and TLR-TD-learning deliver comparable returns to alternative methods while
consistently requiring fewer parameters and offering superior inference times. This is particularly significant
for TLR-TD-learning, which requires an order of magnitude fewer parameters.
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Figure 3.4: Median number of steps per episode in four standard RL problems: (a) Pendulum, (b) Cartpole,
(c) Mountain Car, and (d) Goddard Rocket. The results demonstrate that MLR-TD-learning and TLR-
TD-learning converge faster than DQN and SV-RL, particularly when DQN employs large batch sizes.
These algorithms also outperform Q-learning in scenarios where the Q-matrix is large, highlighting their
efficiency in handling high-dimensional state-action spaces.

update times, as discussed earlier. As expected, TLR-TD-learning generally converges faster than
MLR-TD-learning in most scenarios. However, when the reward function is sparse, i.e., non-
zero for only a few state transitions, TLR-TD-learning requires more episodes to converge than
MLR-TD-learning or Q-learning. While TLR-TD-learning does not consistently outperform
MLR-TD-learning in terms of rewards, it converges faster and requires far fewer parameters, as
demonstrated in earlier sections.

3.7.5 High-dimensional setting

As discussed earlier, one of the primary advantages of tensor low-rank models is their scalability,
with the number of parameters growing linearly, rather than exponentially, with the number of
dimensions. This makes them particularly useful for RL problems involving high-dimensional state
or action spaces. To further validate this, we tested the TLR-TD-learning algorithm in two
environments. One of them is the highway environment [100], where a vehicle aims to achieve
high speeds while avoiding collisions. The other one is a wireless communications environment,
where a user transmits packets to an access point.

• Highway environment. This setup involves DS = 9 continuous state dimensions and one
DA = 1 discrete action dimension. The continuous state space S was discretized into Sr as
described in the previous section. Modeling this environment using Q-learning or MLR-TD-
learning is infeasible, as even a coarse discretization with 5− 7 points per dimension results
in Q-matrices containing nearly 108 entries. Therefore, we compared the TLR-TD-learning
algorithm against DQN, one of the strongest value-based baselines.
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Figure 3.5: Distribution of mean cumulative rewards per episode for 100 agents across four standard RL
problems: (a) Pendulum, (b) Cartpole, (c) Mountain Car, and (d) Goddard Rocket. The results show that
Q-learning consistently yields distributions shifted toward lower rewards. In contrast, the dependency of
DQN on the size of the ER buffer is evident, with larger buffers generally leading to better performance.

• Wireless Communications Environment. This experiment simulates an opportunistic
multiple-access wireless setup, focusing on a single agent equipped with a queue and a
battery, transmitting packets to an access point. The system comprises C = 3 orthogonal
channels, with new packets arriving every T = 10 time slots. The agent accesses channels
opportunistically, though a channel may be occupied. The state space includes DS = 8
dimensions, the fading level and occupancy state of each channel, the energy in the battery,
and the number of packets in the queue. At each time-step, the agent selects the discretized
power to transmit through each of the C = 3 channels, leading to an action space with
DA = 3 dimensions. Transmission rates follow Shannon’s capacity formula, with an 80%
packet loss when the channel is occupied. The reward function combines the battery level
with a positive weight and the queue size with a negative weight, encouraging the agent to
balance throughput and battery usage. The state space S mixes continuous and discrete
dimensions, such as the binary occupancy states. This requires discretizing the continuous
dimensions into a discrete state space Sr. Similarly, the action space is discretized into Ar.
A notable challenge arises from the multidimensional nature of the action space, as the size
of the discrete action space NAr corresponds to the Cartesian product of the dimensions of
Ar. Due to the large size of the state-action space, Q-learning and MLR-TD-learning are
impractical for this problem, and the comparison focuses on TLR-TD-learning and DQN.

The results for the Highway environment, presented in Fig. 3.6, evaluate three variants of
the TLR-TD-learning algorithm, each corresponding to different resolution levels r and tensor
ranks K, which determine the total number of parameters to learn. We also tested two variants
of DQN, both with the same number of parameters but differing in batch size: one used a single
sample per training step, while the other used batches of size 32. The DQN variant trained with
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Figure 3.6: Median return per episode in the highway environment. The TLR-TD-learning algorithm was
tested with different parameter configurations, while the DQN algorithm was evaluated with batch sizes of
1 and 32, respectively. The results show that TLR-TD-learning converges faster, whereas DQN requires
more samples to achieve a comparable return per episode. Additionally, with small batch size, the DQN
algorithm becomes stuck in a local minimum, resulting in suboptimal performance.

32-sample batches and two of the higher-parameter TLR-TD-learning variants converged to a
solution with higher returns per episode. However, the TLR-TD-learning algorithms exhibited
significantly faster convergence rates. Notably, the TLR-TD-learning variant with the most
parameters converged the quickest. In contrast, the DQN variant trained with single-sample
updates converged more slowly, becoming stuck in a local minimum and yielding suboptimal return-
per-episode results. The TLR-TD-learning variant with fewer parameters achieved intermediate
performance, balancing between convergence speed and return-per-episode. In summary, DQN
requires far more samples than TLR-TD-learning to achieve comparable results, yet it shows a
slower convergence rate overall.

The results in Fig. 3.7 corroborate the findings from the highway environment in the Wireless
communications environment. We tested two TLR-TD-learning variants with ranks K = 20
and K = 40, compared against two DQN variants with batch sizes of 1 and 16, respectively.
The TLR-TD-learning algorithm demonstrated faster convergence in both cases, with the version
using more parameters converging the fastest. In contrast, DQN showed slower convergence
regardless of the batch size. These results highlight that realistic high-dimensional RL problems
can be efficiently addressed by the TLR-TD-learning algorithm, achieving faster convergence and
requiring fewer resources compared to traditional DL-based methods.

3.8 Conclusion

This chapter introduced a suite of algorithms designed to promote low-rank structures for esti-
mating the VF in dynamic programming, enabling stochastic, online, and model-free RL. We began
with the classical state-action matrix representation of the VF, developing low-rank matrix-based
algorithms tailored for online estimation. Acknowledging that most practical problems involve
multi-dimensional state-action spaces, where states and actions are vectors comprising multiple
scalar dimensions, we extended the approach to a tensor representation of the VF. This shift natu-
rally led to the development of low-rank tensor estimation methods, generalizing the matrix-based
techniques to handle higher-dimensional problems efficiently. The benefits of these approaches,
particularly in reducing the number of parameters to estimate, were thoroughly analyzed. The
proposed algorithms were rigorously tested across diverse RL environments, evaluating their per-
formance in terms of cumulative rewards and convergence speed under various configurations.



3.9. Appendix: Proof of Proposition 1 41

Figure 3.7: Median Return per Episode in the Wireless Communications Setup. The TLR-TD-learning
algorithm was evaluated with different parameter configurations, while the DQN algorithm was tested with
batch sizes of 1 and 16. The results indicate that TLR-TD-learning converges faster, demonstrating its
efficiency. In contrast, increasing the batch size for DQN does not significantly accelerate convergence.

Comparisons with existing methods revealed that the proposed approaches achieve competitive or
superior results, even in challenging scenarios. These findings underscore the potential of stochastic
non-parametric VF approximation, traditionally restricted to low-dimensional settings, to address
a broader range of RL problems effectively.

3.9 Appendix: Proof of Proposition 1

Let us start by applying the triangle inequality to upper bound the infinite norm of the difference
q(n+1) − qπ∥∥∥q(n+1) − qπ

∥∥∥
∞
≤
∥∥∥q(n+1) − (r + γPπq(n))

∥∥∥
∞

+
∥∥∥r + γPπq(n) − qπ

∥∥∥
∞

. (3.23)

To upper bound the first term in the right-hand side of (3.23), recall that for a generic matrix
X ∈ RN×M whose (ordered) SVD is given by {ζi, ui, vi}min{N,M}

i=1 , it holds that

∥vec(TSVDK(X))− vec(X)∥∞ =

∥∥∥∥∥∥
min{N,M}∑

i=K+1
ζi(ui ⊗ vi)

∥∥∥∥∥∥
∞

≤
min{N,M}∑

i=K+1
ζi ∥ui ⊗ vi∥∞ ≤

min{N,M}∑
i=K+1

ζi ≤ (min{N, M} −K)ζK+1, (3.24)

where ⊗ stands for the Kronecker product. Then, for all n ∈ {0} ∪ N it follows that

∥q(n+1) − (r + γPπq(n))∥∞ ≤ max
n=1,2,...

(min{N, M} −K)ζK+1(t) = C0. (3.25)

To upper bound the second term in the right-hand side of (3.23), let us replace qπ with its
definition in (3.1) ∥∥∥r− γPπq(n) − qπ

∥∥∥
∞

= γ
∥∥∥Pπ

(
q(n) − qπ

)∥∥∥
∞

. (3.26)

Since Pπ is probability matrices, their singular values are bounded by 1. Hence, the previous
expression can be upper-bounded by∥∥∥r− γPπq(n) − qπ

∥∥∥
∞
≤ γ

∥∥∥q(n) − qπ
∥∥∥

∞
. (3.27)
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Substituting (3.25) and (3.27) in (3.23) reduces to∥∥∥q(n+1) − qπ
∥∥∥

∞
≤ C0 + γ

∥∥∥q(n) − qπ
∥∥∥

∞
. (3.28)

Rewriting the previous expression recursively it follows that

∥∥∥q(n+1) − qπ
∥∥∥

∞
≤ C0

t∑
s=0

γs + γt ∥qπ
0 − qπ∥∞ . (3.29)

The result follows from considering the lim sup and using that γ ∈ (0, 1). The linear convergence
follows directly from (3.28).

3.10 Appendix: Proof of Corollary 1

Since both terms inside the norm share the first K ′ rank-1 components, leveraging the triangular
inequality yields

∥vec(PARAFACK′(Q))− vec(Q)∥∞ =

∥∥∥∥∥∥
K̄∑

i=K′+1
vec(Qi)

∥∥∥∥∥∥
∞

≤
K̄∑

i=K′+1

∥∥∥vec(Qi)
∥∥∥

∞
=

K̄∑
i=K′+1

ξi. (3.30)

Then, leveraging that max{ξi}K̄i=K′+1 = ξK′+1, we conclude that the left hand side of (3.30) is
bounded by (K̄ −K ′)ξK′+1, finishing the proof.



Chapter 4

Value-Function Estimation for Multiple Tasks via Low-Rank Tensors

This chapter extends the exploration of low-rank tools in RL to multi-task settings. It begins by
modeling the multi-task learning problem as the optimization of a higher-order tensor of VFs, where
VFs are aggregated across tasks in a tabular setup. Leveraging the observation that closely related
tasks often require similar actions, the proposed approach leverages low rank on the joint tensor
of VFs. This low-rank structure introduces a notion of task similarity that is inferred directly from
the data, eliminating the need to explicitly define task relationships. Simultaneously, it enables
the stochastic optimization of the tensor of VFs with reduced data requirements. The efficacy of
this method is demonstrated through numerical experiments in two illustrative scenarios. The first
involves a benchmark environment consisting of multiple inverted pendulums, while the second
focuses on a practical application involving multiple wireless communication devices. Together,
these experiments showcase the potential of low-rank tensor models to deal with diverse challenges
in RL beyond simple VF estimation.

4.1 Introduction

By now, it should be clear from previous discussions that RL has achieved remarkable success
across a wide array of domains. However, despite these advances, its application to real-world phys-
ical systems remains limited, with the majority of successes confined to virtual environments. The
primary obstacle lies in the massive amount of data required for training, which becomes infeasible
when data must be collected through direct interactions with physical environments. To overcome
this challenge, researchers have increasingly turned to meta-learning [103, 104]. Meta-learning is
a learning paradigm where models are trained to quickly adapt to new tasks or environments us-
ing a limited amount of data by leveraging knowledge gained from previous tasks. By leveraging
knowledge gained from tasks in virtual environments, meta-learning significantly reduces the data
requirements needed to achieve target performance in physical systems. This strategy offers a
compelling approach. First, we learn in simulated environments, where data is virtually unlimited,
and then we transfer this knowledge to physical systems, bridging the gap between simulation and
reality to enable a scalable deployment of RL agents. Meta-learning encompasses a wide range of
methods [103,104]. One common approach involves incorporating Bayesian priors based on similar
past experiments, with these priors gradually losing influence as new data is acquired [40, 105].
When prior experiments involve agents trained on related but distinct tasks, meta-learning often
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takes the form of multi-task learning, where data from various scenarios is integrated into a unified
problem [13, 41, 106–108]. Some of the typical multi-task learning techniques include enforcing
proximity constraints [12, 109–111], adaptively sampling tasks [112], weighting task contributions
in DL [113], and jointly optimizing tasks in support vector machines [114, 115]. Alternatively, in
transfer learning, we aim to adapt previously learned models to address new tasks [116].

In this context, learning from multiple tasks, whether in virtual or physical environments, is
central to meta-learning approaches. The premise here is that tasks share similarities that can be
used to enhance data efficiency. Despite this promising foundation, few studies have explored how
to systematically take advantage of the structural similarities between tasks. However, as discussed
in Chapter 3, low-rank representations are a promising prior for dynamical systems. Building on
this insight, this chapter proposes a framework for exploiting information across tasks by learning
low-rank tensor representations of the VFs. Tensors provide a natural modeling framework in this
setting. When the VFs for individual tasks are represented as matrices, stacking these matrices
across tasks naturally forms a three-dimensional tensor. Furthermore, as in the previous chapter,
this could be extended to higher-order tensors to accommodate multi-dimensional states and action
spaces represented as tensors. We have shown in Chapter 3 that low-rank structures are ubiquitous
in real-world systems. Moreover, the multi-linear structure of low-rank tensors eases gradient-based
optimization, rendering the optimization problems computationally tractable. While non-linear,
low-rank tensor models offer a certain degree of interpretability that is often desirable in complex
systems. Motivated by all this, the contributions of this chapter are outlined next.

C1 Formulating the VF estimation problem in multi-task settings as solving a multi-task MDP,
where low-rank tensor constraints are incorporated.

C2 Developing stochastic, online, and model-free algorithms that enforce low-rank structures in
the VF tensor for multi-task problems.

C3 Conducting numerical experiments to illustrate the relevance of low-rank structures in multi-
task settings and to demonstrate the practical benefits of the proposed methods.

The remainder of the chapter is organized as follows. Section 4.2 formulates the multi-task
MDP, establishing the theoretical foundations for the approach. Section 4.3 introduces the repre-
sentation of the VF tensor in the multi-task setting. Section 4.4 presents a tensor-based stochastic
TD method to tackle the VF estimation problem. Experimental evaluations, highlighting the
relevance of low-rank structures in multi-task settings, are provided in Section 4.5, followed by
concluding remarks in Section 4.6.

4.2 Multi-task MDPs

In this work, we address the problem of learning the VFs for multiple related tasks, formalized
as a multi-task MDP. Specifically, we consider M separate MDPs, denoted asMm(S,A, Pm, Rm)
for m = 1, . . . , M . In this formulation, the state space S and action space A are shared across
all MDPs, while the model of the MDP varies among tasks. That is, Pm ∈ R|S|×|S||A| represents
the transition probability matrix for the m-th MDP, and Rm : S × A → R defines its reward
function. The goal in standard RL is to find a policy that selects actions based on the current
state to maximize the corresponding VFs. Extending this to the multi-task setting, the objective
becomes learning a set of policies {πm}Mm=1 that optimally guide action selection in each of the
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M tasks. As in the single-task case, the optimality criterion is tied to the VFs, but now, for the
m-th MDP, the VFs are defined as follows

Qπm
m (s, a) = Eπm

Pm

[ ∞∑
t=1

γt−1Rm(st, at) | s1 = s, a1 = a

]
, (4.1)

where the expectation is taken with respect to the transition probability transitions Pm and the
policy πm.

In value-based methods, the objective is to find the optimal VFs by leveraging the Bellman op-
timality equations defined in (2.15). As discussed in Chapter 2, function approximation is employed
to model the VFs parametrically in large-scale problems. Specifically, in the multi-task context,
let us represent the VF for the m-th task as Qωm(s, a), where ωm denotes the parameters to be
learned. The problem of VF estimation then reduces to determining the optimal value of ωm using
stochastic gradient TD schemes, e.g. ω

(n+1)
m = ω

(n)
m + α(n)∇̂ℓTD(ω(n)

m ), where n is the iteration
index, α(n) represents the learning rate, and ℓTD is the TD loss function defined in (2.22). If the
similarities across tasks are neglected, the M instances can be optimized independently, resulting
in M separate approximators. However, a more practical approach, particularly in scenarios with
high dimensionality or limited samples, is to take advantage of these similarities. This can be
achieved by defining a unified optimization problem that combines the objectives of all M tasks
while introducing constraints or regularizers to enforce that either the VFs themselves or their
parameters behave similarly. With this motivation, we propose addressing the multi-task learning
problem by solving the following TD optimization formulation

Ω(n+1) = argmax
Ω

ℓMT(Ω) =
M∑

m=1
λmℓTD(ωm) (4.2)

with Ω = [ω1, . . . , ωM ] representing the parameters for all M tasks, and λm some non-negative
coefficients weighting the relevance of each task. A key question arises on how to impose similarities
across tasks. While policy-based methods often achieve similar policies by constraining their KL
divergence or clipping the loss [18], we propose an alternative approach specifically designed to
jointly estimate the VFs for multiple tasks.

As in the previous chapter, our method models the VFs of each task as either a matrix or
a tensor. These M VF sets are then combined into a single tensor Q, with an additional mode
indexing the tasks. Then, we postulate that Q is low rank, defining the challenge of learning the VFs
into the problem of estimating the tensor factors. To achieve this, we develop a TD algorithm that
computes these factors jointly across the M tasks. Unlike classical approximators, our approach
does not maintain an explicit, separate set of parameters ωm for each task. Instead, all task
parameters are unified into a set of low-rank tensor factors, which collectively form a PARAFAC
model that represents all tasks simultaneously. This unification removes the need for enforcing task
similarity through proximal constraints or additional regularizers; instead, the similarity is implicitly
embedded within the low-rank structure of the tensor model.

4.3 Tensors representation of the multi-task value functions

As outlined in the previous section, our approach considers a tensor Q that aggregates the VFs
across M tasks. For illustrative purposes, assume that both the state space S and the action space
A are single-dimensional, with sizes NS and NA, respectively. In this case, the VFs for each task
m can be represented as a matrix Qtask=m. Stacking the M matrices of VFs across all tasks forms
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a three-dimensional tensor Q ∈ RNS×NA×M . Each entry of this tensor, Q(is, ia, m), corresponds
to Qπm

m (s, a), where is and ia denote indices associated with the state s and action a, respectively.
The core idea of this chapter is to model this tensor of VFs using low-rank techniques, specifically
leveraging the PARAFAC decomposition. Under this model, Q is expressed as Q = [[Q]], where
Q = {Qs, Qa, Qt} are the tensor factors associated with the state, action, and task dimensions.
Note that this is a slight abuse of notation compared to the previous chapter, where Qd referred
to the d-th factor in the PARAFAC decomposition. Here, Qs ∈ RNS×K represents the factor
matrix for the state space, Qa ∈ RNA×K for the action space, and Qt ∈ RM×K for the tasks,
with K denoting the rank of the decomposition. As reviewed in Chapter 3, in practical scenarios,
both state and action spaces often consist of multiple dimensions. In such cases, instead of
representing Q as a three-dimensional tensor, it is more natural to model it as a (DS + DA + 1)-
dimensional tensor, where DS and DA denote the number of dimensions of the state and action
spaces, respectively, and the additional dimension indexes the tasks. Low-rank tensor models are
particularly advantageous in these settings, as they offer even greater computational and sample
complexity savings as the number of dimensions increases. For illustrative purposes, this chapter
focuses on the three-dimensional tensor representation of Q. However, the numerical experiments
include examples where the state-action spaces are multi-dimensional, demonstrating the scalability
and practical relevance of our approach.

Note that the main distinction of this model with respect to the one introduced in Chapter
3 is that here we consider an extra dimension in our tensor to accommodate the M tasks. The
PARAFAC decomposition couples the VF representations across tasks by employing low-rank tools.
This coupling not only promotes efficiency but also provides a certain degree of interpretability, as
discussed in Section 4.1. Specifically, low-rank representations can be viewed as low-dimensional
embeddings. Under this interpretation, the tensor of VFs is reconstructed as outer products of these
embeddings. To elaborate on this, consider the factor matrices Qs and Qa. These matrices enable
the formation of the |S| × |A| action-space matrix associated with the k-th rank-1 component of
the tensor as Q̃k = Qs(:, k)Qa(:, k)⊤. Consequently, the |S| × |A| VF matrix corresponding to
the m-th task can be expressed as

Qm =
K∑

k=1
Qt(m, k)Q̃k =

K∑
k=1

Qt(m, k)
(
Qs(:, k)Qa(:, k)⊤

)
. (4.3)

In words, the low-rank tensor decomposition provides a latent representation of the VF matrix in
a K-dimensional space. This representation is then synthesized into the VFs associated with the
m-th task as the inner product of the latent representation with the K coefficients encoded in
the m-th row of the task-specific factor matrix Qt. This low-dimensional embedding enables us
to interpret the parameters of our tensor model, Ω = Q, as being learned jointly by sampling the
multi-task MDP from all tasks. Crucially, this approach requires tuning only one hyper-parameter:
the rank K. The following subsection formally introduces the problem of learning Q.

4.4 Multi-task tensor low-rank TD learning

To formulate our multi-task low-rank VF estimation problem, we build upon the TD learning
problem introduced in (4.2), incorporating a low-rank constraint. However, we know that explicitly
constraining the rank is computationally intractable. Instead, we leverage the PARAFAC model,
as was done for the optimization in (3.17) in Chapter 3. The key difference here is that we now
consider optimizing over the M tasks jointly. To account for the relative importance of each task,
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we introduce the weights {λm > 0}Mm=1. Then, the optimal tensor factors can then be found via

Q(n+1) = argmax
Q

ℓMT(Q) =
M∑

m=1
λmEµm

[
δQ,Q(n)(σm)2

]
subject to : Q = [[Q]], (4.4)

where we recall that µm is a sampling distribution over the transitions σm = (s, a, r, s′, m). The
TD error used in this section is the same TD error introduced in (2.19), but now it is extended to
every task m, which becomes an extra index of the tensor. More precisely, and recalling that is

and ia denote the indices associated with state s and action a, respectively, we define it as

δQ,Q(n)(σm) = r + γ max
a′

Q(n)(is′ , ia′ , m)−Q(is, ia, m). (4.5)

We assume access to sampled transitions from all the MDPs. Nevertheless, the above opti-
mization is challenging due to the multi-linearity and therefore, the non-convexity, of the low-rank
tensor decomposition. However, we know at this point that the problem lends itself to alternating
optimization methods. To address this, we propose a BCGD algorithm. This TD algorithm, which
leverages sampled trajectories from the multi-task MDPs, updates cyclically the factors in a similar
way to Algorithms 1 and 2. The main difference in this chapter is that we must also cycle through
the M tasks. This involves iteratively sampling trajectories from the different tasks and updat-
ing the corresponding factors. Specifically, we execute episodic trajectories across the M MDPs.
Upon sampling the n-th transition from the m-th MDP, denoted by σ

(n)
m = (sn, an, rn, s′

n, m), the
factors Q are updated using an iterative scheme, detailed as follows

Q(n+1)
s (sn, :) = Q(n)

s (sn, :)− α(n)∇̃Qs(sn,:) ℓMT(Q(n)) (4.6)
Q(n+1)

a (an, :) = Q(n)
a (an, :)− α(n)∇̃Qa(an,:) ℓMT(Q(n)

a ) (4.7)

Q(n+1)
t (m, :) = Q(n)

t (m, :)− α(n)∇̃Qt(m,:) ℓMT(Q(n)
t ) (4.8)

where α(n) is the learning rate, andQ(n)
a = {Q(n+1)

s , Q(n)
a , Q(n)

t } andQ(n)
t = {Q(n+1)

s , Q(n+1)
a , Q(n)

t }
represent the factors after the cyclic updates, which are then used as input for the subsequent up-
dates of the remaining factors. The corresponding tensors for the factor iterates are defined as
Q(n)

a
= [[Q(n)

a ]] and Q(n)
t

= [[Q(n)
t ]]. Then, the expressions for the stochastic gradients with

respect to every factor are then given by

∇̃Qs(sn,:) ℓMT(Q(n)) = λm∇Qs(isn ,:) δQ=Q(n),Q(n)

(
σ(n)

m

)2
(4.9)

= 2λm

(
rn + γ max

a′
Q(n)(is′

n
, ia′ , m)−Q(n)(isn , ian)

)(
Q(n)

a (ian , :)⊙Q(n)
t (m, :)

)
,

∇̃Qa(an,:) ℓMT(Q(n)
a ) = λm∇Qa(ian ,:) δQ=Q(n)

a ,Q(n)
a

(
σ(n)

m

)2
(4.10)

= 2λm

(
rn + γ max

a′
Q(n)

a
(is′

n
, ia′ , m)−Q(n)

a
(isn , ian)

)(
Q(n+1)

s (isn , :)⊙Q(n)
t (m, :)

)
,

∇̃Qt(m,:) ℓMT(Q(n)
t ) = λm∇Qt(m,:) δQ=Q(n)

t ,Q(n)
t

(
σ(n)

m

)2
(4.11)

= 2λm

(
rn + γ max

a′
Q(n)

t
(is′

n
, ia′ , m)−Q(n)

t
(isn , ian)

)(
Q(n+1)

s (isn , :)⊙Q(n+1)
a (ian , :)

)
,

For clarity, the pseudocode of the proposed scheme, denoted as tensor low-rank multi-task TD
learning (TLR-MTTD-learning), is provided in Algorithm 3. The factor matrices, each with K
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columns, are updated sequentially using a stochastic gradient scheme. Rows corresponding to
unobserved states or actions remain unchanged, while the row associated with the observed state
or action is updated based on the new information at iteration n. It is important to emphasize the
impact of updates across multiple tasks. When a transition from task m is sampled, our algorithm
updates the embeddings for the states and actions observed during the trajectory [cf. (4.6), (4.7),
(4.9), and (4.10)] and the coefficients associated with task m [cf. (4.8) and (4.11)]. The operation
of the algorithm highlights the benefits of the joint multi-task framework, since updates stemming
from trajectories of task m influence the VFs of all other tasks. This interaction accelerates
convergence and reduces sample complexity compared to a separate scheme that estimates the
M tasks independently. On the other hand, note that in the proposed algorithm, the tasks are
sampled cyclically and weighted according to the fixed hyper-parameters λn. More sophisticated
sampling schemes or adaptive strategies for handling the task weights could also be explored.

Algorithm 3 TLR-MTTD-learning Update
Require: Learning rate {α(n)}Nn=1, maximum iterations N , rank K, maximum episode length J ,

task weights {λm}Mm=1, and initial factors Q(1) = {Q(1)
s , Q(1)

a , Q(1)
t } ∼ Uniform(0, 1).

1: n← 1
2: while n ≤ N do
3: for m = 1, . . . , M do
4: for j = 1, . . . , J do
5: Sample transition σ

(n)
m = (sn, an, rn, s′

n)

6: for all (s, a, m′) ̸= (sn, an, m) do
7: Q(n+1)

s (is, :)← Q(n)
d (is, :)

8: Q(n+1)
a (ia, :)← Q(n)

d (ia, :)
9: Q(n+1)

t (m′, :)← Q(n)
d (m′, :)

10: end for

11: Q(n+1)
s (sn, :)← Q(n)

s (sn, :)− α(n)λm∇Qs(isn ,:) δQ=Q(n),Q(n)

(
σ

(n)
m

)2

12: Q(n+1)
a (an, :)← Q(n)

a (an, :)− α(n)λm∇Qa(ian ,:) δQ=Q(n)
a ,Q(n)

a

(
σ

(n)
m

)2

13: Q(n+1)
t (m, :)← Q(n)

t (m, :)− α(n)λm∇Qt(m,:) δQ=Q(n)
t ,Q(n)

t

(
σ

(n)
m

)2

14: n← n + 1
15: if n > N then
16: break
17: end if
18: end for
19: end for
20: end while

21: return Q(N)
s , Q(N)

a , Q(N)
t

4.5 Numerical experiments

This section highlights the advantages of TLR-MTTD-learning in leveraging joint learning
across tasks. We have tested the proposed method in two scenarios: the pendulum control problem
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[97] and the wireless communications setup. The primary objective here is to evaluate the suitability
of low-rank methods in multi-task MDPs, building on the insights from the previous chapter. To
this end, TLR-MTTD-learning is compared against two baselines: TLR-TD-learning, which
independently learns the VFs for each task using the tensor low-rank approach introduced in
Chapter 3, and C-TLR-TD-learning, which employs a shared low-rank VF tensor representation
for all tasks. Further implementation details can be found in the code repository [117]. We consider
the following setups.

• Pendulum Control. As in the previous section, this classic control problem involves stabi-
lizing an underactuated pendulum in the upright position. The different tasks in this envi-
ronment involve distinct system dynamics. The system of the pendulum comprises a pole of
length d and mass g, with dynamics defined by the angle θ (relative to the upright position)
and angular velocity θ̇. The agent applies bounded torque τ to control the pendulum, with
equations of motion incorporating gravity and friction. The state includes θ and θ̇, while
the reward penalizes deviations from the upright position and excessive torque, promoting
efficient stabilization. We evaluate M = 4 tasks, characterized by different masses gm and
lengths dm. Specifically, we consider g = [0.01, 0.1, 0.5, 1.0] and d = [1.0, 1.0, 0.5, 0.5].

• Wireless Device. In the wireless setup, the different tasks involve different system dynamics
as well. This setup simulates an opportunistic multiple-access wireless system, and the
agent, equipped with a queue and a battery, transmits packets to an access point over
an orthogonal channel. At each time-step, κ packets arrive with probability pκ, and the
agent decides the transmission power while accounting for channel fading and occupancy.
As before, the state comprises the channel fading and occupancy, the battery energy, and
the queue size. The transmission rate is determined by Shannon’s capacity formula, in
this case with 100% packet loss if the channel is occupied. The battery harvests b units
of energy per step with probability pb. The reward balances a positively weighted battery
level against a negatively weighted queue size, encouraging efficient throughput and energy
management. We evaluate M = 4 tasks with distinct parameters κ = [1.0, 1.0, 1.0, 2.0],
b = [0.5, 0.5, 0.5, 3.0], pκ = [0.2, 0.2, 0.5, 0.8], and pb = [0.2, 0.5, 0.5, 0.8].

4.5.1 Multi-task low-rank structure

The tasks in the Pendulum setup induce distinct policies while sharing structural similarities that
our low-rank model effectively exploits. To demonstrate this, we analyze two pendulum tasks in
detail. One of them balances a low-mass pendulum and the other balances a high-mass pendulum.
Optimal policies are estimated independently using TLR-TD-learning. As shown in Fig. 4.1-a,
the low-mass pendulum achieves the upright position more quickly with low torques, whereas, in
Fig. 4.1-b, the high-mass pendulum requires greater torque to maintain balance. Despite these
differences, both policies share a fundamental structure. Positive torque τ is applied for negative
angular velocity θ̇, and vice versa. This shared structure highlights the hidden structure between
tasks, that we exploit using low-rank techniques.

Similarly, in the wireless communication setup, tasks induce distinct but structurally similar
policies. To illustrate this, we compare again two scenarios. One of them considers low packet
arrivals and minimal energy harvesting, and another one considers high packet arrivals and abundant
energy harvesting. Using TLR-TD-learning, optimal policies are estimated independently. In
Fig. 4.2-a, the low-packet scenario shows the agent transmitting with low power on available
channels and refraining from transmitting when channels are occupied. In contrast, Fig. 4.2-b shows
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(a) Pendulum problem with
(g1 = 0.01, d1 = 1.0).

(b) Pendulum problem with
(g4 = 0.01, d4 = 1.0).

Figure 4.1: Trajectories sampled using the estimated optimal policy learned with TLR-TD-learning for
the pendulum problem in two scenarios. Despite differing system parameters, the policies show consistent
structural similarities.

(a) Wireless setup with κ1 = 1.0, b1 = 0.5,
pκ1 = pb1 = 0.2.

(b) Wireless setup with κ4 = 2.0, b4 = 3.0,
pκ4 = pb4 = 0.8.

Figure 4.2: Trajectories sampled using the estimated optimal policy learned with TLR-TD-learning for
the wireless problem in two scenarios. Despite differing system parameters, the policies show consistent
structural similarities.

the high-packet scenario, where the agent transmits more frequently and at higher power. Despite
these differences, the policies share a common structure again. The agent avoids transmitting on
occupied channels and scales transmission power based on packet size. These structural similarities
further validate the relevance of low-rank methods in multi-task settings.

4.5.2 Parameter efficiency and computational complexity

In the Pendulum problem, we evaluate TLR-MTTD-learning against TLR-TD-learning and
C-TLR-TD-learning by running 2, 000 episodes for each task, with T = 100 time-steps per
episode. After each transition, TLR-MTTD-learning, C-TLR-TD-learning, and TLR-TD-
learning update their respective parameters. Note that TLR-TD-learning updates the parameters
of separate models for each task. To ensure a fair comparison in terms of computational budget,
for every transition in task m, TLR-TD-learning performs M updates to the parameters of the
corresponding model. Performance is measured by the cumulative reward achieved during a test
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Figure 4.3: Performance of TLR-MTTD-learning in the pendulum problem for M = 4 tasks, measured in
terms of average return over 100 experiments. TLR-MTTD-learning consistently requires fewer samples
to converge compared to TLR-TD-learning and achieves higher returns than C-TLR-TD-learning.

episode conducted after sampling transitions, with results averaged across 100 independent exper-
iments. Fig. 4.3 presents the outcomes for all tasks. As expected, TLR-MTTD-learning and
C-TLR-TD-learning converge faster and require fewer samples compared to TLR-TD-learning.
However, C-TLR-TD-learning converges to a suboptimal solution since it uses a single repre-
sentation for all tasks. In contrast, TLR-MTTD-learning achieves performance comparable to
TLR-TD-learning, which learns separate models for each task. Crucially, TLR-MTTD-learning
leverages the low-rank structure to achieve these results with fewer samples, showcasing its effec-
tiveness in multi-task learning.

In the wireless setup, we evaluate TLR-MTTD-learning against TLR-TD-learning and C-
TLR-TD-learning by running 500 episodes per task, each consisting of T = 200 time-steps. As
in the Pendulum problem, performance is assessed using the cumulative reward averaged over
100 independent experiments. Fig. 4.4 presents the results. Again, TLR-MTTD-learning and
C-TLR-TD-learning converge faster and require fewer samples compared to TLR-TD-learning.
However, C-TLR-TD-learning converges to a suboptimal solution, while TLR-MTTD-learning
matches the performance of TLR-TD-learning. Notably, TLR-MTTD-learning consistently
leverages the low-rank structure to significantly reduce the number of samples required, further
demonstrating its efficiency and scalability in multi-task reinforcement learning.

4.6 Conclusion

This chapter introduced a parametric model for multi-task learning tailored to finite but large
state and action spaces. Our approach collects the VFs of multiple tasks into a common (shared)
tensor, embedding task similarities through a low-rank structure. Building on this, we developed
a TD algorithm, which leveraged data from all tasks to jointly learn the tensor factors. By
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Figure 4.4: Performance of TLR-MTTD-learning in the wireless setup for M = 4 tasks, measured in
terms of average return over 100 experiments. TLR-MTTD-learning consistently requires fewer samples
to converge compared to TLR-TD-learning and achieves higher returns than C-TLR-TD-learning.

controlling the rank, we effectively reduce the number of parameters to estimate, enabling superior
performance in data-scarce settings. To validate this approach, we conducted two experiments:
stabilizing a collection of inverted pendulums and maximizing the throughput of wireless devices.
In both scenarios, the proposed method consistently achieved higher rewards than comparable
methods, including those that either overlook task differences or optimize tasks independently.
Notably, by jointly modeling the VFs for all the tasks, the agent excelled during the early stages
of training, demonstrating its strength in data-limited regimes.



Chapter 5

Value-Function Estimation in Finite-Horizon MDPs via Low-Rank
Tensors

In this chapter, we explore the integration of low-rank tools into finite-horizon MDPs for scalable
VF approximation. In these settings, non-stationary policies and VFs amplify the challenges posed
by high-dimensional spaces, including the curse of dimensionality and sample complexity. To
address these issues, the chapter proposes modeling VFs as low-rank tensors, where time is an
extra dimension. By leveraging the tensor representation of VFs, we model the multi-dimensional
dependencies across time instances in a parsimonious way, ensuring that the number of parameters
scales linearly with the number of dimensions. Optimization-based methods are developed to
solve the Bellman equations under low-rank constraints using BCD and BCGD algorithms, with
theoretical convergence guarantees. For unknown dynamics, the chapter adapts the BCGD method
to leverage sampled trajectories. Moreover, the proposed framework is connected to TD methods,
which have been the workhorse of the previous chapters. Numerical experiments illustrate the
benefits of the framework, demonstrating efficiency and scalability in both synthetic and practical
(resource allocation) problems.

5.1 Introduction

In Chapter 3, the focus was on infinite-horizon MDPs, while in Chapter 4, the multi-task
MDPs were essentially collections of regular infinite-horizon MDPs. This emphasis on infinite-
horizon MDPs is not coincidental. These MDPs are widely studied in the RL literature and often
serve as good approximations for real-world systems. Moreover, under mild assumptions, the
optimal policy for infinite-horizon MDPs is stationary, meaning that the policy’s definition does
not depend on the specific time at which an action is taken. This stationarity greatly simplifies
the estimation of both policies and VFs. Despite the widespread focus on infinite-horizon MDPs,
many practical applications require finite decision-making horizons. While infinite-horizon MDPs
can approximate these systems when the horizon is long enough, such approximations become
inadequate for shorter horizons, necessitating the direct consideration of finite-horizon MDPs.
Finite-horizon MDPs, however, introduce unique challenges. Policies, and consequently VFs, are
no longer stationary [38]. Even when the same state is encountered at different time points, the
optimal action may differ. This non-stationarity requires estimating separate VFs for each time
step, further compounding the challenges associated with infinite-horizon MDPs, such as the curse
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of dimensionality and high sample complexity.

To address these challenges, VF estimation in finite-horizon MDPs has traditionally involved
reformulating the Bellman equations as linear programs [118–121]. However, this approach does
not scale well, and VF approximation is almost always employed in practical setups. While ex-
tensively studied in infinite-horizon MDPs [24, 37, 94, 122], VF approximation remains largely un-
derexplored for finite-horizon MDPs, particularly in model-free settings. NN-based methods have
been employed in model-based control problems to approximate VFs [123–125], while fixed-horizon
approaches have been introduced to stabilize convergence in model-free setups [10, 11]. Despite
these advances, conventional VF approximation techniques in finite-horizon MDPs face many of
the same issues as in infinite-horizon MDPs. The use of NNs often results in overparameterized
models that inefficiently use data, further complicating the learning process. In this chapter, we
propose addressing these limitations by leveraging low-rank tensor decompositions for estimating
VFs in finite-horizon MDPs. The literature on tensor low-rank methods for finite-horizon MDPs
is scarce, with the exception of [91], which explores least-squares tensor regression to approximate
VFs in model-based setups. However, no prior work has used low-rank tensors to estimate VFs in
finite-horizon MDPs, leaving a critical gap that this chapter seeks to bridge.

This chapter introduces tensor low-rank methods to approximate the optimal VFs of finite-
horizon MDPs. Specifically, we propose collecting the VFs for all time-steps into a tensor, where
time is just an additional dimension of the tensor. We then explicitly impose a low-rank PARAFAC
structure on this tensor. Under this model, the number of parameters scales linearly with the size
of the state and action spaces, mitigating the curse of dimensionality in the presence of multiple
time-steps. To estimate the tensor VFs, we develop an optimization-based formulation rooted in
the Bellman equations. Two methods are proposed for solving this optimization problem: a BCD
algorithm and a BCGD algorithm, both of which are equipped with convergence guarantees. When
the MDP model is unavailable, we adapt the BCGD method to learn from sampled data. Moreover,
we establish connections between this stochastic approach and TD-learning. Finally, we present
numerical experiments demonstrating that the proposed methods significantly reduce the sample
complexity required for accurate VF estimation in finite-horizon MDPs. The main contributions
of this chapter are summarized as follows.

C1 Modeling the VFs of finite-horizon MDPs using low-rank tensors, offering a scalable approach
to address the curse of dimensionality across multiple time-steps.

C2 Introducing an optimization-based framework grounded in the Bellman equations, leveraging
low-rank tensors. Two solution methods are proposed: BCD and BCGD, both with theoretical
convergence guarantees.

C3 Extending the BCGD algorithm to operate stochastically in scenarios where the MDP model
is unavailable. This adaptation establishes a connection to TD-learning.

C4 Showing through numerical experiments in resource allocation problems that the proposed
low-rank tensor methods significantly reduce the computational complexity associated with
VF estimation in finite-horizon MDPs.

The remainder of the chapter is organized as follows. We begin by introducing the fundamental
concepts of finite-horizon MDPs in Section 5.2. Section 5.3 formulates the optimization problem,
while Sections 5.4 and 5.5 propose the BCD and BCGD methods to solve it. Section 5.6 introduces
the stochastic counterpart of the problem defined in Section 5.3, and Section 5.7 presents a
stochastic BCGD method to solve it. Section 5.8 establishes connections between the proposed
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methodology and TD-learning. Section 5.9 evaluates the proposed methods, and Section 5.10
concludes with key insights. The proofs of the theoretical results presented in this chapter are
detailed in Sections 5.11, 5.12, 5.13 and 5.14.

5.2 Finite-horizon MDPs

Most of the principles of infinite-horizon MDPs introduced in Chapter 1 apply to finite-horizon
MDPs. However, certain concepts must be adapted to account for non-stationary policies. We
consider a finite-horizon MDP, represented by the tuple (S,A, P, R, H). As before, S and A
denote discrete state and action spaces with dimensions DS and DA, respectively. Here, P is the
transition probability function, and R is the reward function, which in this chapter is assumed to be
deterministic. The key distinction is the inclusion of H, the time horizon. In finite-horizon MDPs,
the time-space is discrete and finite, denoted by H = 1, . . . , H, where each element h represents a
time index. In this chapter, we use the letter h to denote the time-step, rather than t, to emphasize
the relevance of the limited time horizon characteristic of finite-horizon MDPs. At each time-step
h, the agent observes the state sh and selects an action ah. The environment transitions to a new
state sh+1 according to P and provides a reward rh = R(sh, ah). The interaction terminates after
the H-th action aH is taken, and the corresponding reward rH is obtained. Finite-horizon MDPs
may feature non-stationary transition probabilities P = {Ph}Hh=1 and non-stationary, stochastic
reward functions R = {Rh}Hh=1. For simplicity, we assume stationary P and stationary deterministic
R, though the results presented in this chapter can be extended to non-stationary and stochastic
settings trivially.

The goal of RL in finite-horizon setups remains the same. We aim to learn a policy π that
maximizes the expected cumulative reward Eπ

[∑H
h=1 rh

]
. The key distinction is that policies in

finite-horizon MDPs are not stationary [38], as the optimal actions depend on the time index
h. Thus, the objective is to learn a set of policies π = {πh}Hh=1, where each πh : S 7→ A
deterministically maps states to actions. The optimality of π can also be assessed through the
VFs, which are time-dependent finite-horizon setups. For a given policy π, we define the set of
non-stationary VFs as Qπ = {Qπ

h}Hh=1, where Qπ
h(s, a) represents the expected reward conditioned

on the state-action pair (s, a) at time-step h

Qπ
h(s, a) = Eπ

[
H∑

h′=h

rh′ |sh = s, ah = a

]
.

As in the infinite-horizon case, the optimality of finite-horizon VFs holds element-wise. This
means that for any policy π, the optimal VFs satisfy Q⋆

h(s, a) ≥ Qπ
h(s, a) for all (s, a, h) [38, 58].

Moreover, an optimal policy π⋆ can also be derived from the optimal VFs Q⋆ = {Q⋆
h}Hh=1 by

greedily maximizing the VFs with respect to actions as
π⋆

h(s) = argmax
a

Q⋆
h(s, a).

Thus, by first computing the optimal VFs Q⋆, an optimal policy π⋆ can be obtained in an analogous
way to the infinite-horizon scenario.

Remarkably, the Bellman equations also provide an iterative method to compute Q⋆ in finite-
horizon setups. However, the recursive dependencies must account for the non-stationary nature
of the problem. More specifically, at each time-step h ∈ H, the VF associated with a policy π for
a state-action pair (s, a) satisfies

Qπ
h(s, a) = R(s, a) +

∑
s′∈S

P (s′|s, a)Qπ
h+1(s′, πh+1(s′)), (5.1)
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with Qπ
H+1(s, a) = 0 for all (s, a) ∈ S × A. As discussed in Chapter 1, the Bellman equations

form a linear system of equations. Interestingly, in finite-horizon setups, we can solve this system
recursively, starting from the final step and working backward to the initial step. In finite-horizon
setups, we can also greedily maximize Qπ with respect to actions to produce a new policy π′ =
{π′

h}Hh=1, where
π′

h(s) = argmax
a

Qπ
h(s, a), (5.2)

that is guaranteed to outperform π in terms of the attained VFs [58]. If π′
h(s, a) = πh(s, a) for

all s, a, and h, then π = π⋆ and Qπ = Q⋆. This process forms the basis of policy iteration, an
iterative method that alternates between policy evaluation (estimating the VFs for a fixed policy
π) and policy improvement (greedily maximizing π to produce π′) to compute the optimal VFs
Q⋆ and policy π⋆. Algorithm 4 outlines the policy iteration method, where PolicyEvaluation
solves (5.1), and PolicyImprovement is defined in (5.2). In Algorithm 4, the parameter ε1 serves
as the stopping criterion, evaluated using a specified Dist function, while params1 denotes the
hyper-parameters of the method used to implement policy evaluation.

The Bellman optimality equations, which are a necessary condition for optimality, also apply
to finite-horizon MDPs. At each time-step h, the optimal VF for a state-action pair (s, a) satisfies

Q⋆
h(s, a) = R(s, a) +

∑
s′∈S

P (s′|s, a) max
a′

Q⋆
h+1(s′, a′), (5.3)

with Q⋆
H+1(s, a) = 0. The Bellman optimality equations form a non-linear system, but in finite-

horizon setups, they can also be solved recursively.

While the Bellman equations provide a sound framework for estimating VFs, they require a
separate VF for each state-action-timestep triplet, rendering policy iteration intractable in high-
dimensional spaces. To address this challenge, we propose representing the VFs as a tensor and
employing low-rank approximations to reduce the degrees of freedom of the tensor. This approach,
which constitutes the core contribution of this chapter, is discussed in Section 5.3.

Algorithm 4 Policy Iteration
Require: Random initial policy π(0); MDP model P and R; hyper-parameters params1; maximum

number of iterations N ; and stopping criterion ε1.
1: for n = 1 to N do
2: Qπ(n−1) ← PolicyEvaluation(π(n−1), P, R, params1)
3: π(n) ← PolicyImprovement(Qπ(n−1))
4: if Dist(π(n−1), π(n)) ≤ ε1 then Break
5: end if
6: end for
7: Return π(n)

5.3 Solving the Bellman equations via low-rank optimization

To address the challenge of estimating VFs in finite-horizon MDPs, we propose arranging the
VF as a tensor and leveraging low-rank PARAFAC approximations. As discussed in Chapter 3,
VFs are typically represented as state-action matrices, where states index the rows and actions the
columns. For finite-horizon MDPs, there is a separate VF matrix for each time-step h ∈ H, which
can naturally be stacked into a 3-dimensional tensor. We also noted in Chapter 3 that state and
action spaces are often multi-dimensional. Higher-order tensors provide a natural representation
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of VFs by mapping each dimension of the state-action space to a tensor axis. This concept can
be extended to finite-horizon MDPs, where time introduces an additional dimension to the tensor.
As in previous chapters, we consider a multi-dimensional state space S = S1 × · · · × SDS and
a multi-dimensional action space A = A1 × · · · × ADA , with cardinalities NS =

∏DS
i=1 |Si| and

NA =
∏DA

j=1 |Aj |, respectively. In the finite-horizon setting, the joint state-action-time space is
denoted as D = S×A×H, which has D = DS+DA+1 dimensions and cardinality |D| = NSNAH.
We denote the d-th dimension of D as Dd, and let NDd

represent the number of elements along
the d-th dimension of the tensor. Specifically, NDd

= |Sd| for 1 ≤ d ≤ DS , NDd
= |Ad−DS |

for DS < d ≤ DS + DA, and NDd
= H for d = D. We collect all VFs in a D-dimensional

tensor Q ∈ RN1×···×ND , where each triplet (s, a, h) ∈ D corresponds to an entry. Specifically,
for a triplet (s, a, h) with associated index i, the tensor entry is given by Q(i) = Qh(s, a). Also,
for indices is and ia associated with s and a, respectively, we have Q(is, ia, h) = Qh(s, a). As
discussed in the previous chapter, this representation is intuitive but does not simplify the challenge
of estimating its |D| entries. We address this challenge by approximating Q using the PARAFAC
decomposition from (2.6), where the rank K is a tunable hyper-parameter. Under the PARAFAC
model, only

(∑D
d=1 NDd

)
K parameters are required, scaling linearly with D. The problem then

reduces to estimating the factors Q = {Q1, . . . , QD} of the PARAFAC approximation of Q. For
clarity in later derivations, we define the state factors Qs = {Q1, . . . , QDS} and action factors
Qa = {QDS+1, . . . , QDS+DA}.

We aim to leverage the Bellman equations in (5.1) to derive optimal policies. Instead of
estimating the VFs directly, we focus on estimating the factors of the PARAFAC model. Specifically,
given a policy π, our goal is to solve (5.1) to estimate the factors Q. However, the PARAFAC
model couples the VFs across time-steps, as the factors Qs and Qa contribute to Q(:, :, h) for all
h. As a result, the Bellman equations in (5.1) and (5.3) cannot be solved recursively. Additionally,
the multiplicative interaction between the factors Q renders the Bellman equations in (5.1) non-
linear. To address these challenges, we reformulate the task of solving the Bellman equations as
an optimization problem. Specifically, we define the finite-horizon Bellman error

δQ(s, a, h) = R(s, a) +
∑
s′∈S

P (s′|s, a)Q(is′ , iπh+1(s′), h + 1)−Q(is, ia, h), (5.4)

where Q = [[Q]]. For H + 1, we have QH+1 = 0 for all s and a, so Q(:, :, H + 1) becomes a
tensor of zeros. This is easily achieved by including an extra row in QD, the factor associated with
the time dimension, such that QD(H + 1, :) = 0. The Bellman error quantifies the discrepancy
between the VF estimate and the VF implied by the Bellman equations, capturing how well the
estimate satisfies Bellman optimality. To address this, we propose minimizing the Bellman error,
leading to

min
Q

ℓFH(Q), with ℓFH(Q) = 1
H

H∑
h=1

∑
s,a∈S×A

δQ(s, a, h)2. (5.5)

This problem serves as the foundation of the chapter, as it reframes the Bellman equations into
an optimization problem amenable to low-rank tensors. Solving (5.5) is conceptually equivalent
to addressing the non-linear Bellman equations under the low-rank tensor framework. The global
optima of (5.5) satisfy the Bellman equations, provided that the rank K exceeds the true rank
of the tensor representing the VFs. The solution to (5.5) yields a set of factors for the policy π,
presenting a novel approach to policy evaluation. Algorithm 4 outlines a method for estimating
optimal policies in finite-horizon MDPs. Beginning with an initial policy π, we solve (5.5) to obtain
the factors Q. The policy is then improved using (5.2) to generate an updated policy π′, and the
process is repeated iteratively. While solving (5.5) is challenging due to its non-convex nature,
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it is particularly amenable to alternating optimization methods. These techniques are explored in
detail in the following sections.

5.4 Block-coordinate methods for solving finite-horizon MDPs

The optimization problem in (5.5) is non-convex but shows a multi-convex structure. Specifi-
cally, if all factors Q = {Q1, . . . , QD} are fixed except for Qd, solving

min
Qd

1
H

H∑
h=1

∑
s,a∈S×A

δQ(s, a, h)2, (5.6)

results in a convex problem in Qd. To establish this, we reformulate the Bellman equations in
vector form and show that they correspond to a least-squares problem, as detailed in Lemma 2.
The approach is twofold: (i) we aggregate all scalar entries of δQ from (5.4) into a vector of size
NSNAH × 1 and minimize its squared norm, and (ii) we express δQ explicitly in terms of the
vectorized factor qd = vec(Qd). This reformulation introduces an NSNAH ×NDd

K matrix that
multiplies qd.

The Bellman error δQ consists of three terms: one related to the reward and two linked to the
VFs. For the reward, we define the horizon-agnostic reward vector r ∈ RNSNA and stack H copies
to form

r̄ = [r⊤, . . . , r⊤]⊤ ∈ RNSNAH , where r(is,a) = R(s, a), (5.7)

with is,a denoting the index of state-action pair (s, a). For the other terms in (5.4), we define the
transition matrix Pπh ∈ [0, 1]NSNA×NSNA , representing the transition probabilities under policy
πh, and the matrix Ch

d\ ∈ RNSNA×NDd
K to capture the contributions of factors not associated

with dimension d

Ch
d\ =

{
Td(Id ⊗ ((

⊙
i ̸=d Qi)⊙QD(h, :))), if d < D,

TD(e⊤
h ⊗ (

⊙D−1
d=1 Qd)), if d = D.

(5.8)

Here, Id is the identity matrix of size NDd
, Td is a permutation matrix that preserves the order

of Q when vectorized along the d-th dimension, and eh is a selection vector of size H with all
entries set to 0 except for the h-th entry, which is set to 1. Using this notation, the second and
third terms in (5.4) can be expressed as the product of qd and the block matrix C̄d\ , defined as

C̄d\ = [(Pπ1C2
d\ −C1

d\)⊤, . . . , (PπH CH+1
d\ −CH

d\)⊤]⊤, (5.9)

where C̄d\ is a matrix of size NSNAH×NDd
K. For simplicity, we omit the explicit dependence of

C on the policy π, as it is evident from the context. With this notation, we establish the following
lemma, proved in Appendix 5.11.

Lemma 2. For any d, the error ℓFH(Q) defined in (5.5) can be rewritten as:
1
H
∥r̄ + C̄d\qd∥22,

where qd = vec(Q⊤
d ).

Lemma 2 reformulates (5.6) as a least-squares problem

min
qd

1
H
∥r̄ + C̄d\qd∥22, (5.10)
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where the optimization variable is the vectorized factor qd. This shows that the multi-convex
structure of (5.5) is well-suited to alternating optimization techniques. Consequently, we propose
employing block-coordinate methods [126], which iteratively optimize one factor Qd = unvec(qd) ∈
Q at a time while keeping the remaining factors fixed. The procedure is summarized in the block-
coordinate policy evaluation (BC-PE) algorithm (Algorithm 5). The Update step represents the
specific block-coordinate method used, parameterized by params2, with ε2 being the stopping
criterion. At each iteration, the factor updates are defined as

Q(m)
d = {Q(m)

1 , . . . , Q(m)
d−1, Q(m−1)

d , . . . , Q(m−1)
D }, (5.11)

where m denotes the iteration index. At the end of each iteration, the factors are normalized to
share the same Frobenius norm, ensuring stability, as

∥Q(m)
1 ∥F = · · · = ∥Q(m)

D ∥F .

This normalization does not affect the PARAFAC decomposition due to its scale-counter-scale
ambiguity.

Algorithm 5 Block-Coordinate Policy Evaluation (BC-PE)
Require: Policy π; MDP model P and R; hyper-parameters params2; number of iterations M ;

stopping criterion ε2.
1: Initialize random factors Q(0)

2: for m = 1 to M do
3: for d = 1 to D do
4: Q(m)

d ← Update(Q(m)
d , π, P, R, params2)

5: end for

6: Normalize factors: Q(m)
d ←

(∏D

d=1 ∥Q(m)
d

∥F

) 1
D

∥Q(m)
d

∥F

Q(m)
d ∀d ∈ D

7: if
∑D

d=1 ∥Q
(m)
d −Q(m−1)

d ∥2F ≤ ε2 then
8: Break
9: end if

10: end for
11: Return Q(m)

Since the subproblems in (5.10) are least-squares problems, they admit closed-form solutions.
As a result, BCD is a natural choice for solving (5.5). Specifically, the Update step in Algorithm 5
can be implemented using the update rule

q(m)
d = −(C̄(m)

d\ )†r̄, (5.12)

followed by reshaping q(m)
d into the matrix Q(m)

d . This implementation of BC-PE with the up-
date rule in (5.12) receives the name of block-coordinate descent policy evaluation, or BCD-
PE. Optimal policies are computed by combining Algorithm 4 with BCD-PE. Specifically, the
PolicyEvaluation step in Algorithm 4 is instantiated with BCD-PE, using parameters params1 =
{M, ε2, params2}. A natural choice for the function Dist to terminate Algorithm 4 is the Frobe-
nius norm of the difference between consecutive iterations. The resulting method is referred to as
block-coordinate descent policy iteration, or BCD-PI.

If the number of iterations M is sufficiently large, convergence to a stationary point for BCD-
PE can be guaranteed. This is achieved by ensuring monotonic improvement of ℓFH(Q) under
specific regularity conditions. To formalize this, we require the following assumption.



60 Value-Function Estimation in Finite-Horizon MDPs via Low-Rank Tensors

Assumption 1. The sequence of factors {Q(m)}m≥0 generated by BCD-PE are full-column rank
for all iterations m ≥ 0. Specifically, for every m and d, it holds that rank(Q(m)

d ) = K.

Assumption 1 ensures that, for each d = 1, . . . , D, the subproblem in (5.10) has a unique solution.
This follows from the guarantee that C̄(m)

d\ is full-column rank for all m and d (see Appendix 5.12).
Since Qd has NDd

rows and K columns, Assumption 1 implies NDd
≥ K, a condition typically

satisfied in practice. Under this assumption, we establish the following convergence result.

Theorem 1. Let Assumption 1 hold. For any initial bounded factors Q(0), solving (5.5) using
BCD-PE produces a sequence {Q(m)}m≥1 that converges to a stationary point of (5.5).

The proof of Theorem 1, which builds on results from [127], is provided in Appendix 5.12.

5.5 Gradient methods for solving finite-horizon MDPs

The method BCD-PE can become computationally demanding as the size of the MDP increases,
due to the need to compute the pseudo-inverse of C̄(m)

d\ , which incurs a cubic computational
complexity. To address this limitation, we propose solving (5.5) using BCGD methods. BCGD
methods iteratively updates one factor Qd ∈ Q at a time by performing a gradient descent step
on ℓFH(Q) with respect to Qd, while keeping the remaining factors fixed. In this approach, the
Update step in Algorithm 5 is modified to account for params2 = {α}, where α denotes the step
size. The BCGD update rule is given by

q(m)
d = q(m−1)

d − 2α(C̄(m)
d\ )⊤(r̄ + C̄(m)

d\ q(m−1)
d ). (5.13)

where, as before, C̄(m)
d\ is computed using the factor iterates Q(m)

d , and q(m)
d = vec(Q(m)

d ). We
refer to the BC-PE algorithm with the update rule in (5.13) as BCGD-PE, and the correspond-
ing policy iteration algorithm as BCGD-PI. As with BCD-PE, convergence to a stationary point
for BCGD-PE can be established when the number of iterations M is sufficiently large. This re-
sult is formalized in the following theorem, whose proof, building again on [127], is provided in
Appendix 5.13.

Theorem 2. For sufficiently small α > 0 and for any initial bounded factors Q(0), solving (5.5)
using BCGD-PE produces a sequence {Q(m)}m≥1 that converges to a stationary point of (5.5).

Both methods BCD-PE and BCGD-PE provide convergent approaches for solving (5.5) for a
given policy π, addressing the policy evaluation step in policy iteration and resulting in BCD-PI
and BCGD-PI. However, they rely on access to the full MDP model, which is often unavailable in
practice. Instead, we typically have access only to sampled trajectories. Consequently, stochastic
approximations of (5.5) become necessary. In Section 5.6, we explore stochastic methods to solve
(5.5).

5.6 Stochastic approximation in finite-horizon MDPs

When the MDP model is unavailable, solving (5.5) directly becomes infeasible. Both BCD-PE
and BCGD-PE rely on R and P to compute r̄ and C̄d\ . In the previous chapters, we discussed how
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to address RL scenarios from a TD-learning perspective. However, if trajectories can be sampled
from the MDP, the problem (5.5) can be reformulated as a stochastic optimization problem,
amenable to stochastic gradient methods instead of TD updates. A natural sample-based approach
to solve (5.5) stochastically involves drawing trajectories and empirically averaging Bellman errors.
To formalize this, let a transition be represented as σ = (s, a, r, s′, a′, h), where actions a and a′

are selected according to the policy π as a = πh(s) and a′ = πh+1(s′). The empirical Bellman
error is then defined as

δ̃Q(σ) = r + Q(is′ , ia′ , h + 1)−Q(is, ia, h)

where, as usual, Q = [[Q]]. A trajectory τ is a collection of H transitions, indexed from h = 1 to
h = H. The transition dynamics P and the policy π induce a probability measure over the space
of trajectories T , characterized by a probability mass function µπ. Based on this, we define the
following stochastic optimization problem

min
Q

ℓµπ

FH(Q), with ℓµπ

FH(Q) = Eτ∼µπ

[
1
H

∑
σh∈τ

δ̃Q(σh)2
]

. (5.14)

Problem (5.14) is well-suited to stochastic optimization methods. If trajectories can be sampled
according to µπ, stochastic approximations can be computed to solve it. However, processing
entire trajectories to minimize (5.14) can be computationally expensive. To mitigate this, RL
typically evaluates errors using individual transitions, enabling immediate updates of the VFs with
each sampled transition. This approach is particularly advantageous for online and incremental
methods. We only require sampling transitions based on a probability measure defined over the
transition space. To that end, we introduce the probability measure over S under policy π at
time-step h, denoted by P π

h (·). Additionally, we define a uniform probability distribution over H
as PH(h) = 1/H. Together, PH, P π

h , P , and π induce a probability measure over the space of
transitions, characterized by the probability mass function ξπ, resulting in

min
Q

ℓξπ

FH(Q), with ℓξπ

FH(Q) = Eσ∼ξπ

[
δ̃Q(σ)2

]
. (5.15)

This approach, rather than relying on full trajectories, requires only transitions sampled from ξπ.
In summary, two stochastic approximations to (5.5) have been proposed: (5.15), which depends
solely on individual samples, and (5.14), which is slightly more demanding as it learns from entire
trajectories. Notably, both (5.14) and (5.15) are equivalent, as formalized in the following theorem,
whose proof is provided in Appendix 5.14.

Theorem 3. It holds that ℓµπ

FH(Q) = ℓξπ

FH(Q). As a result, (5.14) and (5.15) are equivalent and
their solutions Q⋆

µ and Q⋆
ξ are equivalent as well.

Theorem 3 demonstrates that (5.14) and (5.15) are equivalent. The proof of Theorem 3 shows
that sampling a state sh from P π

h is equivalent to following a trajectory τ up to time-step h,
as P π

h averages over all trajectories reaching time-step h. This equivalence implies that we can
sample trajectories and perform updates after observing each transition while still solving (5.14).
Consequently, in the next section, we focus on solving (5.15).

5.7 Stochastic block coordinate methods

Following the approach outlined in this chapter, we propose stochastic block-coordinate meth-
ods to solve (5.15), extending the principles of BC-PE to stochastic settings. The core idea remains
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the same: iteratively update each factor in Q while keeping the others fixed, but now using stochas-
tic samples from the MDP. Specifically, we sample a trajectory from the MDP. At iteration m,
we observe a transition σm = (sm, am, rm, s′

m, a′
m, hm) and update each factor Qd ∈ Q cyclically.

This process is summarized in the stochastic BC-PE algorithm (Algorithm 6), where StochUpdate
denotes the stochastic block-coordinate method with hyper-parameters params3, and ε3 serves
as the stopping criterion. The iterates Q(m)

d are defined as in (5.11). The key difference from
BC-PE is that sampling is now integrated directly into the policy evaluation procedure. As with
BC-PE, stochastic BC-PE can be combined with policy iteration to estimate optimal policies. In
this setup, Algorithm 4 is executed, and the PolicyEvaluation step (line 2) is implemented using
Algorithm 6. The parameters params1 are set as params1 = {M, ε3, params3}, which are the
inputs required by Algorithm 6.

Algorithm 6 Stochastic BC-PE
Require: Policy π; MDP model P and R; hyper-parameters params3; number of iterations M ;

and stopping criterion ε3.
1: Initialize random factors Q(0) and m = 1
2: while true do
3: Sample initial state sm

4: for hm = 1 to H do
5: am ← πhm(sm)
6: Sample s′

m and rm following P and R
7: a′

m ← πhm+1(s′
m)

8: sm+1 ← s′
m

9: σm ← (sm, am, rm, s′
m, a′

m, hm)
10: for d = 1 to D do
11: Q(m)

d ← StochUpdate(Q(m)
d , π, σm, params3)

12: end for

13: Q(m)
d ←

(∏D

d=1 ∥Q(m)
d

∥F

) 1
D

∥Q(m)
d

∥F

Q(m)
d for all d ∈ D

14:
15: if

∑D
d=1 ∥Q

(m)
d −Q(m−1)

d ∥2F ≤ ε3 then Break
16: end if
17: m← m + 1
18: end for
19: end while
20: Return Q(m)

For the update in line 11 of Algorithm 6, we propose extending BCGD-PE to the stochastic
setting by employing stochastic gradients of (5.15). To achieve this, for the transition σm, we
define the multi-dimensional indices im and i′m, corresponding to the triplets (sm, am, hm) and
(s′

m, a′
m, hm + 1), respectively. Using the chain rule, we then compute the stochastic gradients

∇̃Qd
ℓξπ

FH(Q) = ∇Qd
δ̃Q(σm)2

= 2δ̃Q(σm)∇Qd
(Q(i′m)−Q(im))

= 2δ̃Q(σm)

ei′
m(d)

D∏
j=1̸=d

Qj(i′m(j), :)− eim(d)

D∏
j=1̸=d

Qj(im(j), :)

 . (5.16)

Here, eim(d) ∈ {0, 1}NDd
×1 is a selection column vector with a single entry of 1 at the im(d)-th

position, and, with slight abuse of notation,
∏

represents the Hadamard product of row vectors.
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The StochUpdate step in Algorithm 6 is implemented as a stochastic gradient update. Setting
params3 = {{α(m)}Mm=1}, where α(m) denotes the step size, the update rule becomes

Q(m)
d = Q(m−1)

d − α(m)∇Qd
δ̃Q(m)

d

(σm)2. (5.17)

The factor iterate Q(m)
d is defined in (5.11), while the stochastic gradient ∇Qd

δ̃Q(m)
d

(σm)2 is
computed using (5.16). The stochastic BC-PE algorithm with the update rule in (5.17) is referred
to as S-BCGD-PE, and its corresponding policy iteration algorithm as S-BCGD-PI.

S-BCGD-PE offers a natural stochastic extension of BCGD-PE to solving (5.15), but it has a
notable drawback. The empirical Bellman error, and consequently its gradient, are biased estimates,
meaning E[δ̃Q(σ)2] ̸= δQ(σ)2. This bias is a well-documented issue in the RL literature [122], but
it can be mitigated through TD methods. Therefore, we finish the algorithmic contribution of
this chapter connecting the proposed optimization problems with the TD framework presented in
previous chapters.

5.8 TD methods for finite-horizon MDPs

To propose an unbiased stochastic formulation, the most common approach in RL is to use TD
updates, as presented in previous chapters. These updates, given a transition σ = (s, a, r, s′, a′, h),
compute the gradient only with respect to the parameters of the VF model relevant to the current
step. Specifically, we compute the gradient with respect to the parameters dependent on the pair
(s, a). As in the infinite-horizon case, at iteration m, the factors from the previous iteration Q(m−1)

are fixed for the next-step transition, and we optimize over Q. The TD update in finite-horizon
MDPs employs the following empirical Bellman error

δ̃Q,Q(m−1)(σ) = r + Q(m−1)(is′ , ia′ , h + 1)−Q(is, ia, h),

which is an approximation of

δQ,Q(m−1)(s, a, h) = R(s, a) +
∑
s′∈S

P (s′|s, a)Q(m−1)(is′ , ia′ , h + 1)−Q(is, ia, h),

where Q(m−1) = [[Q(m−1)]], Q = [[Q]], and a′ = πh+1(s′). Then, the finite-horizon counterpart
of the TD optimization problem defined in (2.18) is

Q(m) = argmin
Q

ℓξπ ,m
FHTD(Q), with ℓξπ ,m

FHTD(Q) = Eσ∼ξπ

[
δ̃Q,Q(m−1)(σ)2

]
. (5.18)

As with the TD problem for infinite-horizon MDPs, solving (5.18) with Q(m−1) = Q(m) sat-
isfies the Bellman equations. However, the bias in the empirical Bellman errors remains, as
E[δ̃Q,Q(m−1)(σ)2] ̸= δQ,Q(m−1)(σ)2. Nevertheless, the stochastic gradient of ℓξπ ,m

FHTD(Q) with re-
spect to Qd is given by

∇̃Qd
ℓξπ ,m

FHTD(Q) = ∇Qd
δ̃Q,Q(m−1)(σm)2 (5.19)

= −2δ̃Q,Q(m−1)(σm)∇Qd
Q(im)

= −2δ̃Q,Q(m−1)(σm)eim(d)

D∏
j=1̸=d

Qj(im(j), :).
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This ensures that E[∇̃Qd
δ̃Q,Q(m−1)(σ)2] = ∇Qd

δQ,Q(m−1)(σ)2, thus the descent direction is unbi-
ased. This motivates the use of the stochastic gradient in (5.19) to develop a stochastic block-
coordinate TD method, which mirrors S-BCGD-PE but replaces (5.16) with (5.19). The method
is implemented by running Algorithm 6, and at line 11, setting params3 = {{α(m)}Mm=1} while
applying the stochastic update

Q(m)
d = Q(m−1)

d − α(m)∇Qd
δ̃Q(m)

d
,Q(m−1)(σm)2. (5.20)

We refer to the stochastic BC-PE algorithm with the update rule in (5.20) as BCTD-PE, and the
corresponding policy iteration algorithm as BCTD-PI. With minor modifications, setting M = 1 in
BCTD-PE implies that at iteration m, the policy π is determined by the factors from the previous
iteration Q(m−1), i.e., a′ = argmaxa Q(m−1)(is′ , ia, h + 1). Consequently, the empirical Bellman
error simplifies to

rm + max
a

Q(m−1)(is′
m

, ia, hm + 1)−Q(ism , iam , hm),

which can be interpreted as the empirical error of the Bellman optimality equations in (5.3). This
represents a stochastic approximation of the value iteration method using low-rank tensors and
constitutes the primary contribution of [7].

While TD methods provide a viable alternative, they introduce a different limitation. Although
the formulation in (5.18) is derived from the Bellman equations, it is possible for ℓξπ ,m

FHTD(Q(m)) = 0
to hold even when Q(m) ̸= Q(m−1). This inconsistency undermines the Bellman structure, as
successive factor iterates should align to satisfy the Bellman equations. In summary, we proposed
two alternative approaches for policy evaluation, S-BCGD-PE and BCTD-PE. Both methods are
combined with policy improvement to define S-BCGD-PI and BCTD-PI, respectively, for estimating
optimal policies.

5.9 Numerical Analysis

This section provides an empirical evaluation of the proposed algorithms across various finite-
horizon MDPs. The objective is to demonstrate the superiority of tensor low-rank methods over
alternative approaches, such as NNs, particularly in terms of computational efficiency and sample
complexity. Section 5.9.1 examines the performance of BCD-PE and BCGD-PE in a simple
grid-world environment with a known MDP model. Section 5.9.2 evaluates S-BCGD-PI and
BCTD-PI in two realistic resource allocation problems where the MDP model is unknown: the
wireless communications problem and a battery charging setup. Full implementation details and
the code are available in the repository [128].

5.9.1 Policy evaluation with known MDP

This subsection evaluates the performance of BCD-PE and BCGD-PE in a controlled grid-
world environment with a known model, providing empirical validation of the theoretical conver-
gence guarantees from Theorems 1 and 2. The environment is a 5×5 grid designed to highlight the
challenges of finite-horizon MDPs. The agent can move in four directions (up, right, left, down)
or remain in the same cell. The time horizon is fixed at H = 5 steps, with rewards of 1 located
at each corner of the grid (see Fig. 5.1-a). The dynamics are deterministic. In an infinite-horizon
setting, all actions in all states have equal value because any corner can be reached without time
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Figure 5.1: Figure (a) illustrates the reward structure of the grid-world environment. The subsequent
panels depict the estimated VFs and policies at time-step h = 3: (b) using infinite-horizon policy iteration,
(c) using finite-horizon policy iteration, and (d) using BCD-PI. In the finite-horizon setting, both the VFs
and the policy depend on time.

constraints, and there is no penalty for movement (Fig. 5.1-b). By contrast, the finite-horizon
setup prioritizes movements toward corners that can be reached within the remaining steps, as
illustrated in Figs. 5.1-c and 5.1-d.

Empirical Low-Rankness. We empirically validated the low-rank structure of the tensor repre-
senting the VFs. This tensor is 4-dimensional, with two dimensions for the state space, one for
the action space, and one for time. Its size is 5 × 5 × 5 × 5, resulting in 625 parameters and a
maximum possible rank of Kmax = 125. The optimal VFs were computed by solving the Bellman
equations via policy iteration. The resulting tensor was then approximated using the PARAFAC
decomposition for various ranks, with approximation performance evaluated using the NFE, defined
as

∥Q̂−Q∥F
∥Q∥F

.

As shown in Fig. 5.2, the NFE decreases sharply as the rank increases, indicating that the majority
of the energy of the tensor is captured by the first few factors. With a rank of 20, the tensor achieves
a negligible NFE, closely approximating the optimal VFs and demonstrating the effectiveness of
low-rank approximations. These findings are consistent with those in Chapter 3 and 4, which
also identified low-rank structures in the VFs of classical infinite-horizon MDPs when arranged as
tensors.

Convergence Properties. Convergence is assessed based on the NFE relative to the optimal VFs
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Figure 5.2: The NFE measures the approximation error between the tensor of optimal VFs obtained via
policy iteration and its low-rank PARAFAC decomposition in the grid-world setup for different ranks.

and the value of ℓFH(Q). The optimal VFs are computed by solving the Bellman equations via
policy iteration, with the entries of the initial factors for BCD-PE and BCGD-PE sampled from
a uniform distribution. To evaluate the impact of rank, several rank values were tested. As shown
in Fig. 5.3-a and Fig. 5.3-b, both BCD-PE and BCGD-PE show monotonically decreasing errors,
consistent with Theorems 1 and 2. BCD-PE converges in fewer iterations compared to BCGD-
PE, albeit with a higher computational cost. Higher ranks lead to more accurate approximations
but require additional iterations to converge. The algorithms were also applied to learning optimal
policies, with the policy evaluation step fixed at M = 10 iterations as an example. Fig. 5.3-c and
Fig. 5.3-d display the NFE relative to the optimal VFs and the empirical return from test episodes
using the policy iterates of BCD-PI and BCGD-PI. The results confirm that both algorithms
converge to optimal policies, demonstrating their effectiveness. While BCD-PI converges in fewer
iterations, its updates are more computationally intensive than those of BCGD-PI. Notably, BCD-
PI consistently achieves policies with optimal VFs, whereas BCGD-PI occasionally introduces
noise, as seen in Fig. 5.3-d. Interestingly, perfectly estimating the VFs is not always necessary for
achieving optimal policies. For example, BCD-PI achieves optimal performance with a rank-15
policy that requires less than half the parameters while maintaining only 28% NFE.

5.9.2 Stochastic policy evaluation in finite-horizon MDPs

In this subsection, we evaluate the performance of policy iteration, as described in Algo-
rithm 4, using S-BCGD-PI and BCTD-PI in realistic scenarios where the MDP model is unavail-
able. The proposed algorithms are compared against several baselines: finite-horizon Q-learning
(FHQ-learning), finite-horizon TD-learning with linear function approximation (LFHQL) [129],
deep Q-learning (DQN) [37], and its finite-horizon counterpart, DFHQN [11], which represents
the state-of-the-art in finite-horizon methods. Specifically, we consider two setups: the wireless
communication scenario analyzed in the previous chapters and a battery charging scenario, both
characterized by limited time horizons:

• Wireless Setup. This scenario involves a time-constrained, opportunistic multiple-access
wireless system. A single user, equipped with a battery and a queue, transmits packets to
an access point over C = 3 orthogonal channels. Distinctively, we consider a finite horizon
of H = 5 time-steps. Channel access is opportunistic, as each channel may be occupied
at any given time. The system state consists of: (a) the fading level and occupancy state



5.9. Numerical Analysis 67

Figure 5.3: The figure shows results for BCD-PE and BCGD-PE in the first column, and BCD-PI and
BCGD-PI in the second. The rows display: (i) PE convergence in terms of (a) NFE and (b) L(Q); and
(ii) PI convergence in terms of (c) NFE and (d) empirical return.
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Figure 5.4: The figure illustrates the average return for S-BCGD-PI and BCTD-PI compared to various
baselines in (a) the wireless communications setup and (b) the battery charging setup. Both S-BCGD-
PI and BCTD-PI demonstrate faster convergence than the baselines while requiring significantly fewer
parameters.

of the C = 3 channels, (b) the battery energy level, and (c) the number of packets in the
queue. At each time-step, the user observes the state and selects discretized transmission
power levels for the channels. This results in an 11-dimensional tensor with approximately
800 million entries. The transmission rate follows Shannon’s capacity formula, with a packet
loss rate of 50% if the channel is occupied. The reward function balances two objectives:
maximizing throughput (positively weighted by the battery level) and minimizing the re-
maining packets in the queue (negatively weighted). This structure introduces a trade-off
between conserving battery energy and clearing the queue. Early in the episode, the user can
adopt a conservative strategy, waiting for high signal-to-noise ratio, unoccupied channels.
As the time horizon shortens, however, clearing the queue becomes the priority, leading to
less efficient transmissions that deplete the battery.

• Battery Charging Setup. This scenario addresses a time-constrained battery management
problem. A single battery is connected to multiple energy sources, including solar, wind,
and grid power, each with varying costs and availability. The time horizon is restricted
to H = 5 time-steps, requiring decisions on charging rates and energy source selection to
balance energy demands, costs, and battery durability. The system state is defined by: (a)
the state of charge of the battery, (b) the availability of solar and wind energy sources, and
(c) the grid energy price, which fluctuates over time. At each time-step, the agent selects
charging rates for each energy source. Charging rates for solar and wind are limited by
availability, while grid charging incurs a cost. This results in a 7-dimensional tensor with
approximately 10 million entries. The reward function penalizes charging costs and battery
degradation while introducing an additional penalty for failing to achieve the target state of
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charge. This setup creates a trade-off between immediate and long-term objectives. Early in
the episode, the agent can prioritize renewable energy sources to minimize costs and reduce
degradation. As the time horizon shortens, however, achieving the target state of charge
takes precedence, even if it involves higher costs or increased degradation.

We evaluated the proposed algorithms and baselines using returns per episode, tuning hyper-
parameters through exhaustive search to minimize model complexity while ensuring convergence.
Each algorithm was tested in 100 independent experiments, with each experiment consisting of
60, 000 episodes for the wireless problem and 20, 000 episodes for the charging battery setup.
Exploration was facilitated using an ϵ-greedy strategy, with ϵ decaying over time. For both S-
BCGD-PI and BCTD-PI, we set M = 1, updating the policy after every transition. The mean
returns, shown in Fig. 5.4, highlight the superior performance of the proposed methods, which
not only require significantly fewer parameters than the baselines but also show faster empirical
convergence. The results show consistent trends across setups. DQN, while converging faster,
achieves lower returns because it fails to account for the time dimension. In contrast, FHQ-
learning and LFHQL can eventually match the performance of S-BCGD-PI and BCTD-PI, but
they require significantly more time and samples to do so. This issue is particularly pronounced for
FHQ-learning, which struggles with the large cardinality of the state-action space and demands
a substantial number of episodes to make meaningful progress. Meanwhile, DFHQN achieves
similar performance to BCTD-PI but requires more episodes to reach comparable return values.
These findings underscore the efficiency and effectiveness of the proposed methods in addressing
finite-horizon tasks with limited parameters and faster convergence. We also emphasize that the
number of parameters required by the tensor-based approaches is several orders of magnitude lower
than those of the baselines.

5.10 Conclusion

This chapter introduced a novel approach for estimating the optimal VFs of finite-horizon
MDPs by modeling VFs as a low-rank multi-dimensional tensor, with time included as one of the
tensor dimensions. By leveraging the PARAFAC decomposition, the proposed method ensures
that the model size scales linearly with the tensor dimensions, keeping the number of parameters
manageable. To estimate the optimal VFs, we presented a low-rank optimization framework rooted
in the Bellman equations and policy iteration. For MDPs with known models, we proposed two
block-coordinate algorithms, BCD-PE and BCGD-PE, both of which converge to stationary points.
For unknown MDP models, we developed two stochastic methods: S-BCGD-PE and BCTD-PE.
The proposed methods were evaluated on a grid-world environment with a known MDP model and
two resource allocation tasks: a wireless communication scenario and a battery charging problem.
Compared to linear and neural network-based methods, our algorithms achieved comparable returns
while being significantly more efficient in terms of sample usage and parameter count.

5.11 Appendix: Proof of Lemma 2

We begin by expressing ℓFH(Q) as the sum of squared vector norms, one per time instant, as

ℓFH(Q) = 1
H

H∑
h=1
∥r + Pπh q̄h+1 − q̄h∥22, (5.21)
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where q̄h is the vectorized tensor slice for time-step h, i.e., q̄h = vec(Q(:, :, h)), and Q = [[Q]].
We rewrite the PARAFAC decomposition at time-step h as q̄h = (

⊙D−1
d=1 Qd)QD(h, :)⊤. Next, for

d < D, we use the properties of the Kronecker product to obtain

q̄h = Td vec
(((⊙D−1

d=1̸=d Qi

)
⊙QD(h, :)

)
Q⊤

d

)
= Td

(
Id ⊗

((⊙D−1
i=1̸=d Qi

)
⊙QD(h, :)

))
qd = Ch

d\qd,

where Td is a permutation matrix that preserves the order of the entries in the vectorization of Q
along the d-th dimension, Id is the identity matrix of size NDd

, and qd = vec(Q⊤
d ). Now, we can

reformulate ℓFH(Q) as

ℓFH(Q) = 1
H

H∑
h=1
∥r + Pπh q̄h+1 − q̄h∥22

= 1
H

H∑
h=1
∥r + PπhCh+1

d\ qd −Ch
d\qd∥22

= 1
H

H∑
h=1
∥r + C̄h

d\qd∥22,

with C̄h
d\ = PπhCh+1

d\ −Ch
d\ . Expanding and grouping yields

1
H

H∑
h=1
∥r + C̄h

d\qd∥22 = 1
H

(
Hr⊤r + 2r⊤

H∑
h=1

C̄h
d\qd + q⊤

d

H∑
h=1

(C̄h
d\)⊤C̄h

d\qd

)
,

which, considering r̄ and the block-stacked matrix C̄d\ defined in (5.7) and (5.9) respectively, is
equivalent to

ℓFH(Q) = 1
H
∥r̄ + C̄d\qd∥22.

Similarly, for QD it holds that q̄h = (
⊙D−1

d=1 Qd)QD(h, :)⊤, which is equivalent to q̄h =
(
⊙D−1

d=1 Qd)Q⊤
Deh, where eh is a column vector of zeros with size H and with a single 1 at the

h-th entry. Therefore, we have

q̄h = TD

(
e⊤

h ⊗
(⊙D−1

d=1 Qd

))
qD = Ch

D\qD.

To conclude, we reformulate ℓFH(Q) = (1/H)
∑H

h=1 ∥r + C̄h
D\qD∥22, and expand and group terms

as before to show

ℓFH(Q) = 1
H
∥r̄ + C̄D\qD∥22.

5.12 Appendix: Proof of Theorem 1

This proof will show that the convergence of BCD-PE follows from [127, Th. 2.8], which
addresses problems of the form

min
x̄∈X

F (x̄) = f0(x1, . . . , xD) +
D∑

d=1
fd(xd). (5.22)
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The variable x̄ is decomposed into D blocks x1, . . . , xD, where the domain X is closed and
block multi-convex. The function f0 is also block multi-convex, though potentially non-convex,
and each fd is an extended-value convex function. Clearly, (5.5) is a specific instance of (5.22).
Specifically, the optimization variables are the factors Q, whose vectorizations are stacked as
x̄ = [q⊤

1 , . . . , q⊤
D]⊤ ∈ R

(∏D

d=1 NDd

)
KD

, with qd ∈ RNDd
K . The extended-value functions are

fd(qd) = 0, rendering F (x̄) = f0(x1, . . . , xD) = ℓFH(Q).

The update rule of BCD-PE defined in (5.12) is an instance of the update in [127, Eq. (1.3a)],
which is proven to converge provided that 6 assumptions are verified [127, Th. 2.8]. Next, we list
the 6 assumptions required in [127] and then, show that our problem satisfies all of them.

Assumption 2. ℓFH is continuous in dom(ℓFH) and satisfies infQ∈dom(ℓFH)ℓFH(Q) > −∞.

Assumption 3. The set of stationary points of ℓFH is non-empty.

Assumption 4. Each block d is updated by the scheme (5.12).

Assumption 5. ℓFH satisfies the Kurdyka–Łojasiewicz inequality at the stationary points.

Assumption 6. There exist constants 0 < Ld
0 <∞, for d = 1, . . . , D, such that

ℓFH({Q(m)
1 , . . . , Q(m)

d−1, Qd, Q(m−1)
d+1 , . . . , Q(m−1)

D })

is Ld
0-strongly convex with respect to Qd.

Assumption 7. The gradient ∇Qd
ℓFH(Q) is Ld

1-Lipschitz-continuous on any bounded set with
Ld

1 ≥ Ld
0.

Assumption 2 is trivially satisfied, since ℓFH(Q) is an addition of norms.

Assumption 3 can be verified by showing that ℓFH(Q) is differentiable and coercive. The former
is satisfied, and the latter holds because, from (5.10), it follows that if ∥Qd∥2F → ∞, then
ℓFH(Q)→∞.

Assumption 4 holds by construction.

Assumption 5 is also satisfied, as ℓFH(Q) is a multi-linear polynomial function and, therefore, real
analytic, which is a class of functions known to satisfy the Kurdyka–Łojasiewicz property.

We move now to show that Assumptions 6 and 7 are satisfied, which requires a longer proof. Let
A ⪯ B indicate that B−A is positive definite. To verify Assumption 6, it suffices to show that for
all d, it holds Ld

0I ⪯ ∇2
qd

ℓFH(Q), while for Assumption 7 one must show that ∇2
qd

ℓFH(Q) ⪯ Ld
1I

holds for all d. Since in this particular case we have ∇2
qd

ℓFH(Q) = C̄⊤
d\C̄d\ , to prove Assumptions

6 and 7, we have to show that

Ld
0I ⪯ C̄⊤

d\C̄d\ ⪯ Ld
1I. (5.23)

For Ld
0I ⪯ C̄⊤

d\C̄d\ , it is sufficient to show that the smallest eigenvalue of C̄⊤
d\C̄d\ is non-zero,

which holds if C̄d\ is full-column rank for all d. To that end, we analyze separately the cases of:
(a) d < D and (b) d = D.

Let us focus first on the case (a) where d < D. The tall matrix C̄d\ is composed of the block
matrices C̄h

d\ stacked column-wise. Since the number of columns of C̄d\ and C̄h
d\ is NDd

K for
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both matrices, showing that one of these blocks is full-column rank is sufficient to prove that C̄d\

is full-column rank. We can then consider the block C̄H
d\ , which is defined as

C̄H
d\ = PπhCH+1

d\ −CH
d\ = −CH

d\ ,

since, by convention, the Q-values for H + 1, and therefore, QD(H + 1, :) = 0. The key task now
is to prove that

CH
d\ = Td(Id ⊗ ((

⊙D−1
i=1̸=dQi)⊙QD(H, :)))

is full-column rank. This holds because: (i) Td is a permutation matrix that merely reorders rows,
thereby preserving the rank of the matrix; and (ii) the Khatri-Rao product of the factors is full-
column rank. The latter follows from two key points: first, the factors themselves are full-column
rank, as stated in Assumption 1; and second, the Khatri-Rao product of two full-column rank
matrices is almost surely full-column rank [130, Cor. 1].

Having established that C̄d\ is full-column rank for all d < D, we now proceed to show that the
same property holds for the case (b) where d = D, i.e., C̄D\ is also full-column rank. In this case,
the argument differs because the blocks Ch

D\ are not full rank for all h. To prove that C̄D\ is
full-column rank, we use a recursive argument. To proceed, note that for each block of C̄D\ , we
have

C̄h
D\ = PπhCh+1

D\ −Ch
D\ .

Recall that for d = D, the matrix Ch
D\ ∈ R(

∏D−1
d=1 NDd

)×HK is defined in (5.9) as TD(e⊤
h ⊗

(
⊙D−1

d=1 Qd)). The presence of the canonical vector eh implies that only K columns are non-zero.
These columns are grouped into H blocks of K columns each, where only the block corresponding
to h contains non-zero entries. Specifically, this block contains

⊙D−1
d=1 Qd. Consider the case where

h = H. By Assumption 1, [130, Cor. 1] and the fact of factors having K columns, CH
D\ has K

independent columns. Consequently, C̄H
D\ also has K independent columns. Next, consider C̄H−1

D\ ,
which shows the same block structure. It has two non-zero blocks located at positions H − 1 and
H. By a similar reasoning, C̄H−1

D\ also has at least K independent columns. Furthermore, the
stacking [

C̄H−1
D\

C̄H
D\

]
∈ R2

(∏D−1
d=1 NDd

)
×HK

has rank 2K. Extending this argument to include the block C̄H−2
D\ , which has non-zero blocks in

H−2 and H−1, the rank increases to 3K. Repeating this, we conclude that C̄D\ has rank HK,
which is the number of columns of C̄D\ .

Therefore, since C̄d\ is full-column rank for both d < D and d = D, the left hand side inequality
in (5.23) Ld

0I ⪯ C̄⊤
d\C̄d\ holds for all d, with Ld

0 being the smallest eigenvalue of C̄⊤
d\C̄d\ .

Finally, we aim to establish that C̄⊤
d\C̄d\ ⪯ Ld

1I, the right hand side inequality of (5.23),
holds for all d. Critical to this is to show that the sequence {Q(m)}m≥1 generated by BCD-PE
is bounded. This holds because of the descent properties of BCD-PE and the normalization after
every iteration. To see this clearly, consider bounded factors Q(0). For the first step of the iteration,
the gradients ∇qd

ℓFH(Q(1)
d ) = (C(1)

d\ )⊤(r̄ + C(1)
d\ qd) are bounded for all d. Consequently, BCD-PE

satisfies all the assumptions locally for this iteration and the loss is guaranteed to decrease, i.e.,
ℓFH(Q(1)) < ℓFH(Q(0)) (see Lemma 2.2 in [127]). Since ℓFH(Q) is a coercive continuous function,
the descent property guarantees that the tensor iterates Q(m) = [[Q(m)]] are bounded. Given
the scaling-counter-scaling ambiguity of the PARAFAC decomposition, the tensor iterate being
bounded does not directly imply that all the D factor matrix iterates are bounded (one factor can
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grow unbounded while another shrinks proportionally). Nonetheless, since our algorithm runs a
normalization step that guarantees ∥Q(m)

1 ∥F = . . . = ∥Q(m)
D ∥F , the norm of Q(m) = [[Q(m)]]

being bounded implies that the norm of the factor matrix iterates are bounded as well.

Consequently, there exists a constant such that

(C̄(m)
d\ )⊤C̄(m)

d\ ⪯ Ld
1I

for all d and m. This verifies Assumptions 6 and 7. Therefore, Theorem 2.8 in [127] guarantees
convergence of BCD-PE.

5.13 Appendix: Proof of Theorem 2

The structure of the proof is similar to that in Appendix 5.12. Here, the BCGD-PE update rule
in (5.13) corresponds to the prox-linear update in [127, Eq. (1.3c)], with extrapolation weights
ω

(m)
d = 0 for all m and d. According to [127, Th. 2.8], convergence is guaranteed under As-

sumptions 2, 3, 4, 5, and 7. Since Appendix 5.12 establishes that these assumptions hold for our
problem, the convergence of BCGD-PE is ensured.

5.14 Appendix: Proof of Theorem 3

To show that ℓµπ

FH(Q) = ℓξπ

FH(Q) we begin by observing that, due to the Markov property, the
distribution µπ for trajectories τ is given by the following expression

µπ(τ) = P1(s1)
H−1∏
i=1

P (si+1|si, πi(si)),

where P1 is the probability distribution of the initial step. Next, due to the linearity of expectation
we can write

ℓµπ

FH(Q) = Eτ∼µπ

[
1
H

∑
σh∈τ

δ̃Q(σh)2
]

(5.24)

= 1
H

(
Eτ∼µπ

[
δ̃Q(σ1)2

]
+ . . . + Eτ∼µπ

[
δ̃Q(σH)2

])
.

Then, for each of the H transitions we have

Eτ∼µπ

[
δ̃Q(σh)2

]
=
∑
τ∈T

δ̃Q(σh)2µπ(τ)

=
∑

s1∈S
. . .

∑
sH∈S

δ̃Q(σh)2 P1(s1)
H−1∏
i=1

P (si+1|si, πi(si))

Now, since σh depends only on the elements of the h-th and (h+1)-th time-steps, and the system
is Markovian, we can marginalize over the sub-trajectories before and after h and h + 1 to write∑

s1∈S
. . .

∑
sH∈S

δ̃Q(σh)2 P1(s1)
H−1∏
i=1

P (si+1|si, πi(si))

=
∑

sh∈S

∑
sh+1∈S

δ̃Q(σh)2P π
h (sh)P (sh+1|sh, πh(sh))

= Eσh

[
δ̃Q(σh)2

]
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Now, by reinterpreting 1/H as PH, and considering ξπ(σ) = PH(h)P π
h (s)P (s′|s, πh(s)), we return

to (5.24) to conclude the proof by observing

ℓµπ

FH(Q) = Eτ∼µπ

[
1
H

∑
σh∈τ

δ̃Q(σh)2
]

= 1
H

(
Eτ∼µπ

[
δ̃Q(σ1)2

]
+. . .+Eτ∼µπ

[
δ̃Q(σH)2

])
= 1

H

(
Eσ1

[
δ̃Q(σ1)2

]
+ . . . + EσH

[
δ̃Q(σH)2

])
= Eσ∼ξπ

[
δ̃Q(σ)2

]
= ℓξπ

FH(Q).



Chapter 6

Multi-linear Policy Estimation via Low-Rank Tensors

This chapter explores the integration of low-rank tools in policy design for RL, with a focus
on policy-based methods. These methods learn a probabilistic parametric mapping from states to
actions. Traditionally, these policies are implemented using NNs, which, despite their flexibility,
often encounter challenges such as convergence issues, architectural mismatches, and inefficient
utilization of redundancies in state-action representations, e.g., locally similar states. To overcome
these challenges, the chapter leverages multi-linear mappings through the PARAFAC decomposi-
tion. By collecting the policy parameters of the policy into tensors and using tensor-completion
techniques, the proposed method enforces low rank in the policy itself. The chapter provides theo-
retical guarantees for the proposed methods across various policy classes and it also validates their
performance through extensive numerical experiments. The results highlight that tensor-based low-
rank policy models offer significant gains in computational and sample complexities compared to
NN models while maintaining comparable rewards. This demonstrates that low-rank tensor-based
RL models are not only useful in value-based scenarios, but also in the context of policy design.

6.1 Introduction

Value-based methods face a significant challenge due to the curse of dimensionality, as they
require selecting actions by maximizing over the entire action space. This task becomes particularly
onerous in highly dimensional action spaces. A promising alternative to overcome this limitation is
offered by policy-based RL, which shifts the focus from estimating VFs to directly learning a policy.
These policies are almost always assumed to be probabilistic and parametric [45]. Consequently,
the problem becomes estimating the parameters of a probabilistic mapping. For continuous action
spaces, Gaussian distributions are typically employed, while softmax distributions are preferred for
discrete action spaces [131–133]. The conventional approach to solving policy-based RL problems
involves learning these mappings via gradient-based methods, commonly referred to as PG meth-
ods [134]. Designing these policy maps requires a balance between expressivity and tractability.
Historically, LMs were preferred due to their simplicity and ease of interpretation. However, LMs
suffered from limited expressive power and required extensive feature engineering. With the advent
of DL, NNs emerged as a more capable alternative, enabling the handling of complex mapping
tasks without the need for manual feature engineering. Nonetheless, determining an appropriate
NN architecture is often a non-trivial challenge. Poor architectural choices can lead to convergence
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issues, while even well-designed architectures may require extensive computational resources and
long training times. To mitigate these challenges, a practical strategy involves designing parsi-
monious models that capitalize on the structure of the problem. Notably, sparsity has been a
widely adopted tool in the design of policy-based algorithms [135–137]. However, intriguingly,
little attention has been paid to low-rank models in the context of policy-based RL.

To recap, we have established that low-rank methods have been extensively applied in optimiza-
tion for both matrix [49,52,70] and tensor [55,56] completion. Furthermore, it is well-documented
that MDPs can show low-rank structures, where the transition and reward dynamics are low rank
[74,75], and VFs are typically low rank as well [2,5]. There is substantial evidence that integrating
low-rank tools into value-based RL methods significantly reduces sample complexity and acceler-
ates empirical convergence, both theoretically and practically [1, 1, 2, 5, 6, 72, 73, 79, 83, 85, 92, 92].
However, as previously highlighted, research on low-rank techniques to policy-based RL methods
remains scarce. Motivated by this gap, this chapter aims to present a comprehensive methodology
for developing low-rank policy-based RL algorithms. Preliminary work in this direction has been
introduced in our early works [14, 15], where matrix-completion techniques were used to design
Gaussian policy models for AC methods and TRPO. However, matrix-based policies face scalabil-
ity issues in large state-action spaces, and Gaussian policies are not always suitable, particularly
in discrete action spaces. For these reasons, this chapter departs from matrix-based approaches
and focuses directly on tensor-based models. Specifically, recognizing the potentially high dimen-
sionality of state spaces, the proposed method organizes the state-dependent parameters of the
probability distribution of the policy into a tensor. Low-rank structures are enforced on this tensor
using tensor completion techniques, resulting in multi-linear tensor low-rank policy models. These
models can be seamlessly integrated into classical policy-based RL algorithms. The following
sections detail this approach, provide theoretical guarantees for its effectiveness and validate its
performance through comprehensive experimental evaluations. The specific contributions of this
chapter are as follows.

C1 Developing policy models that enforce low rank in tensors of Gaussian-policy and softmax-
policy parameters through the PARAFAC decomposition, effectively postulating a multi-linear
model for the policy.

C2 Designing policy-based algorithms, including REINFORCE, AC, TRPO, and PPO, that lever-
age tensor low-rank multi-linear policy models.

C3 Establishing convergence guarantees for the proposed tensor low-rank multi-linear PG algo-
rithms.

C4 Numerical experiments showing that the proposed low-rank methods achieve faster conver-
gence compared to NN-based approaches.

The remainder of the chapter is structured as follows. Section 6.2 delves into the primary
task of solving policy-based RL problems. Section 6.3 presents the proposed tensor-based low-rank
multi-linear model for policy representation. Building upon this, Section 6.4 extends the approach
to AC methods, while Section 6.5 further adapts it to trust-region methods such as TRPO and
PPO. The convergence of PG methods under the tensor low-rank model is established in Section
6.6. Experimental validation of the proposed methods is provided in Section 6.7, demonstrating
their effectiveness in terms of convergence and efficiency. Finally, Section 6.8 summarizes the
key findings and outlines potential future research directions. For completeness, the proofs of the
theoretical results are included in Section 6.9.
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6.2 Sufficiency of the policy gradients

The fundamental goal of RL is to learn the optimal set of actions that maximize the long-term
reward, a theme reiterated throughout this thesis. Value-based methods achieve this through VFs,
but the foundational results primarily apply to unconstrained MDPs. Notably, Chapter 5 explored
how RL extends beyond such MDPs, broadening its applicability. This topic is particularly pertinent
to policy-based methods, which typically learn from trajectories rather than transitions. While
theoretically, as introduced in Chapter 2, sampling infinite trajectories is possible, this approach is
impractical. To address this, the discount factor γ is introduced, ensuring that the return decays
exponentially over time and avoids infinite sums, creating an effective horizon. In finite-horizon
problems, as discussed in Chapter 5, the time horizon eliminates the need for such considerations.
Alternatively, episodic tasks, where the agent receives a reward of zero beyond a time-step T ,
are commonly used to approximate infinite-horizon scenarios. In this chapter, we assume tasks are
finite-horizon with a fixed horizon T . This setup aligns with the finite-horizon MDP framework but
diverges in that T is assumed to be large. As a result, the finite-horizon MDP can be approximated
by an infinite-horizon one, shifting the focus away from the critical role of time that was emphasized
in Chapter 5.

This setup introduces some notational changes with respect to the description of the policy-
based methods introduced in Chapter 2, which are outlined here. We continue to consider the
parametric policy πθ to be time-independent, as we assume that the finite-horizon MDP for episodic
tasks can be approximated by an infinite-horizon one due to a sufficiently large horizon T . As usual,
since the MDP model is unknown, the policy πθ is learned from trajectories sampled directly from
the MDP. Let the time index be t = 1, . . . , T , and denote a trajectory as τT = {σt}T +1

t=1 ∼ g(θ),
where σt = (st, at, rt, s′

t). This trajectory forms a Markov chain generated by the initial state
s1 ∼ p1, and for any t ≥ 1, actions and states evolve as at ∼ πθ(·|st) and st+1 ∼ p(·|st, at). To
evaluate the performance of a policy, we use the return of a trajectory, GT (τT ) =

∑T
t=1 rt, as a

measure of optimality. Note that, in this case, the return is bounded by the horizon T and is not
discounted. The corresponding policy optimization problem can be formulated as

max
θ

ℓPG(θ) = EτT ∼g(θ) [GT (τT )] , (6.1)

where the decision variable θ appears in the distribution g(θ) that generates the sampled trajectory
τT . Importantly, this optimization problem is generally non-convex. To better illustrate this,
consider a simple setup where actions are modeled as samples from a univariate Gaussian policy,
i.e., at ∼ N (µst , σst). Here, the policy parameters are θµ = {µs}s∈S and θσ = {σs}s∈S . Clearly,
the size of θ depends on the state space S, and for continuous state spaces, θ would consist of an
infinite number of elements. This issue is typically addressed by employing parametric mappings
that estimate the parameters of the probability distribution associated with the policy. For example,
in the Gaussian case, µθµ , σθσ : S 7→ R are used to map states to the mean and standard deviation
of the distribution, respectively. In this framework, the problem in (6.1) evaluates the expected
returns over entire trajectories, which are collections of transitions. For each transition, at a given
state s, the action a is sampled from the Gaussian distribution N (µs, σs), where the mean and
standard deviation are parameterized as µs = µθµ(s) and σs = σθσ (s). This structure provides a
foundation for analyzing and optimizing policy-based reinforcement learning models.

Despite these changes, the core methods introduced in Chapter 2 for solving policy-based RL
problems remain applicable. These include PG methods, which are first-order optimization tech-
niques that rely on the gradients of the policy to update parameters, and AC methods, which
incorporate variance reduction techniques while still using first-order updates. Trust-region meth-
ods, on the other hand, are more sophisticated as they introduce trust-region constraints to ensure
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monotonic policy improvements. Interestingly, as we will explore in the following sections, trust-
region methods ultimately rely on PG techniques to solving the underlying optimization problems.
This means that, across the suite of policy-based RL approaches, the gradients of the policy are
the primary tool required for optimization. In practice, this often involves the log-gradients of the
policy, commonly referred to as policy scores, expressed as ∇θ log πθ(a|s). This insight allows us
to decouple the development of algorithms from the choice of the model, enabling us to focus on
tensor-based low-rank models as a flexible and general approach to policy-based RL.

6.3 Tensor representation of the policies

This section presents the main contribution of the chapter by introducing tensor low-rank policy
models for general policy classes, with specific applications to Gaussian and softmax policies. In
designing parametric functional estimators, a key challenge is balancing expressiveness with the
number of parameters. Achieving this trade-off is critical to ensure meaningful approximations while
managing convergence time and sample complexity requirements. To address this challenge within
the RL policy design framework considered in this chapter, we propose multi-linear policy models
that leverage the low-rank property that we are showing to consistently hold in MDPs. As discussed
in the previous section, the development of policy-based RL algorithms with alternative policy
models revolves around two main tasks. The first task is defining meaningful policy representations.
The second is deriving the associated policy scores ∇θ log πθ, which are used to optimize the model
parameters. In this section, we formally introduce the tensor low-rank policy model and derive its
corresponding policy scores. These scores depend on the probability distribution of the policy and
the structure of its parameters θ. When the policy scores are straightforward to compute, the
proposed model can be easily integrated into a wide range of policy-based RL algorithms.

To understand the role of low-rank models in policy-based methods, consider the example of a
one-dimensional continuous action space where actions are modeled as samples from a univariate
Gaussian policy. The mean and standard deviation of this policy are determined by the parametric
mappings µθµ and σθσ . We propose designing a parsimonious multi-linear policy model by rear-
ranging the set θ into a multi-dimensional tensor and imposing a low-rank structure using the
PARAFAC decomposition. Formally, let S = S1 × · · · × SD represent the D-dimensional discrete
state space, where the cardinality of Sd is denoted as Nd. Consider a generic probabilistic policy
with parameters {θs}s∈S , where for simplicity, θs denotes a single parameter of the probability
distribution. The parameters are collected into a tensor Θ ∈ RN1×···×ND , where every dimension
of the state space corresponds to an axis of the tensor. The index of the tensor associated with a
state s is represented by is = [is

1, . . . , is
D], allowing the parameter θs to be retrieved as θs = Θ(is).

However, as in the case of VF estimation, simply rearranging the parameters into a tensor format
does not provide any benefit per se, as the tensor size of the tensor grows exponentially with the
dimensions of the state space. To address this issue, we assume that the tensor Θ is low rank with
rank K. Using the PARAFAC decomposition, the tensor is parameterized through a collection of
D factor matrices of rank K, denoted as Θ = {Θd}Dd=1, where Θd ∈ RNd×K and Θ = [[Θ]]. This
approach leads to the formulation of the low-rank policy optimization problem.

max
Θ

ℓPG(Θ) subject to: Θ(is) =
K∑

k=1

D∏
d=1

Θd(is(d), k) ∀ s ∈ S. (6.2)

Note that the constraint is equivalent to Θ = [[Θ]]; however, this formulation highlights the role
of the PARAFAC decomposition as a multi-linear policy model. In the tensor low-rank framework,
actions are sampled from probability distributions whose parameters are represented as a multi-
linear model defined by the factors Θ. The optimization problem in (6.2) focuses on identifying the
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factors that maximize the return. The original tensor Θ contains
∏D

i=1 Ni parameters, which grow
exponentially with the number of dimensions D. In contrast, the low-rank model parameterized by
the factors Θ contains only

∑D
i=1 NiK parameters, resulting in linear growth with respect to D. It

is worth noting that the tensor of parameters can be trivially extended to accommodate probability
distributions with multiple parameters by introducing an additional dimension in the tensor. This
extension will be discussed in detail in later sections.

With the PARAFAC model established, the next step is to define the policy scores, which enable
the use of these policies in tensor-based scenarios. The policy scores are defined as the vectorized
partial derivatives of the log-policy with respect to all the entries of the factors Θ

∇Θ log πΘ(a|s) =


∂log πΘ(a|s)

∂Θ1(1,1)
∂log πΘ(a|s)

∂Θ1(1,2)
...

∂log πΘ(a|s)
∂ΘD(ND,K)

 , (6.3)

with the partial derivative of log πΘ(a|s) with respect to the (i, k)-th entry of Θd can be expressed
using the chain rule

∂log πΘ(a|s)
∂Θd(i, k) =

∑
ŝ∈S

∂log πΘ(a|s)
∂Θ(iŝ)

∂Θ(iŝ)
∂Θd(i, k)

=
∑
ŝ∈S

∂log πΘ(a|s)
∂Θ(iŝ) Iiŝ=is

∂Θ(iŝ)
∂Θd(i, k)

= ∂log πΘ(a|s)
∂Θ(is)

∂Θ(is)
∂Θd(i, k)

= ∂log πΘ(a|s)
∂Θ(is)

 D∏
j=1̸=d

Θj(is(d), k)

 Ii=is(d). (6.4)

Here, I denotes the indicator function, which equals 1 if the condition in the subscript is satisfied
and 0 otherwise. Consequently, the expression in (6.4) indicates that the derivative is nonzero only
when i = is(d). As a result, only KD entries in (6.3) are nonzero. This last expression in (6.4)
is particularly insightful as it factorizes the entry-wise policy score into two distinct terms. The
first term is determined by the specific probability distribution, while the second depends on the
structure of the tensor model. In the following, we derive the explicit form of (6.4) for two widely
used probability distributions in policy-based RL: Gaussian policies for continuous action spaces
and softmax policies for discrete action spaces.

• Gaussian policies. As introduced previously, in setups with a continuous one-dimensional
action space A, actions are commonly modeled as samples from a univariate Gaussian dis-
tribution at ∼ N (µst , σst). Practical implementations often assume σ(st) to be constant
and independent of the state to encourage exploration. Here, we focus on estimating µst

and propose rearranging the set of means Θµ = {µs}s∈S into the tensor Θµ ∈ RN1×···×ND ,
where µs = Θµ(is). We further postulate that Θµ has rank K, parameterized by the factors
Θµ = {Θµ

d}Dd=1. Under this model, the entry-wise policy scores defined in (6.4) for the
Gaussian case are given by

∂log πΘµ(a|s)
∂Θµ

d(i, k) =
a−Θµ(is)

σ2

 D∏
j=1̸=d

Θµ
j (is(j), k)

 Ii=is(d). (6.5)
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• Softmax policies. In the case of a one-dimensional discrete action spaceA = {1, 2, . . . , NA},
actions can be modeled as samples from a probability distribution defined by the softmax
function at ∼ Z(zst , β). Here, zst represents the logits associated with state st, and β is a
temperature parameter that promotes exploration during the initial stages of learning. The
softmax function Z : RNA → [0, 1]NA maps the logits z = [z1, . . . , zNA ]⊤ to probabilities,
with each entry defined as Z(z, β)i = eβzi/

∑NA
j=1 eβzj . The logits zs can be represented as

a fiber of a tensor Θz ∈ RN1×···×ND×NA , where the tensor includes an additional dimension
indexed by the actions. Using a slightly modified notation, we define is = [is

1, . . . , is
D] to

index the state and is,a = [is; a] to index the tensor entry zs,a = Θz(is,a). As before, we
assume Θz has rank K, parameterized by the factors Θz = {Θz

d}D+1
d=1 . For softmax policies,

the entry-wise policy scores in (6.4) are more complex because the derivatives must account
for the fiber Θz(is) corresponding to the state s. This results in the following expression

∂log πΘz(a|s)
∂Θz

d(i, k) =
NA∑
b=1

(Ia=b −Z(Θz(is), β)(b))

 D+1∏
j=1̸=d

Θz
j (is,b(j), k)

 Ii=is,b(d), (6.6)

where the partial derivatives of log πΘz(a|s) with respect to other fibers i ̸= is are zero.

Sampling the MDP. As discussed in the previous section, RL learns by interacting with the
environment due to the unknown dynamics of the MDP. A fundamental mechanism underlying
the various algorithms introduced later involves sampling trajectories from the MDP. Specifically,
we sample a set of trajectories {τu}Uu=1 ∼ g(Θµ) when following the Gaussian policy πΘµ for
continuous actions, or {τu}Uu=1 ∼ g(Θz) when following the softmax policy πΘz for discrete actions.
The sampling process for Gaussian policies is detailed in Algorithm 7, while the sampling mechanism
for softmax policies is provided in Algorithm 8.

Multi-dimensional action spaces. The framework introduced in this chapter can naturally ac-
commodate action spaces with multiple dimensions, denoted as A = A1 × · · · × ADA . In this
context, actions are represented as DA-dimensional random vectors a = [a1, . . . , aDA ]⊤, sampled
from a multivariate policy distribution. Traditionally, RL algorithms assume independence among
action dimensions. For Gaussian policies, this assumption leads to a multivariate Gaussian dis-
tribution with an identity covariance matrix. In the tensor framework, this can be modeled by
introducing an additional dimension in the tensor of means Θµ, where µs = Θµ(is) represents
a vector of means. Similarly, for policies based on the Softmax distribution, introducing a set of
logits per action dimension requires an additional dimension in the tensor of logits ΘZ, where
Zs = ΘZ(is) represents a matrix of logits. Under the independence assumption, the joint policy
can be factorized as πΘ(a|s) =

∏DA
d=1 πΘ(ad|s), which simplifies the computation of the policy

scores to ∇Θ log πΘ(a|s) =
∑DA

d=1∇Θ log πΘ(ad|s). This factorization makes it straightforward to
extend the derivation of policy scores presented in this section to the multi-dimensional case. For
the sake of clarity, subsequent derivations in this chapter will focus on the unidimensional action
space.

6.4 Tensor low-rank models for policy gradient methods

Tensor low-rank policies can be seamlessly integrated into PG and AC methods, as both rely on
first-order optimization techniques. In this section, we introduce a tensor low-rank PG algorithm
and a tensor low-rank AC algorithm. Recall that in PG, the objective is to maximize the function
ℓPG defined in (6.2) using stochastic gradient ascent. For this purpose, we employ the Gaussian
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Algorithm 7 Tensor Low-Rank Gaussian-Policy Sampling
Require: Policy and factors Θµ; fixed standard deviation σ; number of trajectories per sample

U ; and number of time-steps per trajectory T .

function GaussianSampling(Θµ, U , T , σ)

1: for u = 1, . . . , U do
2: Observe su

1
3: for t = 1, ..., T do
4: µsu

t
←
∑K

k=1
∏D

d=1 Θµ
d(isu

t
(d), k)

5: au
t ∼ N (µsu

t
, σ)

6: Take au
t , observe su

t+1, and ru
t

7: su
t ← su

t+1
8: end for
9: τu = {(su

t , au
t , ru

t , su
t+1)}Tt=1

10: end for
11: return {τu}Uu=1

12: end function

Algorithm 8 Tensor Low-Rank Softmax-Policy Sampling
Require: Policy and factors Θz; temperature coefficient β; number of trajectories per sample U ;

and number of time-steps per trajectory T .

function SoftmaxSampling(Θz, U , T , β)

1: for u = 1, . . . , U do
2: Observe su

1
3: for t = 1, ..., T do
4: zsu

t
(a)←

∑K
k=1

∏D+1
d=1 Θz

d(isu
t ,au

t
(d), k) ∀a ∈ A

5: au
t ∼ Z(zsu

t
, β)

6: Take au
t , observe su

t+1, and ru
t

7: su
t ← su

t+1
8: end for
9: τu = {(su

t , au
t , ru

t , su
t+1)}Tt=1

10: end for
11: return {τu}Uu=1

12: end function
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policy πΘµ for continuous action spaces and the softmax policy πΘz for discrete action spaces. The
process begins by sampling a set of trajectories {τu}Uu=1 ∼ g(Θµ) from the MDP, as described
in Algorithm 7. Next, the sample returns Gu

t =
∑T

t′=t ru
t′ are computed along with the policy

scores ∇Θµ log πΘµ(au
t |su

t ) using (6.5). Finally, the factors in Θµ are updated using the stochastic
approximation of the policy gradient, defined in (2.25) in Chapter 2

∇̃ΘµℓPG(Θµ) = 1
U

U∑
u=1

T∑
t=1

Gu
t∇Θµ log πΘµ(au

t |su
t ). (6.7)

It is important to note that in this case, differently from (2.25), we work with a non-discounted
time-limited version of the gradients. Analogously, in the softmax case, we sample trajectories from
the MDP according to the policy πΘz using Algorithm 8. The policy scores ∇Θz log πΘz(au

t |su
t )

are then computed as described in (6.6), and the stochastic gradient is obtained to update the
factors in Θz as

∇̃ΘzℓPG(Θz) = 1
U

U∑
u=1

T∑
t=1

Gu
t∇Θz log πΘz(au

t |su
t ). (6.8)

The result is a tensor low-rank policy gradient (TLR-PG) algorithm, which is detailed in Algorithm
9. In the Gaussian case, the algorithm uses the factors Θ = Θµ, the learning rate η, and the
Gaussian sampling procedure described in Algorithm 7 with b = 0 and paramsb = {σ}. Similarly,
in the softmax case, the factors are set to Θ = Θz, and the softmax sampling procedure defined
in Algorithm 8 is employed with b = 1 and paramsb = {β}.

Algorithm 9 Tensor Low-Rank Policy Gradient (TLR-PG)
Require: Initial policy and factors Θ(1); variable b that triggers Algorithm 7 if b = 0, and

Algorithm 8 if b = 1; the parameters of the sampling function paramsb; learning rates {η(n)};
number of trajectories per sample U ; maximum number of iterations N ; and number of
time-steps per trajectory T .

1: for n = 1, . . . , N do
2: {τ (n)

u }Uu=1 ← Sampling(Θ(n), U, T, b, paramsb)

3: Θ(n+1) ← Θ(n) + η(n)∇̃ΘℓPG(Θ(h))
4: end for

Actor-critic adaptation. Tensor low-rank policies can be extended to AC setups, as they rely
on the PGs as well. The initial steps are similar to those in the PG case. Specifically, using
Algorithms 7 and 8, the actor πΘµ or πΘz is employed to generate a set of trajectories {τu}Uu=1
from the MDP. These samples are then used to compute the policy scores according to (6.5) or
(6.6). However, AC methods differ by subtracting the approximated VF from the sample return
to estimate the advantage function, Aω(su

t ) = Gu
t − Vω(su

t ), which reduces the variance in the
stochastic algorithm. The trade-off is the need to learn the parameters ω of the VF approximator,
or critic, by minimizing the quadratic cost ℓC(ω) = 1

2
∑U

u=1
∑T

t=1(Gu
t − Vω(su

t ))2. In line with
the focus of this chapter, we propose a multi-linear model to approximate the VFs. Specifically,
we collect the VFs into the tensor V ∈ RS1×···×SD and postulate a K ′-rank PARAFAC model
with factors Ω = {Vd ∈ RNd×K′}Dd=1. Under this model, the VF for a state s is expressed
as VΩ(s) = V(is), which can be computed as

∑K′
k=1

∏D
d=1 Vd(is(d), k) under the PARAFAC

formulation. In AC methods, the updates for the actor and the critic are performed alternately.
First, the critic is fixed, and the actor is updated. For the Gaussian case, this involves updating
the factors Θµ of the actor using the stochastic gradient of the expression defined in (2.26) in
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Chapter 2

∇̃ΘµℓAC(Θµ) = 1
U

U∑
u=1

T∑
t=1

AΩ(su
t )∇Θµ log πΘµ(au

t |su
t ), (6.9)

again for non-discounted time-limited returns. The advantage AΩ(su
t ) = Gu

t −V(isu
t
) considers V

to be fixed during the actor update. In the softmax case, the factors Θz of the actor are updated
using the stochastic gradient.

∇̃ΘzℓAC(Θz) = 1
U

U∑
u=1

T∑
t=1

AΩ(su
t )∇Θz log πΘz(au

t |su
t ). (6.10)

Secondly, the critic is updated by minimizing ℓC(Ω) via gradient descent. To achieve this, it is
necessary to compute the gradient ∇ΩℓC(Ω), which entry-wise is given by

∂ℓC(Ω)
∂Vd(i, k) =

U∑
u=1

T∑
t=1

(
Gu

t −V(isu
t
)
) D∏

j=1̸=d

Vj(isu
t
(j), k)

 Ii=isu
t

(d). (6.11)

This leads to a tensor low-rank actor-critic (TLR-AC) algorithm, which is fully detailed in Algorithm
10. In the Gaussian case, we set Θ = Θµ and use the sampling mechanism defined in Algorithm 7
with b = 0 and paramsb = {σ}. In the softmax case, we set Θ = Θz, define the learning rate for
the critic as α, and use the sampling procedure in Algorithm 8 with b = 1 and paramsb = {β}.

Algorithm 10 Tensor Low-Rank Actor-Critic (TLR-AC)
Require: Initial policy and factors Θ(1); initial VFs and factors Ω(1); variable b that triggers

Algorithm 7 if b = 0, and Algorithm 8 if b = 1; the parameters of the sampling function
paramsb ; actor learning rates {η(n)}Nn=1; critic learning rates {α(n)}Nn=1; number of
trajectories per sample U ; maximum number of iterations N ; and number of time-steps per
trajectory T .

1: for n = 1, . . . , N do
2: {τ (n)

u }Uu=1 ← Sampling(Θ(n), U, T, b, paramsb)

3: Θ(n+1) ← Θ(n) + η(n)∇̃ΘℓAC(Θ(n)) ▷ Actor update
4: Ω(n+1) ← Ω(n) + α(n)∇ΩℓC(Ω(n)) ▷ Critic update
5: end for

6.5 Tensor low-rank models for trust-region methods

We claimed in previous sections that estimating the parameters of a policy via trust-region
methods can also be reduced to characterizing the policy scores. In this section, we first demon-
strate how TRPO and PPO can be formulated in terms of the policy scores, and then show how
to incorporate our tensor low-rank policy models into both frameworks. We begin by recalling
that in TRPO, the objective is to maximize ℓTR as defined in (2.28), for discounted time-limited
returns, subject to the constraint that the KL-divergence between the current policy πΘ and the
(old) sampling policy πΘ(n) remains below a threshold ε0. More formally, this involves solving the
iterative optimization problem

Θ(n+1) = argmax
Θ

ℓTR(Θ) = Eg(Θ(n))

[
T∑

t=1
qΘ,Θ(n)(st, at)AΩ(st)

]
subject to: E [DKL(πΘ(n)(·|s)||πΘ(·|s))] ≤ ε0

(6.12)
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via sampling-based techniques. To render (6.12) tractable, we resort to Taylor expansions of both
the objective function and the KL constraint [17, 43]. By leveraging a first-order approximation
for the objective ℓTR and a second-order approximation for the KL constraint, the optimization
problem is transformed into the quadratic form

Θ(n+1) = argmax
Θ

g̃⊤(Θ−Θ(n)) subject to: (Θ−Θ(n))⊤H̃(Θ−Θ(n)) ≤ ε0, (6.13)

where g̃ is a stochastic gradient and H̃ represents the Fisher information matrix (FIM). Specifically,
g̃ = ∇ΘℓTR(Θ) |Θ=Θ(n) is the gradient of the cost function with respect to the parameters Θ, eval-
uated at Θ = Θ(n). The matrix H̃ is the Hessian of the KL constraint, also evaluated at Θ = Θ(n),
with entries H̃(i, j) = ∂

∂Θi

∂
∂Θj

E [DKL(πΘ(n)(·|s)||πΘ(·|s))]
∣∣∣
Θ=Θ(n)

. Notably, the gradient of the
KL constraint is zero when evaluated at Θ = Θ(n), and the Hessian at Θ = Θ(n) corresponds to the
FIM [138]. Using the FIM, H̃ can be reformulated in terms of the outer product of the policy scores
as H̃ = E

[
∇Θlog πΘ(a|s)∇Θlog πΘ(a|s)⊤

]
|Θ=Θ(n) . Similarly, the gradient g̃ can be expressed us-

ing the policy scores∇Θlog πΘ as g̃ = Eg(Θ(n))

[∑T
t=1 qΘ,Θ(n)(st, at)∇Θlog πΘ(at|st)AΩ(st)

] ∣∣∣
Θ=Θ(n)

.
Therefore, the policy scores are sufficient to define the TRPO update. The expectations in g̃ and H̃
are approximated using sampled trajectories from the MDP, denoted as {τu}Uu=1 ∼ g(Θ(n)), where
trajectories are generated following πΘ(n) . This leads to the following stochastic approximation

g̃ ≈ 1
U

U∑
u=1

T∑
t=1

qΘ,Θ(n)(su
t , au

t )∇Θ log πΘ(au
t |su

t )AΩ(su
t )
∣∣∣∣∣
Θ=Θ(n)

, (6.14)

H̃ ≈ 1
U

1
T

U∑
u=1

T∑
t=1
∇Θ log πΘ(au

t |su
t )∇Θ log πΘ(au

t |su
t )⊤

∣∣∣
Θ=Θ(n)

. (6.15)

As previously pointed out, equations (6.14) and (6.15) show that the policy model impacts
the computation of g̃ and H̃ solely through the policy scores. Since we have already defined the
policy scores for the tensor low-rank policy model, everything is now set up to introduce our tensor
low-rank policy model in TRPO. First, we define the initial Gaussian policy πΘ(n)

µ
for continuous

action setups and the initial softmax policy πΘ(n)
z

for discrete action spaces. The actor step begins
by sampling a set of trajectories {τu}Uu=1 from the MDP using πΘ(n)

µ
or πΘ(n)

z
, as specified in

Algorithms 7 and 8. Next, the sample returns Gu
t =

∑T
t′=t ru

t′ are computed, along with the VFs
using the critic VΩ(su

t ). Following equations (6.14) and (6.15), Gaussian policies result in the
stochastic gradient g̃µ and the stochastic Hessian H̃µ, computed using the Gaussian policy scores
from (6.5). Similarly, softmax policies yield g̃z and H̃z, computed using the softmax policy scores
from (6.6). Lastly, the optimization problem in (6.13) is solved via conjugate gradient descent
methods [17] to obtain Θµ in the Gaussian case and Θz in the softmax case. After completing
the actor step, the critic is updated in the same way as in the TLR-AC method. The resulting
trust-region tensor low-rank policy optimization (TR-TLR-PO) algorithm is described in Algorithm
11. In the Gaussian case, Θ = Θµ and sampling is performed using Algorithm 7 with b = 0 and
paramsb = {σ}. For the softmax case, Θ = Θz and sampling is conducted using Algorithm 8 with
b = 1 and paramsb = {β}.

PPO extension. In PPO, the objective is to maximize the unconstrained function ℓPPO defined
in (2.30) in Chapter 2, but considering a discounted time-limited return. To enforce a trust
region, PPO introduces the clipped probability ratio qΘ,Θ(n) . Solving this optimization problem
involves using first-order methods, which require the computation of the gradient ∇ΘℓPPO(Θ).
By examining the definition of qΘ,Θ(n) in (2.29), the term within the expectation in (2.30) can be
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Algorithm 11 Trust-Region Tensor Low-Rank Policy Optimization (TR-TLR-PO)
Require: Initial policy and factors Θ(1); initial VFs and factors Ω(1); variable b that triggers

Algorithm 7 if b = 0, and Algorithm 8 if b = 1; the parameters of the sampling function
paramsb ; critic learning rates {α(n)}Nn=1; number of trajectories per sample U ; maximum
number of iterations N ; and number of time-steps per trajectory T .

for n = 1, . . . , N do
{τ (n)

u }Uu=1 ← Sampling(Θ(n), U, T, b, paramsb)

Θ(n+1) ← Solve (6.13) using g̃ and H̃ ▷ Actor update
Ω(n+1) ← Ω(n) + α(n)∇ΩℓC(Ωh) ▷ Critic update

end for

rearranged as

min{qΘ,Θ(n)(st, at)AΩ(st), q̂Θ,Θ(n)(st, at)AΩ(st)} = (6.16)
(1− ε0)AΩ(st) if qΘ,Θ(n)(st, at) ≤1−ε0 and AΩ(st)≤0
(1 + ε0)AΩ(st) if qΘ,Θ(n)(st, at) ≥1+ε0 and AΩ(st)≥0
qΘ,Θ(n)(st, at)AΩ(st) otherwise.

It is straightforward to observe that, conditioned on the value of AΩ(st), the gradient of ℓPPO
with respect to Θ is zero outside the clipping range defined by ε0. Let IΩ

Θ,Θ(n)(st, at) denote an
indicator function that equals 1 when the third clause of (6.16) is active, and 0 otherwise. Under
these conditions, the gradient of (2.30) is given by

∇ΘℓPPO(Θ) = Eg(Θ(n))

[
T∑

t=1
IΩ
Θ,Θ(n)(st, at)qΘ,Θ(n)(st, at)∇Θ log πΘ(at|st)AΩ(st)

]
.

Once again, computing the gradient of ℓPPO reduces to estimating the policy scores∇Θ log πΘ(at|st).
Incorporating tensor low-rank policy models into PPO involves first using the Gaussian policy πΘ(n)

µ

or the softmax policy πΘ(n)
z

to sample trajectories {τu}Uu=1 from the MDP, as described in Algo-
rithms 7 and 8. Next, we compute Gu

t , VΩ(su
t ), and the policy scores according to (6.5) or (6.6).

Finally, the actor is updated using the stochastic gradients for the Gaussian and softmax cases
defined as

∇ΘµℓPPO(Θµ) = E
g

(
Θ(n)

µ

)[ T∑
t=1

IΩ
Θ,Θ(n)(st, at)qΘµ,Θ(n)

µ
(st, at)∇Θµ log πΘµ(at|st)AΩ(st)

]
, (6.17)

∇ΘzℓPPO(Θz) = E
g

(
Θ(n)

z

)[ T∑
t=1

IΩ
Θ,Θ(n)(st, at)qΘz,Θ(n)

z
(st, at)∇Θz log πΘz(at|st)AΩ(st)

]
. (6.18)

As before, the critic is updated after completing the actor step. The resulting algorithm, called
proximal tensor low-rank policy optimization (P-TLR-PO), is detailed in Algorithm 12. In the
Gaussian case, we set Θ = Θµ and sample trajectories using Algorithm 7 with b = 0 and paramsb =
{σ}. For the softmax case, we set Θ = Θz and sample trajectories as described in Algorithm 8
with b = 1 and paramsb = {β}.
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Algorithm 12 Proximal Tensor Low-Rank Policy Optimization (P-TLR-PO)
Require: Initial policy and factors Θ(1); initial VFs and factors Ω(1); variable b that triggers

Algorithm 7 if b = 0, and Algorithm 8 if b = 1; the parameters of the sampling function
paramsb ; actor learning rates {η(n)}Nn=1; critic learning rates {α(n)}Nn=1; number of trajectories
per sample U ; maximum number of iterations N ; and number of time-steps per trajectory T .

for n = 1, . . . , N do
{τ (n)

u }Uu=1 ← Sampling(Θ(n), U, T, b, paramsb)

Θ(n+1) ← Θ(n) + η(n)∇̃ΘℓPPO(Θ(n)) ▷ Actor update
Ω(n+1) ← Ω(n) + α(n)∇ΩℓC(Ω(n)) ▷ Critic update

end for

6.6 Convergence analysis of tensor low-rank methods

We focus on TLR-PG method outlined in Algorithm 9 and analyze its convergence towards a
stationary solution of (6.2). To make the analysis tractable, we consider a slight modification to
the algorithm by introducing a projection step on top of the stochastic policy gradient update. Let
O ⊆ XD

d=1RNd×K denote a closed and convex set. Instead of the update in Line 3 of Algorithm 9,
the update for Θ is performed as Θ← FO

(
Θ + η∇ΘℓPG(Θ)

)
, where FO(·) denotes the projection

operator onto the set O.
Θ(n+1) = FO(Θ + η(n)∇̃ΘℓPG(Θ(n))), (6.19)

where FO(·) denotes the Euclidean projection onto O. To simplify notation, we define the short-
hand ∇Θi log pg(Θ)(τT ) =

∑T
t=1∇Θi log πΘ(at|st) and proceed with the following assumptions.

Assumption 8. The reward is uniformly bounded, i.e., there exists a constant C0 such that

|R(s, a)| ≤ C0, ∀ s ∈ S, a ∈ A.

Assumption 9. For Θ, Θ′ ∈ O, s ∈ S, a ∈ A, i = 1, ..., D, there exists a constant L0 such that

∥∇Θi log πΘ(a|s)−∇Θi log πΘ′(a|s)∥ ≤ L0∥Θ−Θ′∥.

Assumption 10. For Θ, Θ′, Θ′′ ∈ O, i = 1, ..., D, there exists a constant L1 such that∥∥∥EτT ∼g(Θ)
[
GT (τT )∇Θi log pg(Θ′′)(τT )

]
− Eτ ′

T ∼g(Θ′)
[
GT (τ ′

T )∇Θi log pg(Θ′′)(τ ′
T )
] ∥∥∥ ≤ L1∥Θ−Θ′∥.

Assumption 11. For Θ ∈ O, there exists a constant C1 such that

EτT ∼g(Θ)

[∥∥∥GT (τT )∇Θ log pg(Θ)(τT )
∥∥∥2
]
≤ C1

2.

Assumption 8 is a standard condition commonly used in the RL literature. Meanwhile, Assumptions
9–11 can be verified for Gaussian and softmax policies if Θ is compact; see Section 6.9 for details.
To analyze the projected stochastic PG algorithm in (6.19) for non-convex optimization problems,
we rely on the framework in [139], which uses the Moreau envelope of the objective function in
(6.2). Then, for any λ > 0 we set

ℓλ
PG(Θ) = min

ϑ∈O

{
−ℓPG(ϑ) + 1

2λ
∥Θ− ϑ∥2F

}
.
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For sufficiently small λ, it holds for any Θ ∈ O [139] that∥∥∥∥ 1
λ

(Θ− FO(Θ + λ∇ℓPG(Θ))
∥∥∥∥2
≤ 3 ∥∇ℓλ

PG(Θ)∥2, (6.20)

which leads to the following convergence guarantee for the projected TLR-PG method. See the
proof in Section 6.9.

Theorem 4. Under Assumptions 8–11. For any L̄ > LG = D(T 2L0C0 + L1) and maximum
iteration number N ≥ 1, the following holds for {Θ(n)}Nn=1 generated by (6.19)

(1/N)
∑N

n=1 E
[
∥∇Θℓ

1/L̄
PG (Θ(n))∥2

]
≤ L̄

L̄−LG

ℓ
1/L̄
PG (Θ(0))−ℓ

1/L̄,⋆
PG +

L̄C2
1

2
∑N

n=1(α(n))2∑N

n=1 α(n) , (6.21)

where ℓ
1/L̄,⋆
PG = minΘ∈O ℓ

1/L̄
PG (Θ).

6.7 Numerical experiments

This section aims to empirically show that low-rank tensor policies can achieve comparable
returns to NN-based methods while requiring significantly fewer resources. Specifically, we highlight
how low-rank tensor policies reduce the number of parameters and the time needed to converge. To
support this claim, we conduct a comprehensive evaluation across various policy-based algorithmic
configurations applied to classical control problems. Additionally, we extend the analysis to a
realistic, higher-dimensional wireless communications scenario to further validate the approach.
The code and a detailed description of the experiments are available in the GitHub repository
linked to this chapter [140].

6.7.1 Computational efficiency

To evaluate the performance of the proposed methods, we selected two well-known control
problems implemented in the OpenAI Gym toolkit [97]. Both environments admit versions with
continuous and discrete action spaces.

• MountainCar, where the objective is for a car to reach the top of a hill. The state-action
space has 3 dimensions, and the agent earns a positive reward upon reaching the goal while
incurring a penalty proportional to the fuel expended. This environment challenges the agent
to optimize energy usage and timing to achieve the target.

• Pendulum, where the goal is to keep a pendulum upright. The state-action space has
4 dimensions, and the reward function penalizes deviations from the upright position and
excessive torque used to stabilize the pendulum. This setup emphasizes balancing precision
and energy efficiency.

Empirical low-rankness. Firstly, we empirically verify the low-rank nature of the tensor of param-
eters. To this end, we trained an NN to address both the discrete and continuous versions of the
Pendulum problem using PPO with softmax and Gaussian policies, respectively. After training, we
discretized the state space and employed the learned policies to estimate the parameters across all
discretized states. These parameters were then organized into a tensor of Gaussian means with size
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Figure 6.1: The NFE between the tensor of Gaussian and softmax parameters obtained via NN-based
PPO and their low-rank PARAFAC decomposition is shown for the continuous and discrete variants of
the Pendulum environment. As observed, the error decreases as the rank of the approximation increases,
highlighting the effectiveness of low-rank representations in capturing the structure of the parameter tensors.

100×100×100 and a tensor of softmax logits with size 100×100×100×3. The maximum possible
rank for the Gaussian means tensor is Kmax = 10, 000, while for the softmax logits tensor, it is
K ′

max = 30, 000. To evaluate the approximation performance, we have computed the NFE between
a given tensor X and its approximation X̌, which is defined as ||X− X̌||F

/
||X||F . The results

are presented in Fig. 6.1. As shown, the NFE decreases sharply as the rank increases, indicating
that most of the energy is concentrated in the leading factors. Consequently, relatively low-rank
approximations of the parameter tensors closely match the original discretized values estimated by
NN methods in terms of the Frobenius norm. Notably, despite the potentially high maximum rank
of both tensors, the tensor of Gaussian means achieves a negligible NFE with a rank of just 5,
while the tensor of softmax logits exhibits a similarly low error with a rank of 20. In other words,
NN methods learn low-rank representations of policies, even without explicitly imposing this struc-
ture. This finding underscores the potential of low-rank tensor models for designing parsimonious
policies that are both efficient and effective. Interestingly, this observation aligns with results from
previous chapters, which reported that the VFs of many classical control problems show low-rank
structure when arranged in tensor form. This consistency further supports the use of low-rank
tensor approaches in policy-based reinforcement learning.

Continuous action spaces. For continuous action spaces, we employed Gaussian policies and
compared the proposed tensor low-rank policies against their NN-based counterparts, as well as
a baseline linear policy model with radial basis function (RBF) features [141]. Specifically, we
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Figure 6.2: Median return per episode of tensor low-rank policies compared to NN-based policies across
100 experiments in various continuous action-space RL problems and algorithmic setups. The displayed
confidence intervals represent the interquartile ranges. Tensor low-rank policies demonstrate faster conver-
gence than NN-based policies in nearly all scenarios while requiring significantly fewer parameters.

evaluated TLR-AC, as described in Algorithm 10, against a linear-based AC algorithm (RBF-AC)
and an NN-based AC algorithm (NN-AC). Similarly, we compared TR-TLR-PO, as described
in Algorithm 11, with a linear-based TRPO algorithm (RBF-TRPO) and an NN-based TRPO
algorithm (NN-TRPO). Finally, P-TLR-PO, as described in Algorithm 12, was compared to a
linear-based PPO algorithm (RBF-PPO) and an NN-based PPO algorithm (NN-PPO). To eval-
uate convergence speed, we measured the return, or cumulative reward, per episode. Convergence
was quantified by the number of episodes required to achieve high returns. We tuned the rank K of
the tensor low-rank policies and the hyper-parameters of the NNs via exhaustive search to identify
the most compact models capable of yielding high returns. For a fair comparison, we set σ, which
controls exploration in Gaussian policies, as well as hyper-parameters related to computational
budget, such as the number of trajectories for the update U , to identical values across tensor low-
rank and NN policies. We conducted 100 experiments for each algorithm-setup combination, and
the median returns are shown in Fig. 6.2. While linear methods involve fewer parameters, tensor
low-rank methods show significantly faster convergence in most setups. Moreover, tensor low-
rank policies outperform linear and NN-based policies in terms of achieved returns. Tensor-based
methods require fewer parameters than NN counterparts across all scenarios, resulting in superior
convergence speed. Importantly, these efficiency gains come with minimal compromise in return,
with only one exception: NN-TRPO achieves marginally higher returns than TR-TLR-PO in
the PendulumCont environment. Additionally, our analysis highlights another advantage of tensor
low-rank models: reduced variance in achieved returns. For instance, TLR-AC demonstrates sig-
nificantly smaller variance compared to NN-AC in the PendulumCont environment, underscoring
the robustness of tensor low-rank policies in continuous action spaces.

Discrete action spaces. For the discrete action-space variants of the previously introduced en-
vironments, we employed softmax policies. As before, we compared TLR-AC against RBF-AC
and NN-AC, TR-TLR-PO against RBF-TRPO and NN-TRPO, and P-TLR-PO against RBF-
PPO and NN-PPO. The return per episode was used as the primary evaluation metric, and
hyper-parameters were tuned via exhaustive search. Additionally, the temperature parameter β



90 Multi-linear Policy Estimation via Low-Rank Tensors

Figure 6.3: Median return per episode of tensor low-rank policies compared to NN-based policies across 100
experiments in various discrete action-space RL problems and algorithmic setups. The displayed confidence
intervals represent the interquartile ranges. Tensor low-rank policies demonstrate faster convergence than
NN-based policies in nearly all scenarios while requiring significantly fewer parameters.

and the hyper-parameters controlling the computational budget were set to identical values across
all methods. Each setup-algorithm combination was evaluated over 100 experiments, with the
median returns presented in Fig. 6.3. The results are consistent with the findings from the contin-
uous action-space experiments. Tensor low-rank policies consistently outperform linear methods in
terms of both convergence speed and achieved returns. Furthermore, they require fewer parameters
than NN-based algorithms while converging faster in most scenarios. An exception is observed in
the PendulumDisc environment, where NN-TRPO converges faster than TR-TLR-PO. Similarly,
NN-PPO achieves marginally higher returns than P-TLR-PO in the same environment. Regard-
ing variance in returns, TLR-AC exhibits comparable variance to NN-AC in most cases. However,
in the MountainCarDisc environment, TLR-AC demonstrates significantly lower variance, high-
lighting its robustness. These findings underscore the potential of multi-linear tensor low-rank
policy models, which strike an effective balance by being as parameter-efficient as linear methods
while achieving returns comparable to NN-based algorithms.

6.7.2 High-dimensional setting

This section explores again the wireless communications setup with opportunistic multiple
access, providing not only a more realistic scenario but also a larger-scale problem to evaluate
the scalability of our methods. Specifically, a single agent dispatches packets to an access point
using two orthogonal channels (NA = 2). Packets, arriving every T = 10 time-slots, accumulate
in a queue. Access is opportunistic, as the channels are often occupied. Packet transmission
consumes energy from a battery, which recharges over time through energy harvesting. The
corresponding MDP features a state space with DS = 6 dimensions, comprising the fading intensity
and occupancy status of the two channels, the battery energy levels, and the queue packet counts.
At each time-step, the agent decides the power allocation for the two channels, resulting in an
action space with DA = 2 continuous dimensions. Transmission rates are governed by Shannon’s
capacity formula, and it is assumed that 80% of packets are lost when the channels are occupied.
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Figure 6.4: Median return per episode of tensor low-rank policies against NN-based policies across 100
experiments in the wireless communications setup. The displayed confidence interval is the interquartile
range. P-TLR-PO converges faster than NN-PPO while requiring less parameters.

The reward function is designed to balance multiple objectives, positively weighting the battery level
and negatively weighting the queue size. This compels the agent to carefully trade off transmission
throughput against battery conservation. More details on this setup can be found in [140].

Given the continuous and multi-dimensional nature of the action space, we employed a mul-
tivariate Gaussian policy. Our focus was on comparing P-TLR-PO with NN-PPO, given the
widespread adoption of PPO as a policy-based algorithm. Returns per episode were used to eval-
uate the performance of the algorithms, with hyper-parameters tuned for compactness through
exhaustive search. The median returns, based on 100 experiments, are shown in Fig. 6.4. The
results demonstrate that P-TLR-PO not only requires fewer parameters than NN-PPO but also
exhibits superior empirical convergence speed. Notably, despite the relatively modest difference in
parameter count, P-TLR-PO achieves steady-state significantly faster. This highlights the advan-
tage of leveraging the structural properties of the MDP through low-rank methods. By capitalizing
on these properties, P-TLR-PO facilitates faster and more stable training, thereby reducing the
computational resources required for effective learning.

6.8 Conclusions

This chapter introduced multi-linear tensor low-rank policy models in the context of policy-
based RL, leveraging tensor-completion techniques to approximate Gaussian and softmax policies
via multi-linear mappings. Four tensor low-rank algorithms were proposed: TLR-PG, TLR-AC,
TR-TLR-PO, and P-TLR-PO. The proposed algorithms are highly adaptable, requiring the tuning
of a single hyper-parameter—the tensor rank—and are theoretically proven to converge under mild
conditions. Numerical experiments demonstrated their superior efficiency, achieving faster conver-
gence compared to NN-based methods across multiple benchmarks. By exploiting the prevalent
low-rank structure in many RL setups, these methods address challenges often encountered in NN-
based approaches, such as high parameter counts and slower convergence. In essence, this chapter
presented a systematic framework for integrating low-rank multi-linear structures into policy-based
RL, showcasing their potential to enhance both efficiency and performance in reinforcement learn-
ing tasks.
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6.9 Appendix: Proof of Theorem 4

We begin by checking the assumptions. Notice that under Assumption 8, supτT
|GT (τT )| ≤

C0T , and we recall that

∇ΘℓPG(Θ) = Eg(Θ)
[
GT (τT )

T∑
t=1
∇Θ log πΘ(at|st)

]
=
∫

GT (τT )∇ log pg(Θ)(τT ) pg(Θ)(τT ) dτT .

(6.22)

It suffices to show that ∇Θ log πΘ(au
t |su

t ) is Lipschitz and bounded to verify the required assump-
tions in Section 6.6. Hereafter, we assume that Θ is bounded, such that for any Θ = {Θd}Dd=1 ∈ O,
maxd=1,...,D ∥Θd∥∞ ≤ C2. Note that this implies |Θ(is)| ≤ KC2

D. We observe the following
cases.

• For the Gaussian policy, we recall that

∂log πΘ(a|s)
∂Θd(i, k) = a−Θ(is)

σ2

 D∏
j=1̸=d

Θj(is(j), k)

 Ii=is(d).

Assuming the action space is finite with |a| ≤ C1 for any a ∈ A, we verify Assumption 11 as∣∣∣∣∂log πΘ(a|s)
∂Θd(i, k)

∣∣∣∣ ≤ C1 + KC2
D

σ2 C2
D−1,

which leads to C1
2 <∞. Additionally, Assumption 9 can be verified by noting that for any

Θ, Θ′:∣∣∣∣∂log πΘ(a|s)
∂Θd(i, k) − ∂log πΘ′(a|s)

∂Θd(i, k)

∣∣∣∣
≤ Ii=is(d) ×

(
C2

2D−2

σ2 + (C1 + KC2
D)C2

D−2

σ2

)
D∑

d=1

∣∣Θd(is(d), k)−Θ′
d(is(d), k)

∣∣
which leads to L0 <∞.
Finally, to verify Assumption 10, we have

|pg(Θ)(τT )− pg(Θ′)(τT )| ≤ 1
4

T∑
t=1
|µΘ(st)− µΘ′(st)| ≤

DTC2
D−1

4 ∥Θ−Θ′∥,

where we used the fact that the Gaussian distribution function is 1/4-Lipschitz. Combining
with (6.22) leads to L1 <∞.

• For the softmax policy, we recall that

∂log πΘz(a|s)
∂Θz

d(i, k) =
NA∑
b=1

(Ia=b −Z(Θz(is), β)(b))

 D+1∏
j=1̸=d

Θz
j (is,b(j), k)

 Ii=is,b(d),

and assume |Z(·)(a)| ≤ Z for all a ∈ A. Given Θ ∈ O, Assumption 11 holds with C1
2 <∞,

and Assumption 9 is verified similarly to the Gaussian case. Assumption 10 follows from the
softmax function being 1-Lipschitz.
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With the assumptions verified, the proof follows from [139, Theorem 3.1]. Specifically,∇ℓPG(Θ)
is LG-Lipschitz continuous, implying ℓPG(Θ) is LG-weakly convex. We observe that for any
i = 1, ..., D:

∥∇ΘiℓPG(Θ)−∇ΘiℓPG(Θ′)∥

≤
∥∥∥EτT ∼g(Θ)

[
GT (τT )(∇Θi log pg(Θ)(τT )− log pg(Θ′)(τT ))

]∥∥∥
+ ∥EτT ∼g(Θ′)

[
GT (τT )∇Θi log pg(Θ′)(τT )

]
− EτT ∼g(Θ)

[
GT (τT )∇Θi log pg(Θ′)(τT )

]
∥

and under Assumptions 8 and 9, this implies ∥∇ΘℓPG(Θ)−∇ΘℓPG(Θ′)∥ ≤ LG∥Θ−Θ′∥. Setting
η(n) = 1/

√
N , the projected TLR-PG method finds a O(1/

√
N)-stationary solution to (6.1) in N

iterations.





Chapter 7

Concluding Remarks

The primary objective of this thesis was to develop parsimonious architectures to solve RL
problems exploiting (multi-linear) tensor low-rank schemes. As explained during the dissertation,
RL often demands a substantial of resources and samples, which can hinder its practicality in many
applications. To address this, we exploited the multidimensionality present in most RL problems
and introduced methods to approximate value-based and policy-based problems that leveraged
the PARAFAC low-rank tensor decomposition. Through this work, we consistently showed that
low-rank structures not only were efective in solving RL problems, but also provided a compelling
prior for modeling dynamical systems. This final chapter has a dual purpose. First, to review our
key contributions and position them within the broader objectives defined in Chapter 1. Second,
to identify and discuss promising avenues for future research.

7.1 Summary of the thesis

This thesis began by exploring the role of low-rankness in the context of VF estimation for
conventional MDPs. We argued that low-rank structures provide a suitable prior, as many dynam-
ical systems can be represented in low-dimensional spaces. This perspective aims to address the
challenges associated with VF estimation, which often requires large numbers of parameters and
samples for accurate approximation. In Chapter 3, we proposed a low-rank framework that models
VFs as compact low-rank structures. We formulated optimization problems to learn these represen-
tations directly from transition samples, providing theoretical guarantees of convergence. Through
extensive benchmarking, we demonstrated that this method significantly reduces both parameter
count and sample complexity. This work directly tackled the challenges described in (P1) and
aligned with the objectives outlined in (O1). Building on this foundation, we extended low-rank
value function estimation to alternative MDP settings, such as finite-horizon and multi-task
problems. Chapter 4.2 introduced a tensor-based low-rank framework designed to address scenar-
ios where VFs vary across tasks. We formulated a joint optimization problem to estimate these
structures while capturing similarities across tasks, thereby expanding the applicability of low-rank
methods to more complex MDPs. This work addressed (P1) and fulfilled the goals described in
(O1) and (O2). Furthermore, Chapter 5 extended these principles to finite-horizon MDPs, where
VFs evolve over time. By leveraging temporal similarities, we developed optimization problems and
stochastic algorithms with theoretical guarantees to estimate VFs in these settings. These contri-
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butions addressed (P1) in complex MDP scenarios, further supporting the objectives outlined in
(O1) and (O2). Beyond value-based methods, we addressed the challenge of parametric policy
estimation in policy-based methods. Traditional approaches often rely on overparameterized mod-
els, resulting in inefficiencies and high sample complexity. In Chapter 6, we proposed a low-rank
parametric policy model that avoids these drawbacks by leveraging compact low-rank representa-
tions to capture the underlying structure of policies. This work introduced optimization problems
based on multi-linear policies and developed gradient-based algorithms that exploit the structural
properties of dynamical systems. These methods proved to improve scalability and reduced sample
complexity, addressing (P2) and aligning with the objectives outlined in (O3).

In conclusion, this thesis presented a cohesive low-rank framework for addressing fundamental
challenges in RL, providing efficient solutions for VF and policy estimation across both standard
and complex MDP settings. The contributions encompassed theoretical advancements, algorithmic
innovations, and practical implementations, collectively enhancing the scalability and applicability
of RL methods in computationally demanding scenarios. However, this work is not intended to
be the final step but rather the first. It lays the foundation for a broader avenue of research in
building low-rank solutions for RL, with many exciting and challenging directions still ahead.

7.2 Future research directions

We conclude this chapter, and consequently this thesis, by presenting several avenues for further
research. The proposed directions range from feasible generalizations of the schemes described in
the previous chapters to broader and more challenging research paths. Directions in the first
category are typically well-defined and feasible for short- or medium-term exploration, while those
in the second category represent a medium- or long-term research roadmap.

7.2.1 Extending the proposed low-rank RL framework

Study of alternative MDPs. This thesis has focused on standard MDP formulations. However,
there are numerous alternative models that remain unexplored and could provide novel perspectives
or better suitability for specific applications. One such direction involves POMDPs [142], which
generalize MDPs by accounting for partial observability in the state space. These models are
particularly relevant for scenarios where agents must make decisions with incomplete or uncertain
information about their environment. Future work could explore efficient algorithms and repre-
sentations to mitigate the computational challenges posed by POMDPs, such as their exponential
growth in complexity. Another promising avenue lies in stochastic automata [143], which extend
the MDP framework to include states with temporal or event-driven transitions. These models are
well-suited for applications in manufacturing systems, robotics, or communication networks, where
decisions depend on event-based triggers rather than continuous time. Additionally, structured
MDP variants, such as factored MDPs [144] or relational MDPs [145], could be investigated to
leverage the structure of complex environments. These approaches could enable more efficient
learning and planning by exploiting relationships between state variables.

Theoretical properties. While this thesis has provided theoretical convergence guarantees for
the proposed methods and empirically demonstrated advantages, there remains significant scope
to extend the theoretical analysis. Specifically, deriving theoretical results for sample complexity
in the tensor setting would be a valuable contribution. While some progress has been made for
matrix-based methods [79, 146], the tensor case presents additional challenges and opportunities
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due to its higher dimensional nature and richer structural dependencies. Understanding the fun-
damental limits of low-rank methods in this context, including their robustness to noise and their
generalization capabilities, is another important research direction. Such insights would not only
strengthen the theoretical foundations of the proposed methods but also guide their application to
broader and more complex scenarios.

Alternative tensor low-rank decompositions. When modeling multi-dimensional VF and policies
as tensors, the focus of the thesis has been on postulating low-rank PARAFAC decompositions. The
choice of the PARAFAC decompositions is well motivated: the schemes are algorithmically simple,
the decomposition is well understood, and it has been widely applied to non-RL problems. However,
many other relevant tensor decompositions exist with other interesting properties. For instance,
the Tucker decomposition offers greater flexibility in rank selection across different modes, while
tensor-train decompositions excel in efficiently representing high-dimensional tensors with low-rank
structures. These alternative decompositions may provide advantages in terms of representational
power, computational efficiency, or ease of optimization, depending on the specific characteristics
of the problem. Exploring these methods in the context of RL could yield valuable insights and
further improve the scalability and effectiveness of tensor-based approaches.

Low-rank methods for MDP models. Low-rank methods have been used in estimating the
transition probability matrix of Markov chains, particularly using matrix low-rank approximations
[147–149]. However, extending these approaches to tensor-based methods opens new avenues of
research. Tensor formulations naturally capture additional structure and dependencies in data that
are not present in purely matrix-based methods. Future work should focus on exploring tensor
low-rank approximations for estimating Markov chain models, which could improve representation
and generalization capabilities. We have already started delving into this topic by proposing tensor
low-rank estimation methods for Markov chains [48]. More interestingly, there is an opportunity
to study low-rank model-based methods where the low-rank structure is exploited not just to learn
the MDP model but also jointly for the estimation of VFs. This approach involves simultaneously
estimating the model of the MDP via low-rank tools while using the estimated models to learn
VFs, potentially leading to more efficient and interpretable solutions.

7.2.2 Advanced low-rank architectures

Low-rank methods in continuous spaces. This thesis has demonstrated the utility of low-rank
methods, albeit using basic tools and models. There is significant potential in designing advanced
architectures that harness low-rank priors more ambitiously. One limitation of the approaches
presented is that, when the state-action space is continuous, our first step was discretization.
Designing low-rank schemes that bypass discretization and operate in continuous steps is a nat-
ural next step. This could be achieved, e.g., using kernel-based approaches that retain low-rank
structures in a continuous domain [89]. Kernel-based methods would allow the representation of
high-dimensional state-action spaces while maintaining computational efficiency through the ex-
ploitation of low-rank approximations in feature space. Moreover, integrating these approaches
with adaptive kernel techniques could enable the modeling of complex, non-linear dynamics while
preserving scalability. Future work could explore optimization strategies for such methods, balanc-
ing computational costs with the accuracy of low-rank approximations in continuous domains.

Low-rank neural-network architectures. Moreover, while the current framework models VFs
and policies as multi-linear models, these can be enhanced by designing NN architectures that
learn directly from the low-rank embeddings generated [150,151]. For instance, these embeddings
could serve as inputs or intermediate representations in deep architectures, thus bridging the gap
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between traditional low-rank models and modern machine learning frameworks. By integrating
low-rank embeddings into NNs, it is possible to exploit their representational power while main-
taining interpretability and efficiency. Additionally, the incorporation of regularizers or constraints
promoting low-rank structures during training could lead to models that generalize better and
are more robust to noise. Applications of these architectures could extend to dynamic systems,
resource allocation problems, and high-dimensional control tasks, providing a practical balance
between performance and computational feasibility.

Transformers as low-rank architecture. An alternative and intriguing direction involves leverag-
ing the transformer architecture, which exploits low-rank structures as priors [152, 153]. Applying
transformers in the context of dynamical systems, not for modeling sequences as traditionally done,
but to exploit their ability to represent complex dependencies through low-rank approximations,
represents a novel and promising research avenue. Transformers are particularly well-suited to
capture long-range dependencies and hierarchical structures, making them ideal candidates for
modeling multi-agent systems or systems with layered dynamics. By modifying the transformer
framework to include state-action embeddings or to process trajectory data directly, it would be
possible to leverage their low-rank properties for decision-making and control. Future research
could also investigate the integration of attention mechanisms tailored to dynamic systems, en-
hancing the ability to focus on relevant interactions while maintaining the computational benefits
of low-rank approximations.



Acronyms

AC Actor-critic

AI Artificial intelligence

ALS Alternating least squares

BC-PE Block-coordinate policy evaluation

BCD Block-coordinate descent

BCD-PE Block-coordinate descent policy evaluation

BCD-PI Block-coordinate descent policy iteration

BCGD Block-coordinate gradient descent

BCGD-PE Block-coordinate gradient-descent policy evaluation

BCGD-PI Block-coordinate gradient-descent policy iteration

BCTD-PE Block-coordinate temporal-differences policy evaluation

BCTD-PI Block-coordinate temporal-differences policy iteration

C-TLR-TD Centralized tensor low-rank temporal differences

DFHQN Deep finite-horizon Q-learning

DL Deep learning

DP Dynamic programming

DQN Deep Q-learning

ER Experience replay

FHQ-learning Finite-horizon Q-learning

FIM Fisher information matrix

KL Kullback-Leibler

LFHQL Linear finite-horizon Q-learning
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LM Linear model

MDP Markov decision process

MLR-TD Matrix low-rank temporal differences

NCRE Normalized cumulative reward error

NFE Normalized Frobenius error

NN Neural network

NP Nondeterministic polynomial time

P-TLR-PO Proximal tensor low-rank policy optimization

PARAFAC Parallel factor analysis

PG Policy gradient

POMDP Partially-observable Markov decision process

PPO Proximal policy optimization

RBF Radial basis functions

RL Reinforcement learning

S-BCGD-PE Stochastic block-coordinate gradient-descent policy evaluation

S-BCGD-PI Stochastic block-coordinate gradient-descent policy iteration

S-VF State-value function

SA-VF State-action-value function

SV Singular value

SV-RL Structured value-based reinforcement learning

SVD Singular value decomposition

TD Temporal differences

TLR-AC Tensor low-rank actor-critic

TLR-MTTD Tensor low-rank multi-task temporal differences

TLR-PG Tensor low-rank policy gradient

TLR-TD Tensor low-rank temporal differences

TR-TLR-PO Trust-region tensor low-rank policy optimization

TRPO Trust-region policy optimization

TSVD Thresholded singular value decomposition

VF Value function
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