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SUMMARY

Ultrasound imaging is a cornerstone of modern clinical diagnostics due to its real-
time capability, safety, and portability. Despite its broad utility, from obstetric to
cardiovascular imaging and beyond, challenges remain, particularly in maintain-
ing high image quality under physical and anatomical constraints. The modality
relies on transmitting acoustic pulses into tissue and reconstructing images from
returning echoes. However, accurate interpretation is often hindered by inherent
limitations of the imaging system, such as multipath scattering, aberration, and
attenuation.

Conventional clinical systems typically assume greatly simplified statistical
models and decouple acquisition (action) from reconstruction (perception), limit-
ing their ability to exploit spatial and temporal dependencies in the ultrasound
data. While executing more transmit events can enhance image quality by better
resolving or compounding signals, it comes at the cost of reduced temporal resolu-
tion. Recent advances in deep generative models offer a powerful solution to these
limitations. Probabilistic inference, diffusion models, and reinforcement learning
open new pathways for intelligent, adaptive ultrasound systems that integrate
prior knowledge, uncertainty quantification, and data-driven decision-making.
This thesis explores how these tools can be used to enhance both the acquisition
and interpretation of ultrasound signals. On the perception side, we introduce
diffusion-based methods for (1) removing haze in cardiac ultrasound, (2) achieving
high volume rate 3D ultrasound imaging by reconstructing high-quality images
from heavily undersampled data, and (3) accelerating posterior sampling for real-
time imaging. On the action side, we develop adaptive acquisition strategies using
reinforcement learning and Bayesian experiment design to optimize transmit
patterns in applications such as needle tracking, as well as intravascular and car-
diac imaging. As a step toward realization, we present an open-source toolbox
that integrates these methods into a unified framework. This toolbox provides a
flexible and efficient platform for implementing closed-loop ultrasound imaging,
enabling real-time reconstruction, dynamic parameter adjustment, and advanced
generative modeling.

Together, these contributions demonstrate how deep generative modeling and
active sensing can transform ultrasound into a fully adaptive, data-driven modality,
laying the groundwork for future cognitive ultrasound systems.






SAMENVATTING

Echografie is een essentieel onderdeel van de moderne klinische diagnostiek en
wordt gezien als een veilige, mobiele beeldvormingstechniek met het vermogen
om beelden direct weer te geven. Ondanks het brede toepassingsgebied, van obste-
trie tot cardiovasculair, blijven er uitdagingen bestaan, met name bij het behouden
van hoge beeldkwaliteit onder fysieke en anatomische beperkingen. Het systeem
werkt aan de hand van akoestische pulsen die het weefsel in worden gestuurd om
beelden te op te bouwen op basis van de terugkerende echo’s. Een nauwkeurige
interpretatie wordt echter vaak belemmerd door de inherente beperkingen van
het beeldvormingssysteem, zoals geluidsverstrooiing, aberratie en demping.

Conventionele klinische systemen nemen doorgaans sterk vereenvoudigde
statistische modellen aan en scheiden acquisitie (actie) van reconstructie (percep-
tie), waardoor hun vermogen om ruimtelijke en temporele athankelijkheden in
de echo data te benutten beperkt is. Hoewel het uitvoeren van meer transmissie
evenementen de beeldkwaliteit kan verbeteren door signalen beter te onderschei-
den of samen te voegen, gaat dit ten koste van de temporele resolutie. Recente
vooruitgangen in diepe generatieve modellen bieden een krachtige oplossing voor
deze beperkingen. Probabilistische inferentie, diffusie modellen en versterkend
leren bieden nieuwe mogelijkheden voor intelligente, adaptieve echosystemen die
eerdere kennis, onzekerheidskwantificatie en data-gedreven besluitvorming inte-
greren. Dit proefschrift onderzoekt hoe deze methoden kunnen worden ingezet
om zowel de acquisitie als de interpretatie van echo signalen te verbeteren.

Aan de perceptiekant introduceren we op diffusie modellen gebaseerde metho-
den voor (1) het verwijderen van beeldwaas in cardiale echografie, (2) het behalen
van 3D-echografie met hoge volumesnelheid door het reconstrueren van hoog-
waardige beelden uit sterk onderbemonsterde data, en (3) het versnellen van de
trekking van steekproeven uit de posteriorverdeling voor directe beeldvorming.
Aan de actiezijde ontwikkelen we adaptieve acquisitiestrategieén met versterkend
leren en Bayesiaans experimentontwerp om transmissiepatronen te optimaliseren
in toepassingen zoals het volgen van naald posities, en intravasculaire en cardiale
beeldvorming. Als stap richting realisatie stellen we de open broncode van een
softwarepakket beschikbaar die deze methoden samenvoegt in een geintegreerde
omgeving. Dit softwarepakket biedt een flexibel platform voor het implementeren
van gesloten lus echografie, waarmee directe reconstructie, dynamische parame-
terafstemming en geavanceerde generatieve modellering mogelijk worden.

Gezamenlijk laten deze bijdragen zien hoe generatieve modellen en actief me-
ten, echografie kunnen laten uitgroeien tot een volledig adaptieve, data-gedreven
beeldvormingstechniek, en leggen ze het fundament voor toekomstige cognitieve
systemen.






GLOSSARY

This glossary explains some of the terms used throughout this dissertation. While
more complete definitions likely exist, the definitions here apply specifically to the
context of ultrasound imaging and probabilistic machine learning.

in vitro Experiments or measurements done outside of a living organism, typically
in a controlled laboratory environment 61-63, 65, 66, 71

invivo Experiments or measurements done within a living organism 49, 50, 57,
62, 63, 66, 67,69, 71, 72, 88, 107, 127-129

A-mode Amplitude mode ultrasound imaging, which displays the amplitude of
reflected sound waves as a function of depth 11

aperture The physical size or extent of the transducer array that affects the reso-
lution and field of view of the ultrasound image 16

artifact An unintended alteration or distortion in an image that does not represent
the true structure of the tissue being imaged 9, 12, 13, 47, 75, 76, 82, 102, 110,
112,122,123, 132

B-mode Brightness mode ultrasound imaging, which produces a two-dimensional
cross-sectional image of the tissue 11, 30, 47, 111, 182, 188, 189

backpropagation An algorithm used to update the weights of a neural network
which involves calculating the gradient of the loss function with respect to
those weights 43, 126

Bayesian inference A statistical method that updates the probability of a hypoth-
esis as more evidence or data becomes available, based on Bayes’ theorem
56

beamforming A signal processing technique that utilizes the spatial configuration
of an array of transducers to direct or align the transmission and reception
of ultrasound waves 8, 112, 122, 124, 170

catheter A thin, flexible tube that can be inserted into the body to perform medical
procedures, including intravascular ultrasound imaging 14, 121, 122, 124

clutter General term for unwanted echoes or noise in an ultrasound image that
can obscure the true signal from the tissue 13, 48, 76, 111, 122



xvi | GLOSSARY

deep learning A subset of machine learning that uses neural networks with many
layers (deep neural networks) to model complex patterns in data 21

echocardiography Ultrasound imaging of the heart 7, 26, 47, 48

echogenicity The ability of a tissue or structure to reflect ultrasound waves, which
determines its brightness in an ultrasound image. Tissues can be described
as hyperechoic (bright), hypoechoic (dark), or anechoic (no echoes) 16

elastography Ultrasound imaging technique that measures tissue stiffness by
observing the deformation of tissue in response to an applied force 19, 76,
122

foreshortening A geometric distortion in echocardiography, where the apex of
the left ventricle is missed due to the ultrasound beam not cutting through
the true apex. This results in an overestimation of ventricular function and
an underestimation of volume and length 102

Gaussian A continuous probability distribution characterized by its mean and
variance, also known as the normal distribution 30

generative model A type of statistical model that can generate new data samples
that resemble the training data by learning the underlying distribution of the
data 20

inverse problem A problem where the goal is to infer the underlying causes or
parameters from observed data, for example reconstructing an image or
signal from indirect measurements 22

latent Variables or features that are not directly observed but are inferred from
the observed data, often used in the context of latent variable models 42, 43,
79,107, 158

M-mode Motion mode ultrasound imaging, which displays the movement of
tissue along a single line over time 11

machine learning A subset of artificial intelligence that focuses on algorithms
and statistical models that extract patterns from data and make predictions
or decisions without being explicitly programmed to perform the task 20

manifold A topological space that locally resembles Euclidean space near each
point. In machine learning, it often refers to a lower-dimensional space
embedded within a higher-dimensional space where data points are concen-
trated 30, 36, 38, 48, 52

musculoskeletal Ultrasound imaging of muscles, tendons and ligaments 12



GLOSSARY

neural network A highly nonlinear general function approximator inspired by
the structure and function of the human brain, consisting of layers of inter-
connected nodes (neurons) that process information 21

obstetrics Ultrasound imaging of the female reproductive system, including preg-
nancy monitoring 11

phantom A specially designed object that is used to test and calibrate ultrasound
equipment. Phantoms mimic the acoustic properties of human tissues 49,
127

reinforcement learning A type of machine learning where an agent learns to
make decisions by taking actions in an environment to maximize cumulative
reward 21

replay memory A data structure used in reinforcement learning to store and reuse
past experiences (state transitions) for training the agent 125

reverberation An artifact in ultrasound imaging caused by multiple reflections
of sound waves between two strong reflectors, resulting in repeated echoes
that can obscure the true anatomy 13, 48, 127

ringdown An artifact in ultrasound imaging characterized by a series of decaying
echoes that occur after a strong reflection, often seen with metallic objects
or gas bubbles 127

scattering The reflection and deflection of ultrasound waves as they encounter
small structures or inhomogeneities within the tissue 9

sonographer A healthcare professional who specializes in performing ultrasound
examinations 47

speckle A granular imaging artifact in ultrasound images caused by the construc-
tive and destructive interference of scattered sound waves 49

transducer A device that converts electrical energy into ultrasound waves and
vice versa. It typically consists of piezoelectric crystals that vibrate to produce
sound waves when an electric current is applied 8

transthoracic Ultrasound imaging performed through the chest wall, commonly
used in echocardiography 26, 48, 89

ultrasound Sound waves with frequencies higher than the audible limit of human
hearing 48

vascular Ultrasound imaging of blood vessels, including arteries and veins 12

XVII






ACRONYMS

Al artificial intelligence 20, 21

BM3D block-matching and 3D filtering 49, 61, 64, 66, 71
BMI body mass index 10

CDM conditional diffusion model 88

CMUT capacitive micromachined ultrasonic transducer 17, 126
CNN convolutional neural network 134

CS compressed sensing 86, 87, 122

CT computed tomography 7, 48, 123, 132, 134, 170

CVD cardiovascular disease 6

DDIM denoising diffusion implicit model 99

DDPG deep deterministic policy gradient 125

DGM deep generative model 15, 21, 22, 30, 32-35, 76, 87, 183, 187
DICE Dice-Sorensen coefficient 143, 145

DL deep learning 110, 122

DM diffusion model 32, 35, 37, 40, 41, 43, 54, 76, 85, 88, 90, 91, 93, 95, 106, 136,
138, 148, 158-160, 162

DPS diffusion posterior sampling 41, 76-78, 92, 96, 136-138

DSM denoising score matching 36-38, 53

EF ejection fraction 13, 16, 65
ELBO evidence lower bound 35, 38

EMA exponential moving average 96

FC fully connected 113



XX | ACRONYMS

FISTA fast iterative shrinkage-thresholding algorithm 134
FOV field of view 16-19, 132

GAN generative adversarial network 21, 34, 35, 87

gCNR generalized contrast-to-noise ratio 49, 63, 82, 83, 131, 134, 148-150, 152
GMM Gaussian mixture model 31

GPU graphics processing unit 94, 98, 131, 147, 152, 190

GRU gated recurrent unit 113

HA Hungarian algorithm 113
HMM hidden Markov model 162

INR implicit neural representation 101
IQ image quality 8, 10, 16, 183
IVUS intravascular ultrasound 7, 14, 18, 121-123, 126, 184

KS Kolmogorov-Smirnov 82, 83

LDM latent diffusion model 42, 43
LPIPS learned perceptual image patch similarity 101-103, 142, 143, 150, 151

LSTM long short-term memory 162

MAE mean absolute error 128

MB microbubble 110-113, 116,117

MI mechanical index (ultrasound) 89

MLT multi-line transmission 132

MMSE minimum mean square error xx, 39, 90, 187

MRI magnetic resonance imaging 7, 48, 94, 121, 123, 132, 134, 170
MSE mean square error 37, 63, 113, 128, 187

NCSN noise conditional score network 59, 61, 64-66, 68, 69
NF normalizing flows 34, 35

NMM nonlinear motion model 113



OoD out-of-distribution 87, 103, 106

PCA principal component analysis 50

PCP principal component pursuit 77

PDF probability density function 32

PET positron emission tomography 7

POCUS point-of-care ultrasound 7

POMDP partially observable Markov decision process 124

PRF pulse-repetition frequency 147

PSF point spread function 110, 111, 117

PSNR peak signal-to-noise ratio 63, 101, 128, 142-144, 147, 150, 151

RBF radial basis function 140, 141

RF radio-frequency 11, 25, 30, 49, 56, 57, 71, 87, 122, 124, 182
RL reinforcement learning 124

RNN recurrent neural network 113, 162

ROI region of interest 63, 64, 82, 148

RPCA robust PCA 76, 77,79, 81-83

RTBF retrospective transmit beamforming 151, 184

SA synthetic aperture 18, 184

SAC soft actor-critic 125

SDE stochastic differential equation 38, 52, 53
SeqDiff sequential diffusion 96, 103, 105, 106

SGD stochastic gradient descent 37

SNR signal-to-noise ratio 12, 18, 132

SSIM structural similarity index measure 101, 103, 128

SVD singular value decomposition 50

TEE transesophageal echocardiography 7
THI tissue harmonic imaging 12, 13, 18, 19
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6 ‘ INTRODUCTION AND MOTIVATION

THE BURDEN OF CARDIOVASCULAR DISEASE

The cardiovascular system is arguably the most vital system in the human body;,
responsible for delivering oxygen and nutrients to every organ, tissue, and cell. At
its core lies the heart, which acts as a pump circulating blood through an intricate
network of vessels. Given its essential role, any dysfunction or disease affecting
the cardiovascular system can have profound consequences for overall health
and well-being. Cardiovascular diseases (CVDs) comprise a broad spectrum of
conditions, including coronary artery disease, arrhythmias, and valvular heart
diseases. These disorders are leading contributors to morbidity and mortality
worldwide, underscoring the importance of early detection and effective man-
agement. According to the World Health Organization (WHO), CVD remains the
leading cause of death globally, accounting for 32% of all deaths!, with more than
three quarters of these deaths occurring in low- and middle-income countries.

The prevalence of CVD has risen o
steadily over recent decades, driven | ; -
by factors such as aging populations, m
lifestyle changes, and the increasing
incidence of risk factors like ObeSity, Cardiovascular disease mortality
diabetes, and hypertension. Beyond Between 1990 and 2022, annual
mortality, CVD significantly dimin- deaths due to cardiovascular dis-
ishes quality of life* and imposes sub- ease increased from 12.4 million
stantial economic strain on health- to 19.8 million worldwide. This up-
care systems, further compounding ward trend is projected to persist,
the societal burden®. In many coun- driven by population growth and
tries, the rising prevalence of CVD aging demographics!.
threatens to overwhelm healthcare |
infrastructure?.

The multifaceted nature of CVD, influenced by genetics, environment, and
lifestyle, presents significant challenges for prevention and management. Rapid
urbanization, dietary changes, sedentary lifestyles, and increased life expectancy
have all contributed to the shifting epidemiology of CVD. Notably, the burden is
not distributed equally: vulnerable populations, including those with lower socioe-
conomic status or limited access to healthcare, are disproportionately affected®®.

These sobering statistics underscore the urgent need for improved diagnostic
strategies to mitigate the growing impact of cardiovascular diseases. Diagnostic
imaging is central to this effort, allowing clinicians to visualize cardiac structures,
evaluate function, and guide therapy. As healthcare systems face increasing strain,
there is a pressing demand for diagnostic modalities that are both sustainable and
widely accessible. Among the various imaging modalities available, ultrasound
imaging — also known as echocardiography in this context — stands out as a
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particularly valuable tool. It is widely used due to its non-invasive nature, real-
time imaging capabilities, portability, and cost-effectiveness.

Non-invasive Ultrasound imaging is generally a non-invasive technique, as
most examinations are performed externally, using a transducer placed on the
skin, without the need for incisions or the introduction of instruments into
the body. There are some exceptions, such as transesophageal echocardiogra-
phy (TEE) or intravascular ultrasound (IVUS), where a probe is inserted into
the esophagus or blood vessels, respectively. While this type of ultrasound
imaging is more obtrusive and is considered minimally invasive, it can pro-
vide critical diagnostic information that cannot be obtained through external
imaging alone. Furthermore, unlike imaging modalities such as computed
tomography (CT) or positron emission tomography (PET), which expose pa-
tients to ionizing radiation, ultrasound uses harmless high-frequency sound
waves, making it safe for repeated use.

Real-time A defining feature of ultrasound is its ability to provide real-time
imaging and feedback to operators. This aspect is essential for guiding inter-
ventions, and monitoring of physiological processes. In echocardiography,
ultrasound allows clinicians to visualize heart motion, assess valve function,
and even evaluate blood flow instantaneously, making it indispensable for
both diagnosis and intra-procedural guidance.

Portable Ultrasound machines are portable and can be used at the bed-
side, see Figure 1.1, or in remote locations, making them ideal for emergency
situations, intensive care units, and outpatient settings. This portability en-
ables point-of-care ultrasound (POCUS), where clinicians perform real-time
imaging at the patient’s side to support rapid decision-making and triage. As
aresult, ultrasound enhances the accessibility to cardiac imaging, especially
in resource-limited environments.

Figure 1.1: Artistic illustration of a cardiac
ultrasound examination being performed by a
sonographer at the bedside.
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healthcare settings.

Cost-effective The growing burden of healthcare costs on our society mo-
tivates the use of sustainable imaging modalities. The cost of an ultrasound
machine can vary widely based on its features, brand, and intended use. Basic
portable ultrasound machines can cost as little as $5,000, while high-end
systems with advanced capabilities can exceed $100,000. In contrast, other
imaging modalities such as magnetic resonance imaging (MRI) and CT scan-
ners are significantly more expensive. Additionally, the operational costs for
ultrasound are generally lower, making it a more economical choice for many

W ULTRASOUND IMAGING AT A CROSSROADS

Ultrasound imaging relies on the transmission and reception of high-frequency
sound waves to create images of human anatomy. By converting an electrical
signal into mechanical vibrations, a transducer emits sound waves that penetrate
the body and reflect off tissues with varying acoustic properties. The reflected
and scattered waves are then captured by the same transducer and processed to
provide real-time imaging. The quality of these images is influenced by several
factors, including the acquisition settings (such as frequency), the reconstruction
algorithms (such as beamforming), the skill of the operator, and the patient’s
anatomy. The first two factors, acquisition and reconstruction, are the focus
of this dissertation and are the levers we use to mitigate, operator- and patient-

dependency.

The latter two factors are (largely)
out of our control, and mainly form the
motivation for this dissertation. Start-
ing with operator-dependency, the di-
agnostic quality of an ultrasound ex-
amination is highly sensitive to the ex-
pertise of the operator. Optimal image
acquisition requires skill in position-
ing the transducer, selecting the cor-
rect acoustic window, and fine-tuning
the system’s many imaging parameters
(coined knobology). The difference be-
tween a novice and an expert sonog-
rapher does not only lead to a signif-
icant reduction in image quality (IQ),

but also to longer examination times, patient discomfort, and most importantly
reduced diagnostic confidence. Variability in skill leads to inconsistent image qual-
ity, potentially necessitating repeat examinations or referrals to more expensive

—

Worldwide obesity prognosis

In 2005, nearly 10% of the world’s
adults were obese. By 2030, this
figure is projected to rise sharply,
potentially doubling to over 20%.
This steep increase highlights the
urgent global challenge posed by
obesity”.
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Figure 1.2: Radiologist and nonradiologist total Figure 1.3: Trends in the percentage of children
ultrasound-guided procedure utilization from and adolescents aged 5-19 years with obesity,
2004 to 2010, in the United States. 2010 was the underweight, and projections to 2030, globally®.
first year that nonradiologist volume accounted For the first time in 2025, obesity has overtaken
for more procedures compared to the radiolo- underweight as the more dominant form of mal-
gist volume?. nutrition among children and adolescents.

modalities, contributing to healthcare strain. This challenge is exacerbated by the
increasing trend of non-radiologists performing ultrasound-guided procedures,
as shown in Figure 1.2, often with less training and experience than specialized
sonographers or radiologists.

Secondly, anatomical variability and challenging patient characteristics signifi-
cantly degrade image quality. A primary concern is the global rise in obesity. The
world is facing an unprecedented healthcare crisis due to the rapid increase in
obesity rates over the past few decades. For the first time in history, the balance of
malnutrition among school-age children and adolescents has tipped, with obesity
now surpassing underweight as the more dominant form of malnutrition?, as illus-
trated in Figure 1.3. This trend is particularly alarming given the well-established
link between obesity and cardiovascular disease, as excess body weight is a major
risk factor for conditions such as hypertension, coronary artery disease, and heart
failure. Given that ultrasound imaging is a first-line diagnostic tool for cardiovascu-
lar assessment, the rising prevalence of obesity presents significant challenges for
effective imaging and diagnosis. Excessive subcutaneous fat, particularly around
the chest wall, acts as a strong acoustic attenuator and introduces more imaging
artifacts through complex multipath scattering between lungs and ribs, severely
weakening the cardiac echo signal, limiting penetration depth and overall image
quality, necessitating repeat examinations or referrals to more expensive modali-
ties, contributing to healthcare strain.

Lastly, the urgent need for more accessible, cost-effective diagnostic tools to

address the global burden of cardiovascular disease is driving a shift towards
decentralized and point-of-care imaging. This trend is fueled by the increasing
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Figure 1.4: Qualitative prognosis of ultrasound IQ for several factors. Image quality degrades with
decreasing user skill and increasing body mass index (BMI). Ultrasound IQ is also highly affected by
the choice of ultrasound system design and mode. For example, a premium cart-based system will
generally provide better IQ compared to a low-cost portable system. Similarly, imaging modes or
acquisition protocols that put more pressure on the system, such as 3D ultrasound, or cloud-based
processing, can lead to further degradation in IQ.

demand for portable, low-cost ultrasound systems that can be used in a variety of
clinical settings, including remote and underserved areas. However, these portable
systems often come with trade-offs in terms of image quality and functional-
ity compared to high-end cart-based systems. These three factors — operator-
dependency, patient-dependency, and the shift towards more low-cost ultrasound
systems — are illustrated in Figure 1.4, which shows how ultrasound image qual-
ity degrades with decreasing user skill, increasing BMI, and system limitations.
Taken together, these challenges place cardiac ultrasound imaging at a cross-
roads. Without the development of more intelligent ultrasound systems that can
autonomously optimize acquisition and reconstruction parameters, the combined
effect of these challenges threatens to erode the diagnostic utility of ultrasound. In
this thesis, we address these challenges by developing methods that optimize the
acquisition and reconstruction of ultrasound images, thereby enhancing image
quality and diagnostic confidence.

Acquisition In ultrasound imaging, acquisition refers to the process of
transmitting acoustic pulses into the body and recording the resulting echoes
with an array of transducer elements. The acquisition stage is governed by
arange of parameters, including transmit frequency, pulse shape, aperture
size, transmit focusing, and the sequence of transmit-receive events (e.g.,
plane wave, focused, or diverging wave imaging). The spatial and temporal
sampling patterns, as well as the number and arrangement of transmit events,
directly impact the achievable resolution, penetration depth, and frame rate.
Developments in acquisition can involve optimizing these parameters for
specific clinical tasks, adapting protocols to patient anatomy, or implement-
ing advanced schemes such as coded excitation, adaptive beam sequencing,
or sparse sampling to improve efficiency and image quality.
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Reconstruction The signal processing steps that convert raw radio-frequency u
(RF) echo data into interpretable images is referred to as reconstruction. This
typically involves beamforming, where signals from multiple transducer ele-
ments are time-delayed and coherently combined to form a focused image.
Typically, this is followed by demodulation, envelope detection, dynamic
range compression, and scan conversion to produce the final B-mode image.
Advanced pre- and post-processing steps, including but not limited to filter-
ing, speckle reduction, contrast enhancement or denoising can make or break
the final image. Modern reconstruction techniques may also incorporate
iterative optimization methods, machine learning algorithms, or adaptive
filtering to enhance image quality, and improve diagnostic accuracy.

The history of medical ultrasound

|. Medical ultrasound imaging has come a long way since its inception
in the mid-20th century. The first medical application of ultrasound
is credited to Dr. Karl Dussik, who in the early 1940s tried to locate
brain tumors by measuring the transmission of ultrasound beam
through the skull, placing transducers on either side of the head.
Shortly afterward, in the late 1940s in the United States, Dr. George D.
Ludwig further pioneered medical ultrasound by using A-mode (am-
plitude mode) echo pulse techniques aimed at detecting gallstones
in living tissues!?. The next major step came in the early 1950s
when John J. Wild and John M. Reid developed the first B-mode
(brightness mode) ultrasound scanner, producing two-dimensional
cross-sectional images of breast tumors, which established the foun-
dation for modern medical ultrasound imaging. Echocardiography
emerged in 1953 when Swedish cardiologist Inge Edler and physicist
Carl Hellmuth Hertz used ultrasound to visualize heart wall motion,
introducing M-mode echocardiography for non-invasive cardiac
assessment!!,

B3 THE CURRENT STATE OF ULTRASOUND IMAGING

Besides its application in cardiac imaging, ultrasound imaging is used for a variety
of clinical applications, including obstetrics for monitoring fetal development,
abdominal imaging for assessing organs such as the liver and kidneys, muscu-
loskeletal imaging for evaluating muscles and joints, and vascular imaging for
examining blood vessels. Beyond imaging, ultrasound is also used for therapeutic
purposes, such as in physiotherapy and targeted drug delivery. This thesis primar-
ily focuses on cardiovascular ultrasound imaging as a representative and clinically
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significant application. That being said, many of the techniques and advance-
ments discussed herein are applicable to other ultrasound imaging domains as
well. The following sections provide a background overview of key advancements
and corresponding challenges in cardiovascular ultrasound imaging, setting the
stage for the subsequent chapters. We have developed and evaluated our methods
in the following imaging scenarios: tissue harmonic imaging (THI), volumet-
ric imaging, contrast-enhanced imaging, ultrasound localization microscopy
(ULM), and cognitive ultrasound.

1.3.1 TISSUE HARMONIC IMAGING

One of the major breakthroughs in
echocardiography was the introduc- —
tion of THI in the late 1990s. It was no-
ticed that tissue has a particular way of
altering the ultrasonic pulse as it prop-
agates through. The peaks of the wave
travel faster than the troughs, since

Sound versus ultrasound
While humans can hear sounds
in the frequency range of ap-

the pressure wave itself alters the lo-
cal speed of sound in the tissue. This
distortion of the wave leads to the gen-
eration of harmonic content, which
occur at frequencies of integer mul-
tiples of the original transmitted fre-
quency. THI leverages this nonlinear
propagation of ultrasound waves, by
transmitting echoes at the fundamen-
tal frequency (as usual), but now receiv-
ing at twice the frequency (the second

proximately 20Hz to 20kHz, ul-
trasound refers to sound waves
above the audible range. In med-
ical imaging, ultrasound typically
operates in the range of 1MHz
to 15 MHz, which is well beyond
the upper limit of human hear-
ing. This high-frequency sound
allows for detailed imaging of in-
ternal body structures, as it pro-
vides better resolution and pene-

harmonic). By filtering out the funda-
mental frequency, harmonic imaging
produces images with improved lateral
and axial resolution (due to higher fre-
quency and narrower beams) and en-
hanced contrast from reduced artifacts, assuming the signal of interest is primarily
contained within the harmonic frequency band.

An improvement on standard THI is pulse inversion, where two pulses are used
for each transmit event, one being out-of-phase with the other. By summing the
received echoes, the linear components (the fundamental frequency) cancel out,
while the nonlinear components (the harmonics) add constructively, leading to
increased signal-to-noise ratio (SNR) in the harmonic band compared to the stan-
dard filtering approach. These advancements make THI particularly valuable in
challenging imaging scenarios, such as patients with increased body mass, by sup-
pressing multipath and clutter artifacts. This is primarily because the harmonic
signal is generated within the tissue itself, reducing the influence of superficial
layers and reverberations that typically degrade conventional ultrasound images.

tration depth compared to lower-
frequency waves.
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As aresult, THI enhances contrast and overall image quality where standard imag-
ing often fails. However, several challenges remain: the higher frequency content
of the harmonic signal is subject to increased attenuation, especially at greater
depths, which can limit penetration and reduce effectiveness in difficult-to-image
patients. Additionally, pulse inversion requires a double number of transmissions,
reducing acquisition rate, and generating a strong harmonic signal often necessi-
tates higher acoustic pressures, limiting flexibility in transmit design. Techniques
to complement harmonic imaging and address these limitations are discussed in
Chapters 3, 4 and 8.

1.3.2 VOLUMETRIC IMAGING

The addition of the third spatial dimension in ultrasound imaging, known as
volumetric or 3D ultrasound imaging, has opened up new possibilities for car-
diac assessment. Volumetric imaging allows for the visualization of complex
cardiac structures and functions in three dimensions, providing a more compre-
hensive understanding of cardiac anatomy and pathology. The increased field
of view is particularly useful for assessing congenital heart defects, valvular dis-
eases, and myocardial function. The anatomy of the human body is inherently
three-dimensional, and many diagnostic parameters, such as ejection fraction
(EF), rely on accurate volumetric measurements. Additionally, volumetric imaging
has the possibility to reduce operator-dependency, as it captures the entire volume
of interest in a single acquisition, minimizing the need for precise transducer posi-
tioning and orientation. This is especially beneficial in echocardiography, where
obtaining standard views can be challenging due to patient anatomy or operator
skill. However, 3D imaging also presents several challenges, including increased
data acquisition time, higher computational demands for image reconstruction,
and the need for advanced transducer technology. Ultimately leading to reduced
image quality which is deferring its clinical adoption. We address some of these
challenges in Chapter 5.

1.3.3 CONTRAST ENHANCED IMAGING

The use of microbubble contrast agents in ultrasound imaging has revolutionized
the field of echocardiography. Microbubbles are gas-filled, elastic spheres admin-
istered intravenously, serving as highly effective nonlinear scatterers of ultrasound
waves. When combined with contrast-specific imaging sequences designed to
exploit these nonlinear responses, they produce enhanced backscatter signals,
improving the contrast between blood and myocardial tissue. Contrast-enhanced
ultrasound imaging has been shown to improve the detection of left ventricular
thrombi, assess myocardial perfusion, and evaluate cardiac masses. A recent and
transformative development in contrast-enhanced imaging is ultrasound localiza-
tion microscopy (ULM). ULM is an advanced imaging technique that leverages
the unique properties of microbubble contrast agents to achieve super-resolution
vascular imaging. By detecting, localizing, and tracking individual microbubbles
over time, ULM reconstructs vascular maps at a spatial resolution far beyond
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the conventional diffraction limit'?. This enables visualization of microvascular
structures at the capillary level, opening new possibilities for assessing tissue per-
fusion and microcirculation. Recent developments in ULM include the integration
of high-frame-rate ultrafast imaging, robust motion correction algorithms, and
advanced localization and tracking methods that improve microbubble detection
in dense vascular networks. Yet, major challenges remain. High microbubble
concentrations and tissue motion complicate the separation and identification of
individual bubbles, which is critical for reliable vessel mapping and flow quantifi-
cation. Approaches to address these challenges are discussed in Chapter 6.

1.3.4 INTRAVASCULAR IMAGING

IVUS is a specialized ultrasound technique that involves the use of a miniature
ultrasound transducer mounted on a catheter, which is inserted into the coronary
arteries to provide high-resolution images of the vessel walls and lumen. This
technique allows for the assessment of plaque morphology, vessel remodeling, and
stent deployment, providing valuable information for the diagnosis and manage-
ment of coronary artery disease. However, because of the remarkable constraints
of the form factor of the catheter-based transducer, challenges remain in terms
of image quality and probe design to fully exploit the potential of IVUS, which we
will discuss in Chapter 7.

1.3.5 COGNITIVE ULTRASOUND

In the broadest sense, the concept of cognitive ultrasound refers to the integration
of (artificial) intelligence into ultrasound systems to in situ and jointly optimize
image acquisition, reconstruction, and possibly interpretation. Cognitive ultra-
sound aims to mimic human cognitive processes, such as learning, reasoning,
and decision-making, to improve the overall performance of ultrasound systems.
The central idea revolves around framing the ultrasound imaging process as an
information-seeking agent that interacts with its anatomical environment'. These
agents autonomously adapt their transmit-receive sequences based on previously
acquired data, with the goal of maximizing the diagnostic value of the acquired im-
ages. In cognitive sensing, this is known as closing the perception-action cycle: the
agent can sense its environment, learn from the collected data, and dynamically
adjust its parameters for future acquisitions.

This paradigm is closely connected to the field of cognitive radar, where the
radar system is interpreted as an adaptive agent that actively modifies its transmit
waveform in response to the observed scene'“. Cognitive radar typically leverages
the sparsity of the environment — often characterized by a few moving targets
— allowing for efficient scene understanding using relatively simple models. In
contrast, ultrasound imaging faces a much more complex and dense anatom-
ical environment, requiring richer and more expensive models to capture the
underlying structure and variability. At this stage, given their ability to model high-
dimensional data, deep generative models (DGMs) are unquestionably a key en-
abling technology toward this vision, which we will explore in Chapters 8 and 10.
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Image quality of ultrasound

Assessing the quality of ultrasound images is perhaps the most chal-
lenging task of all. Numerous attempts have been made to quantify
ultrasound image quality (1Q). Contrast is often used to describe
the ability to distinguish between different tissue types, owing to
their varying echogenicities. This is closely linked to the dynamic
range, which refers to the span between the weakest and strongest
echo signals the system can display. In echocardiography, the con-
trast between the blood pool and the myocardium is particularly
important, as it allows delineation of the endocardial border. Several
clinically relevant biomarkers, such as EF, depend directly on this
measurement. Resolution reflects the ability to separate two closely
spaced structures. Axial (along depth) resolution is determined pri-
marily by the bandwidth of the transducer, whereas lateral (along
the transducer array) resolution is influenced by the aperture size,
wavelength and focusing methods used. Another critical factor is
penetration depth, defined as the maximum depth at which echoes
are strong enough to effectively image. Higher frequency transduc-
ers provide better resolution but have limited penetration depth due
to increased attenuation. Field of view (FOV) describes the extent
of anatomy that can be visualized in a single image, and is deter-
mined by the transducer design and imaging mode. A larger field of
view (FOV) is achieved with increasing the sector angle, or extending
into 3D, but often at the cost of resolution and frame rate. Artifacts
are unwanted features in the image that can obscure anatomy or
pathology, such as shadowing, reverberation, and haze. Speckle is
another important aspect, which refers to the seemingly random,
but deterministic interference pattern created by the scattering of
ultrasound waves from small tissue structures. This granular appear-
ance can provide valuable information about tissue microstructure,
often used for e.g. tracking tissue motion or assessing stiffness, but
can also introduce noise and reduce image quality. Finally, frame
rate is a big indicator of performance, especially in echocardio-
graphy. Higher frame rates allow for better temporal resolution,
which is crucial for accurate assessment of cardiac function. Many
of these properties involve trade-offs, improvements in one aspect
often come at the expense of another, see Figure 1.6. To complicate
matters further, ultrasound IQ is highly subjective. Most high-end
clinical systems provide various post-processing pipelines to alter
the image appearance, which can be carefully tuned to preference.
This process is comically coined as knobology'®. The way these
preferences manifest is often shaped by the clinical background
and training of the operator, which can vary greatly.
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ULTRASOUND TRANSMIT DESIGN

We have seen some of the major advancements and challenges in cardiovascular
ultrasound imaging. To fully appreciate the methods and contributions presented
in this dissertation, it is essential to understand the fundamental principles of
ultrasound image acquisition and reconstruction. In this section, we provide a brief
(and non-exhaustive) overview. Ultrasound imaging systems rely on array signal
processing, where the transducer consists of multiple (e.g. piezoelectric or CMUT)
elements arranged in a linear or matrix array.! The elements in the ultrasound
transducer serve as both transmitters and receivers of acoustic energy. Similar
to how a human ear — which has two “elements” — can localize sound sources
by comparing the time and intensity differences of incoming sound waves, an
ultrasound array uses the spatial arrangement of its elements to send and capture
echoes at different angles and depths. Before we can think of trying to form an
image, we first need to decide how to insonify the region we would like to image.
By controlling the timing and amplitude of signals sent to each element, the sys-
tem can steer and focus acoustic beams within the body. This process, known
as beamforming, is central to both image acquisition and reconstruction. While
transmit beamforming focuses the acoustic energy into a specific region, receive
beamforming combines the echoes received and migrates them to the spatial loca-
tion from which they originated, effectively creating a focused image. The choice
of beamforming strategy has a profound impact on the resulting image quality,
resolution, and frame rate. While focused transmit schemes yield high-resolution
images, they are limited in temporal resolution due to the sequential nature of
scanning. Conversely, unfocused strategies, such as plane wave imaging, enable
rapid acquisition as they insonify the entire field of view with a single transmit
event, but often at the expense of image quality due to the lack of focused acoustic
energy. This can be mitigated through the coherent compounding of multiple trans-
missions acquired at different angles, achieving retrospective transmit focusing!'®.
Minimizing the number of transmit events while maximizing image quality or
information gain about the anatomy is a key challenge addressed in this thesis.
In the following, we briefly describe some of the most common transmit-receive
acquisition schemes in medical ultrasound imaging, which are also illustrated
in Figure 1.5.

IThe term linear array refers to a one-dimensional arrangement of elements, while a matrix array
refers to a two-dimensional arrangement for volumetric imaging. That said, there are also other array
configurations, such as curved, circular or phased arrays. The phased array is a special case, where
the elements are spaced (pitch) closer than half a wavelength, allowing to steer beyond the physical
aperture size. This is in contrast to the linear array which generally has a FOV confined within the
transducer aperture. In cardiac imaging, phased arrays are often used to image between the ribs, as
they provide a small footprint and broad FOV.
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Figure 1.5: Illustration of common transmit strategies in ultrasound imaging. From left to right:
multistatic (synthetic aperture), plane wave, diverging wave, and focused imaging. Each strategy
involves trade-offs between image quality, frame rate, and field of view. If applicable the focus point is
indicated with an orange dot. The array is shown at the top of each subplot, with the active elements
highlighted in orange. A hanning transmit apodization window is applied to the active elements. While
some strategies (e.g., plane wave) use all elements for transmission, others (e.g., multistatic) only use a
subset (sub-aperture) of elements for each transmit event. We show the transmit pressure field for a
single transmit event in blue.

Focused In transmit, a beam is electronically focused at a specified depth
and steering angle. The focal point is swept across the image by successive
transmits to cover the full FOV. The transmit aperture size is typically adjusted
with depth to maintain a constant f-number, ensuring consistent beam char-
acteristics. This approach yields high lateral resolution around the focal zone
but limits frame rate, as multiple focused transmits are required. In receive,
dynamic focusing is applied to maintain resolution along depth. Focused
imaging is the approach of choice for THI as the focused transmit increases
the acoustic pressure at the focal point, enhancing harmonic generation. The
steering capability of the phased array through focused beams also allows for
sector imaging, resulting in the classical cone-shaped view, which is particu-
larly useful in cardiac applications where a wide FOV is needed from a small
acoustic window.

Multistatic Also known as synthetic aperture (SA) imaging, each transmit
uses a single element (or a small sub-aperture), while all elements receive
echoes. The received data from multiple transmit-receive combinations are
then coherently combined to synthetically enlarge the effective aperture,
improving lateral resolution. However, the need for many transmits reduces
frame rate and the SNR per transmit is lower due to limited transmit power.
Given its small form factor, synthetic aperture imaging is the method of choice
for applications such as IVUS.
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Figure 1.6: Illustration of the trade-offs
in ultrasound imaging, highlighting the
interplay between image quality, frame
rate, and field of view. Specific design
choices in ultrasound imaging related
to transmit and transducer design have
direct implications on these three key
aspects. Three examples of possible
imaging configuration are shown to
highlight the inherent trade-offs.
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Plane wave All elements transmit simultaneously with delays chosen to
generate a plane wave that insonifies the entire field of view in a single event.
This enables ultrafast frame rates and although not established in clinical
practice yet, is widely used to study techniques such as ultrafast Doppler,
ULM, and shear wave elastography. Since no transmit focusing is applied,
image quality and contrast are reduced, but can be restored through coherent
compounding of multiple plane waves transmitted at different angles.

A virtual focus is placed behind the array to generate a
spherical wavefront that diverges over a wide sector from with a single trans-
mit. Diverging waves better match the natural geometry of phased and matrix
array probes in cardiac imaging, providing broad coverage of the heart from
a small acoustic window. This allows acceptable frame rates for 3D imaging,
which would otherwise be challenging with focused imaging due to the large
number of transmit events required to cover the FOV. As with plane waves,
image quality can be enhanced through coherent compounding of multiple
diverging transmissions from different virtual source positions.

view, as illustrated in Figure 1.6. Focused transmissions yield high image quality
but lower frame rates, making them suitable for applications such as THI. Unfo-
cused strategies, including plane and diverging waves, enable rapid imaging and
wide coverage, which is particularly advantageous for volumetric or 3D cardiac
imaging where many scan lines would otherwise be required. Understanding these
trade-offs covers the foundation for the methods and contributions presented in
this dissertation, which aim to optimize both acquisition and reconstruction to
enhance ultrasound image quality and diagnostic confidence.
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GENERATIVE ARTIFICIAL INTELLIGENCE

The last few years have seen a surge in interest and advancements in the field of
generative artificial intelligence (Al). Generative Al refers to a class of machine
learning models that are capable of generating new data samples that resemble
a given training dataset. These models learn the underlying distribution of the
data and can produce novel instances that share similar characteristics with the
original data. While generative Al has become somewhat of a buzzword recently,
mainly due to the sudden rise and success of large language models (LLMs), the
concept of generative modeling has been around for several decades, and is deeply
rooted in the field of probabilistic machine learning.

In 1913, the Russian mathematician Andrey Andreyevich Markov took it upon
himself to settle a debate about the existence of free will. At the time, another
Russian, the poet Nikolay Nekrasov, argued that the law of large numbers implied
that free will existed. His reasoning was as follows. The data shows that patterns
of human behavior in society (think of daily commuting times, or consumer
behavior) conforms to the law of large numbers, which states that the average of
many independent and identically distributed random variables converges to the
expected value as the sample size increases. Because, Nekrasov claimed, acts of
free will are like statistically independent events, and we see that the collective
behavior of humans conforms to the law of large numbers, it must be that free

will exists. Markov was not convinced by this argument, and set out to disprove it.

Markov’s objection was simple: the law of large numbers doesn't actually require
independence in every case (and thus the free will argument falls apart). To make
this point, he constructed a counterexample using sequences where each event
could depend on the one before it. This led him to develop what we now call
Markov chains, a way of modeling dependent random variables. To demonstrate
the idea, he analyzed the sequence of vowels and consonants in a long passage
from a novel, showing that the frequencies of letters and their transitions could
be predicted without assuming independence. In doing so, Markov essentially
built one of the first generative models of language: given enough text, you could
learn the probabilities of letters or words following one another, and then generate
new text by sampling from those probabilities. His method required “a lot” of data
at the time, 20000 characters painstakingly tallied by hand, but the principle was
the same one that underlies modern large language models today. With this work,
Markov effectively created the first generative model as we understand it today.

Building on these early probabilistic models, machine learning increasingly
moved beyond merely predicting sequences, toward systems capable of acting
within complex domains. It was only a matter of time before a computer could
surpass human knowledge or intuition in well-defined tasks. A landmark moment
came in 1997, when IBM’s Deep Blue defeated the reigning world chess champion
Garry Kasparov. This was the first time a computer had defeated the world chess
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champion in a match under standard chess tournament time controls. While Deep
Blue relied primarily on search and handcrafted evaluation functions, its victory
demonstrated that machines could master domains long considered the pinna-
cle of human intellect. Two decades later, AlphaGo achieved a similar symbolic
breakthrough in the game of Go, which dimensionality and complexity exceeds
chess by orders of magnitude. This time by combining deep neural networks with
reinforcement learning to develop strategies beyond human anticipation.

The late 2010s saw the rise of deep learning, and with this enabled the develop-
ment of more sophisticated generative models, deep generative models (DGMs).
With the addition of deep neural networks, generative models could now learn
more complex and abstract representations of data, leading to significant improve-
ments in the quality and diversity of generated samples. Notable examples of
deep generative models include variational autoencoders (VAEs)!” and generative
adversarial networks (GANs)'®. However, it was not until the more recent introduc-
tion of diffusion models!® and transformer architectures®® combined with the idea
of large-scale data and massive compute that generative Al truly entered the main-
stream. The launch of ChatGPT (transformer) and DALLE (diffusion) by OpenAl
in 2022, marked a turning point in public awareness and adoption of generative
Al At the same time, there are many concerns about the ethical implications of
generative Al, including issues related to bias, data privacy, and the potential for
misuse. These concerns highlight the need for responsible development and de-
ployment of generative Al technologies, ensuring that they are used in ways that
benefit society as a whole.

To become good at anything you have to know how to apply basic
principles. To become great at it, you have to know when to violate
those principles.

— Garry Kasparov, 2017
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GENERATIVE MODELS FOR INVERSE PROBLEMS

While generative models are most widely recognized for their ability to generate
and synthesize data, they also hold great promise for solving inverse problems.
Inverse problems involve inferring unknown causes or parameters from observed
data, often incomplete and corrupted by noise. This makes the nature of the
problem inherently ill-posed, as there may be multiple plausible solutions that
explain the observed data equally well. Classically, inverse problems have been
tackled using regularization techniques, which impose additional constraints
or priors to narrow the solution space. One common approach is the Bayesian
framework, which offers a principled way to incorporate prior knowledge and
uncertainty into the inverse problem formulation. By modeling the unknown
causes or parameters as random variables, we can express our beliefs about their
distributions and update these beliefs in light of new evidence.

A classical example is sparse signal recovery, where the goals is to reconstruct a
signal that is mostly zeros except for a few significant values. Typically, we assume
a simple prior belief about the signal, such as a Laplacian distribution, which
promotes sparsity in the solutions and leads to regularization techniques like ¢;
regularization. However, real-world signals, especially in domains like medical
imaging, rarely conform to such simple, tractable distributions. Their structure
and variability are far richer than what basic parametric models can capture. This
is where DGMs come into play: instead of relying on handcrafted priors, DGMs
can learn complex, high-dimensional distributions directly from data.

In ultrasound imaging, most inverse problems can be formulated as recon-
structing underlying tissue properties from the acquired raw channel data as
measured by the probe. The goal may be to form an image of the anatomy or to
directly estimate specific tissue parameters, such as elasticity or blood flow. This
is incredibly challenging, especially in the presence of structured noise artifacts,
like multipath scattering, or the use of partial acquisition with a reduced set of
transmit events, which are often employed to improve frame rates or reduce power
consumption.

Integrating DGMs as priors within a Bayesian framework, while incorporating
known physics and measurements models, creates a powerful synthesis (pun
intended) of data-driven flexibility and domain knowledge. This approach grounds
the solution in the things we do understand about the problem at hand, without
relying on overly simplistic assumptions about how the data is distributed. As
aresult, it enables the solution of more complex and realistic inverse problems
in ultrasound imaging with improved accuracy and robustness. This principled
integration provides a compelling pathway toward more reliable and clinically
meaningful applications of deep generative models in medical imaging. Most
chapters in this thesis build upon this central idea, with a detailed technical
exposition provided in Chapter 2.5.
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OPPORTUNITIES

It is hard to fathom the incredible pace of advancements that have been made in
the field of machine learning in recent years. Let alone during the last four years of
my PhD project, deep generative models have seen a meteoric rise in popularity
and availability. This technology went from a niche research topic, to a user
product known in every household. As off lately, deep generative models are even
integrated on consumer devices, such as smartphones. This rapid development
has opened up new possibilities for applying these techniques across various fields,
including medical imaging. In particular, ultrasound imaging stands to benefit
greatly from the advancements in deep generative models, as they can potentially
address some of the longstanding challenges, as outlined in Section 1.2, in this
field. However, the gravity of research and development is concentrated in the
field of computer vision and natural language processing. While tech giants are
racing to develop the next best foundation model, the field of ultrasound imaging
is in need for more tailored, specialized and robust models that are designed with
the unique characteristics of ultrasound data in mind. This dissertation aims to
bridge this gap by exploring how deep generative models can be adapted and
applied to ultrasound imaging.

The greatest opportunity offered by Al is not reducing errors or
workloads, or even curing cancer: it is the opportunity to restore the
precious and time-honored connection and trust, the human touch,
between patients and doctors.

— Eric J. Topol, 2019
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SCOPE OF THIS DISSERTATION

While ultrasound imaging provides a powerful and versatile diagnostic tool for
cardiovascular imaging, several challenges remain that limit its full potential as
outlined in Section 1.2. At the same time, we have seen in Section 1.5 that deep
generative models have emerged as unprecedented tools for making sense from
the complex nature of high-dimensional real-world data.

This dissertation explores the intersection of these two fields, investigating how
deep generative models can be leveraged to enhance ultrasound image quality,
optimize acquisition protocols, and ultimately improve clinical outcomes. The
scope of this thesis is the first pursuit of creating intelligent ultrasound systems
enabled by deep generative models. In particular, we aim to address the following
overarching research theme:

— -

Research theme

How can we leverage deep generative models to realize intelligent ultrasound
systems that maximize image quality and diagnostic value, through the joint
optimization of acquisition and reconstruction?

The scope of this dissertation encompasses the design, implementation, and
evaluation of intelligent ultrasound imaging systems through the application of
deep generative models. The work addresses three complementary dimensions:

* Perception: Reconstruction of high-quality ultrasound images from noisy or
incomplete sensor data using deep generative priors.

e Action: Adaptive acquisition strategies that leverage generative models to
optimize the trade-off between image quality, field of view, and frame rate.

* Realization: Practical integration of generative models into real-time ultra-
sound pipelines, considering computational and system-level constraints.

The following research questions will be explored:

Q1. How can we adapt current advances in deep generative modeling to cap-
ture the complex distribution of ultrasound data, and what representations
of ultrasound data are most effective for this purpose?

Q2. How can we formulate current challenges in ultrasound image recon-
struction as Bayesian inverse problems, and solve them using deep generative
models as priors?
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Q3. How can adaptive acquisition strategies, informed by generative models,
optimize the trade-off between image quality, field of view, and frame rate?

Q4. What practical challenges arise when integrating deep generative models
into real-time ultrasound imaging pipelines, and how can they be mitigated?

By addressing these questions, the dissertation aims to contribute to the devel-
opment and integration of deep generative models into the standard ultrasound
imaging processing pipeline.

OUTLINE

This thesis is subdivided into three main parts, perception, action, and realization.
The perception and action parts focus on the improvement of ultrasound image
reconstruction and acquisition, respectively, driven by deep generative models.
The realization part then turns to the practical implementation and challenges re-
lated to integrating these advanced techniques into ultrasound imaging pipelines.
Together these three parts aim to provide a first look into intelligent ultrasound
systems that treat reconstruction (perception) and acquisition (action) jointly, with
deep generative models as inference engines.

To provide the necessary background for the reader, Chapter 2 covers the
shared technical concepts that are fundamental to understanding the subsequent
chapters. This includes an introduction to deep generative models, with a focus
on diffusion models.

PART I — PERCEPTION

The act of perceiving is the process of attaining understanding of sensory infor-
mation by inferring possible causes for the observed data. In the context of this
dissertation, perception refers to the process of reconstructing high-quality ul-
trasound images from partially observed or noisy raw sensor data. In Chapter 3,
published as [J7] and [J2], we explore the use of diffusion models for dehazing
cardiac ultrasound data. Addressing the challenge of severely degraded image qual-
ity due to multipath scattering, most often encountered with difficult-to-image
patients, such as those with obesity. Additionally, we investigate the feasibility
of training diffusion model priors on beamformed RF data, which specifically
addresses sub-question Q1 (distribution modeling). This is followed by Chapter 4,
published as [C1], where we continue on the work of dehazing, extending our
method to leverage the full spatiotemporal data structure of ultrasound data. We
propose a low-rank decomposition method with a deep generative prior for ultra-
sound image enhancement, which is able to separate the signal from noise and
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clutter, leading to improved visualization of anatomical structures. In Chapter 5,
published as [J1], we turn to volumetric ultrasound imaging, where we explore
the use of deep generative models for accelerating 3D ultrasound acquisition. By
leveraging the spatial redundancy in volumetric data, we demonstrate that it is
possible to reconstruct high-quality 3D images from significantly undersampled
data, thereby reducing acquisition time and improving temporal resolution. Chap-
ters 3, 4 and 5 all take part in addressing sub-question Q2 (inverse problems), by
formulating the reconstruction tasks as Bayesian inverse problems, solved using
deep generative models as priors. Finally, we venture into contrast-enhanced ul-
trasound imaging in Chapter 6, published as [C5] and [J8] for which we propose a
hybrid pipeline for ULM that combines model-based and data-driven approaches,
drastically improving sensitivity in the resulting super-resolved images.

PART II — ACTION

Taking action involves making decisions and executing tasks based on perceived
information. In this dissertation, action refers to the acquisition of ultrasound
data, effectively probing the anatomy. In ultrasound imaging, acquisition is tightly
coupled with reconstruction, as the quality of the reconstructed data is inherently
linked to the number of acquisition events. Increasing the number of acquisition
events generally leads to better image quality, at the cost of reduced frame rates.
That being said, current ultrasound systems are often designed with a fixed acqui-
sition protocol, which may not be optimal for all patients or imaging scenarios.
In Chapter 7, published as [C6], we explore intravascular ultrasound imaging, an
application heavily affected by the trade-off between image quality and frame
rate. Here, we investigate the use of reinforcement learning for optimizing the
acquisition protocol, aiming to minimize the number of transmit events while
maintaining high image quality, thereby addressing Q3 (adaptive acquisition). In
Chapter 8, published as [J5], we turn back to transthoracic echocardiography, with
the same goal of optimizing the acquisition protocol. This time, the generative
model reconstructing the partially observed data is also used to guide the selec-
tion of future acquisitions, enabling a closed-loop system that adaptively tailors
the imaging process to each patient and scenario, maximizing image quality and
diagnostic value. This chapter tackles both sub-questions Q3 (adaptive acquisi-
tion) and Q4 (practical integration) by proposing an adaptive acquisition strategy
informed by a generative model, while also considering practical constraints for
real-time implementation.

PART III — REALIZATION

In this part we address sub-question Q4 (practical integration). The step towards
realization involves bringing ideas and concepts into practical application. In this
dissertation, realization refers to the integration of deep generative models into
the ultrasound imaging pipeline, meeting all necessary requirements of real-time
ultrasound imaging. This is no small feat, as from both angles, deep generative
models and ultrasound imaging, there are many practical challenges to overcome.
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On the one hand, deep generative models are computationally intensive and
require significant resources to train and deploy. In Chapter 9, published as [C4],
we look into leveraging the sequential nature of ultrasound data to reduce the
inference time of diffusion models. In doing so, the step towards real-time capable
generative models for ultrasound imaging is taken, as also explored in [J5]. On
the other hand, many ultrasound signal pipelines are designed with decoupled
acquisition and reconstruction processes. Integrating deep generative models
into these pipelines requires careful consideration of the existing hardware and
software constraints. In Chapter 10, published as [J4], we present zea, a toolbox for
cognitive ultrasound imaging, which provides a flexible framework for integrating
deep generative models into ultrasound imaging pipelines, facilitating future
research and development in this area.

The epilogue of this dissertation provides a general discussion of the findings
presented in the preceding chapters, along with future prospects for the field of
ultrasound imaging. In Chapter 11, we summarize the main contributions of
this dissertation, discuss the limitations and challenges encountered, and outline
potential directions for future research.

2D cardiac dehazing (Chapter 3 & 4)
* Accelerated 3D ultrasound (Chapter 5)
Model-based DL for ULM (Chapter 6)

Part I
f PerceptionJ \

Measured data Beliefs 5

Part III

Realization

y p(x|y)
\ [ Part II R / » Sequential posterior sampling (Chapter 9)

Action Cognitive ultrasound toolbox (Chapter 10)

* Adaptive synthetic aperture ultrasound (Chapter 7)
* Accelerated 2D & 3D ultrasound (Chapter 8)

Figure 1.7: Overview of the thesis structure, highlighting the three main parts: perception, action, and
realization.
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MANIFOLD HYPOTHESIS

The manifold hypothesis states that most real-world high-dimensional data lie
on low-dimensional manifolds®'. This means that data that is being described
with many variables actually can be effectively represented in a lower dimensional
space, embedded within this high dimensional space. Essentially, there is a lot
of redundancy in the data, and the data points are not uniformly distributed in
the high-dimensional space, but rather concentrated somewhere in this space.
As aresult, the infamous curse of dimensionality, where the volume of the space
increases exponentially with the number of dimensions, becomes a blessing of
dimensionality??. This is a very important concept, because it means that we can
efficiently learn how the data is distributed by fitting a non-linear lower dimen-
sional manifold to our data points. This is exactly what deep generative models
(DGMs) do. They learn a distribution by modeling lower dimensional representa-
tions of data and subsequently formulate a way to generate new data by sampling
from that distribution.

Example Animage of 1024 px x 1024 px = 1,048,576 px has over a million
dimensions. However, the number of meaningful images that can be rep-
resented with this many pixels is only a tiny fraction of all possible pixel
configurations. Most pixel configurations would just look like random noise.
For the ultrasound case, consider the raw RF channel data that is acquired
by an ultrasound probe. A typical ultrasound probe comprises hundreds
of individual transducer elements, each of which operates at sampling fre-
quencies at the Nyquist rate, typically in the range of tens of MHz, leading
to F fast-time samples per receive channel C. Depending on the transmit
sequence (focused, diverging wave, plane wave) several hundred slow-time
sequences M are acquired. In regular 2D brightness mode (B-mode) imaging,
at least several tens of frames per second can be expected, leading to raw data
with M x C x F dimensions and rates that can quickly amount to several
hundreds or thousands Gbit/s. This problem is exaggerated in 3D ultrasound,
where matrix probes consist of thousands of elements?3.

Let’s see this in action. Consider an image, which can be represented as an N
dimensional random variable x, where each variable represents a pixel:

x = [xg,21,...,2N]. 2.1

An illustration of the vectorization of an image is shown in Figure 2.1. Now the
goal is to learn the distribution of this random variable p(x). If you model this
random variable as a Gaussian distribution p(x) ~ N and just sample from that
distribution, you would very likely just get random noise. Considering that you are
interested in learning a distribution of images of ultrasound data, this Gaussian
prior would not be a good model for your dataset. The chance of getting an image
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: RN

Image with N pixels

Figure 2.1: An ultrasound image (apical 4-chamber view) represented as a high-dimensional random
variable x. Each pixel corresponds to a dimension of x. The zoomed-in section illustrates that an image
is simply a collection of grayscale pixel values, which can be represented as a vector.

of a cardiac ultrasound, when sampling from an N-dimensional Gaussian distribu-
tion, is very low, albeit non-zero. Obviously, we are looking for a more structured
and multimodal model, that can capture the complex distribution of ultrasound
data. One could resort to more complicated models, such as Gaussian mixture
models (GMMs), but these models do not scale well to high-dimensional data,
such as images. We need more powerful models that can capture the complexity
of the data distribution.

A simplified example of such a learned manifold is depicted in Figure 2.2. All
samples on this manifold ideally coincide with samples that follow the distribution
of your dataset. All the samples outside the manifold are images with any pixel
configuration that does not fit the target distribution!. There are two observations
to be made here. First, compared to the naive Gaussian distribution, the learned
manifold captures the complex distribution of the data, and when we sample from
this learned manifold, we get meaningful samples that are aligned with our dataset.
Secondly, when we traverse the learned manifold from one image to another, we
observe smooth, semantically coherent transitions between samples. This reflects
the fact that the manifold provides a continuous, non-linear embedding of the
data, such that interpolation between two samples on the manifold produces
realistic intermediate examples. This is a very powerful property, because it allows
us to generate new data that is not in our dataset, but is still semantically similar
to the data that we have. Compare this to linearly traversing between two images
in the data space. This would result in very unnatural samples, that are simply the
result of linearly interpolating between the images in Euclidean space.

Essentially, all models are wrong, but some are useful.
— George E. P. Box, 1987
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RN RN

X1

X2

M
Naive generative models Accurate generative models
(e.g., i.i.d. Gaussian V') (e.g., DGMs)

Figure 2.2: Sampling from a naive Gaussian distribution (left) versus sampling from a learned manifold
(right)?. The learned manifold M captures the complex distribution of the data, allowing for semanti-
cally meaningful samples. While the true data space of the random variable x is high-dimensional, for
illustration purposes we depict it as a 2D plane.

Now we have an intuitive understanding of how to represent high-dimensional
data, such as images, with lower-dimensional manifolds, three questions remain:

Q1. How can we learn these complex distributions, given a dataset?

Q2. How can we sample new data from this learned distribution?

Q3. Besides generating new data, is it possible to use this prior knowledge
about the data distribution in other tasks, such as image reconstruction?

We will answer Q1 in Sections 2.2, 2.3, Q2 in Section 2.4, and Q3 in Section 2.5.
Although in general we will focus on diffusion models (DMs), as they are the state-
of-the-art deep generative models (DGMs) at the moment of writing, and used
throughout this thesis, many of the concepts presented here are applicable to
other DGMs as well.

In practice, data are often better described as lying on a union of disjoint manifolds rather than a single
connected one?*. The intuition in this section still applies locally within each connected component
of the data manifold.

2Formally, the manifold M is a set of points, in our case corresponding to the support of the data
distribution p(x). The manifold itself is not a measure, unlike the probability density function (PDF)
which we can visualize with contour lines. Since the boundaries of the manifold are aligned with the
non-zero regions of the PDF, we use these interchangeably in the illustrations.
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Figure 2.3: Generative vs discriminative models. Generative models try to model the joint distribution
of the data and the labels p(x, C'), while discriminative models try to model the conditional distribution
of the label given the data p(C|x), effectively learning a decision boundary between the classes. Note
that generative models can also be used to model the distribution of the data itself p(x), without any
labels. Examples of x are ultrasound B-mode images, and examples of C are specific cardiac views.

yJ28 DEEP GENERATIVE MODELS

We first start with a definition of generative models (without the deep part), and
see how it is situated in the context of probabilistic machine learning. Generative
models try to understand and model the underlying distribution p(x) of data and
have an effective way of sampling new data points from this distribution. If the
generative model is defined in the context of producing samples given some label
(or prompt), it aims to capture the joint distribution p(x, C'), where C is the label
or prompt.

In contrast, discriminative models try to learn the conditional distribution
p(C|x), which is the distribution of the label C given the data x. This is typically
used in classification tasks, where we want to predict the label of a given data point.
Note how the discriminative model does not try to model the distribution of the
data itself, and thus bypasses the need to understand the underlying structure of
the data p(x). This is illustrated in Figure 2.3.

While discriminative models are more straightforward to train and have been
very successful in many applications such as image classification and segmen-
tation, their inability to model the data distribution limits their applicability in
tasks that require a deeper understanding of the data. Tasks such image genera-
tion, inpainting, and denoising all benefit from a good understanding of the data
distribution itself, with increased robustness and generalization capabilities as a
result. That being said, modeling the distribution of high-dimensional data is a
very challenging task, this is where deep generative models (DGMs) come into play.

DGMs are a class of generative models that have specifically gained traction
due to their ability to model high-dimensional data. At the core of DGMs are
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Figure 2.4: Deep generative models (DGMs) learn a complex data distribution by transforming a simple
base distribution p(z), (e.g., Gaussian £) into the target distribution (e.g., ultrasound images) through
some neural transformation fy(x|z).

general parameterized function approximators, usually neural networks. These
networks are trained on many examples from a training dataset, representing
samples from the data distribution. DGMs are able to effectively capture the
structure of the data manifold as they leverage the property that all data points lie
on a lower-dimensional manifold embedded in the high-dimensional data space??,
as we saw in Section 2.1.

Nonetheless, modeling distributions with DGMs poses several challenges. Prob-
ability density functions are constrained to be non-negative and integrate to
one, which limits the choice of neural architectures. Generally, there are two
approaches within generative modeling to represent probability distributions.
The first approach explicitly learns the probability density function via (approxi-
mate) maximum likelihood estimation. Most popularly, variational autoencoders
(VAEs)!7 circumvent the intractability of density estimation by approximating it
with a variational lower bound. Other likelihood-based models include, autore-
gressive models, which factorize the joint distribution into a product of conditional
distributions?®, and normalizing flows (NF)?%, which transform a simple base dis-
tribution into the target distribution through a series of invertible transformations.
The second approach implicitly learns the data distribution through a model of
the data generation process, also known as sampling. Generative adversarial net-
works (GANSs)!® are an example of implicit generative models that learn the data
distribution through an adversarial objective.

The overarching theme of all these models is to learn a mapping from a simple
latent space (e.g., Gaussian) to the complex data space (e.g., images), with the
involvement of some neural network fy(-), parameterized by weights and biases 6.
This concept is illustrated in Figure 2.4. These models have shown great success in
various applications, including image generation and inverse problems. However,
they also come with their own set of challenges. While explicit likelihood-based
models often require strong restrictions on the neural architecture (for instance
bijection in the case of NF) or surrogate objectives for tractability of the likeli-
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hood (as in the case of VAEs, which uses the evidence lower bound (ELBO) as a
proxy), implicit models such as GANs are notoriously difficult to train due to their
adversarial nature, often leading to issues such as mode collapse and training
instability.

Diffusion models (DMs) take a different approach altogether, circumventing
several of these challenges. We will discuss diffusion models in more detail in
the next section. These models will also form the basis for a large portion of the
methods presented in this thesis. At the moment of writing, diffusion models are
the state-of-the-art deep generative models.

yJ: 3 DIFFUSION MODELS

Instead of directly learning the data distribution p(x), diffusion models learn the
score function of the data distribution, which is the gradient of the log-density with
respect to the data itself:

s(x) := Vx log p(x). 2.2)

Unlike likelihood-based methods, this approach avoids the need to explicitly
model the probability density function p(x). Instead of working with the density
itself — which must be non-negative and normalized — its gradient, the score
function, is unconstrained and does not require normalization. To see this, note
that any probability density function can be factorized as:

Ppo(x) = exl’(_zﬂ, with Z, > 0and / po(x)dx =1, (2.3)
0 .

where Z, is the normalization constant, and fy(x) is an arbitrary function parame-

terized by 0 (often referred to as energy models). While fy(x) can be any function,

computing Z, becomes intractable for high-dimensional data— a challenge which

implicit and explicit DGMs address with various workarounds, as discussed in

Section 2.2. However, if we compute the score function of this density, we get:

SQ(X) = —fog(X) — Vx log Z@ = —fog(X), (2.4)
=0

and the normalization constant Z, vanishes. This means that we can use any func-
tion (e.g. neural network) fy(x) to model the score function. As the score function
is essentially the gradient of the log-density, it can be intuitively understood as
a vector field that points in the direction of higher data density, as illustrated in
Figure 2.5. This means we can use sy(x) to guide (i.e. sample) a random point
(a noisy image) towards regions of higher data density (an image from the target
distribution). Furthermore, there are well-established techniques for learning the
score function, such as denoising score matching?’.
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2.3.1 DENOISING SCORE MATCHING
To learn the score function over the entire data space, we use denoising score
matching?’. Importantly, rather than learning the original score function, which
is only defined on the data manifold M, we aim to learn the score of smoothed
or diffused versions of the data distribution, p(x,), where 7 € [0, 7] is the contin-
uous diffusion time index controlling the amount of smoothing. This smoothed
distribution has support across the whole data space, enabling evaluation of the
score function beyond manifold M. This is crucial, since we will use the score
function to guide a random point toward the data manifold, which typically is not
on the manifold itself. The geometric interpretation of denoising score matching
is illustrated in Figure 2.6. The core idea is to corrupt the data with noise, pushing
it away from the manifold, and then train a neural network to reverse this corrup-
tion process, effectively learning a denoiser that approximates the score of the
smoothed distributions. The corruption of a data point x is known as the forward
diffusion process:

X, = a,;Xg + 0.6, €~ N(0,1), (2.5)

with x, being the corrupted sample at diffusion step 7, and xo, and clean data
sample p(xg) = p(x). The parameters «. and o, govern the noise schedule. During
inference, we can use the learned score function to reverse this corruption process,
progressively denoising a random sample, which is known as the reverse diffusion
process. This will be discussed in more detail in Section 2.4. During training of the
score, we randomly sample a noise level 7 and corrupt the data according to (2.5).
The transition kernel of this forward diffusion process is given by:

p(XT|X0) = N(XT; arXo, Uzl)a (26)
with corresponding score:

1
V. log p(x-|x0) = ——2(XT/ — aTXO) S 2.7

Xr=X_1 T 0'7_

Interestingly, we see the noise vector e appear in the score expression, which will
be the basis for denoising score matching (DSM) objective. DSM allows us to train

O r®  —> V, logp(x,)
RN

Figure 2.5: Score function (the purple vector field) points
in the direction of higher data density (illustrated by the
contour lines). The score function can be used to guide a

random point (a noisy image) towards regions of higher data

density (an image from the target distribution). Notably,

we depict the score function of the smoothed distribution
p(x-), instead of the original distribution p(x), such that we
have support for the entire data space, beyond the bound-

aries of manifold M. The score function will look different

depending on the amount of noise added to the data, which
is a function of the noise level 7.
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N (Xg; azx, 621)

Figure 2.6: 1D segment (for
illustration purposes), which
. is a path along the boundary
\ of the data manifold, with
\ a geometric interpretation
! ' of denoising score matching.
(0] Sp(X;) = Epxpxen Ve log p(x.| %) The score function (the pur-
X ple vector field) is learned
by reversing the noise that
pushes data away from the
manifold (orange arrows).
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amodel sy(x,) parameterized by 6 to learn the score function without needing to
know the true score, which is unknown in practice:

0" = arg min B px,) [IIS@(XT) —Vx, logp(xf)llg} (2.8)

1) .
= arg min Excep., it ) |[30(7) = Vi, Togp(eelxo) 3] (2.9

€
sg(x,) + G—%

2
], (2.10)

2 .

= arg N Euep (o) . ~p(xe o) [ ,
In (2.8), the initial score matching objective is defined as the expected squared
difference between the parameterized score and the true score p(x.). The expec-
tation is over all possible corrupted samples x, and requires knowledge of the
true score V_ log p(x,), which is unknown. In step (1), we apply the key insight of
DSM, as shown by Vincent??, which rewrites the objective in terms of the clean
data distribution p(x) and the corruption process p(x,|xo). This step eliminates
the need to know the intractable score of the marginal distribution p(x, ). In step
(2), we substitute the analytical score of the corruption process, which is a Gaus-
sian, leading to a simple expression involving the noise vector ¢. The model can
be trained using stochastic gradient descent (SGD), by sampling a batch of ran-
dom data points x, from the dataset, sampling a batch of random noise levels
7, corrupting the data according to (2.5), and then minimizing the squared error
between the model’s prediction and the scaled noise vector.

There are two additional practical considerations made when training DMs.
First, DMs typically do not predict the score directly. Instead, the network is trained
to predict the added noise ¢, which, as we saw earlier, is linearly related to the score
by:

eo(xr) = —0r89(X7) (2.11)

Predicting the noise offers two main advantages: (1) the training reduces to a
simple mean square error (MSE) loss between the predicted and true noise, which
is numerically stable and easy to implement, and (2) the target ¢ is independent of
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the scaling factor o, eliminating the need to rescale outputs for different noise

levels.

The second practical consideration is that the diffusion step 7 is provided as

an additional input to the noise predicting model ¢(-, 7), enabling the network

to adapt its predictions according to the current noise scale. This is crucial: at
high noise levels, the score function should guide samples broadly toward the
data manifold, while at low noise levels, it should capture fine-grained details (see
Figure 2.5). This leads us to the final DSM objective used in practice:

£(6) = Bxgrept, e~ (0.0, redon] | 0, 7) = €[] (2.12)

A brief history: Diffusion models and score-based models
Diffusion models have their roots in non-equilibrium thermody-
namics and statistical physics. The earliest formalism, diffusion
probabilistic models, was introduced by Sohl-Dickstein et al.?® in
2015, who proposed gradually diffusing data into noise via a Markov
process and then learning to reverse this process. In 2020, Ho et al.'®
significantly improved the empirical performance of diffusion prob-
abilistic models, making them competitive with GANs for image
generation. In parallel, score-based generative models were devel-
oped by Song and Ermon??, focusing on learning the score function
(the gradient of the log-density) using score matching®. Initially,
these approaches seemed distinct: diffusion models were trained
by variational inference (ELBO), while score-based models used
score matching and Langevin sampling. However, Song et al.3!
later showed that both can be unified as discretizations of stochas-
tic differential equations (SDEs) governed by the score function.
Both leverage the idea of gradually adding noise (akin to Markov
processes) and then learning to reverse this process. Today, the
terms: diffusion models, score-based models, and generative diffu-
sion processes are often used interchangeably, reflecting their formal
equivalence. The choice of perspective, diffusion or score-based,
offers different insights, but both describe the same powerful family
of generative models.

-
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While we have now seen how to train diffusion models to learn the score function
of the data distribution, we still need a way to generate new samples. Diffu-
sion models define the generative process as the reversal of a corruption process
X9 — X, — x7, with diffusion time 7 € [0, 7], which transforms xy = x ~ p(x) into
a Gaussian base distribution x7 ~ A/(0,1I), as seen in (2.5). Naturally, we are inter-
ested in the reversal of this corruption process, which is akin to sampling from the
target distribution p(x). This is known as the reverse diffusion process and can be
interpreted as iteratively denoising the noisy estimate x,32. Tweedie’s formula
relates the minimum mean square error (MMSE) to the score of the distribution:

1
Xo|r = Elxo|x,] = a—(xT + 02V, logp(x,)), (2.13)
T T

score

where x|, represents the one-step denoised estimate from diffusion step 7. The
score function, defined as the gradient of the log-likelihood of x,, points towards
the data distribution. Since Tweedie’s formula provides only a local (at time 7)
estimate, the final prediction of x, is obtained iteratively. At each step, x, is
estimated using (2.13) and mapped back to x,_; via forward diffusion in (2.5),
ensuring a smooth sampling trajectory. This two-step procedure is summarized as
follows:

1. Reverse diffusion: Given a noisy sample x,, compute a denoised esti-
mate using the noise-prediction network, see (2.13):

1
X0|‘r = — (X'r - UTEG(X'MT))
Or

2. Forward diffusion: Map the denoised estimate x| back to a slightly
less noisy sample x,_; using forward diffusion, see (2.5):

Xr—1 = Qr—1Xg|r +0r_1€

By repeating these two steps, starting from pure noise x7 ~ A/(0,I) and iterating
down to 7 = 0, the process gradually transforms the sample into a realistic data
point from the learned distribution x ~ p(x), as illustrated in Figure 2.7.

Creating noise from data is easy, creating data from noise is generative
modeling.

— Yang Song, 2019
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Gaussian distribution Ultrasound distribution

N p(x)

.

Figure 2.7: During the reverse diffusion process, a trained score function (neural network) is used to
iteratively denoise a sample from a simple distribution (e.g., Gaussian noise) into a sample from the
target distribution (e.g., ultrasound images).
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SAMPLING FROM THE BAYESIAN POSTERIOR

To reconstruct corrupted or incomplete incoming sensory data using deep genera-
tive models, we resort to a probabilistic framework with diffusion models serving
as foundation for inferring the underlying data. The act of posterior sampling
centers around the idea of incorporating both prior information p(x) with incom-
ing observations y according to Bayes’ rule. In general, many problems in signal
and image processing can be formulated as inverse problems, where the goal is to
recover an unknown signal x from observed data y, which is typically corrupted
by noise and other distortions. This relationship can be modeled as:

y = A(x) + n. (2.14)

This observation model defines the mapping we aim to invert — hence the name
inverse problem. Inverse problems are often ill-posed, meaning that there are
many possible solutions that are equally likely. Thus, we need to incorporate prior
knowledge about the signal x to regularize the solution. This is where diffusion
models come into play, as they can be used to model the prior distribution p(x) of
the signal. The goal is then to sample from the posterior distribution p(x|y), which
combines the likelihood of the observed data p(y|x) with the prior distribution
p(x) using Bayes’ rule. As DMs generate samples using gradients of probability
density functions, we start by using Bayes’ rule to formulate the posterior score
function:

Vx, logp(x, | y) = Vx, log p(x,) + Vi, logp(y | x;). (2.15)

posterior prior likelihood
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This expression factorizes the posterior distribution into a prior distribution which
we model with a DM and a likelihood term. The latter is a known distribution given
our understanding of the physical acquisition process of the observed sensory
data y, capturing how the true signal x is corrupted by factors such as sensor
noise, distortions and resolution limits, according to (2.14). In order to achieve
posterior sampling with pre-trained a DM, one can substitute the unconditional
score function in the Bayes’ factorization (2.15) with the trained score-based model
(or equivalently the noise predicting model, see (2.11)), leading to a conditional
reverse-time diffusion process. The posterior score is then approximated as:

Vi, logp(x:|y) = so(x-,7) + Vi, log p(y|x;). (2.16)

Unfortunately, the structured noise-perturbed likelihood p(y|x) is intractable, in
contrast to the noiseless case p(y|x). The likelihood of the measurements given
the noise perturbed image x, can be expressed as:

p(ylx) = / p(¥lxo0)p(xolx, )dxo, 217)

which necessitates integration over all possible clean images x,. Various posterior
sampling methods for DMs have been proposed to estimate this quantity343536:37,
A widely used approach is diffusion posterior sampling (DPS)3*, which leverages
the posterior mean that is derived via first order Tweedie’s*® formula in (2.13)
to approximate the intractable likelihood score as V log p(y|xo,). Finally, we
arrive at the following approximated posterior score, continuing from (2.16) and
substituting the intractable likelihood score with the approximation from DPS:

Vx, logp(x-|y) = Vx, logp(x;) + Vx, logp(y | x;) (2.18)

1
~ —U—eg(xT, 7) + Vx, logp (v | %o|-) (2.19)

T

— k) + Vi, Tozp (¥] -k o)) (220
Note how all terms are either expressed in closed form (through the known forward
model in (2.14)) or approximated with the trained noise-prediction network ¢4 (-),
making this expression tractable. This posterior score can now be used in the
conditional reverse diffusion process, which leads to the following three steps for
posterior sampling:

1. Reverse diffusion: Given a noisy sample x., compute a denoised esti-
mate using the noise-prediction network, see (2.13):

1 , .
X()\T — T (XT - O—TF()<XT'T,))

2. Guidance step: Update the noisy sample x, using the approximated
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posterior score from (2.20):
X7 X7 + 1 Vy, logp (y|%o|r)

where 7 is a step size parameter that controls the influence of the likeli-
hood term.

3. Forward diffusion: Map the denoised estimate x,, back to a slightly
less noisy sample x._; using forward diffusion, see (2.5):

Xr—1 S Qr IXU‘T+UT 1€

By iterating these three steps from pure noise x7 ~ A/(0,I) down to 7 = 0, we can
generate samples from the posterior distribution p(x|y), effectively reconstructing
the unknown signal x from the observed data y. The steps are similar to prior
sampling in Section 2.4, with the addition of a guidance step that ensures data
consistency with the observed measurements y.

yX: 3 LATENT DIFFUSION MODELS

In this section we will briefly touch upon the concept of latent diffusion models
(LDMs)383940 While neural networks partly address the curse of dimensionality
by leveraging the low-dimensional structure of data, diffusion models still operate
in the high-dimensional pixel space, which can be computationally expensive.
LDMs address this issue by operating in a lower-dimensional latent space, which
is learned using an autoencoder. This approach not only reduces the computa-
tional burden but also allows the diffusion model to focus on more semantically
important features, which is the benefit of working in a learned latent space. This
is particularly useful for high-resolution images, where the pixel space can be pro-
hibitively large. LDMs are trained in two stages. First, an autoencoder is trained to
learn a lower-dimensional representation of the data, significantly reducing the
dimensionality of the input images. The autoencoder consists of an encoder £
that maps the input image x to a latent code z, and a decoder D that reconstructs
the image from the latent code, such that x = D(z) = D(£(x)). The autoencoder
is trained to minimize the reconstruction loss between the original image x and
the reconstructed image %. Often, multiple loss terms are used, including a per-
ceptual loss*! and an adversarial loss'®, to ensure high-quality reconstructions.
Once the autoencoder is trained, a diffusion model is trained in the latent space
of the autoencoder. The diffusion model learns to generate samples in the latent
space, which can then be decoded back to the pixel space using the decoder D.
The overall concept of LDMs is illustrated in Figure 2.8.



LATENT DIFFUSION MODELS

Latent space

sg(z,7)

Figure 2.8: Latent diffusion models operate in a lower-dimensional latent space, which is learned
using an autoencoder, consisting of an encoder £ and a decoder D. During inference, a random latent
sample z is progressively denoised using a diffusion model in the latent space, resulting in a clean
latent code zg. The final image is then obtained by decoding the latent code back to pixel-space using
the decoder D. On the right, we illustrate an example of a generated cardiac ultrasound image.

During this thesis we have explored LDMs as a powerful prior for various
inverse problems in ultrasound imaging. While we were able to train much more
effectively on high-dimensional data (such as raw channel data, or time-series
data), we did observe some limitations of LDMs which prevented us from using
them in the following chapters. First, while training the DM in the latent space is
incredibly efficient, the autoencoder itself can be quite large and computationally
expensive. Additionally, the composite loss function used to train the autoencoder

can be difficult to balance, often requiring careful tuning of hyperparameters.

Finally, while sampling from the prior distribution is straightforward, posterior
sampling can be more challenging, as the likelihood term must be computed in the
pixel space. That means that during inference we need backpropagation through

the decoder D at each step of the reverse diffusion process, which is very expensive.

Despite these limitations, LDMs remain a powerful tool for generative modeling,
and we believe they have great potential if these challenges can be addressed in
future work.
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INTRODUCTION

ARDIOVASCULAR ultrasound ultrasound imaging or echocardiography has

been one of the most important advances in cardiac imaging due to its real-
time nature and cost-effectiveness. Cardiac ultrasound allows cardiologists to
review the basic functioning of the heart and detect abnormalities which are
prominent markers for cardiovascular diseases that make up 31% of all global
deaths*?. Unfortunately, transthoracic echocardiograms are subject to a range of
different noise sources that clutter the image and limit interpretability. Acoustic
clutter, i.e. any unwanted echoes that degrade the image quality, is caused by
phenomena such as aberration and reverberation. A specific type of noise artifact,
known as haze, emerges due to multipath reflections imposed by layers of skin,
subcutaneous fat, and intercostal muscle that acoustic energy has to traverse
before reaching the heart*. Moreover, specular reflection of acoustic signals at the
ribs causes deflection of the propagation path. Combined, these multipath signals
culminate into a white diffuse haze over the image, most dominantly present in
the near-field. This effect is especially significant in technically difficult-to-image
patients such as those with obesity or dense muscle structures, often leading to
nondiagnostic examinations**.

Image quality is vital in cardiac ultrasound imaging, as analysis of the structure
and function of the heart relies on careful interpretation of the brightness mode
(B-mode) sequence, both by the clinician and post-formation image processing
techniques*>%. Hence, lower image quality can limit functional diagnosis as both
visual assessment and quantitative analysis become challenging with hazy ultra-
sound data. Tissue harmonic imaging was introduced to combat deteriorating
image quality in technically challenging patients*”48. Compared to fundamental
imaging, harmonics contain minimal clutter and noise. Multipath and distorted
scatterers are much weaker in energy and therefore generate fewer harmonics
leading to generally improved signal-to-noise and contrast-to-noise ratios. How-
ever, harmonic imaging comes at the cost of reduced penetration depth and image
frame rate (due to the additional pulse inversion transmits). Furthermore, in many
severe cases, the haze artifact persists even with harmonic imaging. This results in
costly repeat examinations, either with contrast-enhanced ultrasound or referrals
to other image modalities (MRI / CT). This highlights the need for improved image
quality in cardiac ultrasound.

Deep generative modeling has gained traction in the medical field and has suc-
cessfully been used for image reconstruction in MRI, CT, and ultrasound?%5%-51:52:53,
These data-driven methods are more powerful compared to classical methods,
as they can accurately learn the natural signal manifold and do not rely on ba-
sic assumptions such as signal sparsity or hand-crafted basis functions®. More
recently, diffusion models have proven to be able to accurately model complex
and high-dimensional data distributions. In contrast to discriminative methods,
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diffusion models are a type of generative models and can be trained on unlabeled
and unpaired datasets which are often costly to come by in the medical domain.
Furthermore, deep generative models are more flexibly applicable as the training
part is agnostic to the reconstruction task. This also relates to improved gener-
alizability across datasets, patients, and even modalities, which discriminative
methods often struggle with®%. As diffusion models indirectly parameterize the
data distribution through its gradient, they come with some advantages compared
to alternative generative models. Diffusion models are easier to train relative to
adversarial approaches such as GANs, which suffer from modal collapse, and have
no restrictions on the neural architecture unlike normalizing flows?S.

In this work, we adopt advances in conditional sampling with diffusion models
which seek to sample from a learned data distribution given some measurement.
More specifically, we explicitly model both clean tissue and haze using separate
score-based networks. This allows us to capture the highly structured and spatially
correlated nature of haze, unlike many methods that have a basic assumption on
the noise distribution, often to assure tractability. Additionally, we perform the
entire dehazing process including training of the priors in the radio-frequency (RF)
domain. This allows us to exploit phase information still present in pre-envelope
detected ultrasound data, as well as linearly separate signal and haze sources early
in the signal chain. To test the proposed dehazing method we perform tests in
both a controlled phantom experiment and on cardiac in vivo datasets. With a
classical denoising algorithm as well as a supervised learning model as the baseline
methods, we show a consistent improvement in generalized contrast-to-noise ratio
(gCNR), whilst preserving more low-level tissue in the process.

RELATED WORK

Fatemi et al., investigate the cause for reverberations leading to artifacts commonly
seen in cardiac ultrasound imaging*3. They found several possible scenarios that
generate strong reverberation clutter, including multipath reflections caused by
tissue layers between the transducer and the heart, specular reflections at the ribs,
and blocking of the ultrasound beam by the lungs. Furthermore, in their effort
to compare fundamental and harmonic imaging, haze is often reduced using the
latter technique. Still, haze persists in many of the examples showing the need for
improved techniques.

Post-processing methods for clutter mitigation, using methods such as block-
matching and 3D filtering (BM3D)%7°8 or wavelet-based denoising®, are typically
based on computing local statistics and impose basic assumptions on the noise
distribution. Furthermore, image-based denoising methods are often paired with
inherent speckle reduction or smoothing. Speckle alone is generally not the cause
for limited visibility of important cardiac features and in many cases advantageous
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for the preservation of finer detail and methods relying on speckle tracking®.

Sjoerdsma et al., introduce a near-field clutter filter that operates in the spatial
frequency domain®!. Their method preserves speckle and addresses the haze in
the near field using post-envelope detected image data. However, their method
was optimized for strain computation and suppresses tissue at the myocardial
boundary, obfuscating finer low-level structures.

Methods based on temporal decompositions such as principal component
analysis (PCA) and singular value decomposition (SVD)%>6364 Jeverage the station-
arity of clutter with respect to more rapidly moving tissue. However, there are
cases in the cardiac cycle where this assumption does not hold such as for tissue
at end-diastole or generally more stationary myocardial regions. Hence, in these
instances, the lack of sophistication of the temporal prior inhibits these methods
to separate tissue from the clutter.

Deep learning has become a popular tool for ultrasound image and signal
processing®-5466:67.685269 - More specifically, Jahren et al. present a supervised
learning approach to suppress reverberation clutter in cardiac ultrasound using
beamformed data’. In contrast to the proposed work, their method is discrimina-
tive, lacking the aforementioned advantages of generative models such as diffusion
models.

Despite the recent success of diffusion models, their relevance to ultrasound
has seen very limited exploration’!"”2, Nonetheless, diffusion models for image
reconstruction have been successfully applied to other modalities in the medical
field, such as CT and MRI®!5373,

The remainder of the paper is organized as follows. In Section 3.3, we provide
a formulation of the dehazing process (3.3.1), give background on score-based
diffusion models (3.3.2), and introduce our ultrasound dehazing method (3.3.3).
Our main contributions involve methods for efficiently learning ultrasound priors
using diffusion models and combining them to perform posterior sampling for
dehazing. The results on both phantom and in vivo experiments are given in
Section 3.4. Lastly, we discuss the results in Section 3.6 and derive conclusions in
Section 3.7.

3 METHODS

In this section, we start by providing the reader insight into the ultrasound acquisi-
tion process and the specific formulation used leading to a probabilistic framework
for dehazing. We then turn our attention to diffusion models and how we can
efficiently learn ultrasound priors in the RF domain for the dehazing task.
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Figure 3.1: Echocardiograms of easier (A) and difficult-to-image patients (B).

3.3.1 ULTRASOUND IMAGE FORMATION

The beamformed ultrasound signal can be considered a coherent summation of
individual ultrasonic backscattered echoes. These scatterers originate from small
structures in the tissue. As a result, we can group the signals reflected by the tissue
x and all multipath haze signals h, leading to the following additive model:

YRF = XgF + hgr, (3.1)

where y is the ultrasound measurement. For clarity, if necessary, subscripts are
added to denote quantities as beamformed radio-frequency (RF) data. A schematic
of the measurement process is shown in Figure 3.2. The ultrasound image, also
known as the B-mode image, is obtained by envelope detection and log compres-
sion of the RF data. We here pose the dehazing problem as a source separation
task, where we would like to retrieve the clean ultrasound signal x from the mea-
surement y. This inverse problem is generally ill-posed, as there are many possible
solutions that satisfy (3.1). Following a probabilistic approach, sampling from
the posterior distribution px_ 7 (x, h|y) allows us to find optimal % and h given the
measurement y and prior knowledge. To compute the posterior, we can factorize
it using Bayes’ rule as follows:

(x,h) ~ px (%, hly) < pyx 5 (y[x,h) - px(x) - pr(h), 3.2)

where py|x m (y|x, h) is the likelihood according to our measurement model in (3.1)
and px(x) and py (h) are prior distributions for the clean ultrasound signal and
haze, respectively. Note that, unlike many (denoising) methods, we consider
the noise distribution to be any arbitrarily complex distribution and thus not
necessarily Gaussian distributed, i.e. py(h) # N. This is an important distinction,
given the fact that haze is a noticeably more structured and spatially correlated
type of noise.
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transducer

tissue x

Figure 3.2: Simplified schematic of a phased array transducer performing an echocardiogram that
shows a possible scenario of how the ultrasound energy can traverse through the skin and underlying
tissue structures. We decompose the receiving ultrasound energy into haze signals h (multipath
reverberation) and tissue signals x.

3.3.2 SCORE-BASED DIFFUSION MODELS

In this work, we opt to learn the prior distributions of clean ultrasound RF data
and haze using score-based diffusion models!?3174, These deep generative models
aim to reverse a diffusion process, which corrupts clean data xo ~ p(x¢) = p(x) to
some predefined base distribution p; (x) = 7(x) through a sequence of Gaussian
perturbations indexed by time 7 € [0, 1]. The forward diffusion process can be
described using a stochastic differential equation (SDE) as follows:

dx, = f(7)x,d7 + g(7)dw, (3.3)

where w € R? is a standard Wiener process, f(7) : [0,1] — Rand g(7) : [0,1] = R
are the drift and diffusion coefficients that account for the deterministic and
stochastic parts of the diffusion process, respectively.

Naturally, we are interested in reversing this diffusion process, so that we can
sample from x( ~ p(xo). The reverse diffusion process is also a diffusion process
given by the reverse-time stochastic differential equation (SDE)3!:

dx, = [f(T)x; — g(7)? Vx, log p(x;) |d7 + g(7)dW, (3.4)
N————

score

where w is the standard Wiener process in the reverse direction. The gradient
of the log-likelihood of the data with respect to itself, a.k.a. the score function,
arises from the reverse-time SDE. The score function is a gradient field pointing
back to the data manifold and can intuitively be used to guide a random sample
from the base distribution 7(x) to the desired data distribution p(x,). The score
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Figure 3.3: Dehazing diffusion process, where the reverse diffusion trajectory is displayed from left
to right for both signal (top) and haze (bottom) in parallel. Each reverse diffusion step is carried out
by a denoising U-Net that models the score s(-) related to either signal or haze. During each step
of the posterior sampling process, data consistency is promoted through the measurement model
YRF = XRF + hgr.

function itself can be learned by a neural network sy(x,,7) parameterized by
weights 0. These weights can be optimized using score-matching techniques, such
as denoising score matching (DSM)?’. The objective of DSM is given by:

0" = arg min ;0.1 {E(x,xf)w(x)q(xfm l[so(xr,7) — Vx, log q(XTIX)Hg} }
(3.5)

where q(x,|x¢) ~ N is the perturbation kernel of the diffusion process which is
also Gaussian due to the properties of the SDE. Given a sufficiently large dataset

X = {xél),x(()Q), e ,xéle)} ~ p(xop) (3.6)

and enough model capacity, DSM enables approximating the true score sy (x,, 7) ~
V«. log p(x,). During inference, we can substitute our learned score in (3.4) and
discretize the reverse-time diffusion process into a sequence of time steps:

{0:7'0,7'1,...,7'7’:1}. (37)

Numerical samplers such as the Euler-Maruyama method3! can be used to solve
the discretized reverse-time SDE in an iterative fashion using the trained score
network. The update rule for this inference procedure is given by:

Xr—ar & X, + [f(T)%: — g (T)s0(x,)] A7 + g(7)/[AT]2, (3.8)

with z ~ A (0, I'). During the reverse-time diffusion process, the solution is itera-
tively moved towards the learned data manifold using a deterministic score-based
denoising term and corrupted again by a stochastic noise injection term. The
latter helps correct errors made in earlier sampling steps and prevents solutions
from solely converging to high-density regions?%74,
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V. logp(x;) y Vhr logp(h;)
RN /

Figure 3.4: Overview of the proposed joint posterior sampling method for dehazing ultrasound using
DMs. During the sampling process, the solutions for both signal and structured noise move towards
their respective data manifold M through the score functions. At the same time, the data consistency
term derived from the joint likelihood p(y|x -, h-) ensures solutions that are in line with the (structured)
noisy measurements.

3.3.3 ULTRASOUND DEHAZING

In this section, we proceed with technical details on how we use diffusion models
to perform posterior sampling for the dehazing task. We aim to condition the sam-
pling process on a given measurementy, i.e. the hazy acquisition. Additionally,
we provide practical advancements that were necessary to efficiently learn and
apply priors for ultrasound data.

JOINT POSTERIOR SAMPLING

Two prior distributions can be combined during posterior sampling by sampling
from them in parallel whilst conditioning on the measurement, which was shown
by Stevens et al.”. By incorporating an explicit noise prior, we are able to learn
and utilize complex noise distributions pg (h) to effectively eliminate any such
noise from the measurement y. In terms of diffusion modeling, this joint posterior
sampling process px|y (x, h|y) is achieved through the formulation of a joint con-
ditional diffusion process {x;, h-|y} ¢}, in turn producing a joint conditional
reverse-time SDE:

d(xr,hy) = [f(7)(xr,hr) = 9(7)*Vix, 0, log p(xr, he[y)|d7 + g(7)dwW,,  (3.9)

which is essentially an extension of (3.4), with the inclusion of the haze distri-
bution (joint) and conditioning on the observation (conditional). Instead of the
prior gradient that was derived in the unconditional sampling case, see (3.4), the
posterior gradient appears. We can apply the Bayesian factorization in (3.2) to
construct two separate diffusion processes, defined by separate score models
but entangled through our haze forward model py|x r(y|x, h), see (3.1). In ad-
dition to the original score model sy(x, 7), we introduce a second score model
s¢(hy, 7) >~ Vy_logpm (h;), parameterized by weights ¢, to model the haze. These
two score networks can be trained on clean ultrasound and haze datasets inde-
pendently, using the objective in (3.5). The gradients of the posterior with respect
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to x and h are now given by:
Vi, log p(x+, h|y)
Vx, b, logp(x;, h-ly) =
Vi, log p(x+, h:|y)
s5(x7,7) + Vi lo X, h,
_ i( ) gp(yl ) 7 (3.10)

s5(hr, 7) + Vi, logp(y[x,, hr)

Substituting the posterior in our reverse-time SDE formulation allows us to sam-
ple from the posterior and effectively obtain the dehazed output x as well as
an estimation of the haze h. It should be noted that the true noise-perturbed
likelihood p(y|x.,h,), which appears in (3.10), is generally intractable, unlike
p(y|xo, hg). Different approximations have been proposed3*7%77, In this work,
we opt for a solution used by Song et al®!, which essentially corrupts the ob-
servation y along the diffusion process {y-},( ; to obtain the projected value
¥+ ~ q(y-|yo) which results in an approximated version of the noise-perturbed
likelihood p(y|x,, h;) = p(¥-|x,,h;) = N(x; + h,, p?T), which we assume to be
Gaussian with diagonal variance p?. Although more sophisticated likelihood ap-
proximations for the joint diffusion method have been explored in”®, we find that
the aforementioned method is sufficient for the dehazing task in this study, while
also being computationally less expensive.

LEARNING ULTRASOUND PRIORS

The vast majority of applications that involve learning generative models are
trained in the image domain. Subsequently, the design choices that work well with
image data are well-established. However, when it comes to ultrasound data, it is
less obvious how to present the data. Learning priors on pre-envelope detected
ultrasound data requires careful design of the preprocessing stages and genera-
tive network. In practice, we found that the straightforward adoption of current
methods for image data did not translate well to the ultrasound domain. Most
notably, the high dynamic range of ultrasound data is an issue for training a prior.
Figure 3.6 shows a histogram comparison between raw RF and image ultrasound
data. Because the majority of the RF samples are concentrated around the center
pixel value, activation functions within the neural network are not operated in
their optimal range, which stagnates the training progress. This makes it imprac-
tical to learn generative models on raw ultrasound data. To that end, we borrow
a technique named companding, that originates from the telecommunication
and audio fields’®. Companding is an invertible operation that can compress and
expand the dynamic range of a signal. We here focus on the p-law companding
algorithm, consisting out of the compression, i.e. p-law encoding:

In(1 + p|xge|)

C(xpp) = si 1 <xgp <1 3.11
(xgrr) = sign(xrr) i+ <xpr <1, (3.11)
and its inverse, the u-law expansion being:
1 Il 1
C'_l(x) = sign(x)%, -1<x<1, (3.12)

I
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Figure 3.5: RF signals alongside
their companded versions. The
p value is tuned to more closely

resemble the distribution of the
image pixel values. —O——‘O—Ch:#

where ; = 255 is a parameter that determines the amount of compression applied,
see Fig 3.5, and x should be normalized first to the range [—1, 1]. Effectively, com-
panding will transform the signal to the logarithmic domain (positive and negative
parts piecewise using the sign function sign(-)), reducing its dynamic range. It has
the useful property of invertibility such that xgr = C~1(C(xgg)). An example of
the companded data is shown in Figure 3.6, which resembles the distribution of
image pixel values more closely compared to plain RF data. Most conditional or
guided diffusion methods focus on problems where the conditioning is applied in
the same domain or a linear transformation thereof as the learned prior. However,
in the case of ultrasound dehazing, as formulated in this work, the measurement
domain (RF) is different from the domain of the diffusion trajectory (companded
RF). We therefore expand the companded RF data during the data consistency
step to ensure it conforms with (3.1):

Vx, log p(y|x-,h;) = Vx, log p(¥-[x-, h;)
= AVy, [|[¥- — C(xgrp,r + hRF,‘r)Hg
= \Vy, |97 — C(C7(x,) +7C 7 (b)|2, (3.13)

where )\ encompasses the likelihood variance p? and can also be seen as a weight-
ing term for the importance of the measurement error with respect to the prior,
which is common practice in Bayesian inference. Furthermore, we introduce a
parameter v which effectively specifies the desired signal-to-haze ratio. Notice
how the ¢;-norm is applied in the companded domain, rather than the RF domain,
to align the gradients with the score steps. A similar approach is followed to arrive
at the likelihood term for the haze component Vy,_ log p(3-|x-, h;), alongside the
introduction of a second weighting term «. We use Tensorflow’s automatic differ-
entiation to automatically compute the gradients for the data consistency steps.
See Algorithm 1 for a more complete overview of the dehazing by joint posterior
sampling method.
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PATCH BASED INFERENCE
The prior distribution can be factorized into multiple patches for computational
efficiency (reducing memory footprint) and better generalization of the generative
network. Regarding the latter, a patch-based approach can mitigate overfitting to
specific anatomical structures and geometries in the train set. The patch-based
inference effectively reduces the receptive field of the network, which has been
shown to mitigate overfitting to the train set and improve generalization”.
Independently running inference on each patch separately seems a straight-
forward solution, but results in unnatural stitch artifacts - even when overlapping
patches and window-based averaging are applied. Diffusion models allow for
more sophisticated schemes to generate larger content®. A simple yet effective
solution is the mask-shift trick, introduced by®!, which solves this issue by enforc-
ing coherence between reconstructed patches. It interleaves the diffusion process
of neighboring patches, by replacing overlapping parts of the current patch with
the adjacent patches at each time step of the iterative algorithm. Inspired by this,
we apply a similar technique by factorizing the observation y into N x M patches
with some overlap between adjacent patches, see Figure 3.7:

y = [y(O,O)’...7y('rz,m)7...7y(N,M)]. (314)

We perform a single conditional diffusion step on all patches separately which

results in samples [xﬁo’o), L x M )]. Next, we replace all overlapping pixels of the

adjacent patch with the current patch as follows:

Xq(_n,mfl)ﬁ(n,m) _ Xﬂ(rn,m)ﬁ(n,mfl)v (3.15)
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where we use the intersection symbol AN B to denote the pixels from patch A that
overlap with pixels from patch B. In this case, (3.15) shows the patch replacement
for the patch to the left of the current patch (n, m — 1). Naturally, we also apply
the patch replacement to the other adjacent patches at indices (n — 1,m — 1)
and (n — 1,m). After T diffusion steps, we can reconstruct the dehazed image by
combining the overlapping patches as follows:

Xo = [X(o,o), o ,X(N’M)]. (3.16)

Because of the interleaving of the patches with the diffusion process, no window-
ing or averaging has to be applied to the overlapping parts, as they are already
consistent. Note that we can dehaze the individual patches in parallel and are
not reliant on autoregressive methods which would substantially slow down the
inference®?.

HAZE ESTIMATION

The proposed inference scheme considers the haze to be unknown, and it is not
necessary to compute any local noise statistics to do haze estimation at test time
as we will simply use the learned haze prior. Using generative modeling, the
full complexity of the haze distribution can be captured and applied, without
relying on basic assumptions or estimations during inference. However, learning
a prior on the haze signal requires a collection of (surrogate) haze signals H =

hél), h((f), ce h(()ml)} ~ p(ho) to learn the haze distribution in advance (train

time). The advantage is that we do not require ultrasound measurements with
matching haze signals. A collection of stand-alone haze signals will suffice, which
provides great flexibility in how the haze dataset can be acquired.

For instance, hazy signals can be independently acquired in an experimental
environment using a dedicated haze phantom, such as a stainless steel scouring
pad in an empty water tank®. The phantom induces high-order multiple scat-
tering, simulating the multipath reflections within the chest wall, which are the
major contributors to the haze signal.

Alternatively, haze signals can be estimated from a noisy measurement by ex-
tracting off-axis energy, mainly side lobes and clutter. Using two inverted apodiza-
tion schemes, the main lobes can be canceled by coherent subtraction of the two
separately beamformed images. Assuming haze scatters are detected from every
direction, in low SNR regions the off-axis energy is dominated by clutter and can be
used to estimate the haze. To further ensure minimal signal leakage into the haze
dataset, we leverage the fact we are training on patches and preprocess the dataset
by sampling patches that are more likely to contain haze using focus measures, as
was done in®2.

INITIALIZATION

As presented in®, come closer diffuse faster (CCDF) provides a superior initializa-
tion method compared to sampling from the base distribution x; ~ 7(x). CCDF
is an accelerated sampling scheme that starts the reverse diffusion at some time
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Figure 3.7: Patch-based inference
with N x M overlapping patches.

7. where 79 < 7, < 77, which simultaneously reduces the number of diffusion
steps necessary to 7,- - 7 and provides a better initial estimate derived from the
measurement through forward diffusion x, = a, y+ 3, z. We here extend CCDF
to work with the proposed joint posterior sampling scheme. Both clean ultrasound
signal x, , and haze h, , initial estimates are initialized using a forward diffusion
step towards 7, from the measurement y. This initialization allows us to reduce
the number of sampling steps, hence speeding up the inference procedure. 7 is
chosen in such a way that no noticeable loss in reconstruction quality is observed
in comparison with Gaussian initialization.

TRAINING AND INFERENCE DETAILS

For both the tissue and haze score models, we use the noise conditional score
network (NCSN) architecture as introduced in®. Both score models are trained on
patch datasets of size 128 x 64 denoting axial and lateral dimensions, respectively
for 100 epochs, with batch size of 8 images and learning rate of le—4. During
training, augmentation is applied through a random left-right flip with equal
probabilities and a random brightness offset uniformly sampled between the
values £0.1 given an image range of x € [0, 1]. The dataset is normalized to this
range based on its extreme values. In the rare event the augmentation exceeds
the set normalized range, values are clipped. During inference, the two trained
networks are combined through the proposed sampling procedure as described
in Algorithm 1. We use the following SDE: f(7) = 0, g(7) = o7 with o = 25 to
define the diffusion trajectory, resultingin o, = 1 and 3, = 5 101ga (0% —1). During
each experiment, we run the sampler for 7' = 200 steps, starting at 7 = 0.8, which
proved to be sufficiently long for producing adequate samples. Empirically, we
found that weighting values close to A ~ 0.5 and « =~ 0.5 work well. We use a 10%
overlap between adjacent patches to interleave the diffusion process as described
in Section 3.3.3. To emphasize a fair comparison, we perform hyperparameter
tuning for all experiments and (baseline) methods only on a small subset of 5
images. All experiments and training of the models were done on a single 12GBytes
NVIDIA GeForce RTX 3080 Ti. The implementation was carried out using Python
3.10 and TensorFlow 2.10.
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Algorithm 1 Dehazing by joint posterior diffusion sampling

Require: T, sg, 5S¢, A\, K, Y, Ty Y
1: AT« =, initialize z ~ N'(0, I)
2y < C(yre)
3 [y©0, . ym) Ly (NM)] oy
4:

X, < QY+ Br,2; hy, <%,
5: for 7 = 7, to 0 step A7 do

6: forn=0,m=0to N, M do

$r — C(C 1 (x,) +7C (b))

7 logp(¥+ | X7, hr)

Xr & X+ )\vx.,- Ing(yT ‘ Xr, hT)

9: h, < h; + kVy, logp(y: | x,,h;)

10: Xr_Ar X — f(T)x, AT

11: Xr—Ar — Xr—nar + g(7)2s5 (%7, T) AT

12: z ~ N(0,I)

13: Xr—Ar & Xr—ar + g(T VATZ

14: h, ar < h, — f(r)h. AT

15: h‘rfA‘r — hT*AT + g(T)QS;)(hT, T)AT

16: z ~ N(0,I)

17: h,_Ar<h;_Ar+ g(T)\/EZ

18: for Ain {(n,m-1),(n—1,m), (n—1,m—1)} do

XA N (n,m) “ X(n,m) nA

19: o -
20: hf N (n,m) “ hs_n,m) nA
21: xo + [x(©0) . x(N:M)]

22: XRF < Cil(Xo)
23: return xgg
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EXPERIMENTS

To test the proposed method, we conducted two different experiments. In the first
experiment, we set up a controlled environment with heart and haze phantoms
(in vitro). In the second experiment, we use hazy in vivo cardiac ultrasound data.
All experimental data is recorded using an X5-1C matrix phased array transducer
connected to a Philips EPIQ scanner (Philips Research, North America). The
transducer has a frequency range of 1 MHz to 5 MHz and all acquisitions are made
using harmonic imaging.

Even though the proposed dehazing method operates in the RF domain, all met-
rics (see sections 3.4.1, 3.4.2) are computed after log-compression and envelope-
detection (B-mode), since the images are eventually displayed in that format.
Lastly, all images are brightness matched by matching the average intensity of
the top 10% pixel values and plotted in the same dynamic range of 60 dB for a fair
visual comparison.

3.4.1 IN-VITRO

To thoroughly examine the method’s behavior, we conducted a controlled test us-
ing a heart phantom and a dedicated haze phantom (as described in Section 3.3.3).
This allowed us to collect two distinct sets of beamsummed RF data. These datasets
were utilized to train the two diffusion models, sy and s4, respectively. We acquired
atotal of 2 x 150 frames for the training dataset and 2 x 38 frames for validation, of
both the heart and haze phantoms separately. During inference, we artificially add
the haze signal to the heart phantom ultrasound data with varying haze levels to
imitate the haze process and set the desired haze-to-signal ratio. This enables us
to compare the dehazed output to the ground truth, ensuring that the extracted
haze aligns with the desired haze distribution.

3.4.2 IN-VIVO

In a second experiment, we train and deploy our method on an in vivo cardiac
ultrasound dataset. In total, we acquired ultrasound data from five different
human volunteers and used four different commonly used views to record the
echocardiograms. Namely the apical three- and four-chamber view (AP3/AP4),
parasternal long axis (PLAX), and short axis (PSAX) views. Combined, the dataset
comprises a total of 2640 frames collected from 6 volunteers. All 44 acquisitions
consist of 60-frame sequences, each covering approximately a complete cardiac
cycle. We divided this dataset into three main subsets: 1) a training set, earlier
denoted as X, consisting of 1500 clean frames from three volunteers which are used
for training the tissue model, 2) a validation set comprising of 1020 frames from
two other volunteers for validation of the proposed method, 3) another training
set with the remaining 120 frames of the last volunteer. The latter two datasets are
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considered hazy and were acquired from technically difficult-to-image subjects. To
generate the specialized haze-only training dataset H for training the haze model,
we use the acquisitions from the third dataset combined with the relatively hazy
parts of the first training dataset for augmentation. Subsequently, the generation
of the haze-only images involves the apodization method outlined in Section 3.3.3.
This method extracts off-axis clutter by cancelation of the main lobes, effectively
eliminating tissue signal and concentrating solely on haze characteristics. Lastly,
as part of our methodology, we deliberately reserved 5 images from each of the
tissue (1) and haze (3) training datasets. These images are exclusively used for
fine-tuning both training and inference hyperparameters.

3.4.3 METRICS

As a quantitative measure, we compute the peak signal-to-noise ratio (PSNR)
between the dehazed output and ground truth images. The peak signal-to-noise
ratio (PSNR) is a pixel-wise difference metric that normalizes the MSE between
two images by the image range to account for different intensity ranges across
examples. Unlike the in vitro experiment, there is no ground truth available for
the in vivo data. Therefore, we compute the generalized contrast-to-noise ratio
(gCNR)®, which is an unsupervised image quality metric, commonly used in
ultrasound, given by:

gCNR(I) =1- / min {pa(z),pp(x)}dz, (3.17)

where p4 and pp are the probability density functions for each of the region of
interests (ROIs). We compute a histogram for each region of interest (ROI) to
estimate its distribution and choose the heart chamber (ventricle) near the apex
(typically the most challenging and most hazy region) as region A and part of the
ventricular septum (wall) as region B. Most notably, the gCNR is not biased by
dynamic range stretching and can thus provide a fair comparison independent of
specific brightness settings.

To ensure accurate results, we manually draw two masks as ROIs for seven
equidistant frames in each of the 60-frame sequences in the dataset, using a lasso
selection tool. For the remaining frames, the masks are determined by linearly
interpolating the vertices of a polygon, which are fitted to each mask using the
Douglas-Peucker algorithm. This approach provides us with larger and more
precise regions that move in synchronization with the cardiac cycle, as opposed to
relying on a single set of ROIs per sequence. On average, the areas for regions A
and B are 14 cm? and 8 cm?, respectively. We remove outliers by eliminating the
scores below the 10th percentile obtained from the measurement frames, as these
frames are assumed to have inaccurate ROIs. Since we remove outliers based on
scores from the raw harmonic data, this should not favor any of the proposed or
baseline methods.

Additionally, we utilize the Kolmogorov-Smirnov (KS) test to assess the ability
of dehazing methods to retain speckle statistics in the myocardium regions. Fur-
thermore, we investigate how the dehazing methods affect the ventricle region,
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Figure 3.9: Varying amount of dehazing using tunable haze amplitude parameter ~. A lateral cross-
section is shown for a more detailed comparison. The exact slice is indicated by the white dashed line.

which is expected to predominantly contain haze and no tissue signal. The KS
statistic is defined as the greatest distance between the empirical distributions of
two samples and serves as a measure of statistical similarity.

Lastly, since the KS test only considers pixel statistics independently, we more
closely investigate speckle characteristics, by estimating the speckle size. This
provides us with a measure of the lateral resolution and insight into the spatial
preservation of statistics. The speckle size is evaluated through measurement
of the Full-Width at Half-Maxima (FWHM) of the lateral main lobe of the two-
dimensional autocorrelation taken from the myocardium region in the polar do-
main. The same ROIs as for the gCNR computation are used for both the KS test
and the FWHM estimation.

3.4.4 BASELINES

As abaseline method, we use the block-matching and 3D filtering (BM3D) algorithm®’.

BM3D has been a popular noise suppression algorithm and has recently been
adopted for ultrasound®®. BM3D outperforms transform-based denoisers, which
often fail to preserve details that are not represented in the 2D transform domain.
Furthermore, BM3D is general concerning the type of noise. We adapted and fine-
tuned BM3D for the cardiac dehazing problem to create a competitive baseline. To
that end, we deploy BM3D in the RF domain, as the image domain results mainly
introduce blurring of the images without any dehazing effect.

Additionally, we compare the proposed technique with a deep learning method.
Specifically, we use a supervised deep learning approach, training the model end-
to-end to tackle the dehazing task on a paired dataset. Although not readily avail-
able in the literature for dehazing, the U-Net has been the go-to neural architecture
in medical image restoration. For a fair comparison, we use the same backbone
network, NCSN, used in our diffusion approach, which is also a U-Net type net-
work. We train the supervised network on the RF phantom dataset, as we only
have pairs for this dataset. This is the inherently limiting part of the supervised
approach.
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3.4.5 DOWNSTREAM DELINEATION TASK

In the context of ultrasound imaging for cardiac assessment, downstream tasks
can serve as valuable metrics to quantify the effectiveness of dehazing algorithms
presented in this paper. Besides automated tasks, manual labeling of cardiac
images can be performed easier and quicker given improved image quality. One
common cardiac measurement involves the delineation of the ventricle, which
is used for the calculation of parameters like ejection fraction (EF)¥". EF is a key
indicator of heart function and is used to assess the heart’s ability to pump blood
efficiently. Accurate assessment of the volume of the cardiac chamber is critical
for proper diagnoses. In this experiment, we use a pretrained EchoNet® for delin-
eation of the left ventricle and compare masks produced using the unprocessed
harmonic imaging data as input with masks produced using diffusion-processed
images. For this experiment, we filter our dataset on apical views only as EchoNet
was trained on these. Furthermore, we slightly changed the masks used in the
other experiments to better match the masks produced by EchoNet, which often
included the valves (which we want to exclude for proper gCNR estimation).

RESULTS

3.5.1 IN-VITRO

Figure 3.8 shows dehazing results on the phantom data. The RF-based diffusion de-
hazing method can reconstruct realistic dehazed images with improved contrast as
well as provide plausible haze estimations. Both baseline methods (BM3D, NCSN)
can remove most of the haze but at the cost of dropping signal from low-level
tissue (typically endocardium). This is often not acceptable in clinical practice as it
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hinders proper contouring of the left ventricle, in turn prohibiting accurate volume
analysis or tracking for strain estimation. Lastly, we compare the proposed method
against the baseline at various haze levels in Figure 3.10 and see an improved PSNR
score across all haze levels.

3.5.2IN-VIVO

The quantitative results on the dehazing of the in vivo are summarized in Fig-
ure 3.11 and 3.12, respectively. Figure 3.11 shows gCNR scores for both of the
difficult-to-image subjects in the validation set, while Figure 3.12 shows results for
each of the four different acoustic windows. The spread in scores for each method
can be mainly attributed to the variety of haze severity across sequences. Nonethe-
less, a clear pattern in the gCNR scores is detected. Compared to straightforward
harmonic imaging, the BM3D method results in comparable and sometimes lower
gCNR scores. This can be attributed to the excessive removal of signal by BM3D,
which was also seen in the in vitro experiment. In contrast, the proposed diffusion
method yields improved gCNR scores. Unlike the relatively good performance of
the NCSN supervised method on the phantom data, it fails to effectively remove
the haze on the in vivo data, as expected for out-of-distribution data. Figure 3.13
shows the KS test results on the in vivo dataset. Most notably, it can be seen that
the proposed method retains speckle statistics in the myocardium region while
altering the contents of the ventricle (read dehazing). Concerning the lateral reso-
lution of the dehazing methods, the diffusion method strikes a balance between
improving contrast, without sacrificing spatial resolution, see Figure 3.14. In com-
parison, the BM3D method compromises significantly on resolution, which is a
common problem in denoising algorithms due to their smoothening nature.

A qualitative comparison is made in Figure 3.15, where a representative set
(bottom and top 10th percentile and mean gCNR scores) of the dehazed B-mode
images is shown. A wider range of examples, including full cine-loops can be
found on the online repository. From Figure 3.15 we observe that our diffusion
method is more effective in removing haze compared to the supervised method.
More importantly, apart from improved contrast, the proposed diffusion method
retains and in some cases even reveals low-level tissue. Even though the in vivo
data is out-of-distribution for the NCSN model, the network can produce decent
reconstructions due to the patch-based approach, showcasing the robustness of
patch-based inference. Additionally, we show the posterior haze samples from the
diffusion dehazing method, which resemble the haze samples used for training.
We moreover observe that we can efficiently fine-tune the amount of dehazing by
controlling the haze amplitude parameter ~ in the data-consistency step of our
diffusion model. Note that this tunability is an inherent feature of the proposed
reverse diffusion scheme with explicit data-consistency steps, and e.g. requires no
gamma-specific training, in contrast to supervised methods, e.g. NCSN. Figure 3.9
shows a comparison for varying y-settings. The ability to fine-tune the algorithm’s
aggressiveness is highly beneficial, as optimal image quality is often subject to the
personal preference of the user, which can significantly vary in clinical practice.
Furthermore, sweeping the dehazing intensity allows the user to assess the quality
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of the output and set the optimal trade-off point with reduced haze and minimal
signal loss, with the latter being crucial for diagnostic confidence. Automatic
preference-based tuning of this parameter is an avenue for future work. Lastly, we
assess the performance of the proposed diffusion method using a downstream
delineation task as outlined in Section 3.4.5 and observe that the diffusion-based
processing aids EchoNet in producing more accurate delineations (Dice=0.891)
compared to the hazy original image (Dice=0.880), as seen in Figure 3.16. The Dice
coefficients are averaged over the entire test set and computed with respect to the
ground truth masks.
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Figure 3.13: Kolmogorov-Smirnov statistic for testing statistical similarity of the speckle in the my-
ocardium and ventricle regions, pre- and post-dehazing. From left to right, we compare each of the
two different regions of dehazing methods with the original data. The diffusion method retains the
speckle statistics in the myocardium region, while clearly altering the contents from the ventricle. In
contrast, the NCSN method is not able to suppress haze in the ventricle area, leading to more similar
statistics with respect to the input. As a reference, we also compare KS statistics between the dehazed
ventricle and myocardium regions {middle column), which naturally are statistically different.
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Figure 3.14: Depiction of the FWHM of the myocardium speckle against the gCNR scores, depicting
the inherent trade-off between contrast and lateral resolution. Each ellipse represents the average and
standard deviation of each metric for that particular model. Our analysis reveals that the diffusion
method both obtains high contrast and preserves lateral resolution, while the BM3D method compro-
mises significantly on resolution.
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Figure 3.16: Downstream segmentation task with EchoNet on both hazy input from straightforward
harmonic imaging, versus the diffusion-processed images. From the estimated masks, it can be seen
that the hazy input data causes EchoNet to underestimate the ventricle area (yellow) with respect to
the diffusion result (blue), which delineation is more in line with the ground truth (red).



DiscussioN

Xl DISCUSSION

In this study, we developed a dehazing method for cardiac ultrasound imaging
using a new joint posterior reverse diffusion scheme. Additionally, we propose
various techniques that allow the learning and deployment of ultrasound priors
in the RF domain. We show the benefits of RF-based dehazing over dehazing in
the image domain. The proposed method outperforms a competitive baseline
(BM3D on RF data) across in vitro and in vivo experiments, both quantitatively and
qualitatively. We also observe that RF-domain diffusion dehazing outperforms the
baselines, by preserving weakly reflected tissue signals, improving contrast, and
retaining lateral resolution. Moreover, our patch-based inference scheme enables
artifact-free processing of an arbitrary amount of ultrasound data and possibly
can be extended to 3D ultrasound. Even though the proposed method shows
robustness in the phantom to in vivo experiments, it would be valuable to assess
the method’s performance across different ultrasound scanners, settings, and a
more diverse patient cohort, providing a broader understanding of its adaptability
and generalizability.

The proposed technique effectively separates tissue and haze based on indi-
vidual frames. In the future, we plan to extend this by utilizing the slow-time axis.
Knowledge of past frames can potentially enhance the dehazing performance, as
haze characteristics can be distinguished from tissue characteristics over time.
Moreover, incorporating previous solutions has the potential to expedite the infer-
ence process, as subsequent frames are highly correlated and the current solution
can be used as initialization of the next frame. However, this aspect requires further
research.

Although not the focus of this work, the diffusion dehazing method is currently
not ready for real-time, low-latency, deployment. The iterative nature of the
sampling process combined with the necessity of two independent score-based
networks results in a high number of neural function evaluations equivalent to
2 x T x 7. Therefore, the method is currently intended for offline processing
only. However, the fast pace of advancements in diffusion models provides a
promising outlook on substantial speed-up of the reverse diffusion process®.
Given the flexibility of the proposed method, improved sampling schemes are
easily adopted, potentially enabling real-time implementation in the future.

Another promising avenue for future exploration involves the substitution of
the standard Gaussian corruption process with arbitrary degradation, as proposed
by Bansal er al.?’. Despite the lack of a firmly established theoretical framework
of their method for incorporating arbitrary noise, we find merit in exploring this
approach, especially within the context of our work on dehazing. Specifically,
the idea of utilizing inherent haze as destructive noise in the reverse diffusion
process is a compelling strategy. However, more research into the principles
and effectiveness of this alternative approach is needed to better understand its
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potential for ultrasound and medical imaging as a whole.

More broadly, learning priors using deep generative models in the RF domain as
proposed in this work could find practical use in various ultrasound applications,
including aberration correction and adaptive beamforming. By incorporating deep
priors at the beginning of the signal chain, these procedures can take advantage of
the richer nature of RF signals compared to envelope-detected image data.

Lastly, we can exploit the data consistency weighting terms for more fine-
grained (or even adaptive) control of the amount of dehazing. For instance, initial
haze level estimations can be used to construct depth-varying data consistency
weighting. Unlike discriminative or supervised methods, this provides an easy way
to tune the method to taste as it requires no retraining of the networks. We leave
the exploration of the discussed improvements for the proposed method for future
work.

CONCLUSIONS

To this day, many ultrasound cardiac exams are rendered unusable due to se-
vere degradation in image quality often caused by haze. We show that existing
techniques, such as harmonic imaging, are incapable of delivering high-quality B-
mode imaging on difficult-to-image patients. In this work, we propose an effective
dehazing framework using diffusion models that fully exploits our knowledge of
the haze distribution. We present ways to efficiently learn ultrasound priors in the
RF domain using deep generative modeling. Even though this work specifically
focuses on the dehazing problem, the proposed posterior sampling method can
be applied to a wider range of inverse problems in ultrasound. Ultimately, our
method is able to achieve improved contrast on the in vivo cardiac data whilst
preserving speckle statistics and lateral resolution. Future work should investi-
gate ways of improving the computational efficiency of the method for real-time
deployment.
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INTRODUCTION

ENOISING, the recovery of a clean signal from a corrupted observation, is a

foundational problem in signal processing®?, encompassing a diverse range of
applications from natural image and video enhancement to sensory applications
such as medical imaging and radar®. Typically, the objective is to disentangle
informative structure from nuisance variability, thereby improving interpretability
and downstream analysis of observed data. In sequential data, such as videos, the
corruption is often structured rather than random, with background artifacts and
stationary patterns that can obscure the dynamic content of interest.

Robust PCA (RPCA) provides a principled approach for separating foreground
dynamics from structured background by decomposing sequential data into a
low-rank background and a sparse component, representing the signal of interest.
This idea has been widely applied in various domains, including speech%, saliency
detection, face recognition, and medical imaging®. While sparsity can be imposed
in alternative transform domains (e.g., wavelet or frequency), such choices remain
handcrafted and often insufficient to capture the rich variability of real signals.

Meanwhile, deep generative models (DGMs) are well-suited to capturing com-
plex statistical dependencies, such as those present in videos. diffusion models
(DMs)!931 in particular, have opened new directions in image restoration. DMs
learn to sample from complex data distributions through iterative denoising, and
have achieved state-of-the-art performance across inverse problems such as de-
noising, deblurring, and dehazing®’. Acting as expressive learned priors, DMs can
capture rich statistical structure beyond simple pixel-wise sparsity priors.

Building on this idea, we propose a hybrid denoising framework that combines
the temporal modeling of robust PCA (RPCA) with the expressive modeling of
diffusion priors. In the proposed method, the conventional sparsity assumption
on the foreground component is replaced with a learned diffusion prior, while
maintaining a nuclear norm penalty to encourage low-rank temporal structure
of the background. This is realized through diffusion posterior sampling (DPS)34,
which alternates between reverse diffusion and measurement-guided updates,
ultimately allowing more accurate recovery of the dynamic foreground.

While our formulation is general-purpose, we evaluate our method on the
real-world problem of cardiac ultrasound video dehazing, where structured noise
(haze) degrades image quality and hampers diagnostic clarity®. RPCA has been
a popular tool in ultrasound imaging, for example in clutter suppression® and
elastography denoising®®, and has been extended through deep unfolding for high-
dimensional settings®. Despite these advances, the sparsity assumption is often
too restrictive in practice.




BACKGROUND

In this paper, we make the following contributions:

* A novel framework integrating DPS with a low-rank temporal model, general-
izing RPCA via data-driven deep generative priors.

* An evaluation of the method on cardiac ultrasound dehazing, achieving
enhanced image contrast while better preserving anatomical structures com-
pared to standard RPCA.

BACKGROUND

4.2.1 ROBUST PCA FOR BACKGROUND SUPPRESSION

Robust PCA (RPCA) decomposes observations Y € R™*? (e.g., pixel intensities of
p frames, each of size n) into:

Y = L+ X, 4.1)

where L is low-rank (coherent background, e.g., static haze) and X is sparse (fore-
ground dynamics, e.g. tissue signal). Exact rank minimization is intractable, so
RPCA solves the convex surrogate known as principal component pursuit (PCP). A
common approach is to relax the hard equality constraint and form the Lagrangian:

. ﬁ T 2
min Ll + MX ]y + 5 1Y = L — X, (4.2)

where ||-|| » denotes the Frobenius norm, and || - ||, denotes the nuclear norm,
which serves as a convex surrogate for the rank of L. In many imaging scenarios,
the assumed signal model of (4.1) is overly simplistic. The signal component X
often exhibits complex, structured patterns that are not truly sparse. As a result,
standard RPCA tends to over-penalize these patterns, effectively attenuating or re-
moving portions of the true signal. This limitation motivates replacing the generic
¢y sparsity prior with a learned diffusion prior that better models the complex
distribution of images, while retaining low-rank temporal modeling through a
nuclear norm constraint.

4.2.2 DIFFUSION POSTERIOR SAMPLING

Diffusion models learn the distribution p(x) of a random variable x through a
forward corruption process that gradually adds Gaussian noise:

X, = arxg +or€, €~N(0,]I), (4.3)

where xg = x ~ p(x), 7 € [0,7], and o, o, are predefined noise schedules. The
generative process is then defined as reversing this corruption, which is equivalent
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Figure 4.1: Sequence of hazy cardiac ultrasound images Y, with annotated regions of interest 2 used
for evaluation.

to iterative denoising of x, starting from x7 ~ A/(0, I). Tweedie’s formula relates
the minimum mean-square error estimate to the score of the distribution:

Xo|r = Elxo|x,] = ozi (XT + 02V, logp(XT)) , (4.4)
where x|, is a one-step denoised estimate, and the score V_log p(x,) is parame-
terized by a neural network ¢y, often predicting the noise, which relates to the score
via €g(x,,7) &~ —0,;Vx, logp(x;). To sample from the prior distribution p(x), at
each step 7, xg is estimated using (4.4) and mapped back to x_; via forward diffu-
sion in (4.3), ensuring a smooth sampling trajectory. The score network is trained
using the denoising score matching objective?’. Unconditional score-based diffu-
sion models can be adapted for conditional sampling given noisy measurements,
i.e., generating x ~ p(x | y), by computing the score of the Bayesian posterior.
Exact posterior sampling with diffusion models is generally intractable, but several
approximate methods exist®”. Here, we adopt diffusion posterior sampling (DPS)34,
which interleaves prior updates (denoising) with guidance steps (gradient steps
toward the measurements). The prior update follows the same procedure as in
unconditional sampling, while the guidance step, with forward modely = f(x)+n
and n ~ N(0,021) is given by:

Vi, logp(y | x;) = V. logp(y | %) (4.5)
1 2
= _ﬁvxr ||y - f(XO|7')H2 ! (46)

We note that while p(y | x¢) is often known exactly, the noise-perturbed likelihood
p(y | x-) generally does not admit a closed form, motivating the approximation
in (4.5).



METHODS

Table 4.1: Comparison of RPCA and Nuclear Diffusion.

RPCA Nuclear Diffusion
p(Y | LX) WN(Y;L+ X,0%T) N(Y; L+ X,0%I)
p(L) o exp(—||L||+) oc exp(—||L||+)
p(X) oc exp(—A[| X|[1) po(X)

Inference argmax p(L, X |Y) X,L~py(X,L|Y)
L

)

PR METHODS

We adopt a Bayesian perspective to generalize the RPCA framework and extend
it with a learned diffusion prior. Given observations Y € R”*? and independent
latent variables L and X we construct the following joint distribution:

(Y.L, X) = p(Y | LX) p(L) p(X). (4.7)

To arrive at the RPCA objective in (4.2), one can use a Gaussian forward model for
the likelihood term:

p(Y | L, X)=N(Y;L+ X,y 'T). (4.8)
Similarly, the low-rank component L follows a nuclear norm prior:

p(L) o< exp(—7[lL]l+), (4.9)

which can be interpreted as a low-rank inducing prior, while the signal component
X is modeled with a Laplace prior to enforce sparsity:

P(X) o< exp(=A[|X[1). (4.10)

Taking the negative logarithm of (4.7) and selecting the point estimate that maxi-
mizes the posterior (i.e., the MAP solution) recovers the classical RPCA objective
in Lagrangian form, as shown in (4.2).

4.3.1 NUCLEAR DIFFUSION

Building on this probabilistic formulation, we propose a hybrid framework that
replaces the ¢, sparsity prior on X with a learned diffusion prior py(X) and per-
forms posterior sampling instead of a MAP estimate, i.e., X, L ~ pp(X,L | Y).
This allows X to capture complex, structured patterns beyond simple sparsity,
while retaining the low-rank nuclear norm prior on L for temporal coherence.
In practice, we implement this by interleaving a reverse diffusion process, as de-
scribed in Section 4.2.2, with gradient-based guidance from the likelihood in (4.8)
and the low-rank prior.

79




80

NUCLEAR DIFFUSION MODELS FOR LOW-RANK BACKGROUND SUPPRESSION

Algorithm 2 Nuclear Diffusion Posterior Sampling

Require: observations Y, low-rank weighting v, guidance weighting y, diffusion
model ¢y, diffusion steps 7, noise schedule o, o,
1: Initialize X7 ~ N(0,0%1), L < 0
2: forT =7 to0do

3: €t ep(xt,T), Vt=1,...,p
4 E, < [e}, ..., €]

5: X0|‘r < ozli,-(XT — O’TET)
I o

7: X0|T — X0|T - Vxé&;

8 X;o1 ¢ o Xg +0q€

9: R+« v|L|«

10: L+ L-V5L(& +R:)
11: return X, L

The diffusion prior py(X) is applied in the spatial domain to individual frames,
while temporal dependencies are enforced solely through the low-rank prior on
L. This separation enables the use of pretrained 2D diffusion models, simplifying
implementation and avoiding the need for specialized video diffusion networks.
Concretely, the signal component X can be written as:

X =[x! x* ... x| eRVP, (4.11)

where each column x* € R” represents the vectorized image at time ¢. The learned
prior is parameterized by a denoising diffusion model ¢y(x%, 7), which indepen-
dently operates on a single noisy frame x! at diffusion step 7:

xt s e(xt, ), Vte{l,...,p} (4.12)
Applying the per-frame denoiser independently across all frames induces a joint

prior over the entire sequence, formalized in terms of scores for diffusion sampling®!:

1
Vxlogpe(X)=—— [ee(xi,T), cee ee(xf,T)]. (4.13)

T

The inference framework is detailed in Algorithm 2 and a comparison of the
distributions is given in Table 4.1.
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m RESULTS

We evaluate the proposed method on the task of cardiac ultrasound dehazing,
focusing on both haze removal and tissue structure preservation. Given that a
ground truth is not available, performance is assessed using two unsupervised
metrics: generalized contrast-to-noise ratio (CNR)®, which we use to measure
contrast between ventricle Qy and septum ()¢ regions:

gCNR=1 - / min (po, (), po(z))dz. (4.14)

Additionally, we use the Kolmogorov-Smirnov (KS) statistic to quantify agreement
between the original Y and denoised X tissue distributions in the septum region
Qs.

KS = sup ‘ng(w)(z) — FQS(y)(Z)‘, (4.15)

where F(-) is the empirical CDF of the respective ROIs. See Figure 4.1 for an exam-
ple sequence with annotated regions. The dataset contains videos of 60 x 256 x 256,
with in total 4,376 clean frames from 75 easy-to-image subjects and 2,324 noisy
frames from 40 difficult-to-image subjects®’. Figure 4.2 presents a qualitative com-
parison. Both Nuclear Diffusion and RPCA reduce haze, but RPCA over-attenuates
tissue, resulting in sparse or discontinuous structures, while Nuclear Diffusion ad-
heres better to the prior trained on the clean dataset. Quantitative results support
these observations, as shown in Figure 4.4 and Figure 4.3. Results are generated
with 500 diffusion steps, accelerated using SeqDiff*® (7" = 5000), with Y'* as initial-
ization. Furthermore, we use v = 1, 4 = 2, and p = 7. The method is implemented
using the zea library with JAX backend.

CONCLUSIONS

In this paper, we introduced a hybrid framework that generalizes RPCA by inte-
grating low-rank temporal modeling with learned generative diffusion priors. By
replacing the standard ¢, sparsity prior with a score-based generative model and
performing diffusion posterior sampling with a nuclear norm penalty, our ap-
proach captures complex signal components while explicitly separating dynamic
foreground from low-rank background. We demonstrated the effectiveness of
this method on cardiac ultrasound video dehazing, showing that it can suppress
haze artifacts and improve image contrast while preserving delicate tissue. These
results highlight the potential of combining classical low-rank priors with modern
generative models for video restoration.
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Figure 4.3: Kolmogorov-Smirnov (KS)
statistic for various amount of motion
levels measured via PSNR(y?,y*~1),
with Nuclear Diffusion outperforming
RPCA across the entire range.

Figure 4.4: Quantitative comparison of
Nuclear Diffusion and RPCA using gen-
eralized contrast-to-noise ratio (§CNR)
and KS metrics. Nuclear Diffusion
achieves higher contrast between Qg
and Qy while preserving the tissue
intensity distribution in Qg, whereas
RPCA tends to attenuate tissue and dis-
tort signal statistics.
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INTRODUCTION

HREE-DIMENSIONAL (3D) ultrasound imaging, also known as volumetric ul-

trasound imaging, is achieved through the use of a 2D matrix probe which
enables focusing of ultrasound beams in both azimuth and elevation dimensions
through electronic steering!®. It overcomes several challenges associated with
traditional 2D ultrasound imaging, such as the inability to capture out-of-plane
motion and the lack of spatial orientation. These limitations make 2D imag-
ing highly operator-dependent, requiring multiple scans to mentally reconstruct
anatomy, which is time-consuming, variable across users, and difficult to repro-
duce. As a result, diagnostic accuracy and interventional guidance can suffer from
inconsistency!%1192,

The transition to 3D ultrasound imaging addresses these limitations by offering
volumetric data, enabling applications such as 3D echocardiography!%104105 and
3D breast imaging!%. It also provides improved guidance during image-guided
therapy and biopsies!?” and supports greater automation of critical diagnostic
measurements, including ejection fraction!®® and strain assessment!%%119,

However, 3D imaging introduces new challenges, such as increased data acqui-
sition times and higher computational demands!!!. These factors constrain the
design of probes and transmit sequences, limiting the accessibility of high-quality
3D imaging in real-time clinical settings. Additionally, the reduced image quality
compared to 2D imaging often discourages clinicians from utilizing 3D imaging,
as the degradation in resolution and clarity frequently outweighs its potential
benefits in practical scenarios.

In addressing the trade-offs inherent to 3D ultrasound, it is beneficial to differ-
entiate between two key phases of the imaging process: acquisition and reconstruc-
tion'3. Acquisition refers to the process of transmitting and receiving ultrasound
waves, which can be optimized to minimize data acquisition times while maintain-
ing sufficient information for effective image reconstruction. The increased field
of view in 3D imaging, while enabling more comprehensive anatomical coverage,
leads to acquisition times that are prohibitively long under standard transmit
schemes. Combined with the large number of elements in 2D matrix arrays,
which significantly increases data rates, this has necessitated the development of
bandwidth-efficient solutions!!!.

Microbeamforming reduces data transmission by performing partial beam-
forming within the probe itself, grouping elements into sub-apertures, at the cost
of reduced lateral resolution!!?. Slow-time multiplexing limits the number of active
elements per transmission, reducing bandwidth but lowering frame rates!!3. Other
techniques like compressed sensing (CS) aim to reduce the number of samples
needed by exploiting the inherent sparsity of ultrasound signals. In 2D ultrasound,
Wagner et al.''* applied compressed sensing (CS) to radio-frequency (RF) signals
using Xampling, simplifying acquisition through structured signal representations.




INTRODUCTION

This was extended to 3D ultrasound by Burshtein er al.!'®, who demonstrated the
approach for volumetric imaging. Learned approaches for designing sparse sens-
ing matrices in ultrasound imaging have shown promising results. Lorintiu et al.!'®
employed learned overcomplete dictionaries for scanline selection in volumetric
ultrasound, while Huijben et al.!'” proposed a deep learning-based probabilis-
tic subsampling scheme that generates context-specific sensing matrices for 2D
ultrasound.

Reconstruction, on the other hand, involves the process of generating a 3D
image or volume from the acquired data. Traditional reconstruction techniques,
such as pixel or voxel nearest-neighbor (PNN or VNN) interpolation, simply fill in
missing information by relying on nearby sampled points!'®!!!, Function-based
interpolation methods are an improved, albeit usually more computationally
demanding, alternative, where a particular function, for example, a polynomial, is
fitted through the acquired voxels.

Recently, deep learning has emerged as a powerful tool for ultrasound image
reconstruction®. Specifically, deep generative models (DGMs) have proven to
be the missing link in learning expressive image priors'®9!. Unlike conventional
supervised approaches that learn a direct mapping from measurements to images,
generative models learn the underlying data distribution in a self-supervised
manner. This enables reconstruction to be framed as Bayesian inference, where the
likelihood captures the forward measurement process and the generative model
acts as a learned prior. Posterior sampling then allows for the recovery of plausible
and diverse image reconstructions from sparse or noisy inputs. Consequently,
DGMs are task-agnostic and naturally support uncertainty estimation within a
probabilistic framework, improving robustness to out-of-distribution (OoD) data.

A specific subset of DGMs, generative adversarial networks (GANs), has been
successfully applied in 3D ultrasound imaging to upscale sparsely acquired 2D
images to reconstruct a full volume!!'*!20, Also, variational autoencoders (VAEs)
have been used to synthesize 3D ultrasound data with the purpose of augmenting
existing datasets!?!. Beyond ultrasound, DGMs for volumetric imaging have also
been studied in other modalities, including the synthesis of high-fidelity 3D CT
and MRI volumes!??123124 More recently, diffusion models have seen a surge of in-
terest due to their powerful generative capabilities and practical training objective.
In the field of ultrasound, diffusion models are used for image generation”>!240,
denoising and dehazing”>%*126, and image reconstruction!?”128129 While diffu-
sion models generally converge more reliably during training compared to GANs
and produce higher quality samples than VAEs, they tend to be more compu-
tationally demanding during inference due to their iterative nature!3°. Many
works have shown, however, that it is feasible to accelerate diffusion models using
various techniques, such as leveraging structure in sequential data®® or model
distillation!3!,

Another consideration is the use of conditional diffusion models (CDMs). While
CDMs are popular for synthesizing medical images based on class labels'®?, their
application to image reconstruction is uncommon, as it sacrifices several benefits
of unconditional DMs, including being task agnostic and the ability to leverage
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Figure 5.1: Geometric visualization of the three common cross-sections in volumetric ultrasound
imaging (left) with a B-mode example (right).

general foundational models!33.

In this work, we propose a flexible interpolation framework based on diffusion
models for 3D ultrasound reconstruction, enabling high-volume rates without
compromising image quality. Specifically, we demonstrate our approach on an
in vivo cardiac 3D ultrasound dataset, showing that reliable reconstructions are
achievable at 3x increased volume rate while maintaining image quality and
downstream task performance.

Our main contributions can be summarized as follows:

* Development of a deep generative prior for 3D cardiac ultrasound in the
form of a diffusion model.

* A practical posterior sampling framework that can interpolate sparsely sam-
pled ultrasound volumes.

» Techniques to mitigate and visualize uncertainty of the generative model by
drawing multiple posterior samples.

* An extensive comparison with existing interpolation techniques, showcasing
the advantage of using deep generative priors, with evaluation based on both
image quality metrics and a clinically relevant downstream task.

3% BACKGROUND

In this section, we will briefly discuss basic concepts in 3D ultrasound imaging
and diffusion models and their use in learning image priors, which form the basis
of the proposed methodology.



BACKGROUND

5.2.1 3D ULTRASOUND ACQUISITION

Modern ultrasound probes that enable 3D imaging have a matrix of transducer
elements, that allows for dynamic beam steering along both azimuth (lateral)
and elevation axes. The fully acquired 3D ultrasound volume X € RMel:Naz:Nax
after beamforming, envelope-detection and log-compression, can be written as a
tensor:

X1,1 X1,2 0 X1,Ng,
X2,1 X222 - X2 N,

X= . .. . , (6.1)
}{I\Ivelv1 XNe172 e XNehNaz

with elements x € RV=, The dimensions Ngj, N, and N represent the number of
samples acquired along the elevation, azimuth, and axial directions, respectively.
From X, three orthogonal planes can be identified: the A, B, and C planes. Rows in
X can be considered lateral 2D images at a fixed elevation plane, akin to traditional
2D B-mode imaging ( ). The columns represent elevation images (B plane)
which are perpendicular to the A plane. If A plane images provide a long-axis view,
the B plane offers the corresponding short-axis view. The C plane, represents slices
parallel to the probe surface, acquired at a fixed axial depth. See Figure 5.1 for a
visualization of all three planes in relation to each other.

In practice, probe design influences both image quality and acquisition strate-
gies. For transthoracic transducers, the design is often asymmetric, featuring
a smaller aperture along the elevation axis to facilitate access through narrow
imaging windows between the ribs. The smaller aperture broadens the beam
and reduces elevational resolution, while a lower element count with wider spac-
ing increases grating lobe artifacts, degrading image quality. To address these
limitations while maintaining sufficient temporal resolution, a faster acquisition
scheme such as diverging waves is employed along the azimuth dimension, while
focused transmits are applied along elevation at a coarse interval. Employing only
diverging waves in both dimensions significantly degrades image quality because
the unfocused beams produce lower acoustic pressure, resulting in reduced har-
monic generation and increased multipath scattering. To compensate for these
effects, higher transmit power is required, which raises the mechanical index (MI)
and poses challenges for transducer design and patient safety. In contrast, fully
focusing across both dimensions improves image quality and resolution, but at
the cost of frame rate, since more transmits are needed to cover the entire field
of view. As a compromise, combining diverging waves in azimuth with focused
transmits along elevation balances image quality and acquisition speed. Limiting
the number of focused elevation angles directly impacts the maximum achievable
volume rate, but introduces gaps in the volumetric data. To mitigate this, we
adopt a sparse interlocking acquisition scheme, as illustrated in Figure 5.2, where
different elevation planes are acquired at each time step in a staggered pattern.
This ensures that across consecutive frames, complementary slices are captured,
allowing temporal redundancy to aid in volumetric reconstruction. Still, at lower
acquisition rates, high-quality interpolation remains a challenge.
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5.2.2 DIFFUSION MODELS

Generative models seek to learn the data distribution p(x) of some random vari-
able x. Instead of explicitly modeling the distribution, which is often intractable
given high-dimensional data, these generative models implicitly model their dis-
tribution using a generative process, i.e. producing samples from the underlying
distribution x ~ p(x). Diffusion models (DMs)!%3! are a class of generative models
that define the generative process as the reversal of a corruption process, which
transforms x, = x ~ p(x) into a Gaussian base distribution x7 ~ AN(0,I). This
continuous forward process xg — x, — x7, with diffusion time 7 € [0, 7], can be
trivially executed through adding Gaussian noise to initial data samples:

X, = a,;Xg + 0.6, €~ N(0,1), (5.2)

where «, and o, are the signal and noise terms respectively, defined by some
pre-defined noise schedule. Naturally, we are interested in the reversal of this
corruption process, which is akin to sampling from the target distribution p(x).
This can be interpreted as iteratively denoising the noisy estimate x,%2. Tweedie’s
formula relates the minimum mean square error (MMSE) to the score of the
distribution: )

Xojr i= Efxolxs] = —— (% + 02 Vi, logp(x;)), (5.3)

T
score

where x| represents the one-step denoised estimate from diffusion step 7. The
score function, defined as the gradient of the log-likelihood of %, points towards
the data distribution. Since Tweedie’s formula provides only a local (at time 1)
estimate, the final prediction of x, is obtained iteratively. At each step, x, is
estimated using (5.3) and mapped back to x,._; via forward diffusion in (5.2),
ensuring a smooth sampling trajectory. The score function can be parameterized
using a neural network, conditioned on the diffusion time step 7. For practical
reasons, the noise is predicted instead of the score, as it directly relates to the score
via eg(+)(x,,7) & —0,Vy, logp(x,)!34. The network can be trained simply using
the denoising score-matching objective as follows:

£(8) = Exgrpixa).er |leo(r7) =] (5.4)

%3 METHODS

We formulate sparse 3D ultrasound reconstruction as an inverse problem, using
DMs as image priors. This allows training a self-supervised model that learns
the data distribution without paired examples. The learned prior is then applied
during the inversion process, offering a task-agnostic framework that can be
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Figure 5.2: Schematic representation

of the acquisition scheme with sparse

interlocking patterns over time. The

Naz acquired @ and skipped x elevation
o planes at times ¢t—1, ¢, and ¢+1 are
& oo o0 marked in blue for the first azimuth

/V3' line. This interleaved scheme ensures
6o 6o complementary elevation planes are

t-1 0 @ oo captured across frames, supporting

temporally consistent volumetric re-
t 0 L Skipped x; ; p Y
. h construction. In gray (O, x), the same
t+1 YY) @ Acquired x; e 4
- acquisition pattern is repeated across

Elevation ———> N other azimuth indices for context.

applied to various inverse problems without retraining. For the problem at hand,
this flexibility allows for modifying the sampled scan-lines at test time, effectively
changing the measurement matrix (i.e. sampling mask) adaptively. A conceptual
overview of the proposed method is shown in Figure 5.3.

We begin by formally describing the inverse problem in Section 5.3.1, defin-
ing the interpolation task within a probabilistic framework and outlining how
posterior sampling with diffusion models (see Section 5.2.2) can be leveraged for
reconstruction. Next, we discuss the choice of prior for 3D ultrasound data and de-
tail the training process of the diffusion model in Section 5.3.2. Finally, we explore
strategies to incorporate temporal information during inference (Section 5.3.3)
and assess the models’ uncertainty in the interpolated results (Section 5.3.4).

5.3.1 INTERPOLATION OF 3D ULTRASOUND

As discussed in Section 5.2.1, the fully sampled 3D ultrasound volume is given by X,
while the partially observed volume, following the Bayesian framework, is denoted
by Y. Using their vectorized forms, x and y, respectively, the inverse problem of
inpainting missing data can be formulated as:

y = Ax, (5.5)
where the binary measurement matrix A € {0, 1}(N*"/ "*Na has an acceleration
rate r > 1. The measurement matrix is related to the element-wise masking
operator M as follows:

M = diag(AT A) (5.6)

which allows us to express the backprojected (zero-filled) observations as:
ya=Aly=Mox, (5.7)

which we will use later primarily for the visualization of both measurements and
the mask in the full image space. Since (5.5) is underdetermined, inferring x from
y is inherently challenging. There are many possible solutions that could explain
the observed data. To address this, strong prior knowledge about the structure of
x must be incorporated, guiding the reconstruction towards a plausible solution.
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This motivates the use of deep generative models, specifically posterior sampling
with diffusion models. Given the linear forward model in (5.5), the posterior
distribution p(x|y) can be sampled through simple application of Bayes’ rule for
scores:

Vi, logp(x;]y) = Vx, logp(y[x;) + Vx, log p(x-) (5.8)

posterior likelihood prior

while the prior is modeled through the score network (see Section 5.2.2), the likeli-
hood term is closed-form. The likelihood term ensures that generated samples are
consistent with the measurement and is also referred to as guidance as it guides the
diffusion process. This expression needs to be evaluated for all diffusion time steps
7, which is typically intractable3’. There are several suitable posterior sampling
methods for diffusion models, such as IGDM?*’, RED-Diff¢, which circumvent
this issue. In this work, we will use the widely adopted DPS method?®*, which offers
a simple and effective gradient-based solution. DPS interleaves prior updates (i.e.
denoising) with guidance steps (gradient step towards the measurement). We now
derive the corresponding expression for the time-dependent log-likelihood score
used to guide the diffusion process via DPS, based on the formulation in (5.8).
Starting in (5.9), we address the intractability of the noise-perturbed likelihood
score Vy, logp(y|x,) by substituting x, with Tweedie’s estimate x,, from (5.3),
resulting in an analytically tractable formulation3+37:

Vx, log p(y|x;) = Vx, logp (y | xo|-) (5.9)
1 2
= fﬁvxf |y — Axq-|[; (5.10)
1
= V. %o, A" (y — Axq;) (5.11)
(o T
~— v (I—0:Vyeeg(xr,7) AT (y — Axq),) - (5.12)
~—~
Guidance Projection Measurement
strength error

In (5.10), we relax the delta likelihood, as follows from our noiseless forward
model (5.5), as a Gaussian N (y; Ax,c21I). This leads to the intuitive /; norm
between the observation and the denoised estimate x,, of the diffusion model.
Taking the gradient of the quadratic term yields (5.11), where the residual (y —
Ax|;) represents the measurement error, projected back into the signal space by
AT. Finally, in (5.12), we use (5.3) again and subsequently substitute the actual
score, which is used to compute x|, for the trained score model, introducing
the final approximation. As is commonly done®’, we depart from the theoretical
guidance strength by reweighting the likelihood with hyperparameter v in (5.12).
An overview of the full algorithm for interpolating 3D ultrasound data, combining
both diffusion (prior) and guidance (likelihood) steps, is shown in Algorithm 3, also
incorporating design choices detailed in the following two Sections 5.3.2 and 5.3.3.
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Algorithm 3 3D ultrasound interpolation using DMs

Require: partial volume Y € RNa/T % Nay X Na, subsampling rate » > 1, mea-
surement matrix A € {0, 1}(NVe/7) x N, score model ¢4(-), guidance strength -,
diffusion steps 7, noise schedule «.,, o, for 7 € [0, 7] (discretized), smoothness
strength ¢

Optional: previous reconstruction X"*", accelerated step 7’

Ensure: reconstructed volume Xg € RNetX Naz X Nax

prev

if XP™V available then
X « XPrev
E ~ N(0,1)
X, — aXg+ o E
else
X, « X7 ~ N(0,021)
T

8: forr =7'to0do
9: for all B planes x,,y in X, Y (parallel) do

10: €+ eg(Xr,7)

11: Xo|r a—lf(xT — 0€)

12: M~y — Axq,

13: P+ (I—0,Vy eo(x,, 7)) AT
14: Xo|r = Xo|r — YPM

15: Xr—1 & Or—1Xq|7 +0,_1€

16: Xrog X2 4, ,Xivill]

172 Ve Vx TV, (X;_1)

18: X1+ X1 — OéT_1<V
return X,
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5.3.2 TRAINING AND CHOICE OF PRIOR

Selecting an appropriate representation for learning 3D ultrasound priors is non-
trivial, particularly when considering all possible design options for how to present
the data to the diffusion model. A seemingly straightforward approach is to em-
ploy a fully 3D generative model to learn the 3D prior; however, this introduces
several challenges. First, as the dimensionality of both the data and model in-
creases, the amount of training data required to capture the distribution grows
exponentially!3%, making 3D generative models highly data hungry. Second, 3D
models impose significant computational demands, requiring substantial GPU
memory and extended training times, which limits their feasibility in practical
applications. At the same time, 3D ultrasound data exhibits strong spatial and
temporal correlations, which can be leveraged to improve efficiency when transi-
tioning from 2D to 3D representations. These considerations motivate our choice
to adopt 2D models for learning a prior across the elevation dimension (B planes)
of a 3D volume. To ensure consistent interpolation across the azimuth dimension
(A planes), we employ an additional smoothness prior across this dimension using
the total variation (TV) distance measure. While prior work has demonstrated
the success of 2D priors to high-dimensional data, including 3D MRI'*® and video
data!379 they have not yet been explored for volumetric ultrasound. Additionally,
2D models and 2D ultrasound datasets are more readily available, making it easier
to leverage pretrained models and integrate them into the proposed framework.
Therefore, given the fully sampled 3D ultrasound volume X as defined in (5.1), we

construct a dataset X = {xéll), xfj), . ,XSIXD} ~ p(xel), Which is composed of

elevation slices (B plane). In relation to the full volume X, the slice is highlighted
in green as follows:

X101 X12 0 X1 N,
X921 X22 - XN,
X = X . . X . (5.13)
XNe,1 XNg,2 *° XNy, Ny
——
Xel(1)

Moreover, we use B-mode image data, as defined in (5.1), in the native polar
coordinate system with Ny = 48, N, = 64, and Ny, = 400. For visualization
purposes, all images presented in this paper are shown after scan-conversion to a
Cartesian grid, allowing the anatomy to be displayed in its true physical coordinate
system.

Our dataset consists of 100 in vivo volumetric cardiac cine-loops, recorded us-
ing an X5-1C matrix phased array transducer connected to a Philips EPIQ scanner.
The volumes were collected from various sites and scanning sessions involving
16 patients and contain, on average, 40 frames, spanning at least one full cardiac
cycle. Approximately 10% of the dataset is reserved for validation and testing,
with one cine-loop designated for validation and hyperparameter tuning, and the
remaining seven cine-loops from three patients used for testing.
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The diffusion model is trained using the denoising score matching objec-
tive from (5.4), with a time-conditioned U-Net (~3.9 M parameters) and sinu-
soidal embeddings'3® as the backbone architecture. We optimize the model using
AdamW with a learning rate of 1e—4 and weight decay of 1e—4. Finally, we turn on
exponential moving average (EMA) of 0.999, minimizing an MSE loss over approxi-
mately 25 epochs, using a batch size of 16. The data is clipped to a dynamic range
of 50 dB and normalized to the interval [—1, 1].

5.3.3 TEMPORAL CONSISTENCY

Ensuring temporal consistency across frames is crucial for high-quality 3D ultra-
sound reconstruction. By explicitly incorporating temporal information, we can
produce more coherent and stable reconstructions over time, reducing flicker
and improving clinical interpretability. To achieve this, we build upon sequential
diffusion (SeqDiff)%, which exploits temporal continuity by initializing the current
frame’s diffusion process from the previous frame’s reconstruction. Rather than
starting the generative process from pure noise at the beginning of each frame, Se-
gDiff warm-starts the diffusion at an intermediate step along the reverse trajectory,
effectively integrating temporal consistency into the sampling process. Formally,
SeqDiff initializes the diffusion process at some intermediate step 7’ along the
reverse diffusion trajectory, where 0 < 7/ <« T, effectively reducing the number
of iterations. Rather than beginning each generation from scratch at 7 = 7 using
a pure Gaussian sample x7 ~ N (0, 0%I), SeqDiff initializes the process using a
previous solution xéﬁl, forward-diffused to the current 7’.

Specifically, we reconstruct from a sequence of time-dependent measurements
yt = A'x?, where A varies according to the sparse interlocking acquisition scheme
as described in Figure 5.2 and x’ and x!~! are assumed to exhibit strong structural
similarity. By propagating prior reconstructions forward to an intermediate noise
level and using them as initialization, we significantly reduce computation and
improve temporal consistency in the reconstructions. This approach is well-suited
for cardiac ultrasound, where, at high frame rates, the anatomy changes gradually
over time. Thereby, the previous frame’s reconstruction serves as an effective
prior, allowing each newly acquired set of elevation planes to benefit from earlier
information. Thus, 7’ is chosen as low as possible to preserve temporal context
without hindering reconstruction of current measurements. Following® we set it
to =~ 20% of the total diffusion steps.

5.3.4 UNCERTAINTY QUANTIFICATION

Many interpolation methods provide only a single point-estimate reconstruction,
failing to represent the uncertainty inherent to the inverse problem. Given the
probabilistic nature of DPS, however, our method can quantify the uncertainty
present in its reconstructions. Quantifying the uncertainty can help mitigate
hallucinations, in which a model generates one of many plausible anatomies that
may be convincing but not truthful. Or, more critically, it overlooks an anatomical
feature that is, in fact, present. In what follows, we describe two methods to
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quantify and communicate this uncertainty. We build on the well-established
idea of combining samples from the posterior distribution!'3%!4%, Qur contribution
lies in adapting this principle to 3D ultrasound reconstruction and proposing
visualization strategies that convey the uncertainty in an interpretable manner to
the operator.

As discussed in Section 5.3.1, the posterior sampling approach allows us to
draw N independent samples {x()}Y ; ~ p(x|y) from the posterior, where each
x( is obtained after a completed reverse diffusion process. Computing statistics
across these samples provides uncertainty estimates that reflect variability in the
final reconstructions. Luckily, drawing multiple posterior samples can be executed
in parallel on the GPU, minimizing the additional computational expense. We
propose two methods for visualizing the model’s uncertainty, along with an outlook
for future work. An example of both methods for various acceleration rates is
shown in Figure 5.5.

VARIANCE HEAT MAP
By analyzing the pixel-wise variance across posterior samples, we can assess which
regions exhibit higher or lower certainty, where x is the sample mean:

02 =E[(x~Ep)?] ~ % > [0 =2 (5.14)

For instance, directly acquired scan lines are well-constrained by the measurement
model and therefore exhibit minimal variance. In contrast, non-acquired scan
lines rely on the generative model for reconstruction, where higher uncertainty
manifests as greater variance in the posterior samples. To obtain a scalar measure
of uncertainty for each reconstructed volume, we compute the entropy under a
multi-variate Gaussian model with diagonal covariance of the posterior as follows:

H(x) = % Zln(%reaij), (5.15)
J

where o} ; denotes the variance of the j'th pixel in x. As shown in Figure 5.5,
the entropy increases consistently with higher acceleration rates, reflecting the
expected growth in uncertainty.

COMPOSITE IMAGE
An alternative approach to uncertainty visualization involves creating a composite
image by sampling pixels randomly from each posterior sample.

vj € [0,len(x)) : %; = x\”, withi ~ Uniform(1, N (5.16)

This introduces perceivable noise in uncertain regions while maintaining a con-
sistent appearance in regions where the samples agree. The rationale for this
presentation is that, intuitively, the operator will naturally place less confidence in
the regions that appear noisy, as noisier areas indicate greater model uncertainty.



EXPERIMENTS

Finally, beyond visualization techniques, it is crucial to recognize the inherent
limitations of the model. In particular, it is important to consider that, in unob-
served regions, the posterior samples will only vary according to the distribution
that has been learned by the model, and potentially fail to include valid recon-
structions that fall outside the training distribution. It is therefore essential to
understand how much subsampling remains acceptable for a given application.
In the following experiments section, we analyze the model’s performance across
various tasks and acquisition rates to determine the trade-offs between image
quality and subsampling levels.

EXPERIMENTS

We perform both qualitative and quantitative analyses to assess the benefits of
advanced interpolation methods for 3D ultrasound reconstruction. First, we in-
vestigate image quality directly through the use of common image quality metrics.
We leverage both (pixel-wise) distortion and (global) perceptual metrics. Finally,
we perform an experiment on speckle tracking, a common clinical downstream
task in cardiac imaging, to further validate our approach. All results are gener-
ated with DDIM sampling strategy!'34, cosine noise schedule'*!, and parameters
T = 200,7" = 50,v = 35,¢ = 0.001, which were optimized on the validation split
and evaluated on the test split as outlined in Section 5.3.2. We implemented the
proposed method using the zea ultrasound toolbox, with JAX as the compute
backend.

5.4.1 BASELINES

In every experiment, we consider the fully sampled volume as the ground truth.
This allows for both quantitative evaluation of reconstruction quality and compar-
ison of downstream task performance between interpolated and fully acquired
volumes. Image quality metrics are computed in the original polar domain, where
interpolation is performed to avoid confounding effects from scan conversion,
which itself applies interpolation.

LINEAR AND NEAREST-NEIGHBOR INTERPOLATION

The most straightforward methods for volumetric interpolation in 3D ultrasound
are nearest-neighbor and linear interpolation along the elevation axis. We include
these traditional techniques as simple baselines for reference. Nearest-neighbor
fills missing slices by duplicating the nearest acquired slice, effectively visualizing
the sparse measurements in the full volume. This approach introduces blocky
artifacts and discontinuities. Linear interpolation averages neighboring slices to
produce smoother transitions, but it often results in blurring and loss of detail.
Both methods are low in complexity and can be easily implemented in clinical
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Acquisitions Ground truth Sample Mean Variance Composite
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Figure 5.5: A single posterior sample, the posterior mean and variance over multiple samples, and the composite images for reconstructions with fractions
of the elevation planes acquired » = (8x,4x, 2x). Itis clear that the posterior samples vary more in the unmeasured regions of tissue, and that acquiring
more elevation planes reduces the overall uncertainty and boosts the reconstruction quality. This is also reflected in the entropy measure H (x) displayed
in the corner of each variance image.
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systems. However, they lack anatomical awareness, which limits their effective-
ness at higher acceleration rates. While they may suffice at lower rates, doing so
constrains the potential temporal resolution gains targeted in this work.

END-TO-END SUPERVISED

Additionally, we include a baseline that trains a deep learning network in a fully
supervised, end-to-end manner for inpainting 3D ultrasound. Specifically, we
employ the same U-Net architecture as used by the diffusion model of the pro-
posed approach (see Section 5.3.2), and focus on the inpainting of individual
elevation slices, maintaining the same problem scope. Unlike the diffusion model,
which leverages an explicit forward model during sampling, this baseline does
not explicitly incorporate forward model knowledge during inference. Instead, it
learns a data-driven mapping x = fy(y,f) from zero-filled input measurements
Y. as seen in (5.7), to complete reconstructions. Consequently, the network’s
performance may degrade on unseen mask patterns, in contrast to the diffusion
model’s task-agnostic approach.

NEURAL FIELD

Finally, we include a neural field, also known as an implicit neural representation
(INR), which parameterizes a continuous volumetric field with a neural network.
A six-layer fully connected (dense) network fj : R* — R, with similar parameter
count as the other baselines, is fitted per volume to map continuous 4D coordi-
nates (t,1, j, k) to observed grayscale B-mode values. To improve representation
capacity, sinusoidal positional embeddings'3® are applied to the input coordi-
nates as commonly done'#?. The network is trained on the entire 4D tensor to
exploit all available spatiotemporal information. Once trained, the INR can be
evaluated at any spatial location, enabling interpolation of the data at arbitrary
resolutions. INRs have previously been applied to ultrasound for efficient stor-
age of 3D volumes!*? and volumetric reconstruction of freehand acquisitions!#4.
However, reconstruction quality is limited by the network’s smooth architectural
prior and its lack of awareness beyond the observed slices. In contrast, our gen-
erative prior is trained on fully acquired volumes, capturing realistic anatomical
and speckle statistics. Furthermore, inference of INRs is slow due to the need for
per-volume fitting prior to the interpolation.

5.4.2 IMAGE QUALITY

Figure 5.4 shows a visual comparison of the proposed interpolation method with
respect to the baselines. Additionally, we evaluate the interpolated volumes using
peak signal-to-noise ratio (PSNR) as a pixel-wise distortion metric, as well as
structural similarity index measure (SSIM) and learned perceptual image patch
similarity (LPIPS)*! to measure perceptual quality, assessing both aspects of the
perception-distortion trade-off'4>. While the distortion metric is calculated on the
volume as a whole, the perceptual metrics are calculated on either A or B planes
separately as learned perceptual image patch similarity (LPIPS) and structural
similarity index measure (SSIM) are implemented as a 2D image metrics. Figure 5.6
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and Figure 5.7 show the distortion and perceptual image quality performance
against various acceleration factors r. Figure 5.8 shows the perceptual performance
across A planes. While the methods perform comparably well at r = 2, with very
low LPIPS values indicating minimal perceptual differences, clear distinctions
emerge at higher acceleration rates. The diffusion-based approach maintains
strong perceptual and distortion metrics at higher acceleration rates, whereas
baseline methods exhibit increasingly visible interpolation artifacts, as reflected
by the metrics.

5.4.3 SPECKLE TRACKING

Speckle tracking is used to assess tissue motion and deformation by tracking
speckle patterns across frames!#, e.g. enabling strain measurements for eval-
uating myocardial function. While 2D speckle tracking is commonly used, it is
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limited by out-of-plane motion and foreshortening artifacts. Volumetric ultra-
sound imaging mitigates these limitations by providing full 3D motion tracking,
thereby improving robustness and accuracy.

To assess the impact of different reconstruction methods on motion estima-
tion, we evaluate 3D speckle tracking performance on both ground truth and
interpolated volumes, comparing the resulting tracks to those obtained from the
ground-truth data to quantify tracking error. Tracks are initialized automatically
using a segmentation model that outlines the left ventricle®. Local tissue displace-
ments between consecutive 3D frames are then estimated using the Lucas-Kanade
optical flow method!'*”, which determines voxel-wise motion by minimizing inten-
sity differences within local neighborhoods. We perform tracking in the Cartesian
domain with a window size of 32 voxels and three pyramid levels. We use the zea
implementation for segmentation and tracking methods%. As shown in Figure 5.9,
the proposed method demonstrates a noticeable reduction in tracking error com-
pared to the other approaches. This can be attributed to the integrated temporal
consistency (SeqDiff) of the proposed method, as well as improved fidelity of the
reconstructions.

5.4.4 OUT-OF-DISTRIBUTION DATA

Our final experiment evaluates the robustness of the proposed method to out-
of-distribution (OoD) data. As discussed in Section 5.3.4, a concern with gener-
ative models is their tendency to hallucinate structures or overlook important
anatomical features when faced with ambiguous or unseen data. This experiment
specifically investigates such failure modes by introducing synthetic anomalies
into the test set.

We augment the test volumes with bright masses, which are simulated as
circular inclusions of fixed diameter 5px and uniform brightness (70%), randomly
positioned within the volume. These inclusions are clearly out-of-distribution
(OoD), as perfectly circular, high-contrast structures are not present in the training
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Figure 5.9: Speckle tracking perfor-
mance comparison across various in-
terpolation methods at acceleration
rates of r = 3, 6. The proposed method
shows significant improvement over
baseline approaches at higher acceler-
ation rates.

Figure 5.10: Pixel recall for synthetic
out-of-distribution inclusions at vary-
ing acceleration rates r € {2, 3,6, 10},
averaged over 10 randomly inserted in-
clusions with 95% confidence intervals.
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Figure 5.11: Example of three consecutive frames (r = 3), with random inclusions highlighted in red O.
When the inclusion is not fully covered by an acquisition, baseline methods recover less of the circle,
whereas the proposed method achieves better reconstruction due to built-in temporal consistency.

data. Importantly, this setup provides access to ground truth inclusion locations,
allowing for quantitative evaluation. After subsampling and reconstruction, we
compute the pixel-level recall of the inserted inclusions. A pixel is considered
correctly recalled if its intensity lies within 10% of the true inclusion value. The
results are averaged over 10 randomly placed inclusions per configuration. See
Figure 5.10 for the recall performance across acceleration rates, as well as a visual
example in Figure 5.11.

Interestingly, our method demonstrates consistently higher recall than baseline
approaches, especially under strong subsampling. We attribute this to two key
factors. First, the explicit conditioning on measured data during inference ensures
consistency with the acquired measurements, improving reliability under distri-
bution shifts. This contrasts with the supervised baselines trained end-to-end
without an explicit measurement model. Second, by initialization of each recon-
struction with the previous frame via SeqDiff, we do not only accelerate inference
but also enhance robustness to anomalies by leveraging temporal continuity in
the data.

5.4.5 ACQUISITION AND RECONSTRUCTION RATES

When discussing the maximum achievable volume rate, it is important to distin-
guish between two separate factors: the acquisition rate and the reconstruction
rate. The acquisition rate is determined solely by the total round-trip travel time
of all transmit events, independent of the reconstruction method. If reliable re-
construction can be achieved using fewer focused transmits across elevation, the
acquisition rate can be effectively increased. The reconstruction rate, in contrast, is
directly governed by how fast the acquired data can be interpolated to reconstruct
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a full 3D volume, which is highly dependent on the specific algorithm used.

Acquisition: For an imaging depth of 20 cm and a typical speed of sound in
tissue of 1540 m/s, the time per transmit is approximately 260 us. Using 400 di-
verging waves to acquire a full 3D volume yields an acquisition rate of roughly
10 volumes/s. An acceleration rate of » = 3, would reduce the required transmits
and thus increase the acquisition rate by 3, resulting in 30 volumes/s.

Reconstruction: For reference, reconstruction rates for the baselines are 2s
(nearest), 3s (linear), 0.4 s (supervised), 13 s (neural field) per volume, respectively.
The current implementation of the proposed algorithm takes about 2 s/volume at
50 diffusion steps on an NVIDIA 140s (48GB of VRAM). Notably, the reconstruction
of asingle B plane takes ~ 80 ms. The algorithm is designed to be fully parallelizable
within each volume (across slices), suggesting that future optimization of the
implementation and improvements in hardware could substantially improve this
reconstruction rate, opening the door to real-time inference. In its current form,
the approach is well-suited for offline 3D volume reconstruction, as operators can
navigate using the standard 2D view, based on the fully acquired A plane, during
scanning!!'!, and generate fully interpolated volumes post-acquisition for detailed
clinical review.

DISCUSSION

This work demonstrates the effectiveness of DM-based interpolation for recon-
structing volumetric ultrasound from sparsely acquired elevation planes. This
section outlines key implications of our results, including benefits of the probabilis-
tic formulation, temporal consistency, and potential for real-time deployment. We
also discuss limitations and future directions for integration into clinical workflows
and future adaptive imaging systems.

A key strength of our method lies in its probabilistic formulation. The posterior
sampling framework not only enhances robustness to OoD data but also yields
uncertainty estimates that can inform downstream tasks or guide acquisition. This
is especially relevant for integration with active imaging systems!#813149 'where
uncertainty can drive intelligent transmit selection to minimize ambiguity in real
time. In this work, we focus on reconstruction from a fixed acquisition pattern,
but our approach lays important groundwork for closed-loop, adaptive imaging
pipelines.

Temporal consistency is another benefit, achieved by incorporating SeqDiff
into the sampling process. The integration of prior information stabilizes the
generative process over time, enabling more coherent predictions and reducing
redundant computations. In practice, we observe it improves both perceptual
quality and robustness under aggressive subsampling.

A critical aspect concerns the feasibility of real-time deployment. From a practi-
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cal standpoint, the approach achieves increased acquisition rates and, owing to its
inherent parallelizability, shows strong potential for high-throughput reconstruc-
tion. Further optimization, through improved implementation, future hardware
acceleration, or algorithmic refinements such as model distillation!3!, latent dif-
fusion models®®, or advanced sampling strategies!* is required to substantially
reduce inference time for real-time deployment.

In the absence of real-time operation, the method is well suited for offline
clinical workflows. In many cases, only a 2D view is presented on the display, even
with 3D imaging turned on!!!. Similarly, applications like patch ultrasound!®! do
not require any real-time imaging. In such cases, low-resolution previews can
guide acquisition, while high-quality reconstructions are generated afterward for
diagnostic interpretation. This deferred processing model aligns with existing
practices in the clinical workflow, where clinicians often analyze stored image
sequences after a scanning session.

Beyond computational aspects, generalization of generative models remains
an important direction. The model was trained and evaluated on a single in vivo
dataset acquired with one imaging system, which naturally limits our ability to
assess performance across different anatomies, transducers, or institutions. The
out-of-distribution experiment provides a controlled evaluation under domain
shift by introducing synthetic inclusions, yet future studies on anatomically diverse
datasets will be essential to fully characterize robustness and facilitate clinical
translation.

m CONCLUSIONS

3D ultrasound holds significant promise for the future of ultrasound imaging,
particularly in cardiac applications. However, its clinical adoption remains limited
due to constraints in temporal and spatial resolution, often leading clinicians to fall
back to 2D imaging. To push this trade-off, one can employ spatial subsampling
to reduce the number of transmit events, thereby enabling higher frame rates or
broader coverage. Yet, conventional interpolation methods, as well as supervised
learning-based approaches, struggle to fully reconstruct undersampled volumes,
especially at high acceleration rates. In this work, we reframe 3D ultrasound re-
construction as a Bayesian inverse problem, leveraging deep generative priors to
substantially improve reconstruction quality. Our approach demonstrates clear
benefits not only in terms of visual fidelity but also in clinically relevant down-
stream tasks such as speckle tracking. Moreover, by extending our diffusion-based
interpolation framework to exploit the sequential nature of ultrasound data, we
achieve both improved temporal consistency and significant acceleration, bring-
ing the method closer to real-time applicability. Finally, the probabilistic nature of
our model enables estimation of reconstruction uncertainty, offering a valuable
tool for clinical decision-making and a foundation for future work on uncertainty-
aware imaging and adaptive acquisition strategies'>.
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A HYBRID DL PIPELINE FOR IMPROVED ULTRASOUND LOCALIZATION MICROSCOPY

Figure 6.1: Hybrid ultrasound localization microscopy (ULM) pipeline with model-based (blue) and
data-driven (red) elements.

INTRODUCTION

LTRASOUND localization microscopy (ULM), is an exciting and upcoming

field of research in biomedical ultrasound. Traditionally, ULM image re-
construction is divided into 4 steps: (1) filtering and motion compensation, (2)
microbubble (MB) localization, (3) MB tracking and (4) image formation!5>153,
Most of the time, these algorithms rely on careful parameter tuning or approxima-
tions of the underlying measurement model, limiting its imaging potential. More
recently, deep learning has proven itself as an effective tool for ULM, especially
for pre-processing and the localization of MBs!'%*155. However, several challenges
remain. High bubble concentrations hamper the localization of MBs due to over-
lapping point spread functions (PSFs). On the contrary, distinguishing individual
MBs is easier at low concentrations, but a longer acquisition time is needed to
produce sufficient image quality. In turn, such an acquisition may be subject to
stronger motion artifacts.

In this work, our aim is to tackle these issues by employing robust conven-
tional processing, together with state-of-the-art deep learning (DL) techniques.
Traditional image processing methods are used to estimate the number of MBs
per frame and to estimate the PSF properties. Subsequently, we perform subpixel
localization of the MB centers through a convolutional neural network based on
the work by van Sloun et al.!%°, which is trained on a mixture of simulation and
in-vivo data. Finally, we use a novel model-based MB tracking method based on
KalmanNet'°®, a hybrid network (model-based and data-driven) that combines
classical Kalman filtering with a recurrent neural network (RNN). An overview of
the complete hybrid pipeline is shown in Figure 6.1.






















RESULTS AND CONCLUSIONS

VERASONICS L11-4V LINEAR ARRAY

MBs localizations for the high frequency linear array data are shown in Figure 6.5b.

ULM and deepULM show similar results, since the high frequency data results in
smaller PSF and less overlapping between MBs. Still, deepULM can resolve closely
spaced MBs where ULM does not in some cases.

6.4.2 IN-VIVO DATA

The 2D velocity (magnitude) ULM images for the rat brain and lymph node in-
vivo data are shown in Figure 6.3 and Figure 6.4, respectively. Our method shows
increased sensitivity with respect to the conventional method, and cleaner tracks
overall. It is possible to achieve more sensitivity with the conventional method,
however, we found that the resulting tracks were noisier, possibly due to an in-
crease in false detections.
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INTRODUCTION

M INIMALLY invasive vascular interventions are increasingly guided by phased
array intravascular imaging. Intravascular ultrasound (IVUS) is a catheter-
based imaging modality that enables detailed assessment of the lumen, endothe-
lium and surrounding tissue of blood vessels. Most importantly, it enables the
verification of the treatment, generally the placement of one or more stents.

Ultrasound (US) is an affordable, safe and overall convenient medical imaging
tool. However, in general, ultrasound images are notoriously difficult to interpret,
due to the characteristics of current methods of ultrasound image formation. For
IVUS images, this means that the artifacts such as clutter and speckle strongly
affect the appearance of small details and of subtle variations in texture. A good
image quality facilitates the important distinction between tissues but also e.g.
between different types of arterial plaque. It also makes it easier to verify the
proper placement of a stent.

Image quality in phased array IVUS is fundamentally bounded by the informa-
tion extracted by the adopted pulse-echo imaging sequence. Subsampling of this
acquisition sequence to boost frame rates while maintaining image quality is an
active area of research in ultrasound in general'6!'62 but its benefits are especially
promising for IVUS as its form-factor highly limits the bandwidth for the raw sen-
sor data. Careful selection of which measurements to sample will not only reduce
the amount of data, but subsequently decrease acquisition time and potentially
simplify the hardware. Moreover, it allows extra time for dedicated imaging modes,
such as spectral Doppler imaging and high-resolution elastography, potentially
providing additional clinical information. Furthermore, the reconstruction of
the blood vessel is captured in a sequence of frames by the gradual withdrawal
of the transducer-bearing catheter. These pullbacks are often accompanied by
motion artifacts'®®. High-frame rate imaging is therefore desirable as it alleviates
these adverse motion effects and allows for faster pullbacks thereby reducing the
overall procedure time. In a clinical setting, this directly translates to quicker
interventions.

Model-based approaches towards subsampling of ultrasound data focus on
either sub-aperture imaging!%* or sparse array designs such as Cantor arrays'®°.
These sequences are hand-engineered, static, and not jointly optimized with
downstream reconstruction methods. In the past decades, digitization of raw RF
channel data and the subsequent beamforming required custom signal processing
hardware, to achieve real-time performance. Today, the availability of affordable,
fast general-purpose high-performance processors opens the way to implement
increasingly sophisticated algorithms for real-time ultrasound image formation.
This revolution in high-performance computing has spurred the adoption of DL in
ultrasound imaging®¥166167 Naturally, this trend has led to the use of compressed
sensing (CS) in ultrasound imaging!6%-162,
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Therefore, we propose learning optimal IVUS-specific acquisition-sequencing
using state-of-the-art DL methods in a framework we dub as AiVUS. The frame-
work learns to optimally extract information from the acoustic scene by adaptive
sampling of transducer element pairs. AiVUS poses imaging as an information-
gain problem, where the intelligent system measures precisely what is needed to
provide at any time the optimal trade-off between imaging properties, disturbing
artifacts, and constraints on data rates.

To that end, AiVUS relies on deep reinforcement learning (DRL). Researchers
have employed DRL with great success in a variety of applications, from magnetic
resonance imaging (MRI)'%® and computed tomography (CT)'®° to radar'”°. Adap-
tive sampling methods for medical imaging that use DRL have predominantly
been developed for MRI'®®17! These frameworks seek to iteratively optimize the
measurements taken for a single reconstruction. This means that the RL loop is
executed for every measurement necessary to construct the frame. However, we
argue this approach does not extrapolate well to IVUS, as the scan time in MRI is
orders of magnitude longer compared to ultrasound acquisition!”?. In contrast
to these methods, AiVUS selects all measurements needed for a single IVUS re-
construction concurrently, such that the agent is employed on a per-frame basis.
This means that the sampling strategy of the current frame is conditioned on the
reconstruction of the previous frame, which benefits the faster IVUS acquisition
process. Granted, sufficient temporal correlation between successive frames is
assumed. In other words, the current imaging scene is informative enough for the
policy to provide valid sampling for the next frame.

Other deep learning subsample strategies (not using DRL), such as Deep Prob-
abilistic Subsampling (DPS)!%? and Active-DPS (A-DPS)!73 leverage the so-called
‘Gumbel-max trick’!”4, a reparameterization 'trick’ to jointly optimize a sampling-
and reconstruction-network. DPS learns a fixed sample scheme using a generative
sampling model, while A-DPS extends this to an active acquisition framework that
conditions the sampling procedure on already acquired data. Both DPS and A-DPS
require fully differentiable signal processing pipelines for joint optimization with
the sample network. This inherently limits the scope of applications.

vV METHODS

7.2.1 IVUS SIGNAL ACQUISITION

Circular-array intravascular ultrasound imaging utilizes uniformly spaced trans-
ducers to generate a tomographic reconstruction of the blood vessel wall. Multiple
elements eliminate the need for rotating mechanical systems by virtue of an array
processing technique known as beamforming, which aims to maximize spatial
resolution. During beamforming, focused virtual beams are constructed from
unfocused ultrasound pulse-echo signals. The fundamental principle of delay-
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and-sum beamforming is to arrange the raw data such that the coherent signals
are enhanced while the incoherent signals are suppressed through temporal ad-
justment (time-of-flight correction) and spatial adjustment (apodization). Due
to the limited space in the operational domain, severe hardware constraints are
imposed on the catheter-based IVUS probe, leaving room for only small circuitry
and for only a few signal wires. Therefore, each acquisition, corresponding to a
transmitting-receiving transducer-element pair, is time-multiplexed and sent over
the catheter one at a time. This provokes a trade-off between the image resolution
and data acquisition time, which scales linearly with the amount of measured
data.

Because of the circular nature of the array, it is advantageous to only combine
pulse-echo responses of neighboring transducers. Only elements that significantly
contribute to the resulting focused beam are used. For reconstruction of a single
IVUS image, the number of measurements is equal to N = F x A, where E is the
number of ultrasound elements and A is the sub-aperture size. Each of these N
measurements is a vector containing the fast-time RF samples.

7.2.2 SUBSAMPLING

Given the RF channel data x € R", we are looking for an optimal binary subsam-
pling mask a € {0,1}" that selects K < N measurements from the total of N
possible measurements (i.e. element pairs), resulting in an N/K acceleration of
the acquisition process. The measured data is given by

y=a0x, (7.1)

where @ denotes an element-wise multiplication. Given the current partial ac-
quisition y € RY, which is zero-filled at the non-sampled indices, we would like
to design an adaptive subsampling mask a that maximizes image quality of the
next frame. The reconstruction operation ¢(-) encompasses all signal processing
operations for B-mode imaging, after which the IVUS image s = ¢(y) follows. A
fixed apodization scheme was used for the sake of simplicity. This may require
further investigation in future work.

7.2.3 REINFORCEMENT LEARNING FOR ADAPTIVE SUBSAMPLING

The model in AiVUS that performs the adaptive subsampling is trained using
reinforcement learning (RL). An RL agent takes actions upon observation of its
interaction with the environment and can learn to update its behavior accordingly.
Transitions in this perception-action-learning loop are modeled as a partially
observable Markov decision process (POMDP). Each step ¢ in the POMDP cor-
responds to the acquisition and reconstruction of a single IVUS image s. An
action a, represents a partial acquisition of IVUS data, according to some trans-
mit scheme. The agent produces a policy 7(a;|s;) over actions given the current
reconstruction s; and is incentivised by a reward signal r;(s;, a;) that captures
the reconstruction quality of s with respect to the ground truth image g(x). The
goal of the agent is to maximize the expected discounted cumulative reward
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I = tT;Ol E(s,.a)~r [Y'7(s¢t, a¢)], where the episodes of length T are indexed by
t € [0,T —1]. The discount factor v weighs the reward scores such that more
emphasis is placed on immediate rewards. In order to meet the high dimensional
state and action spaces, an actor-critic framework is leveraged for training the RL
policy!'”™176, Actor-critic methods extend the use of an action-value function Q,
modeled by the critic network, with an explicit definition of the policy, i.e. the
actor network 7 parameterized by 6. The critic network ) parameterized by ¢
can be iteratively updated through stochastic gradient descent using the Bellman
error!75:176:

Ja(6) = Egs, a0y~ | (Qolstsar) = Qlsiyan))?] (7.2)

where D is the replay memory, which stores state transitions sampled from the
environment. The target value () given by

Q(St, ay) =7r(se,ar) + vQg (St41, or (St41)), (7.3)
defines the recursive relation of the action-value function through temporal dif-
ference (TD) learning. The target is computed with separate target networks
parameterized by ¢', ¢’ to improve stability of learning!”. The actor network is
updated through gradient ascent using the policy gradient

VoJx (9) = ]Esva,etNGumbel [V9Q¢ (St; i’ (St))} , (7.4)

such that the expected return, modeled by @ (+), is maximized. Current actor-critic
methods such as deep deterministic policy gradient (DDPG)!"® and soft actor-critic
(SAC)'"® do not directly support multiple action selection. In the IVUS setting,
we cannot afford running the network iteratively to generate multiple actions
for a single reconstruction, due to the high pulse-repetition interval. Multiple
actions can be modeled by a larger underlying unstructured distribution such
that the policy only has to sample a single action. However, because the number
of parameters of a distribution over an N-choose-K problem scales factorially,
modeling the underlying categorical distribution using the policy is intractable.
Therefore, AiVUS leverages Gumbel top- K sampling, which allows exact sampling
of K actions simultaneously by a single pass of the policy network!””. Gumbel
top-K sampling is equivalent to sampling K times without replacement from
the same categorical distribution. In this way, the logits of the policy network
represent only a single categorical distribution of size N from which we take K
actions. Gumbel Top- K sampling is a generalization of the Gumbel-max trick!"*
which perturbs the unnormalized logits with i.i.d. Gumbel noise samples

e; = —log (—log(U)) * 0 ~ Gumbel(0, o), (7.5)

where U € [0, 1] is sampled from a continuous uniform distribution. The Gumbel
samples are sampled with scaling term o. The sampling procedure is computed as
follows:

a; = topK(fo(st) + et), (7.6)
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Figure 7.1: Diagram of the perception-action-learning loop of the RL agent in an IVUS imaging setting.
The current state (B-mode image) is fed through the policy network resulting in an informed adaptive
subsampling scheme. Both the partial and full acquisitions (RF channel data) go through the IVUS
signal path (beamformer) for B-mode reconstruction. The policy network is updated through the
policy gradient which implicitly uses the instantaneous reward that captures visual similarity between
the state and ground truth images.

where fy is a deterministic function of the state whose logits represent the unnor-
malized log-probabilities over actions, from which 7y follows after top- K sampling.
The non-differentiable argmax(-) operation (used to compute top-K) can be re-
laxed with reparameterizable subset sampling using softmax(-)'"®, to permit error
backpropagation through f(-), similar as done in Huijben et al.'®2. Intuitively,
we can scale the Gumbel noise with ¢ to sample more uniform actions, which
in return ensures exploration. During training we use an annealing scheme for
o, starting with a relatively high value (¢ = 2), and reducing it until reaching a
set minimum value (o = 0.2). In practice, this annealing approach led to more
stable training compared to a fixed setting of o = 1. During evaluation, we disable
the Gumbel noise and take the top- K largest values of the policy distribution. A
schematic overview of the full signal path is shown in Figure 7.1.

yd: 3 EXPERIMENTS

In this work, a prototype capacitive micromachined ultrasonic transducer (CMUT)
IVUS sensor with a 114 element circular phased-array (Philips Research!?) is
used to provide the raw RF data for training and verification of the models. We
demonstrate our framework on three different datasets, increasing in complexity.
Namely, simulated wire targets, wire phantoms and in vivo data from a porcine
model. The data is recorded in raw channel RF format and after beamforming
each frame contains 456 scanlines with 520 samples along the penetration depth
of 8mm. We consider episodic environments with fixed length 7' = 10.
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Figure 7.2: Six successive wire phantom frames constructed using AiVUS. The agent’s action is displayed
in the top row, where the circle represents the elements in the transducer array. Actions are displayed
such that black represents 1 receiving element and white A receiving elements, for each transmitting
element e {1,..., E}.

7.3.1 SIMULATED WIRE TARGET

The first dataset is created by simulating moving wire targets that revolve around
the center at a random distance. We test if AiVUS can learn an adaptive policy and
track the targets. In this specific case, it is very clear what kind of policy is expected,
i.e. sample the channels that originate from transducers that are in close vicinity
to the wire targets. The policy network is trained on 200 frames and evaluated on
100 test examples. A mean squared error (MSE) is used as reward:

e =nuse = —|st — 9(x0))| |3 (7.7)

7.3.2 WIRE PHANTOM

To bridge the gap from simulated data to more realistic US data, we subject the
DRL agent to images of wire phantoms. It allows assessing the performance of
the agent in a more realistic environment which encompasses interference and
noise as well as more subtle US features such as reverberation and ringdown. In
total 15 sequences with 8767 frames are recorded, of which 20% are randomly
assigned to the test set. For the reward calculation, (7.7) is used, however, the
images are filtered using straightforward thresholding to reduce background noise
and interference. We found this step was useful for constructing a consistent
reward signal.

7.3.3 IN-VIVO DATA

Although the wire target experiment shows proof of concept of AiVUS, experiments
on in vivo data are necessary to show the framework has potential for clinical
relevance. The prior acquired dataset consists of eight different pullbacks from
a porcine model with 8679 frames in total of which 20% is randomly assigned as
test set. Each pullback is done at approximately 1 mm/s for a length of 30 mm. The
SSIM is used as opposed to the MSE for training the policy network. Furthermore,
we observe that the speckle, which is the granular appearance inherent to the
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ultrasound imaging, has a significant effect on the image quality metric. Different
sample schemes lead to small shifts in the speckle texture which translate to the
reward score. Slight changes in the speckle texture do not positively contribute
to the visual appearance as the speckle pattern appears random. To promote
sharp reconstruction of local features, we add an adversarial loss by adopting a
discriminator network D,. The resulting reward score is a combination of the
SSIM score and discriminator loss Lp,,:

Tt =Nssim — ApLp,, (7.8)
where A\p weights the discriminator loss to the image quality metric and was
empirically set to 1le—5. To further reduce the effect of the speckle, an anisotropic
diffusion filter is applied to both state and ground truth images before the reward
calculation.

RESULTS

In Table 7.1 we report test scores of the final reconstructions using four common
image quality metrics. Namely, the MSE, mean absolute error (MAE), PSNR and the
SSIM. The trained DRL agent is compared to an agent which randomly samples
from the transducer element pairs with the same subsampling factor. AiVUS
outperforms a random agent on all four metrics. Figure 7.2 shows a sequence of
successive frames from the wire phantom dataset alongside the sampling actions
that were used to facilitate the reconstruction. AiVUS is able to show adaptivity
by increasing the aperture size of specific transducers that are located near the
target and tracking the targets from frame to frame. The agent demonstrates it can
exploit knowledge of the current frame to provide an optimal acquisition sequence
for the next reconstruction. For the in vivo data, a comparison of the SSIM scores
for different subsampling factors, both for random and learned sampling by AiVUS,
is visualized in Figure 7.3. For higher subsampling factors, the learned strategy is
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Table 7.1: Quantitative results on the test sets of all three experiments with subsampling factor N/ K =
4, comparing a random agent (I) with a trained agent (II) (AiVUS).

Dataset Sim. Phantom In-vivo
Agent I 11 I II I IT

MSE | 3.25 1.42  0.067 0.047 0.078 0.070
MAE | 0.069 0.034 0.169 0.133 0.211 0.200
PSNR1 4433 4995 6159 64.48 59.43 59.90
SSIM{ 0996 0.998 0.308 0.447 0.552 0.578

preferred, while for a subsampling factor of two there is almost no performance
difference.

CONCLUSIONS

In this paper, we have proposed a deep reinforcement learning framework that
learns subsampling policies for IVUS on a per-frame-basis using actor critic meth-
ods. The framework allows for any non-differentiable reconstruction method and
quality metric. We have demonstrated that AiVUS is able to navigate in controlled
IVUS environments with high dimensional state and action spaces. AiVUS out-
performs a random agent using a learned acquisition strategy. In future work, we
foresee this framework can be put to use for control of other ultrasound transmit
parameters.
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INTRODUCTION

LTRASOUND imaging is one of the most used medical imaging modalities. It

brings advantages that other modalities such as MRI and CT do not bring,
such as, being affordable, portable, real-time, and non-ionizing. These advantages
make ultrasound very accessible!®°,

There exist various techniques for ultrasound image formation. One can choose
between focused and unfocused transmit events, with various levels of focusing.
The more focusing is applied, the more concentrated the acoustic energy will be
at specific locations within the body. Focusing the beam will provide enhanced
lateral resolution, SNR and penetration depth!8!. Another important reason to
opt for focused transmits is the generation of high-amplitude pressure fields,
which are necessary for the generation of harmonic components used in harmonic
imaging!'®2. Harmonic imaging has become the gold standard for echocardiograms
due to the superior image quality in hard-to-image patients!83184185,

Unfocused transmit events such as diverging waves are typically coherently
compounded to improve SNR'. However, compounding can result in motion
decorrelation in high motion scenarios, which means that the tissue has moved a
significant amount in between the transmit events, reducing image quality'86187.188,

Due to these advantages, focused transmits are the most widely used transmit
strategy in commercial ultrasound systems®*. The downside is that the excited area
is much smaller, meaning that more transmit events are necessary to cover a given
FOV compared to unfocused transmit events, reducing the temporal resolution.

Temporal resolution in ultrasound image formation is determined by the num-
ber of transmit events, imaging depth, and the speed of sound. For an imaging
depth of 15 cm and typical sound speed of 1540 m/s (both common in echocar-
diography), each transmit requires 195 ps, which translates to a frame rate of over
5kHz. Because focused transmits do not cover a wide FOV with high SNR, many
transmit events are often necessary. For example, for 2D ultrasound, this could
be 90 transmit events, which reduces the best achievable frame rate to 57 Hz. For
3D ultrasound, even more focused transmit events are needed, meaning that it is
hard to obtain high-quality and fast 3D ultrasound scans. This shows that there is
aneed for a reduction in the number of transmit events while maintaining high
image quality to ensure diagnostic accuracy.

There exist techniques that aim to increase frame rate achievable by focused
transmissions. For example, multi-line transmission (MLT) generates multiple
focal points during transmission, such that the number of transmit events is
reduced. However, the parallel focused beams do suffer from interference, which
can result in visible artifacts in the image!'®!.

In addition to accelerating frame rates, reducing the number of necessary
transmit events also reduces certain cost factors associated with the acquisition.
One such cost is power usage, which currently bottlenecks imaging modalities that
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models presented in this work, we use W = 3.

During inference, at each time step ¢t we generate a set of IV, tensors X in
parallel. The final image X[W] in each tensor represents one possible state of x;.
These images, dubbed particles, can then be used to approximate the posterior
distribution p(x; | y<:). Throughout the paper, we refer to this set of particles

{xgi) }fvz”l as the agent’s belief distribution at time ¢, with differences across particles
indicating uncertainty in the state of x. Throughout our experiments, we use
N, = 4.

We must then specify a likelihood function to guide generation with DPS. We
start by stacking our acquired scan-line measurements in a measurement buffer
Y = [yt—w,.-.,¥t)- Then, we define a measurement model simulating focused
line-scanning. This model assumes that for each focused transmit, a single line
of pixels extending along the focus line is beamformed, and that a frame is cre-
ated by concatenating a string of such lines. The measurement model is thus a
masking operation, wherein the full frame is mapped to a set of measurements
by revealing only those that were acquired. In particular, A € R¥*W is a mea-
surement mask extending across the context window containing ones at the pixel
locations measured by the acquired scan lines, and zeros elsewhere. Since this
measurement model is deterministic, its likelihood is a Dirac delta distribution, i.e.
p(Y|X,A) = 6(Y — A® X). In order to ensure smooth gradients for DPS, however,
we instead use a Gaussian distribution, which is a continuous relaxation of the
Dirac delta. This yields the following likelihood, where the variance 02 = v~ !isa
hyperparameter:

p(Y | X,A) = N(Y;A®X,021). (8.8)

Computing the score of this likelihood function produces the following guidance
step in DPS for diffusion step :

Vx_ logp, (Y | X;) ~ —yVx_ [[Y — A ® X||2. (8.9)

In the case where the beamforming grid is specified in the polar domain, we fit
the diffusion model on polar domain data, such that the model remains the same
on polar and Cartesian grids, in each case simply revealing or masking vertical
lines of pixels. In order to accelerate inference and create a temporally consistent
video, we employ SeqDiff initialization. Given that our DM is trained on stacks
of images X, the SeqDiff initialization becomes X; ,, . + o, X¢—1 + 0, €. Finally,
we return for each frame a single reconstruction image, x;, which is chosen to be
the first particle x; := xgl) of the belief distribution. The first particle is chosen
to ensure that the reconstruction image is on-manifold34, enhancing perceptual
quality. Alternate reconstruction functions may however be used depending on
the goal, for example the posterior mean to minimize distortion!4°.

8.3.2 ACTION

The action step aims to choose a set of actions to take at time ¢ + 1 given the belief
distribution at time ¢. The action space in this case is a discrete set of possible
focused scan locations {A* | ¢ =1,2,..., L}, where there are L total scan locations.



METHOD ‘ 139

Each action A’ then denotes the set of indices of the pixels that are measured by
that action, facilitating the creation of a corresponding measurement mask M (A%),
where M creates a matrix containing ones at the indices specified by A* and ze-
ros elsewhere. The actions should be chosen to maximize information gain with
respect to the tissue state, following the objective described in Section 8.2.1. Start-
ing with the expected information gain objective provided in (8.2), and following
Van Sloun'3, we derive our action selection policy, substituting in the likelihood
function specified in (8.8):

I(Xt;Yt | AZ,Y@) = H(Yt | AZ7Y<t) - H(Yt | XtaA27Y<t)
=H(y: | A", y<:) — H(n). (8.10)

The second entropy term H (y; | x;, A) is the entropy of our likelihood function,
whose only source of uncertainty is the additive noise n. H(n) then drops out
when we take the argmax with respect to the action A’, yielding the following
objective:

arginax I(xgye | ALy o) = arg;nax H(y: | A y<). (8.11)

The remaining entropy values for each line measurement H (y, | A*, y.;) can be
decomposed into a sum of pixel-wise entropy values by modeling the pixels as
independent variables. Given that pixels masked by A’ have zero entropy, the
measurement entropy can be computed as a function of pixel entropies in x;,

where x[i] denotes the ' pixel of x;:

H(y: | A yo) = > H(xli] | A% y<r) (8.12)
icAt

In practice, we first compute a pixel-wise entropy map in the data domain x;,
H = [H[0],...,HJ],... H[N]]T, where H[i] = H(x[] | A% y<). Given H, we
can sum the pixels corresponding to each action A in order to get the line-wise
measurement entropies, choosing the maximum entropy line as the next action.
Using the variational entropy approximation proposed by Hershey et al.?!®, the
pixel-wise entropy map H can be computed by taking the element-wise squared

error between each pair of particles in the belief distribution {xgi) }fvz”l, as follows:

; 1 1 (xi” —x;")?

Intuitively, this entropy map will have high values in regions where the images in
the belief distribution disagree with one another, indicating uncertainty. Selecting
the maximum entropy line ¢ from this entropy map then amounts to:

argmax H(y, | A*,y;) ~ arg max Z HIil. (8.14)
¢
icAt

We could proceed with the above as our policy, selecting one line at a time,
performing the perception step for the resulting measurement, and repeating.
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However, the perception step requires executing some reverse diffusion steps.
If this perception procedure is slower than the time taken to acquire the line,
then it would bottleneck the frame rate. In order to prevent this, we propose
an approximate algorithm, called K-Greedy Entropy Minimization. K-Greedy
Entropy Minimization approximates the decrease in entropy that would result from
conditioning on a given measurement using a radial basis function (RBF) around
the measurement location. This effectively assumes that measuring a line ¢ will
provide information about nearby lines, decreasing exponentially with distance.
The algorithm proceeds by selecting the maximum entropy line, reweighting the
entropies of the neighboring lines according to the RBF, and repeating, for K
total lines. For a formal presentation of this algorithm, see the action step in
Algorithm 4.

m EXPERIMENTS

A comprehensive evaluation of the model’s performance is provided through a
series of experiments. First, we test our method on the EchoNet-Dynamic dataset,
which is an image dataset from which we simulate subsampling transmits using
a masking measurement model. Next, we use an in-house dataset where we can
directly subsample the transmit events in the channel data, and beamform those
transmits to independent lines of pixels. Lastly, we show that our method can
also be applied to 3D echocardiography, where we subsample elevation planes.
We implement our active perception agent using zea, the cognitive ultrasound
toolbox™.

8.4.1 ECHONET-DYNAMIC

Here we train a diffusion model on the EchoNet-Dynamic dataset®. The EchoNet-
Dynamic dataset consists of over 10k echocardiograms. As we do not have access
to how the data was beamformed or the channel data, we opted to simulate
scan-lines as a column of pixels of the 112x112 images. To that extent, we have
converted the dataset from scan-converted images back to the polar domain. In
the process, we excluded 2,044 samples because their scan-converted images were
generated using a different method or parameters, which prevented consistent
conversion to the polar format used for the rest of the dataset. The rest of the
data we have randomly split on the patient level into 6985 train sequences, 500
validation sequences, and 500 test sequences. While we used the full sequences
to train our model, we use 100 frames per patient for the metrics to ensure every
patient gets weighted equally in the metrics.

The active perception agent will be compared to equispaced and random
subsampling, using the same diffusion model. The equispaced subsampler ‘rolls’
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Algorithm 4 Focused Transmit Perception-Action Loop

Require: SeqDiff initial diffusion step 7geqpirs; total diffusion steps 7max;
number of focused transmit locations L; number of particles N,; number of
focused transmits per frame K; initial transmit indices A;; diffusion sched-
ule {a,,0,} " guidance weight v; posterior variance o2; RBF width w;
temporal window size W.

Ensure: Sequence {%;}7_, of reconstructed frames.

1: fort e [1,..,7) do
2: v+ < acquire(A;)

3. Y(—[yt_w,...,yt]

4: A — [M(At_w),,M(At)]

5: ift = 1 then

6: Tinit = Tmax

7: else

8: Tinit = TSeqDiff

Perception Step

9: foreachi € {1, ..., N, } in parallel do
10: X [xg’_)w_l, xt

11: e ~N(0,mI)

12: XTinil — aTinitx + 0-7'inil6

13: for 7 € [7init, ...,0) do

14: ¢« eg(X;,02)

15: Xo +— (X; —0,6)/ar

16: x;71 — a1 Xg+ 0,16

17: X,1 < X, —yVx ||[Y = A G X2
18: xgi) +— Xo[W]

19: % —xV

Action Step

20: A1+ 0

A (i) (3)y2
. 1 1 (%, =x,"")
2 He =Y, logY, & exp [_ = }

222 H'+ Y40 HIi]
23: fork e l,...,K]do

24: 0* + argmax H*
¢
25: At+1 — At+l U A
A A *\ 2
26: H® < H* % —exp (77@,1?) )

return {%X,}7_,
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Figure 8.2: Reconstruction performance for EchoNet-Dynamic in terms of PSNR and LPIPS as a
function of the number of scanned lines for various action selection policies. The figure shows a
distribution over the data samples and includes the mean as a gray line.

the selected lines from left to right, such that over time the full imaging area is
measured. Random sampling means that the selected lines were sampled from a
uniform distribution.

RECONSTRUCTION QUALITY

Figure 8.2 shows the reconstruction quality in terms of PSNR and LPIPS as distribu-
tions over all the patients in the test dataset. It can be seen that active perception
subsampling outperforms the other subsampling strategies, especially for lower
subsampling rates. For 7 out of 112 lines, which is just over 6% of the image,
the agent still achieves a PSNR of 23.23 on average, which consists of a 5.8% im-
provement over random sampling and an impressive 16.3% improvement over
equispaced sampling.

The qualitative results are shown in Figure 8.3. Here, the 20th frame in four
random sequences is used for three random patients in the test data. We show the
acquired lines, the reconstruction, the entropy of the posterior samples, and the
fully observed target images. The reconstructions are visually very similar to the
targets, while using only 7 out of 112 scan-lines.

HYPERPARAMETERS

Algorithm 4 relies on a number of hyperparameters, most notably the temporal
window size W, guidance weight v and number of particles N,. In order to measure
the influence of these parameters on reconstruction quality, a hyperparameter
sweep was performed for each on a set of 20 patients from the EchoNet Dynamic
validation set with 100 frames each. In each case, all parameters aside from the
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Figure 8.5: Reconstruction quality as a function of hyperparameter values W € [1,2, 3,4, 5, 6] and
~ € [0.1,1,5,10, 25, 50], while keeping the remaining parameters fixed. The mean result across 20
patients from the validation set with 100 frames each, is plotted, with shaded regions indicating the
standard error of the mean. For W, performance plateaus from W = 3, while ~ exhibits a convex curve
for both metrics with optima at v ~ 10.
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estimates. Furthermore, active perception through focusing in both the elevation
and azimuthal directions, as compared to elevation plane selection, would signifi-
cantly enlarge the action space and allow for more targeted, information-efficient
acquisition. Together, these enhancements have the potential to significantly
boost the effectiveness of active perception in 3D ultrasound.

In our experiment using in-house echocardiograms, we chose line-by-line
beamforming, although retrospective transmit beamforming (RTBF) could poten-
tially yield higher-quality images. However, with RTBF, the measurement model
A* becomes more challenging and no longer corresponds to an inpainting task.
Future work could explore to better leverage the image quality benefits of RTBF.

To fully leverage active perception, the algorithm must operate in real-time
with the frame acquisition. In Section 8.4.1, we computed that 28 scan-lines
results in a physical frame acquisition time of 5.46 ms. Thus, to achieve real-time
performance, the algorithm still requires an approximate 4 x speed-up.

Our experiment indicates that our method does not show bias against outlier
patients when reconstruction quality is compared to ejection fraction. While
further experiments could enhance our confidence in the method’s robustness,
this experiment serves as promising evidence that the model performs well across
patient subgroups.

m CONCLUSIONS

We proposed a patient-adaptive focused transmit scheme that reduces the number
of acquisitions needed for a high-quality ultrasound image by actively selecting
the most informative measurements. Our method leverages posterior sampling
with a temporal diffusion model and designs new measurements where the ap-
proximated posterior shows the most entropy. We have shown to outperform
baselines on the 2D EchoNet-Dynamic dataset and a 3D Philips dataset, especially
in cases with very little focused transmits. We have shown that active perception
with focused transmits has improved gCNR compared to diverging waves with the
same number of transmits. The proposed method did not show bias against outlier
patients and showed that ejection fraction can still be accurately determined with
only 2% of the transmits. On 2D EchoNet-Dynamic, the method can be run in
real-time at over 40 Hz on GPU accelerators from 2023.
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INTRODUCTION

EEP generative models are celebrated for their ability to model complex distri-

butions. Their use in inverse problem-solving has unlocked new applications
involving high-dimensional data. Diffusion models (DMs) are particularly at-
tractive generative models due to their interpretable denoising score matching
objective and stable sampling procedure. Despite these benefits, the iterative
nature of sampling from prior and posterior distributions with diffusion models in-
hibits their use in demanding real-time imaging applications with high data-rates
such as cardiac ultrasound’?* or automotive radar?!8219,

There have been several works on accelerating DMs. These can be roughly cat-
egorized in two lines of research. On the training end, Salimans er al.>?° proposes
a progressive distillation method that augments the training of the DMs with a
student-teacher model setup. In doing this, they are able to drastically reduce the
number of sampling steps. Further, some methods aim to execute the diffusion
process in a reduced space to accelerate the diffusion process. While Jing et al.%?
restricts diffusion through projections onto subspaces, Vahdat er al.??!, and Rom-
bach er al.3® run the diffusion in the latent space of an autoencoder. On the other
side of the spectrum, the sampling procedure itself can be altered. Inspired by
momentum methods in sampling, Daras er al.??? introduces a momentum sampler
for DMs, which leads to increased sample quality with fewer function evaluations.
More related to the present work is a sampling strategy known as Come-Closer-
Diffuse-Faster (CCDF)3, which leverages a neural network based estimate of the
posterior mean to reduce the number of reverse diffusion steps needed. Nonethe-
less, CCDF and the other aforementioned methods do not exploit the temporal
structure across frames in sequential data.

Video diffusion models train a diffusion prior jointly on a sequence of frames
While they have been extensively explored for tasks such as text-to-video**® and
image-to-video®** generation, there has been limited research on their application
to video reconstruction tasks. Some works have investigated the use of DMs for
time-series®?%;, for example, proposes a conditional diffusion model for time series
forecasting. However, these works do not consider the temporal structure across
frames for accelerating the sampling process, rendering them again too slow for

real-time inference in many applications.

In this work, we propose a novel autoregressive method for initializing succes-
sive diffusion trajectories for reconstruction of sequence data. We provide two
flavors named SegDiff and SegDiff+ which both leverage the temporal correlation
across frames, by using the diffusion model output of previous frames as a starting
point for the current posterior sampling procedure. SeqDiff straightforwardly
initializes with the previous frame, which we show is often reasonable when frame
rates are high. Expanding on this idea, SeqDiff+ additionally models the transition
between subsequent frames using a Video Vision Transformer (ViViT)??® for a more
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accurate initialization, mitigating the effect of severe motion across frames. Our
main contributions can be summarized as follows:

* We propose autoregressive tracking of posterior samples across the noise
manifolds in diffusion models to accelerate reconstruction of sequential
data.

* We provide two variants, SeqDiff and SeqDiff+, both of which rely on previous
diffusion posterior estimates for initialization. SeqDiff+ further leverages a
Video Vision Transformer to model the transitions between frames.

* We evaluate our method on compressed sensing echocardiography, showing
that our method improves image quality while accelerating the sampling
process.

For evaluation of the proposed method, we turn to echocardiography, which is
the imaging of the heart using medical ultrasound. The real-time and high-frame
rate requirements to capture the intricate dynamics of the heart in this imaging
modality encapsulate the challenges targeted by the proposed method. DMs have
been effectively applied to cardiac ultrasound, from removing multipath scattering
(dehazing)®* to segmentation’? and beyond. However, accurate and fast image
reconstruction using DMs remains a challenge.

The remainder of this paper is organized as follows. In Section 9.2 we provide
background on both posterior sampling with DMs and sequence modeling. In Sec-
tion 9.3 we proceed with the introduction of our methods, which are subsequently
evaluated and concluded in sections 9.4 and 9.5, respectively.

W BACKGROUND

9.2.1 DIFFUSION MODELS
Diffusion models (DMs) are a class of probabilistic generative models that learn
the reversal of a forward corruption process, which adds progressively increas-
ing levels of Gaussian noise until the data xo = x ~ p(x) is transformed into a
base distribution x7 ~ A(0, I'). The continuous forward process xg — x, — x7,
with diffusion time 7 € [0, 7] can be formally described by a variance preserving
stochastic differential equation (VP-SDE)3! dx = —13(7)xdr + /B(7)dw, where
B(7) is the noise schedule, and w a standard Wiener process. Diffused samples
from p(x,|xq) = N(a,xg,02I) can be directly generated by the following parame-
terization:

X, = a,xg+0or6, €€ N(0,I), 9.1)

whereo, =1 —¢e" Jq Bla)ds and o, = /1 — o2 are the noise and signal rates, re-
spectively. The objective of generative models is to generate samples from the
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distribution of interest given samples from some tractable distribution. Accord-
ingly, a corresponding reverse-time SDE can be constructed to achieve this:

dx = _%B(T)X — B(7)Vx, logp(x,) | dr + /B(T)dw, 9.2)

where d7 and dw are now processes running backwards in diffusion time. From
this reverse SDE the gradient of the log-likelihood of the data arises V log p:(x),
also known as the score function which provides information on how to adjust
x, to move it towards xo and can be modeled using neural network parameters
0 leading to the following approximation: sy(x,,7) = Vx, logp(x;). As shown by
Vincent?’, the score model sy can be learned with the denoising score matching
objective

5(9) = ExONp(x),TNZ/([O,’T] |:H59(X77 T) - VxT Ing(XTl)(O)”g ) 9.3)

which essentially trains a conditional denoising network at each diffusion time step
7. Finally, discretization of continuous process (9.2) into N equispaced diffusion
steps is required to numerically approximate the reverse diffusion process and
sample from the target distribution.

9.2.2 POSTERIOR SAMPLING

Shifting our focus to inverse problems solving, which seeks to retrieve underlying
signals x from corrupted observations y, we can define a general linear forward
model as follows:

y=Ax+n, yncR" xcR" AcR"™*" 9.4)

DMs can be extended to perform posterior sampling p(xg|y), through substi-
tution of a conditional score into (9.2), which can be factorized into the pre-
trained score model and a noise perturbed likelihood score through Bayes’ rule:
V., logp(xoly) = s¢(x-,7) + V. log p(y|x,). The intractability of the latter term
has lead to several approaches to approximate it3>3¢. Among the methods is Dif-
fusion Posterior Sampling (DPS)34, which approximates the troubling p(xg|x. ),
which leads to tractability of p(y|x, ), as follows:

1

p(%0|x-) = E[xq|x,] ~ a—(xT + 02s9(x7,7)) (9.5)
T

where the first approximation is substitution of the posterior mean for x(, and the

second approximation the learned score model for the actual unconditional score.

9.2.3 SEQUENTIAL INVERSE PROBLEMS

In this work, we seek to address sequential inverse problems, also known as dy-
namic inverse problems?*?”, which involve reconstructing from a sequence of time-
dependent measurements y’ = A'x’ + n’ with a clear dependency between x*
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CONCLUSIONS

m CONCLUSIONS

In this paper, we introduce a novel sequential posterior sampling approach, coined
SeqDiff(+), to accelerate diffusion models in the context of sequence data. Our
method capitalizes on the temporal structure between subsequent frames which
enables autoregressive sampling based on previous posterior estimates. Addi-
tionally, we adapt a ViViT to model the transition dynamics between frames for
improved initialization of the diffusion process. Our approach effectively reduces
the number of diffusion iterations with respect to full conditional diffusion tra-
jectories up to 25x, unlocking the use of diffusion models for real-time imaging
applications such as ultrasound imaging. We evaluate our approach on scan-
line undersampling in cardiac ultrasound frames and show that, especially in
cases with severe motion, the addition of a transition model further improves
performance.
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INTRODUCTION

LTRASOUND imaging is a powerful medical imaging modality that is widely
U used in clinical settings for various applications, including obstetrics, cardiol-
ogy, and abdominal imaging. While ultrasound imaging is non-invasive, real-time,
and relatively low-cost compared to other imaging modalities such as MRI or
CT, it still faces challenges in terms of image quality and interpretation. Many
signal processing steps are required to extract useful information from the raw
ultrasound data, such as filtering, beamforming, and image reconstruction. Tra-
ditional ultrasound imaging techniques often suffer from reduced image quality
as naive assumptions are made in these processing steps, which do not account
for the complex nature of ultrasound signals. Furthermore, acquisition (action)
and reconstruction (perception) of ultrasound is often performed disjointly. Cog-
nitive ultrasound imaging'3, see Figure 10.1, is a novel approach that aims to
address these challenges by leveraging more powerful generative models, en-
abled by advances in deep learning, to close the action-perception loop. This
approach requires a redesign of current common ultrasound imaging pipeline,
where parameters are expected to be changed dynamically based on past and
current observations. Furthermore, the high-dimensional nature of ultrasound
data requires powerful deep generative models to learn the structured distribution
of ultrasound signals and to effectively solve inverse problems that capture the
challenges of ultrasound imaging®!. This necessitates a flexible and efficient tool-
box that can handle the complexities of cognitive ultrasound imaging, including a
real-time ultrasound reconstruction pipeline, dynamic parameter adjustment, and
advanced generative modeling. We present zea (pronounced ze-yah), a Python
package for cognitive ultrasound imaging that provides a flexible, modular, and
differentiable pipeline for ultrasound data processing, as well as a collection of
pre-defined models for ultrasound image and signal processing. The toolbox is
designed to be easy to use, with a high-level interface that allows users to define
their own ultrasound reconstruction pipelines and to integrate deep learning mod-
els into the pipeline. The toolbox is built on top of Keras 3?29, which provides a
framework for building and training deep learning models with the three major
deep learning frameworks as backend: TensorFlow?3?, PyTorch?3!, and JAX?'®. This
means that it is easy to integrate a custom ultrasound reconstruction pipeline in
a machine learning workflow. In the past few years, several works have used and
contributed to zea 66:232.94,205,148,98,129,217




STATEMENT OF NEED

PN CUISTIETW (ol zea . agent. selection Acquisition

Data Handling

Perception ELERCEENEN-ELEEEIS0S
Beanforming

Figure 10.1: High-level overview of an ultrasound perception-action loop implemented in zea.

STATEMENT OF NEED

The ultrasound research community has advanced significantly due to publicly
available high-quality software, including simulation tools such asField I1%%%and
k-wave?34, as well as reconstruction and real-time processing libraries like USTB?3°,
MUST?36, ARRUS?37, FAST?38, QUPS?Y, and vbeam??. However, existing solutions are
not well equipped for cognitive ultrasound imaging, where the integration of
deep learning and dynamic, closed-loop ultrasound reconstruction pipelines is
essential. Our aim with zea is to provide a complementary, highly flexible and
differentiable pipeline written in a modern deep learning framework, as well as
offer a convenient platform for pretrained models. This addresses the need for a
modular and extensible library that supports cognitive ultrasound workflows and
seamless integration with state-of-the-art machine learning models. While the full
realization of cognitive ultrasound imaging remains an ongoing effort, we hope
this toolbox will help spur further research and development in the field.

|

Figure 10.2: What'’s in a name? It’s just a name. .. If we have to give it
some meaning: zea is derived from the scientific name for corn, Zea
mays, a staple food crop. If you look at the logo, you can see that the
kernels of the corn cob have some resemblance with either a sensing
matrix or possibly the elements of an array. The high-dimensional
and structured nature of the corn cob also reflects the complexity of
ultrasound data.
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OVERVIEW OF FUNCTIONALITY

zea is an open-source Python package, available at http://github. com/tue-bmd/
zea, that consists of the following core components:

* Data: A set of data handling classes such aszea.data.File,zea.data.Dataset
and make_dataloader (), suited for machine learning workflows. zea works
with HDFb5 files, storing data and acquisition parameters together in a single
file. Additionally, we kprovide examples and conversion scripts for popular
ultrasound datasets, such as CAMUS?*! PICMUS?*2, and EchoNet%*3,

¢ Pipeline: A modular and differentiable pipeline class that allows users to
define a sequence of operations (zea.0Operation) to process ultrasound data.
The pipeline is stateless and supports just in Time (JIT) compilation. Ulti-
mately, this allows for dynamic parameter adjustment, as well as real-time
integration of deep learning models inside the ultrasound reconstruction
pipeline.

* Models: A collection of pre-defined models for ultrasound image and signal
processing. Similar to the data, these models can be loaded locally or from
the Hugging Face Hub. Besides supervised models, zea also provides a set
of (deep) generative models, with an interface to solve inverse problems in
ultrasound imaging within a probabilistic machine learning framework.

¢ Agents: A set of tools to interact with the pipeline and models. These agents
can be used to alter the pipeline parameters, or select a subset of acquired
data. The agent module closes the action-perception loop, tying together
acquisition and reconstruction of ultrasound data.

IHNW/'S EXAMPLE USAGE

Below, we will show a brief overview of how to use the main components of zea,
including the data handling, pipeline, models, and agents. For more detailed
examples and use cases, please refer to the example notebooks available on the
documentation: https://zea.readthedocs.io/. Note that the following snippets
have been tested with zea version 0.0.8.

10.4.1 DATA

zea stores data as well as acquisition parameters together in HDF5 files, which can
be easily loaded and saved through the zea.data API.


http://github.com/tue-bmd/zea
http://github.com/tue-bmd/zea
https://huggingface.co/zeahub
https://zea.readthedocs.io/

EXAMPLE USAGE | 173

import zea
# path to a local or remote HDF5 file in zea format
path = "hf://zeahub/..."

# read data and acquisition parameters from an HDF5 file
with zea.File(path, mode="r") as file:
file.summary()

data = file.load_data("raw_data", indices=[0]) # load first frame
scan = file.scan()
probe = file.probe()

Using zea.File to load individual data files or zea.Dataset to manage multiple
files is convenient for rapid prototyping and exploration. However, more demand-
ing workflows, such as training deep learning models, benefit from more robust
data loading utilities. To address this, zea offers the make_dataloader () function,
which is fully compatible with zea formatted HDF?5 files. This utility streamlines
the preparation of data for training by supporting essential features like batching,
shuffling, caching, and preprocessing.

from zea.backend.tensorflow import make_dataloader

dataset_path = "hf://zeahub/camus-sample/val"
dataloader = make_dataloader(
dataset_path,
key="data/image_sc",
batch_size=4,
shuffle=True,
clip_image_range=[-60, 0],
image_range=[-60, 0],
normalization_range=[0, 1],
image_size=(256, 256),
resize_type='resize", # or "center_crop or "random_crop"

seed=4,

for batch in dataloader:
# your training loop here

10.4.2 PIPELINE

The core of zea is a modular and differentiable pipeline class designed for ultra-
sound data processing. Built on modern deep learning frameworks, this pipeline
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enables users to compose both built-in and custom operations derived from the
base class zea.0Operation, e.g. DelayAndSum, including the integration of deep
learning models within the processing workflow. The pipeline is stateless, mean-
ing it does not retain information between operations, which facilitates dynamic
parameter adjustment and supports real-time reconstruction scenarios. Addition-
ally, the pipeline offers Just-in-Time (JIT) compilation, which can significantly
enhance performance by optimizing the execution of operations at runtime.

import zea
from zea.ops import *

pipeline = zea.Pipeline(
operations=[

Demodulate(), # I demodulation
PatchedGrid( # Memory efficient processing
operations=[
TOFCorrection(), # Time-of-flight correction
PfieldWeighting(), # Weighting by estimated pressure field
DelayAndSum(), # Weighted sum
1,
num_patches=100,
),
ReshapeGrid(), Reshape grid back to image size
EnvelopeDetect (), Envelope detection

Normalization
to dB scale (B-mode)

Normalize(),

B W R R

LogCompress (),
]J

# local or remote Hugging Face path to hdf5 file

path = (
"hf://zeahub/picmus/database/experiments/contrast_speckle/"
"contrast_speckle_expe_dataset_rf/contrast_speckle_expe_dataset_rf.hdf5"

)
data, scan, probe = zea.load_file(

path=path,

data_type="raw_data",

scan_kwargs={"xlims": (-20e-3, 20e-3), "zlims": (0e-3, 80e-3)},
)

# place parameters on e.g.\, GPU
parameters = pipeline.prepare_parameters(probe, scan)

inputs = {pipeline.key: data}
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# parameters can be dynamically passed here as keyword arguments
sound_speed = 1540 # m/s

parameters.pop("sound_speed")

outputs = pipeline(**inputs, **parameters, sound_speed=sound_speed)

image = outputs[pipeline.output_key]

10.4.3 MODELS

One contribution of zea is to extend conventional ultrasound imaging pipelines
with data-driven models, such as deep generative models, to learn the structured
distribution of ultrasound signals. This allows for more powerful reconstruction
and denoising capabilities, as well as the ability to perform inverse problems in a
probabilistic machine learning framework. The zea.models subpackage provides
a collection of pre-defined models for ultrasound image and signal processing,
which can be easily integrated into the reconstruction pipeline.

import keras
import zea
from zea.models.diffusion import DiffusionModel

# use a built-in preset or a local / remote HF path to your model

model = DiffusionModel.from_preset("diffusion-echonet-dynamic")

# sample from the model's prior distribution
prior_samples = model.sample(n_samples=16, n_steps=90, verbose=True)
prior_samples = keras.ops.squeeze(prior_samples, axis=-1)

# set up a pipeline to process the prior samples into images

pipeline = zea.Pipeline([zea.ops.ScanConvert(order=2)])

parameters = {
"theta_range": [-0.78, 0.78], # [-45, 45] in radians
"rho_range": [0, 1],

}

parameters = pipeline.prepare_parameters (**parameters)

# process the prior samples through the pipeline
images = pipeline(data=prior_samples, **parameters) ["data"]

# visualize
fig, _ = zea.visualize.plot_image_grid(images, vmin=-1, vmax=1)
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Figure 10.3: Diffusion posterior samples of a model trained on the EchoNet-Dynamic dataset.

Which will generate the samples as seen in Figure 10.3.

10.4.4 AGENT

The agent subpackage provides tools and utilities for agent-based algorithms
within the zea framework. These agents consist of tools that can alter pipeline
or model parameters, select a subset of acquired data, or perform other actions
that are necessary to close the action-perception loop in cognitive ultrasound
imaging. Currently, it supports intelligent focused transmit scheme design via
active perception'3, with implementations of key algorithms such as Greedy Entropy
Minimization, and mask generation functions to create measurement models
mapping from fully-observed to subsampled data.

import keras
import zea

# (batch, height, width)
data = ...

# create a Greedy Entropy Minimization agent
agent = zea.agent.selection.GreedyEntropy(
n_actions=width // 8,
n_possible_actions=width,
img_width=width,
img_height=height,
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Figure 10.4: Selected scan-lines as chosen by a Greedy Entropy Minimization agent.

# these would normally be sampled from a posterior distribution p(z [ y)
particles = keras.random.uniform((batch_size, 10, height, width))
lines, mask = agent.sample(particles)

measurement = keras.ops.where(mask, data, min_val)
images = keras.ops.concatenate([data, measurement], axis=0)
scanconvert = zea.ops.ScanConvert (order=2)
images = scanconvert(

data=images, rho_range=[0, 1], theta_range=[-0.78, 0.78]
)["data"]

# visualize

vmin, vmax = dynamic_range

fig, _ = zea.visualize.plot_image_grid(
images, vmin=vmin, vmax=vmax, cmap='gray"

)

IR AVAILABILITY AND DEVELOPMENT

zea is available through PyPI via pip install zea, and the development version
is available via GitHub. GitHub Actions manage continuous integration through
automated code testing (PyTest), code linting and formatting (Ruff), and docu-
mentation generation (Sphinx). The documentation is hosted on ReadTheDocs.
At the time of writing, 15 example notebooks are available, covering the various
discussed components of the toolbox. The package is licensed under the Apache
License 2.0, which allows for both academic and commercial use.
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CONCLUSIONS PER CHAPTER

In this dissertation, we have addressed several of the most pressing challenges in
cardiac ultrasound imaging by developing a series of novel methods. We began
by tackling the issue of image degradation caused by haze, proposing two distinct

and complementary approaches to mitigate this problem in Chapters 3 and 4.

The main contributions and remaining open challenges are summarized below.

—

3 & 4 Dehazing cardiac ultrasound

Main contributions

m A novel dehazing method is proposed that uses a powerful data-driven
generative prior trained on clean cardiac ultrasound data.

m We are the first to demonstrate the feasibility of training diffusion model
based priors on beamformed RF ultrasound data (Q1) and using them
to solve inverse problems in ultrasound imaging (Q2). Companded
ultrasound data was used as an effective representation to handle the
huge dynamic range of ultrasound signals.

m Besides improvement in image quality, we show that the proposed de-
hazing method improves clinically relevant downstream tasks, such as
segmentation of the left ventricle.

m We investigated two different ways of modeling haze in the observed
ultrasound data (Q1). In Chapter 3, we model haze in the beamformed
RF domain as multipath scattering using a diffusion model. In Chapter 4,
we model haze in the envelope domain as a low-rank component over a
sequence of B-mode images.

Open challenges

m Both methods effectively remove low to moderate haze, but extreme
cases remain challenging, requiring recovery of anatomical structures
lost to clutter. Combining the two approaches (e.g., diffusion priors
in the RF domain with temporal modeling) may help address these
scenarios.

m While diffusion model inference has become faster, most acceleration
techniques are yet to be applied to ultrasound dehazing. Adapting these
for clinical use is a key direction for future work.

-
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While haze remains a major challenge in 2D cardiac ultrasound, volumetric (3D)
imaging faces even greater obstacles. Despite its potential, 3D cardiac ultrasound
is underutilized clinically due to lower image quality and volume rates compared
to 2D. In Chapter 5, we addressed this by using DGM to accelerate 3D imaging
through sparse acquisition and reconstruction, maintaining high IQ.

—

5 Accelerating 3D ultrasound

Main contributions

m We developed a deep generative prior for 3D cardiac ultrasound using a
diffusion model, demonstrating its ability to reconstruct high-quality
volumes from sparse acquisitions (Q2).

m We introduced techniques to quantify and visualize model uncertainty
by generating multiple posterior samples.

Open challenges

m The results from Chapter 5 are based on fixed acquisition patterns. In
Chapter 8, we explored optimizing acquisition patterns through active
perception. Future work could further enhance flexibility by incorpo-
rating fully focused transmit schemes and more advanced transmit
designs.

— —

Broadening the scope from cardiac to general cardiovascular imaging, we ad-
dressed challenges in ULM in Chapter 6.

—

6 Enhanced ultrasound localization
microscopy

Main contributions

m Developed a hybrid model-based and data-driven pipeline for mi-
crobubble localization and tracking in ULM, leveraging both simulated
and real data for robust cross-domain generalization.

m Achieved higher sensitivity and cleaner velocity maps than conventional
ULM on in-vivo datasets.
Open challenges

m Further improvements are needed for accurate localization at higher
microbubble concentrations and under challenging conditions such as
out-of-plane and tissue motion, to better match clinical scenarios.
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Transitioning from perception to action, we explored reinforcement learning and
Bayesian experiment design to optimize transmit beam patterns in Chapter 7 and

Chapter 8.

—

7 Adaptive synthetic aperture imaging

Main contributions

m Developed a reinforcement learning agent that adaptively selects ultra-
sound transmit events in a SA scheme using Gumbel sampling (Q3).

m The method was applied to IVUS, reducing the number of transmits
events while maintaining high-quality reconstructions, which is espe-
cially beneficial for IVUS where severe hardware constraints are imposed
on the catheter-based probe.

Open challenges

= No additional reconstruction techniques were used to compensate for
reduced transmit energy. While reconstruction methods for IVUS were
explored in [C7], they were not combined with the RL agent.

8 Patient-adaptive focused transmit
beamforming using cognitive ultrasound

Main contributions

m We introduced a method for reconstructing an ultrasound video from
sparse acquisitions using a temporal diffusion model that leverages the
sequential structure of ultrasound data (Q3).

m An active perception algorithm was developed to adaptively select a
limited number of transmit events per frame that maximize information
gain in a computationally efficient manner. This approach outperforms
other acquisition strategies, including random and fixed focused trans-
mits as well as diverging waves, when using the same number of transmit
events.

Open challenges

m Future research should explore integrating retrospective transmit beam-
forming (RTBF) in place of the current line-by-line beamforming, as this
may further enhance performance.

m To fully realize the benefits of active perception, the algorithm must be
capable of operating in real time alongside frame acquisition.

J
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The results obtained in the previous chapters would not have been possible with-
out the following more practical contributions. First, in Chapter 9, we proposed
amethod to accelerate diffusion posterior sampling for reconstruction tasks on
sequential data. This method was used in both Chapter 5 and Chapter 8.

— -

9 Sequential posterior sampling

Main contributions

m In this work, we introduced a drop-in replacement for vanilla diffusion
posterior sampling that tracks posterior samples across noise manifolds,
drastically accelerating inference for sequential data reconstruction.

m We proposed two variants, SeqDiff and SeqDiff+, both of which leverage
previous diffusion posterior estimates for initialization. SeqDiff+ further
incorporates a ViViT to model transitions between frames.

m Demonstrated improved image quality and inference speed for com-
pressed sensing echocardiography compared to other diffusion acceler-
ation methods (Q4).

Open challenges

m While the ViViT used in SeqDiff+ improved performance, it also in-
creased complexity and inference time. Therefore, in most of our work,
we used the simpler SeqDiff method. Future research should explore
more efficient models or architectures to capture temporal correlations
in ultrasound data.

m Thus far, the method has been primarily applied to compressed sens-
ing tasks in echocardiography, but its potential for other sequential
ultrasound imaging tasks (such as dehazing) remains to be explored.

— —

In the final chapter of this thesis (Chapter 10), we presented zea. At the time of
writing, a dozen or so research papers have been published with the help of this
library. While it has proven to be a valuable tool for presenting the methods in this
thesis and ensuring reproducibility, I hope its usefulness will extend further and
benefit others in the field.
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10 zea: A toolbox for cognitive
ultrasound imaging

Main contributions

m Introduced zea, an open-source Python library designed for cognitive
ultrasound imaging (Q4).

m Offers a flexible and differentiable ultrasound signal processing and im-
age reconstruction pipeline, implemented in a deep learning framework
with multi-backend support (PyTorch, TensorFlow, JAX).

m Provides a curated collection of pretrained models and datasets for
ultrasound image and signal processing, available on the Hugging Face
Hub (https://huggingface.co/zeahub).

m Includes comprehensive examples and tutorials to get started with cog-
nitive ultrasound imaging (https://zea.readthedocs.io/).

Open challenges

m Ongoing feedback and contributions from the broader ultrasound com-
munity are encouraged to further enhance the library and expand its
capabilities.

m With an initial framework now established and proof of concept demon-
strated for cognitive ultrasound imaging, future work should focus on
identifying and addressing key requirements to enable the transition
from research to clinical practice.



https://huggingface.co/zeahub
https://zea.readthedocs.io/
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GENERAL DISCUSSION

Ultrasound imaging is undeniably a staple diagnostic tool in modern medicine,
proven by its widespread use across various clinical applications. However, despite
its ubiquity, ultrasound imaging still faces significant challenges that limit its full
potential. Image quality, especially in challenging settings remain a major concern,
often hindering accurate diagnosis and requiring repeated scans or referrals to
more expensive imaging modalities. Additionally, the inherent trade-offs between
image quality, frame rate, and field of view pose ongoing challenges, particularly
in dynamic imaging scenarios such as cardiac ultrasound. This is all exacerbated
by the operator- and patient-dependent nature of ultrasound imaging and the
increased need for more portable, lower-cost ultrasound systems.

This dissertation demonstrates that deep generative models can play a trans-
formative role in addressing these limitations. By serving as powerful priors for
reconstruction, they allow us to separate signal from noise and recover information
otherwise obscured by clutter, or lost due to undersampling. By guiding acqui-
sition strategies, they enable adaptive and efficient transmit design tailored to
individual patients. And, ultimately, by embedding them into real-time pipelines,
they open a path toward cognitive ultrasound systems that continuously learn and
adapt to their environment by closing the perception-action loop.

Traditional ultrasound signal processing pipelines often rely on simplified
models and strong assumptions, which are necessary to cope with the high di-
mensionality and complexity of the data. While effective, these assumptions can
be limiting, especially in difficult imaging conditions. Deep generative models
offer a way forward by learning richer, data-driven representations directly from
examples, capturing structure and variability that handcrafted models cannot.
By formulating ultrasound reconstruction and acquisition as Bayesian inverse
problems, these priors can be embedded into principled frameworks that deliver
not only improved image quality but also explicit measures of uncertainty, paving
the way toward safer, more interpretable clinical deployment.

A common concern with deep generative models is the phenomenon of “hallu-
cinations”, where the model produces plausible but incorrect outputs. This can be
particularly problematic in clinical settings, where erroneous details may lead to
misdiagnosis or inappropriate treatment. While direct usage the output of DGMs,
i.e. sampling from the prior, leads to uninterpretable hallucinations, embedding
these models within a Bayesian framework offers a more nuanced perspective.
Namely, by treating the model outputs as a distribution over possible reconstruc-
tions, we can treat hallucinations as manifestations of model uncertainty rather
than simple errors. For instance, displaying the posterior mean over all these
samples provides the MMSE estimator, which is optimal in terms of MSE. By
quantifying and visualizing uncertainty, this approach helps distinguish between
confident reconstructions and areas where the model is less certain, offering a
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principled way to mitigate and interpret hallucinations in clinical imaging.

A distinctive aspect of this work is the focus on training generative models
directly on radio-frequency ultrasound data, rather than on the reconstructed
B-mode images. Operating at this earlier stage in the signal chain provides several
advantages: it preserves richer physical information that is often lost during image
formation, and allows for more direct integration with the underlying physics of
ultrasound propagation and acquisition, which in return facilitates the perception-
action coupling required for cognitive ultrasound.

That said, challenges remain. While several efficient inference methods exists,
there is still a considerable gap between research prototypes and clinical adoption.
Real-time performance is a persistent hurdle, especially for light-weight ultrasound
systems or applications demanding immediate feedback. Luckily, the field of
generative modeling is rapidly evolving, with new architectures and sampling
techniques emerging that promise to bridge this gap. For example, during the
course of my PhD, the inference time of diffusion models has already decreased
by two orders of magnitude, and I expect this trend to continue.

Lastly, the availability of high-quality raw channel ultrasound datasets remains
a bottleneck. While we demonstrated that effective models can be trained on
relatively small datasets, larger and more diverse datasets are needed to capture the
full variability of clinical scenarios. Collaborative efforts to create and share such
datasets, along with standardized benchmarks, will be crucial to drive progress in
this field.

The term hallucinations is subtly misleading. It suggests that the bad
behavior is an aberration, a bug, when it’s actually a feature of the
probabilistic pattern-matching mechanics of neural networks.

— Karen Hao, 2025
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This dissertation started with the following main research question:

— -

Research theme

How can we leverage deep generative models to realize intelligent ultrasound
systems that maximize image quality and diagnostic value, through the joint
optimization of acquisition and reconstruction?

— —

The research theme was broken down into the following sub-questions, as intro-
duced in Section 1.8, which we will now answer in turn.

Q1. How can we adapt current advances in deep generative modeling to cap-
ture the complex distribution of ultrasound data, and what representations
of ultrasound data are most effective for this purpose?

We showed that diffusion models can be effectively trained on B-mode (Chapters
4, 8), beamformed radio-frequency (Chapter 3), and volumetric ultrasound data
(Chapter 5), capturing complex anatomical structures present in ultrasound data.
Several techniques were explored to facilitate the transition of these models to
ultrasound data. From data preprocessing strategies for stable training to acceler-
ated inference methods to enable the use of these models in real-time ultrasound
imaging pipelines.

Q2. How can we formulate current challenges in ultrasound image recon-
struction as Bayesian inverse problems, and solve them using deep generative
models as priors?

By training deep generative priors on clean, fully sampled ultrasound data, we
showed these models enable high-quality reconstruction from degraded (Chapters
3, 4) or undersampled measurements (Chapters 5, 8). This relies on an accurate
forward model of ultrasound image formation, allowing us to pose reconstruction
as a Bayesian inverse problem solved via diffusion posterior sampling. This frame-
work proved effective for diverse tasks, including dehazing, compressed sensing,
and active imaging.

Q3. How can adaptive acquisition strategies, informed by generative models,
optimize the trade-off between image quality, field of view, and frame rate?

We demonstrated that both reinforcement learning (Chapter 7) and active infer-
ence (Chapter 8) can effectively guide transmit design, outperforming static or
random schemes. These adaptive approaches can optimize the balance between
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acquisition times and image quality, enabling patient-specific, context-aware
transmit designs.

Q4. What practical challenges arise when integrating deep generative models
into real-time ultrasound imaging pipelines, and how can they be mitigated?

Deep generative modeling for ultrasound imaging still faces challenges related to
computational demands and system integration. State-of-the-art models often
require massive GPU compute, making real-time deployment on conventional
ultrasound hardware difficult and expensive. As imaging pipelines become in-
creasingly compute-heavy, there is a growing shift toward cloud-based solutions,
where inference and reconstruction can be performed remotely, off-device. Ad-
vances such as sequential diffusion for faster inference (Chapter 9) and flexible
frameworks like zea (Chapter 10) aim to accelerate both inference and the pace of
development in this field. Finally, the development of specialized models tailored
specifically to ultrasound imaging and embedded within Bayesian frameworks, as
proposed in this thesis, rather than relying on general foundation models, will be
crucial for achieving reliable and efficient deployment in clinical practice.
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'S FUTURE PROSPECTS

Ultrasound imaging today is being challenged by several converging trends in

healthcare. Changing demographics, such as an aging population and the global

rise in obesity, are resulting in more difficult-to-image patients with greater anatom-
ical variability and conditions that degrade image quality. At the same time, there

is a strong push toward democratization of ultrasound, driving the development

of smaller, more portable, and lower-cost systems to increase accessibility. At the

same time, these systems are expected to be operated by less specialized users

in more diverse settings, from remote clinics to emergency situations. Together,
these factors place greater demands on acquisition and reconstruction algorithms,
necessitating more intelligent and adaptive solutions to maintain diagnostic con-
fidence across diverse clinical scenarios. Despite these challenges, the future
remains bright. The statistical modeling power of deep generative models has the

potential to address many of the current limitations of ultrasound imaging, and

ongoing advances in both computational hardware and algorithms will further

accelerate this progress. Surely, this thesis has only scratched the surface of what

is possible. As these models become more efficient and integrated into real-time

systems, we can envision a future where cognitive ultrasound systems continu-
ously learn and adapt to their environment, providing personalized, high-quality
imaging tailored to each patient and clinical scenario. Several research directions

are worth exploring to further advance this field. While imaging has been the

primary focus of this thesis, one could argue that the ultrasound image is merely a

means to an end. Ultimately, the goal of ultrasound imaging is to extract clinically
relevant information to guide diagnosis and treatment. Future work should explore

how deep generative models can be used to minimize uncertainty of a certain

diagnostic parameter of interest, rather than just improving image quality. Lastly,
the interplay between acquisition and reconstruction is a rich area for further ex-
ploration. While we have demonstrated the potential of adaptive transmit design,
the full potential of jointly optimizing acquisition and reconstruction remains to

be realized.
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Two waves so simple in nature
One wanted and one unsought
Send out to find out more
Yet their interaction so obscure
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