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Abstract

Abstract

Ultrasound Nondestructive Evaluation (UNDE) systems enjoy widespread usage thanks
to their comparative ease of deployment, safety, and ability to characterize critical
structures. However, this inspection modality is governed by a complex physical phe-
nomenon and requires extensive post-processing before yielding useful results. Further-
more, when employed for localization and imaging, UNDE necessitates multichannel
data, and benefits from an ever-increasing amount of spatially-rich measurements from
which a high spatial and temporal resolution can be obtained.

Naively, this can be achieved by increasing the number of sensors and their band-
width. However, this has the consequence of increasing the number of transmission
events, and therefore the measurement time, as well as the sampling rate, data vol-
ume, and data rate. Accordingly, measurement hardware becomes more complex and
expensive, and the computational and storage costs increase. Instead, the inherent
characteristics of UNDE data, the measurement process, and post-processing can be
considered holistically to develop novel acquisition and processing schemes that can a.)
achieve the same performance as classical methods using less data, or b.) achieve a
higher performance when applied to the same data volume.

In this dissertation, the inherent sparsity of multichannel UNDE data is exploited
under the Sparse Signal Recovery (SSR) and Compressed Sensing (CS) framework.
The dissertation and contributions are organized into three parts encompassing effi-
cient forward modeling, sparse recovery, and compression matrix design. The corre-
sponding main contributions are the efficient implementation of matrix-free Full Matrix
Capture (FMC) forward models exploiting translational invariance and incorporating
multiple scattering, the incorporation of the aforementioned models into an alternating
optimization framework for SSR and CS using soft thresholding algorithms, and the
usage of the Cramér-Rao Bound (CRB) both for the study of the models and for the
design of compression matrices. The results are validated on real and simulated UNDE
data. Despite the focus on UNDE localization and imaging, it should be highlighted
that the contributions generalize to other multichannel /multidimensional wave-based
measurement modalities and inverse problems.

In the first part, the modeling of scalar wave fields in piecewise isotropic and ho-
mogeneous media is studied with emphasis on FMC. Interrelated forward modeling
concepts found in the mathematics, physics, and UNDE literature under different
nomenclatures are curated and contextualized in terms of their suitability for signal
processing. FMC data is shown to exhibit multiple forms of invariance, allowing both
the reduction of memory requirements by several orders of magnitude, and the accel-
eration of computations with off-the-shelf software.

Motivated by the sparsity of the sought-after quantity in UNDE imaging and local-
ization, the second part of the work focuses on CS with soft thresholding algorithms.
The importance of the choice of sparse recovery algorithm is highlighted by studying
the behavior of two representative algorithms in practical conditions. An optimization
framework that alternates between a linear forward modeling problem and a linear
inverse problem is presented. The framework is then applied to measurement data
and simulations with and without compression, culminating with tomographic recon-
structions incorporating multiple scattering and using single digit percentages of the
original, uncompressed data volume.

iii



Abstract

The final part addresses the design of compression matrices for the aforementioned
optimization framework. The CRB is chosen as the core quantity to be optimized,
choice justified by relating the CRB to the sparse recovery identifiability conditions.
First, the CRB is shown to be susceptible to assumptions regarding the presence of
multiple scattering, requiring a judicious choice of model parameters. Next, the design
of compression matrices, and more specifically, subsampling matrices, is addressed. A
collection of original greedy and gradient-based optimization methods for CRB-based
structured subsampling matrix design is presented, enabling the design of matrices for
realistically-sized problems that are easily implementable in hardware.

The contributions of this dissertation enable the design of subsampling matrices
which result in faster acquisition times, data volumes as low as 1% of what is used
in traditional methods, and low data rates. Importantly, the subsampling matrices
are easily implementable in the real world. The forward models and sparse recovery
algorithms presented in this work compose a computationally efficient framework that
can be applied to large-scale problems. The localization and imaging quality attained
on real and simulated data is on par with, or superior to, classical methods, depending
on the desired amount of compression. The results in this work lend themselves well
to model-based Deep Learning (DL) extensions as a line of future research.
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Zusammenfassung

Zusammenfassung

Ultraschall-Zerstorungsfreie Priifverfahren (UNDE) finden aufgrund ihrer relativ einfa-
chen Einsatzmoglichkeit, ihrer Sicherheit und ihrer Fahigkeit, kritische Strukturen zu
charakterisieren, breite Anwendung. Diese Inspektionsmethode unterliegt jedoch einem
komplexen physikalischen Phédnomen und erfordert eine umfangreiche Nachbearbei-
tung, bevor sie brauchbare Ergebnisse liefert. Dariiber hinaus erfordert UNDE bei der
Lokalisierung und Bildgebung Mehrkanaldaten und profitiert von einer sténdig wach-
senden Menge an rdumlich reichhaltigen Messungen, aus denen eine hohe rdumliche
und zeitliche Auflésung gewonnen werden kann.

Naiv betrachtet ldsst sich dies durch eine Erhohung der Anzahl der Sensoren und ih-
rer Bandbreite erreichen. Dies hat jedoch zur Folge, dass die Anzahl der Ubertragungs-
vorgéinge und damit die Messzeit sowie die Abtastrate, das Datenvolumen und die Da-
tenrate steigen. Dementsprechend wird die Messhardware komplexer und teurer, und
die Rechen- und Speicherkosten steigen. Stattdessen kénnen die inhérenten Eigenschaf-
ten von UNDE-Daten, der Messprozess und die Nachbearbeitung ganzheitlich betrach-
tet werden, um neuartige Erfassungs- und Verarbeitungsschemata zu entwickeln, die a.)
die gleiche Leistung wie klassische Methoden mit weniger Daten erzielen oder b.) eine
hohere Leistung erzielen, wenn sie auf das gleiche Datenvolumen angewendet werden.
In dieser Arbeit wird die inhérente Sparsity von Mehrkanal-UNDE-Daten im Rahmen
von Sparse-Signal-Recovery (SSR) und Compressed-Sensing (CS) genutzt. Die Arbeit
und ihre Beitrige sind in drei Teile gegliedert, die effiziente Vorwértsmodellierung,
Sparse-Recovery und Kompressionsmatrixdesign umfassen, wobei davon ausgegangen
wird, dass sich die Beitrige auf andere mehrkanalige/mehrdimensionale wellenbasierte
Messmodalitdten und inverse Probleme verallgemeinern lassen.

Im ersten Teil wird die Modellierung von skalaren Wellenfeldern in stiickweise iso-
tropen und homogenen Medien untersucht. Miteinander in Zusammenhang stehende
Vorwértsmodellierungskonzepte, die in der Mathematik, Physik und UNDE-Literatur
unter verschiedenen Bezeichnungen zu finden sind, werden hinsichtlich ihrer Eignung
fir die Signalverarbeitung kuratiert und kontextualisiert. Der Schwerpunkt liegt auf
der Nystrom-Methode und Potenzreihenapproximationen aufgrund ihrer Beliebtheit in
der Literatur. Die Konzepte und Vorwértsmodellierungsmethoden werden dann auf
Full-Matrix-Capture (FMC) spezialisiert, eine reprisentative UNDE-Messmodalitit,
die aufgrund der Moglichkeit ausgewéhlt wurde, durch einfache Transformationen an-
dere Modalititen daraus zu erhalten. Es wird gezeigt, dass Ultraschallmessdaten im
Zeitbereich von der Verwendung der analytischen Darstellung profitieren, um Zeit-
diskretisierungsfehler und Phasenverschiebungen in korrelationsbasierten Methoden zu
korrigieren. Dariiber hinaus zeigen FMC-Daten mehrere Formen der Invarianz, die
den Freiheitsgrad im Vorwértsmodellierungsprozess reduzieren. Der Speicherbedarf der
Vorwirtsmodellierung kann daher um mehrere Gréflenordnungen reduziert und die Be-
rechnungen mit off-the-shelf Software beschleunigt werden.

Im zweiten Teil des Manuskripts wird eine wichtige Beobachtung gemacht: Die ge-
suchte Grofle in der UNDE-Bildgebung und -Lokalisierung ist Sparse, was CS erméglicht.
Der theoretische Hintergrund von CS wird vorgestellt, wobei die Identifizierbarkeitsbe-
dingungen hervorgehoben werden, die fiir die eindeutige Losung linearer inverser Pro-
bleme mit einer Sparsity-beschriankung erforderlich sind. Unter Beriicksichtigung der
rechnerischen Einfachheit und Effizienz werden Soft-Thresholding-Algorithmen fiir SSR




Zusammenfassung

untersucht und das Verhalten von zwei repriasentativen Algorithmen unter praktischen
Bedingungen untersucht. Als Néchstes wird ein Optimierungsrahmen vorgestellt, der
zwischen einem linearen Vorwirtsmodellierungsproblem und einem linearen inversen
Problem wechselt. Es wird gezeigt, dass mehrere Bildgebungs- und Lokalisierungsal-
gorithmen, sowohl Neuartige als auch aus der Literatur, zu diesem Rahmen gehoren.
Der Rahmen wird dann auf Messdaten und Simulationen mit und ohne Kompression
angewendet, was zu tomografischen Rekonstruktionen fithrt, die Mehrfachstreuung ein-
beziehen und nur einen einstelligen Prozentsatz des urspriinglichen, unkomprimierten
Datenvolumens verwenden.

Abschlielend wird die Gestaltung von Kompressionsmatrizen fiir das oben genannte
Optimierungsframework untersucht. Als zu optimierende Kerngréfie wird die Cramér-
Rao-Bound (CRB) gewihlt. Zu diesem Zweck wird die der CRB zugrunde liegende
Schitzungstheorie vorgestellt. Die Entscheidung fiir die Verwendung der CRB wird
durch den Bezug zu den Identifizierbarkeitsbedingungen fiir SSR begriindet. Zur Ab-
rundung der Diskussion werden die Einschrinkungen der CRB untersucht, wobei der
Schwerpunkt auf den Auswirkungen von Modellfehlanpassungen liegt. Aus der Per-
spektive der Misspecified-CRB wird gezeigt, dass Modellfehlanpassungen den Parame-
terraum, in dem Schétzer operieren, verdndern und die Interpretation der klassischen
CRB erschweren. Nach der Untersuchung der CRB wird das Design von Kompres-
sionsmatrizen und insbesondere von Unterabtastmatrizen untersucht. Diese Wahl er-
leichtert die Hardware-Implementierung von Kompressionsmatrizen, fithrt jedoch zu
dem Problem der kombinatorischen Optimierung. Um dies zu umgehen, werden die
Degrees-of-Freedom der Unterabtastungsmatrizen reduziert, indem eine Blockstruktur
erzwungen, greedy Methoden angewendet und von Deep Learning inspirierte kontinu-
ierliche Relaxationen verwendet werden. Basierend auf diesen Vereinfachungen wird
eine Sammlung neuartiger greedy und gradientenbasierter Optimierungsmethoden fiir
das CRB-basierte Design von Unterabtastungsmatrizen vorgestellt.
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Introduction

1 Introduction

As public infrastructure ages, reliable inspection methods become a necessity in order
to ensure structural soundness and the safety of the users. The 1998 Eschede train
disaster [1], the 2018 collapse of the Morandi bridge [2], and the 2024 collapse of
the Carola bridge [3] are only a few examples of recent accidents involving age-related
structural degradation. These accidents are widely agreed to have been foreseeable, and
possibly even preventable, with proper inspection techniques. However, a procedure
such as closing off public infrastructure to study its internal characteristics is often too
expensive or altogether impossible due to the damage posed to the object under test.
Nondestructive Evaluation (NDE) offers the possibility of inspecting materials during
production, on site, and/or continuously during normal operation.

Among NDE methods, Ultrasound Nondestructive Evaluation (UNDE) enables the
inspection of a specimen by using acoustic or mechanical waves above 20 kHz to acquire
information about its material parameters and geometry [4, p. 1-3], [5, p. 1-2], [6, p.
1-11], and this without the need for ionizing radiation and without requiring the object
under test to be electrically conductive or ferromagnetic. Paired with the possibility
of using portable and embeddable measurement equipment, ultrasound is a convenient
choice for the inspection of critical structures. This has made ultrasound inspection an
attractive option for imaging and localization not only in UNDE, but also in medical
applications [7-9].

As is to be expected, however, UNDE does not come without its challenges. The
phenomena governing ultrasound wave propagation are complex, and measurement
data must be processed before it can be interpreted. The accuracy with which propa-
gation is modeled directly affects the achievable performance and the interpretability
of estimated quantities [7]. In addition, localization and imaging benefit from spatially
rich information collected with a large number of sensors. This comes with inherent
trade-offs such as resolution vs. frame rate [8, 10], measurement speed vs. algorithmic
complexity [9], and number of active elements in an array vs. hardware complexity and
data rate [11, 12].

When dealing with the aforementioned trade-offs, the balance can be tipped in
our favor by exploiting any additional knowledge we might have about the inspection
procedure. Taking a step toward the formalization of this idea, imaging and localization
tasks are usually formulated as inverse problems based on a chosen forward model that
describes the ultrasonic wave propagation phenomenon. These inverse problems are
often ill posed and poorly conditioned, making them challenging. However, our prior
knowledge can take the form of constraints and/or regularization terms, and it can
influence our choice of forward model and cost function, ultimately making it possible
to obtain the sought-after information, i.e. the location parameters and images.

The interconnected ideas of sparsity and low dimensionality are forms of prior
knowledge and regularization that have drawn attention ever since a wave of ground-
breaking works on Sparse Signal Recovery (SSR) and Compressed Sensing (CS) were
published in the 2000s [13-16]. Interest in them has only intensified with time, and
most recently, low dimensional (i.e. involving few parameters) latent representations
in Deep Learning (DL) applications like segmentation [17] and generative models [18,
19] have fueled this interest further.

Imaging and localization based on multichannel UNDE data lend themselves well to




Introduction

sparse regularization, i.e. the usage of sparsity to improve the estimation of the desired
quantities. This occurs in two main ways: the sought-after quantities can be estimated
with higher accuracy thanks to sparse regularization, or alternatively, the estimation
accuracy can be preserved in spite of having less measurement data available. In
exchange, the computational complexity of the forward models and iterative, sparsity-
aware optimization algorithms must be managed. Furthermore, when reducing the
amount of measurement data, a strategy for doing so must be devised. The advantages
and challenges associated to the processing of UNDE data under the SSR and CS
frameworks serve as the main motivation behind this manuscript.

With the aim of considering multichannel UNDE systems holistically, this work
addresses the processing of UNDE data on three fronts: the efficient modeling of Full
Matrix Capture (FMC) UNDE data, the development and application of SSR and CS
methods to real and simulated FMC data, and the study of ultrasound propagation
models and design of compression matrices based on the Cramér-Rao Bound (CRB).
The contents of this manuscript are primarily tailored and specialized for FMC UNDE
data processed with iterative optimization algorithms without DL. That being said,
the theory presented here is adaptable to other applications. The forward modeling
can be adapted to other ultrasound modalities, and more generally, to other wavelike
phenomena. The discussion on sparse recovery is generally applicable to linear inverse
problems, and the CRB-based analysis and design of compression matrices can be
adapted to other applications where a differentiable parametric model is available.
Portions of the results presented in this manuscript have already been extended to
other applications with and without DL. These extensions are cited within, but their
details are beyond the scope of the present work.

The impact of this work is twofold. On the theoretical side, a concise yet com-
prehensive presentation of ultrasound forward modeling, sparse recovery, performance
analysis, and optimal design is provided. The theory is curated from NDE, mathemat-
ics, and physics sources, and is then reinterpreted and adapted for a signal processing
audience. On the practical side, original and efficient implementations of sparse re-
covery methods for UNDE are presented, along with methods to design compression
matrices that can be easily realized on standard hardware. This reduces the measure-
ment time, data volume, and processing cost traditionally associated to multichannel
UNDE systems and makes them suitable for broader applications.

A brief summary of the topics and contributions in this work is provided next.
The work is organized into three parts corresponding to the aforementioned fronts, i.e.
forward modeling, CS, and CRB-based analysis and design. The parts are roughly
separated into a mainly theoretical, review-like section, followed by a section with
applications based on the theory. A more detailed discussion and listing of contributions
is provided in the introduction to each of the parts provided in sections 2, 6 and 10.

1.1 Part I: Ultrasound NDE Forward Modeling

The first part of this dissertation addresses forward modeling in UNDE. To this end,
the equations underlying acoustic ultrasound waves are presented. The conditions
under which these equations approximately describe ultrasound phenomena in solids are
discussed. Several formulations for the propagation of ultrasound waves are presented,
with accompanying discussion on their accuracy and cost.
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The governing equations are then specialized to FMC data, with the ultimate goal of
being able to efficiently model the data as part of iterative inversion procedures. The
structure of FMC models is studied and exploited in order to reduce computational
burden and memory expenses. A brief detour highlights the usefulness of analytic
representations beyond computational simplicity.

Contributions The first contribution in this part of the manuscript is a curation
of literature and nomenclature related to ultrasound forward modeling. Connections
are drawn among interrelated concepts in UNDE, the physics of wave propagation,
and the mathematics of integral equations, which are found in the literature under
different names and in varying amounts of detail. After establishing the basic governing
equations, they are tailored to FMC data. Here, it is shown that a judicious choice of
reconstruction domain endows the forward model with various forms of symmetry and
invariance that can be leveraged to reduce memory costs and accelerate computations
through convolutions and off-the-shelf software.

1.2 Part II: Sparse Recovery in Ultrasound NDE

The second part of this work deals with inverse problems with sparse regularization. In
the first half, the foundations behind sparsity, SSR, and CS are introduced. Emphasis
is placed on practical identifiability conditions under which SSR and CS can recover
the sparse quantities of interest, as well as their interpretation. With practicality in
mind, soft thresholding algorithms for sparse recovery are discussed and contrasted in
terms of their behavior under realistic conditions.

After reviewing the foundations, a classical framework for UNDE parameter estima-
tion is shown to encompass many modern estimation methods that rely on alternating
forward modeling and inversion steps. Examples from the literature are presented so as
to highlight that they are implementation variants of the framework. Afterward, origi-
nal implementations of the framework are provided, with examples of their application
to real and simulated measurement data.

Contributions A succinct presentation and interpretation of the core concepts be-
hind SSR and CS is provided. Two well-established soft thresholding algorithms are
contrasted in terms of their practical behavior. A collection of sparse recovery methods
both original and from the literature are shown to belong under a single alternating
optimization parameter estimation framework. The original sparse recovery methods
are then applied to real and simulated data.

1.3 Part III: Performance Analysis and Optimal Design

Throughout part II, examples of sparse recovery with and without linear compression
are presented. This begs the question: how does one design compression matrices? The
preferred approach in this manuscript is the usage of subsampling matrices based on
the CRB. The usage of the CRB is motivated by the rich literature on optimal design,
sparse array design, and optimal sensor placement. Furthermore, the CRB has the
ability to describe the performance of sparse recovery methods. To this end, part 111
begins with a discussion on the CRB and its background, as well as its application
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to optimal design, a special case of which is the design of subsampling matrices. As
a special point of interest, the impact of the chosen forward model on the estimation
task is studied.

Having covered the theory, the problem of designing a subsampling matrix is stud-
ied. The problem is first formalized based on the assumptions and relaxations incorpo-
rated into the design problem. Next, different choices of cost functions are discussed.
Part III concludes with examples of gradient-free and gradient-based algorithms for
subsampling matrix design.

Contributions Special attention is paid to the connection between the CRB and the
identifiability conditions presented in part II in order to justify the chosen compression
matrix design approach. As part of the theoretical background, the impact of model
mismatch is studied, concluding that model errors left unaccounted for will ultimately
cause a perceived bias in parameter estimates. Task-based and task-agnostic optimiza-
tion are formalized and combined with discrete and continuous subsampling matrix
models, resulting in concrete optimization problems for which original algorithms are
provided.
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2 Introduction to Part 1

Throughout this work, linear inverse problems with sparse regularization are studied
in the context of signal processing, sparse recovery, compressed sensing, and estimation
theory. Flavor is given to these broad topics by considering a concrete application: here,
that role is played by Ultrasound Nondestructive Testing. Part I of this work introduces
ultrasound imaging, the physical phenomenon behind it, and different mathematical
formulations of the problem of modeling ultrasound waves. The models studied in this
part are ultimately envisioned as parts of inverse problems to be solved iteratively.
With this in mind, the emphasis is placed on the formulation of fast, memory-efficient
models.

In section 3, the basic governing equations for the propagation of acoustic ultrasound
waves are introduced. We are, however, interested in inspecting solids. The usage
of the acoustic wave equation has practical consequences: the media considered in
this work have to satisfy special properties (as will be discussed later, isotropy and
homogeneity). The method of contrast sources is employed in order to obtain different
matrix-vector formulations of the forward modeling problem that are widely used in
the literature. From these, a Nystrom-like formulation similar to the Foldy—Lax model
is taken as the model of choice throughout this work. After formulating the forward
problem, methods for its solution are discussed. Emphasis is placed on power series
approaches for forward modeling, as they encompass the methods most often found in
the state of the art. In parallel to the aforementioned topics, this section aims to relate
the problems and nomenclature found in Ultrasound Nondestructive Testing to those
found in mathematics and physics texts.

Section 4 specializes the models presented in section 3 to the measurement modality
known as Full Matrix Capture. This modality is the main focus for the remainder of
the manuscript, and brings with itself the challenge of large memory requirements. The
second half of this section is therefore dedicated to the efficient implementation of the
Full Matrix Capture forward model. In particular, it is shown that several forms of
block-Toeplitz structure arise in the model matrices, structure which can be leveraged
to efficiently implement the forward model.

Contributions A contribution is made in section 3 by reviewing concepts and
curating references which are relevant to the modeling and processing of ultrasound
nondestructive testing data. Motivated by the disjoint nomenclature found in the
literature, equivalent and closely related concepts are highlighted as such in an effort
to provide a comprehensive overview and facilitate further research into the topic.
In section 4, the analytic representation of signals obeying the so-called delay model
is shown to be asymptotically equivalent (under the narrowband assumption) to the
first order Taylor series expansion of the delay model with respect to the time delay,
mitigating the impact of temporal discretization. More importantly, several forms
of block-Toeplitz structure are shown to arise in the model matrices of Full Matrix
Capture data, enabling their fast and memory-efficient implementation. As a concrete
example, careful implementation of the delay model reduces the memory requirements
from 1.8 TB to 21 GB and additionally enables the usage of off-the-shelf software that
efficiently implements convolutions.
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3 Modeling of Ultrasound Data

In Ultrasound Nondestructive Evaluation (UNDE), the goal is to inspect the internal
structure of objects of interest in order to detect, locate, and characterize defects. This
is done by insonifying the object using ultrasound, recording the scattered ultrasound
signals, and then processing these signals. The present work deals with the modeling
and processing of UNDE data, or data stemming from other wavelike phenomena.
In particular, the models are based on the simplest form of the scalar acoustic wave
equation in 2 dimensions, with point-like scatterers embedded in piecewise isotropic
and homogeneous media. The signal processing techniques and all further discussion
throughout this work are predicated on the use of integral methods in solving the linear
wave equation for scalar fields. In preparation for this, the present section provides a
lengthy discussion the modeling of ultrasound data.

The motivation behind this section is the following. The different solution methods
for the wave equation are easily found in the literature, but not often discussed in a
broader context and contrasted with one another. Careful derivations and analyses can
be found in technical texts which discuss the physics in full depth and offer accurate
but expensive computational methods. In contrast, the recent literature in ultrasound
signal processing takes the solution approaches as a given, usually in a simplified form
at the expense of accuracy, and instead focuses only on the signal processing aspect.
As a result, the treatment of solution methods is disjoint among different communities
and has led to various nomenclatures referring to closely related approaches. The
contribution of this section is the curation, contextualization, and discussion of signal
processing-amenable solution approaches (e.g. using simple parametric models, having
a low computational complexity that allows repeated application in iterative algorithms,
or the possibility of differentiating analytically) to the Fredholm integral equation for
wave propagation based on point sources and scatterers.

The scope of this section is specifically tailored to the concepts necessary for the
understanding of the signal processing techniques presented in later sections. More
concretely, the aforementioned constraints on the modeled scenarios and the techniques
for the analysis and computation of the wave equation are presented and justified from
the standpoint of signal processing. Avid readers are directed to [4-6, 20, 21] for
in-depth discussion on the physics of ultrasound wave propagation, and to [22] for an
extended exposition on integral equation methods for (inverse) scattering problems and
their implementation. Note that special attention is paid to the 2-dimensional case,
but the discussion presented here can be reworked for the 1- and 3-dimensional cases.

In this section, the modeling of scalar ultrasound wave fields is studied. First, the
governing equations for ultrasound wave propagation are discussed. With the linear
wave equation for scalar fields as a given, a sketch for the derivation of the Helmholtz
equation is provided. Then, using Green’s functions, wave propagation is rewritten
in the form of a Fredholm integral equation. In the latter half of the section, various
solution approaches to the integral equation are discussed.

3.1 Governing Equations
3.1.1 The Linear Wave Equation for Scalar Fields

Ultrasound propagation and other wavelike phenomena obey the wave equation. In the
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case of ultrasound, and particularly in a linear and scalar setting with small amplitudes,
the wave equation takes the form [20, p. 470, 473]

2
<v2 - C(i)Q ;) u(r t) = wir,t), (3.1)

providing a time domain description of the propagation of ultrasound waves through
space. In (3.1), V2 is the spatial Laplacian and, constraining ourselves to the 2-D case
for simplicity, u : R? x R — C denotes a complex-valued scalar wave field so as to work
with the analytic representation of propagating waves. The quantity w : R2 x R — C is
an excitation source term, while ¢ : R? — R assigns a wave propagation speed to each
point in space. The propagation speed c is required to be piecewise constant [21, p. 303—
306], condition which is satisfied e.g. when considering piecewise homogeneous media
and media containing inhomogeneities of bounded support such as few point scatterers.
The spatially-varying propagation speed c is related to the type of propagating wave,
as well as the material properties of the medium in which the wave propagates. In
ultrasound, u is a pressure field, w represents the insonification of the medium by a
transmitter or transducer, and c¢ is the Speed of Sound (SoS) in the medium.

Ultrasound waves are broadly categorized into longitudinal (or compression), trans-
verse (or shear), and guided waves. A formal treatment of ultrasound propagation
necessitates a vector wave equation that considers the different propagation modes si-
multaneously. This is because mode conversion can occur at any boundary within the
medium, e.g. at the boundaries between the piecewise homogeneous media. However,
in the interest of deriving computationally simple signal processing algorithms and in
light of the experimental success found when doing so, only the scalar wave equation
is treated here. In addition, only longitudinal and transverse waves are considered,
with emphasis on the former. A detailed discussion on the properties of longitudinal,
transverse, and guided waves can be found in [4-6].

In the present discussion, longitudinal and transverse ultrasound waves are treated
as two separate scalar wave fields with the property that [4, p. 4-15]

B E(r)(1— v(r)
aulr) = \/ )+ ()~ 20(r)) 3.2)

and

[ Ew
orlr) = \/ 20(r) (1 + 1))’ (33

where cr,cr : R?> — R are the SoS values of longitudinal and transverse waves, re-
spectively, to be substituted into ¢ in (3.1). In (3.2) and (3.3), £ is Young’s modulus,
p is the material density, and v is Poisson’s ratio, with E,p,v : R? — R. Equiv-
alent formulations are presented in [5, p. 223-227] and [6, p. 28]. These physical
relationships motivate the usage of ultrasound in Nondestructive Evaluation (NDE):
ultrasound signals carry information about the composition and material properties of
the propagation medium, enabling their indirect probing.

Instead of using (3.1), wave propagation can also be described in the frequency
domain by means of the Helmholtz equation. Doing so facilitates the usage of a rich
variety of methods from spectral analysis. In light of this, the Helmholtz equation is
studied next.
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3.1.2 The Linear Helmholtz Equation for Scalar Fields

The Helmholtz equation finds widespread use in the literature. This is in no small part
due to its property of inherently dealing with monochromatic wave fields, which lends
itself to simplified computational schemes based on a small number of frequency bins,
as well as its affinity with sophisticated signal processing techniques [9, 23-26, N6|. As
shown in [20, p. 472] and the aforementioned references, the linear Helmholtz equation
for scalar fields takes the form

(v2 TR (r)) Vi, (1) = — 505, (7). (3.4)

In (3.4), w = 27 f is the angular frequency, and the subscript w; denotes that a quantity
corresponds to a fixed frequency w = wj. In particular, k,, : R? — R is the wave number
obtained by evaluating k(r,w) = w/c(r), k : R x R — R, at w = w;. Note that the
differential operator V? + k:ij(r) also corresponds to the frequency w; thanks to k.
By extension, the spatial component )y, : R? — C of the wave field u, and the spatial
component s, : R? — C of the excitation source w are defined separately for each
frequency w;. Due to the importance of these details, a sketch of the derivation of the
Helmholtz equation is provided next.

The standard way of arriving at (3.4) is through the method of separation of vari-
ables as exemplified in [27, p. 9-13] and [28, p. 713-717]. Assume that the wave field
u and excitation source w are separable in r and ¢, so that

u(r,t) = P(r)C(t)

and

w(r,t) = —s(r)q(t),

where (,q : R — C, and noting that the negative sign here and in (3.4) is chosen only
due to convenience. Now let

((t) = exp(yw;t),

which can be interpreted as letting u be a monochromatic field. Substituting into (3.1),
we obtain that

2 1 9 2 w?
exp(jw;t) V= — ¢C§@ exp(jwjt) =| V= + 0*21/1 exp(jw;t) = —sq(t), (3.5)

in which dependence on r was omitted. Noticing that the left-hand side (LHS) depends
on ¢ only through exp(jw;t), and the right-hand side (RHS), through ¢(t), we establish
that q(t) = ay,, exp(jw;t) for some complex weight a,, € C. Associating the excitation
term w as

w<r7t) = _(S(T)G’Wj) exp(jwjt) = —Sw; (T)qwj (t)

and then omitting all exp(jw;t) terms in (3.5) yields the Helmholtz equation given in
(3.4). Careful derivations of the vector wave and Helmholtz equations can be found in
[5, p. 143-148] for the acoustic case and [5, p. 205-218] for the elastodynamic case.
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Equations (3.4) and (3.5) admit more general wave fields and excitation sources
through Fourier synthesis, as will be exemplified for the excitation source next. Fourier
synthesis motivates us to write a general excitation source in the form

Z swj qw] t), (3.6)

where Ny is the number of frequency bins or harmonic sources to be considered. Note
that (3.6) can be interpreted as the inverse Fourier transform of w from the frequency
to the time domain. To make this explicit, we can reassociate the terms in (3.6) as

N

w(r,t) = ) —5uw; (1), () = Zaw]qwj = —s(r)q(t), (3.7)

j=1

<,

where ¢(t) is now a sum of Ny harmonics g, (t) with associated spectral coefficients
ay,; which are given by the Fourier transform of w from time to frequency domain. An
analogous procedure can be followed for the wave field wu.

Due to the sum of harmonics structure given to u and w, applying the wave equation
leads to Ny separate Helmholtz equations, each corresponding to a particular w; and
with its own solution 1),,. In light of this, notation will be abused to define s(r,w),
s:RZ2xR — C, as the negative of the Fourier transform of (3.6) with respect to (w.r.t.)
t, i.e.

s(r,w) = s(r)Q(w), (3.8)

yielding a sum of scaled Dirac deltas in the frequency domain. The quantity ¥ (r,w),
1 : R? x R — C, can once again be defined by analogy. Thanks to the resulting sum
of Diracs structure, we can work with few frequency coefficients instead of continu-
ous frequency. This is a valuable first step in the direction of formulating ultrasound
propagation in a convenient matrix-vector form that allows us to use signal processing
methods in UNDE.

As a closing remark regarding the Helmholtz equation, the wave number can be
allowed to take complex values, so that k : R? x R — C and K, R? — C. Although
different formulations of the complex wave number k are presented in [5, p. 127-129],
[20, p. 472, 474], and [6, p. 112-114], the preferred form throughout this work is

k(r,w) = % - jﬁ(r,w),
with B : R2 xR — R, 3(r,w) > 0 denoting attenuation in the propagation medium. In
the case of human tissue, 5 depends approximately linearly on w [29], whereas metals
often exhibit nonlinear dependence on the frequency [30, 31]. Nevertheless, the linear
relationship is approximately correct for small bandwidths. For the sake of simplicity,
B will be taken linearly dependent on w, yielding

brw) = (s = 9800) ) = klr). (3.9)

10
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The quantity  in (3.9) will be referred to as the frequency flat wave number. With
this in mind, we can let k,s,¢ : R> x R — C and l;:,kwj,wwj,swj : R? — C, though
in some cases the dependence on r and w will be omitted for the sake of brevity. The
purpose behind this notation is to distinguish between quantities that explicitly depend
on frequency and ones that don’t, but are identified with a specific frequency value.

3.1.3 The Lippmann—Schwinger Equation

It is also possible to rewrite the Helmholtz equation in the form of an integral equation
often known as the Lippmann—Schwinger equation [23, 24, 26, 32, 33]. The signal pro-
cessing works [9, 23-26, N6] immediately resort to the Lippmann—Schwinger equation
instead of working with the Helmholtz equation in its differential form. Other works
directly treat problems of wave propagation and scattering in integral form without
any mention of the wave or Helmholtz equations [32-34]. As this is also the preferred
description for wave propagation in the remainder of this work, a brief derivation for
and intuition behind the Lippmann—Schwinger equation are provided below. Readers
interested in a detailed derivation including the vector case are directed to [5, p. 150~
167] and [27, p. 567-603]. A broad discussion regarding scattering problems, acoustic
waves, and the Lippmann—Schwinger equation can be found in [21, p. 303-344].

The core concept behind the Lippmann—Schwinger equation is the usage of Green’s
function. A brief treatment of Green’s function for the wave and Helmholtz equations
is given in [20, p. 473-474]. A more general overview is presented in [28, p. 511-
516], and an in-depth discussion can be found in [27, p. 567-603]. We begin with an
inhomogeneous differential equation involving a linear differential operator £ acting
w.r.t. some variable z and a set of initial and boundary conditions. Such an equation
can be written as

{Lu}(z) = —v(z)

with a source term v and a solution w that is sought after. The Green’s function G of
L satisfies

{LG}(z,2") = —6(a" — x)

for any x, 2/, where § stands for the Dirac delta. The Green’s function G is then the
impulse response of the differential operator £ with the given boundary and initial con-
ditions. If G is known, solutions to the inhomogeneous differential equation involving
L can be obtained by exploiting the properties of the Dirac delta as follows. We can
multiply both sides of the previous equation with v and integrate w.r.t. z’ over the
domain of interest I' to obtain

/F{EG}(JU,x’)v(:U')d:U' = /F(S(x — 2 o(z')dx'.

We recognize the RHS as a convolution with a Dirac delta, having the effect of shifting
v to ' = x. Observing that £ acts only on z and integration acts only on z’, the
Leibniz integral rule can be used to swap the order of differentiation and integration.
This yields

E/FG(x,w’)v(x’)dx’ = —v(x),

11
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from which the solution to the original differential equation can be obtained. Noting
that, under the shift invariance condition G(x,z') = G(x —2'), the LHS of the previous
equation is a convolution, we can rewrite it as

{L(G *v)}(z) = —v(z) = {Lu}(z).

We conclude that the solution to the inhomogeneous differential equation involving the
operator L is given by

u(z) = /F Gla, o' Yo(a')da! (3.10)

and, if G is translation invariant, u = G * v.

We would like to apply the result (3.10) to the Helmholtz equation from (3.4).
Consequently, the linear differential operator is £ = (V2 + k?(r,w)). Importantly, the
wave number k is part of £, and as a consequence, the Green’s function G will either
depend explicitly on k£ and therefore on w, or if working only with few frequency bins,
it can be identified with specific values of w;. This means we can write

{LG}(r, 7" w) = =5§(r — 1)

with G : R? x R? x R — C either properly or through the abuse of notation at the end
of section 3.1.2 for discrete bins. In order to find a general approach to the Helmholtz
equation, a wave number contrast can be introduced as follows. Consider a constant
wave number kg € C (i.e. frequency flat and constant w.r.t. space), and use it to

define ko(w) = wko with kg : R = C. We can then introduce a wave number contrast
7 :R? x R — C defined as

A(r,w) = K (r,w) - Kw) = @) - ) = ?5(r), (3.11)

where the factoring of w? is justified by (3.9) and 7 : R? — C is the frequency flat wave
number contrast. Note that the wave number contrast « and its frequency flat version ¥
are nonzero only where k # kg. Recalling that the application of interest is UNDE, we
expect that the examined objects contain only few, if any, defects. This often results
in v and 4 being sparse. A precise definition of sparsity and an in-depth study of
its significance when processing UNDE signals are two of the main topics explored in
part II of this manuscript.
Substitution of the wave number contrast v into the Helmholtz equation yields

(V2 + kg(w)) Y(r,w) = —s(r,w) —y(r,w)Y(r,w), (3.12)

where the differential operator on the LHS is now £ = (V? + k3(w)), which no longer
depends on the spatially-varying wave number k of a particular medium, but rather
on the wave number kg describing a homogeneous, isotropic medium. In addition, the
negative sign in the RHS can be factored out, leaving (s + v1)) as a new composite
source term. This will be explored further in section 3.1.4.

Regarding the initial and boundary conditions, the medium is assumed to begin
at rest, and the Sommerfeld radiation condition [21, p. 2] is considered. The latter
condition ensures that the solution to the Helmholtz equation is physically sound: for

12



Modeling of Ultrasound Data

an unbounded medium, waves must travel outward from sources in the medium to-
ward infinity; conversely, sources must not act as sinks for waves traveling from infinity
toward them [20, 23, 24]. As a concrete example in 1-D, negative and positive expo-
nentials are suitable solutions for the Helmholtz equation. The Sommerfeld radiation
condition allows us to distinguish between the two and isolate one of them. Under
these conditions, the Green’s function for the operator £ = (V2 + k3(w)) in 2-D takes
the form [20]

Gr,v' w) = = H (ko(w)llr — '), (3.13)

where HéQ) is the zeroth order Hankel function of the second kind corresponding to
the propagation of cylindrical waves (as opposed to e.g. spherical waves in 3-D). The
dependence of G on w is introduced through ko(w) = wko. Note that this Green’s
function is spatially invariant since it only depends on = and ' through [|r — 7/||2. We
can therefore write the solution to the Helmholtz equation in terms of convolutions
with (3.13) as shown next.

Having reformulated the Helmholtz equation through the use of the wave number
contrast (3.11) and armed with the Green’s function in (3.13), we can now apply (3.10)
to the Helmholtz equation as written in (3.12). We find that

P(r,w) :/G(r,r',w)s(r',w)dr’+w2/G(r,r',w)i(r’)d}(r’,w)dr', (3.14)
r r
with 7,7/ € T' and I' € R?. The first integral on the RHS can be interpreted as the

incident field, i.e. the wave field in an infinite, homogeneous, and isotropic medium due
to the sources s. Defining the incident field ¥; : R? x R — C as

wi(r,w)—/FG(T,T’,w)S(r’,w)dr’, (3.15)

we can revisit (3.14) and rewrite it as
P(r,w) = ¢i(r,w) +w2/G(r,T’,W)?(T/)lb(r',w)dr” (3.16)
r

which is referred to as the Lippmann—Schwinger equation [5, 21, 23, 24, 26, 27, 32,
33]. This integral equation can then be solved for the field v, which, through Fourier
synthesis, can be used to obtain the pressure field u. It should be highlighted, however,
that solving for ¢ is nontrivial as it appears both on the LHS and under the integral
in the RHS. Finally, the remaining integral in the RHS of (3.16) can be interpreted as
a scattered field ¥ : R? x R — C given by

Ys(r,w) = w2/rG(r,r’,w)fy(r’)w(r’,w)dr’, (3.17)

where the regions in the domain I' where the contrast 7 is nonzero effectively act as
new sources.

13
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3.1.4 Discussion and Related Nomenclature

With (3.16) and its derivation at hand, the intermediate steps can be interpreted and
connections to the literature can now be drawn. First, recall that the Green’s function
G is the impulse response for a system described by a differential operator £ and a
set of initial and boundary conditions. Thanks to the properties of the Dirac delta
4, an arbitrary source s can be synthesized via summation or integration of deltas,
which can be interpreted as a superposition of point sources. As G is the response to
a source §, the overall response to a source s is given by a superposition of impulse
responses as shown in (3.10). It is because of this that the formulation given in (3.14),
and equivalently (3.16), for the total field ¥ receives the name point source synthesis
[5, p. 438-442] or contrast source synthesis [5, p. 674-677].

The distinction between point and contrast source synthesis is related to (3.11) and
(3.12). If the contrast v is zero everywhere in the domain I', then the RHS of (3.12)
consists only of the source s. In this case, the scattered field s in (3.17) is zero, the
total field v and incident field v; are equal, and the formulation is referred to as point
source synthesis. On the other hand, if v is nonzero in I', the scattered field s is
also nonzero. We can observe that, in (3.17), the term w?31) plays the same role that
the source s plays in (3.15). This earns v (and by extension ) the name contrast
source: an additional source in the medium that arises due to nonzero contrast w.r.t.
the background wave number. In the same vein, the presence of a nonzero contrast ~y
makes the method be referred to as contrast source synthesis. Common names for ~
and 7 include contrast or contrast function [25, 26, N6, 32], object function [9, 23, 24],
and scattering potential [33, 35].

Two additional comments are in order regarding egs. (3.14) to (3.17). First, recall
that the Green’s function depends on the boundary condition and the properties of
the wave number k. The wave number contrasts 7 and 4 denote changes in k, and
formally, additional boundary conditions are necessary at the boundaries where v be-
comes nonzero. A discussion on the Boundary Element Method (BEM), alternatively
known as Method of Moments (MoM), is pertinent in the general case [5, p. 557-560].
For the particular case where

D
Y(r) =w?Y  Fab(r - ra),
d=1

the medium contains only D point scatterers located at 74 and with associated contrasts
74, and the equations provided here are valid. Otherwise, the integrands may take
on different forms, e.g. incorporating the normal of the scatterer surface explicitly.
Sources and sinks that are not point-like can be approximated by either multiplying an
angle-dependent directivity function to 7, or by considering the superposition of the
contributions from a collection of point scatterers. Examples of these approaches are
discussed in [36, 37], and [5, p. 670-673].

Second, throughout this work, assumption is made that the transducers do not
interact with the wave field: they act as sources and sinks, but do not behave as
scatterers. This is achieved by splitting the computational domain into two disjoint
sets: a Region of Interest (Rol) I" where 4 can be nonzero, and the region {2 where
the transducers are located and s is nonzero. Note that this necessitates modifications
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Figure 1: Illustration of the usage of contrast sources. In fig. 1a, an illustration of a generic
ultrasound tomography setup is shown. A transducer ring whose inner radius is depicted by
the dotted line is is placed inside a medium I' that extends infinitely in all directions. Dark
gray rectangles along the dotted line represent the transducer locations, i.e. the domain 2.
Within the medium, a darker gray color represents a wave number that differs from that of
the background. The total field within the medium can be expressed in terms of two distinct
components. The incident field is shown in fig. 1b, where it is clear that the inhomogeneity is
no longer present and the excitation produced by a transducer propagates in the homogeneous
medium. In fig. 1c, the inhomogeneities are shown behaving as sources producing a field that
also propagates through the homogeneous background medium characterized by kg. The figure
has been adapted from [J3]

to egs. (3.14) and (3.15). In (3.14), the first integral on the RHS, which corresponds
to the incident field (3.15), is to be carried out over v’ € € instead of I". The spatial
variable r remains an element of I', however, as the field is produced by the sources
in © and propagates to the Rol I". The method of contrast sources is illustrated along
with the aforementioned domains in fig. 1.

Equation (3.16) can be found with an alternative name in mathematical literature.
It is a so-called Fredholm integral equation of the second kind, as mentioned in [23,
26] and discussed in depth in [27, p. 547-565], [28, p. 803-819], and [38, p. 779
817]. Studying the Lippmann—Schwinger equation through the lens of Fredholm integral
equations reveals connections to eigenvalue problems and special computation methods,
the latter of which will be discussed in section 3.2.

To conclude the present discussion, the considerations explained throughout this
section are reiterated. The media considered throughout this work are assumed to be
infinite, as well as piecewise homogeneous and isotropic. They contain only point-
like scatterers and point sources. The sources do not interact with the medium,
and therefore do not behave as scatterers themselves. The usage of Green’s func-
tion for point/contrast source synthesis under these conditions leads to the form of
the Lippmann—Schwinger equation presented in (3.16). Extensions exist which con-
sider special forms of anisotropic media and extended defects. Interested readers are
referred to [39-41] for standout examples of extended point/contrast source synthesis,
underscoring that such approaches are beyond the scope of this work.
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3.1.5 The Foldy—Lax Formulation and Alternative Discretizations

Following the discussion in section 3.1.4 on the disjoint supports I' € R? and Q C R?
of defects and transducers, as well as the emphasis made on their point-like nature,
eqs. (3.14) to (3.17) can be reworked by employing the sifting property of the Dirac
delta. This leads to a natural discretization which can be written in a familiar matrix-
vector form, enabling the usage of well-established solution approaches to inverse prob-
lems.

Let Mt and MR be the total number of transmitting and receiving elements, respec-
tively, employed for the collection of scalar wave field data. In the case of ultrasound,
this is often done by using an array with M transducers, each of which is able to act
in transmission or reception mode so that M, Mg < M. Let Qp C € be the support
of the source term s. Additionally, let s correspond to a sum of Mt point sources
representing the transducers, so that

M+ M M~
s(r',w) =) sm(r'w) =D () Qm(w) = Y smd(r' —7,)Qm(w), ), € Qr,
m=1 m=1 m=1

where notation has been abused to define both s,, € C and s,,(7'), sy, : R? — C, and
the identity (3.8) has been employed. The incident field ¢; at a point r € T' due to
sources located at points 7/, € Qp can be rewritten as

Qp
M~
= Z G(r,rl,,w)smQm(w), r €T, v, € Qr.

m=1

Mr
Yi(r,w) = G(r,r' w) (Z Smo(r — r;n)Qm(w)> dr’
m=1 (3.18)

Analogous formulations are possible for the scattered field 15 and total field ¢). Note,
however, that two formulations are now possible for these two fields. This is because
we have defined the disjoint domains ) and I', and so the scattered and incident fields
can be evaluated at points in either set. Let Qg C Q denote the coordinates where the
receivers are located. Throughout this work, the total field will be computed inside the
Rol I' and will then be used to compute the scattered field at Qg C 2, treating the
scattered field as the measured signal at the receivers.

This choice ignores the incident field arriving directly at the receivers. Since the
incident field is known a priori, ¢; can be evaluated at the points in Qg and added to
the scattered field 1) in a straightforward manner. However, the direct usage of the
scattered field is a choice implicitly made by many correlation-based imaging methods,
and so adhering to this convention enables a more uniform treatment of the signal
processing techniques found in the literature. One of the consequences of the omission
of the incident field is so-called self-interference, phenomenon illustrated in section 8.2.

With this choice in mind and the above formulation of the incident field, we can
directly rewrite the Lippmann—Schwinger equation for the total field at a point r € T’
as

D
1/1(72 w) = 1/11(7“7 w) + w? Z G(Tv T'z/ia w):yr(’iq/}('r:ia w)? T, Tz/i el
d=1
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by allowing 4 to consist of D point scatterers, taking the form

D
F(r) = Awd(r —ry), 7wy €T,
d=1

Note that special care must be taken when r = /;, which are precisely the points where
the total field must be computed. This is because scattering occurs at points where ¥
is nonzero. At these points, however, the total field ¢ consists only of the incident field
1; and the field scattered from the remaining D — 1 scatterers, excluding the scatterer
at r = r/; and therefore self-interaction. The total field experienced by the scatterers
is then given by

D

Y(r,w) = Pi(r,w) + w? Z G(r,r&,w)’yrézp(rfl,w), r,r,el. (3.19)
d=1,r#r/,

Based on the total field formulated above, the scattered field at the receivers r, € Qg
due to the total field interacting with point-like scatterers at r/, € I' is given by

D
Vs (10, w) = w? ZG(ro,ré,w)’yrézp(rl’i,w), ro € Qr, Ty €T,
d=1

In the literature, and especially in texts discussing electromagnetism, (3.19) is referred
to as the Foldy—Lax formulation for the scattering of wave fields by isotropic point
scatterers [42], though other formulations exist for more general cases (see e.g. [43]).

Alternative discretization methods are also possible. In [35], the authors consider
that, if the product 4(r,w)y(r,w) is bandlimited and the Rol T" and the transducer
locations €2 lie on a regular grid satisfying the Shannon—Nyquist sampling criterion
[44], the total and scattered fields ¢ and 15 can be computed exactly by substituting
sinc functions into (3.16). Consider the position vectors of the form r = [z, z]T and let
r’ € T refer to an arbitrary point in the Rol. By sampling the product 4(r,w)y(r,w)
at N - N, points r/, € ', 1 < m < N, - N, with resolution A, and A, along each
axis and applying the Fubini-Tonelli theorem to turn the integral over r’ € I into an
iterated integral over 2’ and 2z, the integral on the RHS of the Lippmann—Schwinger
equation evaluated at » = r,, can be rewritten as

/G('rn,r’,w)ﬁ(r')lﬁ(r/,w)dr’ =
r

Ng-N, 2 — P
Z ﬁ(rg’n)w(rqﬁnv(ﬂ)/ G(Tn7T,7W)SiDC (AWL) sinc < A m) dZ/dLUI =
m#n + JI x z

Ny-N_

> A (), w)Crm.

m#n

/

Note that 7/, 2’ 2’ are the dummy or integration variables, whereas r/,,, x} , z/ are the

sampling points which are treated as constants. This yields the expression

Ng-N.
YT, w) = Pi(rn,w) + w0 D F)G(r 0, 0) Cnmny Ty, €T, (3.20)

m#n
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where the (), ,,, can be computed ahead of time.

The formulation in (3.20) is exact; however, the authors of [35] note that the Green’s
function G at hand is singular at » = 7’ and propose the usage of a different func-
tion with no singularity that matches G in most of the Rol. In addition, the product
(r,w)Y(r,w) is not bandlimited when 4 has sharp transitions, leading to aliasing. It
may also be the case that, even before discretization, no unique solution can be found
for the Lippmann—Schwinger equation (3.16). Conditions under which this happens are
discussed in [32, 45, 46] and [5, p. 579-581], and a brief intuition behind this behavior
is provided next.

Observe that the integral on the RHS of (3.16) is bilinear in 4 and v. For illustrative
purposes, let us substitute the integral with a linear operator W acting on . The
Lippmann—Schwinger equation can be written as

w = ¢i + WQWW
after which the v terms can be gathered so as to obtain
(Id — W)Y = o,

with Id as the identity operator. If 1/w? is an eigenvalue of the operator W at a
frequency w = wj, the kernel of (Id — w?W) is nontrivial and no unique field 1 can
be found at that frequency. After discretization, the matrix (I — w?W (w)), with I
as the identity matrix, must be considered. The choice of discretization affects the
eigenvalues of W(w) and in turn determines both the uniqueness of the sought-after
discretization of 1, denoted by ), and the numerical effort required in computing
for each frequency value w.

This motivates the usage of different discretization schemes. Popular methods for
the numerical solution of integral equations and closely related eigenvalue problems
include projection methods (e.g. the Galerkin method) and the Nystrom method [47],
the latter of which will be employed throughout this work. In the Nystrém method,
integration is approximated through a weighted sum of the integrand evaluated at a
finite set of points [48]. Following the formulation used in [38, p. 782-785] instead of
the original from [48], we can once again revisit the Lippmann—Schwinger equation and
write

Ng-N,
V(1 w) = i(Th,w) + W Z Wi G (T, 70, W)Y (7 VU (T) W), Ty, €T, (3.21)

m#n

where the weights w,, ,, correspond a quadrature rule of choice.

The properties of different quadrature rules and alternative discretization schemes
are beyond the scope of this work. In the interest of simplicity and in spite of poor
performance when integrating singular functions [49], the 2-dimensional trapezoid rule
is employed throughout this work, albeit with a slight modification, unless stated oth-
erwise. The trapezoid rule is employed per point 7], over a rectangular region with area
4hyh, instead of over the entire Rol. Considering the wave number contrast 4 constant
within each of these regions, the discretization scheme reads

Ng-N,
Y(rn, w) & Pirn, w) + W AGAL Y G170 () (7, W), Taur, €T, (3.22)

m#n
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with

Grp,r,,w) = (G(rn, [z, + he, zﬁn]T,w) + G(rp, [z}, — ha, z;n]T,w)

|

G (T [ 2y + Ba] T, ) + G [0, 2y — Bl o) ).

This yields a Nystrom scheme on a staggered grid (through the offsets h, and h,) whose
weights wy, , are obtained via the 2-dimensional trapezoid rule.

The discretization schemes discussed throughout this section can be briefly summa-
rized as follows. The Foldy—Lax formulation arises automatically when considering only
point sources and scatterers and applying the sifting property of the Dirac delta. When
the discretization grid satisfies the Shannon-Nyquist sampling criterion, the sinc inter-
polation method can be employed (though special care must be taken for the Green’s
function singularity). The Nystrém method is more generally applicable, but the choice
of quadrature rule must be tailored to the integrand.

3.1.6 Matrix-Vector Formulation

Using any of the aforementioned discretization schemes and considering a single fre-
quency wj, the Lippmann-Schwinger equation can be written in matrix-vector form as
follows. First, as discussed in sections 3.1.4 and 3.1.5, due to the usage of the disjoint
sets I' and Qr C 2, which respectively denote the Rol and the support of the receivers,
two variants of the scattered field are needed in the computation of the scattered field at
the receivers. Correspondingly, two separate matrices approximating the scattered field
integral can be employed. This can be achieved by letting Gll:’wj e CN*N N = N,N.,

and G?fuj € CMrxN represent integral approximation methods for the scattered field
evaluated at I' and QR, respectively, and with N as the number of grid points (or
equivalently, the number of potential point-like scatterers) in the Rol and Mg as the
number of point-like receivers.

Additionally, recall that the incident field v; depends on the source term s. The
source term involves all Mt transmitters located on the domain Q1 C €. This, how-
ever, describes a single transmission event. More generally, there may be Nt different
transmission events, each characterized by different functions st,, 1 <7 < Np. A
Nystrom-like formulation of the T;-th incident field is given by

Mt
wi,Ti (r,w) = Az A, Z G(Ir?T;nvw)STi,mQTi,m(W): (3'23)
m=1

which generalizes (3.18) and is compatible with any of the aforementioned discretization
schemes through modifications to the factor A, A,.

Next, we can employ the following operators for convenience. Let o : V x V —
V' denote Hadamard or elementwise multiplication between two elements of a finite
dimensional vector space V' (e.g. C", C"™*"), and let diag : C" — C™*" be the operator
that turns a vector into a diagonal matrix whose entries are given by the argument
vector. The scattered field Vs Tiw; € CMr measured at the Mg receivers due to the
excitation from the T;-th source, 1 < 7 < Np, at the wj;-th frequency can then be
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written as
Q -
¢S7Ti,w]' - GF,F:J]' (F o ¢Ti7wj). (3.24)

The quantities 4 and 1), ,; employed in (3.24) are elements of C" and represent the
discretized frequency flat wave number contrast and the total field, respectively, at
frequency w; due to the T;-th source. The discretized total field obeys

¢Ti,wj = "bi,Ti,wj + G;,w‘j (;)’/ © 11bTi,w]')7 (325)

where i 1, w; is the incident field for the corresponding frequency and transmission
event.

For reasons that will become apparent in future sections, it is convenient to notice
that a total of NTN; vectors of the form (3.24) must be considered whenever Ny
frequency bins (e.g. when truncating the signals to a fixed bandwidth or working
with bandlimited singals) and Nt transmission events are involved in the measurement
process, and that these can be stacked into a single vector b € CMrNtNs - Additionally,
the product G?ij (¥ © YT, w,) can be rewritten as G?ii diag{@bTi,wj }4. This allows us
to write

0 .
i Vs T1 w1 ] Ggildlag{¢T17w1}
¢S,T2,u}1 GF,IZ.Jl diag{QpTQawl }
= : - . 3. 3.26
Y= G diag{tpr,} | (3.26)
_wS,TNT WN G?EJNf diag{l[)TNT WN }

In the case of (3.25), stacking all the individual %, ., into a single vector ¥ € CNNTNy
is also possible, but there is no direct benefit as the transformation involved is block-
diagonal. Instead, we can settle for rewriting (3.25) in the form

(In — Gt diag{¥ Y1, w; = YiT; 0y, (3.27)

with Iy as the N x N identity matrix. As previously discussed in section 3.1.4, this
makes it clear that the chosen discretization will determine the computational effort
when handling (3.27).

Another convenient construction is the so-called Amplitude Scan (A-Scan), which
refers to the time domain measurement data corresponding to a fixed Tx event T; in-
volving a single transmitter and a single Rx element R,, [50]. Recalling the discussion
in section 3.1.2, this quantity corresponds to the inverse Fourier transform of the scat-
tered field ¢s(rg,,,w) associated to the tuple (T;,R,,), i.e. the time domain scattered
field ug(rgr,, ,t), us : R? x R — C, measured at the R,,-th receiver due to the T;-th
excitation event.

A discrete analogue can be constructed as follows. After discretizing according to
(3.26), the entries of ¥ 1, r,, € Cs corresponding to a pair (T;, R,,) can be obtained
as

¢S,T¢,Rm [wj] = ws [Rm + TlMR + ijRMT]a (328)
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where the notation v[n] refers to the n-th component of the vector v, and where T; € N,
0<T; <Nt—1,and R;, € N, 0 < R,,, < Mr—1, are kept fixed and w; € N is evaluated
over the range {0,1,..., Ny — 1}. A discretized A-Scan can then be obtained through
Fourier synthesis, yielding us T, Rr,, € CNt, where Ny is the number of time domain
samples. If the frequency bins have a regular spacing A, this can be done by taking
the inverse Discrete Fourier Transform (DFT) of 45 1, r,, after appropriate padding.

As a closing remark for the discussion on the governing equations, note that two
problems arise in connection to any given model. Given a generic model M : v — v and
an input parameter u, the evaluation of M (u) is referred to as forward modeling. On the
other hand, if M and v are known, the search for the input parameter u that produces v
is known as an inverse problem. More generally, since M may not be invertible, and we
might be interested in a function g : u — @ instead of the original parameter u (e.g. if we
care only for the location of scatterers and not their related contrast), inverse problems
deal with the search for a new function A : v — u. In this work, forward modeling
refers to the computation of the scattered field s, which additionally involves the
computation of the total field tr, ., given a frequency flat wave number contrast 5.
The related inverse problem deals with the estimation of the contrast 4 that produced
a measured wave field 1p5. The following subsection rounds out the discussion on the
modeling of ultrasound data by addressing the forward problem. Inversion is addressed
in later sections.
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3.2 Forward Modeling Approaches

As mentioned previously, we are interested in computing the scattered field given a
medium described by the frequency flat wave number contrast. In all cases, the incident
field is assumed to be known. For the sake of the self-containedness of this subsection,
relevant relationships are briefly recalled before moving on.

In previous subsections, the scattered field has been written in the forms

Ys(r,w) = w? / G(r,r",w)3(r")y(r' w)dr’ (3.17 revisited)
r
and
— Q . -
I ws,Thwl ] Ggildlag{¢T17w1}
¢S,T2,w1 GF,F:JI diag{’lpTZ#’Jl}
s = = . : Y. 3.26 revisited
1rb ¢S7T17w2 ngjdlag{’l/’Tl,wg} Y ( revisl )
_¢S,TNT,WNf_ _G?}Z)J_ diag{’l,ZJTNT N }_

Clearly, the computation of the scattered field necessitates the total field ¢ or 9, ;.
This means that the equations

Y(r,w) = Pi(r, w) + w? / G(r,r" W)y )(r',w)dr’ (3.16 revisited)
r
in the continuous case, and either of
V1w, = YiTiw; T GFM (¥ oY1, ;) (3.25 revisited)
or

(In — Gll:wjdiag{’?})szWj =T w; (3.27 revisited)

in the discrete case, must be solved for the total field before the scattered field can be
computed.

The discretized forms (3.25), (3.26), and (3.27) also make it clear that the compu-
tation of the total field involves some kind of inversion, whereas the scattered field can
be computed in a straightforward fashion once the total field is known. The crux of the
forward modeling problem is then the computation of the total field, task for which sev-
eral methods are reviewed next. In order to illustrate the differences among the chosen
methods, they are applied to a simulation scenario with the following characteristics.

3.2.1 Simulation Scenario

A simulation scenario is constructed based on the one used in [N6]. A medium is
considered in which the SoS is ¢g = 6400 ms~!, similar to that of aluminium. Inside
the medium, point scatterers with a SoS of ¢ = 3000 ms~"! are aligned along two lines
parallel to the x axis. No attenuation is considered, and so Sy = f = 0. The Rol is
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Figure 2: Illustration of the simulation scenario employed throughout this subsection. The
x marker shows the approximate location of the transducer acting as Tx and Rx element
(the exact coordinate is (0,0) and therefore further up and outside the Rol). The yellow pixels
correspond to a SoS of 3000 ms~!, while the background has a SoS of 6400 ms~!. The geometry
and large wave number contrast will produce reverberation in the recorded A-Scans. The figure
has been adapted from [NG].

discretized into a 50 x 50 grid with A, = A, = 100pm and the point scatterers lie
on the grid. The Green’s function matrices GFM and G?fj}j are constructed based on
(3.22) without staggering, i.e. h, = h, = 0. A single transducer acting as Tx and Rx
element is located at (0,0). The geometry is illustrated in fig. 2.

The transducer plays the role of a point-like excitation source producing time do-
main pulses in the shape of a Gabor function, meaning that

w(r,t) = 40006(r) exp(—at?) cos(2m fut + @)

with o = (3.81ps™!)? as the pulse duration factor, f. = 4.55 MHz as the center fre-
quency, and ¢ = —2.61rad as the phase offset. The factor 4000 is present only for
convenience, as the resulting amplitudes are otherwise quite small.

After sampling and transforming to the frequency domain, the source term in the
Helmholtz equation (after some abuse of notation as in section 3.1.2) takes the form

T -2 9
str.1) = 10005000y T exp (7 = 17+ 00

where f; = 40 MHz is the sampling frequency, and it is included so that the result-
ing spectral amplitudes coincide with twice the unnormalized Fast Fourier Transform
(FFT) for f > 0. This means that the frequency-dependent component of s(r, f)
corresponds to the analytic representation of the temporal component of w(r,t) after
compensating for the amplitude loss that arises when ignoring the negative frequencies.
The frequency bins are obtained by evaluating s(r, f) in the interval [0.1,10] MHz. A
reference time domain duration of Ny = 701 samples is considered, yielding a frequency
resolution Ay = f; /Ny and Ny = 175 frequency bins. The pulse shape and its spectrum
are shown in fig. 3.

Thanks to the chosen geometry, A-Scans measured by the transducer are expected
to exhibit reverberation. Due to this, several pulses with shapes similar to that in fig. 3a
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Figure 3: Illustration of the employed pulse shape and its spectrum. The time domain pulse
shape in fig. 3a is a Gabor function. It can be obtained from the spectrum in fig. 3b by taking
the real part Re{-} of the Inverse Fast Fourier Transform (IFFT). The parameters of the pulse
shape were obtained from a reference real world measurement. The amplitude axis here and
throughout this work is analogous to pressure, but the units are omitted for simplicity.

should be visible. Forward modeling methods that correctly capture this behavior are
said to consider multiple scattering. As will be shown in the following discussion, some
methods explicitly ignore multiple scattering in exchange for computational simplicity,
while others attempt to account for the effect but break down when multiple scattering
is strong in a sense that will be made precise later on.

The upcoming discussion groups the forward modeling approaches into three cat-
egories: direct inversion, iterative inversion, and perturbation series. The first two
categories are addressed only broadly, while special attention is paid to perturbation
series methods due to their prevalence, interpretability, and simplicity.

3.2.2 Direct Inversion

Methods of direct inversion aim to compute the total field ¥, ., by directly solv-
ing (3.27). An in-depth study of direct inversion methods for general matrix-vector
equations is beyond the scope of this manuscript. Instead, a non-exhaustive list of
well-established methods is provided along with references that the author strongly
recommends to anyone interested in numerical linear algebra:

e computing the inverse matrix explicitly

e LU decomposition [51, p. 147-171], [52, p. 97-108], [53, p.57-82]

¢ QR decomposition [51, p. 41-76], [52, p. 233-246], [53, p.99-126]

e Cholesky decomposition [51, p. 172-178], [52, p. 350-363], [53, p.83-95]
e Moore-Penrose pseudo-inverse [54]

In practice, common solvers such as those in NumPy [55] and SciPy [56] will
solve matrix-vector problems of the form Ax = b for « by falling back on LA-
PACK routines [57] that implement the algorithms listed above. The output of the
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Figure 4: Illustration of the usage of LU decomposition for the modeling of A-Scans. The
A-scan exhibits reverberation, as expected from the wave number contrast and geometry.

scipy.linalg.solve routine, which defaults to the LU decomposition, is shown in
fig. 4.

Unfortunately, direct inversion is not always feasible. Among the challenges listed in
[52, p. 508-534], the size and structure of the system matrix A are salient. Recall that
the quantities involved in (3.27) are elements of C¥ and CV*V with N = N,N,. As
noted in [58], this alone may mean that the system matrix cannot be stored entirely in
memory, let alone several matrices of the same size. Furthermore, the listed methods of
direct inversion have an asymptotic computational complexity of O(NN?) floating point
operations, which quickly becomes restrictive [59].

In addition, general matrix decompositions ignore the structure of the system ma-
trix. In later sections, the structure of the matrices A = (Iy — Gll:’wj diag{#}) involved
in the forward modeling of ultrasound will be explored. For now, it suffices to mention
that these matrices are highly structured, enabling the efficient implementation of the
linear transformation represented by the system matrix without ever needing to store
it completely in memory and with a computational cost lower than that of a naive
implementation.

This motivates the usage of iterative schemes which can obtain approximate solu-
tions in a stable manner and with lower computational effort and memory requirements.
By approximating the solution through a series of N’ < N steps involving only matrix-
vector multiplication, the computational complexity is reduced to O(N'N?) (or lower,
if the linear transformation can be applied more efficiently) and only the effect of mul-
tiplying by the system matrix is required, instead of the system matrix itself (that is
to say, A never appears on its own, only as the product Az). A small selection of
iterative algorithms is presented next.

3.2.3 Iterative Inversion

As before, the study of general iterative methods for the solution of general matrix-
vector equations will not be addressed in this manuscript. A special case will be studied
more carefully in section 7, where ¢;-regularized algorithms are discussed due to their
connection with compressed sensing. Here, as was done for direct inversion methods,
a brief list of representative methods is provided along with references describing the
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A-scan Simulation: LGMRES and NAG

60
= | GMRES
40 — NAG
o 20 A
o
2
3 0
g
—20 1 H
_40 4
—-60
1 2 3 4 5 6

Time [ps]

Figure 5: Illustration of the usage of NAG and LGMRES for the modeling of A-Scans. The
two methods yield similar solutions.

base methods and their application to forward modeling.

The work [60] explores the usage of several iterative methods for the solution of
matrix-vector problems of the form Ax = b for « given A and b, particularly for the
case where the given quantities arise from physically-motivated integral equations. A
similar approach is followed in [33], which additionally includes comparisons against
series expansion methods. The iterative inversion approaches employed in these works
include the following well-established methods:

e Generalized Minimum Residual Algorithm (GMRES) [51, p. 266-275], [60, 61]

¢ Biconjugate Gradient Stabilized (BiICGSTAB), a variant of the Biconjugate Gra-
dient (BiCG) method [51, p. 303-312], [60]

e Nesterov Accelerated Gradient (NAG) [33, 62]

A popular iterative method conspicuously absent from the above list is the Conju-
gate Gradient (CG) method [51, p. 293-302], [52, p. 528], [53, p. 279-313], [61]. This
method has been omitted, as it is only applicable to symmetric (or Hermitian, when
working with matrices in CV>*¥ and the vector space CV over C) positive semidefinite
matrices. In the present setting, matrices of the form A = (Iy — GF’wjdiag{’y}) are
involved in the forward modeling problem. Although it was mentioned in section 3.2.2
that this matrix is highly structured, positive definiteness is not one of its properties,
and so CG is not applicable.

Two iterative inversion methods are illustrated in fig. 5: the Loose GMRES (LGM-
RES) [63, 64], which is a variant of GMRES, and NAG. Both methods perform com-
paratively well and yield solutions similar to the one presented in fig. 4. However, even
these methods can be prohibitively expensive due to poor scaling. In 2-D, N = N, N,
scales quadratically with the Rol size, making iterative schemes with fast convergence
especially sought after, even if accuracy is sacrificed.

This motivates the usage of perturbation series approaches, whereby the forward
modeling problem is expanded into a power series of (ideally) rapidly vanishing terms.
Accuracy and computational effort can then be traded off through truncation of the
series. Two such series expansion approaches are discussed next, followed by a special
degenerate case.
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3.2.4 Neumann Series Expansion

Let us now explore inversion methods based on perturbation series. To begin, recall
that (3.25) and (3.27) are discrete approximations to the Lippmann—Schwinger equation
(3.16). As mentioned in section 3.1.4, this is a Fredholm integral equation of the second
kind. A classical solution approach for such integral equations is the Neumann series.
An example of its usage in ultrasound can be found in [9], while [27, p. 554-556] and [28,
p. 813-815] present a general formulation of the Neumann series and its application to
several toy problems. The approach also receives the name of Born series [26, 59]. As
a brief note, other series expansion methods such as the Rytov method [65] exist. This
work emphasizes the Neumann series, as it is the basis for common forward modeling
and imaging approaches (this will be made explicit in upcoming sections).

Applying the definition of the Neumann series found in [27, 28] to the continuous
Lippmann—Schwinger equation (3.16), the total field ¢ for a fixed excitation source
T; and frequency bin w; can be obtained as follows. As was done in section 3.1.5 for
notational succinctness, let us omit the spatial parameters and substitute the integral
involving the total field ¥ with a linear operator W acting on 1. The starting point is
thus the familiar expression

¥ =1 + W W (3.29)

A zeroth order approximation to v is obtained by letting ¢y = ;. Next, a first order
approximation is obtained by substituting 1) = 1)y into the RHS of (3.29), from which
we obtain

Y1 = i + WP Wahg = ¢y + W Wiy = (Id 4+ w? W)

Similarly, a second order approximation is obtained by now substituting ¢ = ¢ into
the RHS of (3.29), so that

Yo = i + WWehr = P + W (W + w?Weh) = (Id + w* W + (w?W)?)eh.

More generally, the recurrence relation 1, = ; + wQWde,l is employed, and ¢ =
lim;,_, 9. Expansion of the recurrence relation yields

=) (WW)Pu, (3.30)
p=0

which is referred to as the Neumann series expansion of the total field .
Intuition about the Neumann series can be gained by recalling the alternative for-
mulation

(Id = w*W)ep = 4

and noting that this, in conjunction with (3.30), implies that

(Id — W*W) ™1 = i(uﬂW)p.
p=0
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Studying the special case in which Id = 1 and w?W is a scalar, we can observe that
this is identical to the closed form expression for geometric series. The Neumann series
expansion can then be interpreted as a generalization to geometric series. Additionally,
one can arrive at the same series expansion by noting that (3.16) and (3.17) can be
written as ¢ = 1; + s and s = w?W1. Repeatedly substituting the latter into
the former and expanding the RHS with ¢ = 5 + ¢ anew yields (3.30). Finally,
the formulation (3.30) has the advantage that each term in the series is interpretable:
the powers in the series correspond to scattering events, and so the series explicitly
represents multiple scattering among scatterers in a medium.

The expansion in (3.30) can also be applied to the discretized total field (3.25) by
substituting ¢ = 9, and W2W = G11:7wj diag{#}, from which

oo

Yooy = Y (Gh, diag{¥}) i1, o, (3.31)
p=0

is obtained. It becomes apparent from (3.31) that the Neumann series has desirable
properties. It sidesteps matrix inversion in the computation of the total field, and
the number of multiple scattering events can be controlled explicitly by truncating the
series. Furthermore, the computation requires only matrix-vector multiplications if
associated from the right. However, it is not without shortcomings.

Keen readers have probably noted that the limit p — oo and the comparison to
geometric series necessitate the study of the convergence properties of the Neumann
series. Let us once again substitute W = G?wjdiag{ﬁl} for notational simplicity. In
order for (3.31) to converge, the spectral radius

IO<W) = max{’)‘llv ‘)‘2‘7 R ’AN’}

of the matrix W, where the \,, are the eigenvalues of W € CN¥*¥ must be less than one
[59]. However, the condition p(W') < 1 is only satisfied in the so-called weak scattering
regime in which the magnitudes of the entries of 4 are small and multiple scattering is
negligible. When p(W) > 1,

(In — W)™ £ i we
p=0

and a different method must be used to obtain the total field. Going back to the
comparison with geometric series, a geometric series with common ratio r converges to
(1 —7)~! when |r| < 1. When this condition is not satisfied, the expression (1 —7)~!
can still be evaluated, but it does not equate to the series, which diverges.

The convergence conditions of the Neumann series limit its applicability in UNDE
scenarios, where the wave number contrast between materials is comparatively large
due to speed of sound differences between e.g. aluminium (approximately 6400ms~!)
and water (approximately 1500 ms~1) [66]. It is possible, however, to circumvent con-
vergence issues through methods such as preconditioning [59] or resummation based
on Padé approximants [26]. The latter approach is preferred in this work due to its
simplicity, and so a brief introduction is warranted.
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3.2.5 Padé Approximants

The authors of [26] present Padé approximants in the context of optical and electro-
magnetic measurements. However, they also clearly state that the method is generally
applicable whenever there is multiple scattering in wavelike phenomena involving the
Lippmann—Schwinger equation. The method and discussion are adapted to the UNDE
case below.

The usage of Padé approximants to address the divergence of Neumann series is
justified as follows. Introducing the dummy variable ¢ into the Neumann series (3.30)
wherever (w?W) occurs, we obtain a (formal) power series (o) for the total field which
obeys

P(o) = (W Wo)Pi; (3.32)

p=0

following the convention that 0° = 1. The total field 9 is obtained by evaluating (o)
at 0 = 1. The claim in [26] is that, when considered as a function of o, (3.32) diverges
for o = 1 due to the presence of poles for values of o whose magnitude satisfies |o| < 1.
The usage of rational functions enables the representation of these poles, as well as
convergence for o = 1.

The rational function of choice in [26] is the Padé approximant: the approximation
of a function around a point, to the highest order possible, through a ratio of polynomial
functions of given degrees [38, p. 194-197]. As we are trying to approximate (o), this
means the following. Given degrees R and (), the Padé approximant wQR(U) is the
rational function

Ag(o) _ Yityano”
Bq(o) Z?:o bgo?

V(o) =

for which

»(0) = ¢§5(0),
as well as

dy, dv
%(0) = ﬁ(o)a

and all subsequent derivatives w.r.t. ¢ up until

R R
d(R+Q)y) o — d( +Q)¢Q 0
do(R+Q) do(R+Q) '

By convention, the coefficient by is set to one. Additionally, as was done in [26],
only the case where R = () = L for some L € N is considered throughout this work.
The coefficients a, and b, can then be obtained by truncating the formal Neumann
series (3.32) to the order P = 2L and writing

2L St ano”
— § : 2”7 Dol — r=0 " — L
varlo) p:o(w o) 1+ 2521 byo1 G (3.33)
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multiplying both sides of the equation by Bp (o), and gathering terms by power.

In the interest of completeness, the computations are shown explicitly for the case
L =1 (and therefore P = 2). This case and others are presented in the appendix of [26],
where the coefficients of the Padé approximant are left in terms of the coefficients of
a generic formal power series. The fully worked out expressions exhibit a combination
of operator application along with multiplication and division, so that the resulting
expressions may in some cases not be immediately intuitive. Similarly, the matrix-
vector formulation requires standard and elementwise multiplication, motivating the
presentation of a fully worked out example.

We begin by substituting L = 1 and P = 2 into (3.33) so that

Multiplying both sides of the equation by the denominator and collecting like powers,
the relationships

ap = i
a1 = W Wi + byt
0 = (W*W)*4i + b1 Wi,
i.e. a linear system of equations in the coeflicients of the Padé approximant. Some
manipulations reveal that

ap = i
o WP
a] — w le—mwl
b — (W?W)¢
LT Wy

Importantly, a dot - was used explicitly to denote multiplication. In contrast, juxta-
position of symbols denotes the application of an operator, e.g. w?W applied to 1,
while the exponents denote composition or repeated application of an operator, e.g.
(W2W) 2y = wW?W (w?W (¢;)). Because of this, apparent like terms in the numerator
and denominator of the expressions cannot be cancelled out. This distinction carries
over into the matrix-vector formulation of the total field as shown next.

Let us fix a transmit index T; and frequency bin w; and drop the corresponding
subindices for notational compactness. The aim is to now substitute v = ¥, ¥ = 1,
and w? = GLdiag{7} into the expressions above. Juxtaposition and exponentiation now
refer to (repeated) matrix multiplication, whereas multiplication using - is replaced with
elementwise multiplication o and division is to be replaced with elementwise division
@ :V xV — V between two elements of a finite dimensional vector space V. The
coeflicients now take the form

ag = 1.51
a; = Wi — (W) © (Wap;) o
b = —(Wzlbi) © (W¢i)7
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A-scan Simulation: Neumann and Padé
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Figure 6: Illustration of the usage of Padé approximants for the modeling of A-Scans. Recall
that the defects have a SoS of 3000ms™—!, while the background has a SoS of 6400ms~"'. This
constitutes a large wave number contrast, resulting in the divergence of the Neumann series
as exemplified by the large amplitudes obtained six terms into the expansion. In contrast, the
Padé approximant yields a reasonable A-Scan exhibiting reverberation as expected from the
simulation geometry. Figure adapted from [N6]

and the total field can be written as
Y~ Pi(l) = (ao+a1) @ (Iy + by)

with 1y as the vector of ones of length N.

To finish off the discussion on Padé approximants, it and the Neumann series ex-
pansion are applied to the simulation scenario described in section 3.2.1. After setting
L =3 and P = 6, the total field is approximated by computing the truncated Neumann
series 16(1), and from its terms, the Padé approximant 13(1), for each frequency bin.
The resulting A-scans are illustrated in fig. 6. With only L = 6 terms, the Neumann
series already contains amplitudes in excess of the desired values. This is because the
simulation scenario has high contrast scatterers and is therefore outside the radius of
convergence of the Neumann series.

It should be noted that the convergence problems in the Neumann series arise due to
the repeated application of the operator (w?W). Recalling the convergence conditions
for the series expansion, and once again drawing analogies with geometric series, an
intuitive appraisal is that (w?W) must quickly approach the zero operator after repeated
application. This motivates the truncation of the Neumann series after the first order
term, a technique known as the first order Born approximation.

3.2.6 First Order Born Approximation

The first order Born approximation aims to simplify the forward modeling of scalar
wave fields by trucating the Neumann series. The justification is that, in scenarios
where the Neumann series converges, the terms in the series quickly vanish and a first
order approximation yields accurate results [26]. This truncation can be interpreted
as choosing to ignore multiple scattering [20, p. 477-478]. Alternatively, it can be
seen as an application of the approximation (Iy — GF,wjdiag{’y}) ~ Iy in (3.27),
meaning that ¥, o, ~ i1, ., at the scatterer locations [32]. Notably, this means the
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total field ¥, «,; is immediately known and the scattered field 95 1, ., can be computed
directly, reducing the forward modeling problem to a single matrix-vector multiplication
following (3.26).

We can write this explicitly as follows. Let us first recall the Neumann series
formulation

P(o) = Z(wQWo)pwi. (3.32 revisited)
p=0

Recall additionally that the scattered field obeys
Ys(r,w) = w? / G(r, v, w)A (" )p(r' w)dr' = W* W, (3.17 revisited)
r

so that
P =t + W (3.29 revisited)

These formulations were briefly discussed in section 3.2.4 to provide an alternative,
intuitive derivation of the Neumann series. However, a discussion regarding the domain
of the fields is necessary.

Recall that the evaluation domain has been split into the Rol I'" and the support
QR of the receivers. In particular, the total field ¥ and incident field v; have the Rol I'
as their domain, while the scattered field 15 has the receiver support Qg as its domain.
In the first order Born approximation, (3.32) is truncated to P = 0 so that

Pr = aho(1) = o,

where the superscript I' denotes that the domain of the approximate total field is the
Rol. The scattered field can then be computed as

ws ~ (WQWwi)QR

by substituting the approximate total field in I' into (3.17), followed by evaluation at
QR as denoted by the superscript. This expression makes it clear that forward modeling
has been reduced to the application of the operator (w?W) to the incident field. Finally,
the scattered field ¥s and the incident field evaluated at the support of the receivers,
denoted by @biQ R can be substituted into (3.29). This yields the total field at Qr, which
takes the form

PR = G g T (W) R (3.34)

This is clearly a Neumann series expansion of same form as (3.32), truncated to order
P =1 (hence the first order) and evaluated at Qg.

We can now use (3.34) to write the scattered field in continuous and matrix-vector
forms. We find that the scattered field can be written as either

Promms (1, @) = & /F G(r, v W) (¢ s (r!, w) (3.35)
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A-scan Simulation: Padé and Born
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Figure 7: Comparison of the A-Scans obtained via Padé approximants and the first order
Born approximation. The latter does not exhibit any multiple scattering. In addition, since
interactions among scatterers along the lines in the ground truth from fig. 2 are ignored, the
time delays differ slightly from those of the Padé approximant.

or

r - Q . -
¢Born,s,T1,w1 G?;:u dlag{’lpivThwl}
'lpBorn,s,Tg,o.u GF}ZH diag{¢i7T2,wl}

rn,s — . : Y, 3.36
¥Bo s 'l/’Born,s,Tl w2 ngj dlag{'l[)i;fl w2 } 7 ( )

_¢Born7b7TNT WN | _GF,P:J]' d1ag{¢i7TNT WN }_

respectively. The usage of (3.36) is exemplified in fig. 7.

Although this approach already greatly simplifies the forward modeling task (at the
expense of ignoring multiple scattering), further simplifications can yet be made. In
particular, judicious modifications to the Green’s function yield a formulation widely
employed in imaging techniques revolving around the concept of synthetic apertures.
Examples and in-depth discussion of such methods can be found in [5, p. 665-694] and
[50, 67]. A brief discussion on the usage of synthetic aperture methods for ultrasound
imaging is also provided in section 8. The importance and widespread usage of the
model involved in these methods prompts the investigation of the simplifications leading
to it.

3.2.7 The Delay Model

Be it implicitly or explicitly, common Time of Flight (ToF) estimation approaches [68,
69] and synthetic aperture methods such as those described in [5, p. 665-694] and
[50, 67] describe the measured A-Scans as finite sums of weighted, delayed copies of
an atomic pulse shape. As a result, the entirety of the effect of traveling through
the medium is captured by these weights and delays. This delay-based model can be
obtained as follows.

Recall that the Green’s function for 2-D, infinite, piecewise homogeneous and isotropic
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Green's Function Comparison: Real Part Green's Function Comparison: Imaginary Part
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Figure 8: Illustration of the Green’s function G and its asymptotic form for large arguments
G in an infinite, piecewise homogeneous and isotropic medium under the Sommerfeld radiation
condition. The real parts of G and & are shown in fig. 8a, while the imaginary parts are shown
in fig. 8b. The functions G and G differ for distances || — /|| that are close to 0, but quickly
become similar even for distances below a wavelength.

media under the Sommerfeld radiation condition is given by

G(r,r' \w) = —iHéQ)(koHr —7'||2), (3.13 revisited)
with HSQ) as the zeroth order Hankel function of the second kind. For notational
simplicity, let » = kg||r — 7’||2. For large arguments r the Hankel function has the
asymptotic form [27, p. 83-98]

HéQ) —

T—00

2 T
— exp (—jr —i—]—) .
wr 4

In turn, the Green’s function takes the asymptotic form

/ e ! ) = ] T
G(r,r,w)r_—)éoG(r,r,w)— 87rreXp< Jr j4>. (3.37)

A comparison between (3.13) and (3.37) is shown in fig. 8.
Now recall that, using the first order Born approximation, the scattered field can
be written in the form

YBom s(T,w) = w2/ G(r,r" W) (r)hi(r, w)dr'. (3.35 revisited)
r

Substituting G into (3.35) and evoking the point-like nature of the frequency flat wave
number contrast 7 through
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we obtain

D
wBorn,s(’raw) ~ UJ2/FGA(’I“,T‘/,O)) (Z ﬁ/r(’i(s(’r, - rél)) ¢i(r/7w)dr,
d=1

w2 exp(—ym/4) o /
—kollr — 7 cai(rh, w).
Z 87Tl{50‘|7”—rd|2 p( J 0” d”2)7rd¢( d UJ)

Further simplifications come from the association of terms. A scattering coefficient
cq € C can be constructed by substituting

w? exp(—gm /4) 7y
8k

Cq =

and assuming that ¢y is constant, effectively ignoring all frequency dependence in the
scattering phenomenon. The resulting model takes the form

wBorns T, w Z ||T eXp(—]k()H’I“ - T:iHQ)wi(Irébw)v

TdH

as used in e.g. [50]. A final simplification can be made by absorbing the distance-
dependent term in the denominator, i.e. the beamspread, into c¢4. This yields the delay
model

D

wDelay,s(ra w) = Z Cd exp(_]kOH"“ - TJdHQﬁbi("“iia w), (338)
d=1

referred to as such because the effect of propagating through the medium and scattering
at defects is now represented through the transfer function of a time delay.

The delay model can also be applied to the incident field );, yielding the final
expression

D M
Ubelays(7,w) = Y caexp(—gkollr — rjll2) D exp(=gkoll — 71yll2) smQum(w), (3.39)
d=1 m=1

where 7 € Qg, 7}, € Qr, and 7, € I'. In (3.38) and (3.39), a frequency-independent
weight ¢; encompassing the transducer responses, beamspread, attenuation, and wave
number contrast is assigned to each scatterer. Additionally, the exponentials can be
combined into a round trip delay for each combination of transmitter, receiver, and
scatterer. As a closing remark on the construction of the continuous delay model, the
process is simpler in 1-D and 3-D. In the 1-D and 3-D cases, the Green’s function directly
takes the form of a complex exponential (with a beamspread factor that depends on
the number of dimensions).

A matrix-vector formulation, akin to the one shown in (3.36) for the first order
Born approximation, is also possible for the delay model. By discretizing (3.39), the
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relationship

- 7 [ Al diag{ AL sT,.,}

'lanelay,s,Tl,wl g,o.n ?T,wl 1,W1
R 1
’l/)Delay,s,TQ W1 AF,wl dlag{AQT,wl STo w1 }
Il)Delay,s = = Qr - r c (340)
"/’Delay,s,Tl,wQ AF,delag{AQT,wQ 3T17w2}
wDelay 8, T N s W N AQR diag{AF ST }
L 5, T'%Ny | i F,wa QT,wa NT7wa |

is obtained. In (3.40), the matrices ABT,w' € CN>*Mr denote the delay from the trans-
mitter support Q1 to the Rol I' and contain only complex exponentials. Similarly,
the matrices A?‘zj € CMrxN denote the delay from the Rol to the receiver support

Qr. These matrices take the place of the Green’s function matrices GSF)T w; € CN*Mx

and G?fjjj € CMrxN | regpectively. The vector 8T, w; € CMr represents the excitation
source, i.e. the signal the transmitters excite the medium with on the T;-th trans-
mission event at the w;-th frequency. The new vector ¢ € CY replaces the frequency
flat contrast 4, representing a scattering coefficient that also attempts to account for
physical effects like attenuation and beamspread. When Mt = Mg and Qp = Qg,
these A matrices are transposes of each other, i.e. A?i‘uj = (AgT )I. The same is
true for the G matrices.

In order to compare the delay model (3.38) to the first order Born approximation
and the Padé approximant, appropriate weights ¢; must be found. This can be done
as follows. Recall that the simulation scenario illustrated in fig. 2 contains only a
single transducer acting in Tx and Rx mode, meaning that Ny = Mt = My = 1.
Importantly, this means that the waves travel the same path twice in a round trip.
With this in mind, equation (3.39) takes the form

Wi

D

wDelay,s(Ta W) = Z Cd exp(—2jk0”7“ - TZIHQ)SQ(W)?
d=1

where r need only be evaluated at the coordinates of the single transducer.

Based on the previous observation, the matrix-vector formulation from (3.40) can
also be modified for the specific scenario from fig. 2. Since Nyt = Mt = Mgi = 1, the
subindex T; can be dropped. Additionally, the excitation sources s, are now scalars
sw; € C. Analogously to the continuous case, the round trip delay can be gathered into
a single matrix (in this case, specifically a row vector)

1xXN Or 1 r
A, €CHY = AFijdlag{AQTMjswj},

since A?i, € C™N and diag{AgTMjswj
overall scattered field takes the form

} e CN*N_ When computed entrywise, the

N N
[wDelay,s,on ]jzfl = [ij ]jzfl C.

Equivalently in matrix-vector form,

¢Delay,s = Ac
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A-scan Simulation: Padé, Born and Delay
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Figure 9: Comparison of the A-Scans obtained via Padé approximants, the first order Born
approximation, and the delay model. Like the Born model, the delay model exhibits no multiple
scattering. The delays and amplitudes of the strongest echoes appear correct; however, this
can in general not be ensured to be true for all A-Scans. This particular figure was generated
by ignoring all other A-Scans and assuming perfect knowledge of the defect locations. This
information was then used to generate a delay-based model matrix, after which the weights of
each point scatterer were fit through a pseudo-inverse. The fit degrades the more A-Scans are
considered due to the model mismatch. Adapted from [J3].

with A € CNr*N ¢ e CN, and YDelay,s € CNy.

Next, note that the geometry and pulse shape are known. This information can be
used to determine the support of the scattering coefficients e¢. For now, the support is
naively set to be the same as that of 4 (this is generally a poor choice, as discussed in
section 11). This yields D out of N elements of ¢ which are nonzero. The scattered
field can then be rewritten as

1/)Delay,s = Apcp,

where Ap € CN*P and ep € CP contain only the columns and entries, respectively,
corresponding to the support of 4. Finally, ¢p is obtained based on a reference scattered
field s € CN/ via

cp = Al

where the superscript t denotes the pseudo-inverse. The delay model with coefficients
cp based on the Padé approximant 15 = 3(1) is illustrated in fig. 9. The delay
model appears to perform better than the first order Born approximation. However,
this is only due to the simplicity of the simulation scenario, paired with the usage of
the pseudo-inverse. As more Tx—Rx pairs are considered, the simplicity of the model
becomes more evident, and a single scattering coefficient per scatterer can no longer
appropriately explain the observed amplitudes and delays for all A-Scans simultane-
ously.

3.2.8 Other Methods

As discussed in the introduction to section 3, this work ultimately concerns itself with
signal processing techniques for ultrasound data. In particular, the task of interest is
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the inverse problem in which the contrast 4 is estimated based on an observed scattered
field vs. This estimation task is to be addressed with gradient-based methods. In this
context, the total field ¢ (or, equivalently, its components @bTi,wj) is only an auxiliary
quantity involved in the computation of 15 based on the current estimate of 4.

The usage of (3.26) for the computation of the scattered field, as well as its various
reformulations and approximations presented throughout section 3, is motivated by its
simplicity and affinity with signal processing methods. If the total field v is kept fixed,
then the scattered field 1) is related to the contrast 4 through a linear transformation,
making it possible to employ a wide variety of estimators for 4. However, the total
field could be computed through different methods.

One such approach is the Fast Multipole Method (FMM). The main idea behind
the FMM is the substitution of the Green’s function with an approximation that is
accurate for well-spaced sources and sinks [70-72]. Over large distances, the effect of a
cluster of scatterers in the Rol can be approximated by a single scatterer at the centroid
of the cluster. A careful stratification of the Rol therefore reduces the computational
effort by effectively reducing the number of columns in the G matrices representing
integration of the sources with the Green’s function.

Finite Differences (FD) can be used to approximate the differential operator in the
wave or Helmholtz equation [20, p. 480], [28, p. 1019-1024], [73, 74]. This approach is
attractive due to its simplicity and because the discretized differential operators often
yield structured and sparse matrices, allowing their efficient implementation. However,
the coarseness of the discretization grid depends on the physical parameters involved
(e.g. temporal and spatial frequency), and a prohibitively fine discretization may be
necessary. Furthermore, all computed quantities are implicitly set to zero outside the
considered computational domain, resulting in perfectly reflecting boundary conditions.
This approach therefore necessitates the usage of so-called perfectly matched layers 75,
76] to enforce the Sommerfeld radiation condition.

The closely related Runge-Kutta (RK) methods [28, p. 1026-1028], [77] can also
be employed. RK methods substitute time derivatives with weighted sums of functions
evaluated at well-chosen locations. These methods yield better approximations to the
solution of differential equations as well stability. Note, however, that improving the
accuracy involves higher computational cost due to the repeated function evaluation.

The Finite Element Method (FEM) [20, p. 480], [78] is another standard approach
to the numerical solution of differential equations which can easily accommodate com-
plex geometries. It does so through the construction of an irregular mesh. The con-
struction of the mesh is a challenge in itself. Additionally, a judicious choice of basis
functions is necessary in order to approximate the solution to the differential equation
inside each region of the mesh.

In the Elastodynamic Finite Integration Technique (EFIT) [79], forward modeling
is addressed by discretizing the integral form of the elastodynamic governing equations
into staggered grids. The approach is closely related to the finite integration algorithm
presented in [80].

All of the aforementioned methods can be employed for the computation of the
total field, after which (3.26) can be used to obtain the scattered field through an
additional linear transformation. This idea is revisited in more detail in section 8. It
is also possible to avoid (3.26) altogether. However, if one wishes to employ gradient-
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based techniques during inversion, one must be able to differentiate the chosen forward
modeling method with respect to the parameters of interest (here, the wave number
contrast 7).

The gradient may be obtained, for instance, through the adjoint state method
[81, 82], which allows derivatives of the wave equation to be computed through an
additional application of the forward model to compute an adjoint field. This is the
preferred approach in e.g. Full Waveform Inversion (FWI), where the computation of
the gradient requires differentiation through the differential operator of the wave or
Helmholtz equation [83-88]. The complexity of the forward modeling scheme is then to
be considered, since it needs to be employed multiple times whenever the parameters of
interest are updated. FWI enjoys great forward modeling and inversion capabilities. In
exchange, it is extremely sensitive to the initial guess of the parameter of interest and
is computationally expensive, requiring adequate computing infrastructure to enable
its usage.

A more modern approach is the usage of Physics-Informed Neural Networks (PINNs).
The main idea behind PINNs is the usage of a dense neural network which is required
to satisfy a target differential equation and its boundary conditions [89, 90]. This is
achieved by applying the pertinent differential operator to the dense neural network,
which can be achieved through automatic differentiation. A cost function for training
can then be constructed by evaluating the network and its derivatives at points in the
computational domain and its boundaries. This approach yields networks that gener-
alize well outside the training domain due to the physical constraints. The price to
be paid is that the differential operator, boundary conditions, initial conditions, and
data fidelity terms are all added into the cost function with a corresponding weight.
The optimization procedure entails the tuning of several hyperparameters, as well as
schedules with which to update the hyperparameters during training. Additionally,
unconventional activation functions [91] may be necessary in order to force the network
to exhibit desirable properties (e.g. periodicity, cyclic under differentiation).

A fair and in-depth treatment of the methods mentioned throughout this section
is out of the scope of this dissertation. In the interest of computational simplicity and
due to their ubiquitous use in synthetic aperture methods, be it implicit or explicit,
the remainder of this work concerns itself with (3.25), (3.26), and (3.27).

Note that, throughout this section, ultrasound measurements were addressed broadly
and generally in an attempt to establish a basic theoretical foundation for UNDE.
In order to facilitate the remaining discussion and results presented throughout this
manuscript, as well as in the interest of concreteness, only one particular modality of
ultrasound data acquisition is considered from here on. Namely, Full Matrix Capture
(FMC) will be the focus of all further discussion. A justification for this choice as well
as explanations and possible implementations are provided next.
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4 Full Matrix Capture

FMC is a measurement modality that makes use of an array of transducers in order to
excite the medium of interest and record the resulting signals. Its defining characteristic
is that the medium is excited once with each transmitter, recording with all receivers
after each excitation [50]. As a result, A-Scans corresponding to every possible Tx—Rx
pair are collected. The Tx and Rx events can be arranged as rows and columns of a
data matrix, hence the name FMC.

The main motivation behind the emphasis on FMC throughout this work is the
possibility to construct many other modalities through linear transformations acting
on FMC data, enabled by the usage of the linear Helmholtz equation. Plane waves
[92], diverging waves [93], random incident wave fields [94], and more general spatio-
temporal encoding schemes [95, P3-P5] can be constructed at transmission time by
applying linear transformations to the incident fields, or ex post facto by transforming
the scattered fields. Thus, estimation methods and analyses drawn from FMC can be
extended to other modalities if a suitable transformation can be constructed between
them.

In the first half of this section, the FMC measurement process is briefly presented.
A delay-based model and a Foldy—Lax-like Nystrom model for FMC are constructed
by specializing the equations provided throughout section 3 (relevant expressions are
reiterated for clarity). A minor contribution in the construction of these models is
provided in the form of a discussion regarding the utility of the analytic representation
of A-Scans as opposed to simply transforming the spectra into the time domain. The
main contribution comes in the second half of the section, where computationally-
and memory-efficient implementations of the FMC model are constructed based on the
model’s structure.

4.1 Description of the Measurement Modality
4.1.1 The FMC Measurement Process

The FMC measurement modality consists of several measurement cycles involving a
transducer array (or, more generally, a collection of transducers) with M elements. In
each cycle, a single transducer acts as a transmitting source and excites the medium.
Then, all the elements (including the transmitter) act as receivers, yielding M A-Scans.
The next array element proceeds to act as a transmitter, and the process is repeated
until all M elements have excited the medium. As a result, a matrix of M? A-Scans is
obtained, each with N; time domain samples. This process is illustrated in fig. 10 with
a Uniform Linear Array (ULA) and a single point-like scatterer.

Using the nomenclature introduced in section 3, the FMC measurement process
shown in fig. 10 automatically determines the following quantities. The number of
transmission events N7 must be equal to the number of transmitters M so that all
transmitters are employed. This means the T;-th transmission event can be identified
Without Loss of Generality (WLOG) with the i-th transmitter and also to the i-th
FMC measurement cycle, allowing us to replace the subindex T; with i without any
confusion. For notational uniformity, the index of the receiver R,, can be replaced
simply with m. In this way, the measured scattered fields now correspond to Tx—Rx
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Figure 10: Ilustration of an FMC measurement with a ULA. A ULA is placed at z = 0 mm,
and reflections from a point-like scatterer located at [z4, z4]T are observed. In each measurement
cycle, one transducer excites the medium and all transducers receive the resulting signals.

pairs indexed by i, m. In addition, My = Mt = M and Qp = Qr = Q to ensure all
the transducers are used as transmitters and receivers.

It is also customary to let all the source terms st,, now s;, be equal to each other
up to a spatial translation, which corresponds to using only a single type of transducer
and excitation signal. The measurement data is traditionally arranged into a so-called
data cube, e.g. Y € RMrxMrxNe = Ahyusing programming notation, individual A-Scans
or channels can be obtained from ) by indexing according to the corresponding Tx—Rx
pair (i,m), e.g. Yim = V[i,m,:] with y; , € RN,

In the following sections, models for FMC are constructed explicitly. As the FMC
data cube is often described in terms of the delay model (see e.g. [9, 29, 50, 96-98]),
this is a natural starting point for the construction.

4.1.2 The Delay-Based Forward Model

We begin by revisiting the incident field. We consider point-like source terms s,
1 <¢ < Nrp, which are of the form

Mt
STy (rlaw) = Z 8Ti7m6(r/ - T%)QTum(w)? 'I“;n € Or,

m=1
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where Qr, the support of the source term st,, is a subset of the support €2 of the
transducer array. Additionally, s1,,, € C and @ : R — C. The summands in this
expression correspond to the excitation signals emitted by each transmitter in the
array during a given transmission event. For the sake of completeness, recall also that

Ny
Qw) = au,8(w —wj),
j=1

with a,; € C, due to the sum of harmonics structure of the considered signals. From
now on, the assumption will be made that the insonification signal is approximately
time-limited and can be periodified, relating Q(w) to the Fourier series of the emitted
pulse shape.

In FMC, only one transmitter is active per transmission event, and so the sum over
the My transmitters is no longer needed. In addition, all transmission events use the
same source term up to a spatial translation. Furthermore, Qp = Qr = Q, i.e. the
support of the source terms and the support of the receivers are both equal to the
support of all the transducers. As a result, we can instead write the spatial component
of the excitation sources as

si(r',w) = s0(r' = 1))Qw), Ti € 9,

with 1 <i¢ < M7 and s € C.

The corresponding incident field for the ¢-th transmitter can be obtained by substi-
tuting the above source term into the equation of the incident field under point sources,
which generally obeys

Mr
i, (r,w) = Z G(r,r),, w)sT, mQT,mw), 7 €T, v € Q. (3.18 revisited)
m=1

From the previous discussion on the nature of FMC transmission events, the summation
can be dropped; and the subindex T;, replaced by i. After replacing the Green’s
function with a complex exponential, we arrive at

Wii(r,w) & exp(—gholr — 7ill2) sQ(w). (4.1)

In the context of the delay model, the usage of the first order Born approximation
and the substitution of Green’s function with complex exponentials means that the
scattered field takes the form

D

YDelay,s,i(T,w) = Z caexp(—gkollr — rh|l2)vi: (7)), w). (3.38 revisited)
d=1

By substituting (4.1) into (3.38), we find that the continuous delay model for FMC
with point sources and point scatterers is given by

D

Ubelays,i(Tsw) = Y caexp(—gkol|r — ril2) exp(—gko[|ry — rill2)sQ(w). (4.2)
d=1
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Figure 11: Illustration of the geometry involved in the computation of time delays in FMC
measurement. Two transducers are placed at z = Omm, and reflections from a point-like

scatterer located at [xg4,24]T are observed. The red triangle illustrates the distance from the

source at [z;,0]T to the scatterer. The distance from the scatterer to the receiver at [z, 0]T is

shown in blue. The overall delay associated to the pair (i, m) depends on the total distance, as
well as the background SoS ¢g. Figure adapted from [P6].

The scattered field ¢pelay,s,i(T,w) evaluated at a point r = 7, € Q corresponds to the
A-Scan or channel associated to the tuple (i,m).

Before constructing the discretized form of the scattered field, useful simplifica-
tions and observations can be made regarding (4.2). The arguments of the complex
exponentials can be grouped together, from which the term

Tidm = |lrm = rgll2 + g — 7ill2 (4.3)

arises. Equation (4.3) represents the total distance covered by a wave traveling from
the i-th transmitter, to the d-th scatterer, and then to the m-th receiver. Using the
background SoS ¢y, the distance r; 4, can be associated to a delay 7; 4., given by

[7m —Tglla + [lrg = 7ill2 _ Tidm
Co €0 .

Ti,dym —

(4.4)

This means the time delays involved in the FMC model depend entirely on the back-
ground SoS and the geometric relationship among the position vectors of the three
corresponding objects, as illustrated in fig. 11.

Expanding the background wave number kq into

w
ko = — — jwpo
Co

with attenuation coefficient Sy € R, Sy > 0, and substituting eqgs. (4.3) and (4.4) into
(4.2), we obtain the expression

D

7vbDelay,s,i(rma w) = Z Cd eXP(—JWTi,d,m) eXp(_w/BOTi,d,m)SQ(w)- (45)
d=1

Recall that Q(w) contains the Fourier coefficients of the pulse shape emitted by the
transmitters and represents the process of Fourier synthesis. To shift the emphasis
onto the synthesized pulse shape instead of the individual harmonics, let p(t) = sq(t),
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with p(¢) as the pulse shape. Similarly, let P(w) = sQ(w) be the spectrum of the
transmitted pulse shape. Then (4.5) takes the form

D

Ubelays,i (Tm> w) = P(w) > cq exp(—wT; am) exp(—wBori am)- (4.6)
=1

Equation (4.6) can be discretized as

[ YDelay,s,1,1 Ay 1P(wr)
PDelay,s,2,1 As 1 P(wr)
= : - ; c 47
'l;bDelay,s ’(/)Delay,s,l,Z A1,2P(w2) ’ ( )
| YDelay,s, My, N} | | Ay Ny P(wny )

where Ypelays € CMrM1Ny (equivalently, YDelay,s € CM*N f). In addition, A;; €
CMrxN “where N = NN, is the size of the Rol, and ¢ € CV. The matrices A;
are defined entrywise as A; j[m,n] = exp(—jw;jTinm)exp(—w;BoTin,m), i.e. each ma-
trix contains the time delays and attenuation coefficients for the i-th transmitter, j-th
frequency bin. All positions 7/, 1 < n < N, in the Rol are used as candidate defect
positions /. Note that ¥pelaysi; = V[i,: j], and that ¥pelays can be reshaped into Y.

An alternative formulation of the delay FMC model is possible if further simplifi-
cations are introduced. The structure of (4.6) motivates us to absorb the attenuation
term exp(—wforiam) into ¢g and to consider the special case in which ¢4 € R. Doing
this and taking the inverse Fourier transform yields

D D
UDelay,s,i (Tmy t) = D(t) % Y cad(t = Tiam) = Y cap(t = Tidm), (4.8)
d=1 d=1
which consists entirely of scaled, shifted copies of the pulse shape p. The matrix-vector
form is defined elementwise as

uDelay,s[(m - 1) + (l - I)M + (] - 1)M2] = p%,z’,j(% (49)

with ppjln] = p(t; — Tipm). Furthermore, upelays € RM*Ne, Pmi; € RY, and
c € RY. Once again, a time domain representation of the data cube ) can be obtained
by judiciously reshaping upelay,s-

Both (4.6) and (4.8) (or slightly modified versions closer to the first order Born
approximation) are widely employed in the FMC literature [9, 29, 50, 96-98] and when
working with a single transducer [68, 69]. In particular, (4.8) is attractive due to
its simplicity. Two points should be highlighted, however. First, the discretization
schemes introduced in (4.7) and (4.9) have a gridding problem. We have chosen finitely
many candidate scatterer locations in a continuous Rol, meaning that the resulting
time delays will inevitably contain errors. Additionally, unknown phase offsets may
occur in the measured echoes. These offsets are difficult to account for in the standard
time domain representation shown above. The works [50] and [5, p. 670-673] present
FMC based on analytic signals, though they offer little justification for the choice. This
motivates us to briefly study how the analytic representation of (4.8) is advantageous
in addressing the gridding and phase problems.
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4.1.3 Usage of the Analytic Representation

Both [50] and [5, p. 670-673] encourage the usage of the analytic representation of the
measurement data. The analytic representation of a signal p(t), denoted by p@) (1), is
given by [99, p. 43-45]

P () = p(t) + sH{p(t)},

where H{-} is the Hilbert transform. The usage of the analytic representation p® (t)
can be justified in 3 ways:

1. it relaxes the requirement ¢4 € R imposed when deriving (4.8), making the for-
ward model more expressive;

2. the performance of correlation-based methods is enhanced; and

3. when discretizing the time variable ¢, the analytic representation is approximately
equal to a first order Taylor expansion around the time samples.

Let us focus on signals of the form
p(t) = e(t)e(t) = e(t) cos(2m fot + ¢) (4.10)

where e : R — R is a so-called envelope, f. € R is the carrier or center frequency, and
¢ € R is the phase. As discussed in [99, p. 45] and [100, 101], under the condition that
e is sufficiently narrowband compared to f., we have that

p@(t) = e(t)c (1) = e(t) exp(y¢) exp(s2m fet). (4.11)

Regarding point 1., note that (4.11) is complex-valued in spite of being in the time
domain, and therefore admits complex-valued coefficients ¢4 in (4.8) that modify the
phase ¢ of the carrier separately from the effect of the time delays. In contrast, modi-
fying the phase directly in (4.10) is challenging since the parameter ¢ appears inside a
trigonometric function.

Point 2. becomes relevant when considering that, in general, correlation-based
methods deal with the search for a time delay 7 based on a reference signal that is
compared to the measurements. These methods are applied with knowledge of the
general form of p(t) as given by (4.10), but without knowledge of the phase ¢ which
may change due to propagation and scattering. An incorrect choice of ¢ may lead to
erroneous results. Consider the degenerate case in which p(t) = e(t) cos(2m f.t), but we
erroneously assume that p(t) = e(t) cos(2w f.t — w/2) = e(t) sin(2n ft). The correlation
between the true and assumed pulse shapes is given by

o
/ e(t)? cos(2m f.t) sin(27 f.t)dt,
—0o0

illustrating that the correlation coefficient is a function of the offset between the true
and assumed carrier phases. The result may obfuscate the correctness of the chosen
time delay, and for especially unfortunate envelopes e(t), the result may be exactly zero.
When applying the analytic representation to this example, the result is simply the
energy content of the envelope ffooo e(t)2dt times a factor exp(47¢) whose argument’s
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sign depends on how the correlation is computed. The unknown phase can be eliminated
altogether by then taking the magnitude of the correlation.

Regarding point 3., let us first recall that we are generally interested in finding a
time delay 7 based on a reference signal and an observed measurement. Discretization
of the time variable ¢ results in a grid of possible 7 values based upon which correlations
will be computed. If we briefly consider 7 a continuous random variable, it will fall on
the chosen sampling grid with probability 0. Some of the mismatch between the true
delay 7 and our estimated values 74 on the sampling grid can be reduced through a first
order Taylor expansion of the reference signal around the points 7, on the sampling
grid, as shown next.

To facilitate the analysis, let us introduce a variation of (4.11) of the form

p(t,7)=¢e (tTT> exp(2m fo(t — 7)), (4.12)

where the envelope is now considered to be pulse-like, with a time duration determined
by T. Additionally, the phase factor ¢ is temporarily omitted for simplicity, and we
allow p to explicitly depend on the time delay 7 for the sake of clarity. We can now
approximate p(¢,7) through its first order Taylor approximation centered around a
point 7, on the temporal sampling grid. We have that

Ip
p(t,7) = p(t,74) + E(t, Tg) (T — Tg)- (4.13)
It is straightforward to show that

Op

B 1 0p
aj_(ta Tg) = =127 fep(t, 7y) — T, <

t— 1y

T

> exp(2m fo(t — 7)). (4.14)

This expression can be simplified by recalling that (4.12), and therefore (4.14), were
obtained under the crucial assumption that the envelope is sufficiently narrowband.
Due to the pulse-like nature of the envelope, a narrow bandwidth is obtained by letting
the time duration 7 be large, and thus the second term in (4.14) vanishes.

We arrive at the desired result by substituting (4.14) into (4.13) and applying the
narrowband assumption, from which

p(t, T) ~ p(t, Tg) - J27chp(t, Tg) = (1 - ]27ch)p(tv Tg) = Cp(t, Tg) (4'15)

for a suitably chosen ¢ € C. As a consequence, the usage of the analytic representation
enables p(t, 74) to approximate p(t, ) in spite of using values of 7, on a grid.

This discussion motivates the usage of the analytic representation of egs. (4.8)
and (4.9) in the interest of capturing phase offsets, reducing correlation errors, and
reducing discretization error. These issues, however, are largely artifacts of the delay
model. As such, it is of interest to have a model for FMC data based on the Nystrém
formulation presented in sections 3.1.5 and 3.1.6.
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4.1.4 The Nystrom Forward Model

We begin with the incident field as was done with the delay model for FMC. Recall
that the Nystrom formulation of the incident field takes the form

Mt
Gim, (rw) = DALY G 7, w) ST, m@Tm (W) (3.23 revisited)
m=1

In contrast with (3.18), eq. (3.23) has weights associated to each summand and the
Green’s function G is replaced with G, which is obtained through integration by means
of the 2-D trapezoid rule on a possibly staggered grid. Replacing T; with 4, omitting
the sum w.r.t. m, and recalling that the sources are equal up to spatial translation, we
find that

hii(r,w) = AzAzé(r,r;,w)sQ(w). (4.16)

Evaluating (4.16) at a frequency w = wj of choice and at N = N, N, points r € I in
the discretized Rol, the vector v;;; € CV containing the FMC incident field can be
constructed.

Past this point, the remaining expressions describing the FMC model are the same
as in section 3.1.6, differing only in the form of the incident field and the usage of
simpler subindices that this enables. In light of this, the following relationships are
presented in a matter-of-fact fashion.

The discretized total field obeys

Vij = ii; + Gr (¥ o i), (4.17)

or equivalently

(In — G;,jdiag{’?})ﬂ)i,j =i (4.18)

where the total field 1; ;, the incident field 4);; ;, and the frequency flat wave number
contrast 4 are elements of C. The matrix GF, ;€ CNXN represents the application of
the Nystrom method for the approximation of the scattered field integral in the Rol,
while Iy is the N x N identity matrix. The subindex 1 < i < Mt = M indicates that
only the ¢-th transmitter has insonified the medium, while 1 < j < Ny indicates that
all quantities have been evaluated at the frequency w;.

The scattered field is given by

Ysig = G?E’(’Y o), (4.19)

with 1) € CM as the j-th frequency bin of the scattered field measured at the
Mg = M receivers when the i-th transmitter is active. The matrix G?R- € CMxN
stands for the Nystrom method when computing the scattered field at the Teceivers in
QR due to point scatterers interacting with the total field in the Rol.

47



Full Matrix Capture

A total of M Ny scattered fields of the form (4.19) can be stacked into a vector
s € CM *N; that satisfies the relationship

Cpern ] I G?Ediag{qpl,l} 3
Ps 2.1 G?,Pidiag{",b?,l}

= ¢ _ - 5. 4.20

U= s Gsdiag{i) | (420
| s, MmN | _G?f}vf diag{r, Ny }_

The scattered field vector s is a vectorized form of ), and so the data cube can be
obtained by reshaping the scattered field.

Variants of egs. (4.16) to (4.20) can be found in the state of the art of ultrasound
signal processing techniques [9, 23, 24, N6, 33, J3]. As is made clear in these works, and
discussed throughout section 3.2, the computational effort involved in forward modeling
warrants the use of approximations such as the Neumann series and the delay model.
What might not be immediately apparent, however, is that the computational effort is
still great even when approximations are employed.

Let us briefly recall (4.9), which provides the simplest model for FMC data presented
thus far. This equation relates a time domain scattered Upelay,s field of size M 2N, to
scattering coefficients ¢ € RY, N = N,N,. The linear map ¢ — UDelay,s Can be
represented as a matrix A € RM “NexN that quickly becomes too large to store.

Consider a measurement scenario with N; = 512 time samples and an small array
with M = 32 elements. Consider additionally a Rol discretized into N = N, N, = 1002
samples. Using 64 bit floating point numbers, the matrix A would be just over of 40 GB
of memory. When using the analytic representation, the storage demands are twice as
large. This is disheartening when considering that this toy scenario is small compared
to practical setups. Efficient implementations of the FMC data models are therefore of
great interest. The following subsection addresses efficient implementations based on
the structure of the model matrices.
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4.2 Efficient Computation of the FMC Forward Model

The sizes of the matrices relating the contrast 4, the total field 1), the scattered field
s, and the incident field 1, are prohibitively large. However, the matrices are struc-
tured, allowing for efficient implementations regarding computational effort and mem-
ory/storage. Throughout all of [22], as well as in [20, p. 495-496] and [34], it is repeat-
edly highlighted that convolutions can be efficiently performed via the FFT. Even if
FFTs are not employed, the matrices exhibit some form of Toeplitz structure, so that
the number of unique entries in the matrices is small and systems involving them can
be solved efficiently [38, p. 82-89].

Importantly, the exact structure of the matrices depends on the order of the entries
in the vectors. Based on the results presented in [102-105], the remainder of this section
deals with the construction of so-called matriz-free forward modeling methods where
the matrices are never explicitly constructed in their entirety. Instead, the Toeplitz
structure is exploited so that only unique entries are stored.

4.2.1 Exploiting ULAs with the Delay Model

The Toeplitz structure in the matrices arises thanks to spatial invariance. Recall that
the Green’s function (and also its asymptotic form as a complex exponential) depends
on two position vectors r and 7' in R%Z. On closer inspection, however, these vectors
only ever appear in the form ||7 — 7’||2, and so only their distance is relevant.

Let us first study the case of the delay model. Based on the delay model, the
scattered field in FMC measurements takes the form

D
YDelay,s,i (Tm,w) = Z ca exp(—JwTi dm) exp(—wBoridm)sQ(w) (4.5 revisited)
d=1

in the frequency domain, or

D

UDelay,s,i (Tm; 1) = Z Cdp(a) (t — Tidm) (4.8 revisited)
d=1

with ¢; € C and p® : R — C when using the analytic time domain approximation.
These expressions depend on the Tx, Rx, and scatterer locations only through the total
distance r; 4., and its associated time delay

T — T2 + |7, — 7 ;
Tidm = Irm = Tall2 + lIrg = 7ill2 = T”d’m, (4.4 revisited)
o Co

where the indices ¢, d, and m indicate the Tx element, the scatterer, and the Rx element,
respectively. If a displacement vector d € R? is added to all three position vectors in
(4.4), the resulting distances and delays (and by extension, the resulting scattered
field) will remain unchanged. This is illustrated in fig. 12. After discretization, the
more combinations of Tx, Rx, and scatterer result in the same displacement, the more
times the corresponding time delay repeats itself in the model matrix. We will focus on
(4.8) for concreteness, meaning A is an element of CM *NexN - However, the discussion
presented here also applies when working with (4.5).
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Figure 12: Illustration of the spatial invariance of the FMC delay model. The two red lines
have the same length, and similarly for the blue ones. Displacing the transmitter, receiver, and
scatterer by the same amount yields the same total distance and time delay. Note that such a
shift is only possible in the special case where the sensor locations can be chosen with the same
resolution as the Rol sampling grid, e.g. when using a ULA and choosing A, in the Rol equal
to a rational multiple of the inter-element spacing or pitch.

Let us consider a specimen with a flat surface. When the transducers are placed
on the specimen’s surface, here assumed WLOG to be at z = 0, there is little freedom
regarding their z axis placement. However, ULAs (equivalently, matrix arrays when
inspecting along two spatial axes) are ideal for the exploitation of spatial invariance
along the z axis. The scenario illustrated in fig. 12 makes it clear that the grid spacing
A, in the Rol must be chosen as a rational multiple of the inter-element spacing of
the array (otherwise known as pitch) so that the displacement d appears repeatedly.
Importantly, it is not only the repetition, but also the exact pattern in which this
repetition happens, what enables an efficient implementation of the model matrix.

In [103, 104], the authors study the structure in synthetic aperture measurements
which are collected by translating a single transducer, insonifying the test specimen, and
recording the echoes [67]. The key insight provided by the authors is that a translation
of the transducer by an amount A,, the same resolution used in discretizing the Rol,
results in a block-Toeplitz structure.

We can apply this result to the FMC data cube by considering the A-Scans obtained
when choosing ¢ = m, i.e. using the Tx element as the only Rx element. Equivalently,
each A-Scan Y[i,i,:] € CNt, with 0 <4 < M — 1, can be collected into a data vector
y € CMNt by stacking A-Scans in order of increasing index 1.

For this vector y taken from the main diagonal of ), a model matrix B € CMNexN
can be constructed so that y = Be. The matrix B can be obtained by choosing the
corresponding entries from (4.7) and then computing the analytic version of their time
domain representation. As a result of doing this, each column of the matrix B can be
interpreted as the vector y (i.e. the collection of A-Scans) that would be observed if
there were a scatterer located at the coordinate (x4, z4) associated to that column.

More explicitly, B is obtained as follows. Let us refer to the entries of B as Blu, v],
with 0 <u < MN;—1and 0 <v <N —1. The column B[:,v] corresponds to a defect
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Figure 13: Illustration of the block-Toeplitz structure of the matrix B relating the scattering
coefficients ¢ to the main diagonal ¢ = m of the FMC data cube Y[i,4,:]. Each block is indexed
by the quantity |i—d,| € N, where the absolute value highlights the symmetry of the blocks with
respect to the diagonal blocks By. The individual blocks generally do not have any structure.

located at

(va,70) = (dalds, d:.) = ({Nij A;. (v mod szz) ,

z

where |-] is the floor function and mod is the modulo operation. A row Blu,:] corre-
sponds to the time instant ¢ = (u mod N;)/fs and the Tx-Rx pair i = m = |[u/N;].
These parameters can now be substituted into a modified version of (4.4) given by

2Uep, — ¢’ 2 i — d.)2A2 d2 A2 .
Tidi = ||Tl rdHQ _ \/(Z $) z T AzAZ _ rlyd,l’ (4‘21)
C C C

which is both invariant and symmetric in the indices ¢ and d,: since they only appear
together as (i — d;)?, translating both of them or changing both of their signs has no
impact on the delay. The delay obtained from (4.21) can then be substituted along
with a value of the time ¢ into the analytic representation of (4.8) with ¢y = 1 to obtain
the entries of B. The resulting system y = Bc exhibits the block-Toeplitz structure
illustrated in fig. 13.

The following extensions of this result, partially published in [P7], are original
contributions:
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l.Let 0o € Z, —M +1 < 0 < M — 1. Each vector y, € CHM—2Nt ghtained by
stacking the A-Scans found along the diagonal Y[i + 0,1,:] can be described via
a block-Toeplitz matrix B(o) satisfying y, = B(o)c.

2. The block-Toeplitz matrices B(o) for values o > 0 are identical to their negative
counterparts, i.e. y, and y_, have the same model matrix B(o) = B(—o0). As
a result, only M block-Toeplitz matrices are required to completely specify all
2M — 1 slices of the data cube ) based on ec.

3. Each block-Toeplitz matrix B(o) is symmetric (in a loose sense made precise in
the subsequent discussion) w.r.t. the o/2-th diagonal.

4. The block-Toeplitz matrices B(o0) represent strided convolutions with a stride of
N,. Efficient implementations for such convolutions are available off-the-shelf.

Regarding the first point, recall that we have previously considered the case i = m to
obtain the main diagonal Y[i, ,:| of the data cube. Let us now consider i = m+ o, with
0€Z,—M+1<o0< M —1. This yields a diagonal indexed by o containing M — o A-
Scans, including the main diagonal when o = 0. The block matrix B(0) € C(M—0)NexN
can be shown to be block-Toeplitz by studying the time delay equation with this new
offset 0. A quick substitution yields

_Irivo = ryll2 + [lri — Tl
Tito,di —

€0
V(i+0—dy)2A2 + A2+ /(i — dp)2A2 + 202 1o,

€o €0

(4.22)

)

which is invariant in ¢ and d, regardless of the value of 0. This invariance means that
an increase in ¢ and d, by a fixed amount does not affect the value of 7,4, 4, and so
the block-diagonals of the matrix B(o) based on (4.22) are constant. As a result, B(o0)
is block-Toeplitz.

The second point states that only M out of the total 2M — 1 matrices B(o) are
needed due to evenness of the matrices w.r.t. the parameter o. This symmetry arises
due to the reciprocity between Tx and Rx elements, and can be made explicit as follows.
Originally, the Tx index obeyed 0 < ¢ < M — 1. Let us restrict 0 < 0o < M — 1 so that
only positive offsets are allowed. The offset index i+o0 must also obey 0 < i4+0 < M —1,
or equivalently 0 < ¢ < M —o0—1, since there are only M elements in the ULA. Replacing
the index o in (4.22) with —o, we find that

Vi —0—dp)?A2 + BA2 + /(i — dy)?AZ + d2A2
Co '

Ti—o,d,i —

We can now re-index this expression by letting [ = i — o (and therefore i = [ 4 0), from
which 0 <! <M —0—1 and

V(= d)2A2 + A2 4+ /(1 + 0 — dy)? A2 + d2A?
Co '

Ti—o,di = Tl,d,l4+0 =

This expression is identical to (4.22) with the roles of the Tx and Rx elements reversed,
which has no impact due to the commutativity of addition. As the entries of B(0) and
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Figure 14: Illustration of the structure in the FMC data cube when using the delay model and
choosing the Tx index as ¢« = m + o for an integer offset o. Figure 14a shows slices along which
(Tx, Rx) pairs are equispaced. A top view of the data cube is shown in fig. 14b. Slices with
the same color contain the same entries due to Tx—Rx reciprocity in the delay model. Adapted
from [P7].

B(—o) are constructed from the identical values Tjjo4; = Ti—odi = Ti,d,i+0, We have
that B(o) = B(—o) and only the values 0 < o < M — 1 are needed. The process of
obtaining diagonal slices Y[i+o0, 0, :] and the symmetry of the respective model matrices
are illustrated in fig. 14.

The third point establishes a generalized concept of symmetry within each model
matrix B(o). These matrices are generally not square and will exhibit a structure that
is not directly related to the main diagonal; however, as will be made clear next, a
more loose sense of symmetry applies. Let us once again revisit (4.22) while restricting
dy =i+ p. In doing so, the time delay takes the form

V0o —p?AL + &A%+ /(—p)*Af + d2A]
€o

Ti4o0,i+p,i =

from which the index ¢ has vanished due to invariance in ¢ and d;. This choice of
d, corresponds to the p-th block-diagonal of B(o). Through the judicious choice of
p = 0/2+ q, we obtain

V(0/2 = q)2A2 + d2A2 + \/(—0/2 — q)2A2 + d2 A2
co
V(0/2 = q)2A2 + d2A2 + \/(0/2 + q)2A2 + d2A2

Tito,i+0/24q,i —

Co
which is even in ¢q. Note that, when constructing the model matrix B(o) for a slice
indexed by o, the value of o stays fixed. Furthermore, the block-diagonals of B(o0)
are now indexed by ¢ due to the choice d, = i + 0/2 + q. The ¢-th block-diagonal
contains only a repeating block By(0) due to the invariance in ¢ and d,. Additionally,
the evenness of ;1 10/24¢, W.I.t. ¢ translates into block-symmetry w.r.t. the 0/2-th
block-diagonal. This is illustrated for two values of o in fig. 15. Note that o/2 takes
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Figure 15: Illustration of the block-Toeplitz structure and generalized symmetry of the model
matrices B(o) with blocks Bg(0). The o/2-th block-diagonal acts as axis of symmetry. For
odd o as in fig. 15a, the axis of symmetry is a rational index. As a result, a block-diagonal
appears repeated twice in a row. For even o, the axis of symmetry corresponds to a particular
block-diagonal. Note that o = 0, which was illustrated in fig. 13, is a particular case of this
condition.

on rational values for odd o. In this case, instead of a block-diagonal acting as axis of
symmetry, a block-diagonal appears twice and the values of d, can be rounded up for
notational simplicity.

As stated in the final point, these block-Toeplitz matrices represent strided con-
volutions. This can be seen by rearranging the blocks of a matrix By(0) as shown in
fig. 16. The first row and column of B(o) are arranged into a long matrix B(o) of size
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Figure 16: Representation of the product B(1)c as a strided convolution between N; convo-
lution kernels and the vector ¢. The stride length is N,, skipping ahead a full block B,(1) each
time. Figure adapted from [P7].

N¢x (M + Ny —o0—1)N,, after which the usual multiply, add, slide operations of a con-
volution are performed with the scattering coefficients ¢. The sliding operation is done
N, elements at a time, skipping a full block. The overall operation can be interpreted
as a strided convolution with N; convolution kernels, each of length (M + Ny —o0—1)N..
Efficient implementations are available in popular Python packages such as PyTorch
[106], TensorFlow [107], and JAX [108].

Points 1., 2., and 4. have been employed in [P7], where it was shown that the
exploitation of the structure in the FMC delay model with ULAs results in considerable
memory savings. In this work, an array with M = 128 elements is employed, and
the Rol size is set to N, = N, = M. Setting N; = 1650 and using 32 bit floats
(as one might do e.g. when computing on a graphics card) yields an overall model
matrix approximately of size 1.8 TB, which is unmanageable. By considering Tx—Rx
reciprocity and the block-Toeplitz structure in the model for each slice, this is reduced
to 21 GB. Generally, the model matrix is of size 4M?N; N B when working with 32 bit
floats. In contrast, even ignoring the generalized symmetry of the B(o) matrices,
exploiting the block-Toeplitz structure means the model requires strictly fewer than
AM N x (M + N, — 1)N, B, which in this case provides an upper bound of 28 GB.

Two final discussion points are provided to close off the discussion on the FMC
delay model. First, it is not necessary to have A, as the array pitch in order to
obtain a block-Toeplitz structure. The Rol x axis resolution can more generally be
a rational multiple of the pitch. This increases the sizes of the blocks By(0) based
on the rational factor and therefore more samples of each B(0) are needed to fully
characterize the matrix. Lastly, an extension to Deep Learning (DL) is straightforward
based on the provided formulation. The forward models B(o) can be replaced by
(possibly strided) Convolutional Neural Networks (CNNs) in the forward direction, the
backward direction, or both, when solving inverse problems involving the FMC delay
model [P7].

The simplifications presented throughout this section rely on the ability to combine
the Tx and Rx delays, as well as the simplicity of the propagation phenomenon in the
medium. This is no longer possible when using Nystrom-like models for FMC. However,
a small degree of structure does still arise when using ULAs, as shown next.
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4.2.2 Exploiting ULAs with the Nystré6m Model

In the case of the Nystrom model, it is not possible to combine all propagation effects
into a single function application, since the Green’s function generally does not have
the product-to-sum property of exponentials. This means the propagation effects from
the array to the Rol, within the Rol, and from Rol back to the array, must be treated
separately. This section deals with propagation between the array and the Rol and the
structure that arises when using ULAs.

Let us recall that the incident field obeys

Yii(r,w) = Az ALG(r, 7, w)sQ(w). (4.16 revisited)

s Uy

This can be rewritten as

M

Yii(r,w) = AzA, Z G(r, 7, w)sQ(w)di, (4.23)
=0

with J; 7 as the Kronecker delta satisfying

1, i=4
51’,1”:{ .
0, ©i#7.

This allows the incident field to be written in matrix-vector form as
T
Yiij = Ga. ;Si; (4.24)

for a fixed frequency w = w;. The incident field v, ; € CV at the N = N, N, points in
the Rol is given by a scaled column of the matrix GE?T, ;€ CN*Mr  the entries of which
are obtained by evaluating G(r, rl,,w;) at all points in T' x Qr, i.e. all combinations of
the N points r in the Rol I" and the Mt = M points r; in the Tx support Qp. The
column is chosen by the vector s; ; € CMT s, i = sQ(w;)e;, where e; € RMT is the i-th
canonical basis vector.

The motivation for writing the incident field 4p;;; as in (4.24) is that it shares
similarities with the scattered field as given by

Ysij = G?E‘(:}’ o i ) (4.19 revisited)
The entries of the matrices GETJ e CV*Mr gapd G’?Fj‘. € CMr*N depend on the quantity

G(r, 7, w) = —iHéQ)(kOHr —7'||2), (3.13 revisited)

differing only in the choice of r that G is evaluated at. Recalling that in FMC we have
Qr = Qg, the Green’s function matrices in (4.24) and (4.19) satisfy the relationship

Gh,; = (a). (4.25)

As a result, only one of the two matrices needs to be computed.
Following the same procedure as in section 4.2.1, (3.13) can be shown to be sym-
metric and invariant in 7 and 7’ when discretized properly (i.e. setting A, in the Rol

o6



Full Matrix Capture

m =10 1
m=1
m =2

Ps.i g

(7 o)

Figure 17: Illustration of the block-Toeplitz structure and symmetry of the matrix G?f; The
blocks G|,,,_q,| are of size 1 X N,.

equal to the ULA pitch). This can be seen by letting r = r,,, € Qr and ' =7, € T,
from which

lrm = ralla = V/(m — do)2A2 + d2A2.

The matrix G?fj‘. is then block-Toeplitz with symmetry along the main block-diagonal,
as illustrated in fig. 17. Consequently, only max(Mpg, N,) instead of the total MgN,
blocks of the matrix are needed in order to fully characterize it. The usage of strided
convolutions as in [P7] is also possible.

As previously discussed, this structure arises only when using a ULA (or a matrix
array) and choosing a proper grid resolution in the Rol. There is, however, a structure
that can be exploited in Nystrom-like models regardless of the array geometry. The
structure and its ramifications of this choice are discussed below.

4.2.3 Exploiting Structure in the ROI
The total field in the Rol can be obtained by solving
(In — G jdiag{7})ths ; = i, (4.18 revisited)

for ; ; € CN, with N = N,N,. The matrix (Iy — Gll:Jdiag{‘?}) € CNXN ig often pro-
hibitively large, and it generally does not have any structure to be exploited. However,
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Figure 18: Illustration of the BTTB structure of GR ;- Each block is Toeplitz and symmetric.
The matrix is also Toeplitz and symmetric at the block level.

the component matrices are highly structured and have few unique and/or nonzero
entries. This is clear in the case of Iy and diag{%}, since both matrices are diagonal
and the latter is only nonzero where scatterers are located. What about the Green’s
function matrix GR j?

Consider the position vectors rq and 7/, in theRol I' corresponding to the points
(deAg,d.A,) and (dl, A, d,A,), respectively. The argument of the Green’s function
involves the quantity

lra = rill = /(do — d,)2A% + (d: — d2)2A2,

which is symmetric and invariant in the indices d, and d),, as well as in d, and d..

As a consequence, GF jisa two-level block-Toeplitz matrix. More specifically, it is
Block-Toeplitz with Toeplitz Blocks (BTTB). Additionally, each block is symmetric,
and the overall matrix is symmetric at the block level. The structure is illustrated in
fig. 18.

Although GII:J has N2 = N2N? entries, only N, blocks are unique. In each block

of size N2, only N, entries are unique. It suffices to store the first row (or column) with
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size N to completely characterize the matrix. Furthermore, as noted in [20, p. 495-
496], [22, p. 3-179], [34, 103, 104], multiplication by this matrix can be implemented
by means of the FFTs.

When working with (In — Gll:, jdiag{ﬁf}), computational and memory efficiency are
attained by never fully constructing the matrix. Instead, the three component matrices
are stored and applied one at a time when necessary. As an example, the fastmat
Python module [102, 105] implements multi-level block-Toeplitz matrices by storing
only the unique entries and embedding them into a multi-level block-circulant matrix
with circulant blocks, which is diagonalizable in a basis constructed from Kronecker
products of DFT matrices. The fastmat module also offers efficient implementations
of (block-)diagonal matrices by exploiting their sparsity. This prompted the usage of
the module in [N6]. The SciPy module also offers functionality supporting structured
sparse matrices defined e.g. blockwise or by specifying the diagonals [109]. At the time
of writing this work, although Toeplitz and circulant matrices are generated based only
on their unique entries, they are not stored nor multiplied efficiently by default [110,
111].

To finalize this discussion, it is important to reiterate that the structure illustrated
in fig. 18 arises in the Rol independently of the array geometry, and can therefore be
exploited freely. Crucially, it is often the case that N > M (there are many more points
in the Rol than sensors in the array). If stored naively, the matrix (Iy — GF, ;diag{¥})
warrants the most storage and computational effort in the forward modeling procedure,
if it can be stored at all.

We have now constructed a delay-based and a Nystrom-like model for the forward
modeling of FMC data, as well as efficient implementations for them. These can now be
employed for the task of investigating the properties of a medium based on a recorded
scattered field. This task is the main topic of the following sections in the present
manuscript.
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5 Summary of Part I

For piecewise isotropic and homogeneous media in which the speed of sound is piecewise
constant and contains point-like deviations, the propagation of ultrasound waves can be
modeled by means of the Lippmann—Schwinger equation. This is a Fredholm integral
equation of the second kind which requires the Green’s function for the Helmholtz
operator. The Green’s function is known for simple canonical cases, one of the most
standard of them consisting of an infinite medium where waves propagate outward to
infinity (i.e. the Sommerfeld radiation condition).

Throughout this work, the solution approach of choice for the Lippmann—Schwinger
equation is to first discretize the equation based on the Nystrém method and the
trapezoid rule. After discretizing, a power series expansion is applied. This may be the
Neumann series expansion when wave number contrasts are low, Padé approximants
when contrasts are large, the first order Born approximation when multiple scattering
is ignored altogether, or the delay model when maximal simplicity is desired.

With few modifications, the Nystrom- and power series-based formulations from sec-
tion 3 can be adapted to most Ultrasound Nondestructive Evaluation (UNDE) modal-
ities. In this manuscript, and particularly in section 4, Full Matrix Capture (FMC)
is prioritized. This is because other modalities can be obtained by introducing addi-
tional transformations along the FMC modeling process. The FMC modeling process
brings challenges such as gridding error due to discretization, and a high computational
burden due to size of the matrices and vectors that must be dealt with.

The discretization error can be addressed by using the analytic representation of
the data, which has the effect of approximately performing a first order Taylor expan-
sion around each time sample. Regarding the computational burden, a judicious choice
of reconstruction grid resolution and sensor placement (e.g. using a Uniform Linear
Array (ULA)) can endow the model matrices and vectors with several forms of spatial
invariance. This invariance can be exploited to rewrite the modeling process as 1D and
2D convolutions with different stride lengths. This saves memory due to the repeating
block structure in the vectors and matrices, and can additionally accelerate compu-
tations if efficient convolution implementations are employed. The latter is simple to
achieve due to the growing popularity of Deep Learning (DL) software packages, which
offer efficient convolution computations off-the-shelf.

The aforementioned computational efficiency is of vital importance to us within the
context of this manuscript, where the overarching goal is to estimate quantities based
on FMC UNDE data with iterative algorithms. This means the forward modeling
process described throughout part I must be executed repeatedly, making efficiency a
priority. Having fulfilled this prerequisite, we can proceed to the discussion on iterative
algorithms for parameter estimation.
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Part 11
Sparse Recovery in Ultrasound NDE
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6 Introduction to Part 11

Having covered different forms of discretization and forward modeling in part I, we
turn our attention to linear inverse problems with sparse regularization. Part II of
this manuscript explores the theoretical foundations behind sparsity, Sparse Signal
Recovery (SSR), and Compressed Sensing (CS). In particular, emphasis is placed on
practical identifiability conditions that help determine the suitability of SSR and CS
for a given problem. The motivation behind this lies in the model assumptions estab-
lished in part I, i.e. we assume the media being inspected are piecewise homogeneous
and isotropic, possibly containing point-like scatterers. As a consequence of these as-
sumptions, the wave number contrast is zero except at boundaries and defects, making
it sparse in a sense that is formalized in section 7. This enables the usage of sparse
recovery algorithms for localization and imaging in Ultrasound Nondestructive Evalu-
ation (UNDE). In search of simplicity and efficiency, the focus is placed on algorithms
employing soft thresholding, an operation that can be carried out efficiently even on
large datasets.

Section 7 introduces the fundamentals needed in order to understand sparse recov-
ery. To do this, the forward model is abstracted away, leaving us with a generic linear
inverse problem. The conditions under which sparsity enables the unique solution of
linear inverse problems are studied based on the SSR and CS literature. A chain of
relationships is established among quantities which are increasingly simple to compute,
ending at the so-called mutual coherence. The second half of the section deals with
sparse recovery via soft thresholding. The soft thresholding operator is introduced and
justified via the study of proxzimals. To conclude the section, two well-established ex-
amples of soft thresholding algorithms are compared based on their behavior in early
iterations, with practical implications for estimation scenarios in which a reference is
unavailable.

After reviewing the theoretical background in section 7, soft thresholding algorithms
and Full Matrix Capture (FMC) forward models from section 4 are put together into
a broad ultrasound parameter estimation framework in section 8. Several examples of
sparse recovery algorithms in UNDE are shown to belong to this framework, including
original contributions. Finally, the sparse recovery framework is applied to various
datasets, both simulated and measured. The final dataset shown is a simulation with
multiple scattering and compression, serving as a culmination point that combines all
the results from part I and part II.

Contributions In the first half of section 7, core SSR and CS concepts are
curated and interpreted. In the second half, a singular value interlacing inequality
is employed to contrast the Fast Iterative Shrinkage-Thresholding Algorithm (FISTA)
and Soft Thresholding with Exact Line search Algorithm (STELA) algorithms in early
iterations, highlighting differences that may be encountered between the two when
no ground truth is available and computational resources are limited. In section 8,
several state of the art sparse recovery algorithms are shown to belong under a single
alternating optimization framework. Original variants of the framework are shown to
work with and without compression on simulated and real FMC measurement data,
using models with and without multiple scattering.
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7 Linear Inverse Problems with Sparse Regularization

In part I, different forward models for FMC data are introduced. These allow the
computation of the scattered field given the medium characteristics in the form of a wave
number contrast. In practice, we are interested in the inverse problem: given a scattered
field collected via FMC, we wish to find the medium characteristics. Throughout this
work, this problem is tackled within the framework of CS by means of ¢; regularization
and soft-thresholding algorithms. With self-containedness in mind, the present section
is intended to motivate the usage of CS tools, introduce basic concepts related to sparse
regularization and identifiability, and to compare the inversion algorithms of choice
that are employed throughout this work. As a brief note, recall from section 4 that
other measurement modalities can be constructed from FMC. Note also that the theory
presented in this section applies directly to other ultrasound measurement modalities,
and more broadly, to other inverse problems, with few modifications.

To motivate the usage of CS, let us briefly revisit some key points from part I.
Concretely, we are interested in solving

[ YDelays1.1 Aq1P(wr)
¢Delay,s,2,1 AQ,IP(WI)
= : = i c 4.7 revisited
Delay:s PDelay,s,1,2 Aq 2P (wo) ’ ( )
| ¥Delay,s, Mp N | | A Ny Pwny)

for the scattering coefficients ¢ € C when given the scattered field YDelay,s € CM*Ne
under the assumption that the field follows the delay model. Alternatively, we want to

solve

B Gridiag{t1} ]
Ps2,1 G?ﬁdiag{%,l}
= : = ) : 2 4.20 revisited
v Ps,1,2 G?Bdlag{@bu} 7 ( )
| Y5, M, N | _G?f}vf diag{vr N}

for the wave number contrast 4 € CV given the scattered field 1, € CM *Nj . The choice
of total field 1; ; at the scatterers determines whether multiple scattering is considered
or not.

The aforementioned equations, from now on referred to as the delay model in the
case of (4.7), and Born (ignoring multiple scattering) or Helmholtz (including it) model
in the case of (4.20), can be written in the generic form y = Ax. In practice, however,
measurements are often subject to corruptions which can be modeled with additive
noise, such as quantization error, model mismatch, and electronic noise. We therefore
write y = Ax + €. Now, given measurement data y, a model A, and knowledge about
the statistics of €, we are interested in finding .
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Three special properties of this problem must be considered when choosing a solu-
tion approach. First, due to the presence of noise and the matrix A being rectangular,
there will generally exist either no value of x, or infinitely many of them, that can
satisfy y = Ax + €. Second, recall that we are working with FMC data. Collecting
this data normally requires M transmission events and the storage of M?2N; samples
(or M2N 7 in the frequency domain), where M is the number of elements in the array,
Ny is the number of time domain samples in an Amplitude Scan (A-Scan), and Ny is
the number of frequency bins. If at all possible, we would like to collect fewer samples,
and to do so with fewer transmission events. This is because the data volume scales
with M?, while the data rate and measurement duration scale with M. Third and
last, we are considering media that are piecewise homogeneous and contain point-like
scatterers, i.e. the vectors ¢ and 4 are sparse (this will be made precise later on).

The theory of CS and SSR, which was largely pushed forward and popularized by
the work of Candés, Tao, and Donoho [13-16], enables the exploitation of sparsity to
stably recover the sought-after quantities in the presence of noise and with few mea-
surement samples at hand. Particularly, these works establish ¢1-regularized inversion
as a computationally efficient approach to estimating sparse parameter vectors. Soft
thresholding methods are the tool of choice for ¢;-regularized inversion throughout this
work. As such, a discussion on sparsity, CS, SSR, and soft thresholding algorithms is
in order.

The background presented throughout the first half of this section is chiefly based
on excerpts taken from the books [112-114], which are personally recommended to
anyone interested in the topic. The second half deals with algorithms for SSR and CS.
This section is to be understood as a brief exposition of CS topics necessary for the
understanding of the remainder of this work. The contributions in this section consist
of nuggets of intuition and a comparison between two popular and well-established
sparse recovery algorithms: the FISTA and the STELA.

7.1 Compressed Sensing Background
7.1.1 Underdetermined Systems and Sparsity

We are interested in linear systems of the form
y=Ax+e (7.1)

in which y € CM corresponds to a measurement, & € CV is the quantity of interest
which we wish to investigate, A € CM*N models the relationship between x and vy,
and € represents all noise contributions. This encompasses the scattered field models
introduced in part I for a fixed total field in the Region of Interest (Rol). As stated in
the preface to this section, however, we are also interested in a variant of this problem
that allows us to work with a smaller data volume.

Let us consider a measurement matrix ® € CM*M  with M’ < N and M’ < M,
that represents the process of collecting samples! by taking linear measurements of vy,

In some models, noise is introduced in this step instead of, or in addition to, the noise term €. For
the sake of simplicity, only models of the form (7.2) with a single noise source before compression are
considered.
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so that
z=®%y=P(Ax +¢€)=Pb+¢€. (7.2)

This is of the same form as (7.1), but explicitly considers that the linear system is now
underdetermined. We refer to this as a compressed measurement. In the case that ®
has full row rank, there are infinitely many values of x that satisfy (7.2). We know,
however, that the values of  we are interested in have a special property: they are
sparse.

Before moving on, it is worthwhile to highlight a key property of CS and the mea-
surement matrix ®. The goal in CS is to never measure the data y. Instead, only
the compressed measurement z = Py is available. In practice, this means that the
measurement process represented by the product ® Ax needs to be physically imple-
mentable in the real world so that z can be measured directly. Measuring y and later
compressing with ® in the digital domain is not CS, but rather classical linear com-
pression. As an additional note, the model matrix A may already represent the full
measurement process, in which case ® = I would result in a standard measurement
without any compression. Due to this, the measurement matrix ® is interchangeably
referred to as a compression matriz. With these points out of the way, we return to
the idea of  being sparse.

To properly define sparsity, and later on, #; regularization, let us briefly introduce
¢, (quasi-, for p < 1) norms. The ¢, norm of a vector v € CV is given by [114, p.
393-394]

N 1/p
[oll, = <Z ’UMVD) 7 (7.3)

from which we can immediately recognize the familiar Euclidean norm || - ||2 with p = 2.
Abusing notation, we can use (7.3) to define the ¢y quasi-norm, commonly referred to
simply as the ¢y norm, which is defined as [112, p. 12-13], [113, pp. 41-47], [114,
pp- 393-394]

lvllo = lim [l = [{n - vln] # 0}, (7.4)

i.e. the cardinality of the set of indices corresponding to nonzero entries of v. Based
on the ¢y norm, a vector v is said to be k-sparse if ||v||p < k.

Based on (7.1) and equipped with the knowledge that the parameter & we are
interested in is sparse, we can formulate the optimization task

argmin ||z|p s.t. y = Az (7.5)
X
in the absence of noise, or

argmin ||z||o s.t. ||y — Az||3 < n(e) (7.6)

in its presence. Note that n : CM — R, n(e) > 0, is a noise-dependent threshold
value, and that variants based on (7.2) are possible for both (7.5) and (7.6). These
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formulations of the linear inverse problem explicitly require & to be sparse and to
(approximately) satisfy a desired linear relationship. The process of solving (7.5) or
(7.6) is therefore referred to as SSR. In the underdetermined case using a measurement
matrix ®, the problems are instead referred to as CS.

When the matrix A satisfies special conditions, the solution & to the above problems
is unique and can be identified, i.e. it is possible to distinguish the sparsest solution
from other solutions in spite of dealing with an underdetermined system of equations.
Additionally, the number of samples M in the measurement vector y required to do
so depends on the sparsity k instead of the length N of the vector @. An overview of
these properties is presented next.

7.1.2 Identifiability and Complexity

One way of characterizing the suitability of a matrix for sparse recovery is through
its spark. The spark sp{A} of a matrix A is the smallest number of columns of A
that are linearly dependent [112, p. 23], [113, p. 56-57|, [114, p. 403]. The spark is
generally different from the rank and may be small even when the rank is maximal. In
the present scenario, we are interested in matrices with M <« N, meaning the maximal
rank of A is M.

The quantity sp{A} offers a simple identifiability condition for k-sparse vectors:
there exists at most one solution x satisfying y = Ax if and only if sp{A} > 2k [112,
p. 24], [113, p. 48-52], [114, p. 404]. To see this, consider first a scenario in which
sp{A} > 2k. Let the k-sparse vectors u and v be two values of « that satisfy y = Ax.
We have that Au— Av = A(u—wv) = 0, where the vector (u —v) is at most 2k-sparse.
Since A has a spark greater than 2k, no vector of the form (u — v) is in the null space
of A, and so uw = v. In the opposite direction, assume that y = Ax has a unique
k-sparse solution @. This means Ax # Az’ for all k-sparse x’ different from x, or
equivalently, Av # 0 for all nonzero 2k-sparse vectors v = & — x’. This condition is the
same as requiring that all sets of 2k or fewer columns of A are linearly independent,
i.e. sp{A} > 2k. Note also that M > 2k in order for the linear independence of 2k
columns to be possible.

Following the above argument, a matrix with sp{A} > 2k allows k-sparse vectors
to be uniquely identified. However, the identifiability argument was constructed in the
absence of noise. When noise is present, we would like a stronger condition that allows
sparse vectors to be stably recovered. Although stability can be formulated in several
ways, we will focus on so-called C-stability due to its simplicity and interpretability, as
well as how it connects to stronger identifiability conditions.

C-stability is defined in [114, p. 411-412] as follows. Recall that we are given noisy
measurement data y = Ax+e¢, y € CM, from which we wish to estimate the parameter
x € CN. Let h: CM" — CN be a procedure that performs the mapping y — @, where
& € CV is our estimate of . The pair (A, h) is C-stable if it satisfies

1A (y) — zll2 < Cllell2 (7.7)

for some positive constant C, for all k-sparse «, and for all e. This means error in
the recovered parameter & increases with the amount of noise in such a way that the
performance of h degrades gracefully when paired with the matrix A. An additional
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consequence of C-stability for k-sparse vectors is that
1
clizlz < llAz] (7.8)

for all 2k-sparse vectors x. As noted in [114, p. 412], in practice, the RHS of (7.8) is
bounded from above. The matrix A cannot have arbitrarily large entries due to real
world constraints such as available power, and in many cases, the measurement noise
scales with the power introduced into the system so that the value of C' depends on
A and a fixed upper bound exists. This can be interpreted as the matrix A approxi-
mately preserving the length of 2k-sparse vectors when the pair (A, h) is C-stable for
k-sparse vectors. This quality of approximately preserving lengths of sparse vectors,
along with reducing the impact of noise and the condition of sp{ A}, is captured by the
identifiability condition known as the Restricted Isometry Property (RIP).

A matrix A is said to satisfy the RIP of order 2k if there exists Restricted Isometry
Constant (RIC) d9y, in the interval (0,1) such that for all 2k-sparse vectors x, we have
that [112, p. 86-89] [113, p. 133-141] [114, p. 408-410]

(1= 0z0) |13 < || Az]|3 < (1 + dor) [l (7.9)

A matrix satisfying (7.9) clearly satisfies sp{ A} > 2k, since the LHS of the inequality
chain precludes Ax = 0, meaning all sets of 2k or fewer columns of A are linearly
independent. In addition, squaring both sides of (7.8) allows us to set dop = 1 —
1/C?, relating the RIC to C-stability. Larger values of C' simultaneously mean that
the recovery performance is worse, and that the restricted isometry constant becomes
larger. The degenerate case of C' = 1 results in d9, = 0, making A orthogonal. On the
other hand, letting C' — oo makes do, approach 1, in which case the RIP of order 2k and
sp{A} > 2k are both violated. As for an intuitive interpretation, note that (7.9) was
formulated for 2k-sparse vectors . As mentioned during the discussion of C-stability,
this type of inequality can be interpreted as approximately preserving the length of
2k-sparse vectors. This is interesting for us because such vectors include the difference
of two k-sparse vectors, i.e. a matrix satisfying the RIP of order 2k approximately
preserves the distance between pairs of k-sparse vectors, allowing us to distinguish the
unique k-sparse solution to (7.6).

It might seem like, with these identifiability and stability conditions at hand, we are
now ready to tackle problems (7.5) and (7.6) for well-behaved matrices. Sadly, this is
not the case. First, the computation of the RICs is NP-hard [114, p. 408-410], meaning
it cannot generally be used to evaluate the suitability of a matrix for sparse recovery.
Second, the ¢y minimization problem (7.6) (which is equivalent to (7.5) if € = 0) is
also NP-hard [113, p. 53-56]. We will address the former point now by introducing
an easier-to-compute quantity that will allow us to bound the RIC. The latter point is
addressed in section 7.1.5.

7.1.3 Mutual Coherence

To obtain a proxy for the RIP that is reasonable to compute, we will use three tools:
the Rayleigh quotient, the Gershgorin disk theorem, and the mutual coherence. We

67



Linear Inverse Problems with Sparse Regularization

begin with the Rayleigh quotient, which takes the form [114, p. 750-753]

H
R(v) v Wo

T (7.10)
for a nonzero vector v and a Hermitian matrix W. This quotient satisfies the inequality
Amin < R(x) < Apmax, where A\pin and Apax are the smallest and largest eigenvalues of
W, respectively. Importantly for us, if we substitute W = A" A and v = z, we find
that
H 7H
" A" Ax
)\min < S < >\max'
i

Recognizing that W = A" A is positive semi-definite, we can rewrite this as
Amin| 23 < [|AZ[|3 < Amax|2]3, (7.11)

which is of a similar form as the RIP in (7.9). This motivates us to use the eigenvalues
of AMA as a proxy for the RIC &y, which is simpler to compute. We can construct
such a proxy by using the above reformulation of the Rayleigh quotient paired with the
Gershgorin disk theorem.

The Gershgorin disk theorem provides information about the eigenvalues of a ma-
trix. It states that every eigenvalue of a matrix W € CN*N lies within at least one
so-called Gershgorin disk. More formally, for every eigenvalue A of W, there exists an
index n € {1,..., N} such that [113, p. 515-525]

N
AN=Wi,n]| < Y [Wn,m]|, (7.12)

m=1, m#n

i.e. every eigenvalue lies within a disk centered at Wn,n] with radius given by the
sum of magnitudes of the remaining elements in the n-th row. Alternative formulations
are provided in [112, p. 25-27] and [114, p. 752].

This theorem is not constructive in that it does not specify which index n to use.
To circumvent this, the mutual coherence can be employed to provide an upper bound
for the radius of the Gershgorin disks of W' [112, p. 25-27], [113, p. 111-129], [114, p.
415—420], thereby bounding the RIC. The cited works define the mutual coherence of
a matrix A € CM*N ag

(AL, i) AL )

A) = max - T 7.13
WA = | B AT, A1LITAT 1] (723)

measuring the pairwise similarity between columns of A. It is noted in passing that
some authors refer to this quantity simply as coherence, instead reserving mutual co-
herence for the analogous quantity computed between columns of two distinct matrices.

We can now apply the three results discussed above to our problem. Let A in
(7.11) be columnwise ¢ normalized, which has the effect of scaling the corresponding
entries of & by the original column norms of A. We wish to investigate whether this
matrix satisfies the RIP of order 2k. Observe that, using the Rayleigh quotient, we
can write an inequality similar to the RIP based on the eigenvalues of W = AgAg,
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where S indicates the support of the 2k-sparse vector & and therefore |S| < 2k. By the
Gershgorin disk theorem stated in (7.12), we can use the entries of W to bound the
eigenvalues of W. Note, however, that the RHS of (7.12) consists of the off-diagonal
elements of W, which are bounded from above by p(A). This means

N
A-1< Y W] < (N —-1)u(A),

m=1,m#n
where the index n is no longer needed. This expression can be rewritten as
L= (N = 1)p(A) £ A< 1+ (N = 1)u(A),

which, when paired with the Rayleigh quotient, tells us that [112, p. 86-89], [113, p.
111-113], [114, p. 417-420]

(1= (N = Du(A) =]l < [[Az|3 < 1+ (N = 1)u(A))ll3 (7.14)

for 2k-sparse vectors &. More concretely, the RIC satisfies 1 — 1/C? = 6o, < (N —
1)u(A), serving as an upper bound that is easy to compute.

We have now addressed identifiability conditions and a tractable proxy for them,
ultimately requiring that p(A) < 1/(N —1). To round out the discussion on the suit-
ability of matrices for SSR and CS, a brief discussion and some practical considerations
are provided below.

7.1.4 Practical Considerations

One of the open ends thus far is that the previous exposition mainly addresses the SSR
scenario by considering a single matrix A. Some modifications are needed for the CS
case. Namely, when dealing with the CS problem

argmin ||z|jg s.t. ||®y — PAzx|3 < n(®n),
€T

the quantities of interest are now the spark, RIC, and mutual coherence of ®A.

On a separate note, it should be highlighted that these results are pessimistic. The
three identifiability conditions discussed thus far are constructed based on the worst-
case characteristics of the matrix A [112, p. 107-108] [113, p. 23-33] [114, p. 440-441].
As a result, practical experience may reveal scenarios in which sparse recovery and CS
are possible in spite of the RIC and mutual coherence being large. One form in which
this arises is through the distinction between uniform and nonuniform recovery, where
the former refers to recovery of all k-sparse vectors and the latter refers to recovery of
one fixed k-sparse vector [113, p. 48]. Nonuniform recovery is generally possible under
more relaxed conditions. Nevertheless, the RIP and mutual coherence conditions for
nonuniform recovery are pessimistic.

A more accurate evaluation of identifiability can be done through the study of
phase transitions [113, p. 302-306] [114, p. 451-452] which provide a sharp threshold
separating the success and failure of SSR algorithms. Such an analysis is involved
and beyond the scope of this manuscript. However, phase transition diagrams can be
constructed based on Monte Carlo simulations by applying a chosen sparse recovery
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algorithm under varying amounts of sparsity k£ and dimensions M’ of the compressed
data. For a practitioner, it is often fastest to simply try sparse recovery on a problem
of interest and see if it works.

Lastly, the matter of £y minimization being NP-hard has not yet been addressed.
We are interested in practical algorithms which are computationally simple, yet are
able to (at least approximately) obtain the sparsest solution to our linear inverse prob-
lems. Relaxing ¢y minimization into ¢; minimization turns (7.5) and (7.6) into con-
vex optimization problems, enabling the usage of algorithms with the aforementioned
properties. Further justifications for this relaxation are provided in the subsequent
discussion.

7.1.5 Convex Relaxation

For the brevity, the excellent reference [115] is recommended to readers curious about
convex optimization. For the present discussion, it suffices to note the following prac-
tical consequence of convexity: as strongly emphasized throughout all of [115] and
especially in its first chapter, convex optimization problems can be solved through a
variety of efficient methods. Of particular interest to us, the p = 1 is the smallest value
of p for which /¢, norms are convex, and so the ¢; norm can be thought of as a convex
relaxation of the /o norm [112, p. 48-53], [114, p. 430-434].

The beneficial properties of convexity motivate us to write the sparse recovery
problem in the relaxed form

argmin ||z|; s.t. y = Az (7.15)
x

without noise, replacing | - ||o with ||-||;. For completeness, note that || -||; in the above
equation is the #; norm obtained by letting p =1 in (7.3), i.e.

N
lolli = lv[n]l. (7.16)
n=1

Perhaps more interesting in practice, we can write

argmin [|z[1 s.t. |ly — Az|]3 < n(e) (7.17)

when noise is present. Through the usage of Lagrange multipliers [115, p. 215-223],
this last expression can be rewritten as

argmin ||y — Az|3 + ||z, (7.18)

where the choice of hyperparameter A > 0 both corresponds to a particular n(e) and
controls the trade-off between reconstruction accuracy and the /1 norm of the solution
to the linear system (note that setting A = 0 eliminates the ¢; term, whereas allowing
A — oo renders the ¢ term moot). The addition of a scaled ¢; term to the otherwise
standard least squares term | - ||3 is referred to as £1 regularization, promoting solutions
x which minimize ||y — Az||3 while having a small ¢; norm.

The problem (7.15) is often referred to as basis pursuit [112, p. 48-51], [113, p. 1-8],
[114, p. 430-434], whereas the term basis pursuit denoising is commonly employed for
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either of (7.17) or (7.18) [112, p. 89-91], [113, p. 17-19]. In statistical literature, the
problem (7.18) also receives the name Least Absolute Shrinkage and Selection Operator
(LASSO) [115, p. 343], [112, p. 95-98], [113, p. 19-21], [114, p. 430-434].

What are concrete ways, however, in which this convex relaxation via ¢ regulariza-
tion benefits us in the construction of practical sparse recovery algorithms? And how
is it that it promotes sparsity in the solutions of linear inverse problems if it does not
explicitly encode sparsity in the sense that the £y norm does? We will approach the
former point through a generalization to gradient-based methods and the introduction
of proximals in section 7.2. Regarding the latter point, the same identifiability con-
ditions introduced in sections 7.1.2 and 7.1.3 can be employed to construct recovery
guarantees when using ¢ regularization.

It can be shown that the error between the true sparse solution of a linear inverse
problem and the solution obtained by solving (7.18) is directly proportional to the
magnitude of the noise € and the sparsity level k of the true solution, as well as inversely
proportional to the mutual coherence of the matrix A [112, p. 103-104]. Similar
constructions are possible based on the RIP and RIC [113, p. 141-148], [114, p. 441—
448]. However, instead of these technical recovery guarantees, and in the interest of
building some intuition, we will now briefly look at a statistical construction of (7.18)
that organically introduces the £; norm as a way of promoting sparsity.

7.1.6 Maximum A Posteriori Estimation and Sparsity

To arrive at a statistical connection between ¢; regularization and sparsity, we can
make use of the core ideas behind statistical signal processing. More precisely, the
so-called Maximum A Posteriori (MAP) estimation will serve as our bridge. Sampling
theory and CS-based descriptions of MAP can be found in [112, p. 202-204] and [114,
p. 551-552], while a convex optimization perspective is provided in [115, p. 357-359].
Alternatively, discussion tailored to statistical signal processing can be found in [116,
p. 350-359], [117, p. 382-384], and [118, p. 287-290]. The constructions provided here
are based primarily on [116] and [119], and are pursued to the extent necessary in order
to build a working intuition. Concepts of statistical signal processing are discussed in
greater detail in part III of this work.

As a word of caution, note that the present discussion on MAP estimation unfolds in
a Bayesian setting, meaning the sought-after quantities are treated as random variables.
This is done for the sake of argument and intuition; however, the rest of this manuscript
follows a non-Bayesian approach. Outside this interlude, the quantities of interest are
treated as deterministic but unknown.

We begin by noting that the vector y € CM | i.e. the measurement data from which
we wish to find the parameter & € CV, is a random variable. This may be an inherent
characteristic of the measurement data, or it may be purely due to the noise term e.
Let us also assume that the sought-after parameter is also a random variable. Following
the notation presented in [116, p. 7-9] (extended with the usage of subscripts as in
[119]), we say that & obeys a Probability Density Function (PDF) px(x), denoted by
x ~ px(x). MAP estimation is based on the idea of increasing our knowledge about
the parameter & by updating its PDF based on the observed measurements y as shown
next.

The joint probability of a particular pair 4y and x occurring together is described by
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the joint PDF py, x(y,x) = px|y (z|y)py (y), where px|y(z|y) is the probability of =
conditioned on, or given, y. Importantly, this is also the so-called posterior distribution
(or simply the posterior), i.e. the PDF of x after measurements y have been taken [116,
p. 310-316]. Correspondingly, this is the quantity we are interested in maximizing
through a proper choice of . That is to say, the problem of interest in MAP is [116,
p. 350-359]

argmax px|y (|y).
X

An expression for the posterior can be constructed from the joint PDF py x (y, x)
through Bayes’ rule [116, p. 310-316]. This allows the joint PDF to be written as
py,x(y,x) = py|x (y|z)px (x), from which the maximization problem can be rewritten
as

pY|X(y\$)pX(w)
argmax

= argmax py | x \Y|€)px\T),

where the RHS follows from the denominator being independent of the parameter x.

As a final manipulation before connecting MAP to sparsity, note that, as a PDF, the
posterior pX‘y(zL']y) is positive over its support. Furthermore, the logarithm function
is strictly increasing for positive arguments, so that applying it to the posterior does
not change the parameter & that maximizes it. In addition, taking the negative of the
posterior allows the maximization problem to be written as one of minimization. As a
result, MAP estimation can be equivalently formulated as

arg;nin —log(py|x (y|z)) — log(px (z)), (7.19)

which is the form we will concern ourselves with.

Let us now make concrete choices regarding the conditional probability py|x (y|z)
and the prior px (), focusing first on the real-valued case. Consider y = Ax + €, with
y and € elements of RM . Let the entries of € be independent and identically distributed
(i.i.d.) Gaussian random variables with mean 0 and variance o2, i.e. the PDF of € is
given by [116, p. 574-575]

1 -1 9
pE(G):WeXP T‘QH‘EHz 5

which is denoted by € ~ N(0, oI M) with 0 as the mean and 021, as the covariance.
As a consequence, we have that y ~ N (Ax,0%I)) and

1 -1
Pixule) = e (5l - Aal). (7.20

For the parameter € R, let us consider an i.i.d. Laplace prior. We denote this
by & ~ £(0,b) with 0 as the mean and b as the scale, and we write the PDF as [115, p.

352]
px(z) = ﬁ %bexp <_’mb[n”> = <21b>NeXp <_HZJHI> . (7.21)
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Note that the ¢; norm appears in (7.21) thanks to the choice of prior. Additionally,
recall that a Laplace distribution has a sharp mode coinciding with its mean, which
at present is zero. This prior therefore makes each of the entries of @ zero with high
probability, providing a connection between the ¢; norm of « and its sparsity.

To make this more explicit, we can substitute (7.20) and (7.21) into (7.19). In doing
so, the MAP problem takes the form [115, p. 351-352]

M 1 1
argmin —- log(270”) + - ||ly — Ax||3 + N log(2b) + - ||z
- 2 202 b

Here, we can recognize constants which affect the minimum, but not the minimizer @ of
the problem. Ignoring these constants, multiplying by 202, and substituting A\ = 202/b,
we arrive at

argmin ||y — Az |3 + A1,
x

which is immediately recognizable as the basis pursuit denoising problem (7.18). We
conclude that the convex relaxation of the ¢y-regularized problem (i.e. using the ¢;
norm) promotes sparsity by making the initial assumption that the sought-after pa-
rameter x is an i.i.d. Laplace-distributed random variable with mean and mode zero.

Few modifications are necessary for the complex-valued case. Consider now a noise
vector € € CM whose entries are i.i.d. circularly symmetric, complex Gaussian dis-
tributed. We denote this by € ~ CA(0,02I)), where 0 and %I, are once again the
mean and covariance, respectively. Similarly, y € CM ~ CN(Ax, 0%I,), with a PDF
of the form [116, p. 500-509]

1 —1
prixvle) = i exp (5l — Al ) (7.22)

To obtain a PDF for € C" involving the ¢; norm (or equivalently, the individual
magnitudes of its entries), it is no longer possible to use a Laplace prior. This is because
the standard definition of a complex random variable involves the joint PDF of the real
an imaginary parts of the complex variable. For a multivariate Laplace distribution,
it is required that the marginals are Laplace distributed, which typically results in a
complicated PDF involving Bessel functions instead of exponentials of the magnitude
of the complex random variable [120]. Instead, an appropriate prior can be constructed
by allowing the joint PDF of the real and imaginary parts of each entry of & to be a
properly scaled solid of revolution made by rotating a univariate Laplace distribution
around x = 0. This is achieved by simply letting the entries of & be complex-valued
and scaling the PDF by 1/N, i.e.

@ =] S exp <_"";[””> - (%)Nexp <_”wa1> L 1)

n=1

denoted by @ ~ CL(0,b) in spite of this not being a proper Laplace distribution. By
substituting (7.22) and (7.23) into (7.19), we once again obtain (7.18) (up to a vertical
shift and scaling) as desired.

With this result, we now have an intuitive connection between ¢; regularization and
sparsity, as well as conditions for stable recovery (introduced in passing at the end of
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section 7.1.5) of sparse solutions with basis pursuit denoising. We can now shift our
focus onto practical sparse recovery algorithms for the basis pursuit denoising problem
(7.18). As mentioned in sections 7.1.4 and 7.1.5, the convex relaxation of the sparse
recovery problem enables the usage of simple and efficient algorithms. In the upcoming
discussion, this is made concrete through the study of proximals and, of special interest
in this work, soft thresholding algorithms.
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7.2 Sparse Recovery Algorithms with Soft Thresholding

We have established definitions for sparsity, SSR, and CS. Additionally, we have ex-
plored identifiability conditions under which the related problems can be uniquely
solved for a sparse parameter of interest . The discussion up to this point concluded
with the replacement of the £y norm by the ¢; norm, which both promotes sparsity and
turns the problem of interest, i.e. the basis pursuit denoising problem (7.18), into a
convex optimization problem.

We will now discuss practical algorithms for the solution of (7.18) which exploit
the properties of the ¢1 norm. Our interest lies in soft thresholding algorithms, which
are constructed from the prozimal operator (or simply the proxzimal) of the ¢; norm.
Two such algorithms are discussed and contrasted. For the sake of completeness and
intuition, let us first study the soft thresholding operation and how it arises from the
proximal of the 1 norm.

7.2.1 Soft Thresholding

Before we begin, note that the present discussion deals with notions of convexity and
differentiability of functions R?Y — R. Although we are ultimately interested in work-
ing with complex-valued wave fields and wave number contrasts, this representation can
largely be thought of as a matter of convenience. Complex differentiability and com-
plex convexity are stronger conditions than their real-valued counterparts, and are not
necessary for the problems addressed in this manuscript. Due to this, when discussing
functions f : CV — R throughout the current foray into soft thresholding and in the
remainder of this work, we do so with the understanding that we can instead deal with
the real and imaginary components of the inputs as two real-valued variables, implicitly
working with a surrogate function f’ : R?V — R. This correspondence between CV
and R?V is at the crux of Wirtinger calculus [121, p. 45-89], [122], [123, p. 277-286].
The motivation behind our interest in proximals is presented immediately in the
opening chapter of [124, p. 128-133], where the author states that proximals “often
admit closed-form solutions,” they are “especially well-suited to problems... involving
large or high-dimensional datasets.” Additionally, fixed points of proximals are the
minimizers of functions we compute the proximal of [124, p. 147-153]. A prozimal
algorithm is an algorithm that solves a convex optimization problem by using the
proximal of the cost function. Based on the above properties of the proximal operator,
a proximal algorithm WLOG minimizes a function of interest by repeatedly applying
the proximal operator of the function (or its individual terms) until convergence, with
the added benefit that the proximal operator is (often) easy to compute. This rouses
interest in their usage for the present application, since we have established throughout
part I that the ultrasound forward modeling and inversion tasks we are dealing with are
large-scale problems (e.g. involving a large FMC data cube as described in section 4).
The following constructions and definitions are based primarily on Stephen Boyd’s
work [124, 125]. Alternative formulations and additional references can be found in [113,
p. 481-492, 551-555]. Given a (closed proper) convex function f : CV — R (recall the
opening discussion on CV and R?Y), the prozimal operator of f with parameter X is
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defined as [124, p. 129]

1
profo(v) = argmin (f(ac) + o |l — vH%) , (7.24)
€T

with A > 0 and prox, : CN — CV. The minimization problem in (7.24) has a unique
minimizer & € CV which can be understood to be a value closer to the minimizer(s) of
f than the starting point v € CV, without straying too far from v [124, p. 129-131].
How close @ remains to the starting point v is controlled by the parameter A\, with
larger values resulting in @ the minimizer of f (consider the degenerate case A — oo,
which causes the ||z — || term to vanish).

Our interest lies in the proximal of the ¢; norm, which will then enable us to
construct proximal algorithms for sparse recovery. For a convex and differentiable
(recall once again the discussion regarding CV and R?M) function f, the minimization
problem (7.24) can be solved by equating the gradient of the RHS to 0. The function
f =1 | is not differentiable at & = 0; however, it is subdifferentiable.

The subdifferential of a convex function f at @, denoted by 0f(x), is defined as the
set of vectors z obeying [125]

0f(@) = {z| f(&') > f(z) + Re{z" (' — 2)} Va'}, (7.25)

where z € CV is called a subgradient of f, and with & and @’ in the domain of f. Note
that Re{-} has been added to (7.25) so that the complex dot product coincides with
the dot product in R?V. Based on the inequality presented in (7.25), the subdifferential
can be interpreted as the set of (affine) hyperplanes that remain at or below the height
of the function f and pass through (x, f(«)). This generalizes the idea of the standard
gradient and is equivalent to it when f is differentiable, i.e. the subdifferential is
a singleton containing the gradient. The optimality condition for subdifferentiable
functions f is similar to that of the differentiable convex functions: & minimizes f if
and only if 0 € f(x) [113, p. 551-552].
We can apply this result to the ¢; norm as follows. The proximal takes the form

. 1
proxyy,(0) = argnin (s + 51 1o~ 0]3).
X
which is separable for the individual entries x = x[n] € C of  (and similarly for v € C).
This means we wish to find a value x such that

r—v

1 2 .
063<|x|—|—2)\|]95—v]2> = dla] + —— (7.26)

Since |z| is differentiable when = # 0, J|z| is simply given by the corresponding gradient
exp(yarg(x)), where arg : C — (—m, «] yields the principal branch of the argument of
a complex number. When x = 0, we have that

Olz| ={rexp(y¢) |0<r <1, —m< ¢ <m}. (7.27)

We can verify this by writing an arbitrary x in the polar form |z|exp(yarg(x)) and
noting that the choice z = rexp(yarg(x)) satisfies (7.25), since |z| > z*zx = r|x|.
Readers dissatisfied with the presented forms of the gradient and subdifferential may
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instead work directly in R? by splitting = and z into their respective real and imaginary
parts, after which real differentiation and the Cauchy-Schwarz inequality yield results
which can be identified with the complex unit disk in (7.27) and the complex unit circle
given for the gradient.
Using (7.26) and (7.27), as well as some arithmetic manipulations, the proximal of
the ¢1 norm is found to be the so-called soft thresholding operator given by [113, p. 72]
0, otherwise.

Application of Sy to a vector @ is done elementwise, making the soft thresholding oper-
ator simple to compute and apply even when working with large vectors. Furthermore,
its repeated application enables the minimization of the ¢; norm. This makes it an at-
tractive tool for SSR and CS tasks involving ¢; regularization. As for its interpretation,
note that the magnitudes of the individual elements of x is shrunken by an amount A
if they are large enough, and they are thresholded to 0 otherwise.

With this tool at hand, we can now introduce two particular algorithms based on
the soft thresholding operator Sy in (7.28) which address the basis pursuit denoising
problem

argmin ||y — Az||3 + Az (7.18 revisited)
X

These algorithms have been chosen due to their simplicity, widespread usage, and, as
will be briefly touched upon at the end of this section, the possibility of incorporating
them into neural network architectures.

7.2.2 The Fast Iterative Shrinkage-Thresholding Algorithm

FISTA is an accelerated proximal gradient method for the solution of (7.18). The
algorithm deals with the /5 and #¢; terms of the cost function by alternating between
gradient descent steps for the minimization of the error term ||y — Ax||3, and the
application of the proximal of ||z|; [124, p.202-203], [126]. The Fast in its name comes
from the usage of Nesterov acceleration [62] following the gradient and proximal. The
usage of Nesterov acceleration is an extension of an earlier variant of the algorithm,
known simply as the Iterative Shrinkage-Thresholding Algorithm (ISTA), which was
presented in [127]. The FISTA procedure is detailed in algorithm 1.

In algorithm 1, the inputs consist of an initial guess g of the sparse solution x to
the linear inverse problem, as well as the measurement data y and the system matrix
A. The quantities u, A, and K are hyperparameters of the algorithm: p is the gradient
descent step size, A is the soft thresholding parameter which determines how much the
magnitudes of the entries of & shrink when the soft thresholding operator is applied,
and K is the number of FISTA iterations. The symbol RT denotes the positive real
numbers. The parameter ¢ follows a fixed schedule throughout the iterations and is
used in the computation of zi, an accelerated estimate of @ constructed from a linear
combination of the current and previous iterates x; and xj_1.

Although many strategies are available for the selection of the hyperparameters,
simple rules are favored when working with large problems. The number of iterations
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Data: g c CV; y c CM; A c CMXN; e RT; A€ R, K € N;
Result: & = zx € CV;
1 k:();tlzl;zl:mo;
2 while 1 <k < K do
3 Ly = S)\u(zk: —/,LAH(AZk —y))
LT
2

4 let1 =

t—1
5 | 2kl =Tk + <t12+1> (xp — 1)
6 end

Algorithm 1: Fast Iterative Shrinkage-Thresholding Algorithm. The algorithm
has been adapted from the one presented as FISTA with constant step size in [126].

K is often chosen as a fixed number that is large enough to yield good results under
broad conditions. This can be paired with an early stopping criterion, such as end-
ing the algorithm once the relative change in consecutive xj iterates is small enough.
The gradient descent step size p is commonly chosen as the reciprocal of the Lipschitz
constant of the gradient of the error term, given by the largest eigenvalue (or equiva-
lently, the largest singular value due to Hermitian symmetry) of A" A [126]. When the
system matrix A is too large to perform this computation directly, alternatives such
as the power method [53, p. 335-340] or heuristics based on the known structure and
properties of the matrix [104, N7, J4] may be employed.

The remaining hyperparameter A regulates the sparsity of the vector & recovered
by FISTA. As noted in [97, 128], the choice A > ||A'ly||o (this is a limiting case of
the £, norm in (7.3) which extracts a vector’s component with the largest magnitude)
makes it so that if g = 0, all iterates @ as computed by FISTA are also identically O.
One can then choose the sparsity parameter as A\ = c||AYy||o with 0 < ¢ < 1, noting
that ¢ = 0 yields no sparse regularization, and ¢ = 1 yields a 0 solution.

Examples of the application of this algorithm to UNDE are presented in section 8.
For now, the exposition continues with STELA, which will then be contrasted against
FISTA.

7.2.3 The Soft Thresholding with Exact Line Search Algorithm

STELA [129] is a soft thresholding algorithm that alternates between the Jacobi itera-
tion [52, p. 524-528], [53, p. 257-261] for the minimization of the f3 term, and a scaled
variation of soft thresholding for the ¢; term in (7.18). The iterates are then generated
via convex combinations [115, p. 23-25] of this result and the previous iterate. The
procedure is shown in algorithm 2.

In an abuse of notation, the diag{-} operator is now reused in a new context:
when applied to a matrix, its output is a vector containing the diagonal elements of
the input matrix. Exponentiation of the vector diag{ AT A} is done elementwise, i.e.
diag{ A" A}~! is a vector containing the reciprocals of the diagonal elements of AT A.

Note that algorithm 2 has fewer hyperparameters than algorithm 1. Specifically,
no descent step size p is required in STELA. Furthermore, the iterates of STELA are
not generated by following a fixed t; schedule. Instead, this parameter is updated at
each iteration based on the solution to a line search problem (hence the name of the
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Data: g € CV; y e CM; A e CM*N. N e Rt; K € N;
Result: & = zx € CV;
1 k=0;
2 while 1 <k < K do
3 Bz, = diag{ A" A} "1 o Sy (diag{ A" A} oz)_; — A (Azx)_1 — )

4 | 4= _Bel(Azi —y)TABzy @)} HA([Ba 1 —|wi 1)
k [A(Bzy,—z,_1)]2

5 tr = min(1, max(0, tx))

6 | xp=xp 1+ tp(Brr — ) 1)

7 end

Algorithm 2: Soft Thresholding with Exact Line Search Algorithm. Adapted for
complex-valued inputs from [129].

algorithm) and requires a careful implementation so as to avoid incurring the cost of
unnecessary matrix-vector multiplications. Examples of the application of STELA to
UNDE problems are given in section 8.

As was the case with FISTA, when xy = 0, the choice A > ||A'y||, guarantees
a zero solution. The choice A = ¢||AMy||o with 0 < ¢ < 1 is therefore reasonable
in STELA. However, the entries of the iterates x; are scaled by diag{ A" A} before
soft thresholding, meaning that each of the entries of @ is effectively thresholded with
a different parameter A that depends on the ¢5 norms of the columns of A. This
has important practical implications for the behavior of STELA when contrasted with
FISTA. A brief comparison and illustration of this behavior is presented next.

7.2.4 Comparison between FISTA and STELA

We wish to study the behavior of FISTA and STELA when the number of iterations
is small. This scenario is of practical interest, as it is generally unknown how many
iterations are necessary in order for either algorithm to be close enough to converg-
ing to the solution to (7.18) if the ground truth is unknown a priori, and real world
considerations such as processing time constraints may limit the number of iterations
that can be afforded. In such scenarios, understanding the behavior the algorithms can
provide insight regarding which of the two is expected to perform better depending on
the model (and compression) matrix A involved in the linear inverse problem.

For this comparison, let us focus on the FISTA and STELA update steps involving
soft thresholding. Applying the definition of the soft thresholding operator (7.28) ele-
mentwise to the FISTA update, we find that the main update step (ignoring Nesterov
acceleration) takes the form

1 A
xp[n] = max ( WAH(Az;C —y)|[n] — (71(A)2’0>

o s (o - gt ) ).

In the case of STELA, the update step (before the exact line search for the convex

Ze —

(7.29)
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combination) is given by

Bay[n] = diag{ AT A} ~1[n] - max (‘diag{AHA} oxp_1 — AN(Axy_ — y)’ [n] — X,0)
-exp (jarg ((diag{AHA} oxp_ — AN Az, — y)) [n])).
(7.30)
In both expressions, |- |[n] and arg(-)[n] refer to the elementwise application of the
absolute value and the arg function, respectively.

Note that the first argument of the max(-,-) consists of the update rule employed
in generating the iterates in both algorithms. In the case of FISTA, the argument
represents a gradient descent step with step size 1/01(A)?, followed by the subtraction
of A\/o1(A)? which effectuates the shrinkage in the soft thresholding operator. The
quantity 1/01(A)? therefore plays the role of an overall update step size in FISTA. To
contrast this behavior against STELA’s, we can rework (7.30) into a form similar to
that of (7.29) which makes the STELA update size apparent. This can easily be done
by noting that the quantity diag{ A" A}~![n] is positive, and that both the max(-, ) and
| - | functions are positively homogeneous (i.e. f(ax) = af(z) for a > 0). Additionally,
the arg function is invariant to positive scaling (that is to say, arg(z) = arg(az) for
a > 0). As a result, (7.30) can be rewritten as

Bay[n] = max (|@p_1 —d ' o (AM(Azy_y — y))| [n] — Ad"[n],0)

7.
-exp (j arg ((wk,l —d'o (AH(A:ckq - y))) [n])) , (7.31)

where d = diag{ A" A} for brevity. This formulation is analogous to (7.29), making it
clear that the FISTA and STELA updates differ only (again, ignoring acceleration and
convex combinations) in their step size: STELA replaces o01(A) with d[n].

We can now establish a relationship between the update step sizes of FISTA and
STELA by evoking the singular value interlacing inequality presented as Theorem 1
in [130]. Given an m x n matrix A with singular values o1(A) > o02(A) > -+ >
Omin(mn)(A) and a p x ¢ submatrix B of A with singular values o1(B) > 02(B) >
o0 2> Opmin(p,q) (B), the singular values satisfy

0i(A) 2 0i(B) = 0y (m—p)+(n—p)(A) (7.32)

provided that all the indices are valid (not out of range) for the corresponding matrices.
Importantly for our case, when i = 1, the LHS of (7.32) states that o1(A) > o1(B).
Let B = Al:,n]. The interlacing inequality tells us that

o1(A[;,n]) = AL, nl]2 < 01(A).
Furthermore, since singular values are non-negative, this can be rewritten as
01(A[:,n])* = ||A[:,n]||3 = diag{ A" A}[n] < 01(A)?, (7.33)

where equality can be approached asymptotically by letting one column’s norm be
much greater than the others. This can be seen in the limit as || A[:, n]||3 — oo which
effectively turns A into a matrix with a single nonzero column, and so 01(A) = o1 (A[:

,n])-
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It is due to (7.33) that FISTA and STELA have opposite behaviors with regard to
their respective update rules: the FISTA update with step size 1/01(A)? yields an up-
date vector that favors columns of A with large norms; in contrast, the STELA update
uses a step size diag{ A" A}~ which results in an update vector favoring columns with
smaller norms.

This can be illustrated in a simulation as follows. Let us use a simplified version of
the simulation scenario introduced in section 3.2.1. Consider a Gabor function

w(t) = exp(—at?) cos(2m fot + @)

with o = (3.81ps™1)2, f. = 4.55MHz, and ¢ = —2.61rad. A synthetic A-Scan is
constructed by considering three delayed Gabor functions so that

y(t) =Y aqw(t - 7a)
d=1

with ag = 1, 71 = 1.25pus, 79 = 2.125ps, and 73 = 6.125ps. The A-Scan y(t) is sam-
pled with sampling frequency f; = 40 MHz and N; = 256 samples are collected. The
aforementioned delays are chosen so that they perfectly align with the time discretiza-
tion grid. Sparse recovery using a Toeplitz matrix A € RNe*Nt ig then carried out
with FISTA and STELA using the thresholding parameter A = 0.01||ATy||o, with the
ultimate goal of recovering a 3-sparse vector x € RV,

The algorithms are applied to two variations of the above scenario. In one variation,
the column of A corresponding to 7 (that is, the 86th column of A counting from one)
is multiplied by 5, resulting in a larger column norm and a smaller corresponding entry
in . In the other, the same column is instead multiplied by 1/5 in order to obtain
a small column norm and a larger entry in . The estimates ZprsTa and &gTErA are
then plotted after two iterations. The A-Scan and the estimates for the large and small
column norm scenarios are shown in fig. 19. After two iterations, the entries of the
estimated x corresponding to 72 exhibit clear differences: in the large column norm
case, FISTA quickly produces a spike with the correct support, whereas STELA does
this in the small column norm case instead. This coincides with our expectations based
on the interlacing inequality as formulated in (7.33). With these differences in mind,
there is practical merit to testing both algorithms and (in the absence of a reference)
subjectively evaluating their performance when the number of iterations is limited, the
dictionary has unnormalized columns, or the condition number of the matrix is poor.

This concludes the comparison of FISTA and STELA which, to reiterate, are the
algorithms of choice throughout this work due to their simplicity and affinity with
the results presented in part I. Concretely, both algorithms are chiefly based on the
inexpensive soft thresholding operator (7.28) and on matrix-vector products involving
the forward model A and its transpose: operations for which efficient implementations
have been provided in section 4.2. The place of these two algorithms among other
sparse recovery methods is touched upon next.

7.2.5 Related Regularizers and Algorithms

Other forms of sparse regularization and algorithms to address sparse recovery can be
found in the literature. Examples of alternative regularizers include:
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Figure 19: Comparison between FISTA and STELA when 2 iterations are applied to the
synthetic data shown in fig. 19a. In fig. 19b, the column of A corresponding to the second echo
has a larger norm than the other columns; as a result, FISTA prioritizes it. The same column
has a reduced norm in fig. 19¢, causing STELA to favor it.

e the so-called mized ¢5/¢; regularizer, which splits the parameter  into non-
overlapping subvectors and seeks to minimize the ¢; norm of the vector of /o
norms of the subvectors to promote block sparsity [131];

e total variation minimization, which applies a discrete differential operator to x
to promote edge preservation and piecewise homogeneity [132];

e clastic net regularization which, through the usage of an additional ||z term,
promotes both sparsity and smoothness in @ [133]; and

e the transformed ¢; penalty [134] along with its total variation minimization [135]
variant, both of which interpolate between the ¢y and 1 norms to promote sparsity
at the expense of convexity.

The problems obtained by using the aforementioned regularizers can be addressed
with FISTA and STELA. Naturally, there exist other algorithms to address these sparse
recovery problems. Some closely related algorithms include:
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e the Chambolle-Pock [136] algorithm,
e Condat-Vu [137, 138] algorithm, and

e the algorithms proposed for the transformed ¢; minimization [134, 135], all of
which are closely related to the Alternating Direction Method of Multipliers
(ADMM) [115, p. 158-165] (noting that ADMM itself makes use of proximals);
and

e Learned Iterative Shrinkage-Thresholding Algorithm (LISTA), a so-called deep
unfolding method which treats individual iterations of ISTA or FISTA as layers
of a neural network, allowing the learning of step sizes, thresholding parameters,
and all matrices and vectors involved in the corresponding algorithms [P7, 139,

N8, P8, P9] (note that the same is possible also for STELA).

There exist other sparse recovery algorithms not based on proximals. Eager readers
are directed to [112-114], where a variety of algorithms are presented, classified, and
discussed in terms of performance and convergence characteristics. For the purposes of
this manuscript, however, the exploration of SSR, CS, and select sparse recovery algo-
rithms is now concluded. With this, we have all the necessary instruments to address
the problem of learning a medium’s parameters by estimating wave number contrasts
based on FMC data. In the following section, we tackle this problem by establishing an
inversion framework that accommodates all the forward models and inversion methods
studied until now, as well as methods commonly found in the literature.
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8 Parameter Estimation from Ultrasound Data

This section aims to condense the results from all the previous ones into a single frame-
work through which UNDE measurement data can be used for the estimation of medium
parameters. A variety of forward modeling methods for Nystrom-like formulations of
the Lippmann—Schwinger equation and inversion methods for linear systems have been
introduced throughout sections 3 and 7, respectively. Emphasis was placed on power
series methods in the case of the former, and soft thresholding algorithms for SSR
and CS in the latter. Pairs of these forward-inverse methods can be used to construct
algorithms for so-called inverse scattering, and more specifically, contrast source inver-
sion due to the usage of contrast sources [23-25, 32-35] [21, p. 8-13] as discussed in
section 3.1.4. These algorithms for contrast source inversion produce estimates of the
medium parameters (in our case, the frequency flat wave number contrast 4) of a test
specimen given a measurement y of the scattered field.

In the first part of this section, the Alternating Variable Linear Kaczmarz Method
(AVLK) [35] framework for contrast source inversion is introduced. As will be shown
shortly, the different forward-inverse pairs alluded to in the previous paragraph all fall
under the category of AVLK methods for contrast source inversion, as do several other
approaches found in the literature and cited up to this point. In the second part,
explicit examples of various forward modeling and inversion methods are applied to
simulated and measurement data, both with and without compression. Throughout
this section, compression matrices are discussed and presented as-is; their design is
discussed extensively in part III and constitutes the entirety of section 12. As stated
in section 4, all examples, discussion, and results revolve around FMC data and the
imaging and localization of defects based on it; however, adaptions and generalizations
are straightforward and the work is broadly applicable.

8.1 The Alternating Variable Linear Kaczmarz Method
8.1.1 General Formulation

The AVLK framework from [35] can be succinctly described as follows. First, discretize
the Lippmann—Schwinger equation to obtain a linear system of equations for the total
field ¢ in terms of the wave number contrast v and the incident field %, and another
for the scattered field 15 in terms of v and . Next, update ¥ based on the current
estimate of v using the first system. Then, using the second system, update v based
on 9 and 14, noting that the measurement data takes the place of the scattered field.
These two steps are then alternated between until a criterion of choice is reached, such
as a fixed number of iterations or once the relative change in ¢ and ~ is small enough.

To make this more explicit, let us recall that the Lippmann—Schwinger equation
states that the total field obeys

P(r,w) = i(r,w) + w2/ G(r,r" W)y )(r' w)dr', (3.16 revisited)
r
and that the scattered field is given by

Ys(r,w) = w? /F G(r,r W)y (r")(r w)dr'. (3.17 revisited)
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The AVLK method consists of discretizing these equations into the general forms

%= W)y (8.1)

and

s = A(p)7y. (8.2)

In (8.1), W (%) is a parametric matrix that depends on the frequency flat wave number
contrast 4 and provides a linear relationship between the incident field 1); and the total
field 4. Similarly, A(%) in (8.2) is a parametric matrix dependent on v which maps
the (frequency flat) wave number contrast 4 to the scattered field ¥s. The total field v
and the wave number contrast 4 are then updated in an alternating fashion by holding
4 constant and solving (8.1) for 1, and then holding % constant and solving (8.2) for
5.

Some notes regarding the above procedure are in order. Although the name AVLK
explicitly makes mention of the Kaczmarz method for the solution of (8.1) and (8.2), the
authors state that this is done due to the algorithm’s simplicity and low computational
load; i.e. the usage of the Kaczmarz method is not required. In the present manuscript,
power series approaches for (8.1) and soft thresholding algorithms for (8.2) have also
been discussed in section 3 and section 7, respectively. These methods only make use
of matrix-vector multiplication, for which we can employ the efficient implementation
provided in section 4.2. This affords us flexibility to deviate from the Kaczmarz method,
which is outside our scope of interest.

As a second point of interest, note that the overall inversion problem addressed
by AVLK can be interpreted as a dynamic dictionary learning problem. This refers
to problems of the form y = A(@)x + € where, given measurement data y which is
afflicted by additive noise €, and given a parametric model matrix A which depends
on an unknown parameter 8, we wish to find both a parameter € that makes a sparse
and also the corresponding value of @ [140]. This problem is generally non-convex,
even though the individual steps in the AVLK and the methods presented in [140] are
convex. As such, convergence to a globally optimal solution is not guaranteed, and a
good initial guess @y is necessary.

Now that the AVLK framework has been introduced, we can substantiate the claim
that several methods found in the literature are under its umbrella. First, let us inspect
some methods from earlier sections in this work.

8.1.2 Variants in the Author’s Own Work

We begin by recalling our matrix-vector formulations of (3.16) and (3.17). When
working with the delay model from section 4.1.2, we have that

Y= (8.3)

due to the first order Born approximation, so that W (%) = I in (8.1). As for (8.2),
the time domain representation of the scattered field takes the form

UDelays[(m — 1) + (i — )M + (j — 1)M?] = p;rnﬂ-’jc, (4.9 revisited)
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where M is the number of elements in a transducer array, and 1 < i,m < M are
the indices of the transmitter and receiver, respectively. The vector upelay,s € CM*Ne
represents the vectorized scattered field (i.e. the concatenation of all received A-Scans),
with IV; as the number of time domain samples. The quantity p,,;; € CN represents
the transmitted pulse shape with a delay corresponding to the m-th receiver, i-th
transmitter, and j-th time instant, with 1 < 57 < N;. Its entries, indexed by 1 < n <
N = N, N,, correspond to each of the candidate defect locations in the Rol. Similarly,
the entries of ¢ € CV are a simplified form of the frequency flat wave number contrast 4
representing the effective complex scattering amplitudes of possible defects. Note that
the vectors are complex due to the usage of the analytic representation, as discussed in

section 4.1.3. Stacking the row vectors sz‘j into a matrix P € (CMQN“N, we obtain

UDelay,s — Pc (84)

which is of the form (8.2) with A(¢) = P constant thanks to (8.3).

Having chosen a method of discretization, we can now apply the AVLK method
by alternating between (8.3) and (8.4). In this case, (8.3) is trivial, and we need
only concern ourselves with the latter. As we are interested in piecewise isotropic
and homogeneous media with few point-like defects, the medium parameters ¢ can be
updated by solving the problem

argmin || upeiays — Pell3 + Allellx (8.5)
(&

with FISTA or STELA, giving us two AVLK methods of contrast source inversion
based on the delay model. The SSR problem (8.5) can be turned into a CS problem
by incorporating a compression matrix ® € CM*N*M*Ne with M’ < M and N; < Ny,
resulting in the problem

argmin || ®upelays — ®Pc|3 + A|c||1 (8.6)
C

which can once again be addressed with either of FISTA or STELA (or deep unfoldings
of them). Among the author’s own works, the problem (8.6) using FISTA can be found
in [N7, J4], while variations with and without CS using LISTA can be found in [P7,
N8, P8-P10).

If instead of the delay model, we base our discretization scheme on the Nystrém
method as shown in section 4.1.4, the total field obeys

Yii; = (In — Gr jdiag{7})9i (4.18 revisited)

with 1y, ; € C" as the incident field for the i-th transmitter and j-th frequency bin,
4 € CV as the frequency flat speed of sound contrast, 1; ; as the total field. This
equation is of the form (8.1) with W (%) = (Iny — Gllzjdiag{'?}), ie.

Yiij = W(¥)Yi; (8.7)

with GF, jasa discrete approximation to integration with the Green’s function inside the
Rol T followed by evaluation in the same Rol. For the scattered field, the corresponding
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discretization and matrix-vector form is

K G?}}diag{@bm} ]
1 Q .
Ps 21 Grlidiag{ya}
= : _ B 5, 4.20 revisited
¥ Ps,1,2 G?Edlag{djm} 7 ( :
| s, MmN ] _G?}}Vf diag{ns, Ny }_

with G?‘} € CM*N representing integration over the Rol at the j-th frequency bin and
evaluation at the receiver support Qg. The relationship in (4.20) can also be written

in the form (8.2) by letting A(vp) € CM*Nr*N consist of the stacked G?Ediag{zﬁi,j} €

CMxN matrices.

The AVLK framework would have us alternate between solving (4.18) for the total
fields 1p; ; while treating the contrast 4 as a constant, and then updating < based on
the updated total fields. As before, we are interested in addressing the second part of
the AVLK update procedure by exploiting the sparsity of 4. The problems of interest
are then

argmin [[¢bs — A ()75 + A7 (8.8)
Y

in the absence of compression, and

argmin || @y — SA(P)7[3 + M| (8.9)
:

in its presence. As was the case with the delay model, these problems can be addressed
with FISTA, STELA, and their deep unfoldings. This variant of the problem is ad-
dressed in [N6] both with and without compression. Padé approximants are used to
update the total field based on (8.7), and both FISTA and STELA are applied to (8.8)
and (8.9).

8.1.3 Variants in the Literature

Other closely related contrast source inversion methods can be found in the litera-
ture. Perhaps most importantly, the classical synthetic aperture approach, which in-
cludes Synthetic Aperture Focusing Technique (SAFT) [67] and Total Focusing Method
(TFM) [50], is one of them. In this method, the first order Born approximation and
delay models are employed. An estimate of the scattering amplitudes c is produced by
shifting the measurement data backwards by the amount of time an echo would be de-
layed by if a defect were to be present at a candidate position in the Rol. This is equiv-
alent to correlating the measurement data wpelays With appropriately delayed Dirac
deltas. This is achieved by defining a vector d, ; j[n] entrywise in a manner analogous
to Pm.i;[n] in (4.9), replacing the pulse shape with a delta. The entries of d,,, ; ; € RY
are then given by d,, ; j[n] = 6(t; — 7jn.m). Again by analogy, a matrix D € RM*NexN
is constructed from the vectors d,,;; as was done when constructing P. Finally, the
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estimate of the scattering amplitudes is obtained by taking épas = DTU,Delay7S as an
approximate solution to (8.4).

The work of Nans Laroche and colleagues contains several variants of the sparse
recovery problem (i.e. without compression) arising from (8.4). In [96], the aforemen-
tioned TFM approach is formulated as a regularized inversion problem of the form

Argmin || upelay,s — Dell3 + Alle]
(&

based only on the delays D and in the absence of compression. A slight modification of
this approach is presented in [97], where the authors explicitly consider the transmitted
pulse shape by instead writing

argmin || upeiays — Pefl3 + Allell1-
(&

These two methods are combined into a new two-step approach in [141, 142], where the
authors first perform TFM and then refine the resulting image through sparse recovery.
The resulting problem takes the form

argmin | W (épas — DT Pe) |3 + Arlelli + Asl[vec{A(e)}3,

which is motivated by the size of DTP € CN*¥ often being smaller than the original
matrices D and P when the Rol is small. In this expression, the matrix W is a
whitening operator to account for the coloring effect the multiplication by DT has
on noise. Note additionally that the authors now employ elastic net regularization
by adding the gradient A(c) of the scattering amplitudes ¢, with A : CN — CN*F
as a per-dimension finite difference operator, L as the number of spatial dimensions
of ¢, and vec{-} as the vectorization operator. The justification behind this choice is
that this promotes smoothness in such a way that extended defects can be properly
reconstructed. In all cases, FISTA (with suitable modifications) is employed.

The research of Martin Schiffner and collaborators mostly concerns itself with vari-
ants of the problems (8.8) and (8.9). Two standout examples are [143, 144], where
forward modeling is done according to (8.7) by means the first order Born approxima-
tion, and (8.8), and (8.9) are dealt with using the Spectral Projected Gradient for L1
minimization (SPGL1) algorithm [145].

The work [33] is also based on the Nystréom model. There, forward modeling is
addressed by solving (8.7) with Nesterov Accelerated Gradient (NAG), and the contrast
is updated based on an isotropic total variation formulation of (8.9) of the form

N
argmin || @, — DA(PY)F[5+ A D |AF) [, ][l
Y n=1

The minimization problem is addressed with FISTA, and thus suitable modifications
are once again necessary to incorporate the proximal of the total variation regularizer.

Due to the small wave number contrasts present in their medical application, the
authors of [9] are able to approach (8.7) via Neumann series without concerns regarding
divergence. The contrast is updated by solving an anisotropic total variation problem
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closely related to (8.9) and given by

L
argmin Y _ [A()[5,1][1 st || Dps — BA)AI3 < n(e),
Y=1

where 7(€) accounts for noise and errors in the model and measurement. The above
problem is solved with the CVX software package [146, 147].

As a final example of interest, the work [148] deals with the recovery of the sparse
contrast from compressed measurements by using ISTA and LISTA. Due to its emphasis
on deep learning, finer details are out of the scope for this manuscript. However, it
should be noted that this work is closely related to, and served as the foundation
for, the results presented in [P7, N8, P8-P10], the last of which was written in close
collaboration with the authors of [148].

Now that the AVLK framework has been introduced and shown to encompass var-
ious works in the contrast source inversion literature, we can look at concrete applica-
tions of the methods to simulations and measurement data.
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Figure 20: Test specimen whose upper left corner has holes drilled along the circumferences
of two concentric circles. For both circles, holes are placed every 5° except for a pair of holes
spaced 2.5° apart. These closely spaced holes are aligned vertically with the common center of
the circles, corresponding to the marking labeled Markierungsstrich in the figure. A ULA with
M = 64 elements is centered at the same marking and used to collect FMC data with the aim
of reconstructing a Rol containing both pairs of closely spaced holes.

8.2 Application to Measured and Simulated Data

The following is a brief collection of examples of the practical application of AVLK
methods. As the theory has been discussed extensively up to this point, the upcoming
discussion will unfold chiefly in the form of figures and the presentation of relevant
parameters. The first two examples are based on measurement data collected with
different Uniform Linear Arrays (ULAs). In these two examples, the delay model is
employed. The third and last example is based on simulated data and the usage of
Padé approximants as a proof of concept for tomographic reconstruction. At the time
of writing this manuscript, the construction and testing of a tomographic measurement
setup is underway.

8.2.1 Specimen with Circularly-Aligned Holes

For the first example, let us consider the Specimen with Circularly-Aligned Holes
(SCAH) for which a schematic is shown in fig. 20. We are interested in the upper
left corner of this specimen, which contains two pairs of closely spaced holes. Our goal
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Figure 21: Gabor function fitted to measurement data. The pulse shape parameters, including
the amplitude as a nuisance parameter, are fitted to a reference time domain measurement in
fig. 21a. The magnitude spectrum of the measurement and the fitted model are shown in
fig. 21b.

is to image these closely spaced holes using FMC data collected with a 64 element ULA
positioned roughly above the shared center of the two concentric circles. This is done
by estimating the medium contrast (or scattering coefficients, when working with the
delay model) through any incarnation of the AVLK method.

In this experiment, the sampling frequency is set to fs = 20 MHz and the number
of samples per A-Scan is Ny = 1152. The specimen is made of aluminium with a
background speed of sound of approximately ¢ = 6300 ms~!. The ULA is an Olympus
5L128 — 1.0 x 10 with a pitch of 1mm and a nominal center frequency of 5MHz.
Although this array has 128 elements, only the central 64 are used. The data is collected
with a Verasonics Vantage 128 system [149].

The reconstruction parameters are as follows. As has been done throughout the
manuscript, the transmitted pulse shape is taken to be a Gabor function of the form

w(t) = exp(—at?) cos(2m fot + @)

with o = (3ps™1)2, f. = 5.34 MHz, and ¢ = 2.89rad. Reconstructions are performed
in the frequency domain to exploit the unitary nature of Discrete Fourier Transform
(DFT) matrices and that the measured signal’s spectrum is approximately zero outside
the bandwidth from 3.5 MHz to 7 MHz, concentrating the signal energy in a small aprt
of the spectrum. This allows us to work with Ny = 200 (complex-valued) samples
instead of the original V;. These choices of pulse shape parameters and bandwidth are
made by fitting a Gabor function to a reference measurement as shown in fig. 21, and
technically correspond to the squared transducer response. The spatial resolution of
the image is set to A, = A, = 0.5mm, with N, = 61 and N, = 71. This comprises a
small Rol within the SCAH containing the holes vertically aligned with the center of
the concentric circles.

For reconstruction, TFM, FISTA, and STELA are applied to the measurement data.
TFM is completely specified by the above parameters. In the case of FISTA, the largest
eigenvalue of A" A is determined the power method. The sparsity parameter is chosen
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as A = 0.25||AMy||, and 100 iterations of algorithm 1 are taken. The same choice
of A and number of iterations are used for STELA. The reconstructions are shown in
fig. 22.
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Figure 22: Reconstructions for SCAH without compression. The TFM reconstruction in
fig. 22a exhibits nonzero values everywhere in the Rol, in contrast with the SSR reconstructions
in figs. 22b and 22¢c. The SSR reconstructions additionally make it clearer that the horizontal
red line contains two closely spaced holes instead of a single one. Based on the schematic in
fig. 20, the holes are approximately 1.1 mm apart, which is slightly below the wavelength at the
specified speed of sound ¢ and center frequency f.. The reconstruction parameters and choice
of forward model make it so that FISTA and STELA perform equally well. The color map for
figs. 22a to 22¢ ranges from the machine epsilon 2.220446049250313e-16 to 1.

A few details can be highlighted in fig. 22. First, note that the TFM reconstruction
is nonzero everywhere in the Rol due to spurious correlation. In contrast, both FISTA
and STELA are exactly zero in regions far away from where the holes are located. In
this SSR scenario without compression, all three algorithms are able to reconstruct the
closely spaced defects. However, let us inspect the reconstruction more closely. The
horizontal red line in figs. 22a to 22c¢ passes through the closely spaced defects along
the circle of smaller radius. This line is shown in fig. 22d, where we can observe three
things: again, that TFM is nonzero where FISTA and STELA are; that the dip between
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Figure 23: Test specimen with holes drilled along its anti-diagonal. In fig. 23a, the locations
of the elements of a M = 16 element ULA are shown as red crosses. One possible compression
scheme based on Tx—Rx subsampling is also shown in the figure. Compression is achieved during
measurement by using only the elements marked with black triangles and circles, omitting the
majority of the A-Scans. Due to the directivity of the transducer elements, only the region
marked with red dashes is expected to be visible in reconstructions. The schematic in fig. 23b
depicts the exact locations of side-drilled holes w.r.t. the upper right corner. This figure has
been adapted from [N7, J4].

peaks in the FISTA and STELA reconstructions makes it clearer that there are indeed
two defects; and that for this choice of (hyper)parameters, FISTA and STELA perform
identically. When inspecting A, it was observed that the measurement setup and choice
of forward model resulted in uniform column norms that deviated only slightly from
each other. This motivates us to exclude STELA from the upcoming example, and
instead we focus only on the impact of compression.

8.2.2 Specimen with Holes along Anti-Diagonal

In this example, we inspect a Specimen with Holes along its Anti-Diagonal (SHAD). A
picture and a schematic of the specimen are presented in fig. 23. An aluminium block
with a speed of sound of approximately ¢ = 6300ms~" is inspected with a ULA with
M = 16 elements spaced 1.8 mm apart from each other. We are interested in accurately
locating the diagonally-aligned holes from a compressed FMC measurement.

The measurement data is collected with a sampling frequency of fs = 40 MHz
with a time duration of N; = 1525 sampling periods. The combination of ULA and
specimen result in the pulse shape parameters a = (3.81us™1)2, f. = 4.55 MHz, and
¢ = —2.61rad. The Rol is discretized with a resolution of A, = A, = 0.36 mm, with
N, = 330 and N, = 334. Once again, reconstructions are carried out in the frequency
domain for the sake of simplicity. Three experiments based on the delay model and
three different compression schemes are carried out as detailed next.

First, let us reconstruct the medium parameters without any compression. Ny =
301 frequency bins in the range from 50 kHz to 8 MHz are considered. For FISTA, 100
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Figure 24: Fully sampled reconstructions for SHAD. The ULA pitch is larger than the wave-
length in the medium, resulting in correlation artifacts visible in fig. 24a. These are further
exacerbated when visualizing the TFM reconstruction in logarithmic scale, as shown in fig. 24b.
The two FISTA reconstructions in figs. 24c and 24d are exactly zero wherever no holes are
present, except for self-interference artifacts near the array. Adapted from [N7, J4]. The linear
scale plots figs. 24a and 24c use a color map ranging from 2.220446049250313e-16 to 1. The
log scale plots figs. 24b and 24d range from —9 to 0. This same convention is used in all the
remaining reconstructions involving this specimen.

iterations with A = 0.02||AMy||o are taken, with the step size u chosen through the
power method. The reconstructions are shown in fig. 24. In the absence of compression,
both TFM and FISTA recover six holes in the Rol as shown in figs. 24a and 24c. In
the case of FISTA, the hole farthest away from the ULA is recovered only as a small
number of pixels with low magnitudes, making them difficult to visualize in linear scale
(i.e. in fig. 24c¢). Both reconstruction algorithms exhibit artifacts near the array due to
self-interference: recall that the constructed algorithms treat the measurement data as
the scattered field, meaning that the direct path echoes, i.e. the incident field traveling
directly between Tx—Rx pairs, are treated as though they were caused by a scattering
event near the array.

Inspecting the reconstructions in logarithmic scale, we see that the TFM recon-
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struction in fig. 24b is not only everywhere nonzero, it is also riddled with correlation
sidelobes. Recall that the background Speed of Sound (SoS) is ¢ = 6300ms~! and the
center frequency is f. = 4.55 MHz. This means the wavelength is 1.38 mm, which is
smaller than the array pitch. The logarithmic scale FISTA reconstruction in fig. 24d
shows that the scattering amplitudes are correctly set to zero when using SSR. in spite
of not satisfying the Nyquist criterion with the transducer spacing. As a closing note,
the white pixels in fig. 24b correspond to time delays exceeding the A-Scan duration,
resulting in values of zero both for TFM and FISTA.

Let us now study the impact of compression, and more specifically, subsampling,
on the reconstruction outcome. As we are working in the frequency domain, the model
matrix is of size A € CM*Ny*NaN= | et the compression matrix ® € RM/TMI/’»N}XM2NJ',
MpMg N}y < M?2Ny, be a Kronecker-structured subsampling matrix of the form [N7,
J4, P10]

P =P R P ® P, (810)

with ® as the Kronecker product and with ®,, € {0, 1}N}XNf, & € {0,1}MaxMr
and @& € {0, 1}Mr*Mr a5 subsampling matrices obeying > ®,[m,n] = 1 Vm (and
similarly for the other two matrices). These matrices have the effect of choosing a subset
of samples along the corresponding axis and setting the others to zero. Additionally,
the Kronecker structure makes it so that, for each transmitter, the same set of receivers
and frequency bins are employed.

For this experiment, consider the choice of transmitters and receivers illustrated in
fig. 23a, so that M7} = 3 and M}, = 4. These elements are chosen using a Cramér—
Rao Bound (CRB)-based exhaustive search as detailed in section 12.3.1. Additionally,
N J’c = 81 frequency bins spanning the bandwidth from 3 MHz to 5 MHz are considered.
As a result, we are working with only (3-4-81)/(16 - 16 - 301) x 100 = 1.26 % of the
samples used for the reconstructions shown in fig. 24. The result of applying both TFM
and 100 iterations of FISTA (with A = 0.05||(®A)"y||» and u chosen via the power
iteration method) is shown in fig. 25. As is to be expected, TFM reconstructions become
difficult to interpret under this amount of compression. On the other hand, the CS
reconstructions obtained through FISTA remain accurate, highlighting the feasibility
of ultrasound imaging from compressed (subsampled) measurements.

As a final experiment with this specimen, let us consider a more flexible structure
that allows us to assign a different choice of frequency bins to each Tx—Rx pair through
the different @, € {0, 1}1\/}fo , as well as a different set of Rx elements to each Tx
event through the choice of the ®r, € {0,1}Ma*Mr_ The only restriction in this
structure is that the ®,,; all need to have the same size as each other and, as before,
have a row sum of one (and similarly for the ®g,, ). This can be achieved with a
Khatri-Rao-structured subsampling matrix of the form [J4]

P — (((@T@; 17) 0 [®g, ®r, ... r,]) @ lﬁf) o [Buy By . By L), (B11)

where ¢ represents the columnwise Kronecker product, a special case of the Khatri-Rao
(or blockwise Kronecker) product. Note also that setting the ®,. and ®g,, constant
results in the same Kronecker structure as in (8.10).

We will now set M7 =4, Mf, =6, and N J’c = 81. The exact choice of receivers and
frequency bins per channel is not important beyond the passing remark that they were
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Figure 25: Kronecker-subsampled reconstructions for SHAD. In the presence of subsampling,
reconstructions via TFM are no longer viable. Figures 25a and 25b only show four defects
clearly and are heavily affected by artifacts. In contrast, the FISTA reconstructions in figs. 25¢
and 25d show five of the holes and exhibit few artifacts, most markedly around the holes closest
to the array. Adapted from [N7, J4].

chosen optimally, for the definition of optimal employed in [J4] which will be covered
in part III. We are left with (4-6-81)/(16 - 16 - 301) x 100 = 2.52%. The number of
iterations and the hyperparameters A and p are kept as in the previous experiment.
The reconstructions in fig. 26 exhibit less pronounced semicircular artifacts from the
correlation process, as evidenced in figs. 26a and 26b. As in fig. 25, five holes are visible
in the FISTA reconstructions shown in figs. 26¢ and 26d. However, these reconstructions
have fewer artifacts near the array and around the top two holes thanks to the lower
compression rate and the more flexible choice of Rx elements and frequency bins.
These experiments highlight the suitability of SSR and CS for UNDE imaging. The
usage of algorithms like FISTA and STELA allows the accurate localization of defects
in a Rol when classical methods like TFM are not applicable due to compression and
subsampling of the data. In the final example, we shall consider a challenging simulation
with compression, multiple scattering, and sensors located all around the Rol. From
the previous experiments, we expect TFM to fail. In addition, the combination of the

96



Parameter Estimation from Ultrasound Data

TFM Log TFM
0 0
20
— 40 —_
g 0 - £
IS IS
‘; 60 e :
= E
© ©
N 80 N
100
—40 -20 0 20 40 —40 -20 0 20 40
X axis [mm] X axis [mm]
(a) (b)
FISTA Log FISTA
0 : 0 :
20 201
E 401 E 40 3
1S IS
5 601 & 60
2 2
(0] ©
N 801 N 80
1001 100 1
—40 -20 0 20 40 —40 -20 0 20 40
X axis [mm] X axis [mm]
(c) (d)

Figure 26: Khatri-Rao-subsampled reconstructions for SHAD. As in fig. 25, the TFM recon-
structions are no longer viable. However, the artifacts are less pronounced due to the choice
of receivers and frequency bins. This can be appreciated in figs. 26¢ and 26d, where there are
fewer artifacts in comparison with figs. 25¢ and 25d. Adapted from [J4].

Nystrom-like model and the choice of sensor placements results in a model matrix with
highly varying column norms. This motivates us to exclude TFM and instead compare
FISTA and STELA against each other once more.

8.2.3 Tomography Simulation

As a culmination point, our final experiment shall combine all the results from the
previous sections: we aim to use CS to estimate the wave number contrast of a specimen
based on a tomographic measurement with multiple scattering. Let us revisit the
setup introduced in section 3.2.1 and illustrated in fig. 2. To reiterate, the simulation
parameters are such that the background medium is similar to aluminium, with ¢y =
6400ms~!. Inside this medium, two rows of point scatterers with ¢ = 3000ms~"! are
present. The Rol is discretized with N, = N, = 50 and A, = A, = 100pm. M = 28
sensors are placed along the edge of a 5 x 11 rectangle with a pitch of p = 1.8 mm, so
that the x coordinates of the sensors range from —2p to 2p, and the z coordinates, from
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Op to 10p. The Rol is located in the center of the rectangle traced by the sensors. The
Rol and sought-after frequency flat wave number contrast 4 are illustrated in fig. 27a.

To generate the A-Scans, the pulse shape parameters are set to o = (3.81ps™1)2,
fe = 455MHz, and ¢ = —2.61rad. The sampling frequency is f; = 40 MHz. This
time, we shall consider a reference time duration corresponding to N; = 701 samples
and an effective bandwidth ranging from 0.1 MHz to 10 MHz. This results in Ny = 175
frequency bins. A Kronecker-structured subsampling matrix is employed with M/ = 8,
Mf, = M, and N } = 5 frequency bins spanning the bandwidth from 4.45MHz to
4.65 MHz. Consequently, only (8 -28-5)/(28-28-175) x 100 = 0.82 % of the samples
are used for the estimation task.

Given only this small percentage of the full FMC data, we wish to estimate the
medium parameters 4. This is done with two different AVLK methods: one alternating
between forward modeling with the 13(1) Padé approximant (details can be found in
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Figure 27: Tomographic reconstruction of simulated data. Figure 27a shows the ground truth
contrast 4 which we wish to find given the subsampled measurement data ®y. The FISTA and
STELA reconstructions in figs. 27b and 27c show the correct support. The cross section along
the upper row of scatterers shown in fig. 27d illustrates that the particular simulation parameters
are challenging for STELA. The color map for figs. 27a to 27c ranges from 2.220446049250313e-
16 to 1.6e-7.
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section 3.2.5) and FISTA, and the other alternating between 3(1) and STELA. A
total of 20 AVLK iterations are taken in each case. In each iteration, the total field
is computed from the current estimate of 4, followed by 200 iterations of FISTA or
STELA with A = 0.01||(®2A)"y||« and x chosen via the power method. The results of
these two AVLK methods are shown in fig. 27.

The FISTA and STELA estimates shown in fig. 27b and fig. 27c, respectively, both
recover the correct support for the contrast 4. However, closer inspection of the upper
row of point scatterers reveals that the contrast values obtained with STELA are less
accurate than those from FISTA. This is illustrated in fig. 27d, where the contrast
magnitudes recovered with STELA are shown to deviate from the ground truth on
the right side of the Rol. Recall that this is a consequence of the difference in update
directions between the two algorithms, and different choices of A, ®, sensor locations,
and number of iterations may favor STELA instead of FISTA. This is particularly
relevant when using the Nystrom-like model. As opposed to the previous experiments in
which the delay model was used, the sought-after quantity 4 is physically interpretable,
and simply recovering the support and relative magnitudes (as was done in fig. 22d) is
not sufficient.

This experiment concludes our set of examples of AVLK methods based on power
series forward models and soft thresholding-based inversion. Both the referenced liter-
ature and the experiments show that these methods are well suited to UNDE imaging
and localization tasks. In spite of the motivation, discussion, and examples presented
throughout sections 7 and 8, though, there is still an open question: how does one
design compression matrices ® that enable accurate parameter estimation? This is one
of the key topics addressed in the upcoming part III.
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9 Summary of Part II

Even in cases where there are infinitely many solutions, linear inverse problems can be
solved uniquely if the problem satisfies an appropriate identifiability condition. In this
work, such a condition is met through a combination of the sought-after quantity being
sparse and the system matrix satisfying a sparse recovery condition. The Restricted
Isometry Property (RIP) is one such condition that enables stable recovery of sparse
vectors. However, the verification of the RIP is NP-hard, as is the ¢y sparse recovery
problem. This prompts us to look for alternatives. Regarding the RIP, the mutual
coherence is a useful proxy that provides an upper bound for the Restricted Isometry
Constant (RIC). As for ¢y minimization, a convex relaxation, i.e. using the ¢; norm,
simultaneously promotes sparsity and enables the usage of simple iterative algorithms
that can leverage the efficient forward models introduced in part 1.

Among sparse recovery algorithms, soft thresholding approaches based on the prox-
imal of the /1 norm are especially attractive due to their simplicity and applicability
to large datasets. The Fast Iterative Shrinkage-Thresholding Algorithm (FISTA) and
Soft Thresholding with Exact Line search Algorithm (STELA) algorithms are standout
examples that enjoy widespread usage in the literature. Deciding between these two
algorithms is complicated in practice, where the number of iterations may be limited
by the available computational resources, causing the early iteration behavior predicted
by the singular value interlacing inequality to surface.

These two sparse recovery algorithms, as well as others, can be paired with for-
ward models such as the ones presented in part I to create contrast source inversion
algorithms of the form of the Alternating Variable Linear Kaczmarz Method (AVLK)
method. In the AVLK method, the wave number contrast is estimated by alternating
between forward modeling the total field based on the Lippmann—Schwinger equation
and the current estimate of the wave number contrast, and estimation of the wave num-
ber contrast based on a linear model involving the current total field. This constitutes a
fairly general inversion framework that encompasses many state of the art publications
on ultrasound localization and imaging.

A series of examples of the AVLK method involving FISTA, STELA, the delay
and Nystrom models from part I, and different compression matrices, illustrate the
effectiveness of the framework when applied to real and simulated Full Matrix Capture
(FMC) Ultrasound Nondestructive Evaluation (UNDE) data. Reconstructions are pro-
vided based on as little as 0.82 % of the full data volume, highlighting the suitability of
Sparse Signal Recovery (SSR) and Compressed Sensing (CS) for UNDE. The design of
subsampling matrices such as the ones employed throughout section 8 constitutes the
main motivation and focus for part III of this work.
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10 Introduction to Part III

Several examples of Sparse Signal Recovery (SSR) and Compressed Sensing (CS) in
Ultrasound Nondestructive Evaluation (UNDE) are presented in part II. In the case of
the CS results, compression matrices were provided in a matter-of-fact way with little
discussion or justification. Part III of this dissertation addresses precisely this gap.
This is done by first selecting a suitable performance metric for compression matrices,
and then proceeding to parametrize them so as to enable their optimization. In line
with the theory of optimal design, quantities related to the Cramér—Rao Bound (CRB)
are used as a metric throughout this work.

The CRB lies at the focus of section 11. This section begins with the theoretical
background of parameter estimation, statistical models, the Fisher Information Matrix
(FIM), and the CRB, with emphasis on Gaussian models. In order to properly motivate
the usage of the CRB as a design metric for compression matrices, the literature on the
connections between CS and the CRB is reviewed. The choice is justified via discussions
on optimal design, bias, and relationships between the FIM and the Restricted Isometry
Property (RIP). The shortcomings of the CRB are then explored, highlighting the
necessity of a parametric model that exactly describes the measurement data. Noting
that this is a strict requirement that in practice is hard to satisfy (e.g. due to lack of an
exact model or computational complexity), the impact of model mismatch is studied
through the Misspecified Cramér—Rao Bound (MCRB). The study concludes with the
observation that the model mismatch modifies the parameter space and the behavior
of the Maximum Likelihood Estimator (MLE), but that the impact in the scenarios
under consideration is minor and can be disregarded for simplicity.

Section 12 addresses the problem of compression matrix design based on CRB-
related quantities. Motivated by simplicity of implementation in widely available hard-
ware, compression matrix design is specialized to structured subsampling matrices. The
resulting combinatorial problem is shown to be intractable already in small scenarios
(e.g. few transducers, small Region of Interest (Rol)), rousing interest in structured
matrices with fewer degrees of freedom, greedy optimization, and continuous relax-
ations that enable gradient-based optimization. The state the art on continuous re-
laxations based on the softmax function is discussed. The suitability of the CRB for
the subsampling matrix design problem is then emphasized by introducing the concept
of task-agnostic optimization, enabling subsampling matrix design at a low computa-
tional cost. The section concludes with a series of concrete examples of cost functions,
problem formulations, and novel optimization algorithms.

Contributions In section 11, a literature review on the CRB and FIM and their
interpretation is provided. Importantly, an often-overlooked relationship between the
eigenvalues of the Gramian of the Jacobian of a parametric model and the mutual
coherence of parametric dictionary matrices is discussed and extended to complex-
valued dictionaries. The same Gramian is noted to correspond to the FIM of Gaussian
models. Paired with results from section 7, this establishes a relationship between
the eigenvalues of the FIM of a Gaussian model and the RIP, justifying the choice
of the CRB as a design criterion for compression matrices. An MCRB-based study
of the misspecification of multiple scattering is carried out, concluding that in many
practical applications, ignoring multiple scattering results in a shift in the locations of
point scatterers not due to bias, but due to parameter space differences in the true
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and misspecified models. Section 12 provides discrete and continuous formulations for
structured subsampling matrices. Task-agnostic optimization is formalized and later
employed in the design of original optimization algorithms for the subsampling matrix
design problem. After presenting greedy algorithms for different matrix structures,
the section concludes with a novel gradient-based algorithm capable of automatically
distributing resources along the axes of multidimensional data, reducing the number of
hyperparameters in the optimization problem.
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11 The Cramér—Rao Bound

In this section, the fundamentals surrounding the FIM and CRB are explored. These
closely related estimation-theoretic tools describe the information content of parametric
models and the best possible performance achievable by unbiased estimators, respec-
tively [116, p. 27-35], [117, p. 355-358], [118, p. 221-225]. This section aims to make
the above concepts precise, as well as provide connections among the FIM, the CRB,
and CS. Importantly, the aim is to motivate the general usage of the FIM and CRB,
as well as establish the suitability of FIM- and CRB-based optimization criteria for
the design of subsampling matrices. In doing so, we set the scene for the study of the
subsampling matrix design problem in section 12.

Let us begin by motivating the usage of the CRB. As has been a recurring theme
throughout this manuscript, the CRB is chosen with simplicity and interpretability in
mind. These characteristics make the CRB a widespread tool in the benchmarking
of measurement systems: if the system can be described through a parametric model,
the CRB can tell us how well that system can perform (that is, when using unbiased
estimators). Some examples from medical imaging include the evaluation of blood
flow and tissue displacement measurement systems [150]; studies on the impact that
parameters such as center frequency, bandwidth, and signal affect the performance of
time delay estimators [151]; the evaluation of the maximum achievable resolution in
plane wave ultrafast ultrasound localization microscopy [8]; and the evaluation of the
impact of multiple scattering on the localization of point scatterers [152]. This latter
paper highlights the generalizability of such results to other wave-based measurement
modalities such as sonar, radar, and communications. One such case is [153], wherein
the CRB of target localization with Multiple-Input Multiple-Output (MIMO) radar
is studied and compared against performance metrics commonly employed in satellite
navigation systems. In the case of UNDE, studies such as [P6] highlight an inherent
trade-off between lateral and axial resolution, as well as the impact of the pulse shape
parameters on localization accuracy. The wealth of applications for the CRB cements
its importance in measurement system evaluation and benchmarking, motivating us to
use it in the upcoming analysis.

As a second source of motivation, the design of subsampling matrices is closely
related to a particular optimal design problem known as the optimal sensor placement
problem [154, p. 9-24], for which the usage of FIM- and CRB-based optimality criteria
is a standard practice. Examples of such problems include the choice of the best Tx—
Rx pair for velocity and range estimation in radar systems [155], the design of Rx
architectures for compressive Direction of Arrival (DOA) estimation [156, 157], and the
optimal positioning and orientation of cameras for 3-D model reconstruction [158]. A
similar approach will be taken in section 12 when addressing the design of subsampling
matrices.

The third motivating point is as follows. Throughout part II, the ideas of com-
pression and subsampling were repeatedly brought up. Recall that, in the context of
CS, we refer to compression as the multiplication of a measurement vector y = Ax
described by a model matrix A € CM*N and a parameter =, with a compression
matrix ® € CM'*M N" <« M. This allows us to collect compressed measurements
by = ¢ Ax. We require that one of ® A or Py can be reasonably realized in hardware,
i.e. the compressed measurement data ®y can be obtained directly without the need
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to first measure the uncompressed data y. There are, however, additional conditions to
be met. In section 7, it was established that the product ® A must satisfy identifiability
conditions such as the RIP. We therefore wish to connect the FIM and CRB to the
RIP, and thereby to CS.

In spite of the strong motivation behind its usage, however, the CRB does have
limitations. Particularly, the conditions under which it is a valid lower bound require
perfect knowledge of the model underlying the measured data. This condition is hard
to satisfy in practice, and as a consequence, practical estimation tasks may appear
to exhibit bias and otherwise poor or unexpected performance. A large body of re-
cent works [119, 159-164] have addressed this problem under the framework of the
MCRB, recontextualizing the behavior of estimators through the study of the different
parameter spaces involved in estimation tasks with model mismatch, i.e. when the
assumed model does not match the true model describing the measurements. Model
misspecification and the MCRB are introduced in the second part of this section.

Lastly, the CRB and MCRB are applied to the problem of defect localization.
Importantly for us, UNDE estimation tasks based on the well-established delay model
will experience mismatch due to the omission of multiple scattering. The practical
consequences of this omission are studied in the third part of this section through an
MCRB- and simulation-based study based on the results presented in [J3].

Two main contributions are made in this section. Although optimal design is often
employed in tandem with CS, the connection between CS and the CRB is only made
explicit in few references. The compilation of select results on the matter and the
emphasis placed on them constitutes the first contribution. The second is the study of
the misspecification of multiple scattering by means of the MCRB, wherein previous
results from the literature are reinterpreted regarding the apparent presence of bias and
the achievable localization performance under model mismatch.

11.1 Background: the Classical CRB
11.1.1 Key Definitions

As was done in section 7.1.6, the notation throughout this section is based on [116]
and [119]. Let us first recall that we are interested in signals that are random due
to the presence of noise, but whose underlying parameters are deterministic. Let us
denote via y € CM the measurement data, regardless of whether there is compression.
For the sake of consistency with [116], [119], and the upcoming section 11.2, we will
consider the sought-after deterministic vector 8 € © C R? which explicitly contains
the parameters implicitly represented by & € CV. As a concrete example based on
the UNDE task of localizing and characterizing defects, let us consider a scenario with
two defects behaving as point-like scatterers. Each scatterer has an associated z and
z coordinate, as well as a complex weight or wave number contrast that can be split
into its magnitude and phase (or alternatively, into its real and imaginary parts). As a
result, d is four times the number of scatterers. The d = 8 entries of 8 are completely
determined by the frequency flat wave number contrast @ = «, corresponding to the
nonzero entries of the 2-sparse vector & and their related indices.

The data y obeys a Probability Density Function (PDF) py (y; @), where the semi-
colon notation means that the PDF is parametrized by 6. Furthermore, we will assume
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that the parameter 0 is independent of y. Consequently, py (y; 0) = py (y|@), the latter
of which will be favored as in [118, p. 11]. Accordingly, we write that y ~ py (y|@) and
read this as y obeys the statistical model py (y|0). We wish to employ functions that,
when applied to the measurement data y ~ py (y|@), provide an estimate of the under-
lying deterministic parameter. The following notation will be employed: 6 : CM — R4
denotes an estimator, é(y) € R? is an estimate, and the true parameter to be estimated
from the measurement data y € CM is denoted by 6, € R? Here, we can highlight
that the Alternating Variable Linear Kaczmarz Method (AVLK) methods described in
section 8 are examples of estimators 6, while their output 4 is the estimate (recall from
the previous paragraph that « determines 8).

Having established the necessary notation, we can make the following crucial obser-
vation: since the estimator 6 is a function of the random measurements y, the estimates
are random variables themselves and must be described statistically. With this in mind,
the performance of estimators is commonly described through the Mean Squared Error
(MSE) w.r.t. the parameter of interest .. The MSE is given by [116, p. 19], [117, p.
355]

MSE,(6,6.) = E,{(6 - 6.)(6 - 0.)"} = /Y (- 0.0 - 0.) py(y)dy,  (111)

where Y is the set of all possible outcomes of y and

Ep{} = /Y(-)py(y)dy (11.2)

denotes the expectation w.r.t. the PDF p = py by means of the law of the unconscious
statistician [165]. Additionally, for the sake of notational simplicity, no distinction is
made between the estimator 6 and the estimates 8(y) in (11.1) and from here on out.

A well-known result related to the MSE is that it can be reformulated as [116, p.

19]

MSE,(8,6.) = C,() + b,(6,6.)b,(6,6.)", (11.3)
with
Cp(0) =E,{(6 - 0)(0-6)"} (11.4)
as the covariance matrix [117, p. 5-6], [116, p. 575] of 8,

b,(0,0.) =60 — 0, (11.5)
as the bias [116, p. 18] of 6, and with
6 =E,{6}. (11.6)

This formulation is known as the bias-variance decomposition of the MSE, and it lends
interpretability to the MSE: it summarizes the overall error of an estimator both due
to bias (i.e. whether it produces the true parameter 6, in expectation) and due to the
variance of the estimator (that is, how much the estimates 6 differ from one another).
Estimators achieving a low MSE can therefore be understood to have good performance.
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As noted in the introduction to this section, we are especially interested in the class
of unbiased estimators. Unbiased estimators are ones with the statistical property that
[116, p. 16-18]

E, {6} =0, — b,(6,0,) =E,{0} — 6. =0. (11.7)

In expectation, such estimators provide a correct estimate of the underlying parameter
0.. Consequently, we have that MSEp(é,O*) = Cp(é) so that the performance is
determined by the covariance of the estimator [118, p. 221-222]. This rouses interest
in the question of how low the variance of the estimates can be made, a question which
we shall address by means of the FIM and CRB.

11.1.2 FIM and CRB

Before defining the FIM, an auxiliary quantity known as the Log-Likelihood (LL) is
needed. Recalling that we have deterministic but unknown parameters 6, the expression
py (y|@) defines a parametric family of PDFs; i.e. for each choice of 8 € ©, the function
py (y|0) is a PDF over y. If we instead choose a value of y and keep it fixed, py (y|0) is
no longer a PDF. Instead, it is referred to as the likelihood function [116, p. 29], [117,
p. 356], [118, p. 210] and, as a function of the random variable y, it is also a random
variable. Although no distinction is made between the two regarding the notation, the
domain and codomain of the PDF and likelihood functions differ. For the PDF, we
have that py (-|@) : CM — R. In the case of the likelihood, py (y|-) : R? — R. The LL
is the function

L(6) = In(py (y10)) (11.8)

with L : R? — R, i.e. the natural logarithm of the likelihood [116, p. 28-30], [118, p.
210-211].

At an intuitive level, the importance of the likelihood and LL is as follows. Our
ultimate aim is to obtain an estimate of the parameter 8 given one or more observations
y. We should hope, then, that for a fixed value 8 = 0,, the measurement y has a high
probability of being observed. Otherwise, we have no reason to believe the parameter
and observation correspond to each other, and we would expect estimates 6 different
from @,. This is the principle behind the Maximum A Posteriori (MAP) estimation
discussed in section 7.1.6 and behind the MLE [116, p. 157-199], [118, p. 209-266]

argmax L(0). (11.9)
0

In this sense, the likelihood function (and also the LL due to the positiveness of py
and the natural logarithm being monotonically increasing) directly encodes informa-
tion regarding the difficulty in estimating parameters given observations that obey the
corresponding parametric model.

In addition to the previous point, we can ask how sensitive the LL is to small
changes in the parameter 8. This property is dictated by the curvature of the LL w.r.t.
0, quantity which we desire to be large in the vicinity of the true parameter 68, to
facilitate the estimation task [116, p. 28-30]. This sensitivity is captured by the FIM,

107



The Cramér—-Rao Bound

which is defined entrywise as [116, p. 39-45], [117, p. 358-359], [118, p. 222-225]
OL OL

0L
o Jorar _ g oL 11.1
JB* [Z;j] D {801 ae] 09*} P {891393 0=0. } ’ ( O)

with ; = 0[] and similarly for #;. Large entries along the main diagonal of this
symmetric positive semidefinite matrix (correspondingly, large eigenvalues) indicate
that the corresponding statistical model py (y|@) carries a large amount of information
about the parameter 8,. This establishes a connection to optimal design: a good
experimental design is one that affects the FIM in such a way that its diagonal elements
(or its eigenvalues) are large.

In addition to its inherent importance as a measure of how informative a model
is regarding its parameters, the FIM is directly related to the achievable performance

A~

of unbiased estimators. The Cramér-Rao theorem states that the covariance C,(6) of

any unbiased estimator 6 is bounded from below by the inverse of the FIM [116, p. 40],
[117, p. 358], [118, p. 224], i.e.

C,(0) = J, ' = CRB(0.), (11.11)

where A = B denotes the positive semidefiniteness of A — B. The inverse of the FIM
is dubbed the CRB and denoted by CRB(8,). Returning briefly to optimal design, a
good experimental design will result in a low CRB. Due to the relationship between the
CRB and the FIM established in (11.11), this is equivalent to achieving a large FIM.

In many practical scenarios, one wishes to study a statistical model in which the
mean is specified by a function of the parameter 0, and the randomness occurs due to
zero mean, circularly symmetric, complex Gaussian noise samples that are mutually
independent, independent from 6, and identically distributed. In this concrete case,
the FIM takes on a well-known form. Let the measurement data obey y = u(60) + €,
with g : RY — CM as the model that maps the parameter  to noiseless measurement
data, and with € ~ CN(0,X) as the aforementioned noise with covariance . Then
the FIM is given by the so-called Slepian formula [117, p. 359-364]

}, (11.12)
0=0.

quantity which is simple to compute as long as the model p is differentiable. Further-
more, the Slepian formula (11.12) involves no expectation operator and can be easily
computed through automatic differentiation with tools like PyTorch [166], TensorFlow
[167], or JAX [168].

To summarize, the CRB (and consequently the FIM) determines the achievable
variance of unbiased estimators based only on the statistical model; that is to say, it
is estimator-agnostic. Due to unbiasedness, it also determines the achievable MSE.
We can thus benchmark the performance of estimators by comparing them against the
CRB. Both the CRB and FIM are valuable tools in optimal design, measuring the
achievable performance and the sensitivity of the model, respectively. For Gaussian
models, the FIM (and consequently the CRB) takes on a simple form amenable to au-
tomatic differentiation. We are left with a glaring question, though: are our estimators

ou(O)" . 0p(6)
6; a6,
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unbiased? As it turns out, the answer for sparse recovery algorithms, including soft
thresholding ones, is no. Nevertheless, there are situations in which the estimators are
approximately or asymptotically unbiased. Furthermore, the FIM (and by extension,
the CRB) is connected to the RIP. Since these points establish a connection among
SSR, CS, the FIM, and the CRB, we explore them in more detail next.

11.1.3 Connections to Compressed Sensing

Let us first discuss the bias in sparse recovery algorithms. Most practical estimators
are biased, but they do become asymptotically unbiased and well-behaved under mild
conditions. One way in which this happens is discussed in [140] and [169]. These works
discuss the impact of the discretization of the model parameters, as was also exemplified
in section 4.1.3 based on time delays. When constructing the model matrix A, a
discretization grid is chosen for the parameter of interest. This discretization introduces
errors that behave like an additional noise source whose variance is determined by
the coarseness of the grid. [140] and [169] show that the variance of estimators on a
discrete grid (such as Fast Iterative Shrinkage-Thresholding Algorithm (FISTA) and
Soft Thresholding with Exact Line search Algorithm (STELA)) follows the CRB when
the Signal-to-Noise Ratio (SNR) is moderate. At high SNRs, however, the variance no
longer follows the CRB and is instead dominated by the gridding error. This effect can
be reduced by making the grid finer and/or SNR-dependent.

When doing sparse recovery, the desired level of sparsity can also introduce a bias
which reduces the estimation variance below the CRB. This can be explicitly accounted
for as shown in [170], where it is shown that a sparsity level specified as a constraint of
the form [|8||p < k introduces a variance-reducing bias when the sought-after solution 6,
is exactly k-sparse. An additional source of bias is introduced by the soft thresholding
operator (7.28). As discussed in [171], this operator systematically underestimates the
entries of 8,. This can be circumvented by adopting a two-step approach in which the
support of 6 is obtained via soft thresholding methods, and the actual entries of 0 are
obtained by solving a least squares problem involving only the columns of the model
matrix A corresponding to the support.

When put together, these conditions result in a regime in which soft thresholding
algorithms are approximately unbiased. This occurs when the SNR is high, but below
the discretization error due to the sampling grid, and if the support of 6 is not maximal.
The paper [172] illustrates this behavior for several sparse recovery algorithms and
estimation tasks. Although the behavior is dependent on the amount of mismatch
between the actual parameters and the chosen grid, it is shown that the performance
of sparse recovery algorithms closely follows the CRB. As such, the usage of the CRB
when designing and benchmarking systems involving sparse recovery is substantiated
in spite of the presence of bias.

In addition to describing the performance of sparse recovery methods under suitable
conditions, the CRB is also connected to the RIP through the FIM. Before discussing
this point, however, let us recall the caveats highlighted in section 7.1.4. In particular,
RIP-based results such as those introduced in [14] are overly pessimistic and deal with
the uniform recovery of all k-sparse vectors. Works like [173] present different existing
bounds for the region of equivalence between £y and ¢; optimization, as well as phase
transition diagrams to portray the performance of sparse recovery algorithms in contrast

109



The Cramér—-Rao Bound

to the performance predicted by different bounds on the Restricted Isometry Constant
(RIC). Practical recovery experiments show that good performance is obtained beyond
what is predicted by the RIP alone; i.e., the RIP is a strong condition that is sufficient,
but not necessary, for sparse recovery.

With the aforementioned caveat out of the way, we can now discuss the influence
of the FIM on the RIP. The work [140] studies the design of dictionary matrices whose
columns represent a discretized parameter. There, it is highlighted that the choice of
discretization directly affects the so-called intercolumn correlation, i.e. the quantity
being maximized in the mutual coherence p(A) given by

|(A[: )AL, |

A) = max ’ LE T 7.13 revisited
WA= | 10X T AT T AL 51 ( )

The work [169] makes this more precise by noting that the local (in the vicinity of
a fixed 6,) intercolumn correlation can be formulated explicitly in terms of the FIM
as follows. Let a(0,) correspond to a column Al: i] of A and consider an adjacent
column a(@) corresponding to A[:,j]. The first order Taylor approximation of this
latter column is given by

da(0,)
00T
with 0a(0.)/00T ¢ CM*? as the Jacobian of a(.) and with 8 — 8, = Ag € R?. For

a real-valued matrix A with normalized columns, the local intercolumn correlation in
the vicinity of 6, obeys [169]

a(0) ~ a(6,) +

A07

(AL i) AL ) |
AL laTAR e ™ 1 apteretao A, (11.13)

The extension of (11.13) to complex-valued A is straightforward, taking on the
form

(AL DAL V 1+ (1m {ar(0.) %6} A0)

Al 1 Al g - aH(0,) da (0
IALs dlll2l AL g2 \/1+A33 (0:) 92(0.) A,

(11.14)

where Im{-} yields the imaginary part of a complex number. The result can also be
extended to matrices A with unnormalized columns, involving additional terms in the
numerator and denominator. In all cases, however, the intercolumn correlation remains
inversely proportional to a quadratic form involving the real-valued vector Ag and the
matrix

0at(6.) 0a(0.)
00 00T

Importantly for us, such a quadratic form depends only on the real part of this matrix,
which, noting that ©(0) = a(0), is a scaled version of the FIM for Gaussian models as
per the Slepian formula (11.12). Consequently, maximizing the eigenvalues of the FIM
reduces the intercolumn coherence and therefore the mutual coherence of the matrix
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A. As discussed in section 7.1.3, the mututal coherence bounds the RIC from above,
and so the eigenvalues of the FIM play a role in bounding the RIC and satisfying the
RIP as desired in CS.

Lastly, if gridding error is absent and the data is assumed to be exactly described
by the chosen linear model, the connection becomes more direct. This is the scenario
studied in [174], where it is shown that the CRB and FIM for sparse recovery can now
be explicitly formulated in terms of the product AT A. Given a linear model of the
form y = Ax + € where x is sparse, the FIM will be a scaled version of AMA (or
a subset of its rows and columns). In this case, the entries of the FIM are precisely
the intercolumn correlation coefficients of A and any manipulation to the FIM directly
affects the mutual coherence.

To summarize this discussion, the FIM is inversely related to the intercolumn cor-
relation and the mutual coherence, which in turn bound the RIC from above. Under
Gaussian noise, if there is no discretization error, the entries of AHA exactly corre-
spond to the terms of the FIM. When discretization introduces gridding error in A, the
entries of AN A are still locally (through Taylor expansion) inversely proportional to
the eigenvalues of the FIM. These relationships, paired with the observation that the
CRB accurately describes the performance of sparse recovery algorithms in a suitable
regime, provide strong motivation for the usage of the CRB and FIM as optimization
targets in optimal design. This is precisely the main task addressed in section 12. It is
necessary to discuss some shortcomings of the CRB before applying it, though.

Thus far, it has been assumed that the measurement data y exactly follows the
statistical model py (y|@). This is not always the case, be it because the statistical
model is unknown or because it is too complicated to be employed practically. Instead,
a simpler model is often chosen for convenience. Such a model is said to be misspecified
or mismatched, with far-reaching consequences for the estimation task. In the upcoming
subsections, misspecification and its consequences are studied.
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11.2 The CRB under Misspecification

Practical data models and estimators are often chosen with simplicity and computa-
tional efficiency in mind. The same is true when theoretical lower bounds are derived:
bounds are often derived based on simple models and under the crucial assumption
that the chosen data model perfectly matches the true model from which the data was
drawn. In practical scenarios, however, model misspecification is present. Since a model
is chosen for simplicity instead of correctness, no choice of parameters for the chosen
model can correctly describe the measurement data. A consequence of this model mis-
match is that the CRB no longer serves as a valid lower bound for the covariance of
unbiased estimators. In addition, there exist new sources of estimation error that can
influence the MSE and which must be treated separately.

The MCRB is an extension to the CRB that explicitly accounts for model mis-
specification. The framework for the MCRB was established more than 50 years ago.
However, it is only recently that it has drawn more interest thanks to a wave of land-
mark publications regarding the MCRB and its usage [119, 159-164]. This has sparked
a variety of works investigating the impact of model misspecification, e.g. in time de-
lay [175], frequency [176], and DOA [P11] estimation. Sharing this interest, we turn
our focus to scenarios where a misspecified model is chosen on the grounds of being
tractable, with the goal of studying the impact of this choice on the achievable estima-
tion performance.

In the upcoming discussion, the idea of misspecification (equivalently, model mis-
match) is made precise. The definitions presented in section 11.1 are then adapted to
account for misspecification, ultimately arriving at generalized Slepian formulae for the
MCRB of deterministic parametric models under complex Gaussian noise. Finally, an
in-depth discussion on the interpretation of the MCRB and the achievable estimation
variance is presented. The discussion revolves around the idea that, in the presence of
model mismatch, two different parameter spaces are involved in the computation of the
bias and covariance. As a consequence, the MSE, bias, and covariance must be both
computed and interpreted differently than in the correctly specified case.

11.2.1 Accounting for Model Mismatch

We begin by establishing the key components needed for the computation of the MCRB.
For in-depth derivations of the MCRB, the reader may refer to [119, 159-164, 177] and
the references therein. The definitions and formulations presented next are based on
the aforementioned references, and primarily on [119].

As before, denote by y € CM an observation of the data. Now, however, the data
is said to obey an unknown PDF py(y), shortened as py and referred to as the true
PDF. Tnstead of this true PDF, the observation y is assumed to follow a PDF fy (y|0)
which depends on the parameter vector @ € © C R?. The main distinction from the
discussion in section 11.1 can now be brought to light: there may be no @ for which
py(y) = fy(y|@), and in such case, the assumed model is said to be mismatched or
misspecified. These conditions set the context for the following definitions and results
summarized from [119].
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Consider the Kullback-Leibler Divergence (KLD) from fy to py defined as

fr(y|0)

which (asymmetrically) measures the discrepancy between the true and assumed sta-
tistical models [117, p. 384-385]. If there exists a unique parameter 6y € R? such
that

DGprlfr) 2 [ 1n (W)py@)dy, (11.15)

0y = argmin D(py || fy), (11.16)
6co

then 6 is referred to as the Pseudo-True Parameter (PTP). Crucially, the PTP should
not be confused with the true parameter of the true PDF py. Since the true PDF
is unknown, the parameters it depends on are also unknown and generally lie in a
parameter space different from O, and there is no true value 8, of @ to be considered.
Instead, the PTP in (11.16) can be interpreted as the parameter of the misspecified
model fy that best explains data stemming from the true model py.

Recall that, when working with correctly specified models, we were interested in
characterizing unbiased estimators 6 whose expected value coincides with the true
parameter 6,. Now, in the presence of model mismatch, we are interested in estimators
that relate to the PTP in the following way. An estimator é(y) of By based on the
misspecified model fy is said to be unbiased in the misspecified case, or Misspecified
Unbiased (MS-unbiased), if and only if

E,{6} = /Yé(y)py(y)dy = 6o, (11.17)

where 6 is based on the assumed PDF fv but E, represents expectation with respect
to the true PDF py. This formulation of unbiasedness is similar to the classical unbi-
asedness in (11.7), with the caveat that there is no longer a true parameter 6, in the
parameter space ©, and we instead consider the bias w.r.t. the PTP 6.

As before, the estimator é(y) is a random variable whose properties should be
described statistically. The definitions for the LL, FIM, and CRB can be adapted to
account for model mismatch, allowing us to follow a similar train of thought as in
section 11.1.2.

11.2.2 The Misspecified CRB

Our goal is to obtain a lower bound for the covariance of MS-unbiased estimators
following (11.17). To this end, the following auxiliary quantities are necessary.
The Misspecified Log-Likelihood (MLL) v : R? — R is given by

v(6) = In fy(y|0), (11.18)

noting that (11.18) differs from (11.8) in the usage of the assumed statistical model
fy instead of the true model py. Based on the MLL, the auxiliary matrices defined

entrywise as
} (11.19)
6=6,
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and

. ov v
B, i, j] = Ep {ae-aaj } (11.20)
! 6=0,

are of special interest. Recall that the FIM was defined as
oL OL

. d’L
Jo, [i j] _]Ep{agl,&gj 0:0*} - _E”{%ﬁ@j

In the case of correctly specified models, the matrices defined in (11.19) and (11.20)
are equivalent to each other (up to their sign) and correspond to the FIM. Under
misspecification, these matrices are no longer equal, and this discrepancy is central to
the MCRB.

Let fy(y|@) be misspecified with respect to py (y). Let 6 be an MS-unbiased esti-
mator of @y following (11.17). Consider additionally the covariance matrix of 6 given
by

. (11.10 revisited)
0=0.

Cy(0) = E,{(6 — 60)(6 — 60) "}, (11.21)

with @ = 6y due to MS-unbiasedness. If the matrix Ag, defined entrywise as in (11.19)
is invertible, then

Cy(0)=Ay! B, Ag! = MCRB(6y), (11.22)

where MCRB(6y) is the Misspecified Cramér-Rao Bound which bounds the covariance
of all MS-unbiased estimators from below [119, 160, 161, 177]. As such, the MCRB is
a benchmark of the best possible performance of MS-unbiased estimators.

Note that if there exists a value 8y of 8 € © such that fy(y|0@) = py(y), then
there is no longer any model mismatch, the KLD satisfies D(py || fy) = 0, the PTP 6,
coincides with the true parameter 6., and Ag, = —By, are both equal to the classical
FIM. As a consequence, the CRB and MCRB coincide. The MCRB is thus a direct
generalization to the CRB that automatically behaves as the classical CRB in the
absence of misspecification. In a similar vein, the classical Slepian formula for the FIM
can also be generalized to account for misspecification, i.e. the matrices Ag, and By,
can be specialized to the Gaussian case. This can be done in the following fashion.

11.2.3 Generalized Slepian Formulae

Let y € CM be the observed data which is corrupted by zero mean, circularly symmet-
ric, additive complex Gaussian noise € € CM ~ CN(0,X) with mutually uncorrelated
samples that are independent from any parameter of interest, where ¥ € CM*M ig the
noise covariance matrix. The observed data can then be written as y = s + €. The
vector s € CM is the true mean of the data, and so y ~ CA(s,X) defines the true
PDF py (y). Misspecification is introduced through the assumption (be it because s is
unknown or due to practical considerations) that the data y has a mean p(6) which is
different from s for all values of the parameter 8. This means that the data is assumed
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to obey y ~ CN(u(0),X), which in turn defines the misspecified PDF fy (y|€). In this
scenario, the KLD from fy to py takes the well-known form

D(py | fy) = (s — p(0))"E7 (s — u(6)). (11.23)

Similarly, the MLL is given by

v(0) = —In(xdet{Z}) — (y — u(0))" =" (y — n(9)). (11.24)

By applying the definitions from section 11.2.2 to this Gaussian model scenario, a
generalization of the Slepian formula (11.12) can be obtained.

Assume that Aﬁ’_ol exists so that the MCRB is given by MCRB(6p) = AEOIBOO Agol.
Consider a Gaussian model whose true mean s € CM is misspecified as u(8) € C¥
with & € © C R? Making modifications to the formulations presented in [159] to
explicitly account for real-valued parameters and complex-valued data, the matrices
Ag, and Bg, can be computed entrywise as

Agy i, J] :Re{_am ) 10m(O)  PuO)" o

u } (11.25)
0=0,

2 00; 89 891-81%
and
BOO * * H lal‘l‘( )
{ A A 3 20,
0 -1 H 1‘9#(9)
89 A, A 3 20, (11.26)
H
L ou®)" 1 0u(6)

06, 09,

2
0=0

where 3 € CM*M i5 the noise covariance matrix shared by the true and misspecified
models and with A, = s — p(0) as the difference in model means. Equations (11.25)
and (11.26) are jointly referred to as the Deterministic Generalized Slepian Formulae
n [164]. As is to be expected, A, = 0 in the absence of misspecification, and the
generalized Slepian formulae coincide with the classical Slepian formula

o Op(0)" o, Op(0)
Jo, [, 7] —2Re{ 20, by o,

As before, we are afforded the possibility of using automatic differentiation to com-
pute the MCRB through the generalized Slepian formulae. Unfortunately, the usage of
the MCRB comes with added difficulties when compared to the classical CRB. This is
due to the need to evaluate different quantities at the PTP 6y, and so access to the PTP
is a prerequisite for the computation of the MCRB. Furthermore, both the MCRB and
MSE involve different parameter spaces simultaneously and therefore require careful
interpretation. These challenges are addressed next.

. (11.12 revisited)
0=6
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11.2.4 Sharp Corners

Regarding the involvement of the PTP in the MCRB, note that (11.22) depends explic-
itly on the PTP regardless of whether the matrices Ag, and Bg, are computed through
their original definition or by means of the generalized Slepian formulae. In general,
computing the PTP analytically is challenging. This can be circumvented, however.
Recall the MLE given by

argmax L(6). (11.9 revisited)
0

In the presence of model mismatch, an analogous quantity known as the Mismatched
Maximum Likelihood Estimator (MMLE) can be defined as

NN argmax v(0) (11.27)
0cO

by maximizing the MLL v(6) instead of the LL L(0). If regularity conditions are met,
the MMLE is asymptotically (as the number of observations goes to infinity or the
noise vanishes) MS-unbiased and its covariance coincides with the MCRB [119, 160].
This makes the MMLE a practical alternative to the analytic computation of the PTP,
although a solution method for the optimization problem (11.27) is still necessary.

The second challenge involves the presence of two parameter spaces due to model
mismatch. It should be highlighted the parameter spaces of the true and misspeci-
fied models are overall distinct and may intersect only in a subspace of the param-
eters, if at all. This can be made clear through a toy example. Consider a signal
under Gaussian noise whose mean is given by asin(2x ft) for values of ¢ in the interval
[—1/(47f),1/(4r f)]. We may make the simplifying assumption that the signal is given
by a first order polynomial mx+b. In this scenario, our assumed model has a parameter
0 = [m,b]", whereas the true model has a true parameter ¢ = [a, f]T.

In practice, the true parameter is unknown, unobservable, or both. However, if we
find ourselves working with these models in simulations or a controlled experiment, we
might be aware of the true parameter ¢. In turn, this might tempt us to evaluate the
performance of estimators based on the polynomial model by computing the MSE as
per (11.1). This would be a mistake. Computing the MSE between 6 and ¢ requires
the computation of the differences ¢ — 6y and ¢ — 6. In the toy example presented
above, the difference is defined formally, but has no physical interpretation for us:
there is no reasonable way of interpreting the difference between the coefficients of a
polynomial and the amplitude and frequency of a sinusoid, even though both parameters
are elements of R? and could be subtracted from one another. Similarly, it would make
no sense to evaluate the true model at the PTP 68y of the assumed model, nor to
evaluate the assumed model at the true parameter ¢. The problem becomes worse if
we were to choose a higher order polynomial. Certainly this would reduce the fitting
error between our misspecified model and the data, but now, not only do the differences
¢ — 0y and ¢ — 6 have no physical interpretation, they are also undefined since ¢ € R?
and 6 € R3.

Instead of attempting to compute the MSE as discussed above, let us recall that
the MCRB provides a lower bound for MS-unbiased estimators w.r.t. the PTP 6y, and
not w.r.t. the true parameter ¢. Because of this, the estimator performance metric we
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are interested in is the Misspecified Mean Squared Error (MMSE) given by
MMSE, (8, 89) = E,{(6 — 65)(6 — 60)T} = C,(0) + b,(6,60)b,(0,60)T,  (11.28)
with
by(6,60) = E,{6} — 6

as the bias w.r.t. the PTP. As was the case with the MSE and covariance in the
correctly specified and unbiased case, the MMSE is equivalent to the covariance in the
presence of model mismatch and MS-unbiasedness. This makes the MMSE, and not
the MSE, the proper quantity bounded from below by the MCRB.

There is, however, a special case in which the classical MSE can be computed if the
presence of two distinct parameter spaces is accounted for. The MSE can be computed
when the parameter spaces of the true and misspecified models share a nontrivial
intersection in which subtraction and expectation can be properly defined. Let (-)® be
the projection operator onto the shared subspace of the parameter spaces of the true
and misspecified models, i.e. the operator that returns subvectors ¢*, 8 € R?, with
d < d, such that the entries of ¢° and 6 correspond to parameters with the same
physical interpretation (e.g. location parameters x and z). A simple example of this is
adxd binary matrix with one 1 per row. The parameter difference vector r can be
defined as the difference

r=¢°— 6; (11.29)

between the true parameter ¢ of the true model and the PTP 6y of the assumed,
misspecified model in the intersection of the parameter spaces. Although there is no
general framework to study the parameter difference r [119, 160], the MSE of an MS-
unbiased estimator  can be defined on the parameter intersection subspace (1) as
[119]
MSE, (6%, ¢°) = E,{(6° — ¢)(6" — 9°)"} )
= E,{(6° - 65)(6° — 05)"} + rr" = (C,(9))° + 71T,

where (Cp(é))s is the d x d submatrix, taken from the d x d covariance matrix Cp(é),
which corresponds to the d parameters in the intersection subspace of the true and
misspecified parameter spaces. From (11.30) and (11.22), it follows that

MSE, (6%, ¢*) — (MCRB(8y))*=rrT. (11.31)

Although (11.31) appears similar to (11.28), the latter is always defined and is
a proper bias-variance decomposition w.r.t. the PTP. In contrast, (11.31) can only
be computed when (-)° yields non-empty vectors, but provides information on the
parameter difference r resulting from the model mismatch. That is to say, r conveys
information on whether the chosen model is suitable for an application. If the chosen
model is simple and results in a low MCRB, but the magnitude of r is large, then
the estimated parameter 6 may not convey any physically interpretable information
related to the true, unobservable parameter ¢. This is valuable information that the
MCRB does not convey on its own. As previously stated, however, there are no general
statistical tools for the study of the parameter difference r.
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To further complicate matters, outside of simulations and control experiments, the
MMSE and MSE are also unavailable and would in practice be replaced with their
empirical counterparts. The Empirical Misspecified Mean Squared Error (EMMSE) is
defined as

Ne
> (6, — 00) (6, — 60)" (11.32)

n=1

1
Ne—1

EMMSE(8, 6) =

given N noise realizations. The Empirical Mean Squared Error (EMSE) can be defined
analogously based on é, ¢, and the projection operator (-)®, noting that, even though
the EMSE does not necessitate knowledge of the true model, it requires knowledge
of the true parameter ¢ and can therefore also only be computed in simulations and
controls. In such synthetic scenarios, the relationship

EMSE(6%, ¢*) — (MCRB(6p))® ~ rrT (11.33)

based on (11.31) can be employed to simultaneously assess the goodness of the pa-
rameter space difference and how close the chosen estimator’s covariance comes to the
MCRB.

To clarify these nuanced discussion points, let us now consider the application at
hand: the estimation of scatterer parameters based on UNDE measurement data col-
lected in Full Matrix Capture (FMC) modality. We will focus on a simulation scenario
in which the model follows a circularly symmetric complex Gaussian distribution whose
mean is misspecified. These conditions enable the usage of the generalized Slepian for-
mulae, for which the true and misspecified means correspond to different scalar wave
propagation models. Explicit examples of the estimation of the PTP, the usage of the
MCRB, and the parameter difference r are provided next.
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11.3 Misspecification of Multiple Scattering

Among the signal processing community, the phenomenon of multiple scattering has
been of particular interest. On one hand, multiple scattering is seen as one of the root
causes of image clutter and its negative effects must be alleviated in post-processing
[178-180]. On the other hand, some authors posit that the presence of multiple scat-
tering can be beneficial, enabling more accurate estimates of the parameters of interest
[181, 182], and going as far as to propose measurement systems in which additional
scatterers are introduced artificially in order to promote multiple scattering [183]. In
cases where multiple scattering is seen negatively, practical models and estimators are
commonly applied to measurement data that follows a different model than the one
assumed by the signal processing practitioner. On the contrary, when theoretical lower
bounds are derived, it is traditionally assumed that the chosen data model correctly
describes the observed data.

More concisely: the two views are at odds due to model mismatch that is often
ignored when deriving theoretical performance results. Practical data models in UNDE
are often implicitly or explicitly based on the first order Born approximation, under
which multiple scattering is ignored [20, p. 477-478]. This simplifying assumption
results in models and estimation algorithms that are simple and tractable; however,
the assumption is only valid in limited regimes [26, 184]. In practice, these models and
estimators are applied to measurement data in order to formulate and solve an inverse
problem that yields an image and/or estimates of physical parameters. As the data
does not exactly match the model, the interpretability of the images and parameter
estimates is negatively affected [7]. The applicability of theoretical performance results
in these practical, mismatched scenarios depends on whether the mismatch is included
in the analysis.

The works [181-183, 185, 186] present results on the impact of multiple scattering
on the estimation of parameters from scattered wave fields. The authors rely on the
CRB as their tool of choice, as it provides a lower bound on the variance that any
unbiased estimator can achieve, and its computation is based only on the data model.
As discussed throughout section 11.1, theoretical performance bounds of this kind are
valuable in experiment design and benchmarking of common systems involving param-
eter estimation [J4, 158, 187-189]. However, the usage of the CRB comes with the
assumption that the data model used in the estimation task perfectly matches the true
model underlying the data. In practice, this assumption translates into the two fol-
lowing cases. If multiple scattering is considered in the CRB, it is present both in the
observed data and the fitted model. If multiple scattering is not considered, it is absent
from both. These cases are mutually exclusive, meaning a direct comparison between
the two does not provide exploitable knowledge. In addition, neither case considers
the more practical scenario in which a model without multiple scattering is chosen for
post-processing when multiple scattering is present in the data, in which case the model
is misspecified.

In the upcoming discussion, this gap in the ultrasound literature is addressed
through an MCRB-based study with carefully constructed simulation scenarios. The
Slepian formulae are applied to model misspecification in the form of the usage of the
delay model when the data instead follows a Nystrom-like model with multiple scatter-
ing. The impact of the misspecification of multiple scattering is studied by assessing
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Figure 28: Measurement setup for the numerical simulations. A circular array surrounds a
region of interest with two scatterers. The scatterer represented with a star is moved to different
positions, while the circular one stays fixed. Transducers are shown as blue squares.

the achievable estimation variance and the localization error due to differences in the
parameter spaces of the true and misspecified models. The discussion has been adapted
from [J3].

11.3.1 Simulation Parameters

The following simulations concern themselves with the task of locating point-like de-
fects at which the Speed of Sound (SoS) deviates from a known background value. A
background medium is set to have an SoS of cg = 6400ms~! and no attenuation. A
total of U = 2 point scatterers are placed in the medium, meaning the frequency flat
contrast vy is nonzero at exactly two locations x,. Other than their locations, the two
defects are identical with an associated SoS of 1500 ms~!. The medium is excited with
a Gabor function whose spectrum is given by

o) = P) = L\ T (20 - 17 430

Based on a reference measurement, the sampling frequency is set to fs = 40 MHz,
the bandwidth is controlled by the factor o = (4.671s™!)2, the carrier frequency f. is
4.55 MHz, and the phase offset ¢ has a value of —2.61rad. Although the simulations
are carried out in the frequency domain, a reference number of time domain samples
N; = 601 is used so that the frequency resolution is given by A, = fs/N;Hz. In the
frequency domain, Ny = 161 frequency bins in the bandwidth [0.25 MHz, 10.65 MHz]
are considered. When noise is present, zero mean, circularly symmetric, additive white
Gaussian noise is employed, meaning the noise covariance is of the form 3 = 0?1y FM2,
with o2 = 3.

The geometric parameters are chosen in terms of the reference wavelength Ag =
co/ fe, with the scatterers located within a Rol of size N, x N, = 81 x 81 extending over
a square region of size (10\g)? with resolution A, = A, = \¢/8 and origin in the center.
A total of 32 transducers are placed around the ROI along a circle of radius 10\ at
regular intervals. An illustration of the geometry is shown in Figure 28. For the sake
of simplicity, the transducers do not interact with the medium and therefore produce

120



The Cramér—-Rao Bound

no further reflections. The simulations are constructed by varying the x coordinate

of the defect labeled Scatterer 1 along all N, = 81 possible values while keeping its

depth fixed at z = —0.704 mm. The second scatterer is kept fixed at the origin, i.e.
=1[0,0]T.

11.3.2 Evaluation of the Impact of Misspecification

In the simulations, the true model is taken as the Nystrom model for FMC pre-
sented in section 4.1.4. The true parameters of the true model are given by ¢ =
[T, 23, |71l |12l, arg(y1), arg(12)]T, where v, = |yu|arg(v,) is the wave number con-
trast of the u-th defect. For simplicity in the localization task, the delay model for
FMC from section 4.1.2 is used. As a result, the parameters to be estimated are
0 = [zT,x],a1,as,01,05)", where q, = a, exp(s0,) is the complex scattering coeffi-
cient of each scatterer and x,, = [z, zu]T are the scatterer locations.

As a consequence of our choice of model, our estimation task is misspecified, and a
related MCRB(6y) matrix of size 8 x 8 can be computed. In addition, the parameter
spaces of the true and misspecified models intersect over the location parameters so that
the application of the projection operator (-)® yields ¢* = [z, z3]T and ° = [z, 2] ]".
The difference vector » = ¢* — 6 can therefore measure the influence of the model
mismatch on the location parameters.

Ideally, r» ~ 0, meaning that the misspecified model allows us to recover the true
defect locations at a low computational cost. We can evaluate the actual localization

performance by constructing the localization quality indicator

4
Q=> VQu. (11.34)
=1

The Q matrix is to be substituted by the classical CRB or any of the quantities involved

n (11.28), (11.31), or (11.33) (e.g. MCRB(6) or rrT). This means that Q is real-
valued and is of size 8 x 8 if it is defined over 6 or ¢, or of size 4 x 4 if the projection (-)*
was employed as is the case with r#T. Furthermore, Q[i,i] with i € {1,2,3,4} refers
to the first four diagonal entries of the @ matrix, which in all cases corresponds to the
location parameters x1, 21, T2, 22 of the two scatterers. With this definition, the scalar
Q@ represents a form of absolute error. Specifically, depending on the chosen matrix
Q, the Q-value represents a sum of standard deviations, a sum of absolute differences,
or a sum of absolute biases, and is equivalent to computing elementwise square roots
followed by the traces Tr(-) : Cdxd _y C of the corresponding matrices over the subspace
(+)® of location parameters. In all cases, the @)-value has units [pm].

11.3.3 Computation of the PTP

In order to obtain EMSE, EMMSE, and MCRB values to substitute into (11.34), the
PTP 6y must be obtained. This can be done by minimizing the Gaussian KLD (11.23),
which can be rewritten in the form

0y = arg;nin |s — (0)]]3. (11.35)
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Asymptotically MS-unbiased estimates can be obtained by minimizing the negative of
the MLL (11.24), which is equivalent to

O = arg;nin ly — (9)]l3- (11.36)

In this simulation scenario, a two step procedure is adopted in solving for 8y and N
Note, however, that the procedure described next is not suitable for reconstruction and
localization in practice, but is only employed given the amount of prior information
available when generating simulations.

In the first step, the following knowledge can be exploited. The pulse shape, the grid
where the defects are located, and the number of defects are all available in simulations,
allowing the construction of a linear model. A dictionary matrix A € CNrM X2 ig huilt
based on the discretized delay model given all the prior knowledge, letting each column
correspond to the signal that would be observed if only a single scatterer were present.
The only unknown quantities are the scattering amplitudes g,, which can be obtained
via a pseudo-inverse as

qus = argmin ||y — Aq|3 = ATy (11.37)
q

The entries of qrg € C? correspond to estimates of the scattering amplitudes ¢,. If
both the true and assumed model were to correspond to the delay model, this step
would suffice to obtain all the model parameters. However, the scatterer coordinates
in the delay model in general do not coincide with those of the Nystrom model. This
prompts us to continue with a second estimation step.

In the second step, the estimates are refined by using the Broyden—Fletcher—Goldfarb—
Shanno (BFGS) algorithm [190] on the nonlinear least squares KLD and MLL expres-
sions in (11.35) and (11.36). The true scatterer coordinates x;, 2 in ¢, as well as the
complex weights in grg, are used as initial guesses for the parameters 6. It should be
once again emphasized that this is possible in simulations, and in practice it would be
necessary to obtain an initial guess for BFGS differently, e.g. via SSR/CS.

11.3.4 Empirical Verification

The validity of the computed MCRB can be verified empirically by comparing it against
the EMMSE from (11.32). To do so, N, = 200 noise realizations of data are generated
following the Nystrom model and using the parameters from section 11.3.1. For each
noise realization, an estimate 8 is generated by means of the MMLE (11.36) as detailed
in (11.3.3). These estimates are then used in the computation of the EMMSE. The
result of this procedure is illustrated in fig. 29.

In fig. 29a, the Q)-values for the MCRB, the EMMSE, and the bias-variance decom-
position of the EMMSE are shown in logarithmic scale. The empirical bias is much
smaller than the covariance, and should vanish as N, — oco. As a result, the EMMSE,
the covariance, and the MCRB agree with each other. Figure 29b shows the MCRB
and EMMSE in linear scale. For comparison, the classical CRB is shown for the delay
model evaluated at the PTP. The EMMSE obeys the MCRB, which is lower than the
CRB for the simulated scenario. This means that the presence of multiple scattering
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Log Scale Bias-Covariance Decomposition, c=1500 MCRB vs. EMMSE, ¢ =1500
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Figure 29: Comparison between EMMSE and MCRB. The EMMSE is computed for 200 noise
realizations when ¢ = 1500 ms~!. Figure 29a shows the empirical bias-variance decomposition
of the EMMSE in logarithmic scale. The empirical bias is an order of magnitude smaller
than the covariance. Since the EMMSE @Q-value is obtained through the Pythagorean addition
of the empirical bias and covariance, the influence of the bias is negligible, and the covariance
coincides with the EMMSE. The EMMSE and covariance additionally coincide with the MCRB.
In Figure 29b, the agreement between the EMMSE and MCRB is illustrated in linear scale.
The classical CRB is shown as a reference, and the EMMSE is observed to follow the MCRB
instead of the CRB. Adapted from [J3].

makes the measurement data carry more information about the parameters of the cho-
sen model. However, as discussed in section 11.2.4, the MCRB alone does not convey
any knowledge about whether these parameters are useful. To determine that, let us
inspect the parameter difference vector r.

In fig. 30, the Q-values corresponding to the EMSE are substituted along with the
MCRB into (11.33). Both curves coincide, further validating the correctness of the
MCRB under misspecification of multiple scattering. In addition, the magnitude of the
Q-value associated to rrT is small in comparison to the spatial parameters. Consider
the worst-case scenario in which the entirety of the parameter difference r is attributed
to a single location parameter, e.g. ||7||2 = |z1|. Recall that A, = A, = X\¢/8 =~ 175 nm.
Even in this case, the parameter error is smaller than the spatial resolution used for
the simulations. Consequently, localization error introduced by the choice of estimation
model is small enough to be disregarded in practical applications given the simulation
parameters. Provided that quantitative knowledge of the wave number contrast is not
needed, the delay model can be used to accurately estimate the locations of point-like
scatterers despite the omission of multiple scattering.

This simulation scenario hints at a net benefit to be reaped when using the delay
model for localization in the presence of multiple scattering: the MCRB is lower than
the classical CRB, and the parameter difference vector has a small magnitude. This
is in contrast with the findings presented in [181-183, 185, 186] which state that the
presence of multiple scattering may be either beneficial or detrimental depending on
the configuration of the sensors and scatterers. However, motivated by the search
of analytic expressions, these works consider scenarios with a single transmitter and
receiver, as well as harmonic harmonic excitation. The simulation scenario described
in section 11.3.1 employs a sensor array and a realistic signal with a broad bandwidth.
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Parameter Difference, c=1500
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Figure 30: Decomposition of the EMSE based on (11.33). The small Q-values compared to
the true parameter values illustrate that the PTP 6 is close to the true parameter ¢ of the
true model, meaning that the delay model is suitable for defect localization with the given
simulation parameters. Adapted from [J3].

In addition, model mismatch was accounted for directly through the MCRB.

The most crucial difference, though, is that when mismatch is considered in the
cited works, it is studied through the MSE. This automatically introduces a parameter
difference 7 that, in [181-183, 185, 186], is referred to as a bias. As discussed in
section 11.2.4, this difference should not be interpreted as a bias in the context of
misspecification. Instead, the presence of misspecification effectively turns the MLE
into the MMLE. In the context of misspecification and the MCRB, the results reported
in [181-183, 185, 186] contain a combination of parameter space differences and bias
with respect to the PTP. The interpretation of the findings from the present section and
a comparison to the aforementioned prior works constitutes the upcoming discussion.

11.3.5 Discussion and Comparison to the State of the Art

Let us begin by reiterating the accuracy of the MCRB when describing the MMSE, and
not the MSE. This observation is pivotal because, in the presence of misspecification,
the MSE involves the computation of differences on intersecting subspaces of the pa-
rameter spaces of distinct models. This motivates the usage of the projection (-)® onto
the subspace of location parameters when considering the MSE. Instead, the MCRB as
defined in eq. (11.22) incorporates misspecification by considering the error covariance
with respect to the PTP, i.e. within a single parameter space.

In the delay model, only the scatterer location parameters overlap with the pa-
rameter space of the true model. This means that, for a true model Sxystrem (Where
the subscript has be added for clarity) with true parameter ¢, the quantity prdelay(¢)
has no useful interpretation. In contrast, the aforementioned works use the Born ap-
proximation, which takes the same parameters as the Nystrom model. It may then
appear more reasonable to evaluate the Born model at the true parameter ¢, but the
same property still holds: even though ppom(¢@) can be properly evaluated and appears
similar to Snystrom (@), the two are not directly related and the models are distinct.

This can be observed e.g. in [186], where it was noted that the usage of the Born
model in the presence of multiple scattering introduces a bias. The reported bias was
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computed based on the MSE and therefore actually refers to the parameter difference
r, which in their case is properly defined over the entire parameter space (i.e. (-)® is
the identity operator). The observed parameter difference means that, although the
models take the same parameters, the presence of model misspecification means that
the parameter spaces are distinct, affecting the estimation procedure. As mentioned
previously, this can be interpreted as misspecification turning the MLE into the MMLE,
which can be made precise as follows.

Recall that the Mismatched Maximum Likelihood Estimator under misspecification
of multiple scattering was formulated as

Ovinr, = arg;nin ly — ()3, (11.36 revisited)

with y = s(¢) + € = PNysirom(P) + € and pu(0) = Pyelay(@). The aforementioned
quantities can be explicitly substituted into the minimization problem so that

OvivL, = arg;nin [ hnystrom (@) + € — Pdelay (0)]]3. (11.38)

This estimator is asymptotically MS-unbiased with expected value 8. What happens
if we now change the true model mean s to the delay model without modifying the
noise statistics? Doing this yields the expression

Oir, = argmin[|clay (6:) + € - Paelay ()13, (11.39)

in which 0, is the true parameter of the new true model %gelay. This expression
clearly has no misspecification and describes the Maximum Likelihood Estimator. The
transition from (11.39) to (11.38) is done in inadvertently in [181-183, 185, 186] with
both the Born and delay approximations, automatically introducing model mismatch
and modifying the mean of the MLE through the introduction of a second parameter
space and a PTP 6, distinct from the true parameter ¢ = 60,. With (-)° as the
identity in the case of the Born approximation, the parameter difference vector r is
erroneously interpreted as a bias that inflates the value of the MSE if misspecification
is not explicitly accounted for through the usage of the MMSE.

To summarize, when only the true mean of the data is changed, the MLE turns
into the MMLE. As such, we can say that, in the presence of misspecification, since
the MLE turns into the MMLE (in the sense described previously), the estimation task
automatically deals with the search of the PTP 6y, and not the search of the true
parameter ¢ of the true model.

In ultrasound localization, the presence of model misspecification means that the
estimated locations and scattering amplitudes generally do not match the ground truth
even if the misspecified model appears to have the same parameter space as the true
one. This directly explains the observed bias, which as mentioned previously is instead
the parameter difference r introduced by the misspecification. We can then add that
the magnitude of the resulting parameter difference r (when it is defined) determines
whether the chosen misspecified model is useful for the estimation task. In the context
of ultrasound localization, a small parameter difference means defects can be located
accurately despite the model mismatch. Motivated by the positive simulation results
presented throughout this section, we proceed to use the classical CRB based on the
delay model for the optimal design of subsampling matrices.

125



Subsampling Matrix Design

12 Subsampling Matrix Design

We are interested in designing compression matrices ® that are both suitable for CS
and that provide some form of advantage for the measurement modality. As noted in
section 7.1.1, it is also necessary that the compression scheme can be implemented in
hardware, i.e. the product ® Ax needs to be realized in hardware without the need
to explicitly collect the uncompressed data y = Ax first. In the case of FMC, the
main hurdles are the large volume of data and the need to carry out My insonification
events to obtain a full measurement. This sparks interest in compression schemes that
reduce the measurement time (equivalently, the number of insonification events) and /or
significantly reduce the storage requirements.

Different approaches to measurement speed enhancement via compressed sensing
can be found in the ultrasound imaging literature. Ultrasound tomography is sped up
in [9] by allowing multiple transducers to transmit simultaneously with random ampli-
tudes. Such an approach yields high imaging quality via CS by virtue of a low mutual
coherence thanks to the usage of random amplitudes, as well as an improved SNR that
stems from the simultaneous transmission with multiple Tx elements. The work [94]
studies a variant of this approach in which, along with random amplitudes, random
delays are assigned to each Tx element. These are standout examples of works in
which the compression matrix can be realistically implemented on modern configurable
hardware by via software configurations. They also share an additional feature: they
embrace the traditional CS compression matrix design philosophy based on randomness.
Such matrices satisfy the identifiability conditions discussed throughout section 7 with
high probability or asymptotically (for matrices whose size becomes infinitely large),
but individual matrices designed in this way may have poor recovery performance.

Contrasting with the aforementioned approach, compression matrices can alterna-
tively be designed via optimization and based on hardware that supports configurable
acquisition schemes, but not simultaneous transmissions and amplitude manipulation.
The simplest way of doing this is to leave out samples, i.e. via the usage of subsampling
matrices. Reconstructions from such subsampled 3-D array data have been studied in
earlier works such as [191, 192], where it is shown that complete data scans can be omit-
ted with only a small increase in the error when compared to reconstructions based on
the full measurement data. It was later shown in [N6, N7, J4] that high quality recon-
structions can be obtained even when the FMC data has been heavily subsampled both
spatially (i.e., by omitting the data from several sensors) and in the frequency domain.
This optimization-based approach will be the focus of this section.

The above subsampling problem is closely related to two other problems: sparse
array design and optimal sensor placement. Traditional sparse arrays for the purpose
of DOA estimation and beamforming have been studied extensively via cost functions
that incorporate the main and side lobes produced by the array [193]. These functions
are then paired with optimization methods like simulated annealing [194] or genetic
algorithms [195], or with random selection approaches. The second problem, i.e. the
optimal position of a predefined number of sensors, can be addressed similarly. To
this end, recent works in the field of acoustics have focused on the greedy optimization
of cost functions such as the mutual information between sensor locations that have
already been assigned and those that are still open [196], or the average size of the main
lobe in a Rol over which the probability of finding a source is non-uniform [197]. When
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post-processing involves convolutional beamforming, the positions of active elements
can be chosen such that they result in a pair of co-prime arrays that effectively form a
larger aperture containing elements at all possible pairwise distance differences [198];
consequently, the number of degrees of freedom is increased and a larger number of
sources can be detected.

By now, it is clear that the subsampling problem is of broad interest and applica-
bility. Furthermore, there exist design approaches based on a variety of optimization
targets and algorithms. Throughout this section, the design of compression matrices is
tackled as a subsampling problem akin to the optimal sensor placement (or equivalently,
sparse array design) problem over a discrete set of candidate positions. Emphasis is
placed on optimization targets involving the CRB or FIM of a single point-like scat-
terer whose coordinates are to be estimated. This choice is motivated by the discussion
presented throughout section 11; namely, the connection between the CRB and optimal
design, and the relationship between the CRB and CS via the mutual coherence and
the RIP. As an additional justification, although only one scatterer is considered in
the optimization target, it should be noted that when the distance between scatter-
ers is large, the FIM and CRB become approximately block-diagonal, with each block
resembling the CRB of a single scatterer.

The problem of optimal subsampling matrix design is first introduced in its dis-
crete (i.e. using only elements of the two-element set {0, 1} for the entries of ®) and
continuous (referring to elements of the closed interval [0, 1]) forms. A categorization
of cost functions based on recent trends in signal processing and Deep Learning (DL)
is given. Next, a collection of standard and novel cost functions is presented. Finally,
greedy optimization algorithms are presented. The resulting subsampling matrices are
omitted; however, it should be highlighted that the SSR and CS examples presented in
section 8.2 were obtained based on the methods presented throughout this section.

12.1 Problem Formulation

As previously alluded to, the subsampling matrix design problem can be formulated
in continuous and discrete forms w.r.t. the entries of the subsampling matrix ®. The
two formulations are fundamentally different, requiring both different descriptions op-
timization methods. Let us begin by first discussing the combinatorial nature of the
discrete formulation.

12.1.1 Discrete Variant

Discrete variants of the subsampling matrix design problem directly deal with the
assignment of K nonzero entries to a matrix ® € {0,1}M XM \where each row of ® has
at most one nonzero entry, and with K < M’ < M. This problem is combinatorial
in nature and generally expensive, with an exhaustive search over all possible matrices
only being tractable for the simplest of cases. To exemplify this, let us focus WLOG
on the subsampling matrices ® for which K = M’ (note that, since only K rows have
nonzero entries, the cases with K < M’ are isomorphic to this one due to the dimension
of the column space of ®). Consider the FMC data y obeying the delay model described
in section 4.1.2 and perturbed by circularly symmetric complex Gaussian noise so that
Y = UDelay(0) + € € CMTMrNs with € ~ CN(0,X) when working in the frequency

127



Subsampling Matrix Design

domain. In this case, we have M = MtMgrN; total samples from which we wish to
select some quantity K = M’. Using (Z) to denote the binomial coefficient a choose b

and
Y= {‘I’z‘

to denote the set of all feasible subsampling matrices, there are

ol  (MrMrNy
P K

®; € {0,1} M an[n,m] =1Vne {1,2,...,[(}}

different feasible matrices ®; with which the data can be compressed. A toy scenario
with Mt = Mg = 32 and Ny = 256 (corresponding to the spectrum of an analytic
signal with N; = 512) contains 262144 samples. If we desire a tenfold compression, we
would be faced with the astronomical quantity of (22662211444) feasible matrices, which has
more than 37000 digits. A hundredfold compression still results in a 6000 digit number
of matrices to be tested. This prompts us to consider structured subsampling matrices
that, although suboptimal, have fewer degrees of freedom and are easier to search for.

Recall the Kronecker-structured subsampling matrix

P =P R Pgr P, (8.10 revisited)

with ®,, € {0, 1}V N &g € {0, 1}MR*Mr | and & € {0, 1}M0*Mr having row sums
equalling one. Recall additionally the Khatri-Rao-structured subsampling matrix

P — (((@T ©1%) o [®r, ®g, ... Br,)) @ ﬂﬁf) o[ @y Buy .. B ]
(8.11 revisited)

whose component matrices satisfy similar properties as the Kronecker ones. As will be
shown next, the number of matrices satisfying these structures is much smaller than
the original number of feasible matrices, reducing the size of the search space.

Let K = M’TMﬁN}. In the Kronecker case, there are

Mr\ [ Mg\ (N;
|90Kronecker| = M,/I‘ Mllit N]/c

feasible subsampling matrices @K onecker,i € PKronecker- 1he cardinality reduction stems
from the Kronecker structure: once N } frequency bins are chosen, the same bins are
employed for every channel. Similarly, the same choice of My, receivers is made for
each transmitter. In the case of the Khatri-Rao structure, for the same choice of K,

there are
PKhatri-Rao| =
alry a0 Mr‘/[\ Mf{ N}

feasible Khatri-Rao-structured matrices. The increased cardinality when compared
with the Kronecker case is due to the added flexibility afforded by the possibility of using
a different set of receivers per transmitter and frequency bins per channel. However,
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requiring the number NJQ of frequency bins per channel, as well as the number of
receivers MY, per transmitter, to remain constant, results in a smaller search space
than in the unstructured case.

Let us revisit the previous example with Mt = Mg = 32 and Ny = 256. Setting
M, = M{ = 16 and N} = 102 to approximately get a tenfold compression, the
total of Kronecker-structured matrices is a 92-digit number, whereas the Khatri—-Rao-
structured matrices follow a 19000-digit number: a reasonable reduction from 37000
digits in the original case. Increasing the compression to a factor of 100 and setting
M} = M}, = 8 and N]’c = 41, the number of Kronecker matrices has 62 digits; and
the Khatri—-Rao matrices, 3319. Once again, this is an improvement against the prior
6000-digit quantity.

To circumvent the application of combinatorial optimization methods, continuous
relaxations allowing ® to use entries in the interval [0,1] have been developed. Im-
portantly, such a continuous formulation enables gradient-based optimization which is
not possible in the discrete case. Consequently, different optimization approaches are
available, including DL, when treating the compression matrix design this way. The
standard approach in the state of the art draws analogies to classification problems,
sampling without replacement, and relaxations to the argmax function which we shall
touch upon next.

12.1.2 Continuous Variant

The continuous formulation of the subsampling matrix design problem takes inspiration
from the way in which classification Neural Networks (NNs) work. There, a so-called
activation function is used so that the output v € RM of a NN satisfies the properties
0 <wvm] <1Vm (i.e. v €[0,1]M) and 3 wv[m] = 1. In state of the art methods, this
is achieved through the usage of softmax NNs, i.e. neural networks whose final output
comes from the function softmax : R™ — [0, 1]M given by [199, 200]

exp(l)
Yoy exp(l[m])

where the exponential in the numerator is applied elementwise. The output of (12.1)
approximates the argmax function when an element in I dominates the others. The
subsampling matrix design problem can then be addressed by minimizing w.r.t. 1 a cost
function involving a composition of differentiable functions (e.g. the output of a NN),
including the softmax (12.1) as the outermost function (equivalently, the final layer).

An attractive property of softmax networks is that the output vector automatically
satisfies the sum and non-negativity conditions. Additionally, the normalization in the
denominator of (12.1) guarantees that the entries are in the interval [0, 1] regardless of
the values of the input vector I. Consequently, the usage of such networks requires no
constraints when optimizing w.r.t. [, although other design constraints such as power
thresholds can be considered.

Regarding the usage and interpretation of the parameter I, two standout examples
are presented in [200] and [199]. Let us first inspect the so-called Learn-to-Select (L2S)
approach from [200]. The authors propose the usage of a vector 1, associated to each
of the K = M’ rows of the subsampling matrix ® € [0, 1] %M resulting in a matrix

softmax(l) = , (12.1)
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L € RM'*M hose entries are to be treated as optimization parameters. The sub-
sampling matrix is then generated one row at a time as ®[m’,:] = softmax(L[m/,:]).
In order to prevent the same sample from being selected multiple times, and simulta-
neously promote the output of the softmax function to be approximately binary, the
regularization term ||®®T — I} ||2 is introduced in [200], with

|Allr = \/ZZ'AW”Q (12:2)

as the Frobenius norm of a matrix. This approach was successfully applied to joint
radar and communications in [201, 202] for the purpose of selecting array elements to
participate in beamforming, localization, and data transfer.

Contrasting with the above deterministic approach, a stochastic method with the
name Deep Probabilistic Subsampling (DPS) is introduced in [199]. Therein, the sub-
sampling of a signal is reformulated as a process of sampling without replacement.
This is done by independently identifying each of the M’ rows of @ with a categor-
ical distribution Cat(M, ;) corresponding to M different classes with probabilities
T € [0, 1]M] Z%zl 7 [m] = 1. After a sample is drawn according to this distribu-
tion, the result is represented via a one-hot encoding. Concretely, a random variable
Ty ~ Cat(M, 7, ) is defined WLOG such that the possible outcomes are the naturals
{1,2,..., M}. After a natural number r,, is drawn based on the probabilities 7,,/, the
corresponding m/-th row of ® can be defined as ®[m’,m # r| =0, ®[m/,r] = 1.

The sampling of a categorical distribution is not a differentiable process. However,
gradient-based optimization is made possible via the Straight- Through Gumbel-Softmax
Estimator [203]. This approach, leveraged in [199] to enable the combination of sub-
sampling and NNs, is based on a reparametrization of the sampling of a categorical
variable, along with a continuous relaxation of the argmax function.

First, the reparametrization. Let one-hot : {1,2,..., M} — {0,1}* be the function
which one-hot encodes categorical variables through the mapping

0, i#r

12.3
1, 1=r. ( )

one-hot : r — v, v[i] = {

Additionally, let the entries of g be independent and identically distributed (i.i.d.)
random variables following the type-I extreme value distribution, otherwise known as
the Gumbel distribution, denoted by g[i] ~ G(u, «) and with PDF given by [204]

px () = aexp(—a(zr —u) — exp(—(a(x — u)))). (12.4)

The reparametrization is done via the Gumbel-Mazx trick, which allows one-hot encoded
samples of the categorical variable 7, ~ Cat(M,m,, ) to be generated via [203]

v = one-hot(r,,,/) = one-hot(argmax(g + log(7,,/))), (12.5)

where © = 0, a = 1, the log function is applied elementwise, and the argmax acts over
the indices of the vector g + log(,,/).

This process is still not differentiable due to the argmax function, but a slight
modification alleviates this problem. The authors of [203] note that the one-hot encoded
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categorical variable v can be approximated through the Gumbel-Softmax trick by using
a softmax to replace the composition of the one-hot function and the argmax. The
resulting expression reads

v & softmax,((g + log(m,,/))/7), (12.6)

with 7 as a hyperparameter which smoothly interpolates between a constant vector
with entries 1/M when 7 — oo, and a one-hot vector when 7 — 0. During gradient
descent, the hyperparameter 7 is used to anneal the optimization process by starting
at a large value and slowly approaching zero. This formulation of the subsampling
problem can be connected to (12.1) and to L2S by letting 1,,,; = log(m,,,/).

The aforementioned Straight-Through Gumbel-Softmax Estimator consists of using
the reparametrization (12.5) in the forward direction, and Gumbel-Softmax (12.6) in
the backward direction, i.e. when computing gradients [199, 203]. To avoid repeatedly
selecting the same class, a mask w,,” € {0, —co}™ is added to each vector 1,,/ so that
classes that have previously selected are assigned a probability of zero. This estimator’s
usage is exemplified in [148], where it is employed as a component of various DL ar-
chitectures applied to measurements subsampled in the frequency domain, echography
data subsampled in the slow-time domain, and diverging wave data with subsampled
channels.

A closing note is warranted regarding the matrix L € RM'*M of trainable parame-
ters. Recall that one of the goals in subsampling the incoming FMC signal is to avoid
storing the full M = MtMgrN; samples. In attempting to do so, we must now deal
with an optimization problem involving M M’ variables, which arguably defeats the
purpose of the exercise. As detailed in section 12.1.1, the compression matrix can be
bestowed structure to reduce the number of variables. Let K = M’ = M’TMﬁN}. Us-
ing a Kronecker structure, a separate matrix containing probabilities can be assigned
to each dimension, resulting in M M], + Mg My + Ny N J’c variables. In the Khatri-Rao
case, the number of variables is instead MM/, + My Mg M, + M!FM}’{NfN}.

A further reduction can be achieved through the top K method detailed in the
appendix of [199]. In the top K method, instead of generating M’ vectors l,, =
log(7r,m) set as the rows of a matrix of parameters L € RM *M 4 single vector I € RM
is generated and perturbed by a vector g of i.i.d. Gumbel variables g[i] ~ G(0,1)
as in (12.5). The result is then substituted K = M’ times into (12.5) and (12.6)
with appropriate masking to avoid repetition. A consequence of doing this is that the
forward and reverse directions of the Straight-Through Gumbel-Softmax Estimator
will differ more from each other than if a separate vector of parameters is used per
row. However, the number of variables is greatly reduced. Without structure in the
subsampling matrix, the number of parameters is reduced from MM’ to M. In the
Kronecker case, the top K trick can be applied to each of the subsampling matrices
so that only Mt + Mg + Ny variables are dealt with. This approach was employed in
[P9, P10]. When endowing the subsampling matrix with a Khatri-Rao structure, the
number of variables is M+ M/, Mg + M. Mf, N¢. Implementations of this last approach
were not found while searching the relevant literature, making them an attractive line
for future works.

We have now seen that the subsampling matrix design problem can be formulated in
different manners. In the same fashion, when following an optimization-based approach
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to designing the matrix, the cost function can be chosen based on different design
philosophies. In the upcoming discussion, task-based and task-agnostic optimization
are defined, and examples from the literature and the author’s own work are provided.
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12.2 Choice of Cost Function

Cost functions can be designed so as to specifically correspond to a chosen estimator
and the sought-after quantity to be estimated. Alternatively, they can broadly encom-
pass the difficulty with which parameters can be estimated from a signal, making it so
that a broad selection of estimators will perform well. In this subsection, these ideas
are formalized as task-based and task-agnostic optimization. Note that the definition
of task-based optimization used throughout this manuscript is based primarily on [205,
206], and a definition for task-agnostic optimization is constructed as an antagonist
thereof. Alternative definitions are possible (see e.g. [207, 208] for alternative defini-
tions of agnostic learning referring to cost functions involving weighted sums of multiple
tasks), and these two categories do not encompass all cost function design approaches.

12.2.1 Task-Based Optimization

Task-based optimization is a well-established approach in DL. Here, the cost function
is designed to explicitly account for the end goal of a processing pipeline [205, 206].
The output of the chosen estimator is directly the quantity of interest, and it explicitly
forms part of the cost function. As an example of this approach combined with CS,
the problems

argmin ||z|; s.t. [Py — PAx|3 < n(e) (7.17 modified)
or

argmin || ®y — ®Ax||3 + ||z (7.18 modified)
xr

could be considered. A task-based approach to the design of ® would explicitly mini-
mize (7.18) or the RHS of (7.17).

This can be done with gradient-free methods such as the ones listed in the intro-
duction to this section, e.g. simulated annealing [194], genetic algorithms [195], and
random selection. This is unavoidable when using the discrete formulation from sec-
tion 12.1.1. Using the continuous formulation presented in section 12.1.2, however,
gradient-based optimization becomes possible.

One approach for gradient-based optimization is differentiation through convex op-
timization problems [209, 210], which is based on the implicit differentiation of the
optimality conditions of a chosen optimization problem. Through implicit differentia-
tion, the optimization problem and its constraints can be directly (sub)differentiated
w.r.t. any quantities of interest such as the subsampling matrix ® (or any parameters
that ® depends on in a differentiable manner). In DL, this allows convex optimization
problems can be treated as single layers within layer architectures.

Another approach that has received widespread attention in recent years is the usage
of deep unfoldings [139, 206, 209, 210], with Learned Iterative Shrinkage-Thresholding
Algorithm (LISTA) as a prime example. In this approach, iterations of an optimization
algorithm are treated as layers of a neural network (equivalently, as the composition of
subdifferentiable functions). By doing so, a classical estimator that addresses an opti-
mization problem of interest (e.g. Iterative Shrinkage-Thresholding Algorithm (ISTA)
in the case of LISTA) can be included explicitly and in a subdifferentiable manner in
the optimization procedure.
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Based on the definitions presented in [205, 206], task-based optimization can be
formalized as follows. First, however, note that all parameters and quantities to be
estimated are chosen to be real-valued for the sake of consistency with the rest of the
manuscript, and especially the discussion in section 11. The discussion can be extended
to complex-valued parameters in a straightforward manner. Additionally, the reader
is asked to suspend their disbelief until they reach the examples provided after the
formalization below. Now, consider the model

z=£(0,€) +e (12.7)

for the measurement data z € CM', where € € CM' is noise, 8 € R? are physical
parameters of interest that are not directly controllable nor observable, & € R¢ are
design or experiment parameters that can be freely controlled, and f : R? x R¢ —
cM represents the combined effect of the investigated physical process and the chosen
measurement procedure. We wish to estimate a quantity derived from the physical
parameters 6 given the measurement data z. An estimator associated to (12.7) can be
written in the form

9(8) = h(z, ¢), (12.8)

where g(0) € R is the quantity we wish to estimate from the measurement data and
is therefore dubbed the task, g(6) € R! is an estimate of the task g(@), the map
g : R? — R* maps the physical parameters to the actual task (in practice, this mapping
does not need to be known explicitly), ¢ € RP contains the (hyper)parameters of the
chosen estimator of the task, and h : CM "% RP? — R! is the estimator that produces the
estimates g(€). With this notation in place, task-based optimization can be written in
the form of the minimization problem

ar%g)lin L(h(z,¢),g9(0)) + R(0), (12.9)

where L : R — R is a cost function explicitly acting on the task and R : R® — R is
a regularizer. In this manner, the design parameters are chosen so that the estimator
can solve the task as best as possible.

Our first example is a variant of the DL-based beamforming method from [211].
Therein, the authors show that a NN can be trained to efficiently generate the weights
of adaptive beamformers given only few examples of the desired outputs. We can adapt
a simplified version of this approach to obtain a task-based subsampling matrix design
method in a straightforward fashion. We begin with compressed measurement data of
the form &y = ®Ax + €, and the goal is to design a beamforming matrix B that,
when applied to the data, produces an estimate of the output that would be obtained
if the Total Focusing Method (TFM) were applied to fully sampled data without any
compression. Using the notation from (12.9), we find that z = ®y, 6§ = x, and
& = ® (more rigorously, ® depends on £ through a function that enforces the desired
subsampling structure). The task is then g(x) = A" Az, i.e. the output of TFM, and
the estimator is h(®y, B) = B'®y, with the beamforming matrix B corresponding
to the parameter ¢ of the estimator h. The cost function L can be set to the squared
{5 error between the output of the beamformer and the output of the fully sampled
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TFM, taking on the form

argmin > | Bil®y; — AT Az;||3,
2, i
where the subindex ¢ denotes different examples of compressed data and the desired
beamforming output, and where no regularizer R is employed.

In this example, the estimator is simple: we incur the cost of a linear transformation,
and updates to the beamforming matrix can be made either in a gradient-based fashion
or by using a pseudo-inverse if computational resources allow it. Note, however, that
the beamformer is not only applied to each example indexed by i during training, but
rather, it is applied to each example in each iteration of the optimization procedure
that updates ®. This added complexity is a hallmark of task-based optimization, and
it becomes more pronounced when the estimator is more involved.

As a second example, consider the CS problem (7.18). Here, the measurement data
takes the form ®y = ®Ax + €, and our goal is to estimate x given ®y. Once again
using the notation from (12.9), we find that z = ®y, 0 = x, and & = &. With the prior
knowledge that we expect & to be sparse, we can take h to be a sparsity-promoting
estimator of choice, implicitly setting g to be a restriction of all possible parameter
vectors  to only those which are k-sparse. As done in LISTA, we can set h to be
the composition of N iterations of the ISTA algorithm, with the gradient descent step
size py and soft thresholding parameter A\, of each iteration making up the parameter
vector ¢. The application of ISTA to the measurement data can then be written as
h(®y,¢) = g(x) as was done in (12.8). We can then set the cost function L to the
squared fo error and write the minimization problem

argmin 3 [h(®ys. @) - w3
v i
This problem is of the form (12.9) and can be interpreted as choosing the descent
parameters p,, soft thresholding parameters \,, and subsampling matrix ® that, on
average, enable the best recovery of the sparse vector x; given the corresponding mea-
surement y;, for all pairs (x;, y;) of interest and when using N iterations of ISTA. This
formulation encompasses the compression matrix design methods from [P8, P9, 148|,
the general problem formulation used in [139], as well as one of the methods used in
[N8]. As previously alluded to, though, these works deal chiefly with machine learning
and further detail is therefore omitted.

Clearly this design approach for the subsampling matrix considers that the task is
CS, and even more explicitly, that sparse recovery is carried out either with a prescribed
number of iterations of a specific algorithm, or with a specific convex optimization
problem in mind. One may intuit, however, that there is a cost associated to this: the
optimization procedure involves either the application of an iterative, or differentiation
through a convex optimization problem in every single iteration. Furthermore, a sub-
sampling matrix ® chosen in this way may not be as effective if a different estimator
and a different number of iterations are used, if the sparsity level of x is different from
the expected one, or if a quantity different from a is desired. More generally, any
change to the task will incur a performance loss. Task-agnostic optimization foregoes
the added computational complexity and task specificity of task-based optimization, as
detailed next.
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12.2.2 Task-Agnostic Optimization

We wish to treat the subsampling matrix design problem a way that benefits any task,
without explicitly considering a specific one. To do this, a model for the measurement
data must first be chosen. Then, an information- or estimation-theoretic quantity
intrinsic to the model is optimized, decidedly omitting the consideration of a task in
the cost function.

To exemplify this, recall from section 11.1.2 that the CRB depends only on the
statistical model underlying the data, and it applies to any unbiased estimator of the
model parameters. In this sense, the CRB is estimator-agnostic and task-agnostic and
can be used to construct a loss function that depends only on the data model. To
see this more clearly, let us consider a deterministic model affected by additive, zero
mean, circularly symmetric, complex Gaussian noise. Using the Slepian formula, the
FIM Jp, € R?*? takes the form

ou(O)" .., 0(6)
6; a6,

Jo.[1,7] = 2Re { } , (11.12 revisited)
6=0

with @ € R? as the model parameters, 0, as a particular choice of 6, the vector-
valued function p : R — CM' as the forward model mapping the parameters to the
measurement data in the absence of noise, and X € CM' M’ 45 the noise covariance.

We can modify (11.12) based on the notation from section 12.2.1 to account for
subsampling as follows. Let f : RY x R® — CM' be the mapping given by f(6,®) =
®11(0), and let A(f(0,®))/00T € CM'*d he the Jacobian of f w.r.t. @. The Slepian
formula then takes the form

o

Jo. = 2Re { (8‘1’“(9)>H S <‘W>
09*} ’

00T 00"

op(0) " Ty—1 op(0)
—2Re{< L > (@75 '®) ( (il )
which clearly depends on the subsampling matrix ® and the model u, but is indepen-
dent of any specific task g. A function of the FIM in (12.10) is therefore a reasonable
choice as a cost function that benefits any task that is a function of the underlying
parameters 0. This is precisely the approach taken in standard optimal design [154, p.
14-19], where quantities like the eigenvalues or the trace of the CRB (i.e. the inverse
of the FIM) are optimized to maximize the information content of the model w.r.t. the
underlying parameters and to minimize the achievable estimation variance for unbiased
estimators.

(12.10)

Information-theory-based approaches can also serve as task-agnostic optimization
targets. As a concrete example, [196] proposes the selection of sensor locations which
maximizes the mutual information between the chosen and omitted sensors. Intuitively,
this means that the chosen locations should carry information about those that have
been left out. The approach requires both a statistical model for the data and a method
to interpolate the missing data at the omitted locations. However, no task needs to be
specified.
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The two approaches exemplified here can be represented as follows. Consider a
function I : CM" — RZ% which maps measurement data to a non-negative information
value. Task-agnostic optimization can be written in the form

argznax[(f(ﬂ,f’)), (12.11)

where the maximization is done over a specified domain © of 8. The mutual information
between selected and omitted measurements, as well as functions like the trace of the
CRB are of the form (12.11).

Task-agnostic optimization has the advantage of necessitating neither a task nor an
estimator. The computational cost depends on the choice of the information function I.
The trace of the CRB and FIM are popular due to their simplicity and, when possible
to write them in closed form, the insight they provide into the measurement process.
As an example, it is shown in [P6] that FMC measurements of a specimen with a
flat surface and a Rol directly under the sensor array generally benefit from placing
the active sensors so as to create the largest aperture possible. In [N8, P10], task-
agnostic approaches are employed to significantly reduce the training time of DL-based
subsampling matrix design by removing the task from the training process.

With these advantages in mind, a selection of task-based (and more specifically,
CRB-based) cost functions adapted to UNDE is presented next. As a brief note, the
choice of cost function is separate from the choice of problem formulation, and the two
together determine which optimization approaches are suitable.
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12.3 Examples of Cost Functions
12.3.1 Uniform Performance via Min-Max

Min-Max optimization problems look for the best worst-case performance by minimizing
the largest possible value of the target quantity [212]. Such problems are often non-
convex, making the search for a global optimum complicated. When using the discrete
formulation of the subsampling problem, the cost function is also non-differentiable
and combinatorial in nature due to the usage of elements from the set {0,1}. Despite
these challenges, such a cost function is desirable when no prior knowledge is available
regarding the possible locations of defects in the Rol.

Consider a single scatterer scenario with parameters @ = [z1, 21, a1, 01]7 € R*, where
(z1,21) is the location of a point scatterer with an associated scattering coefficient
aj exp(y61). Based on the delay model from section 4.1.2, a CRB matrix CRB(0) €
R**% can be computed. We are interested in the two entries along the diagonal of
CRB(0) which correspond to the location parameters (z1, 21), as they provide a lower
bound for the estimation variance of the location parameters when employing unbiased
estimators. Denote by CRB(z1) and CRB(z;) the aforementioned entries of the CRB
matrix. The cost function

argmin  max CRB(z;) + CRB(z1), (12.12)
@1 { PR, F{ P} T

seeks out the choice of transmitters, receivers, and frequency bins for which the worst
CRB associated to a point scatterer’s localization parameters in a prescribed Rol is as
small as possible. Consequently, the estimation performance can be expected to be ac-
ceptable all throughout the defined Rol. Noting that the parameters ®, { ®g,, }, {Pw, }
correspond to € and that (x1,21) play the role of 8, the optimization target in (12.12)
can be multiplied by —1 to put it in the form (12.11).

A simplified version of (12.12) is employed in [P6, J4], where it is noted that, except
for small values of z; close to the array, the cost function increases monotonously with
z1. As a result, the maximization w.r.t. x1 and z; can be replaced with maximization
over x1 and evaluation at the smallest and largest values of z; in the domain. A
constrained variant of this cost function adapted to DOA estimation can be found in
[156]. In these works, the lack of prior information, or equivalently, the need for good
performance over a large range of location parameters and DOAs, makes a min-max
cost function suitable. If, on the other hand, a minimum performance level is not
required, or it is known that only some parameter values are expected or relevant, the
cost function can be chosen to reflect this.

12.3.2 Average Performance Maximization

Let us now consider a scenario in which it is known a priori that only a subset X
of the Rol with U candidate defect locations (z,2,) € X is relevant. It is no longer
necessary to consider the inner maximization in (12.12). Instead, using the same model
and parameters as in section 12.3.1, a cost function of the form

U
argmin Z CRB(zy) + CRB(zy) (12.13)
1, { PR 1 {Pu; } 1
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can be used. This function only considers the CRB of the prioritized subset and ig-
nores the rest of the Rol. Following the notation introduced in section 11 and setting
0. = [, 24)T, (12.13) takes the trace Tr((CRB(0,))®) over the subspace of location
parameters. Note that, even if X' is the complete Rol, the optimal subsampling matrix
will in general be different from that obtained via (12.12). This is because (12.13)
considers the average performance over X' (which plays the role of ©) instead of the
worst-case performance.

The cost function (12.13) is used in [N8|, where the subset X is generated by
assigning each coordinate in a discretized Rol a probability of containing a defect, and
then sampling with replacement U defect coordinates from this distribution. A similar
approach (albeit with a beamforming-based instead of a CRB-based cost function)
is followed in [197] for the localization of acoustic sources. After discretizing both
the Rol and candidate sensor locations for the subsampling matrices, sound sources
are simulated at locations chosen based on a probability distribution assigned to the
possible source locations in the Rol.

12.3.3 Unconventional Variant of Average Performance Maximization

A simpler variant of the approach described in section 12.3.2 can also be found in the
literature. Note that (12.13) is a function of the CRB, which is often computed from
the FIM, e.g. by using the Slepian formula (11.12) and inverting the resulting matrix.
For simplicity, one may wish to circumvent the inversion step relating the CRB to the
FIM and instead directly work with the trace of the FIM, resulting in the so-called
sensitivity criterion [154, p. 16]

argmax  Tr(Jy,). (12.14)
éTr{‘me },{‘ij }

This can be desirable when the inverse introduces unwanted complexity, e.g. when
inversion prevents the explicit computation of the CRB; or, if using the continuous
problem formulation, when repeated application of automatic differentiation through
the matrix inverse becomes too expensive. Note that it is also possible to use (Jg,)® in
(12.14).

A cost function of the form (12.14) is used in [N8, P10, N9], all of which employ
the continuous formulation of the subsampling problem in combination with DL. The
results presented in [P10] warrant a special mention, as it is shown that the combination
of structured compression matrices with a FIM-based cost function is compatible with
FMC measurements with a larger Uniform Linear Array (ULA) than would otherwise
be possible due to memory constraints.

Although attractive, the approach has shortcomings. A well-known property of the
trace of a matrix is that it is equal to the sum of the eigenvalues of that matrix [52, p.
294], i.e.

Tr(Jo.) = Y Au(Jo.) (12.15)

n=1

with A,(Jp,) as the n-th eigenvalue of Jp, € R4, In addition, the eigenvalues of the
inverse of a matrix are the reciprocals of the eigenvalues of the original matrix [52, p.
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363]. This means that

d
Tr(Jo,) = Y MCRIB(G*)). (12.16)

We recognize the RHS of (12.16) as the reciprocal of the (scaled) harmonic mean

d -1
ne1 '\1 *

of the eigenvalues of the CRB. Thus, maximizing the trace of the FIM is equivalent to
minimizing the harmonic mean of the eigenvalues of the CRB. This can be achieved by
making one eigenvalue of the CRB as small as possible without regards for the others.
In the worst case, this approach my result in a singular FIM [154, p. 16], where a low
variance (accompanied by a small corresponding eigenvalue in the CRB) is achieved for
one parameter at the expense of unbounded estimation variance for other parameters.
The sensitivity criterion (12.14) may sometimes yield unacceptable results. Let us now
illustrate this behavior, as well as the inherent behavior of the previous cost functions,
based on a small-scale simulation.

12.3.4 Comparison among Cost Functions

To study the behavior of the cost functions presented in sections 12.3.1 to 12.3.3,
let us consider a small enough toy scenario that allows us to compute the optimal
subsampling matrices via exhaustive search. Consider a ULA with Mt = Mg = 6
elements, from which we wish to select M} = M}, = 2 active elements for Tx and Rx
each. The frequency dimension is ignored for simplicity, i.e. Ny = N J’c = 256. The
overall subsampling matrix is endowed with a Kronecker structure.

The Rol is defined a rectangle bounded by —10mm < z < 10mm and 0.5 mm <
z < 15mm. The horizontal axis is discretized with resolution Az = 0.5 mm, while
the vertical axis is only evaluated at the specified smallest and largest values of z,
resulting in a total of 82 candidate coordinates for point scatterers. For the array, a
pitch of 1.8 mm is used to place the sensors symmetrically around zero. The analytic
representation of the delay model from section 4.1.3 with Ny = Ny is used to compute
the FIM and CRB for each candidate scatterer location. The pulse shape is a Gabor
function with parameters a = (3.81pus™!)?, f. = 4.55 MHz, and ¢ = —2.61rad, while
the sampling frequency is fs = 40 MHz. These parameters are taken from section 3.2.1,
[P6], and the reference scenarios therein.

The cost functions from sections 12.3.1 to 12.3.3 are then evaluated for all possi-
ble choices of transmitters and receivers, and the optimal subsampling matrices are
selected accordingly. Figure 31 shows the resulting CRB obtained when applying the
corresponding subsampling matrices individually to a set of point scatterers spanning
the aforementioned x axis at a depth of z = 7.75mm, i.e. the average of the maximum
and minimum z values. The values are then divided by the CRB obtained when using
all transmitters and receivers, resulting in ratios that are independent of the SNR.

The quantities plotted in fig. 31 are examples of Q-values as defined in (11.34),
with @ as the CRB of a single point scatterer whose location, amplitude, and phase
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Figure 31: Comparison among the cost functions in sections 12.3.1 to 12.3.3. The gray
regions represent all possible values of the CRB-related ratios. The legend in fig. 31a applies
to all subfigures. Values closer to one are better. Adapted from [P6].

are unknown. Importantly, the results in fig. 31 show that each cost function leads to a
different subsampling matrix, and that each subsampling matrix has a different effect
on the CRB across the Rol. Compared to the average CRB approach, the min-max
cost function sacrifices z axis performance at some locations in favor of a more uniform
overall performance (i.e.  and z combined) across the Rol.

The sensitivity criterion based on the trace of the FIM leads to poor overall perfor-
mance: in fig. 31a, the green curve performs worse than the black curve everywhere,
where the black curve is generated by arbitrarily picking two transmitters and two
receivers without any optimization. The green curve does offer a more uniform per-
formance across the Rol than an arbitrary choice. Recall additionally that the trace
of the FIM can be rewritten as the harmonic mean of the eigenvalues of the CRB, as
shown in (12.16). We observe the consequence of this in figs. 31b and 31c, where the =
axis performance has been sacrificed in favor of a z axis behavior that outperforms all
other methods directly under the ULA. Although this is an undesirable outcome, it is
important to note that the sensitivity criterion may still be useful in scenarios where
computational complexity is a concern, as is the case when the parametric model has

141



Subsampling Matrix Design

more parameters and inversion of the FIM is costly, and when some parameters are
more important than others.

The cost functions exemplified here are by no means exhaustive, but are instead
meant to provide explicit formulations that can directly used for the design of sub-
sampling matrices. To obtain the matrices however, an optimization routine must be
selected based on the combination of cost function and problem formulation (i.e. con-
tinuous vs. discrete). A full search is not feasible in practice, motivating the design of
efficient optimization algorithms. Examples of such routines are discussed next.
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12.4 Examples of Optimization Algorithms

Having covered different problem formulations in section 12.1 and cost functions in
section 12.2, we can now construct optimization algorithms. The upcoming discussion
lists an original collection of algorithms specialized to multichannel UNDE that can
deal with different combinations of cost functions, subsampling matrix structures, and
problem formulations.

12.4.1 Greedy Kronecker Selection

Let us first consider the discrete formulation of the subsampling problem. To address
the immense number of possible subsampling matrices described in section 12.1.1, the
matrix ® € {0, 1}M/XM is endowed with the Kronecker structure ® = &1 @ & Q P,
where the individual matrices obey ®1 € {0, 1}Mr*Mr &y € {0,1}Me*Mr and ®,, €
{0, l}NJ/‘ XNt The proposed greedy subsampling matrix design is as follows.

The key observation behind the algorithm is that the choice of receivers depends on
the active transmitters. With this in mind, Tx elements are successively appended to
the set of active elements based on the information increase they provide. This increase
is computed by repeatedly evaluating the information function I from (12.11) in order
to greedily select Rx elements based on a prescribed set of Tx elements. The Tx element
which produces the set of Rx element with highest information gain is appended to the
active Tx set, and the process is then repeated. Once the Tx set reaches the desired
cardinality, the procedure is repeated one final time to obtain the active Rx set.

For the sake of computational complexity, the set of frequency bins is selected with
simpler heuristics such as the ones studied in [J5], which exploit prior knowledge of the
transmitted pulse shape and the assumption of a delay-based model of the form pre-
sented in section 4.1.2. The frequency bins, and consequently the subsampling matrix
®,,, remain fixed during optimization. The procedure described above is summarized
in algorithm 3 and algorithm 4.

Algorithm 3 requires a user-specified transmitter index st, which will be included
in the resulting subsampling matrix. This requirement is placed with the CRB in mind,
as a choice of information /(-) involving the CRB requires the sought-after parameters
to be identifiable (i.e. the FIM must be invertible). In a 2-D case, two Tx-Rx pairs can
suffice to achieve this if only a half-space is considered, as is often the case with a ULA
placed on the surface of a specimen. The notation A\ B denotes the (asymmetric) set
difference, while AU B is the set union. The auxiliary function Rkyon refers to the pro-
cedure described in algorithm 4, which greedily selects transmitters based on a fixed set
of Tx elements and frequency bins. In both algorithm 3 and algorithm 4, the design pa-
rameter £ is the tuple (St,, Sr,, ®.,) from which the Kronecker-structured subsampling
matrix ® can be generated. Overall, the optimization procedure requires approximately
M My MY, Mg evaluations of the chosen information function I(-). If all possible initial
choices of s, are considered, the complexity increases to M’T(MT)2MﬁMR evaluations.

This subsampling matrix design algorithm is employed in [N7] and fig. 25 using the
CRB min-max criterion (12.12). Additionally, with small modifications, the algorithm
can address the Khatri-Rao subsampling matrix design problem at the same cost, as
shown next.
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Data: s, € N; &, € {0,1}"1*V/; © CR% My € N; M}, € N; My € N;
M} €N;

Result: S, C N; Sg, € N;

ST* - {STO}; SR* = {}, Pr = {1, .. .,MT}; I, = —o0;

while |St,| < M’ do

for st € Pr \ ST* do
(Ic, SRC) = RKron(ST* U {ST}, ®P,,0, Mg, M{:{)
if I. > I, then
I, =1,
ST, = 8T
SR, = Sgr.
end
end
St, = Sr, U{sr,}
end

return (St,, Sgr,)

Algorithm 3: Greedy Kronecker Transmitter Selection Algorithm. The frequency
bins are kept fixed and treated as an input parameter. The function Rkyon corre-
sponds to the procedure described in algorithm 4.

1

Data: Sy C N; @, € {0,1}7N7; © C RY; My € N; M}, € N;
Result: I, € R=Y; Sg. C N;
Sr. ={}; Pr={1,..., MRr}; I. = —oc;

2 while |Sg, | < M}, do
3 for sg € Pr \ Sg, do
4 Ir =1(f(©,(Sr,Sr. U{sr}, uw)))
5 if Ir > I. then
6 Ic = IR
7 SR, — SR
8 end
9 end
10 SRC :SRCU{SR*}
11 end
12 return (I, Sg,)

Algorithm 4: Greedy Kronecker Receiver Selection Algorithm. Receivers are ap-
pended greedily for a fixed choice of transmitters and frequency bins.

144



Subsampling Matrix Design

12.4.2 Greedy Khatri—Rao Selection

Instead of a single choice of transmitters and frequency bins, a Khatri-Rao-structured
subsampling matrix allows each transmitter to have its own set of receivers, and each
Tx-Rx pair to have its own set of frequency bins. The only restriction is that each
transmitter is assigned the same number of receivers; and each Tx—Rx pair, the same
number of frequency bins. A slight modification to the procedure described throughout
section 12.4.1 allows the greedy design of such a subsampling matrix, as outlined in
algorithms 5 and 6.

Data: st, € N; s, € N; & = {®,,,|®,,, € {0, 1}V 1 <j < MLMEY;
© CRYG My € N; ML € N; Mg € N; Mj € N;
Result: ST* g N; SR* = {SRz’SRz g_ N, 1 < ) < Mr/f},

1 St = {smo}; Sr. = {}1 Sr. = {sRe}; Pr ={1,..., Mr}; L, = —oc;

2 (I*, SRC) = RKfR(ST*,SR*,SRC,@,@,MR,M{{)
3 Sr. = Sr. U{Sr.}

4 while |St,| < M} do

5 for st € Pr\ St, do

6 (I, SRC) = RK,R(ST* U {ST},SR*,{},‘I),@,MR,Mﬁ>
7 if I. > I, then

8 I.=1.

9 ST, = ST

10 SR*C = SRC

11 end
12 end
13 St, =S, U{st,}
14 | Sgr, =Sr, U{Sr..}

15 end

16 return (St,, Sg,)
Algorithm 5: Greedy Khatri-Rao Transmitter Selection Algorithm. The receiver
selection function Rk g is specified in algorithm 6. The sets St, and Sg, have the
same cardinality are related to each other via a user-specified bijection that assigns
one set of receivers to each transmitter. Similarly, a bijection between St, x Sg,
and ® must be provided. Adapted from [J4].

In these algorithms, the design parameter & corresponds to the tuple (St,,Sg,, ®).
In contrast with section 12.4.1, S, is now a set of sets Sg,, with the inner sets con-
taining My, Rx elements. Furthermore, each set Sg, is uniquely associated to one Tx
element, i.e. the user must specify a bijection (correspondence) between St, and Sy,
(e.g. by letting both sets be ordered sets). Similarly, instead of a single frequency
subsampling matrix ®,,, a set ® of such matrices is required. Each matrix is uniquely
assigned to a Tx—Rx pair through a bijection. This choice is necessary in order for
(St,,SR,, P) to uniquely describe a subsampling matrix ®.

For the sake of the invertibility of the FIM, an initial transmitter s, and re-
ceiver sg, must be provided. As with the procedure for Kronecker-structured ma-
trices described previously, the frequency subsampling pattern is decided ahead of
time. The complexity remains at ML MpMgM]; evaluations of I(-), which increases
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Data: ST g N; SR g_ N; SRC g_ N;
O = {®,,|®,, € {0,117V 1<) < MEMEY; © CRY Mg € N
Mf eN;
Result: I, € RZY; Sg. C N;
1 Pr=A{1,...,Mgr}; I. = —ox;
2 while |Sg_ | < M}, do

3 for sg € Pr \ Sg, do
4 Ip = I(f(©, (S, SR U{Sr, U {sr}},?)))
5 if Ir > I. then
6 Ic = IR
7 SR, — SR
8 end
9 end
10 SRC :SRCU{SR*}
11 end

12 return (I, Sg,)
Algorithm 6: Greedy Khatri-Rao Receiver Selection Algorithm. A set Sg, is
greedily generated so that it can be appended to Sg. Adapted from [J4].

to M5 (Mr)2ME(Mg)? if all possible initializations are considered. The algorithm’s
performance is studied in [J4], and reconstructions involving a greedy Khatri-Rao sub-
sampling matrix with I(-) chosen as in (12.12) have been illustrated in fig. 26.

A key observation to be made regarding the greedy selection algorithms from the
current and previous sections is the number of hyperparameters. Initial choices of active
elements must be made, and the user must also specify the number of active elements
remaining along each axis (Tx, Rx, frequency bins) after compression. Ideally, these
quantities would also be chosen automatically by the optimization algorithm without a
large increase to the computational complexity. The upcoming algorithms are designed
for the Kronecker case with automatic resource allocation in mind, i.e. a total budget
of samples is specified, and the algorithms determine how to best distribute it among
the axes of the data.

12.4.3 Greedy Kronecker Exclusion

We wish to address the number of hyperparameters associated to Kronecker-structured
subsampling matrix design, and specifically, the need to initialize the optimization
procedure and specify the number of samples to be retained per axis. Regarding the
number of samples per axis, consider the following points noted in [P10]. Given the
number K = My + Mj + N ]’c of active indices to preserve, and the number of dimen-

sions ¢ in the data, there are (K?*l) ways of distributing the parameters if looking

naively, or (I;:ll) if ignoring resource allocations with zero samples on one or more
axes (these can be treated as stars and bars counting problems, as they are colloquially
known in combinatorics). Without a resource allocation scheme, a massive number of
hyperparameter choices must be dealt with.

As an example, recall the Specimen with Holes along its Anti-Diagonal (SHAD)
used in section 8.2.2. For the Kronecker case, we have that K = 88. When working
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with ULAs and FMC, ¢ = 3 dimensions. There are (827) > 3000 ways of assigning M.,
My, and Ny. For each of these hyperparameter choices, the optimization should be
done to pick exactly which samples to keep per axis.

To circumvent this problem, instead of working with three separate sets of indices
St, SR, and S, we can instead work with a single set S whose cardinality is Mt +
Mg + Ny. Elements can then be greedily removed from S based on which element
reduces I(-) the least, until only K elements remain. The procedure is described in
algorithm 7.

In order for the algorithm to work, a bijection between & and St USR USy must be
specified, allowing the set S to uniquely generate subsampling matrices. The algorithm
produces a set S with a cardinality of K, where the K samples are distributed auto-
matically among the axes of the FMC data. The number K is the only hyperparameter
and the procedure requires (on the order of) (Mt + Mg + Ny)? evaluations of I(-), but
in exchange, the compression ratio and number of samples after subsampling cannot
be controlled directly.

Algorithm 7 is used as a benchmark in [P10] based on the trace of the FIM as
per (12.14). In that same work, however, an extension of the concept of automatic
resource allocation is presented. The algorithms presented up until this point share
the characteristic that they ignore the choice of problem formulation, ignoring whether
the information function is differentiable w.r.t. the subsampling matrix design pa-
rameters. If the continuous problem formulation is accounted for explicitly, greedy
optimization can be replaced with gradient-based methods. This is an attractive alter-
native to combinatorial problems; however, as is to be expected, new challenges arise.
The advantages and challenges of a gradient-based approach with automatic resource
allocation are discussed and contrasted with algorithm 7 next.

Data: KEN;@QRd;MTEN;MRGN;NfEN;
Result: S C N;

1 SZ{l,...,MT+MR+Nf};

2 Inax = I(f(©,S5))

3 while |S| > K do

4 A, =
5 for s € S do
6 I.= I(£(0.5\ {s}))
7 Ac = Lnax — 1
8 if A, < A, then
9 A=A,

10 S¢ = 8

11 end

12 end

13 S=8\{s:}

14 end

15 return S
Algorithm 7: Greedy Kronecker Exclusion Algorithm. The set S specifies the
active transmitters, receivers, and frequency bins via a bijection between S and
St USR U Sy chosen by the user. Adapted from [P10].
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12.4.4 Structured Compression with Automatic Resource Allocation

The previous method can be extended for use with gradient-based methods by using
the continuous formulation of the subsampling problem. In [P10], this is done by using
DPS to treat subsampling as a problem of learning the log-probabilities of a categorical
distribution [148, 199]. Although it might seem that the procedure from section 12.4.3
can be used as-is with DPS, a special challenge arises in practice.

We wish to generate the matrices & € {0, 1}M1*Mr &g € {0,1}Ma*Mr and @, €
{0, 1}NJ,‘ *Nf to0 obtain the Kronecker-structured subsampling matrix ® = PrRPrIP,,,.
The matrices can be approximated by relaxing {0, 1} to [0, 1] and employing the top K
Gumbel-Softmax trick detailed in section 12.1.2 as follows. Consider a vector I € RM=
of log probabilities, with My, = Mt + Mg + Ny. Let K be the total budget of active
samples to be distributed among the three axes of the FMC data. The process of
sampling without replacement can be approximated by

1. generating a vector g € RM= of i.i.d. Gumbel noise, i.e. g[i] ~ G(0,1),

2. adding it to I,

3. applying the softmax function (12.1) to g + I to generate a vector s,

4. adding a mask w = 0y, wlargmax(g +1)] = —o0, to I,

5. repeating from step 3. until K vectors s; have been generated, and finally
KxMs;

6. collecting the transposed vectors into a matrix S” € [0, 1]

Ideally, the matrix S’ generated through the above procedure would have the struc-
ture

St OM/TTMR O x vy
/
S" = | 0ngt, snrp Sr OMﬁ/XNf , (12.18)
U UNRTN S.

with the subindexed S’ matrices along the diagonal as approximations of the corre-
sponding subindexed ® matrices. These matrices could then be used to generate the
overall Kronecker-structured subsampling matrix. In practice, however, three main
challenges will present themselves. The first challenge is that the number of samples
per axis after subsampling is unknown ahead of time, and so it is not possible to
partition S” based on My, My, and Nj. It is therefore not possible to extract the
submatrices S, Sy, and S, from S’

The remaining two problems stem from S’ differing from (12.18) in two ways. Since
the softmax function is applied to I € R™= the matrix will instead have the general
structure

S’ Nip N3

S'=|Noy S N, (12.19)
N3 N3 o S/,

where the matrices IV; ; are generally nonzero. Perhaps more importantly, though, is
that the DPS procedure with the top K Gumbel-softmax trick generates S’ one row at
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a time in an arbitrary order. The order depends on the values of the log probabilities 1
and the Gumbel noise g. During gradient-based optimization, both quantities change
at every iteration: the log probabilities due to the gradient updates, and the Gumbel
noise because a new realization must be drawn. What we observe, then, is ILIS’, where
II € REXK is an unknown permutation matrix that additionally changes on every
iteration, and S’ has the structure detailed in (12.19).

Fortunately, the three problems (unknown sizes, nonzero off-diagonal blocks, and
unknown permutations) can be addressed by taking the Gramian of ILS’. We have
that

(HS/>T1—IS/ — (S/)TS/
(ST) TS5 + Ny Ni, Nis
= Né,l (S’R)T‘S’ﬁ + Né N§,3
N3, N3, (S.,)TS., + N

(12.20)

The first equality is due to the orthogonality of permutation matrices. The second
equality is obtained straightforwardly by expanding the product based on (12.19).

To see how this matrix addresses the remaining two problems, let us consider the
special case in which S is ideal, with IV; ; = 0 and the matrix blocks along the diagonal
are one one-hot (each row has a single nonzero entry equal to one.) In this case, the
Gramian in (12.20) takes the form

(S1)" ST 0 0
0 (SR)TSK 0 : (12.21)
0 0 (SL)'S,

The blocks along the diagonal are square and of the original size before subsampling.
Furthermore, they are zero everywhere except at the diagonal entries corresponding to
the samples to be kept per axis. Let us consider WLOG (S’T)TS’T. This matrix has
precisely M’ ones along its diagonal, resulting in a projection onto a vector subspace
isomorphic to the image of the compression matrix S7. without needing to know M/, a
priori.

The remaining problem is that, in practice, the S’ matrix will contain nonzero off-
diagonal blocks, and so the blocks along the diagonal of (§’)TS’ will contain nuisance
terms as shown in (12.20). Recall that the rows of S’ are generated as softmax,(g +
w + 1), with a temperature parameter 7. As discussed in section 12.1.2, as 7 — 0,
the rows of S’ approach one-hot vectors and (12.20) approaches (12.21). The DPS
framework already does this both to incorporate a form of annealing into gradient-based
optimization, and to have the forward and backward passes of the Straight-Through
Gumbel-Softmax estimator coincide. We can, however, expedite the process by using
a regularizer.

Recall the regularization term ||®@®* — I||% employed in the L2S framework [200)].
A matrix S € [0,1]5*M= can be generated in the same way that S’ was generated,
but excluding the Gumbel noise vector g. The L2S regularizer can then be used with
a K x K identity matrix by substituting ® with S. Alternatively, observe that the
rows of S are non-negative and sum to one due to the softmax function, i.e. S[i,j] €
[0,1]. Furthermore, note that the squaring function z ~ 2
interval (0,1). The squared ¢, norm || - ||3 of the rows of S is therefore maximized
by adjusting the entries of I so that the rows of S are one-hot. Doing this for all

is a contraction in the
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rows, we find that ||S||% can be used as a regularization term to be maximized. This
term can alternatively be written as Tr(STS) = Tr(SS™). In addition, a diagonal
matrix D € REXK can also be used to assign extra weight to specific axes, promoting
the concentration of samples along chosen axes in exchange for a lower information
I(-). The overall Kronecker-structured subsampling matrix design approach, dubbed
Structured Compressed Sensing with Automatic Resource Allocation (SCOSARA) in
[P10], is presented in algorithm 8.

Data: K € N; I ¢ RMr+Me+Ns. ) c Rt 7 € RT; 5 : R? - R?;
c: R20 {0,1}; a € RZO; D € R0, (Mr+Mr+Ny)x(Mr+Mgr+Ny)
© CR% My € N; Mg € N; Ny eN;
Result: I, € RMr+Mr+Ny,
1 My :MT+MR+Nf
2 MH = MTMRNf
3, =1
4 repeat
5 | L=1glT e REXM=

6 | generate g € RM=

7 LI:]IK(g+l)TERKXME

8 W =0 € {0, —co} M=

9 for ke {1,...,K} do

10 Wk, argmax((g +1)* + W[k — 1,:])] = —o0
11 Wik,:| =Wlk,:|+ Wik —1,{]

12 end

13 I1S = softmax, (W + L) € RE*M>
14 I1S’ = softmax, (W + L')
15 | E=(IIS)'IIS € RM=xM=

16 | B = (IIS)'11S

17 Er/r = E/[l : MT, 1: MT]

18 | BER =& [Mr+1:Mp+ Mg, Mr+1: Mr+ Mg]
19 E}:E/[MT+MR+1:ME,MT+MR+1:Mg]
20 | Q=E[®ER &, c RMrxMn

21 L. =1+ puViI(f(©,Q))+ oaTr(DE)]

22 | (1) =s(p,7)

23 until ¢(I(f(0,Q))) >0
24 return [,
Algorithm 8: SCOSARA Algorithm. Adapted from [P10].

In algorithm 8, the hyperparameter p is the initial gradient step size, while 7 is
the initial temperature parameter for the softmax. The function s is a schedule that
updates p and 7 at every iteration. The function c is applied to the information at every
iteration to determine whether the stopping condition has been reached. Although a
hyperparameter « is listed as an input to control the trade-off between information and
regularization, this parameter can be absorbed into the axis weighing matrix D.

The SCOSARA algorithm in algorithm 8 has been implemented with D = I in
[P10] and compared against uniform subsampling and the greedy Kronecker exclusion
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Performance of Different Design Methods
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Figure 32: Performance comparison among subsampling matrix design methods. Matrices
were compared for different values of K, resulting in an irregular compression factor axis.
Adapted from [P10].

method in algorithm 7 using the trace of the FIM of a single scatterer as the information
function, as described in section 12.3.3. A simulation-based example of the performance
obtained from each approach, as measured by the CRB-based average performance
cost function defined in (12.13), is illustrated in fig. 32 as a function of the remaining
percentage of the FMC data after subsampling.

To generate fig. 32, SCOSARA is trained on simulated data generated as follows.
Multiple FMC measurements based on the delay model from section 4.1.2 are obtained
by randomly placing a scatterer within a rectangular Rol within a medium with a
background SoS of ¢y = 6400ms~!. The Rol is located beneath a ULA with Mt =
Mg = 64 elements which collects Ny = 113 frequency bins per Amplitude Scan (A-
Scan) at a sampling frequency of fs = 40 MHz. A Gabor function whose duration is
controlled by the parameter o = (4.47 ps~1)?2, with center frequency f. = 4.5 MHz, and
a phase of ¢ = 37/4 is used as the transmitted pulse. The FIM (and later, the CRB)
is computed with a noise variance of 02 = 1. After training SCOSARA, the learned
number of samples per axis are used as input to create a uniform subsampling matrix
(recall that, without this choice, multiple uniform subsampling matrices with different
numbers of samples per axis would have to be generated and tested). The greedy
Kronecker exclusion method is also used as a benchmark. The three methods are
then compared based on the average performance cost function (12.13) over a dataset
consisting of defects in the corners of the Rol used in training.

The curves in fig. 32 illustrate that SCOSARA outperforms both uniform subsam-
pling and the greedy Kronecker exclusion method across all compression ratios tested.
The greedy exclusion method outperforms uniform subsampling until the remaining
data drops below 1%, making it an interesting method when the complexity associated
to the training of SCOSARA is inadmissible. Examples of reconstructions are also
provided in [P10], showing that the CS recovery obtained by applying FISTA to the
compressed data indeed benefits from subsampling matrices designed in a task-agnostic
fashion.

With the reconstructions presented in section 8.2 and this final comparison, all of
the subsampling matrix design algorithms that are presented in this section are ac-
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counted for and shown to improve the chosen task-agnostic information function, as
well as the reconstruction accuracy of sparse recovery methods. The spatial compo-
nents of the subsampling matrices can then be implemented in practice through the
use of software-configurable platforms without the need to modify pre-existing hard-
ware. Importantly, these are the components that reduce the data acquisition time.
As discussed in [J5], the frequency compression component requires specialized analog
hardware to be implemented in practice; however, if this axis is left uncompressed,
higher compression rates can be achieved in the remaining axes.

Having discussed subsampling matrix design, efficient forward modeling, and sparse
recovery algorithms, we have now addressed the main components of the FMC UNDE
pipeline all the way from data acquisition to post-processing. This also concludes the
third part of this dissertation, and the dissertation as a whole. After a summary of
part ITI, the main outcomes and impact of this work, along with potential avenues for
future research, are presented.
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13 Summary of Part III

The Cramér—-Rao Bound (CRB) enjoys widespread usage as a design criterion in appli-
cations such as sonar, radar, communications, optical imaging, and Ultrasound Non-
destructive Evaluation (UNDE). This is because it, and its related quantity, the Fisher
Information Matrix (FIM), provide insight into the lowest achievable Mean Squared
Error (MSE) by unbiased estimators and the sensitivity of a parametric model to small
changes in its parameters, respectively.

The CRB and FIM are also connected to Sparse Signal Recovery (SSR) and Com-
pressed Sensing (CS). Although practical sparse recovery methods are biased due to ef-
fects like parameter discretization/gridding error and amplitude underestimation, they
are approximately unbiased at moderate Signal-to-Noise Ratio (SNR) values and when
the discretization resolution is fine. Perhaps more importantly, when working with
Gaussian models, the mutual coherence of parametric dictionary matrices is inversely
proportional to the eigenvalues of the FIM. As studied in part II, the mutual coherence
serves as an upper bound for the Restricted Isometry Constant (RIC), so that the FIM
and CRB can be used as proxies to satisfy the Restricted Isometry Property (RIP)
identifiability condition.

Usage of the CRB is not without challenges, however. When a chosen parametric
model cannot exactly describe observations, model mismatch impacts the behavior of
estimators. Crucially, the true parameters of the true model cannot be estimated by a
misspecified model; instead, only a Pseudo-True Parameter (PTP) can be found. This
PTP is generally different from the true parameters as it lies on a different parameter
space. Due to this, the classical MSE is generally undefined and the Misspecified
Mean Squared Error (MMSE) becomes the central quantity of interest. This occurs
automatically, and if not taken into consideration, introduces a parameter difference
that can be misinterpreted as a bias.

The aforementioned behavior is illustrated in the second half of section 11, where
an Misspecified Cramér-Rao Bound (MCRB)-based study on UNDE localization shows
that point scatterers incur localization error due to the misspecification of multiple scat-
tering; effect which is often misconstrued as estimator bias in the literature. Instead,
this behavior stems from the parameter space difference between the true and misspeci-
fied models and the Maximum Likelihood Estimator (MLE) automatically turning into
the Mismatched Maximum Likelihood Estimator (MMLE) under model mismatch. In
the scenarios considered throughout this work, the impact of mismatch is minor, mo-
tivating the usage of the computationally simpler CRB when designing subsampling
matrices.

The subsampling matrix design process depends on the parametrization of the ma-
trix. Although restricting the matrix to have binary entries seems ideal, the resulting
combinatorial problem quickly becomes intractable. This motivates the usage of struc-
tured matrices, greedy optimization, and continuous relaxations that enable gradient-
based optimization. For the latter, the state of the art leverages the softmax function
to generate continuous, yet approximately binary, entries for the subsampling matrices.

Regarding the choice of cost function, the connections between the CRB and RIP
make the former an attractive choice. This information-based optimization approach
can be formalized into task-agnostic optimization, which focuses on properties inher-
ent to parametric models instead of the estimation task. At the cost of estimation
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performance loss, the resulting optimization problem is simpler.

A collection of optimization problems and algorithms is provided in section 12.4.
Most of the algorithms are greedy and address Kronecker and Khatri—-Rao subsampling
matrices. The final algorithm is instead based on the Gumbel-Softmax trick as detailed
in the Deep Probabilistic Subsampling (DPS) framework. A judicious parametrization
of Kronecker subsampling matrices results in an algorithm that automatically decides
how many samples to preserve from each axis of multidimensional data, reducing the
number of hyperparameters in the optimization problem.
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14 Conclusion

This dissertation addresses the modeling, acquisition, and processing of Full Matrix
Capture (FMC) Ultrasound Nondestructive Evaluation (UNDE) data for imaging and
localization under the framework of Sparse Signal Recovery (SSR) and Compressed
Sensing (CS). In doing so, the observation that the quantities of interest in UNDE are
often sparse can be exploited in two ways:

e Sparsity can be exploited in reconstruction to either enhance our estimates, when
compared to traditional processing techniques, based on a fixed volume of data;
or alternatively, to preserve estimation quality when using a smaller data volume.

o The measurement process can be redesigned to incorporate the sparsity prior,
enabling the usage of data acquisition schemes that reduce the measurement time
and/or the data volume.

UNDE systems can then be treated holistically by simultaneously considering the data
model, the acquisition method, and the post-processing schemes. Throughout this
work, this is done by:

e designing efficient, matrix-free FMC forward models with low memory require-
ments and computational cost;

e using a Cramér—Rao Bound (CRB)-based method for compression matrix design,
justified by the connections between the CRB and sparse recovery algorithms
through the Restricted Isometry Constant (RIC);

e incorporating the compression matrices and forward models into an alternating
optimization framework for sparse recovery using soft thresholding algorithms.

A recapitulation of the way this has been done is presented next, followed by a word
on the impact of this work, and future research paths made possible by it.

Recapitulation

In part I, the forward modeling of UNDE data is addressed. Based on the assump-
tions of piecewise isotropy and homogeneity, with a piecewise constant wave number
except at boundaries and point defects, and considering infinite media, a solution to the
Helmholtz equation can be obtained by using well-known Green’s functions. Closely re-
lated variants of this problem are found in the literature at different levels of abstraction
and under different names, e.g. the method of contrast sources, point source synthesis,
Fredholm integral equations of the second kind, the Lippmann—Schwinger equation,
and the Foldy—Lax formulation. Importantly, these problems can often be decomposed
into two simultaneous linear equations that are jointly nonlinear and revolve around
the wave number contrast as a quantity of interest.

Section 3 stresses the interpretability, simplicity, and extensive usage of power series
methods for the solution of the problems listed above. These methods allow the wave
number contrast to be mapped into a recorded scalar wave field, and they do so at a
level of detail tailored to the desired accuracy and computational complexity.
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Section 4 goes on to specialize the forward modeling problem to FMC, as it is
a representative UNDE measurement modality from which other modalities can be
obtained by transforming the inputs and outputs of the FMC modeling procedure. It
is shown that FMC data can be endowed with multiple forms of spatial invariance
by carefully selecting the discretization grid. This outcome is of vital importance,
since the modeling of FMC data otherwise scales poorly with the number of elements
in the array and the size of the Region of Interest (Rol). The exploitation of spatial
invariance reduces the memory burden by several orders of magnitude, enables the
usage of off-the-shelf software for convolutions, and can accelerate matrix multiplication
e.g. by replacing convolutions with Fast Fourier Transforms (FFTs) and elementwise
multiplication.

Part II begins by highlighting that, in practice, measurement data is collected, and
we are faced with an inverse problem in which the wave number contrast (or a quantity
derived therefrom) must be estimated. The assumptions on piecewise isotropy, homo-
geneity, and constant values have a direct consequence on the sought-after quantity:
the wave number contrast is often sparse. This directly motivates the remainder of the
manuscript, as sparsity can be leveraged at every step of the UNDE data life cycle.

The theory behind CS and SSR is presented in section 7. The linear inverse prob-
lems of localization and imaging based on UNDE data are ill posed and conditioned,
so that a unique solution does not exist and/or is difficult to find. However, problems
satisfying the Restricted Isometry Property (RIP) identifiability condition can still be
solved uniquely and stably from a small number of samples, provided that the sought-
after quantity is sparse. Furthermore, through a convex relaxation, the sparse recovery
problem can be addressed via ¢; regularization, enabling the usage of efficient algo-
rithms. Aiming to treat the acquisition and processing of UNDE data holistically, the
focus is shifted onto iterative soft thresholding algorithms. Such algorithms necessitate
only the soft thresholding operator and the repeated application of the forward model.
The former can be applied elementwise, while the latter can be implemented efficiently
thanks to the contributions in part I. The Fast Iterative Shrinkage-Thresholding Al-
gorithm (FISTA) and Soft Thresholding with Exact Line search Algorithm (STELA)
algorithms are taken as standout examples of soft thresholding algorithms due to their
popularity in the literature. In practical application settings, the two algorithms are
predicted to exhibit opposite behaviors through a singular value interlacing inequality;
behavior which is illustrated via simulations.

Although presented halfway through this work, section 8 is in many ways the culmi-
nation of this manuscript. There, the Alternating Variable Linear Kaczmarz Method
(AVLK) framework of alternating optimization is shown to encompass many SSR and
CS methods, both original and ones found in the literature. The framework alter-
nates between forward modeling steps, which can be implemented efficiently following
section 4, and inversion steps, which can be carried out so as to exploit sparsity fol-
lowing section 7. Compression can be incorporated in a straightforward fashion, where
the compression process can be represented via matrices for which several design al-
gorithms are provided in section 12, part III. The compression process constitutes a
data acquisition process to be implemented in hardware considering the structure (i.e.
sparsity) of the sought-after wave number contrast, and the post-processing is carried
out in such a way that the measurement process and structure in the data are explicitly
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considered. In a series of experiments on simulated and measured data, the framework
is shown to allow localization and imaging from less than 1% of the data volume that
would be required with classical methods that are agnostic to the structure in the data
and the measurement process.

Part III rounds out the discussion by studying performance bounds and the design
of compression matrices. This is done through the lens of the CRB, whose foundations
and limitations are explored in section 11. The CRB serves as a lower bound for
the variance of unbiased estimators. It can be computed as the inverse of the Fisher
Information Matrix (FIM), which itself is valuable thanks to its ability to quantify the
sensitivity of a parametric model to small changes in its parameters. In addition, the
two quantities can be shown to be related to the RIP: the larger the eigenvalues of the
FIM, the smaller the RIC. This cements the CRB as a suitable metric for the design
of compression matrices.

Special care must be taken when applying the CRB in practice, however. One of
the key requirements of the CRB is that the chosen parametric model must be able to
describe the measurement data when the parameters are chosen appropriately. This
restriction is difficult to satisfy in practice, since models for real world phenomena are
often unknown or idealized for simplicity. As a consequence, no choice of parameters
may be able to describe the data with the chosen model. This model mismatch means
that the parameter space dealt with during the estimation process differs fundamentally
from the parameter space of the true, possibly unknown, model. Consequently, the
classical Mean Squared Error (MSE) and CRB are inapplicable, and if interpreted
incorrectly, lead to a perceived bias. This is illustrated for the case of misspecified
multiple scattering in the second half of section 11, where it is shown that the location
parameters of point scatterers obtained with a misspecified model are generally different
from the true locations in the true model. For the scenarios and parameters considered
throughout this work, which are based on reference real world measurement data,
misspecification is shown to introduce a clear parameter space difference that is small
enough to be disregarded, noting that this may not be the case in other scenarios and
applications.

The manuscript concludes with optimization algorithms for the design of compres-
sion matrices in section 12. With ease of hardware implementation in mind, sub-
sampling matrices are highlighted. These binary matrices come with the challenge of
combinatorial optimization, prompting the usage of structured matrices and prioritiz-
ing suboptimal solutions such as those obtained via greedy algorithms and continu-
ous relaxations. With this in mind, both a discrete and a continuous formulation of
subsampling matrices are presented, the latter being inspired on the softmax Neural
Networks (NNs) state of the art. Greedy algorithms are presented first, the last of
which illustrates that a careful parametrization of the problem can reduce the number
of hyperparameters involved in the optimization process; in particular, the number of
samples to be retained per axis. This idea is then extended to the continuous relax-
ation of subsampling matrices, whereby it is possible to design compression matrices
in a gradient-based fashion that automatically assigns the number of samples to be
retained per axis.

The subsampling matrices discussed in part III are envisioned to be implemented in
software-configurable hardware without the need for sophisticated frontends or modi-
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fications to standard transducers. Nevertheless, the practical implementation of such
matrices results in non-standard data acquisition schemes. The measurement proce-
dure and inherent structure of the model underlying the data (i.e. sparsity) must
then be considered in post-processing. The model and its properties, as well as the
post-processing method are similarly considered during the design of the subsampling
matrices. In this way, the entire data pipeline from measurement to final result are
treated jointly under the umbrella of CS throughout this manuscript.

Impact

As mentioned in section 1, this work is impactful both from a theoretical and a practical
standpoint. From the theoretical, and perhaps more appropriately, educational stand-
point, this work presents the basic theory underlying ultrasound, compressed sensing,
and subsampling matrix design from the perspective of a signal processing practitioner.
I was deeply invested in ensuring that the presentation was clear, concise, and targeted.
The aim of doing this was to address two pain points of UNDE signal processing: the
scattered nature of the theory, nomenclature, and interpretation of concepts across
multiple fields; and my personal experience with the learning process. Regarding the
latter point, my experience both in learning the concepts and teaching them to students
ranging from undergraduates to doctoral candidates has echoed the sentiment described
in [22, p. xiii]: understanding the material well enough to implement it in code, even
for simple cases, routinely requires a double-digit number of months. Although fully
addressing this issue is not possible in a document as brief as this one, this dissertation
is a good starting point that contextualizes key ideas and provides references for further
reading.

On the practical side, this work challenges the classical notions that multichannel
UNDE systems require expensive hardware frontends, high computational costs for
any but the simplest algorithms, and long measurement times, factors which limit the
applicability of this Nondestructive Evaluation (NDE) modality. The CS framework
offers the possibility of holistically (re)designing the entire acquisition and processing
pipeline. The emphasis placed on subsampling matrices throughout this work means
that the results are applicable to standard hardware with minimal modifications, usu-
ally entailing only a software reconfiguration. Measurement times, data volumes, and
data rates can all reduced, while localization and imaging quality is preserved through
the use of sparse regularization. In a similar vein, the efficient forward models presented
here are capable of capturing different levels of physical detail at a reduced computa-
tional and memory cost. These contributions benefit real time inspection systems, as
well as applications requiring embeddable and/or low power devices.

Future Work

There is always a desire and need for better, more accurate, and faster computations.
This is arguably one of the driving factors behind the rising popularity of Deep Learn-
ing (DL), which replaces computationally expensive inference with fast inference, but
resource-intensive (e.g. training data, time, monetary costs) training. The same is true
for the three fronts on which multichannel UNDE systems are addressed in this work,
making them good candidates for DL-based extensions.
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Accurate forward modeling such as via Full Waveform Inversion (FWI) can enable
incredible feats like imaging the brain through the skull with ultrasound, but it comes
at a steep computational cost [86]. The state of the art is rife with DL-based methods
aiming to accelerate FWI. Similarly, Physics-Informed Neural Networks (PINNs) have
become an attractive forward modeling method that can easily be incorporated into
inverse scattering problems. In the case of PINNs, they bring with themselves a hyper-
parameter tuning problem that requires a specialized weighting schedule to properly
account for boundary conditions that are zero almost everywhere in the Rol [89, 90].
As for FWI, it necessitates an accurate initial guess of the sought-after quantities due
to the existence of local minima.

The aforementioned challenges make DL-based forward modeling methods difficult
to design and fine-tune in practice, drawing widespread interest. Naturally, the cost of
training DL models is also predicated on the possibility of acquiring properly labeled
data, be it simulated or measured. This makes it necessary to accelerate classical mod-
eling and estimation methods, as well as reduce their memory requirements; and if the
acceleration and efficiency is achieved with DL, time spent in training should also be
minimal. On this end, the field of so-called model-based deep learning [206] provides a
path forward. In this form of DL, the architecture of NNs is design such that it automat-
ically enforces symmetries, invariances, structure, and constraints. This encompasses
methods such as the Learn-to-Select (L2S) [200] and Deep Probabilistic Subsampling
(DPS) [199] methods to generate close-to-binary subsampling matrices, deep unfoldings
such as Learned Iterative Shrinkage-Thresholding Algorithm (LISTA) [139], and the re-
placement of shift invariant operations with Convolutional Neural Networks (CNNs).
NNs for model-based deep learning typically have fewer trainable parameters and re-
quire less data to be trained, making them attractive in their own right while also
turning them into useful tools for the posterior training of sophisticated networks deal-
ing with more complex variants of problems (e.g. FWI). Our own works coauthored
with Han Wang, Ozan Cakiroglu, and in collaboration with research teams in Eind-
hoven University of Technology, Weizmann Institute of Science, and Ruhr-Universitat
Bochum follow this direction, taking early steps toward extending the concepts and
results in this dissertation to incorporate model-based DL.

As a final avenue of future work, hardware implementations can be considered. In
part IIT of this work, the usage of subsampling matrices was justified through imple-
mentation simplicity. Subsampling, however, results in performance degradation that
worsens with the degree of compression. General linear projections can yield better
results, but suffer from difficulty in real world implementation. Recent advances in
hardware NN implementation have led to the development of Analog Neural Networks
(ANNSs) [213-215] which perform operations entirely in the analog domain. Such archi-
tectures may enable a reconfigurable implementation of general compression matrices
in the analog domain, with the possibility of using DL in the analog domain to design
them.
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imaginary unit

Laplacian

speed of sound (throughout this work, for longitudinal waves)
frequency

angular frequency

wave number

frequency flat wave number

background wave number

background frequency flat wave number

spatial component of the total pressure field
spatial component of the incident pressure field
spatial component of the scattered pressure field
wave number contrast

frequency flat wave number contrast

Dirac delta

Green’s function

convolution

zeroth order Hankel function of the second kind
identity operator

Rol

support of the transducer array

support of the transmitting elements

support of the receiving elements

transmitting element(s)

receiving element(s)

horizontal resolution

vertical resolution

number of samples along x axis

number of samples along z axis

total number of spatial samples as given by N, N,
number of frequency domain samples

number of transducers (e.g. in an array) or total length of
measurement data; the meaning is stated explicitly whenever
the symbol is used

number of Tx elements

number of Rx elements

number of Tx events (in the case of FMC, Nt = Mr)
vector quantity denoted by the usage of bold lowercase
n-th component of the vector v

matrix quantity denoted by the usage of bold uppercase
transpose

Hermitian transpose

identity matrix of size N x N

vector of ones of size N
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GF matrix approximating integration with w2H52) over I', fol-
lowed by evaluation at a point in I'

G?R matrix approximating integration with w2H(()2) over I', fol-
lowed by evaluation at a point in Qg

o Hadamard or elementwise product

@ elementwise division

diag{-} function that maps an argument vector to a diagonal matrix

whose entries are given by the argument; when applied to a
matrix, the output is instead a vector containing the elements
along the diagonal

Re{-} real part of a complex number

()t Moore—Penrose pseudo-inverse of a matrix

y multiway array

V[i,m,:] indexing of a vector in a multiway array using programming
notation

()@ analytic representation

H{-} Hilbert transform

-] floor function

mod modulo operator

04t Kronecker delta with index ¢ and shift ¢/

11l £, norm

I{---} cardinality of a set

sp{-} spark of a matrix

u(A) mutual coherence of the matrix A

px () probability density function of x

x ~ px(x) x obeys the Probability Density Function (PDF) px(x)

pyix(ylz) probability density of y conditioned on

0 zero vector

N(p,X) multivariate Gaussian distribution with mean g and covari-
ance X

L(p,b) independent and identically distributed (i.i.d.) Laplace distri-
bution with mean p and scale parameter b

CN(p,X) complex multivariate Gaussian distribution with mean p and
covariance 3 in the case of circular symmetry

CL(u,b) ii.d. distribution for a multivariate complex random variable

whose entries’ real and imaginary parts are jointly distributed
as a rotated univariate Laplace distribution with mean p and
scale parameter b

prox, ¢ () proximal operator of f with parameter A

of(x) when it appears outside the standard derivative notation: the
subdifferential of f at x

arg(-) principal branch of the argument of a complex number

()" complex conjugate of a complex number

Sx(v) soft thresholding operator with parameter A

RT positive real numbers

on(A) n-th singular value of the matrix A

180
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Tr(-)
(5)
I~ [e

Cat(M, ﬂ'm/)

one-hot(-)

G(u,a)

R0
H()
1()

Vo(:)
A\ B

absolute value of the n-th component of the vector v
vectorization operator

finite difference operator with A : CN — CVN*L for data with
L dimensions to differentiate along (derivatives are considered
in the real sense)

Kronecker product

Khatri-Rao product, here referring to the columnwise Kro-
necker product

estimator

true parameter to be estimated

expectation operator w.r.t. the PDF p

mean squared error of the estimator 6 w.r.t. the true param-
eter 8, and the PDF p

covariance w.r.t. the PDF p

bias of the first argument w.r.t. the PDF p and the second
argument

expected value of the estimator 0

log-likelihood of 6

FIM evaluated at the true parameter 6,

in-equation definition of a mathematical object

CRB evaluated at the true parameter 9,

imaginary part of a complex number

misspecified log-likelihood of 8

Pseudo-True Parameter (PTP) of a misspecified model
Misspecified Cramér-Rao Bound (MCRB) evaluated at the
PTP 6y

misspecified mean squared error of the estimator 8 w.r.t. the
PTP 6y and the true PDF p

projection operator R — R, d < d, onto the intersection
subspace of two parameter spaces

sum of the diagonal elements of a square matrix

binomial coefficient corresponding to a choose b

Frobenius norm of a matrix

categorical distribution with probabilities given by m,, €
[07 1}M7 Z%:l T/ [m] =1

function mapping a categorical random variable r ~
Cat(M, ) to a one-hot encoded vector v € {0,1}™ that is
zero everywhere except at the r-th entry

Gumbel distribution with location parameter v and scale pa-
rameter o

non-negative real numbers

harmonic mean of the arguments

function mapping a measurement y € C™ to a non-negative
information value

gradient w.r.t. 6

asymmetric set difference
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AUB set union
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Acronyms

Acronyms

A-Scan Amplitude Scan

ADMM Alternating Direction Method of Multipliers
ANN Analog Neural Network

AVLK Alternating Variable Linear Kaczmarz Method
BEM Boundary Element Method

BFGS Broyden-Fletcher—Goldfarb—Shanno

BiCG Biconjugate Gradient

BiCGSTAB Biconjugate Gradient Stabilized
BTTB Block-Toeplitz with Toeplitz Blocks

CG Conjugate Gradient

CNN Convolutional Neural Network

CRB Cramér-Rao Bound

CS Compressed Sensing

DFT Discrete Fourier Transform

DL Deep Learning

DOA Direction of Arrival

DPS Deep Probabilistic Subsampling

EFIT Elastodynamic Finite Integration Technique
EMMSE Empirical Misspecified Mean Squared Error
EMSE Empirical Mean Squared Error

FD Finite Differences

FEM Finite Element Method

FFT Fast Fourier Transform

FIM Fisher Information Matrix

FISTA Fast Iterative Shrinkage-Thresholding Algorithm

FMC Full Matrix Capture

FMM Fast Multipole Method
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Acronyms

FWI Full Waveform Inversion

GMRES Generalized Minimum Residual Algorithm
i.i.d. independent and identically distributed

IFFT Inverse Fast Fourier Transform

ISTA TIterative Shrinkage-Thresholding Algorithm
KLD Kullback-Leibler Divergence

L2S Learn-to-Select

LASSO Least Absolute Shrinkage and Selection Operator
LGMRES Loose GMRES

LHS left-hand side

LISTA Learned Iterative Shrinkage-Thresholding Algorithm
LL Log-Likelihood

MAP Maximum A Posteriori

MCRB Misspecified Cramér—Rao Bound

MIMO Multiple-Input Multiple-Output

MLE Maximum Likelihood Estimator

MLL Misspecified Log-Likelihood

MMLE Mismatched Maximum Likelihood Estimator
MMSE Misspecified Mean Squared Error

MoM Method of Moments

MS-unbiased Misspecified Unbiased

MSE Mean Squared Error

NAG Nesterov Accelerated Gradient

NDE Nondestructive Evaluation

NN Neural Network

PDF Probability Density Function

PINN Physics-Informed Neural Network

PTP Pseudo-True Parameter

RHS right-hand side
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Acronyms

RIC Restricted Isometry Constant

RIP Restricted Isometry Property

RK Runge-Kutta

Rol Region of Interest

SAFT Synthetic Aperture Focusing Technique

SCAH Specimen with Circularly-Aligned Holes

SCOSARA Structured Compressed Sensing with Automatic Resource Allocation
SHAD Specimen with Holes along its Anti-Diagonal

SNR Signal-to-Noise Ratio

SoS Speed of Sound

SPGL1 Spectral Projected Gradient for L1 minimization
SSR. Sparse Signal Recovery

STELA Soft Thresholding with Exact Line search Algorithm
TFM Total Focusing Method

ToF Time of Flight

ULA Uniform Linear Array

UNDE Ultrasound Nondestructive Evaluation

w.r.t. with respect to

WLOG Without Loss of Generality
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