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Abstract

This work contributes to the field by addressing the problem of Classification and Anomaly
Detection using Sparse Representations and Dictionary Learning algorithms. These tech-
niques offer unique advantages for classification problems and anomaly detection, as they
efficiently capture the underlying structure of data. By leveraging the inherent sparsity in
data, these methods aim to represent data samples as sparse linear combinations of a few
basis elements.

In classification problems, sparse representation and dictionary learning enable the
construction of discriminative features that enhance the accuracy and robustness of classifiers.
The learned dictionary captures essential patterns and structures in the data, enabling efficient
extraction and selection of features.

In anomaly detection, sparse representation and dictionary learning stand out by identi-
fying deviations from normal patterns. By learning a dictionary that represents the normal
behavior of the data, anomalies are detected as samples that cannot be sparsely represented
using the learned dictionary.

In this thesis, the main contributions revolve around the development and application of
innovative strategies in sparse representation and dictionary learning. The research spans
various domains, including Sparse representation with Infinite Set Atoms, Incoherent frames
design, Incoherent Dictionary Learning, Reduced Kernel Dictionary Learning, and their
applications to anomaly detection and classification.

Chapters 1 and 2 present the general problems of sparse representation and dictionary
learning. Here, we also outline the main motivation for using these methods for classification
and anomaly detection problems.

Chapter 3 introduces the idea of sparse representation using infinite set atoms. For
this framework, we provide two examples: the first one benefits of Gaussian (probability
distributions) atoms, while the second one considers the use of Cone atoms. These types of
sparse representations are beneficial for problems that involve outlier detection.

In Chapter 4, we present several Incoherence strategies for the design of incoherent
frames or incoherent dictionaries. These strategies are useful for several key applications and

areas within signal processing, machine learning, and data representation. On the other hand,



the incoherent dictionary learning problem improves the representation capabilities, which
can also be used in classification.

The Kernel Dictionary Learning problem is addressed in Chapter 5. Here, we outline the
problem of reducing the kernel space.

Chapter 6 outlines other relevant contributions with respect to the classification and
anomaly detection problems. Using the previous incoherence strategies, we adapt them for
contrastive learning, with the main application to classification problems. Here, we also
address the problem of dictionary initialization. For the anomaly detection problem, we
include a selection procedure that is used for the dictionary update stage. This demonstrates
to be beneficial for the outlier detection problem. We also demonstrate that dictionary
learning can also be used in other anomaly detection algorithms to enhance the results.

Chapter 7 ends the thesis with a recap discussion about all the obtained results. This
chapter outlines the main contributions of this thesis.

Keywords: sparse representations, dictionary learning, classification, anomaly detection
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Chapter 1
Problems and Data

Sparse Representation (SR) and Dictionary Learning (DL) algorithms have gained significant
attention in Signal Processing (SP) and Machine Learning (ML) due to their efficacy in
representing data in more interpretable and compressed forms. Some of the most important
applications are developed for classification and anomaly detection problems. These algo-
rithms are based on representing data in terms of a sparse combination of basis elements
from a learned dictionary.

This chapter delves into the principles of SR and DL, followed by their applications
in classification and anomaly detection problems. We introduce relevant benchmarks for
comparison and present some public datasets used for experiments. We also include various

metrics used to evaluate the performance of the algorithms.

1.1 Sparse representation

Sparse representation is a technique for representing signals and data as a sparse linear
combination of basis elements. This can be seen as a method for finding sparse solutions
for systems of linear equations. Sparse representation is commonly employed in signal
processing to encode, compress, and efficiently reconstruct signals. It is highly effective
in scenarios with inherent sparse structures, such as image processing and audio signal
analysis. Furthermore, sparse representation has significantly impacted machine learning,
particularly in tasks such as feature extraction, dimensional reduction, and constructing
efficient predictive models. By identifying the most relevant features within high-dimensional

data, sparse representation facilitates the creation of more easily interpretable models.



2 Problems and Data

The sparse representation problem can be formulated as follows

n
y:Dx: ij'djz Z)dej, (11)
j=1 jes

where the matrix D € R™*" gives the representation capabilities, and is named dictionary.
We denote d the jth column of D, and name it atom. A set of atoms represents the set of

basis elements that will be used in the signal representation. All the atoms are normalized
|dj||=1, j=1:n, (1.2)

where || - || is the Euclidean norm. The dictionary D is an underdetermined matrix with m < n.
The motivation of the given problem is to find the sparsest possible representation x € R"
which satisfies the approximation y ~ Dx. The linear system admits many possible solutions
since the matrix D is overcomplete. We are looking for an optimal solution, x, where most of
the coefficients x; are zero. The vector y € R™ is the signal vector that is proposed for the
decomposition. We name . = { Jlxj# O} the support of the signal. This set defines the
used atoms and their corresponding representation coefficients. The cardinal of the support
gives the number of used atoms. The support size can typically be interpreted as a sparsity
level or sparsity constraint. We denote ||x||o the O-norm, which is not a norm since it does
not satisfy the homogeneity property, and represents the number of nonzero elements of
the vector x. We will use the notation s = || = ||x||o for the sparsity constraint. From an
optimization point of view, the current problem can be interpreted in two ways. The first one

considers the problem of minimizing the representation error with a sparsity constraint

min — Dx||?
in [y D .
st [x]jo<s

while the second one imposes an error bound € for the representation problem and tries to
find the sparsest representation

min ||x||o
x (1.4)
st. |ly—Dx||[<e

The sparse representation problem aims to find an efficient representation metric for a
dataset. Each sample can be expressed as a linear combination of the basis elements, which
are the atoms of the dictionary D.
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While sparse representations have numerous advantages, they also have challenges,
such as being computationally costly and requiring the choice of a dictionary. Solving a
sparse representation problem is, in general, NP-hard. Moreover, the performance of the
representation depends on the structure of the dictionary. The literature has many algorithms
for solving sparse representation problems. Although the optimal solution can not usually be
found, reasonable local solutions can be obtained under certain constraints.

Greedy algorithms introduce methods like Orthogonal Matching Pursuit (OMP) [59] and
Orthogonal Least Squares (OLS) [10], which solve the problem by iteratively selecting the
basis elements that are most aligned with the current error.

Methods like Basis Pursuit [11] involve solving the optimization problem using convex
relaxation [9]. This technique replaces the O-norm with an actual norm, a regularization term.
Depending on the type of norm, we can define different regularization terms, such as L1
(LASSO) [76], L2 (Tikhonov) [77], and L1-L2 (Elastic Net) [92] regularization. While the
first two are straightforward, the Elastic Net regularization combines previous norms in a
cumulative regularization term. Each one has different advantages and disadvantages. For
example, Tikhonov allows for the computation of stable solutions, but generally, the solution
is not sparse. On the other hand, the LASSO solution conserves the sparse solution but might
not be stable.

A simple yet powerful procedure called the Iterative Soft Thresholding Algorithm (ISTA)
[8] can also be used for all these convex relaxation problems. This method implies that a
nonlinear soft thresholding operator is applied at each iteration over a gradient step.

1.1.1 Greedy methods
Orthogonal Matching Pursuit

Orthogonal Matching Pursuit (OMP) [59] is a greedy algorithm that seeks to solve the sparse
representation problem by sequentially adding atoms to the support. At the current stage
of the algorithm, we denote .7 the support of already selected atoms. We assume that the

coefficients of these atoms are known. We next define the representation residual

e=y— ) xd; (1.5)
jes

The selection stage is accomplished by selecting the next atom as the one most correlated
with the residual

e’ d,| = max |e’d}]|. (1.6)

it
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In this way, we ensure that the representation error decreases. Considering d; and x; as being
the next atom and the representation coefficient, we update the support as . <— . U{k}. The
next step is to reconsider the vector of coefficients x, which must also be updated according
to the Least Square (LS) problem

mgiﬂH}’—Dyéﬂ, (1.7)

where D o is the restriction of the matrix D with respect to the indices from the current
support. The solution of the LS problem is a full vector of size |.#| containing the nonzero

elements of the sparse solution x. The solution can be written as
-1
xy=(D7,Dy)  DLy. (1.8)

There are several well-known solutions to the current problem. A practical solution, which
also ensures numerical stability, is the Cholesky Factorization. This implies the decomposi-
tion of the symmetric positive definite matrix D;D o into the product of a lower triangle
matrix and its conjugate transpose. The solution of the system is then computed in two steps
by solving a lower triangular system, followed by an upper triangular system. Since the LS
solution is optimal, the residual is orthogonal to all chosen atoms.

For the OMP algorithm, we can impose two different stopping criteria. The first one is to
consider a maximum level of sparsity s. When the sparsity constraint is met, the support is not
updated anymore, regardless of the current residual. The second condition considers a bound
for the residual, noted €. Irrespective of the support size, we consider the representation good
enough when the representation error is smaller than the given threshold. The steps of the
OMP are presented in Algorithm 1. An alternative solution for the OMP problem, using the
Cholesky Factorization instead of the LS method, is given in Algorithm 2.

Orthogonal Least Squares

Orthogonal Least Squares (OLS) [10] algorithm is similar to Orthogonal Matching Pursuit
(OMP), but OLS emphasizes reducing the approximation error at each iteration. This
characteristic makes OLS computationally more demanding since it selects the next atom
alongside the already selected atoms. The OLS algorithm implies that the selection procedure

is achieved according to the following optimization problem

min ly = Do 8 (1.9)
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Algorithm 1: Orthogonal Matching Pursuit

Data: dictionary matrix D € R™*"
signal sample y € R™
sparsity constraint s
stopping error €
Result: representation support ., coefficient vector x
1 Initialize . =0,e=Yy
2 while .| < s and ||e|| > € do
3 Determine new index for support set: k = arg n%a;; ‘er_,-|
JE
4 Update support set: . < . U {k}
5 Update coefficient vector: x o = (D;D y) - D;y
6 Update residual: e =y — D ox &

OLS makes the optimal local selection locally by minimizing the residual-based solely on

the previous atoms without considering the representation coefficients, as in OMP.

1.1.2 Basis Pursuit

From the Basis Pursuit (BP) [11] family, we will introduce only a fast algorithm, named
Fast Iterative Shrinkage-Thresholding Algorithm, or FISTA. This method approximates the
original sparse representation problem, achieving solutions close to optimal. The FISTA

problem solves the general BP problem by considering the following cost function
min f(m) + g(x), (1.10)

where f, g : R™ — R are convex and continuous functions. Moreover, only the function f
is considered to be differentiable. For the sparse representation problem, the functions are
known: f(x) = ||y — Dx||> and g(x) = A||x||;. The first term represents the representation
approximation, while the second is a penalty term ensuring the pseudo-sparsity of the

coefficient vector x. The 1-norm, denoted as ||x

1, is given by the expression Y7 | [x;|. It
can be interpreted as an approximation of the 0-norm that is closest while being convex.
The scalar A ensures the trade-off between the two terms. Thus, the BP problem can be
formulated under the following form

min [[y — Dx||* + A |lx])1. (1.11)
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Algorithm 2: OMP with Updated Cholesky Factorization

Data: dictionary matrix D € R"™*"
signal sample y € R™
sparsity constraint s
stopping error €
Result: representation support ., coefficient vector x
1 Initialize ¥ =0,e=y,L=1,b= |
2 while .| < sand | e|| > € do
3 Determine new index for support set: k = arg m?ﬂ( le’d;|
J

4 Update right hand term: b <— { l; }
diy
s | if .| > 1 then

6 Compute the solution, w, of the triangular system Lw = DTyd k
7 Update lower triangular matrix L <— Lf} (1)]

8 Update support set: .7 < . U{k}
9 Update coefficient vector: LLTx o = b
10 Update residual: e =y — D ox &

The iterative shrinkage-thresholding algorithm (ISTA) [15] is a proximal gradient method. It
is derived from the gradient method for minimizing a differentiable function f : R™ — R.
Considering x; the current variable at iteration k, the value at the next iteration is computed

following a proximal gradient method

1
s = angmin{ 7 (o) + -7 V1 () + 5 =P 40|
(1.12)

JE— x_
5 |

—argmin (5197 )| 00

Considering the fact that g(x) = A||x||; and denoting X, = x;, — ¢V f (x;) the problem becomes
. 1 12
Xp41 = argmin 2_t||x_xk|| +Allx]ly (1.13)
The solution to this problem is

Xp1 = soft_th (X,74), (1.14)
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where
E+a, iféE<-—a
soft_th (§&,a) =14 0, if —a<é<a (1.15)
E—a, iféE>a

is the soft thresholding operator, which is applied elementwise on vectors. By applying the
ISTA step, (1.14), to the Basis Pursuit problem, we obtain the following expression

X1 = soft_th (x;—2tD" (Dx;—y),tA) £ ¢ (xi). (1.16)

The Fast Iterative Shrinkage-Thresholding algorithm accelerates convergence rates to O(1/ kz)
by integrating with the Nesterov acceleration technique, which combines two preceding
points. The steps of this procedure are given in Algorithm 3.

Least Absolute Shrinkage and Selection Operator (LASSO)

Least Absolute Shrinkage and Selection Operator (LASSO) [76] is a regression method
that can perform both selection and regularization tasks with respect to the representation
problem. The LASSO achieves the sparsity by constraining the sum of the absolute values of
the representation coefficients. In general, this strategy shrinks the representation coefficients
to zero. From a mathematical point of view, the sparse representation problem with the
LASSO regularization term is expressed as follows

mxin||y—DxH2+M|x||1, (1.17)

which also defines the previous Basis Pursuit problem.

Tikhonov regularization (Ridge Regression)

The sparse representation problem can also be solved in the spirit of the Ridge Regression
problem. In the context of a linear representation, the problem is extended by adding
a regularization term for the coefficients by penalizing the L2 norm (the square of the
Euclidean norm). In contrast to the LASSO method, the Tikhonov [77] regularization does
not necessarily achieve sparse coefficients but shrinks their value without setting them exactly
to zero. On the other hand, this type of regularization is effective in handling multicollinearity.
The coefficients are distributed among correlated predictors if the dictionary atoms are highly

correlated. The objective function of the current problem is formulated as follows

min [y — Dx||* + 2 |x[|3. (1.18)
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Algorithm 3: FISTA

Data: dictionary matrix D € R"™*"
signal sample y € R™
trade-off constant A, step size ¢
initial approximation xq
number of iterations K
Result: solution of Basis Pursuit problem (1.11)
1 Initialize 75 = 1
2 fork=0toK—1do
3 Compute auxiliary approximation &, = ¢ (x;) using (1.16)

1+4/1+477

4 Update stepsize: Ty = >

. . . T —1
5 Update approximation: x; = &, + ‘Cljm (ék - ék,l)

Elastic Net Regularization

This method combines the previous two penalties of LASSO and Ridge methods. The

problem can be formulated as follows
min [[y — Dx||* + A [lx1 + Az jx]13, (1.19)

by taking into account both terms under different penalty coefficients, A; and A,. These two
coefficients control the balance between L1 and L2 penalty terms. Another solution is to

ensure a convex sum between the two penalties
min [[y — Dx||* + A (zllx]1 + (1 = 7)|1x]), (1.20)

where 0 < 7 < 1.

This approach proves efficient in datasets containing numerous interrelated features. In
such scenarios, LASSO could pick a single feature randomly from a set of correlated ones,
whereas Ridge Regression would incorporate all of them. Elastic Net strives to preserve the

grouping impact seen in Ridge Regression while incorporating a sparsity level similar to the
LASSO.
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1.2 Applications in Classification and Anomaly Detection

1.2.1 Classification

In the context of classification problems, SR and DL algorithms aim to build different
representation capabilities for each class from the training dataset. Since the representation
is sparse and not all the basis functions are used, we expect to obtain specialized atoms for
each class type. In Chapter 2, we include some of the main algorithms used for training
dictionaries for sparse representation problems. After learning how to train the dictionary,
we can continue with the classification problem that is addressed in Chapter 6. For the
classification problem, each class should obtain different representation metrics, which
should enhance classification performance. These algorithms can effectively distinguish
between different classes and generalize well, especially in scenarios where the feature space
is high-dimensional or noisy. However, the representation capabilities are not always met. In
these cases, discriminative strategies can be used. This involves introducing a discriminative
term in the representation problem, which promotes the basis differences between data
points of different classes. The problem of discriminative learning is addressed in Chapter 4,
where we include some strategies to build dictionaries that promote incoherent representation
metrics. These strategies give rise to specialized methods used in classification problems.

In general, linear space might hinder good representations for classification problems.
This bottleneck can easily be tackled by using kernels in DL algorithms. These methods are
used to map the input data into a higher-dimensional feature space, enabling the learning of
nonlinear representations. We include nonlinear techniques with respect to Kernel methods
in Chapter 5. Here, we also include several methods for dimensional reduction of data.

1.2.2 Anomaly detection

Anomaly Detection (AD) involves identifying outliers in the dataset. While the corresponding
labels are known in the classification problem, we do not have any information regarding
our data. Sparse representation techniques can also be used for anomaly detection tasks.
By training sparse representation metrics, we can better isolate the outliers. Since the
representation capabilities are obtained on top of the whole dataset, the basis function should
capture the representation direction with respect to the inliers. Potential anomalies or novel
patterns in the dataset are identified by obtaining poor representations.

In Chapter 3, we include two sparse representation algorithms appropriate for AD prob-
lems. These two algorithms build efficient sparse representation metrics that are characterized
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by a set of atoms with infinite dimensions. In Chapter 6, we include some additional devel-

oped algorithms for anomaly detection tasks.

1.3 Datasets

This section includes the main datasets we used in our research and experiments. Since we
are focusing on two different problems, we have separate datasets for supervised, which

come with labels, and unsupervised, which are employed for anomaly detection tasks.

1.3.1 Digit Recognition

The MNIST [48] is one of the most widely used datasets in machine learning. It consists
of a collection of 28x28 grayscale images of handwritten digits. This dataset contains
60.000 training images and 10.000 testing images. Each image is labeled according to the
corresponding number. In our experiments, we used the vectorized representation of images.
In particular, we concatenated all rows of the image to obtain a column vector of size 784.
The Digits dataset is similar to MNIST but comes with some differences. It contains
10.000 synthetic grayscale images of handwritten digits. The images have a larger resolution
of 32 x 32 pixels and have been rotated by a certain angle. This makes it a more challenging

dataset than MNIST due to increased image resolution and augmented transformations.

1.3.2 Facial Recognition

The YaleB Face [22] dataset (Extended Yale Face Database B) is a facial recognition dataset
with 2.414 grayscale images of 38 different persons. All the registrations are obtained under
different lighting conditions and poses.

AR Face [53] is a more extensive dataset containing facial images. This dataset consists
of 4.000 color images of 126 individuals (70 men and 56 women). Each person has 26
distinct images with various expressions, light conditions, and occlusions.

Another facial image dataset is CMU PIE Face [72] (Carnegie Mellon University Pose,
Illumination, and Expression). This dataset contains 41.368 images of 68 subjects. Each
individual is captured under 13 different poses, 43 illumination conditions, and 4 facial
expressions.

The three datasets were chosen to test the performance and robustness of the classification
algorithms underneath various poses, illuminations, and expression conditions.

For all these datasets, we have used random feature extractors that have been provided in
[41].
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1.3.3 Scene and Object Recognition

The 15 Scene [47] dataset is designed for scene recognition problems. This dataset contains
4.485 images from 15 categories. The images have different sizes and resolutions.

The Caltech101 [20] dataset is a well-known dataset used in object recognition problems.
It consists of 9.144 images of 101 distinct objects and an additional background class. Each
category contains between 40 and 800 images of different sizes, poses, and light conditions.

For both datasets, scenes, and objects, we used the Spatial Pyramid Matching (SPM)
features [47], [85]. The image features are obtained by concatenating multiple histograms of
bags of feature representations from four different pyramid levels. The final obtained features
are reduced to 3.000 for both datasets using Principal Component Analysis (PCA).

The CIFAR-10 [45] dataset is a widely used benchmark dataset consisting of 60.000
color images with a resolution of 32x32 pixels from 10 different classes. Each class contains
6.000 images split equally between the training and testing sets. The classes include different
common objects such as airplanes, automobiles, birds, cats, deer, dogs, frogs, horses, ships,
and trucks. Compared to other datasets, this one presents a more challenging task due to the

variety of color images and context.

1.3.4 Action Recognition

Another interesting dataset is UCF50 action bank [66], which is a video dataset designed for
action type recognition. This dataset contains 6.680 registrations from 50 different action
categories.

We used the action bank features for the classification problem [66]. The action bank
features were reduced to 5.000 by PCA.

1.3.5 Anomaly Detection Benchmarks

For the anomaly detection tasks, we have used Outlier Detection Data Sets (ODDS)!, which
is a public collection of benchmark datasets dedicated to outlier detection algorithms. These
datasets provide many real-world and synthetic datasets across domains such as finance,
healthcare, cybersecurity, and more. Another key feature of this benchmark is the task
complexity. The datasets have different data types, dimensionality, and complexity. The size
of the features varies, ranging from small to large-scale datasets. This diversity ensures that

the tests are performed under different and realistic circumstances.

Ihttps://odds.cs.stonybrook.edu/
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Some of the datasets from ODDS are also used in two comprehensive outlier detection
benchmarks, Python Outlier Detection (PyOD) [90] and Anomaly Detection Benchmark
(ADBench) [27].

PyOD is an open-source Python toolbox for implementing and evaluating outlier de-
tection algorithms. During our experiments, we also developed some of our algorithms by
following the PyOD standard. This toolbox has a comprehensive collection of supervised
and unsupervised algorithms for outlier detection tasks. The algorithms range from statistical
methods, such as Isolation Forest (IF), K Nearest Neighbors (KNN), Local Outlier Factor
(LOF), or One-Class Support Vector Machines (OCSVM), to modern machine learning ones,
such as AutoEncoder (AE), Variational AutoEncoder (VAE) or Outlier Ensemble Detection
(OED).

ADBench is a benchmarking framework specially designed to evaluate the performance
of anomaly detection algorithms. It contains an extensive collection of benchmark datasets,
including real-world and synthetic datasets. It is designed to handle four different types of
outliers: local, global, dependency, and cluster. Compared to the PyOD toolbox, it provides
some additional deep-learning anomaly detection algorithms. According to the ADBench,
the outlier detection problem can be solved under the four different types of anomalies. These
different types of anomalies can be modeled through various statistical modeling techniques.
We further describe each type of anomaly.

Local Anomalies: These anomalies deviate significantly from their immediate local
neighborhoods. They are generated by scaling the covariance matrix using a scaling parameter
to distinguish them from surrounding normal samples.

Global Anomalies: These are generated to be markedly different from the normal data,
using a uniform distribution defined by the feature boundaries of the dataset. They are scaled
to a parameter that controls their level of outlyingness compared to normal data.

Dependency Anomalies: Unlike normal data, which often has inherent correlations
between features, dependency anomalies break these correlations. They are modeled to
have features that are independent of one another, ignoring the dependency structure typical
of normal data. This is achieved by removing the modeled dependencies and generating
anomalies through a probability density function.

Clustered Anomalies: Also known as group anomalies, these anomalies exhibit similar
characteristics within their cluster. By scaling the mean feature vector of normal samples,
anomaly clusters are made to stand out from normal data. A scaling factor controls the
distance between the anomaly clusters and normal data.

Out of the 57 datasets present in the ADBench, we perform experiments only on 30 sets

that span numerous domains of applications. Moreover, sparse representation methods were
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demonstrated to be beneficial for the dependency type of anomalies. Most of the anomaly
detection tasks that involve dependency anomalies involve the generation of dependency
variants of all the used 30 datasets.

Additionally, for one of our methods, we employ experiments on the MIT-BIH Arrhyth-
mia Database. This is a collection of electrocardiogram (ECG) recordings that are widely
used for research and development in cardiac arrhythmia detection. This dataset was created
by the Massachusetts Institute of Technology (MIT) and Beth Israel Hospital (BIH) and
consists of 48 half-hour recordings from 47 patients with annotations marking different types

of arrhythmias and other cardiac rhythms.

1.4 Performance Metrics

To evaluate the effectiveness of classification and anomaly detection algorithms, we need
to use specific metrics that measure various aspects of their performance. These metrics
provide insights into how well a model performs under different conditions and help compare
different models or approaches. In this context, we will discuss the key metrics that are
commonly used in benchmarking these algorithms.

Accuracy is the most intuitive performance measure, and it is simply a ratio of correctly
predicted observations to the total observations. It is particularly useful when the classes in

the dataset are balanced

Number of Correct Predictions

A = '
ccuracy Total Number of Predictions

Precision is the ratio of correctly predicted positive observations to the total predicted

positives. It is a measure of the accuracy of the positive predictions

TP

Precision = ——,
TP+FP

where TP is the number of true positives, and F'P is the number of false positives.
In addition to the Precision metric, we can also measure the ratio of correctly predicted
positive observations to all observations in the actual class. This metric is named Recall (or

Sensitivity or True Positive Rate) and is defined as follows

TP

Recall = ——,
TP+FN

where F'N is the number of false negatives.
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For the anomaly detection problems, we use different performance metrics. The Receiver
Operating Characteristic (ROC) Curve is a visual representation that demonstrates the diag-
nostic performance of a binary classification system by varying its discrimination threshold.
It is constructed by plotting the True Positive Rate (TPR) versus the False Positive Rate
(FPR) across different threshold levels. The Area Under the Curve (AUC) represents the
integral of the ROC curve. It serves as a comprehensive indicator of performance overall
potential classification thresholds. An AUC value of 1 indicates an ideal model, whereas an
AUC value of 0.5 suggests a model with no discriminative ability and random predictions.
Since the anomaly detection problem solves a binary problem, these metrics will be ideal for

measuring the performance of the algorithms.



Chapter 2
Dictionary Learning algorithms

Dictionary Learning (DL) addresses representation learning by updating the representation
capabilities through the dictionary D. The DL problem can be formulated as an optimization
problem, focusing on minimizing the representation error while maintaining the sparsity
constraint.

In this chapter, we introduce some properties of interest regarding the DL problem and
the main implications for the optimization problem. The problem is solved in two stages:
sparse coding, already presented in Chapter 1, and dictionary update. We further introduce
several algorithms for updating the dictionary matrix. We remind here the definition of the
sparse representation problem

y=Dx+v, 2.1

where y € R is the signal of interest, D € R™*" is the dictionary, x € R" is a sparse vector,
and v € R is the noise. This model is suitable if the dictionary appropriately captures sparse
representations for the signals of interest.

In a general application, there might be a substantial number of representative signals y,
named training signals. In this type of scenario, we construct a matrix ¥ € R™ ¥ containing

N training signals. The DL optimization problem can be formulated as follows

i Y — DX |2
min | I

b

st |lxellg <s,0=1:N (2.2)
Jal=1i=1:n

where we considered again ||-||, the O-pseudo-norm and s the sparsity level. As in the
previous problems, each matrix column Y is represented as a linear combination of at most s
atoms. We denote here X, the sparse representation matrix X € R whose columns have

at most s nonzero elements. This is achieved according to the first problem constraint. The
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Fig. 2.1 Dictionary Learning problem [17]

second constraint of interest for the DL problem is the normalization of the atoms, ensuring
equal norms for atoms, stability, and consistency during the learning process. Adapting
the dictionary to the signals samples is called dictionary learning and will be formulated
as an optimization problem. A general view of the DL problem is shown in Figure 2.1.

The objective function of the optimization problem is the squared Frobenius norm of the

N
IEllF = 1Y =DX|[r =1/} }_ e (2.3)
i=1/=1

The given problem can also be expressed by splitting it into signals

representation error

(ngE

N N
2 2
IE|F=Y lled®> =Y lly,—Dx*. (2.4)
/=1 /=1

The following sections introduce several well-known algorithms for the DL problem. At the
end of the chapter, we present a personal custom algorithm that was previously introduced in
[32].

Several DL algorithms address the optimization representation error. The most successful
methods employ alternate optimization, iteratively tackling sparse coding and dictionary
update challenges. The most common choice for the sparse coding stage is the OMP
algorithm. A straightforward approach for the DL solution by Alternate Optimization is
presented in Algorithm 4. This strategy is achieved by iteratively improving a subset of
variables while the other variables are kept fixed. All variables are optimized by alternating
between the two stages, sparse coding and dictionary update. In this way, reasonable local
solutions can be obtained. This strategy is also known as block coordinate descent. The two
main stages are repeated for an imposed number of iterations, denoted as K. Considering a
given initialization for the dictionary Dy, the first step of this problem is the computation of
coefficients matrix X. This can be achieved using OMP, as described in Algorithm 1. The
arrangement of nonzero elements in the representations, denoted as .7, stays constant, making
it a standard nonlinear optimization problem without involving combinatorial intricacies.
Specific DL algorithms further enhance the coefficients of the representations, concentrating

on the elements of X that are already nonzero. Atom normalization could be carried out
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Algorithm 4: DL by Alternate Optimization

Data: signal samples set ¥ € R™N
sparsity constraint s
initial dictionary matrix D € R™*"
number of iterations K
Result: optimized dictionary D
1 fork=1to K do

2 Sparse coding: keeping D fixed, compute sparse representations X

3 Dictionary update: maintaining the nonzero pattern of X fixed, update the
dictionary D (the matrix X may be changed or not)

4 | Atoms normalization (if not already performed): d; < d;/||d||,j=1ton

explicitly at the end of the dictionary update stage. The initial dictionary can be obtained
in various ways. There are several well-known solutions that can boost the DL problem. A
simple approach is to assign random values to all the atoms or select a random subset of
the n training signals to serve as initial atoms. The choice to restrict the algorithm to a set
number of iterations is mainly driven by the lack of a consistently decreasing representation
error. Although the dictionary update phase is typically intended to reduce the error, the
complexity of the sparse coding step being NP-hard does not always ensure a reduction
in error. Naturally, the representation error decreases over time, but occasionally, it might
increase during the optimization steps. Defining a stopping criterion is challenging. Since the
sparse representation problem has several solutions defined before, we continue to address
the problem for the dictionary update stage.

2.1 Descent Methods

This section presents two standard solutions for the dictionary update stage. The first is the
Gradient Descent method, while the other is Coordinate Descent. Both methods involve

updating the dictionary, D, while the coefficients matrix, X, is fixed.

2.1.1 Gradient Descent

The Gradient Descent (GD) method assumes updating the dictionary matrix using a fixed
step and the gradient of the objective function. Considering the representation problem as a
cost function

f(D) = |Y —DX|7 = || E||%, (2.5)
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Algorithm 5: Sparsenet Dictionary Update

Data: signal samples set ¥ € R”*N
current dictionary matrix D € R"™*"
current coefficients matrix X € RV
step size o
Result: updated dictionary D
1 for j=1tondo
2 L Update atom: d < d;+ o(Y — DX)(x})"

3 | Normalize atom: d; < d;/||d ||

its gradient with respect to D is

9f _ 2(DX -Y)X" = —2EXT. (2.6)
oD
Even if this method is not among the best, the simple GD strategy might obtain reasonable
results. Another solution for the current problem is updating the dictionary atom by atom.
More precisely, each atom is updated successively under a fixed gradient descent step. We
further consider d; the current atom purposed for the update, while the rest of the atoms are
considered fixed alongside the coefficients matrix X. The update rule for d is

dj<dj+aY —DX) (x]T-)T, 2.7)

where xJT is the jth row of X and « is the step size. This method is called Sparsenet and was
first introduced in [57]. A summary of this algorithm is given in Algorithm 5.

2.1.2 Coordinate Descent

The other approach uses Coordinate Descent (CD), which involves optimizing a single
variable at a time while considering the other variables fixed. This was first introduced in
[69], and the dictionary update procedure performs the optimization on a single atom while
the step is suboptimal. The authors see this method as a sequential extension of the K-means

algorithm and refer to it as SGK. This method is based on the following assumption

DX =

n

dix!, (2.8)
i=1

where the product between the dictionary, D, and the matrix of coefficients X is expressed as

a sum of outer products between the atoms and their corresponding coefficients. Since the
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representation of matrix X is sparse, the atom d; appears in the representation of specific
signals. We denote .#; the indices of these signals, which also coincide with the nonzero
positions on the jth row of X, i.e., #; = {¢| (j,¢) € Q}. The optimization problem aims to
update the atom d;, while the other atoms are considered fixed. Therefore, the previous cost

function is equivalent to

|Y -DX| =YY dx] —dx}|. (2.9)
i#]
For convenience, we denote the fixed part of this norm with
F = Y—ZdixiT] , (2.10)
i#] 7

where f] denotes the restricted matrix, with respect to the columns with indices in ﬂj The

final form of the cost function is given as follows

2
‘F—djxj,fj .

min 2.11
o 2.11)
where we highlight the atom d;, which purposed for the optimization. The solution to the

current problem is
d;=FX7 <X ; jj.x;) , 2.12)

and is obtained by expressing the Frobenius norm by its trace form and computing the
derivative with respect to d .

The resemblance to the K-means algorithm lies in the fact that the revised atom is a
weighted linear combination of the signals in which the atom is used for reconstruction;
therefore, it represents a weighted centroid, with the coefficients of the representations from
X s, acting as the weights. The current algorithm can be adapted efficiently. More precisely,
equation (2.10) can be computed at the beginning of each atom update (2.12) with respect to
the global error E

F=E+djX; s, (2.13)

while the error matrix is also updated at the end according to

E;=F-dX; . (2.14)
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Algorithm 6: SGK Dictionary Update

Data: signal samples set ¥ € R”*N
current dictionary matrix D € R"™*"
current coefficients matrix X € RV
Result: updated dictionary D
1 Compute error E =Y — DX
2 for j=1tondo
3 Modify error: F =E 4, +d ;X ; ¢,
4 Update atom: d; = FX;’jj/(Xj’ijﬁjj)
5 | Normalize atom (optional): d; < d;/||d;||
6 Recompute error: E g = F-dX; S

The SGK method is summarized in Algorithm 6, which includes all the required steps to
update the dictionary D. Here, we also consider an optional step, which refers to the atom

normalization.

2.2 Method of Optimal Directions

Method of Optimal Directions (MOD) [19] takes advantage of the fact that the dictionary
update step is a quadratic optimization problem with respect to the variable D. This problem
can be formulated as an LS problem. Therefore, considering the coefficients matrix fixed,
the dictionary matrix is updated as follows

D=rx" (xx")"". 2.15)

Notice that the dictionary update in MOD does not ensure the atom normalization; thus, this
stage has to be made explicitly. The numerical implementation of this algorithm can be done
with Cholesky factorization or orthogonal triangularization. The second option is more stable

numerically, although it is more complex.

2.3 K-Singular Value Decomposition

The K-Singular Value Decomposition (K-SVD) addresses the optimization problem by
following a block coordinate descent algorithm. Compared to its predecessors, it optimizes
the representation coefficients without modifying the sparsity structure. On the other hand,
it respects the approach from the SGK algorithm by considering both the atom d; and the
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Algorithm 7: K-SVD Dictionary Update

Data: signal samples set ¥ € R™N
current dictionary matrix D € R"*"
current coefficients matrix X € RN
Result: updated dictionary D
1 Compute error E =Y — DX
2 for j=1tondo
Modify error: F =E 4, +d ;X ; ¢,
Compute first singular value o7 of F and associated singular vectors u; and v{
Update atom and representation: d; = u;, X ;, ;= Ol vlT

A A W

Recompute error: E 7, = F-dX; S

corresponding representation coefficients X ; s, as variables. The idea behind this approach
is that the approximation is better compared to optimizing only the atom, increasing the
likelihood that subsequent atoms will better match the representation. Even though the current
atom may have a different value when optimized alone, the sparsity pattern, along with the
coefficients, is altered during the sparse coding process. Therefore, the coefficients optimized
in the dictionary update are intended to enhance the further effective atoms. Considering
again the problem in (2.11), we compute the Singular Value Decomposition (SVD) of the

matrix F
F =

-

ciuv! (2.16)
i=1

where o, u;, v; are the singular values, left singular vectors, and right singular vectors. The

solution of the given problem is
d=u;, x=oyv;. (2.17)

The K-SVD dictionary update is given in Algorithm 7. Compared to the SGK algorithm,
it is more computationally costly due to the SVD decomposition. On the other hand, the
computations of K-SVD can be reduced since it only requires the first singular vectors, which
are easier to compute than the full SVD.

Another version of this algorithm is the Approximate K-SVD [63], which avoids com-
puting the SVD decomposition. A key difference is that the current atom is first updated,
followed by its corresponding representation coefficients. Unlike in K-SVD, where the
update is made simultaneously, the update steps are performed sequentially. The key idea
of this algorithm is to split the initial problem (2.11) into two successive smaller coordinate

descent blocks. The optimal atom was previously computed and is given in (2.12). What is
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Algorithm 8: AK-SVD Dictionary Update

Data: signal samples set ¥ € R”*N
current dictionary matrix D € R"™*"
current coefficients matrix X € RV
number of inner iterations I € N, 7 > 1
Result: updated dictionary D
1 Compute error E =Y — DX
2 for j=1tondo
3 Modify error: F =E 5, +d ;X ; ¢,
4 fori=1to/do
) T T
5 Update atom: dj:FXij/HFXijH
6 Update representation: X ]T 7= F'd j
7 Recompute error: E g = F-dX; 5

left is the computation of optimal representation. Considering the problem (2.11) we write
an equivalent form
|F —dx"||7 = |F|% —2d" Fx+x"x, (2.18)

that takes advantage of the Frobenius trace form, in which we use the fact that ||d|| = 1. This
is a quadratic function in x. Equating with zero the derivative with respect to the vector x, we

obtain the optimal representation as follows
x=F'd. (2.19)

The main steps of the AK-SVD dictionary update stage are given in Algorithm 8. The final
form of the algorithm includes an adaptation in which the current atom and representations
are successively updated for 7 iterations.

AK-SVD and SGK have similar implementations. If we neglect the inner loop of AK-
SVD, this algorithm has one line more than SGK, which takes care of updating the optimal
representation. K-SVD and AK-SVD ensure the error decreases during the dictionary
update process. While in K-SVD, the decrease in error is maximal, AK-SVD ensures a
minimum decrease. Therefore, the coordinate descent for K-SVD is optimal, while for the
AK-SVD is suboptimal. In practice, AK-SVD needs a few more iterations to achieve the
same performance as K-SVD.

Starting from the AK-SVD algorithm, various adaptations and strategies can be obtained.
One of these ideas [32] is a personal contribution that takes advantage of an updated version

for the matrix of coefficients, X. This strategy considers updating the representation coeffi-
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Algorithm 9: UAK-SVD Dictionary Update

Data: signal samples set ¥ € R™N
current dictionary matrix D € R"*"
current coefficients matrix X € RN
number of inner iterations I € N, 7 > 1

Result: updated dictionary D

1 Compute error E =Y — DX

2 for j=1tondo

3 Modify error: F =E 4, +d X ; 4,

4 fori=1to/do

5 Update atom: dj:FX]T,]j/HFXJTJjH

6 Update representation: X ]T 7= E;jd jtXjid;

7 Recompute error: E s, = F —d ;X ; 4,

cient matrix, according to (2.19) by taking into account (2.13). In AK-SVD, the matrix of
coefficients does not consider the updated atom in the representation. Therefore, an updated

step can be achieved by computing the matrix of coefficients as follows
X;;,=E;dj+X,;d;. (2.20)

We name this algorithm the Updated AK-SVD algorithm (UAK-SVD), which only modifies
step 6 of the AK-SVD algorithm. We summarize the UAK-SVD steps in Algorithm 9.






Chapter 3

Sparse representation with Infinite Set
Atoms

In sparse representation problems, the solution depends on and is limited to the collection
of basis functions, usually named atoms. Each signal is represented as a weighted sum of
these atoms, leading to a sparse linear combination. In general, the atoms follow the standard
structure of a column vector. In other scenarios, different conditions might be imposed on
these atoms to follow a quasi-orthogonal representation. This type of property ensures a
comprehensive representation of the space. On the other hand, the atoms can follow different
conditions and constraints that can be imposed during the training process, which might
facilitate interesting results for some applications, such as anomaly detection.

In the following sections, we present two new concepts that are used in the context
of sparse representation. We introduce two different infinite set atoms that refer to dictio-
nary elements that are not described by a single vector but are instead defined by vectors
characterized by infinite sets.

These examples include Gaussian (probability distributions) atoms, which include atoms
basis that are described by Gaussian distributions. This type of representation can be smooth,
localized, and particularly useful for capturing inherent properties of the data. The other
infinite set is described by Cone atoms in which the atoms are described by a hypersector of
the unit hypersphere in R”. These types of atom representations have beneficial properties
that become critical in outlier detection problems.

We end this chapter with some experiments regarding anomaly detection tasks, in which

we compare the proposed methods with some public benchmarks.
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3.1 Sparse representation with Gaussian atoms

This section presents a method for sparse representation, which was first introduced in [30].
The dictionaries we consider have atoms described by Gaussian probability distributions
centered around certain main atoms. This type of extension demonstrates a better char-
acterization of localized features of the signals, and it is usually suitable for applications
involving unsupervised anomaly detection. The calculations of the representations include
balancing the error between the representation and the likelihood of the actual atoms used in
the representation. This algorithm comes with two interpretations in the spirit of the previous
algorithms. The first one is greedy and is in the spirit of the OMP (Subsection 1.1.1), while
the second uses the L1 regularization term, such as in FISTA (Subsection 1.1.2).

The key idea of this method is to extend the atom of the dictionary D € R™*" to an infinite
set of vectors. A probability distribution will characterize each atom. More precisely, the
initial atom d; € R™ will be reconsidered as being the central atom of a Gaussian distribution
9(d;, 0;) defined by the probability density function

1 |la; —dil*
. 2\ _
p (ai’dhci ) - Gm(zﬂ.’)m/z exXp (_ 20_2 ) (31)

1

while the actual atoms that are used in the representation will be the vectors a;. In the
Gaussian distribution, d; is the mean of the distribution while o; represents the standard
deviation. We note here that the distribution is multivariate. We use only covariance matrices
such as 61-21 for simplicity reasons.

The sparse representation problem is reformulated to consider both representation error

and probability. Given a signal y € R, we seek a representation
n
y= ina,', (3'2)
i=1

where s is the sparsity constraint and gives the number of the nonzero coefficients x;, and a;
the used atoms which are associated with the Gaussian distribution corresponding to central
atom d;.

In addition to the approximation error mentioned in equation (3.2), we describe the actual
atoms a; based on their joint probability of being part of ¥;(d;, 0;) as defined in equation
3.1

p(ai < gj(di, G,'),i =1: n) = H p (ai;d,-, O'l-z) . (3.3)
x,-;éO
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Since we seek to maximize the probability distribution, we reconsider the given problem by

working with the negative log-likelihood of the probability

. d.112
~log(p(a; € %(d;,0:),i=1:n)) = Y (M +mlog (a,-ﬂ)) . (34

2
x; 70 ZGi

The key point of this problem is to compute a sparse representation with good error and high
probability. This is achieved by combining the two problems under an objective that trades

off between error and probability

- 1 2 - 2
T SRS
xi#0 Vi i=1 (3.5)
s.t. lai||=1,i=1:n '
x[lo = s

where A is a scalar parameter denoting the trade-off factor between the error and probability.

3.1.1 Representation problem with known support

We first solve the given problem using a fixed support. We assume that the s central atoms, or
the means of the Gaussian distributions described by (3.1), are d;, i = 1 : s, and are normalized
such that ||d;|| = 1. Considering y € R™ the proposed signal for the sparse representation,

the problem (3.5) becomes

N 1 S
i —lai —di|]* +Ally — a;|)?
aieRmeR ;Gf” =il Al ;x’ 4 (3.6)
s.t. lail| =1,i=1:s

The new problem is a Total Least Squares (TLS) [52] problem, and it is solved by suc-
cessive optimization (block coordinate descent), initialized with a; = d;. The representation

coefficients, x;, are computed by solving a least-squares problem
N
min [ly — i:ZIx,-d,-H- 3.7)
We continue solving the current problem only for a;, which will be updated, while the

remaining variables will be considered fixed. This iteration is applied accordingly for the

rest of the variables, which are updated sequentially. For convenience, we remove the index
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one from all variables and constants. We first rewrite the objective (3.6) as

1 -
flax)=—la=d|*+A[y—xal?, (3.8)
where S
y=y—) xa (3.9)
i=2

The function (3.8) is convex in each of the variables a and x, but not in both. We will
solve the problem by updating each variable independently while the other is considered

fixed. When a is fixed, the optimal value of x is

X= (3.10)

Replacing the previous result in (3.8) we obtain

1 a'y
ha)=—lla—d|* + 1| — 5 3.11
(a) GZHa || + y Ha“za Y ( )
where we note the gradient value of the second term
2 - - -
25— ay I'- 2 [HS’IIZ— (“Ty>2] @y aTyy (3.12)
da||” |a|? da lal? |al[* al?
while the gradient of h(a) is
! (a’y)* @'y
gla)=—(a—d)+ A a—A7 y. (3.13)
o’ |al[* |al?
Setting it to zero leads to
1 (aTS’)Z] 1 a’y
— +4 a=—d+A—=y. (3.14)
{02 lall* o’ jal|?
Proposition 1 The function
h(a) = min f(a,x) (3.15)
X

is unimodal on the chord that is formed by the intersection of the hypersphere ||a|| = 1 with
a plane defined by d and ¥, between the two vectors.

Proof.
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1. We first demonstrate that the solution is in the plane defined by d and y. Multiplying

the function (3.15) with 62, the problem can be written as
h(a) = hi(a) + Bha(a), (3.16)

where h(a) = ||a—d|?, ha(a) = min, || — xa||?, and B = 6>A. This multiplication does
not change unimodality since o7 is positive.

Lemma. If a,& € R™ are such that ||a|| = ||€]| = 1, a”§ > 0 and & § > 0 (changing the
sign of a does not change the value of hy) and ||y —a|| < ||y — &||, then hy(a) < hy(§).

Proof. Considering the optimal form (3.10) of x, we obtain
ho(a) = |y —(a'y)a|? = |3I1* - (a"5)*. (3.17)

The conclusion is evident, given the fact that § —a 2 < 3 — & 2 implies a’y > &’ § and both
scalar products are positive. |

We now assume that € is not part of the plane defined by d and y. Using a spherical
projection, we can find a on that plane, with |d —al| < ||d — &| and ||y —a| < || — &]|.
This demonstrates that a is closer to both vectors d and y. The first inequality implies that
hi(a) < hi(€). According to the above Lemma, the second inequality implies hy(a) < hy ().
The main conclusion is that h(a) < h(&), which demonstrates the fact that the searched
solution is on the plane defined by d and ¥.

For now, we demonstrated that the solution to the problem lies in a plane.

2. We continue to solve the problem in 2D after some appropriate rotation. Since ||a|| =1,

we consider a; = cos 0, a; = sin 0. The optimal value of x in (3.10) is

x=al'y=7,cos0 +7,sinb. (3.18)
Using the new notation, under several adaptations, we obtain

hy(6) = (51 sin6 — §,cos 0)? . (3.19)

To simplify the problem, we take y> = 0. Notice that the properties of the functions are
not changed under rotation transformations. On the other hand, we will take angles of
0 € [0,7/2] and examine only the case d; > 0,d, > 0. In this case the function (3.16)
becomes

h(0) = (cos @ —d;)* + (sin @ — dy)* + B3 sin> O, (3.20)
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and its derivative is
n(0) :2(d1 sinG—dzcose—kBy%sinGcosQ). (3.21)

Since 4'(0) < 0, we conclude that & decreases when it is close to zero. Let 6y > 0 be the
minimum value for which #'(6y) = 0, which also means that #'(6) < 0 for 6 € [0, 6y). The
first two terms of (3.21) are functions that increase as 6 ranges from 0 to 7 /2, while the
third term is positive on this interval. Therefore, it follows that #'(8) > 0 for 6 € (6y, 7/2].
Consequently, the function 4(8) exhibits unimodality on the interval [0, /2] and possesses
only one minimum. The angle 6 = O represents ¥, whereas the angle corresponding to d lies
in the range (0, 7/2]. Therefore, the function (3.15) exhibits an unimodal behavior on the
chord connecting the directions d and . |

Although (3.14) is a nonlinear equation, due to the convexity of 4 proved in Prop 1, it
has a single solution, which is a linear combination of d and y. Finally, the solution to the
problem is the point where moving towards d or J increases the objective. This leads to a

convex sum of the following form
a=yd+(1-7), (3.22)

with y € [0, 1]. Moreover, the obtained vector a is normalized, and the vectors d or y require
alignment. If the directions are opposite, i.e. the scalar product is negative, a sign change is
needed.
The minimum of (3.11) can be found according to a line search on the chord joining
d and y/||3|| on the hypersphere, thus enforcing the constraint ||a|| = 1. Several available
techniques can be used. A simple, robust, yet slow method is the golden section. We name
the above described algorithm for minimizing (3.11) Atom_update for further reference.
On the other hand, during the coordinate descent algorithm that solves (3.6), after a single
step of minimizing (3.11), we note that once a; and x; have been updated, the coefficients x;
are no longer optimal.
The optimal value for the actual atom a; can be determined by solving the least squares
problem similar to (3.7)
N
rrgn]\y—z;xia,-H. (3.23)
i—
This problem can be solved after each atom update a;. Since we update only the i-th column
of the matrix involved in the least squares problem, we propose to update the orthogonal

triangularization.
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Remark. The convergence of the algorithm is ensured using the Prop. 1, the minimum
of (3.11) can be computed with good approximation by the golden section algorithm. This
implies that every iteration of coordinate descent reduces the objective function in (3.6).
Similar behavior is observed when addressing the optimization problem in (3.23).

3.1.2 Orthogonal Matching Pursuit with Gaussian atoms

This subsection introduces the OMP method adapted for Gaussian atoms, which solves
problem (3.5). The main difficulty of the current problem is identifying the support of the
representation. The actual atoms and their corresponding coefficients can easily be computed
as long as the support is available. We further assume that the central atoms D and the
associated standard deviations are known.

The problem is solved according to the classical OMP. The atoms are chosen and com-
puted sequentially to minimize the representation error. A new atom is added to the support
by searching for the central atom closest to the current residual. Notice that this time, the
distance is measured in a probabilistic sense.

Considering A as being the matrix of the known support (actual atoms), the next atom a
is chosen so that it minimizes the current residual 7 =y — Y ; x;a;. The central atom is chosen
according to the smallest log-likelihood value from (3.24).

The initial value of the residual is # = y/||y||. After k successive iterations, we consider
the current residual is 7. Before choosing the next atom, we must consider that the central
atoms can have directions that point away from the current residual. We adjust them based on
the scalar product between the atoms and the residual, @ = sign(# D). Any negative scalar
product indicates an opposite direction, which leads to the reverse of the direction, such that
it is nearest to the residual. This implies also reversing the sign of the coefficient in the linear
representation. After the appropriate direction has been secured, the nearest central atom is

identified by the highest probability (3.1) of the residual, which amounts to the minimum of

F—oidi||®
% +mlog <G,-\/27r) . (3.24)

Once the central atom is identified, the current support is updated. The method continues
searching for the actual atom, which belongs to a Gaussian distribution around the previously
chosen central atom. This implies updating all the actual atoms of the support, which is
accomplished using coordinate descent, as described in the previous section. The actual
atom is computed using the bisection method, which computes the most representative atom

a, alongside its corresponding coefficient x. Notice that the support of the Gaussian OMP
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problem is always fixed. On the other hand, the support benefits of having different atoms
under infinite spaces due to the use of Gaussian distributions. Every time the support is
increased, the atoms around the Gaussian distributions must be updated.

A fixed number 7 of iterations is employed, during which we scan the current support and
update the atoms and their coefficients sequentially. Alternatively, we can continue iterating
until changes in atoms are below a specified tolerance. The steps of the Gauss-OMP method
are summarized in Algorithm 10. Since Atom_update is a coordinate descent algorithm,
the representation error always decreases. On the other hand, the chosen support is not
necessarily optimal, although Gauss-OMP converges. Hence, attaining the minimum of (3.5)
is not guaranteed.

The complexity of Gauss-OMP is O(Tms?* + smn). The complexity of the operations in
steps 10-13 is O(m), even though the actual coefficient of m may be significant because of
the golden section search performed by Atom_update. The three loops (steps 2, 7, 8) account
for the T's” part of the complexity. The smn part of the complexity is due to steps 4 and 5.
Considering T a constant, the complexity is similar to that of OMP, which is O(ms(n +s?)).
However, Gauss-OMP is much slower since it requires the Atom_update procedure.

3.1.3 Convex relaxation - Gauss-L1

The previous problem can also be solved using L1 relaxation. The objective of (3.5) is

replaced with
n

1
Y llai—di+ 2]y~

i=1"i i

xiai||> +v|x||1, (3.25)
1

n
where y > 0 is a constant. The constraints ||@;|| = 1, i = 1 : n, are still enforced.
The approach to the current problem is based on a block coordinate descent. The actual
atoms a; and their corresponding representation coefficient x; are updated successively
The optimization of a; is made in a similar manner. We fix all the other variables and
update the actual atom. The matrix A is denoted the set of actual atoms, having the vectors
a;, i # j, as columns. Similarly, X is the vector x of coefficients, from which x; was removed.

Denoting = y — A%, the terms of (3.25) that depend on a jare

1 2 5 2
flaj) = —llaj—djl|"+ 4[|y —x;a,]".
0j
By setting the gradient of f to zero, the new atom is obtained

a GJZ y+ ! d (3.26)
= X — ; . .
/ Axio?+1 7 o? /
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Algorithm 10: Gauss-OMP

Data: central atoms d; € R™ with standard deviations 6; € R; (d; and o; define
Gaussian atoms ¥;(d;,0;), j=1:n)
vector y € R"”
sparsity level s
number of search iterations T
Result: support . C 1 : n of sparse representation
actual atoms a; € R", j € .7
representation coefficients x; € R, j € .

1 Initialize F =y, ¥ =0,A=D

2 fork=1tosdo

3 Normalize residual: # = 7/||F|

4 Compute projection orientations: @ = sign(r! D)

5 Decide next index based on probabilities:

j = argmin,|7 — @,d;[2/(262) + mlog (6/27)

6 Increase support: . + . U{;}

7 fort=1to 7T do

8 fori=1tokdo

9 Index in full dictionary j = .7 (i)

10 Remove current atom from residual: y < F+ax;
1 Update atom: a; = Atom_update(d;,0;,¥,A,¢€)
12 Update x; with (3.10) (with a = a;)
13 Update residual: 7 <y —ax;

Once all atoms have been updated and normalized, the method continues with the update
of the coefficient vector x. The optimization function of interest is

n

g(x)=2Ally— Y xiai||* +7lx;| 3.27)
i=1

This is a usual sparse representation problem with L1 regularization and can be solved with
FISTA (Algorithm 3).

The optimization problem continues with the coefficient x; update, assuming that all
other variables are fixed. The function to be optimized is

g(xj) = A|[y—xjajl|* +vlx] (3.28)
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which is a convex function whose minimum is given by

x; = soft_th (a]Ty, %) . (3.29)

Algorithm 11 implements the above approach. The initial representations are computed
by running the FISTA algorithm with the dictionary of central atoms. This strategy gives
a good start to the algorithm. The atoms are updated in random order in each iteration to
prevent stalling. The residual is calculated efficiently by incorporating the current atom, with
a complete recalculation only performed in every master iteration. Otherwise, the algorithm
is simple: formulas (3.26) and (3.29) are repeatedly used. Normalization is only achieved at
the end of an iteration. Besides the data and parameters from (3.25), other input parameters
are related to FISTA. For example, the number of iterations is ngista, Which should not be
too large since an approximate solution is sufficient. The step size ¢ is specific to proximal
gradient methods and ideally should be the inverse of the largest eigenvalue of ATA. The
regularization constant is y/A, as visible from (3.25).

The complexity of Gauss-L1 is O(nymn). Each individual atom update (steps 6-9 of
Algorithm 11) requires O(m) operations. Although the complexity per iteration is low,
quantifying the number of iterations nj remains challenging. The experiments demonstrate
that 100 iterations are more than enough for convergence.

It is worth mentioning that the algorithm does not guarantee the decrease of the objective.
Although (3.26) and (3.29) decrease the objective, the normalization in each iteration may

increase it. However, the results suggest that each iteration decreases the objective.

3.1.4 Dictionary Learning with Gaussian atoms

We continue to solve the DL problem associated with dictionaries of Gaussian atoms. Con-
sider a matrix ¥ € RV with columns representing training signals. Our goal is to determine
the dictionary D of central atoms in a way that minimizes the cumulative value of objective
functions similar to those referenced in (3.5) or (3.25) across all signals. We assume that the
standard deviations o; are given.

We solve the DL problem by alternating sparse representation (with Algorithms 10 and
11) and dictionary update steps. To solve the latter stage, we consider the representation of
signal y,, which is }/' , xjsa;,. We note that the only term that directly depends on the central
atoms is the first in both (3.5) and (3.25). In the DL context, it becomes

n n 1

N 1
ZZ;Haié—diHZ:Z—z Y i —d;||*. (3.30)
(=1 i

i=1 i=1 9i" (x40
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Algorithm 11: Sparse representation with L1 regularization for Gaussian atoms

Data: central atoms d; € R™ with standard deviations 6; €R, j=1:n
vector y € R™
number of iterations n;;
parameters A, y from (3.25)
number of FISTA iterations ngsta
step parameter ¢ for FISTA
Result: actual atomsa;, c R™,i=1:n
representation coefficients x € R™

Initialize A =D, x =0
Compute initial representations: x = FISTA(y,A,x,Y/A,npista, )
for i =1 to n;, do
Compute residual: r =y — Ax
for j = random permutation of 1: n do
Remove current atom from residual: § <— r+x;a;
Update actual atom a; with (3.26)
Update coefficient x; with (3.29)
Update residual: r <y —x;a;

e e NN N AW N =

10 Normalize atoms (columns of A)

The second sum contains only the actual atoms effectively used in the representation.
This is explicitly the case in (3.5). For (3.25), this is justified by the update formula (3.26):
when x; = 0, it results that a; = d j> 80, the terms for which x;; = 0 naturally disappear from
(3.30).

The update rule for the central atoms can easily be computed from (3.30). Once the
actual atoms have been calculated, the central atoms are deducted with

di= ) ay, (3.31)
%70
followed by normalization. This formula is simple and allows the computation of the future
central atoms on the fly without the necessity of storing the actual atoms. Algorithm 12
presents the structure of DL for dictionaries with Gaussian atoms.
The update of central atoms is a light operation. Overall, the representation algorithm
gives the complexity of the DL-Gauss algorithm.
Remark. Concerning convergence, DL-Gauss exhibits characteristics similar to those
of other DL algorithms. While Gauss-OMP delivers the optimal solution for the selected

support, within the framework of DL-Gauss-OMP, it cannot be assured that the chosen
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Algorithm 12: DL-Gauss (-OMP or -L.1)

Data: training signals ¥ € R™V
initial central atoms D € R"™*"
standard deviations 6; €R, j=1:n
number of iterations n;;

Result: trained dictionary D € R™*"

1 for i =1 to n;; do

2 Initialize D = 0,,,x

3 for /=1to N do

4 Compute representation x and actual atoms A for y, with Gauss-OMP or
Gauss-L1

5 for j=1ton x; #0do

6 L d j d jta;j

7 Normalize columns of D

8 D« D

supports improve upon those from the previous iteration. Furthermore, even though the
update (3.31) of central atoms reduces the objective, there is no assurance that subsequent
computed representations will exhibit reduced errors. Comparable observations pertain to
DL-Gauss-L1. Thus, there is no certainty that DL-Gauss will reduce the objective of (3.5)
or (3.25) in each iteration. Nonetheless, as is common with many DL algorithms that lack
such assurances, their practical performance remains impressive, as demonstrated in the

subsequent section.

3.2 Sparse representation with Cone atoms

This section extends the initial atom vectors to another infinite set, denoted by a Cone atom.
This representation was previously introduced in [31]. This time, the set is not modeled by
a Gaussian distribution, but by a hypersector of the unit hypersphere in R™. For simplicity
reasons, the set is further named cone. Just as in the case of the Gaussian distribution, the
Cone has a central atom, d € R”, with ||d|| = 1 and the set is characterized around this central
vector. The cone €'(d, p) contains all vectors a € R™, with ||a|| = 1, for which |la —d|| < p.
The radius of the cone is p. Since a single atom is used to describe a direction in the context
of sparse representation, the set %(d, p) is extended to a (infinite) cone.

The j-th column of the matrix D, denoted as d j, is now interpreted as the central vector

of a cone ¢'(d;,p;), where p; represents the given radius. If, in the case of a Gaussian
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distribution, the parameter that describes the Gaussian atom is the variance of the set, o,
in the case of a cone set, a new parameter is introduced related to the cone radii. The
value of each radii gives the comprehensiveness of each cone atom. The problem is solved
by minimizing the representation error, similar to the standard scenario. When the sparse
representation is built, the atoms are selected from a cone set. The sparse representation

problem becomes the optimization problem

. n
il Y- Tjajle
s.L. Ix]lo < s (3.32)

aje%(dj,pj), j=1:n

The sparsity level is still named s. A geometric illustration for the solution of (3.32), with
s = 2, 1s shown in Figure 3.1. The most accurate approximation of the signal y is obtained by
projecting it onto the plane defined by a; and a;. These vectors are selected so that the plane
is tangent to both cones, effectively minimizing the distance to y.

The problem (3.32) can also be solved in an Orthogonal Matching Pursuit (OMP) manner.
Typically, after solving (3.32), reconstructing the signal is only possible if the individual
atoms a; are preserved, as these atoms differ for each signal. This may be more challenging
than usual, where only the atom indices need to be preserved. Therefore, coding or com-
pressed sensing applications may not be feasible for Cone sets. However, this type of set
demonstrates significant applications that do not require reconstruction, such as denoising, in-
painting, classification, or anomaly detection, where storing the approximation of y obtained
from (3.32) or the representation error is sufficient.

While (3.32) exhibits linearity when considering a single signal, it demonstrates inherent
nonlinearity when dealing with multiple signals, which is often the scenario because the
specific atoms a; are not predetermined but selected from an infinite pool.

Not only is the traditional sparse representation model significantly enhanced, but ad-
ditional nonlinearity can also be incorporated by utilizing kernel techniques [82] or their
approximations [24] in our model. The research on the relationship between dictionary

learning and neural networks [58, 29, 50] is also worth exploring.

3.2.1 Nearest Cone atom

The basic problem continues with finding the nearest Cone atom. Considering the current

residual # € R™, normalized such that ||7|| = 1, the solution seeks to find the closest atom
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Fig. 3.1 Optimal approximation of a signal y with the linear combination x1a; + x>a, of two
cone atoms.

from a given cone ¢'(d, p). Therefore, the solution to the current problem is given by

min |la—7|2
acé(d,p) (3.33)
s.t. l|la|| =1

Ignoring the mathematical formulation, this is a simple geometric problem, illustrated
in Fig. 3.2. Since 7 € € (d, p), a trivial solution for this problem is @ = ¥. Otherwise, it is
evident that the vector a is located within the subspace created by d and ¥ and is situated
at the boundary of the cone, thus a —d = p. Let g be the vector orthogonal on d in this
subspace, with ||g|| = 1. We denote p = d” ¥ and remark that we can consider p > 0 (we can
replace 7 by —¥). We can write ¢ = ad + B¥. Orthogonality implies 0 = d'g=a+ Bp.
Usinga = —Bpin 1 = ||q|*> = a®+ B> +2aBp = B>p*> + B> —2B°p?, we get

B=1/y/1-p% (3.34)

We currently possess an orthogonal basis for the 2D subspace in which vector a is located,
and we express this as
a=Ad+uq. (3.35)

To find the coefficients of the linear combination, we see that ||a| = 1 gives A2 4+ u? = 1 and
la—dj| = p gives
da=1-p?)2. (3.36)

Multiplying (3.35) with d” we get

A=d'a=1-p%)2 (3.37)



3.2 Sparse representation with Cone atoms 39

Fig. 3.2 Nearest atom a in cone centered in d with radius p, with respect to a vector #. The
vector ¢ is orthogonal on d. All vectors have length 1.

and take (U is positive by construction)
nw=v1-A22 (3.38)

The main steps for the current algorithm are summarized in Algorithm 13. The vector r
can be arbitrary.

The requirement that 7 belongs to the set ¢'(d,p), as mentioned in step 5, is directly
derived from the condition d — ¥ < p, considering that the vectors have a unit norm; this
can be contrasted with (3.36).

3.2.2 Orthogonal Matching Pursuit with Cone atoms

In this subsection, we continue with the adaptation of OMP for solving (3.32). Just like
in OMP, we follow two important operations: choosing the next atom in the support and
calculating the least squares for the current solution. We investigate the structure of a
dictionary containing cone-shaped atoms.

We consider A the matrix whose columns are the atoms selected before the current OMP
step and x the associated representation vector. The current residual is given by r =y — Ax.
The support is updated by searching for the atom with the largest projection on the residual.
This can also be interpreted as the nearest from the residual, just like in the last line of
Algorithm 13. The best projection is computed according to (3.35)

Fa TP (v ap)p+Bu
P AptBu(l—p?) (339)
(3.34),(3.38) Ap+ \/(1 (=)
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Algorithm 13: Nearest_atom: compute the nearest atom in a cone from a given
vector

Data: vector d € R" and p > 0 defining €' (d, p)
vector r € R
Result: atom a € €' (d, p) nearest from r

1 Normalize vector: ¥ =r/||r||
2 Compute projection p = d'F
3 if p <0 then
4 | Change orientation: 7+ —F
5 if [p| > 1 — p?/2 then
L The vector is in the cone: a = F

Set f=1/y/1-p* a=—B|p|
SetA=1-p2/2, u=+v1-A2
10 The desired atom is @ = (A + po)d + upr

7 else

e ®

It is important to highlight that when calculating this equation, it is unnecessary to determine
the best atom a; instead, we only need to calculate the standard OMP projection p = #' d,
ensuring that p is positive. As A is a constant that depends on the atom and can be calculated
just once for a given dictionary, this implies that evaluating (3.39) for all atoms requires only
marginally more computation than calculating the projections in the OMP algorithm.

Once the support is increased with the atom with the best projection, OMP proceeds by
computing the least squares solution for that support. In this way, the representation error
i1s minimized in a standard OMP setup. However, this strategy is no longer valid for cone
atoms. Since the atoms already selected may still not be optimal, they must be reconsidered.
They are usually not the solution of the current version of (3.32); see again Figure 3.1.

Given that every cone is a convex set, the optimal approximation of y through a linear
combination of atoms can be determined by iteratively projecting onto the cones €' (d,p;)
that are chosen as the support. Each projection is computed using Algorithm 13. Just like
in the OMP algorithm, we can impose two stopping criteria. The first one is to iterate the
projections until there is no significant progress in the approximation error, and the second
one is to iterate for a predefined number of iterations. The natural initialization is the least
squares approximation of y with the currently selected atoms. A least squares solution is
calculated in every iteration, similar to OMP, followed by multiple projection rounds. The

added complexity is relatively minor as only vector operations of O(m) complexity are
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employed in each execution of Algorithm 13. The overall complexity is only a few times
that of OMP.

The above operations are gathered in Algorithm 14, Cone-OMP. Steps 5-11 involve
selecting the next cone atom and computing the atom nearest to the current residual. Step 7
implements (3.39) for the next cone atom selection. Elementwise multiplication is denoted
by ®. The matrix A contains the actual atoms from the selected cones. The for loop 14
implements a single round of projections, although several could be used by simply repeating
the loop.

In this form of the algorithm, the representation vector x has finally s elements, corre-
sponding to the s columns of the actually used dictionary A. The cones to which the atoms
belong are given by .. We have ignored the case where the residual is inside a cone, and

hence, the representation is exact; in this case, the algorithm must be stopped immediately.

3.2.3 Dictionary Learning with Cone atoms

We further introduce the problem of Dictionary Learning in the context of Cone atoms. This

idea was first presented in [5]. The current problem is formulated as follows

2
N n
min Y |y, — Y @i
djER ,X[ER /=1 i=1 2 (340)
s.t. [x¢jo < s, £=1:N

ayc¢(d,pi),i=1:nl=1:N

where we considered N signals y,, £ =1 : N. We assume that cone radii p;, j = 1:n, are
fixed and the Cone atoms are characterized by the cone centers d, j = 1 : n. In the current
problem, we only optimize the central atoms, while the cone radii are given and considered
fixed. With an error objective and no constraints, radii optimization would lead to large
values that make all errors equal to zero; such a solution is irrelevant.

The problem (3.40) is solved in a standard iterative approach. The representations and
the dictionary are updated successively. For the sparse representation problem, Algorithm 14
is used. The representation matrix, X, is stored as usual in DL algorithms. On the other side,
for the actual atoms, we need more memory storage, which is not actually efficient. However,
this can be avoided by processing all the information after the Cone-OMP stage.

The solution for cone atoms update is inspired by the AK-SVD [63]. Denoting d;

the central atom and considering the rest of the variables fixed, the error matrix F can be
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Algorithm 14: Cone-OMP: Optimal Matching Pursuit with cone atoms using
successive projections

Data: dictionary D € R™*" and radii p € R”
(D and p define cones €(d;,p;j), j=1:n)
vector y € R™
sparsity level s

Result: representation x € R®, solution of (3.32)
support . C 1 : n of the sparse representation
actually used dictionary A € R"™*S

1 Initializer =y, . =0,A =]
2 for j=1tondo

3| Ai=1-p7/2
4 fork=1tosdo

5 Normalized residual: # = r/||r||

6 Compute projections: p =D’r

7 | Decide next index: j = argmax <l olpl+vV(1-204)0(1 —p@p))
8 Next atom: a@ = Nearest_atom(d ,p;,¥)

9 | Increase support: .7 < .S U{j}
10 Update actual dictionary: A < [A a]

11 Compute x by solving miny ||y — Ax||

12 Compute residual: r =y — Ax

13 if £ > 1 then

14 fori=1tokdo

15 Index in full dictionary j = .7 (i)

16 Remove current atom from residual: r < r+ x;a;
17 Update atom: a; = Nearest_atom(d,p;,r)

18 Update coefficient: x; = rla;

19 Update residual: r < r —x;a;

expressed based on its column vector as follows

fo=yi— Y aixi. (3.41)
i#j

The squared error has the expression

Z||f€_aj€xj€||2- (3.42)
¢
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For this sum, only the signals whose representation uses an atom from ¢ (dj, p;) are used.
The rest of the signals x;; = 0. If the representations are optimal, then aj; = d; + g ;y, where
8¢ is a vector with [[g ;|| < p, situated in the subspace generated by d; and f,. More
precisely, g, represents the difference between the normalized projection of f, on the cone
and the cone center.
If we replace a j; with the above expression, the derivative of the error (3.42) with respect
tod;is
2;x§£dj—2;xjg(fg—xﬂgﬂ). (3.43)

Setting the derivative to zero gives the update rule
dj ) xje(fo—xjlaje—d;)), (3.44)
L

followed by the normalization step.

Remark 2 To understand this, consider the case when only one signal is used, then the
updated d; becomes the center of a cone with radius p that is tangent to f,. If f, is already
within the cone, then d ;j does not change; this process is akin to soft thresholding, where the
cone is adjusted minimally to achieve optimality.

To demonstrate the previous hypothesis, we use the relation f, = asx;, + €, where €
is the representation error. From (3.44), it results that d; <— x;,d ; + €. When f, was in the
cone, then € = 0. Since f, — & was on (or inside) the cone, now it is on the boundary (or

inside) of the new cone. |

In the AK-SVD algorithm, all the atoms are updated sequentially. In the context of cone
atoms, once the central atoms d ; are updated with (3.44), the actual atoms a ;¢ have also to be
updated for all the signals, using an atom from %’ (dj, p;). This is a considerable cost. This
can easily be tackled using a Parallel version of the AK-SVD algorithm [17], in which the
update of all atoms is made in parallel. In practice, this algorithm obtains good results, even
though it requires more iteration for convergence, The sum from (3.44) can be computed by
adding terms as they become available. After representing a signal using Cone-OMP, the
error (3.41) for each atom in the representation can be calculated and accumulated into a
vector, which transforms into (3.44) once all signals are processed.

This can be achieved without additional computational effort compared to PAK-SVD.
The iteration of the derived Cone-PAK-SVD is depicted as Algorithm 15; as this is our sole
proposed algorithm, it will be referred to as Cone-DL. It is important to observe that the
iterations within the second for loop are independent, requiring only that their outcomes be

aggregated into a shared variable D. Thus, Cone-PAK-SVD exhibits significant parallelism.
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Algorithm 15: An iteration of Cone-PAK-SVD.

Data: signal matrix ¥ € RN
dictionary D € R™*" and vector of radii p € R”
(D and p define cones €j(d;,p;), j=1:n)
sparsity level s

Result: updated dictionary D

1 Initialize new dictionary: D=0,y
2 for/=1to N do
Compute representation: [x,.,A] = Cone-OMP(D, y,,s)
Compute residual: r =y, — Ax
fori=1tosdo
Index of current atom is: j = .7;
Residual without this atom: f =r+a;x;

Update sum (3.44): Zij +— 8]’ +xi(f —xi(a; —dj))

®w N S e W

9 Update dictionary D < D
10 Normalize columns of D

3.3 Applications

In this section, we present the main applications that can be developed using the previously
introduced algorithms. Sparse learning algorithms can address several applications, such as
signal compression, image and video processing, compressed sensing, feature extraction,
and so on. One interesting application that we address is anomaly detection. Due to their
ability to capture general patterns within data, sparse representations are well-suited for
outlier detection tasks. Our experiments demonstrate that sparse representation with fixed
support with atoms described by infinite sets has good flexibility and facilitates good anomaly
identification. For example, the Gaussian atoms are suitable for identifying an anomaly type
called dependency. This algorithm obtains better anomaly detection scores than standard
dictionary learning algorithms and established anomaly detection methods. On the other
hand, the Cone atoms also demonstrate a similar behavior, sometimes leveraging the results
obtained with the Gaussian atoms. Moreover, some additional good results were obtained
with Cone-OMP to detect abnormal heartbeats.

3.3.1 Sparse representation with Gaussian atoms

In this subsection, we present the main results obtained with the proposed methods for
dictionaries with Gaussian atoms. This type of sparse representation can have multiple
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practical applications. This time we focus on the problem of anomaly detection. The trade-
off between representation error and likelihood facilitates good discriminative power for
anomalies in favor of the normal samples.

The anomaly detection problem is solved in two stages. We first train the dictionary
D, which builds up the representation metric for all the samples from the dataset. Since
the number of outliers is smaller compared to the inliers, we expect the trained dictionary
to obtain better representations for the normal samples. The second stage is the anomaly
classification, in which the anomalies are determined. This is done by identifying the samples
that obtain the worst representation score.

The detection of the anomalies can be made according to the two objectives (3.5) and

(3.25). Given a signal y, a first choice for the anomaly detection score might be
m
Se(y) = lly = }_ auxill, (3.45)
i=1

which was also used in [2, 87, 62]. Another candidate for the anomaly detection score is the

probability (3.1) or the negative log-likelihood

1
Sp() =Y = llxi—dil|> +mlog(o,). (3.46)
a,-;éO Gi

The equation (3.46) is well-suited for the OMP variants of Gaussian DL, as the selection of
atoms in (3.24) is dependent on it. Another possible objective is using both previous scores
together (3.5) and (3.25).

For the experiments, we compared our methods to the 14 methods available in ADBench.
Some of these methods are also present in the PyOD framework. The anomaly detection
problem is solved using standard dictionary learning algorithms. For the dictionary learning
update stage, we used the AK-SVD algorithm, while for the sparse coding, the OMP
algorithm was used. A total number of 40 iterations was used.

Standard dictionary learning was employed to create the dictionaries utilized in Gauss-
OMP and Gauss-L1, as well as for anomaly detection, serving as the baseline dictionary
learning method. The anomaly scores correspond to the representation errors provided by
OMP.

The Gauss-OMP and DL-Gauss-OMP algorithms were created using Python and are
designed to work with the PyOD open-source anomaly detection framework. Gauss-L1 and
DL-Gauss-L1 have been specifically coded in MATLAB. The source code of our algorithms
can be found at https://asydil.upb.ro/software/.
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The performance of anomaly detection was evaluated using ROC AUC and precision
rank score metrics. All experiments were conducted following an unsupervised approach.
The datasets were divided into two parts: 70% for training and 30% for testing, maintaining
the overall anomaly proportion in both subsets (stratified sampling). The labels in the training
set were not utilized for any other purpose. Z-score normalization was applied to the entire
dataset. Each dataset underwent 5 separate rounds of analysis with random starting points.
The ROC AUC values presented are the average results from these 5 iterations.

Our methods involve the utilization of certain hyperparameters, which were investigated
through a grid search. To enhance the distinction in representation accuracy between normal
samples and anomalies, we enforce a representation using a limited number of dictionary
atoms, thus reducing the sparsity level below that typically used in DL configurations.
Specifically, we selected s € {2,3}. We employed dictionaries with an overcompleteness
ratio ¢ = n/m = 2. These decisions were also made due to considerations of computational
complexity. A crucial hyperparameter is the balancing factor A, referenced in (3.5) and
(3.25), chosen as A € {1073,1072,10~!,1,10,10?,10°}. The parameter enforcing sparsity
from (3.25) was typically set equal to Yy = A. Lastly, we utilized two different sets of standard
deviation values; one set fixed at c = 0.05 for all Gaussian atoms, and another where the
standard deviations were randomly distributed within the range [0.01,0.1].

Other parameter settings are as follows. The refinement iterations for Gauss-OMP are
set at T = 10. For Gauss-L1, the FISTA parameters are npista = 50 and # = 0.0001. Both
Gauss-L1 and DL-Gauss-L1 run for n;; = 100 iterations, whereas DL-Gauss-OMP runs for
40 iterations. The dictionary D, utilized in Gauss-L1, is derived from training data using
40 iterations of AK-SVD with a sparsity level of s = 2 and is randomly initialized. This
dictionary also serves as the initial setup for DL-Gauss-L1.

To better understand the behavior of our algorithms, we also studied the convergence
curves. Figures 3.3 and 3.4 illustrate the performance of Gauss-L1. The first figure displays
the individual performance of 100 randomly selected test signals from the landsat dataset,
whereas the second figure depicts the progression of the average values and the ranges of
standard deviation across all test signals. In both cases, the parametersare A =y =1, ¢ = 2,
o €[0.01,0.1].

From left to right, we see the error (3.45), the quadratic term of (3.46) (reflecting the
distance between the actual and the central atoms), and the objective of the optimization
problem (3.25). Initially, it is observed that the objective of the optimization problem shows
a reduction across all signals, not just on average, indicating that the initialization is effective.
The error also exhibits a downward trend, though it is more irregular since it is not the direct

target of optimization. For numerous signals, particularly the normal ones, the distance is
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Fig. 3.3 Gauss-L1 evolution for 100 test signals from the dataset landsat. Left: error. Middle:
distance between actual and central atoms. Right: objective function.
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Fig. 3.4 Gauss-L1 evolution for all test signals from the dataset landsat. Left: error. Middle:
distance between actual and central atoms. Right: objective function. Blue: normal signals.
Red: anomalies.

considerably small, indicating a near-identical nature between the actual and central atoms.
Conversely, this distance is found to be significantly larger for certain signals. Finally, it
is observed that in this scenario, both the error and the objective value are heightened for
anomalous instances.

A significant observation is that the reduction in both the error and the objective is
more pronounced for normal signals compared to anomalies, demonstrating that our method
successfully achieves one of its intended targets. Specifically, for several normal signals
that initially exhibit higher error and objective values than certain anomalies (with initial
values based on AK-SVD), our approach effectively reduces both metrics to levels lower
than those observed in all anomalies. So, there are signals misclassified by AK-SVD that are
correctly classified by Gauss-L1. Figure 3.4 indicates that in this scenario, the error metric
most effectively distinguishes between normal and abnormal signals, whereas the distance
metric proves to be an inconsistent indicator of anomalies. The behavior of DL-Gauss-L1 is
similar. In other datasets, the patterns are not always as clear-cut, yet the overall tendencies
remain consistent.

Figure 3.5 displays the evolution of DL-Gauss-OMP, based on 500 signals randomly
selected from the cardio dataset, with parameters A = 1000, ¢ =2, s = 2, and o = 0.05.
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Fig. 3.5 DL-Gauss-OMP evolution for signals from the dataset cardio. Left: error. Middle:
log-likelihood (3.46). Right: objective function.

Table 3.1 Results for L1 methods using the error score (3.45).

Gauss-L1 DL-Gauss-L1
parameters o rank ROC AUC|rank ROC AUC
A=y=0.001| 0.05 [1.77 0.9479 |[1.77 0.9479
€1[0.01,1]{1.73 0.9503 |[1.73 0.9503
A=y=0.01 0.05 |1.80 0.9453 [1.90 0.9454
€1[0.01,1]|1.80 0.9457 |1.80 0.9458
A=v=0.1 0.05 |1.83 0.9465 |[1.83 0.9468
€10.01,1]|1.73  0.9471 |1.60 0.9476
A=y=1 0.05 [1.73 09492 [1.70 0.9513
€1[0.01,1]{1.70  0.9498 |1.63 0.9519

In this instance, the probability score (3.46) excels in detecting anomalies; given that
A is substantial, the error across all signals is effectively minimized; the limited anomaly
occurrences in cardio reduce the expense of employing actual atoms that deviate from the
central ones, thus enhancing the efficacy of the probability score in anomaly detection. The
values of the objective are generally decreasing, although individual curves (not shown) are
not decreasing as nicely as for the L1 algorithm. It is also observed that, initially (using
AK-SVD), there is a lack of clear distinction between normal and abnormal signals (as
indicated by similar average scores), yet our algorithm demonstrates a good capability to
differentiate them effectively.

The rank and ROC AUC results of Gauss-OMP and DL-Gauss-OMP (among the 14
methods of the ADBench benchmark) are presented in Table 3.2 and those of Gauss-L1 and
DL-Gauss-L1 in Table 3.1. Here we include a selection of the best results. In Table 3.2, the
anomaly score that gives the best results varies. We denote in the first column as ’err’ for
(3.45), ’prob’ for (3.46), and ’obj’ for the objective of (3.5).

For the L1 methods, the best score is always the error (3.45). The explanations of Figures
3.3-3.5 have a larger support. For small A values the error is the best score, while for large
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Table 3.2 Results for Gauss-OMP methods

parameters Gauss-OMP | DL-Gauss-OMP
score 5 A c rank ROC AUC |rank ROC AUC
err 2 1 0.05 [4.07 0.8676 |3.13 0.8967
err 2 1 |€][0.01,1]]6.77 0.8092 |4.10 0.8817
obj 2 10 0.05 |427 0.8643 [2.20 0.9271
obj 2 10 |€][0.01,1]|6.70 0.8176 |3.37 0.9192
prob 2 100 | 0.05 |3.77 0.8742 |3.57 0.8802
prob 2 100 |€ [0.01,1]|5.67 0.8267 |2.50 0.9212
prob 2 1000 0.05 |3.70 0.8685 [1.93 0.9401
prob 2 1000|€ [0.01,1]{6.80 0.8042 [2.63 0.9357
prob 3 1000 0.05 (440 0.8464 [2.10 0.9283
prob 3 1000|€ [0.01,1]|6.60 0.8110 |2.47 0.9344

Table 3.3 Execution times (in seconds) of our algorithms for all 30 datasets.

algorithm training |testing
Gauss-OMP 80.8 | 3324
DL-Gauss-OMP| 3528 |331.6
Gauss-L1 22.8 | 157.7
DL-Gauss-L1 1585 | 157.4

A, likelihood is best. The optimization objective is also good in the midrange. Unexpectedly
(perhaps because the optimal parameters were not identified), the OMP techniques perform
poorly with low A values, while the L1 techniques falter with high A values. DL-Gauss-OMP
usually gives a significant improvement over Gauss-OMP. The improvement of DL-Gauss-L1
over Gauss-L1 is rather marginal.

To make the comparison more easily, we add some context to our numbers. Whenever
the rank is < 2.50, our methods have a better rank than all the 14 from ADBench. Extensive
results of AK-SVD and Cone-DL methods can be found in [S5]; we give here only the best.
The highest rank achieved by AK-SVD is 1.93; in contrast, the Cone-DL method reaches a
peak rank of 1.67. Consequently, DL-Gauss-OMP matches the performance of AK-SVD,
and DL-Gauss-L1 slightly surpasses Cone-DL.

When the comparisons are made with ROC AUC, the situation becomes clearer. The
best method from ADBench, COF, has 0.9274. AK-SVD has a best of 0.9329. The results
obtained with our methods are superior. The best of Cone-DL methods is 0.9443. Gauss-L1
and DL-Gauss-L1 achieve better results.

In Table 3.3 we include the execution times for our algorithms for processing all 30

datasets.
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The training time for Gauss-OMP and Gauss-L1 is actually that of AK-SVD. Notice
that there are differences between the implementations in MATLAB and Python. Tests are
conducted using identical procedures for the OMP methods, ensuring that the durations
should be the same under perfect conditions; the same applies to the L1 methods. It is evident
that DL is an expensive process in this scenario; thus, accelerating it is essential. It should
be noted that AK-SVD employs a highly optimized, pre-compiled OMP implementation, in
contrast to our straightforward implementation of methods. Currently, Gauss-L1 seems to
offer the most favorable balance, providing superior outcomes (exceeding the current best)

with a reasonable execution time.

3.3.2 Sparse representation with Cone atoms

In this subsection, we include additional experiments conducted with the Cone-OMP algo-
rithm. We used Cone-OMP for detecting anomalies in the MIT-BIH arrhythmia database
[56]. Just like in [2], we used similar processing techniques and only analyzed the record
#109. This registration is sampled at 360 Hz and covers about 30 minutes. It contains
2530 heartbeats, including 38 premature ventricular contractions (PVC) and 2 fusions of
ventricular and normal beats. All the windows of length 256 were extracted and reduced to a
size of 32 using PCA. Each window was divided into 6 segments of about 5 minutes (108000
signals) each.

We train dictionaries for each segment using 40 iterations using standard Dictionary
Learning algorithms. For each window, we store the approximation errors for OMP and
Cone-OMP.

For each heartbeat, we computed the representation errors on 201 symmetric windows
of size 201, centered in the R point (100 to the left and 100 to the right). The median error
is selected as the indicative error for that beat. Beats with the highest errors are deemed to
be irregular. We partially borrowed the implementation from [13]. The source code for our
experiment is written in MATLAB and can be found at http://asydil.upb.ro/software.

All the tests were made according to a parameters grid search. We used different sizes
of dictionary, n € {64,96,128}, with different sparsity constraints s € {2,3,4,5}. We take
all the radii to be equal and test with p € {0.01,0.02,...,0.1}. For every set of three values
(n,s,p), we create 10 dictionaries for every segment. Subsequently, we calculate 10 errors
for each window, as detailed earlier, followed by determining the average representative
error for each beat. We also calculate the mean ROC AUC and the mean number of false
positives at true positive rates of 100%, 97.5%, and 95%, representing the detection of all 40
anomalies, 39 anomalies, and 38 anomalies, respectively.
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n s p | ROCAUC FP FP FP
TP=40 TP=39 TP=38

% 3 - 0.99971 10.3 6.4 4.2
9% 4 - 0.99971 11.7 6 3.6
128 4 - 0.99968 10.2 6.7 4.9
64 3 0.08 | 0.99984 6.7 4.7 24
9% 3 0.05| 0.99980 6.3 4 2.8
64 4 0.07 ] 0.99986 5.7 2.8 1.8
9% 4 0.05| 0.99989 6.7 3 0.9
128 4 0.05 | 0.99977 8.3 3.7 2.8

Table 3.4 Best results for OMP (upper part) and Cone-OMP (lower part).

Table 3.4 shows a sample of the best values. Figure 3.6 illustrated the detection power of
Cone-OMP using the ROC AUC metric. The colors show the radii for which Cone-OMP is
better on average (blue) or better not only on average but for each of the 10 dictionaries (red).
For many (n, s) pairs, there are several radii for which Cone-OMP gives a ROC AUC higher
than the best overall OMP result (0.99971, see the first line of Table 3.4). Cone-OMP tends
to give better results for smaller values of the dictionary size. The behavior is robust with
respect to the radius: there is a range of radii for which Cone-OMP is better. The findings
are superior to those in [2].

To give some insight, Figures 3.7 and 3.8 show the normalized representative error for
OMP and Cone-OMP, respectively, for a single dictionary (n = 96, s =4, p = 0.04). The
results demonstrate that Cone-OMP can very well represent normal beats, with the error
being much closer to zero than for OMP. However, the abnormal beats still have large errors,
showing that Cone-OMP has good potential for solving anomaly detection problems.

In conclusion, this chapter presents some novel perspectives on the sparse representa-
tion problem. Inspired by the Orthogonal Matching Pursuit, new derive algorithms were
developed, such as Gaussian OMP or Cone OMP. These strategies solve the representation
problem by taking into account an infinite set of atoms. Thus, the notation of an atom is
extended to an infinite set. All these methods can be used in anomaly detection tasks. The
provided results demonstrate superior results on one of the four types of anomalies included
in the ADBench benchmark. By this, we demonstrated that sparse coding methods can obtain

competitive results with open-source benchmarks.
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Fig. 3.6 Comparison between the ROC AUC results of Cone-OMP and OMP. White circles:
OMP is better. Blue: Cone-OMP is better. Red: Cone-OMP is better in each of the 10 trials.
Square: Cone-OMP is better than the best overall OMP result. An x symbol: best radius for
the current n and s.
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Fig. 3.7 Representative error for each heartbeat, computed with K-SVD 4 OMP;
black=normal, cyan=anomaly, red=smallest error of an anomaly.

score
°
o

0 500 1000 1500 2000 2500
#heartbeat

Fig. 3.8 Same as in Fig.3.7, for K-SVD + Cone-OMP.



Chapter 4
Incoherence strategies

In this chapter, we introduce some incoherence strategies, particularly in the realm of signal
processing and machine learning. These types of strategies are helpful for various problems,
such as signal reconstruction, data compression, dictionary learning, and classification.
Incoherence is the characteristic of overcomplete bases where vectors exhibit distinct
directions. Since dictionaries are matrices with more columns than rows, they can be

considered frames. Frames are matrices that satisfy the relation
Allyl* < ID"y|* < Bly|*,vy € R", @.1)

for some positive constants A, B. Incoherence frames are utilized in coding and communica-
tion contexts, as demonstrated in [73, 23, 44, 54] and numerous other applications. In sparse
representations [18] and dictionary learning [17], incoherence allows provable properties of
achievable representations and of important algorithms.

In this chapter, we address two incoherence problems, both involving a matrix D € R™*",
with m > n, named dictionary. The first problem involves finding Grassmannian frames,

which are the solution of the problem

min  max |d!d|]
D 1§i<j§}’l (42)

st. ||dj|=1,j=1:n

The objective function is the mutual coherence of the frame. The atoms are as far apart as

possible. The second problem consists of solving an Incoherent Dictionary Learning (IDL)
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problem, which can be formulated as

i Y — DX |3 D
min | |z +7vf(D)

st.  |djll=1,j=1:n (4.3)
[xillo <s,i=1:N

where we maintain the same notation as in the previous chapters. ¥ € R™*V is the data
matrix, ||x;||o is the number of nonzeros in the i-th column of x;, s is the sparsity level, and
Y > 0 1is a trade-off factor. The first term of (4.3) represents the sparse representation error,
while f(-) is a function promoting incoherence. The incoherence of a dictionary implies
incoherence between pairs of atoms, which might facilitate better representation capabilities.

The same function is used to approximate (4.2) with

min f(D)
b (4.4)
st. |ldjll=1,j=1:n

We introduce the general problems of Incoherent frames design and Incoherent Dictionary
Learning, which are based on [37]. In 4.1.1, we propose a new function for designing
Grassmannian frames via (4.4). This function contains a weighted quadratic term that
replaces the infinity norm associated with the max from (4.2) and a distance barrier; the first
term was optimized in [16], but the second was never used in this context. The problem is
solved using a gradient algorithm. A key parameter is the target coherence, which can be
selected using a bisection approach. Numerical results demonstrate that the algorithm can
robustly obtain the best-known mutual coherences for large frames of various dimensions.
The same function is also used in the DL problem (4.3), which is solved in an AK-SVD
manner in 4.2.1. Also, in this case, the experimental results show that we can obtain
dictionaries that are both better fitted to the data and more incoherent than those obtained by
AK-SVD.

4.1 Incoherent frames design

Grassmannian frames can be designed using analytical approaches [4, 21], which are possible
only for a small number of (m,n) pairs. Some of the early algorithms [80, 49, 81] used the
Gram matrix

D'D 4.5)
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and its spectral properties, where we call the Frobenius norm of the Gram matrix ||G||r
as frame potential. The Grassmannian frames give good results for small dimensions but
are slow and do not scale well. A notable exception is [67], which applies a proximal
mapping method to a modified objective that contains both the frame and the Gram matrix.
Algorithms based on repelling forces, like those between electrical charges [91, 46], or
collision models [74] behave very well for small and sometimes medium values of m and
n. Still, their convergence tends to become very slow for large frames. Approximation
with convex problems [64], extended to constrained incoherence problems [65], is also
a successful approach. Other methods in the same vein are [16, 43, 42], showing good
complexity for large dimensions. Most of the methods rely more or less on heuristics, either
in formulating the problem or in the optimization algorithm; there are few algorithms with
guaranteed convergence (to a local minimum, since the problem is not convex) regardless
of parameter values, notably [80, 43]; although this is certainly a desirable quality, other
algorithms were also successful in practice, especially for large frames where complexity
is paramount. In [3, 78], incoherent frames are designed in the context of compressed
sensing with the purpose of improving the recovery properties of measurement matrices. The
potential of Grassmannian frames can be expressed according to a root mean square (RMS)
coherence, which neglects the diagonal elements, which are equal to one since the atoms are

normalized
m=1"_—"1F

Vnn—1)

Another indicator for measuring the coherence properties is the cumulative coherence of a

(4.6)

dictionary D with index s

M; = max max Z ‘ddej‘ . 4.7

I N=sitS iy

The cumulative coherence refers to a measure of the degree of coherence or linear dependence
within a set of atoms in a dictionary. It is defined by splitting the atoms in all possible
combinations of two disjoint sets; the first has s atoms, while the other one has n —s. The
cumulative coherence value is computed by determining the largest sum of absolute scalar
products of an atom from one set with all atoms in the other set. Compared to the mutual
coherence, the cumulative coherence is more computationally costly. This is due to the fact
that My < sM.

4.1.1 Incoherent frames using a distance barrier

In this subsection, we introduce an algorithm designed for building incoherent frames. This

problem involves the design of the matrix (frame) D € R™*", with m > n, whose columns
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are the atoms d;, j = 1 : n. The objective function of this problem is to minimize the mutual
coherence of the frame, meaning to have atoms as far apart as possible. For this task, we
design a function f(-), which promotes incoherence.

Some works for incoherent DL use (4.3), with f(D) = ||D" D —I||% and gradient [71, 1]
or proximal [6] methods. A different approach uses f(D) = ||D” D — I||.. and proximal
algorithms [68]; an alternative algorithm imposes a hard constraint on the mutual coherence.
Other papers [51, 7] introduce special decorrelating operations in a standard DL algorithm,
with the purpose of keeping coherence under a given value. A more detailed presentation of
these issues can be found in [17]. A slightly different notion of incoherence, in the context
of discriminative DL, is present, for example, in [86, 88], where dictionaries corresponding
to different classes are incoherent one with respect to the other, usually by imposing near-

orthogonality between them or between a dictionary and the signals from other classes.

Objective function

Let u be the (desired) mutual coherence.

Proposition 3 Ler M =2(1— ) (and so 0 < M < 2). Then, the mutual coherence constraint
dfdj| <u, Vi (4.8)

is equivalent to

, ViF (4.9)

d;—d,|P > M
d;+d,|P > M

Proof. Since the atoms have a unit norm, it follows that
ld;—d;|* =2—2d] d;

and
|di+d||*=2+2d!d,;.

Hence, (4.9) is equivalent to

2—-M 2-M
)

Y

which is equivalent to (4.8). |
Note that, since M < 2, one of the two conditions in (4.9) is automatically satisfied, the
first when d d; < 0, the second when d; d; > 0.
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We can thus define a soft distance barrier function

b(d;) =Y [max(0,M — ||d; —d,||*) + max(0,M — ||d; +d||*)] (4.10)
i#j
that will serve to loosely bound the coherence. Note that b(d ;) = 0 implies (4.8). Such terms
were introduced in a contrastive loss function in [26].

To find Grassmannian frames, we use in (4.4) an objective function f that has two terms:

one is quadratic, and the other is the barrier. The function is

1 n
f(D) =3} fid)), (4.11)
j=1
where
fi(d;) = |W;Djd;|* +Ab(d;). (4.12)

Here, l_)_,- is the matrix D without its j-th column, A > 0 is a trade-off factor and W =
diag;(w;;) is a diagonal weighting matrix defined by
2 _ T

wi; = max(|d; d;|/p,1). (4.13)
We note that the first term from (4.12) was used in [16]; the addition of the second term
provides more flexibility. Both terms encourage the current atom to get farther away more
from nearby atoms than from more distanced atoms; the first term imposes conditions for all
atoms, as the weights w;; are always at least equal to 1; in the second term, only the nearby

atoms matter: if atom d; is such that |d’ d j| < u, then its contribution to the barrier (4.10) is

Z€10.

Optimization algorithm

To minimize (4.11), we adopt the typical block coordinate descent procedure that optimizes
one atom while all the others are fixed. Due to the quadratic form of (4.11), optimizing atom
d | is equivalent to minimizing (4.12).

Assuming also that the weights (4.13) are fixed for the current d ;, we use the gradient of
(4.12) with respect to d; to define

19f;i - _
g,-(d,-)——i:DjW§DJT-dj+/l Y @di—-dj)+ Y (-di—d;)| 4.14)

- 2dd;
J |d;i—d ;|| <M |di+d,||<M
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We attempt the minimization of (4.12) using a gradient method. The basic step is
dj«—d;—me;d,)), (4.15)

where the step size 7y at the k-th frame update iteration is

o
Ye = YOE’ (4.16)

where p < 1 is a step size decrease factor and v € 0 : Vy,« 1s an integer, chosen as explained
below. We tacitly assume that the atom given by (4.15) is normalized after the gradient step.
In a frame update iteration, all atoms are updated via (4.16) in a different random order at
each iteration.

Algorithm 16 presents the operations of our method, named IDB (Incoherent frames
via Distance Barrier). As typical in gradient algorithms, it is useful to decrease the step
size as we approach the solution (in our case, a local minimum since the overall problem
is not convex). A decrease factor p is usual for this purpose. However, while large steps
are useful, especially in the first iterations, they can also produce undesirable effects. We
introduce a simple adaptive measure to cope with this problem. Let cyyax = Hl_)_lrd jlle- be the
maximum correlation between the current atom and another atom. We first use (4.15) with
step size given by (4.16) with v, = 0. If the maximum correlation of the new atom with the
other atoms is less than cpax, meaning that coherence has been reduced, then we keep the
atom; if not, we halve the step size, i.e., we increase V; and proceed similarly until either the
maximum correlation decreases or Vi = Vyax; in the latter case, the maximum correlation
may not decrease, but the step size is small and instability is unlikely to occur.

For stopping the algorithm, we provide a tolerance €. If the current frame reaches the
desired coherence within this tolerance, the algorithm is considered successful, and the
iterations are stopped. Otherwise, the algorithm is run for a maximum number of iterations,
K.

Remark 4 (Complexity) Due to the stopping criterion, a successful frame design with IDB
may take a small number of iterations. However, if the desired coherence is not reached, the
full number of iterations is run.

The complexity of an iteration is low. The computation of the gradient needs two matrix-
vector multiplications. Similarly, computing the weights in steps 5-6 of Algorithm 16 and
coherences in steps 9 and 12 require matrix-vector multiplications. All other operations are
vectorial. Since an iteration consists of a sweep of all atoms, its complexity is O(mn?). B
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Algorithm 16: IDB (Incoherent frames via Distance Barrier)

Data: frame size m X n
maximum number of iterations K
target mutual coherence U
trade-off factor A from (4.12)
initial step size Y
step size decrease factor p
maximum halving steps number Viy,x
stopping tolerance €
Result: incoherent frame Dy

1 Initialization: D < random matrix with ||d;|| =1, Vj
2 Set Dpest = D and Upes: €qual to the coherence of D
3 fork=1to K do

4 for j = random permutation of 2 : n do
5 Setv:Dde,vj<—O
6 Compute weights: w? = max(|v|/u, 1)
7 Compute gradient g;(d ;) with (4.14)
8 Initialize step size: Y < Y%
9 Set maximum correlation: ¢yax <— max; |v;|
10 for vi = 0: vy do
11 Compute new atom with (4.15): d <— d; — yg;(d ;) and normalize
12 if max,,; |d7d| < cmax then
13 L break
14 Halve step size: 7+ v/2
15 Save atom: d; < d
16 Decrease step size: ) <— P %
17 Compute L, the coherence of D
18 if W < Upest then
19 L Mpest <— Hi» Dypest < D
20 if p — u < € then
21 L break

Remark 5 (Convergence) As the objective function (4.11) is not convex, the gradient method
we propose can only reach a local minimum. This would be guaranteed only if the gradient
step size is small enough, which we only enforce heuristically. However, as it will be seen,
once IDB reaches a frame having the coherence equal to the target u, it tends to stay there.

Here is an argument.
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When the mutual coherence attains the target 4 in Algorithm 16, the soft barrier (4.10) is
equal to zero and W ; = I for all j. So, the gradient (4.14) becomes

gj(dj) :Djbfdj. (417)

Consider the ideal case of an equiangular frame D and assume that the target coherence u
is equal to the coherence of D and so dde j ==z forall i # j. Since, for any vector x € R",
it holds that [73]

x= (d!'x)d,,

Q=
1=

i=1

where a is a constant, by taking x = d; and the right combination of signs, it results that

1
djzaderu;di? (4.18)
i#j

which means that d; has the direction of the sum of all other atoms. Since (4.17) becomes

gi(dj)=u) d,
i#]

we conclude that the gradient g;(d;) has the same direction as d;. So, even though the
gradient is not zero, the atom remains unchanged after normalization. This shows that, at
least for equiangular frames, our objective (4.11) has the same global minimum as (4.2), and
this minimum is also a stationary point for our method.

Of course, not all frames are equiangular, and the above conditions are not met in practice,
but they suggest that a small step size can ensure near-stationarity. So, this is an explanation
for the nice behavior of IDB when mutual coherence reaches values near (. |

Bisection search

The most important parameter of IDB is the target coherence . Similarly to algorithm
ISPM [16], IDB has the property of either converging to (t independently of the random
initialization or hovering rather far from it; Fig. 4.1, to be explained later, shows the typical
behavior in case of success. Although the empirical choice of y can give quick results for an
experienced user, a bisection procedure can be used for systematic design. Since bisection
was only mentioned and ISPM was used under its possible performance in comparisons
reported in some recent works, we detail here the procedure in Algorithm 17.

The initial search interval [y, Umax| can be chosen easily as follows. The minimum

value of the target coherence, iy, is taken as the lower bound of the coherence, namely the
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Algorithm 17: Best coherence using bisection.

Data: frame size m X n
initial coherence bounds Lyin, Umax
stopping tolerance €
maximum number of bisections Kp;s
Result: incoherent frame D

1 Set Upest = 1
2 fori=1:K,do

3 Compute it = (Umin + Hmax) /2
4 Run IDB(m,n,...,€) and obtain frame D; with coherence ;
5 if 1 < Upes; then

6 L Hoest <_.uiaD<_Di

7 if u; < u+ 10¢€ then

8 if U; > Umax then

9 | break

10 | Mmax < Hbest
11 else

12 HUmin < U

13 | Mmax < min(ui ) .umax)
14 if Umax — Umin < € then

15 | break

largest between the Welch [84] and Levenstein [91] bounds (the latter valid for large n/m):

n—m 3n—m?—
(\/ (n—1) \/m—i—Z )> (4.19)

For the upper end of the interval, we can take Lmax as the coherence of a random frame.

Bisection runs as usual. We run IDB with u in the middle of the current search interval.
The design is considered a success if the target coherence is reached within 10€; the upper
end of the interval is lowered to the obtained coherence value. If the design is a failure, we
raise the lower end of the interval to u; however, we check if the obtained coherence is lower
than the upper end; if so, we move it accordingly; this may happen in the first few bisections
when the interval is still large. We run the bisection for a maximum number of iterations,
Kyis, or until the search interval has become smaller than the tolerance € used in IDB; a
special exit condition is when the obtained coherence is outside the search interval, which

means that the decreasing potential of the method has been exhausted.
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4.2 Incoherent Dictionary Learning

In this section, we present some DL algorithms that optimize the representation error and the
coherence of the dictionary. Like in the problem of frames design a penalty function can also
be used to impose the dictionary coherence restriction. We denote this function 4(+). Thus,

the objective function of the DL problem becomes
/u(D,X) = ||Y — DX ||+ h(D,X). (4.20)

The previous section demonstrates that relevant results can be obtained using incoherent
dictionaries. A trivial definition for /(-) can be ||DT D — I||r leading to a new DL problem

. 2
rlr)171)?\|Y—DXH%H—}/HDTD—IHF, (4.21)

where v > 0 is a trade-off parameter. We remind that the diagonal elements of the penalty
term are equal to one since the atoms are normalized.
The previous problem can be solved using different methods. Two natural ways to do
this are Gradient-Based Optimization and Coordinate Descent.
The Gradient-Based Optimization is based on the trace derivative rules. The gradient of
(4.21)1s
2(DX -Y)X" +4yD (D"D-1I). (4.22)

According to [71], several iterations of the limited-memory BFGS algorithm are employed
during each dictionary update phase. During each update, the representation is considered
fixed. The BFGS technique is a type of quasi-Newton method that estimates the inverse Hes-
sian matrix solely based on gradient data. Normalization of atoms is conducted exclusively
at the end of the entire optimization cycle.

When solving the problem with Coordinate Descent, the optimization problem tries to

update a single atom, d. The relevant optimization objective function is
112 —T |2
|F—ax"||;+2y|D"a]". (4.23)

where D is the current dictionary, D from which the atom d has been eliminated. The second
term has a factor 2 due to the symmetry of the matrix D’ D. Differentiating with respect to d
in (4.23) and equating it to zero results in the optimal atom, assuming all other variables are
held constant B

d= <2yD_DT + HxHZI) Fx. (4.24)
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This solution is given in the spirit of SGK (2.12).

Another solution for the (4.23) problem is to consider the same method employed in K-
SVD; to take the derivative of this expression with respect to the representation X. Inserting
this result in (4.23) and also imposing the unit norm of the atoms, the optimal atom d is

obtained when the following expression is minimized
|F|%—d” (FFT - 2yﬁT> d. (4.25)

The optimal value is obtained when d is the eigenvector corresponding to the maximum
eigenvalue of the matrix
H=FF" —2yDD". (4.26)

The AK-SVD equivalent method can also easily be obtained by applying a single iteration of

the power method on the matrix H. Thus, the atom is computed as
d < Fx—2yDD'd, (4.27)

followed by an atom normalization step. This method was first presented in [40], and it is

summarized in Algorithm 18.

4.2.1 Incoherent Dictionary Learning using a distance barrier

To design an algorithm for solving the incoherent DL problem (4.3), we adopt the general
structure of AK-SVD [63]. In each iteration, since the function f in (4.3) does not depend on
X, the sparse representations X are found as usual with Orthogonal Matching Pursuit (OMP)
[59]. Then, the atoms of the dictionary are updated one by one while keeping the other atoms
fixed; we give the details of this operation below.

Denoting E =Y — DX the error matrix, the error without contribution of atom d; is

F = [E] s, +dx], (4.28)

where the row vector xJT contains the nonzero elements of the j-th row of X, whose (column)

indices are .#;. By [E] #; we denote the restriction of E to the columns with indices in .7;.

The objective for the optimization of atom d j, when everything else is fixed in (4.3), is

|F —dxt |7+ vf(d)), (4.29)
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Algorithm 18: Incoherent AK-SVD Dictionary Update

Data: signal samples set ¥ € RN
current dictionary D € R"™*"
representation matrix X € R™V

Result: updated dictionary D

Compute error E =Y — DX

for j=1tondo

3 Modify error: F =E 4, +d X ; 4, )

. _ T DN
4 Update atom: d; = FXij —2yDD d;
5 Normalize atom: d; < d;/||d}||
oyl T
6 Update representation: X ; 7= F'd;

[ ST

7 Recompute error: E 5, = F —-d;X; S

where the function f; is given in (4.12) and is the same used for designing incoherent frames.
We note that the first term of (4.12) is similar to that in [71], where, however, there was no
weight.

Setting the gradient to zero gives the optimal atom
dj«Fx;—vg;d)), (4.30)

where g;(-) is given by (4.14). The vector produced by (4.30) must be normalized.
Then, the representations are updated like in AK-SVD, since the incoherence inducing
function (4.12) does not depend on x]T. The relation is

xj+ F'd;, (4.31)

where we use the updated atom given by (4.30). Once the atom and its representation are
updated, we recompute the error

[E] s, + [E] s, —dx} (4.32)

and we go to the next atom.
The above operations are summarized in Algorithm 19, named IDB-DL. Only step 5,
gradient computation, adds to the complexity of the algorithm compared to AK-SVD.
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Algorithm 19: An iteration of IDB-DL.

Data: frame size m X n
data matrix ¥ € R™N
initial dictionary D € R™*"
sparsity level s
target mutual coherence U
trade-off factor A from (4.12)
trade-off factor y from (4.29)
Result: optimized dictionary D

1 Compute sparse representations: X = OMP(Y, D, s)
2 Compute error matrix E =Y — DX

3for j=1:ndo

4 Compute error F with (4.28)

5 Compute gradient g;(d ;) with (4.14)

6 Update atom d; with (4.30) and normalize

7 Update representations with (4.31)

8 Update error E with (4.32)

4.3 Applications

In this section, we present some of the main results that were obtained during the development
of the previous algorithms, presented in Sections 4.1.1 and 4.2.1. Here, we give the results
for incoherent frame design and dictionary learning, comparing IDB and IDB-DL with recent
top methods.

4.3.1 Incoherent frames design

In the IDB Algorithm 16, with very few exceptions that will be explicitly mentioned, we
have used the following values of the parameters: ¥ = 0.1, p = 0.999, Vihax = 4. They were
found using an empirical grid search over a few dimensions m and n. Although these values
may not necessarily be the best for each m and n, they are remarkably robust over a broad
range of dimensions. The number of iterations and the stopping tolerance are K = 2000,
€ = 10~*. In the bisection Algorithm 17, we have used a maximum number of iterations
Kypis = 15.

The parameter A, which shows the weight of the distance barrier in the objective functions
(4.12), is the only one that has been varied. We have found that, for designing frames with a
larger overcompleteness factor n/m, it is beneficial to increase A. An intuitive explanation

is that when the number of atoms is large, it is important to use more the nearby atoms in
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optimization (which is what the distance barrier does), rather than the more distant ones,

which may have little influence on the current atom. We have used the empirical rule

0.2, ifn/m<2

05, if2<n/m<10

A= sn/ (4.33)
I, if 10 <n/m <20

2, if20<n/m

Again, these values are not optimal, but they produce very good results. We will come back
with a discussion on the parameter A at the end of this section.

For comparison, we have used the best algorithms for frames of medium and large size,
as indicated by the results of recent literature.

ISPM [16] is in direct relation with IDB: its objective is the first term of (4.11); however,
the optimization algorithm is inspired from the power method, hence quite different from
IDB; like in IDB, we have added a stopping criterion to the original algorithm ISPM and
used the bisection procedure from Algorithm 17. Unlike most other methods, ISPM designs
unit norm tight frames (UNTF). Hence, it has an extra constraint.

Iterative Collision-Based Packing (ICBP) [74] uses a heuristic algorithm that attempts
to pack spheres with a maximal radius centered on the unit sphere. The radius is adjusted
iteratively. The algorithm may give different results for different initializations. As for IDB
and ISPM, coherence does not necessarily decrease in each iteration. We have used the
implementation provided by the authors!, running the algorithm for 2000 iterations if not
otherwise mentioned.

FLIP [43] attempts to directly optimize (4.2), with a procedure based on linear program-
ming (LP), with guaranteed convergence (to a local minimum). The implementation of the
authors® recommends using the ’active-set” option of the MATLAB function 1inprog; since
this option is obsolete and with the ’dual-simplex’ option the LP algorithm often fails to
converge for the FLIP problem, we have used the ’interior-point’ option. We have used a
stopping tolerance of 1073, like in the original code; smaller values give a slight improvement
of the result, with a significant increase in the execution time. The results and execution
times are in line with those from [43], with small variations.

For other methods, like TELET [42], where we did not find a public version of the
software, we take the coherence results directly from the respective papers, but we are unable

to provide execution times.

Thttps://codeocean.com/capsule/7026868/tree/v1
Zhttps://se.mathworks.com/matlabcentral/fileexchange/98 164-design-of-grassmannian-frames
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Table 4.1 Coherence results for dimensions from [43].

m n bound ISPM FLIP ISPM ICBP IDB
+FLIP
50 60 0.0582 0.0762 0.0666 0.0634 0.0644 0.0626
90 100 0.0335 0.0532 0.0384 0.0384 0.0383 0.0374
100 110 0.0303 0.0494 0.0349 0.0350 0.0345 0.0340
200 210 0.0155 0.0282 0.0181 0.0181 0.0185 0.0176
300 310 0.0104 0.0203 0.0122 0.0123 0.0124 0.0120
500 510 0.0063 0.0134 0.0074 0.0075 0.0077 0.00732
500 550 0.0135 0.0201 0.0156 0.0151 0.0155 0.01511
700 710 0.0045 0.0101 0.0053 0.0054 0.0056 0.00526
900 1100 0.0142 0.0185 0.0163 0.0156 0.0160 0.0155
2000 2500 0.0100 0.0130 0.0126 0.0121 - 0.01094

Table 4.2 Execution times (in seconds) for designing the frames from Table 4.1.

m n ISPM FLIP ICBP IDB

50 60 2 3 6 14
90 100 6 8 24 34
100 110 5 13 29 62

200 210 31 120 206 275
300 310 81 530 533 768
500 510 211 3490 5880 2220
500 550 174 4230 8040 3770
700 710 589 12400 16500 5300
900 1100 805 45800 120000 31200

Table 4.1 shows results for frame sizes used in [43], with low values of the overcomplete-
ness factor n/m. The lower bound from the third column is given by (4.19). The results for
FLIP are the best between those from [43] and those obtained by us (in most cases, they were
nearly equal). ISPM+FLIP denotes the algorithm in which the frame produced by ISPM is
used as initialization for FLIP; its results are taken from [43]. It is visible that IDB gives the
best results, although FLIP and ICBP are not far behind. We note that ICBP converges for
most of the dimensions in the given number of iterations. The performance of ISPM is not
that good for near-square frames. We have also tested IFD-AMPP [67], which gives results
similar to those of FLIP and ICBP in the first half of the table; for the larger frames, the
results are worse, even behind ISPM; for large n/m IFD-AMPP appears to diverge, so we
did not use it in further tests.

Table 4.2 gives the execution times of the algorithms. ISPM is the fastest, ICBP the

slowest, while IDB and FLIP have comparable execution times, with an advantage for FLIP
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Fig. 4.1 Mutual coherence evolution for algorithm IDB.

at low dimensions and for IDB at high dimensions, which suggests that IDB scales better.
The low execution time of ISPM explains why it was used as initialization for FLIP.

Since IDB and ISPM are run through the bisection algorithm, the total number of
iterations for a design can vary a lot, as the successful designs sometimes take much less than
2000 iterations; also, the maximum number of 15 bisection steps is not necessarily attained.
For IDB, the total number of iterations varies between 12950 and 22654 (clearly less than
the maximum of 30000 iterations).

The case 2000 x 2500, not shown in Table 4.2, deserves some explanations. In this case,
we have run IDB on a different computer, about 20-30% slower than our main one. We have
used an empirical search since 2000 iterations took about two days on that computer; we
needed eight runs to reach the coherence shown in the table. On the same computer, ICBP
needed more than 3 hours for ten iterations, so we abandoned the run. The coherence results
for the other methods are taken from [43], where the execution times are not reported.

Figure 4.1 shows the mutual coherence evolution in several runs of our IDB algorithm.
Three of them give the best coherence for the respective dimensions (see again Table 4.1).
The second run for m = 90, n = 100, is for u = 0.0380, only slightly higher than the best
result of 0.0374; less than 700 iterations are necessary. If we set u = 0.04, less than 100
iterations are required for a satisfactory result, and so on as i grows. So, the upper bounds
of the attainable coherence can be quickly obtained, which helps reduce the total number of
iterations in the bisection algorithm. Note that here, the stopping criterion was not imposed,
and the IDB algorithm ran for 2000 iterations; the figure also illustrates the stable behavior
when the target coherence has been attained, as discussed in Remark 5.

Table 4.3 shows results for dimensions used in [42], with high overcompleteness factor
n/m; the corresponding execution times are given in Table 4.4. In all cases, the winner is

IDB, with ISPM (inserted in the current bisection algorithm) a close second. Since ISPM is



4.3 Applications 69

Table 4.3 Coherence results for dimensions from [42].

m n bound TELET ISPM FLIP ICBP IDB

23 500 0.2785 0.3703 0.3517 0.3841 0.5386 0.3494
25 600 0.2692 03641 0.3434 0.3746 0.5255 0.3415
25 800 0.2871 0.3900 0.3680 0.3966 0.5949 0.3654
25 1000 0.2972 0.4340 0.3850 0.4108 0.6383 0.3829
25 1200 0.3036 0.4486 0.3979 0.4251 0.6636 0.3950
30 800 0.2417 0.3458 0.3171 0.3482 0.4888 0.3137
30 1000 0.2564 0.3655 0.3346 0.3471 0.5717 0.3315
30 1200 0.2655 0.3851 0.3481 0.3753 0.5839 0.3453
40 800 0.1542 0.2909 0.2514 0.2821 0.3213 0.2497
40 1000 0.1809 0.3119 0.2654 0.2949 0.3825 0.2632
40 1200 0.1985 0.3275 0.2776 0.3054 0.3998 0.2747
50 1000 0.1379 0.2788 0.2240 0.2497 0.2902 0.2224
20 5000 0.3645 0.7422 0.5535 0.7448 0.9336 0.5500

Table 4.4 Execution times (in seconds) for designing the frames from Table 4.3.

m n ISPM FLIP ICBP IDB
23 500 190 157 790 279
25 600 197 270 1760 329
25 800 377 514 3630 292
25 1000 611 1150 6100 655
25 1200 716 1300 9470 863
30 800 356 567 3700 1280
30 1000 413 704 6170 1050
30 1200 762 1770 8860 1560
40 800 368 855 3980 671
40 1000 408 1560 7180 1130
40 1200 703 2740 11300 1710
50 1000 508 2250 6680 1090
20 5000 8130 18800 112000 25700

about 2-3 times faster than IDB, it remains attractive for quickly getting good designs; IDB
could be used afterward, with bisection on a shorter interval.

We note that we changed the initial gradient step size of IDB to 9 = 0.01 in the 20 x 5000
example; in the same example, ICBP was stopped after 30 hours, in which only 500 iterations
were made.

During this work, we learned about a new paper [79], transforming the minimization of
the coherence under a tightness constraint into an unconstrained problem based on smoothing

techniques. So, the produced frame is near to a UNTF. The resulting algorithm is called
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Table 4.5 Coherence results for dimensions from [79].

m n bound CPM ISPM ICBP IDB

64 128 0.0887 0.0982 0.1025 0.0965 0.0962
64 256 0.1085 0.1316 0.1311 0.1282 0.1295
64 384 0.1143 0.1484 0.1473 0.1478 0.1465
64 640 0.1187 0.1701 0.1679 0.1725 0.1675
64 960 0.1208 0.1877 0.1850 0.1965 0.1843
64 1280 0.1219 0.2065 0.1975 0.2861 0.1962
64 1600 0.1225 0.2178 0.2077 0.3131 0.2064
64 2240 0.1232 0.2353 0.2235 0.3715 0.2211
64 2880 0.1236 0.2484 0.2356 0.4247 0.2325
64 3520 0.1239 0.2590 0.2455 0.4630 0.2421
64 4096 0.1240 0.2668 0.2527 0.4981 0.2488
64 6400 0.1448 - 0.2735 - 0.2697

CPM. Some results for frames with an overcompleteness factor going from 2 to 64 are given
in Table 4.5. The results for CPM and ICBP are taken from [79]; both algorithms are run
there for 5000 iterations. We added the last row of the table as a challenge for future methods.
We see that IDB is the best of all the examples but the only one where ICBP wins. ISPM
is again not far behind IDB. We remind that ISPM designs UNTFs, while IDB has no such
constraint, hence it should always do better (if the right parameter values are used).

The overall conclusion is that our IDB method appears to be the best for frames with a
small overcompleteness factor n/m. When this factor grows, our previous ISPM method,
used in the proposed bisection procedure, becomes very competitive, having the best trade-off
between coherence results and execution times. However, IDB gives the best results for high
n/m in almost half of the designs we have tried.

Finally, let us give more insight into the effect of the parameter A from (4.12), which
dictates the weight of the newly proposed distance barrier. We also answer the question
of whether the distance barrier term alone would not be enough in (4.12). This would
correspond to large values of A. Since the gradient step size is multiplied with A in (4.15),
we need to keep the product p = YA at relatively low values. Figure 4.2 shows the coherence
obtained by IDB for A between 0.1 and 1000 for several values of p. We took a nearly square
frame (50 x 60) and a very overcomplete one (25 x 600). It is clear that in both cases, the
best values of A are small. A large A gives decent but not peak results. So, the combination
of the two terms (quadratic and barrier) in (4.12) is crucial in obtaining performance. We
also note that the best results in Figure 4.2 are actually better than those reported above.
For m = 50, n = 60, the best coherence is 0.0623, obtained for A = 0.2, 9 = 0.25; in Table
4.1, the result is 0.0626, for A = 0.2, 1 = 0.1. For m = 25, n = 600, the best coherence is
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Fig. 4.2 Coherence values obtained for frames with m = 50, n = 60 (up) and m = 25, n = 600
(down).

0.3407, obtained for A = 0.4, % = 0.5; in Table 4.3, the result is 0.3415, for A =2, ¥ =0.1.
We still recommend using the parameter values given at the beginning of this section, in
particular in (4.33), for a first try. They appear to be more robust and avoid the danger of
getting very bad designs due to large step sizes, as seen in Figure 4.2 down, where the best

result is in the immediate neighborhood of a useless design.

4.3.2 Incoherent Dictionary Learning

We report here only results obtained for m = 64, n = 100, s = 5, and N = 1000, but we have
tried other values, and the results are more or less similar. The data are generated artificially,
using random dictionaries, with an SNR of about 30 dB. AK-SVD and our algorithm are
run for 100 iterations. The execution time of IDB-DL is less than 10% larger than that of
AK-SVD, which is one of the fastest DL algorithms.

Our algorithm has tree parameters: M (or p = 1 —M/2), y and A. They allow many
good trade-offs between the two performance indices, representation error (per element)
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|E||r/+/mN and mutual coherence, including the case where both are better than in AK-
SVD. Representative results averaged over 100 runs are given in Figures 4.3 and 4.4.

The DL experiments were performed in Matlab (R2022b).

The data are generated artificially, using random dictionaries, with an SNR of about
30 dB. The generated samples are matrices with N = 1000 columns (signals) and m = 64
rows (features). The dictionaries have n = 100 or n = 160 atoms, with a sparsity constraint
ofs=5,5s=28,ors=10.

AK-SVD and our IDB-DL algorithm have been run for 100 iterations. The execution
time of IDB-DL is less than 10% larger than that of AK-SVD, which is one of the fastest DL.
algorithms. We have compared IDB-DL with the basic algorithm AK-SVD, which is one
of the fastest DL methods, and with RINC-DL [68], a recent incoherent DL algorithm with
very good results®. All algorithms have been run for 100 iterations.

Our algorithm has three parameters: M (or 4 = 1 —M/2), y and A. We have run
simulations on a grid covering a relatively large space for the three parameters. For y we
took values from 1072 to 10! and for A from 1072 to 103, both logarithmically spaced.
For the barrier margin M we used values in {1,1.2,1.4,1.6,1.8}, corresponding to u €
{0.5,0.4,0.3,0.2,0.1}.

RINC-DL optimizes (4.3), with f(D = ||DT D — ||, hence it has a single parameter: 7.
Note that although 7y has the same meaning in IDB-DL and RINC-DL, that of the weight of
the coherence-promoting part of the objective, the value of ¥ has a different effect in each

algorithm.

In Figs. 4.3 and 4.4, we give representative results obtained for n = 100 and s = 5,
averaged over 100 runs, each using the same random initialization for IDB-DL, AK-SVD,
and RINC-DL,; the results are not much different in other cases. Commenting first on the
behavior of IDB-DL, we see that there are many good trade-offs between the two performance
indices, representation error (per element) || E||r/+/mN and mutual coherence, including the
case where both are better than in AK-SVD.

In Figure 4.3, y = 0.5 is fixed. For small values of A, which basically cancel the barrier
term in (4.12), there is a small improvement in both error and coherence with respect to
AK-SVD. When A grows, there is an interval where performance improves in both indices.
When A is large, the error increases while coherence does not change much or even gets
worse; as the gradient depends only on local information, too aggressive atom updates (4.30)
take the current atom farther from nearby atoms but may move it too close to other atoms.

So, for many A values, the barrier term has a clear contribution to the overall improvement.

3We have used the code kindly provided by Mostafa Sadeghi at https://github.com/msaadeghii/
low-coherence-dlI.


https://github.com/msaadeghii/low-coherence-dl
https://github.com/msaadeghii/low-coherence-dl
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Fig. 4.3 Error (up) and mutual coherence (down) results for algorithm IDB-DL, with y = 0.5;
the parameter M appears in the distance barrier (4.10). For RINC-DL, the variable on the
horizontal axis is 7.

In Figure 4.4, A = 25 is fixed. Small values of the incoherence factor ¥ in (4.29)
expectedly make little difference, but usually to the better, with respect to AK-SVD. As y
grows, positive effects are visible in both error and coherence. However, the error is improved
on a smaller interval than the coherence; a too-large value of y worsens the error and, after a
while, also the coherence. Here, the effects of a too-aggressive approach, manifested in a
large 7, are obvious, as they lead to a clear deterioration of the coherence.

The ideal role of the barrier parameter M is to define a hypersphere of radius M around
an atom that does not contain other atoms. Since the barrier is soft, this ideal condition is not
met, but the atoms are still kept well apart. A small M value imposes mild constraints on the
coherence, thus allowing also error improvement. We see from Figs. 4.3 and 4.4 that, for
M =1 and M = 1.2, simultaneous improvement in both coherence and error is possible on
a larger range of the parameters ¥ and A than for higher values of M. Expectedly, the best
coherence values are obtained for large M, but only at the expense of a large error.

We comment on the results of RINC-DL. The same results are shown in Figures 4.3 and
4.4; in the former, the horizontal axis shows the values of the RINC-DL parameter 7y (instead

of A for IDB=DL). There is no direct correspondence between the parameter y of RINC and
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Fig. 4.4 Error (up) and mutual coherence (down) results for IDB-DL, with A = 25.

the parameters A, y of IDB-DL; however, larger values of the parameters should produce
better coherence. We remark that RINC-DL also has cases where both error and coherence
are better than for AK-SVD. However, for coherence values larger than about 0.4, IDB-DL
has much better error values; this is visible, especially in Figure 4.4. RINC-DL is able to
give a good trade-off for very low mutual coherences, which is suggested by Figure 4.3.

For a single choice of parameters, the evolution of the error and the final distribution of
the scalar products between atoms are shown in Figure 4.5, averaged over 100 runs. The
error is shown with a mean and standard deviation plot, and the improvement given by our
algorithm is obvious, especially over AK-SVD but also over RINC-DL. The value y = 1.2
was chosen for RINC-DL such that it gives about the same coherence (0.469) as IDB-DL
(0.454); the coherence given by AK-SVD is 0.885. RINC-DL has a better distribution of
scalar products between atoms in the immediate vicinity of the coherence value. However,
IDB-DL has an average final error that is about 25% better than that of RINC-DL (0.0161 vs
0.0216), which is a significant improvement.

Complexity comparison is favorable to IDB-DL. On the problems solved for producing
Figure 4.5, the average execution time, in seconds, is 5.77 for AK-SVD, 5.78 for IDB-DL,
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and 19.99 for RINC-DL. So, IDB-DL is only slightly slower than AK-SVD and more than
three times faster than RINC-DL.

To better generalize the role of problem parameters A and Y, we made a test on an
extensive configuration of parameters. For all our tests, we generated a set of N = 1000
samples having m = 64 and m = 128 features. Regarding the dictionary size, we used n = 100
and n = 160 atoms with sparsity constraints of s =5, s = 8, and s = 10. We counted a total
of 12 for different experiments and made 10 with different initialization seeds. The final
results were obtained by the mean of all 10 rounds. These experiments were repeated for
different margin values between M,,;;, = 1.0 and M,,,; = 1.8. The results in 4.6 and 4.7 show
that low margins obtain more scalable and stable results than in other cases. Both the errors

and mutual coherence are better than in the case of the AK-SVD algorithm.
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Finally, to illustrate the robustness of the parameters ¥ and A, we compare IDB-DL and
AK-SVD on a grid with y € {0.2,0.5,1.1.5,2} and A € {5,10,20,30,40,50}. We generated
sets of N = 1000 signals having m € {64,128} features. The dictionary size is n € {100,160}
atoms, with sparsity constraints s € {5,8,10}. So, for each ¥, A, and M, there are 12 different
experiments, repeated 10 times with different initializations of the dictionaries. Figs. 4.6 and
4.7 show the number of times in which IDB-DL gave a better result than AK-SVD, in terms
of error and mutual coherence, for M = 1 and M = 1.2, respectively. We see that the mutual
coherence is almost always better for IDB-DL, which is not surprising, but also that error is
improved most of the time for many values of the parameters.

In conclusion, in this chapter, we introduced the problem of Incoherent frames design
and Dictionary Learning. We have also provided efficient and fast algorithms for designing
incoherent frames and for solving the incoherent dictionary learning problem using a distance
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barrier. The designed frames have better mutual coherence than that produced by the best
existing algorithms in the literature. The algorithm complexity is acceptable. The proposed
IDB-DL algorithm competes well with probably the best incoherent DL algorithm, RINC-DL,
offering trade-offs between representation error and coherence that are clearly superior to
those offered by standard algorithms like AK-SVD.






Chapter 5
Kernel Dictionary Learning

In Chapter 2, we formulated the standard DL problem, which can be solved by using simple
strategies. In the DL problem, the input data are modeled through a linear representation,
which in some cases may be seen as a limitation. Moreover, the linear space might hinder
complex and nonlinear representations of this problem.

In order to overcome this drawback, kernel representations can be used to better quan-
tify similarities or differences between input vectors. This method extends the traditional
dictionary learning problem into the kernel space.

The kernel space also comes with some drawbacks, such as large memory usage and
heavy computation when we are dealing with large datasets. There are several ways of
reducing the kernel size, notably Nystrom sampling. In this chapter, we present a method
for reducing the kernel space more in the spirit of dictionary learning. In this framework,
the kernel vectors are obtained with a trained sparse representation of the input signals. This

idea was first introduced in [34].

5.1 Kernel Dictionary Learning

Kernel methods provide a framework for handling non-linearity by mapping the input data,
y € R™, into a higher-dimensional feature space, @(y) € R™, using nonlinear mapping
function ¢ : R™ — R™, The mapping is usually expressed using the Mercer kernel functions,
which computes the inner product, k(x,y) = @(x)” ¢(y) without explicitly computing the
nonlinear function ¢. The expression of the kernel function can be replaced with an actual

function definition. Common kernel functions include

e Linear Kernel
k(x,y) =x"y (5.1)
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* Polynomial Kernel

k(x,y) = (x"y+c)? (5.2)
» Radial Basis Function Kernel
_ I —yII3
k(x,y) = exp(———57) (5.3)
* Sigmoid Kernel
k(x,y) = tanh(ax"y+c) (5.4)

The Kernel Dictionary Learning (KDL) [82], [75] problem is formulated as follows

: _ 2
min lo(Y)—o(Y)AZ||z

)

st zellg < s, =1:N (5.5)
H(p(Y)ajH =1,j=1:n,

where ¢(Y) represents the nonlinear extension of data and ¢ (Y )A is the kernel dictionary,
where A is the coefficients matrix of size N x p. We denote here Z, the coefficients matrix
whose columns, z,, have at most s, nonzero elements. The optimization problem leads to
the computation of large kernel matrices, such as Kyy = @(¥ )7 ¢(Y), which is the kernel
matrix of the data. In this case, problems with large datasets might involve large volumes of
memory and long execution times.

Such as in the DL problem, the KDL objective involves alternating between the two
stages: updating the dictionary matrix and sparse coding. We further present the OMP
algorithm, which has been adapted for the kernel space. We assume that the dictionary
matrix, A, is given, and we want to compute the sparse representation of a signal sample,
¥, which is part of the training samples, Y. The definition of the OMP problem is given as

follows
min; [|@(y)— @(Y)Az|?

5.6
st lzlo <s .6)

Given the support ., the optimal representation is computed similarly, solving an LS
problem
—1 1
zy=(D,Dy) DL o(y)=(ALKA,) ALk, (5.7)

where

k=o(Y) o(y) (5.8)
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Algorithm 20: Kernel OMP

Data: current dictionary matrix A € RV*”
kernel matrix K € RV*N, defined as K = @(Y)T ¢(Y)
vector k € RV, defined as k = ¢(Y)T ¢(y)
sparsity constraint s
stopping error €
Result: representation support .7, solution z
1 Initialize . =0,e =y
2 while .| < sand | e|| > € do

3 Determine new index for support set: i = argmax ;¢ o aJT- (k—K ox)

4 Update support set: . + . U{i}
5 Update coefficient vector: z.o = (A;K A y)_lA;k

is a column vector of the kernel matrix K. The column position is associated with the position
of a signal sample y in Y. For updating the representation support ., we denote here the

representation error with respect to the kernel space

e=0(y)—Dyzy=0(y)—0(Y)Aszs. (5.9)

Since this error vector cannot actually be computed, the selection of the next atom is made
based on the inner product of the atoms with the residual

die=a’ (k—KAyxy). (5.10)

A large inner product indicates a good alignment with the residual, which should lead to
improvement in representation error. Kernel OMP [82] is summarized in Algorithm 20.
Now that we have covered the sparse coding stage, we need to take care of the dictionary
update. For this step, we only include the AK-SVD dictionary update method, which has
been adapted for the kernel space. The rest of the methods available in Chapter 2 can also be
adapted similarly. The dictionary update is solved in the spirit of the AK-SVD method by
sequentially updating each atom while the rest of the atoms and the representation are fixed.

Just like in (2.10) we compute the representation error with respect to the current atom

F =

I ZaiziT] , (5.11)
i#] 7

J
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Algorithm 21: Kernel AK-SVD Dictionary Update

Data: current dictionary matrix A € RV*”"
kernel matrix K € RV*V defined as K = ¢(Y )T ¢(Y)
representation matrix Z € R™V

Result: updated dictionary A

1 Compute error E =1—AZ

2 for j=1tondo

3 Modify error: F = E Jta iZ;, J

4 Update atom: a; = F Z]T-7 J;

5 | Normalize atom: a; aj(ajTKaj)_l/2

Update representation: Z j, = F TKa j

7 Recompute error: E; = F —a;Z;

where we remind that .#; the set of indices of the signals that use the jth atom. By expressing

the objective function (5.5) with respect to the current atom, we obtain a minimization

problem
. 2
ming ||@(¥) (F —az") 5
1 (5.12)
s.t HKfa ‘ =1
with the following solution
F
a=—-% (5.13)
(ZTFTKFZ) 2

This solution takes care of the constraint a’ Ka = 1, which is equivalent to the atom normal-
T 1 - . .
ization @ = K2a. The steps of the Kernel AK-SVD dictionary update are summarized in
Algorithm 21.

5.2 Reduced Kernel Dictionary Learning

Nonlinear space can extend the horizon of data representation. However, KDL has disad-
vantages when the number of available signals is large. The size of the kernel increases
in proportion to the size of the data. Thus, the problem becomes more complex from a
numerical point of view.

In order to overcome this limitation, we use a reduced space on which the kernel matrix
is built. This strategy is implemented by using kernel vectors, not the full set of signals, ¥,
but a smaller set of vectors, D, trained with DL as a dictionary for linear representations,
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thus replacing (5.5) with

min [|o(¥) - 9(D)AZ}
st lzellg <s:,0=1:N (5.14)
|p(D)aj|=1,j=1:n.

This problem has two advantages that can be used as needed. If the number of training
signals is very large, a dictionary with a much smaller number of atoms can be used. On
the other hand, we have problems where the number of training signals is small or the given
signals are not representative enough for the representation problem. In this case, large

dictionaries are recommended. In our work, the case of interest is the first one.

5.2.1 Standard Reduced Kernel Dictionary Learning

A first approach to (5.14) consists of solving it in two steps. In the first step, we design D by
solving a DL problem and thus obtaining a trained dictionary. We call this method RKDL-D
due to the use of matrix D; it was first introduced in [34]. Here is a brief reminder of the
atom update step of RKDL-D. Sparse representation can be easily derived from Kernel OMP.

Expressing the objective of (5.14) in its trace form and isolating the current atom a, we

can write
Tr [ ((PT(Y )= Y za] 9" (D) — Zja,T¢T(D))
i#]

((p(Y )= ¢(D) ;aiz? —¢(D)a jz]T)] .
7]

We compute the partial derivatives with respect to the current atom a;

o Tr(-
8a(- ) - 2||zj||2KDDaj +2KppRz; —2Kypz;
j

and the current sparse representation vector z;

dTr(+)
azj'

= 2a§KDDaij + 2RTKDDaj — 2KYDaj,

where we have used the notations Kyp = K(Y,D) = ¢(Y)" ¢(D), Kpp = K(D,D) and

R = Z aiz,-T.
i#]
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Algorithm 22: RKDL-D — update step

Data: complementary kernel matrix Kpp € RP*P
partial kernel matrix Kyp € RV*?
current kernel dictionary A € RV*"
representation matrix Z € RN
Result: updated kernel dictionary A, representation Z
n

Compute sum § = ZZiTa,-T
i=1

o

(5]

for j=1tondo
3 Modify sum: R=S—-Z jaJT.

4 | Update atom: a; = (HzH%KDD)fl (KYp+KppR)Z;
1
5 Normalize atom: a; <+ a;/ (aJT.KDDaJ-> ’

6 Update representation: Z]T- < (Kyp—RKpp)a;

7 Recompute error: S =R+ Z ja]T-

Setting these derivatives to zero, we obtain the optimal atom (for fixed representation)
a; = (|zjI3Kop) ' (Kyp+KppR)z; (5.15)
and optimal representation (for fixed atom)
zj=(Kyp—R"Kpp)a,. (5.16)

The RKDL-D procedure of updating atoms is summarized in Algorithm 22. For brevity,
we did not use special notations, but only the signals from ¥ where a; appears in the

representation are involved in the computation.

5.2.2 Optimized Reduced Kernel Dictionary Learning

The improvement that we propose here is to update the dictionary D, containing the kernel
vectors, during the nonlinear optimization procedure. We keep the idea of alternate optimiza-
tion. The matrices Z, A and D are updated successively. As above, for Z we use Kernel OMP
and the atoms of A are updated as described by Algorithm 22. Updating the dictionary D
must be done with a different procedure, detailed below. Since the dictionary D is updated
together with the nonlinear representation, we call the resulting method Optimized Reduced
Kernel Dictionary Learning (ORKDL-D).



5.2 Reduced Kernel Dictionary Learning 85

In order to solve the optimization problem for D, we update each column d ; independently

by the use of the trace form of the objective function of (5.14):
Tr [Kyy —2KypAZ +Z"A"KppAZ] .

We compute the partial derivatives with respect to the ith element of the current column d;,

for both nonlinear terms

JOTr[KypAZ] Tr 9 Tr[KypAZ)\ T .9Kyp
8(1,']' o aKYD adij
_ . 9Kyp
= Tr|AZ-%5 d, }
and
dTr[ZT AT K ppAZ] _ T dTr[Z" AT K ppAZ] T 9Kpp
8d,~j aI<DD adij

— Tr|azz'AT 2Kp|.

ij

The two partial derivatives of kernel matrices with respect to the current atom are sparse
matrices with non-zero columns or rows only where their index is equal to the index of the
current atom. The two matrices are computed as follows:
A

(9(1,’ j

: k(y2.d)) :
= Jd;j (5.17)

JdKyp
ad,‘j

ak(y d')
0o --- aé‘;/ o 0

and o ( )

i k(dy.d; T
0 S T 0

0 ok(da.d;)

e

aKDD : : :
adij | 9k(d;d:) ... ok(d;.d;) ... —ak(dj’d’”)
&d,:,- adij adij

(5.18)

ok(d,.d;)
0 T-,j

Depending on the kernel function of interest, the partial derivatives are computed via

dk(x,y)
ox

x—y|3 (x—y)
2072 o2

= —exp—H
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x5
)

for the radial basis function kernel k(x,y) = exp(—";~ %), and

dk(x,y)

o T B-1
e =B(x'y+a)” 'y

for the polynomial kernel k(x,y) = (x"y+ a)5.

Since explicit solutions to the optimization problem on d; do not seem to exist, we update
each column d; through gradient descent procedure applied on each element. At gradient
descent iteration /, the next element value is computed via

4 l l

(©

ij

0 T T.aKDD_ '8KYD
gij—Tr{AX(ZA a9y )|

where Yy € R represents the chosen learning rate and g .’ is the gradient

where the matrices (5.17) and (5.18) are computed for the dictionary at iteration ¢. The
update step of the ORKDL-D algorithm is obtained by introducing a few steps of gradient
descent as described above for updating the dictionary D, after the update of A described by
Algorithm 22.

5.2.3 Mixed Optimized Reduced Kernel Dictionary Learning

The previous subsection presents an update procedure for the kernel vectors D. A possible
drawback is that direct optimization of the objective of (5.14) may lead to a dictionary D
with weaker representation power for the entire set of signals, ¥. We present here a further
improvement. To keep the representation significance of D, which is a natural property to
require in the context of kernel methods, we introduce the standard DL objective (2.2) into
the ORKDL-D problem, obtaining
,in - l9(Y) — p(D)AZ|}: + AY DX}
st Nzl <5, €=1:N

|e(D)aj||=1,j=1:n (5.19)

xellg < sx,¢=1:N

ldj||=1,j=1:n,
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where A € R is a penalty constant. Since a mixed objective is proposed, we name this
method Mixed Optimized Reduced Kernel Dictionary Learning (MORKDL-D).

By following two optimization directions, we update the nonlinear representation while
conserving the representation power of the linear space. The current optimization problem is
solved similarly to the previous problems. The update of a column of D is slightly different.

The gradient of the current atom also uses the partial derivative of the linear term and is

8ij=8ij—é€ij
where e;; represents the ith element of the vector (Y —DX)-X JT; here, X JT is the jth row of
X. On the other hand, the linear sparse representation matrix X is computed with the OMP
algorithm. As before, the nonlinear sparse representation matrix Z is computed using the
Kernel OMP algorithm since Z and X can be optimized independently when A and D are
fixed.

In this chapter, we present a new algorithm dedicated to training reduced-size nonlinear
representations in the Kernel Dictionary Learning (KDL) problem. The reduced nonlinear
representation is obtained by updating the kernel vectors with respect to the signal samples.
This technique facilitates fast exploitation of the KDL problem. This demonstrates to be
beneficial for problems that involve large amounts of data. Later, in Chapter 6, we are going
to use this algorithm for the development of an anomaly detection algorithm. We further
present the results obtained on three different datasets and demonstrate that the reduced
kernel can obtain competitive results compared to the standard kernel problem.

5.3 Applications

In this section, we present the main results of the proposed methods. We solved the general
Kernel Dictionary Learning problem in a sparse representation manner, using the reduced
nonlinear space. For the experiments, we used three different data sets: Digits, MNIST [48]
and CIFAR-10 [45]. For each experiment, we trained a kernel dictionary to represent the
whole data set or a subset extracted by its corresponding label. For example, for the Digits
data set, we used all the signals during the training procedure, while for the MNIST and
CIFAR-10 data sets, we used signals specific to a selected label. For the MNIST data set, we
used the label 5, while for the CIFAR-10 data set, we used the first label.

To demonstrate the effectiveness of the proposed algorithms, we computed the objective
function of (5.14). We report the values ||¢(Y) — ¢(D)AZ||r/+/mN of the error per signal
element at each iteration and measured the overall execution time. Note that for MORKDL-D,
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Data KDL RKDL-D ORKDL-D MORKDL-D

Digits 1.041 x 1072 1.026 x 1072 1.022x 1072 1.021 x 1072
MNIST 8.081 x 1073 7.970x 1073 7.859x 103 7.846x 103
CIFAR-10 3.373x 1073 3.285x 1073 3.250x 1073 3.238x 103

Table 5.1 Last error value

we report the values of the same error, not of the objective of (5.19). Of course, for KDL, we
compute the objective of (5.5), which corresponds to the standard case D =Y.

The error and execution time were computed by the mean on ten different rounds.
As kernel function we used the radial basis function k(x,y) = exp(_";—_zy‘%). The kernel
parameters were chosen according to a grid search, and for all data sets, we chose o = 10.
All the algorithms trained a kernel dictionary A of size p = 20, with sparsity level s, = 4,
using 10 iterations. For the reduced methods, we initially trained a dictionary D of size
n = 50, having a sparsity level of s, = 5, with 10 iterations of the AK-SVD algorithm. The
dictionary D dimensions ensure a reduced kernel by having a smaller number of atoms
compared to the number of data signals. For example, the Digits dataset contains N = 5000
signals of size m = 784, while the MNIST dataset consists of approximately N = 6000
signals of the same size from the same class. From the CIFAR-10 dataset, we used N = 5000
signals, specific to the interest class, of size m = 1024.

In the ORKDL-D and MORKDL-D algorithms, the dictionary D is updated with three
gradient descent iterations. For each of the three data sets, we chose a learning rate that
ensures a smooth decrease in the objective function. We took y = 5- 10~* for the Digits and
MNIST data sets and y = 6- 10~ for the CIFAR-10 data set. For all the experiments, we
used A = 1.

For a better visualization of the results, we show the evolution of the nonlinear error
(objective function of (5.14)) during the training procedure for each algorithm using the three
data sets Digits (Figure 5.1), MNIST (Figure 5.2) and CIFAR-10 (Figure 5.3).

As we can see, the improvements are visible from iteration two of the training. More
results are given in Table 5.1, containing the value of the error at the last iteration.

All the reduced methods achieve a smaller error compared to the KDL method. At first
glance, we notice that very large kernel spaces are not necessary to obtain good results.
The introduction of a small dimensional space is enough to obtain satisfactory results. For
situations where an improvement of the nonlinear representation space is needed, several
iterations of gradient descent can be run as needed. Another advantage of the proposed

methods is the reduction of the execution time. For example, the non-optimized reduced form
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obtains an execution time at least six times shorter than the KDL method. In the problems

where we try to train the kernel space, an additional time will be introduced (for dictionary
D update), but the execution times are still shorter than those of KDL. For reduced kernel
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methods, the execution time is reduced by approximately 20-45% with respect to the KDL

problem.



Chapter 6

Classification and Anomaly Detection

6.1 Classification

The DL problem (2.2) can also be used in classification problems. Considering a set of
feature vectors classes Y = [¥Y1,...,Y,...,¥Y¢]|, where the columns of matrix Y. € Rm*Ne
are the vectors belonging to class ¢, we intend to learn a specific dictionary, D, for each
class. For a given test signal y € R™ the classification is achieved by finding the dictionary

with the smallest residual of the representation:

¢ = argmin ||y — D;x;||, with [[x;][, <'s. (6.1)
i=1:

A relevant characteristic for a classification problem is that each dictionary D, should
well represent the signals of the current class while obtaining poor representations for the
other classes. This type of behavior may involve incoherence strategies (Section 4.1.1) or
even discriminative learning (Section 4.2.1).

We further present three ideas that are dedicated to classification problem tasks. The
first one was presented in [32] and includes an adaptation of Algorithm 18 to the kernel
version and its use for classification problems. Another method of interest takes advantage
of the Algorithm 19 and tries to build incoherent dictionaries by using the distance barrier.
Moreover, this method is also extended in the context of triplet loss, leading to a new
formulation for the distance barrier function. The final result was presented in [38] and
introduces a method for dictionary initializations for classification tasks. The main idea is

based on a simple framework for contrastive representation learning [12].
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6.1.1 Classification with Incoherent Kernel Dictionary Learning

In this subsection, we present a classification method based on the Kernel Dictionary Learning
problem (5.5). The main contribution of this idea was first presented in [32] and consists of

the development of incoherent kernel matrices for classification problems.

Incoherent Dictionary Learning classification

We first introduce the incoherence strategy for classification problems for standard DL
algorithms and then continue with the kernelized version. The classification performance
can be improved by adding a specific term to the optimization problem that promotes
discriminative power in each dictionary. By using this strategy, we intend to maintain a good
sparse representation for the current class while achieving poor representations for the other
classes. A solution for this problem was presented in [40] where a penalty term was added to
the DL problem, transforming it into

gnnZHY DXHFHZZHDTDIHF (6.2)
iXi i=11#i

The second term introduces an incoherence measure between pairs of dictionaries from
different classes. By this formulation, we intend to project dictionaries into quasi-orthogonal
spaces while retaining most of their representation ability. Let us assume that we optimize
atom d j from dictionary D;, while the other variables are considered fixed, including dictio-
naries from different classes. By extending the (4.23) cost function in the current context,

the optimization problem becomes

. 2 2

min ij—deijH +2v)||D djf 6.3)
dj Fo

where where F;; = [Y —Yozidix; } is the representation error when all atoms but d; are

considered fixed and .#; denotes the 1nd1ces of the nonzero positions on the jth row of X;

(those containing the coefficients of d; in the representations). If we consider the formulation

from (4.27), a similar solution can also be computed
dj« F;x—2yDD"d;, (6.4)

where we have denoted x =X ; , and D=[D,,...,D; 1,D;.1,...,Dc]is the complementary
dictionary to the current one. The solution of the DL problem (6.2) solution is summarized
in Algorithm 18.
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Incoherent Kernel Dictionary Learning classification

We now extend the previous problem into the kernel space. Through this method, the space
of signals is extended to a nonlinear feature vector space. We associate with each signal y the
feature vector ¢(y), where @(y) is a nonlinear function. The dictionary D is also extended to
a nonlinear space by ¢(Y)A, where A contains the coefficients of the dictionary. So, the DL
problem (6.2) is transformed into

min [lo(¥) - ¢(¥)AX|2

st |lxelg<s¢=1:N (6.5)

le(¥)aj||=1,j=1:n
The problem becomes computationally tractable by the use of Mercer kernels, k(x,y) =

@(y)" @(x). Denoting K;; = ¢(Y;) " @(Y;), the incoherent DL problem (6.2) is transformed
into the Incoherent Kernel Dictionary Learning (IKDL) problem

C
2 T 2
FIHZ||¢ e(Y)AXiF+7Y. ) ||A KuA| - (6.6)
i Xi i=11#i
Using a similar alternate optimization technique and similar notations, the kernel correspon-

dent of problem (6.3) for optimizing an atom a; is

mm

" 2 AT K| )
1#£i

\(p —o(Yi)aX;

In order to solve this optimization problem, we compute the partial derivatives with respect

to atom a; as follows

2|l oxs) (Fiy—ap”)|; r
8a~ =—2K;;(Fij—ax")x (6.8)
j
and 2
d||A] Ka;
% = 2K A/A[ K a;. (6.9)
j

By using (6.8) and (6.9), the minimum in (6.7) is obtained when

—Ki(Fij—apx")x+ 27y K AATK a;=0 (6.10)
I#i
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and so the solution is

~1
a;= (K,-,~|]x||2 + 2yZK,.T,A,AfKi,> K;F;x. (6.11)
I#i
The resulting atom is the solution of a m x m linear system. Given the complexity of the
problem, we seek a more convenient approximation.
We note that, given the atom a;, the optimal associated representation in (6.7) is X jT 7=
F ZT]K iiaj, like in the kernel K-SVD algorithm (the penalty does not contain the representation).
We insert this optimal representation in (6.7) and obtain

. T 2 5 2
min || @(Y) (Fij —a;a; KiF ij) | .+ 27 [ Kiaj | . 6.12)
where
. T
Ki=[K\A ... K], (A1 K], A1 ... KicAC] . (6.13)
Expressing the Frobenius norm via its trace form, the new objective from (6.12) becomes
T AT A
Tr [(F,'j — aja;K,'iF,'j) Kl',' (F,'j — ajaJTK,-iFU)} —|—2’)/TI’ [aJTK,- K,'aj] . (614)

After direct transformations and neglecting the terms that do not depend on a;, we are left

with the minimization of
AT A
~a] (KiF ;F;Ki—27K{' R;) a. (6.15)

The solution is the eigenvector corresponding to the maximum eigenvalue of the matrix

A

T A
H =K;F;;F[K;—2YK; K. (6.16)

Since this is again a high-complexity operation, we make a single iteration of the power
method on the matrix H. So, given the current atom ag.k) (at iteration k), the new atom is

a!" = Hal" = K;iF jx— 2R, Ria", (6.17)
followed by atom normalization. The atom update (6.17) is the kernel version of (6.4).

The atom update operations of the IKDL algorithm are summarized in Algorithm 23 for
a single dictionary (hence, the index i has disappeared). We also propose an improvement
with respect to the Updated AK-SVD (UAK-SVD) method presented in Algorithm 9. During
the experiments, we compared UAK-SVD with the usual AK-SVD update. We note that the
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Algorithm 23: Incoherent Kernel UAK-SVD Dictionary Update

Data: kernel matrix K € RVV
current dictionary A € RV*”
complementary dictionary K e RW-Dx
representation matrix X € R"™N

Result: updated dictionary D

Compute error E =1 —AX

for j=1tondo

3 Modify error: F =E 5, +a;X; g,

4 Update atom: aj = KFX; 5, — 2yIA(TIA(a]-
' 1

N

[ S

. 2
5 Normalize atom: a; < <aJT.Ka j)

‘on- X7 T , T
6 Update representation: X ; 7 E 7, Kaj+X; 7

7 Recompute error: E 5, = F —a;X; 5,

representation update uses the most recent version of the current atom; however, the error
matrix F is computed using the previous version of the atom. By introducing the most recent

version of the atom in the error, the representation update becomes
(k+1) (k)
T T T T

Due to normalization, we have ajTKa j =1, and so this product has disappeared from the
second term above. The difference is only in the representation updates, step 6 of Algorithms
18 and 23.

For the classification scheme, we need only the reconstruction errors from equation (6.1).

For the kernel version, the classification of a signal y results from

c=argmin ||@(y) — @(Y;)Aix;||, with ||x;|, <s, (6.19)
i=1:
which leads to
¢ = argmin k(y,y) +x! AT K;A;x; — 2k(y,Y)A;x, (6.20)
i=1:C
with |lx;[[y <'s. (6.21)

Here, as well as in the IKDL algorithm, the representations are computed with Kernel OMP.
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6.1.2 Classification with Dictionary learning and a distance barrier

promoting incoherence

This topic presents a new approach to the incoherent dictionary learning problem using
a barrier function that promotes incoherence, which was previously introduced in 4.2.1,
but not in the context of classification problems. This function has a context-dependent
quadratic term and a distance barrier term that can be used in both local and global structures.
This strategy achieves better results in terms of error representation and incoherence of the
dictionary compared with the standard problem.

For the Incoherent Dictionary Learning via distance barrier (IDB), we formulate the

classification problem as follows

C C

Y I¥i—DiXilz+7Y. Y f(Di.D;). (6.22)
i=1 i=1j£i

where f(-) is the function promoting incoherence. A good choice for this function can be

computed according to the definition from (4.10). We used the following distance barrier

function
b(D;, D)) ZZ[maXOM 1) —dY|12)+ (6.23)
k I
max(0,M - ||d” +d}"|)|.

where we define a soft margin M of the distance between atoms.

Following the same strategy, the problem is solved by following a block coordinate
descent procedure for a single atom d; while the rest are fixed. The update is made using a
gradient descent method

dj—dj—ygid;), (6.24)

where
gj(dj) =Fx;+D;W3D;d, (6.25)

+A| Y di—d)+ ) (-di—d))

ldi—d;l|I<M |di+dj||<M

Note that this strategy ensures a global incoherence between dictionaries from different
classes. On the other hand, it is well-known that local incoherence at a dictionary level can

improve the representation capabilities. The proposed method can be enhanced by combining
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the global barrier (between dictionaries of different classes) with a local barrier (between
atoms of the same dictionary).

We further adapt the previous distance barrier, taking advantage of a triplet configuration.
This idea was used before in the triplet loss cost function [70].

We rewrite the incoherent dictionary learning objective function (6.22) as follows

C C
Y |¥;— DX,z +vY. Y b(D;, D)) (6.26)
i=1 i=1 j#i

where the new distance barrier function b(D;, D;) is defined as

Y [maxm,m |d@) —a®) |2~ |d@) — a®))
(d) dP) 4"

+max(0,M+ ||d“ —ad®) |2 — |d W +d™|]?)
+max(0,M + [|d'W +-d'P)||> —||d@) —a™|?)

+max(0,M + ||d'@ +d®) > = |d'W +a™|?)|.

The sum goes over all triplets of atoms (d'“,d”) d™) with d,d'P) € D; and d™ € D It
The distance margin M ensures a minimum distance between a positive pair of atoms (d (@),
d'?)) (an anchor and a positive atom) and a negative pair (d‘“), d”) (the anchor and a
negative atom). In the context of an atom update, we consider the updated atom as the
anchor and any other atom from the same dictionary class as a positive atom. In contrast, any
other atoms from different dictionary classes are considered negative atoms. Note that this
time, we do not use the quadratic term used before in IDB. Since we use triplets of atoms
to build the distance barrier, we name it the Incoherent Triplet Distance Barrier (ITDB); by
extension, we also name (6.26) ITDB. By following this strategy, we intend to obtain a more
compressed structure of atoms in the same dictionary. In contrast, the rest of the atoms of
different classes should be far away, ideally at distances larger than the margin M. Notice
that the optimization of each atom is made similarly to IDB. The gradient of the first norm
inside the max(-) function ensures that the optimization is made in the direction that brings
positive atoms closer together; the second norm ensures that the direction that brings closer
negative pairs of atoms is neglected.

Compared to the IDB method, the ITDB problem implies expensive computations for the
distance barrier function since it uses triplets of atoms instead of pairs of atoms. To overcome
this bottleneck, we propose two solutions that use a small percentage of the possible triplets.
A natural way to do that is to use a portion of the negative atoms to form triplets. Since the
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selection is made randomly, we might not use the closest negative atoms to the current anchor.
However, we expect all the negative atoms also to have a compressed representation; few of
them may be representative of their general direction. The second solution is to compute all
triplet distances M + ||d'® +d?)||2 — ||d'® 4|2 and use a percentage of the pairs that
have the highest values. In our implementation, we have chosen to select a percentage of the

negative atoms to form triplets.

Remark 6 7o better understand the role of the barrier function E(Di,D ;) and its soft margin,
we expand the first term of the sum, for a single triplet (d(“),d(p ),d (”)) of atoms. Here, we

consider that the distance barrier is not respected; hence, we drop off the max function.

M+ ||d @ —dP)|? = ||d\@) — g™ 2
=M+ (2-2(d)Td?)y - (2—-2(d)Td")
—M+ 2<d(a))T(d(n) _ d(P)) (6.27)

We can see that the soft margin determines a coherence boundary between the anchor atom
and the direction that brings closer atoms of the same class but does not bring the anchor

closer to the negative atoms.

6.1.3 SimCDL: A Simple Framework for Contrastive Dictionary Learn-

ing

We now address the problem of dictionary initialization. This problem can be solved for two
principal reasons: a general DL problem or a classification problem. For this, we introduce
a Simple framework for Contrastive Dictionary Learning (SimCDL) [38], which leverages
contrastive self-supervised learning for dictionary initialization and sparse representation.
Integrating the SimCDL framework into the DL problem improves dictionary learning,
leading to more robust, diverse, and incoherent atoms.

At the base of this idea is the use of contrastive learning in a self-supervised manner.
Contrastive learning is a method that aims to learn similar and dissimilar representations from
the data. This method can be used in supervised problems with known sample labels. On the
other hand, several strategies can learn useful representations without explicit labels. Since
most data is available without labels, multiple unsupervised and self-supervised learning
applications have been developed. These methods enable the development of generalizable
models, which have the potential to learn and recognize a wide variety of patterns in the data.
An interesting framework that involves contrastive learning is self-supervised. There are

multiple strategies available, such as Momentum Contrast (MoCo) [28], Pretext-Invariant
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Representation Learning (PIRL) [55], and a Simple Framework for Contrastive Learning
of Visual Representations (SimCLR) [12]. MoCo is a framework that uses a queue and a
moving-averaged encoder to learn visual representations. In PIRL, invariant representations
are learned by solving pretext tasks. SImCLR uses a simple contrastive loss function to learn
visual representations. The simple contrastive loss is applied by learning similar representa-
tions for augmented versions of the same input image while discriminating representations
of dissimilar images. The SimCLR algorithm can also be enhanced in the dictionary learning
problem, leading to more robust and incoherent atoms. The learned atoms can then be
used to improve sparse representation, leading to smaller representation errors and better
classification accuracies.

The Simple framework for Contrastive Dictionary Learning (SimCDL) framework is
developed in the spirit of SImCLR [12], a powerful approach to unsupervised representation
learning. At the base of this framework lies the SImCLR loss function, designed to learn rich
and discriminative embeddings from unlabeled data.

In the context of Dictionary Learning (DL), we use stochastic data augmentation trans-

formations to obtain pairs of correlated signals from the same example, denoted y; and

yi.

: The SimCLR problem has been adapted without using a projection head or base encoder.
Instead, the dictionary D is used directly to calculate encodings using an OMP procedure.
The embeddings are represented by the column vectors of the matrix X.

To build a positive pair of encodings, denoted as x; and x;, we compute the representation

coefficients of the previous two augmented samples, y; and y;. In addition, the contrastive loss
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is calculated to measure similarities between the positive pairs of encodings and discriminate
them from negative pairs.

This setup leverages the principles of SImCLR, primarily contrastive learning, in a sparse
coding problem. SimCLR is typically used to learn useful representations by maximizing the
agreement between different augmented examples of the same data sample via a contrastive
loss in the latent space. An example illustrating the SImCDL steps is given in Figure 6.1.

To compute the loss function, we randomly select a minibatch of K examples at each
iteration. After that, we create pairs of augmented samples for each of the K examples,
resulting in a total of 2K data points. By doing so, we don’t need to sample negative
examples explicitly.

Additionally, we consider other augmented examples as negative samples in relation to
the positive pair. After this, we compute an embedding for each augmented sample using the
OMP algorithm

x;=OMP(y;,D,s),

where s is the sparsity level. The similarity of the encodings is computed using the cosine
similarity of their normalized feature vectors, sim(u,v) = u’v/||u|||v||. In contrast, the
negative encoding should use other atoms in their sparse representation, leading to incoherent
embeddings. The loss for a positive pair of examples is calculated using a softmax function
over the similarity scores of all pairs within the minibatch, scaled by a temperature parameter

T
exp(sim(x;,x;)/7)

L% [ exp(sim (xi, x) /7))

The global loss function is summed across all positive pairs, standing for the normalized

(6.28)

Z(h]) = —lOg

temperature-scaled cross-entropy loss. Using this loss function, the full dictionary is updated
using a stochastic gradient descent (SGD) procedure, where the gradient is computed using
reverse mode automatic differentiation. The optimization result leads to more diverse quasi-
orthogonal atoms that can better represent all the samples available in the training set. This
problem is similar to a frame design problem, in which the atoms are designed to represent
the samples better. In the context of SimCDL, we want to randomly initialize a dictionary and
optimize following the SGD procedure. Our experiments demonstrate that relevant results
can be obtained for small batch sizes and several iterations, leading to better representation
errors. The idea of SImCDL is summarized in Algorithm 24.

This strategy can be beneficial for the initialization of dictionaries with incoherent atoms
or even incoherent dictionaries. In classification problems, with ¥ = [¥,...,Y,...,Y(]
representing a set of feature vectors, we want to learn local dictionaries, D, for each class.

In general, the initialization problem is not addressed; simple methods like random matrices



6.1 Classification 101

Algorithm 24: SimCDL: main learning algorithm.

Data: batch size K
constant T
augmentation function T
dictionary D
sparsity constraint s
Result: learned dictionary D
for sampled minibatch {y, }X_, do
2 | forke{l,....,K}do
3 Draw two augmentation functions t ~ .7, t' ~ .7 Compute the first
augmentation ¥,,_; = #(y;) Compute the first encoding
Xor_1 = OMP($5;_,,D,s) Compute the second augmentation ¥,, = t'(y;)
Compute the second encoding xp; = OMP (¥, D, s)

4 foric{l,....2K} and j€{1,...,2K} do

5 | sim(i, j) = % %/ (| 1))

6 Compute gradient of . = 5 Y& | [¢(2k — 1,2k) + £(2k,2k — 1)], where £ is
defined in (6.28) Update dictionary D using gradient descent

o

or a random selection of signals are used for initialization; we will tackle it using SimCDL.
Considering that a class dictionary, D, € A" Ne  should achieve good representations
for its class, we will further adapt the SImCRL framework for dictionaries initialization
in classification problems. Since we need C dictionary we will further optimize a wide
dictionary, D = [Dy,...,D,,...,D¢] € 2"(CN)_ During the optimization, the sparsity
constraint s is set to N, which is the number of atoms per class. Since we need N atoms, we
want to overspecialize enough atoms for each class.

After the general dictionary is trained, the problem of atom distribution must be solved;
each atom of D must be allocated to a class c¢. For this task, we propose two different
approaches. The first one is greedy: we loop over each class and search for the atoms that
are most used in the sparse representation of the samples of the current class. Since the
class dictionaries have no common atoms, once an atom is assigned to a class, it becomes
unavailable for other classes. The second approach is based on the linear sum assignment
problem [14]. This algorithm solves an optimization problem where the goal is to assign a
set of workers to a set of tasks in a one-to-one manner while minimizing the total cost of
the assignment. This scenario is similar to the problem of the atoms class assignment with
respect to their use. During our experiments, we tested both methods and decided to use the
second approach.
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We now present the main data augmentation transformations that can be applied on a
signal sample y € R™. This strategy is widely used in supervised and unsupervised learning.
We followed the example provided in [12], where the authors used augmentation operators
such as cropping, resizing, flipping, color distortion (drop and jitter), image rotation (90,
180°, 2700), cutout, Gaussian noise, Gaussian blur, Sobel filtering. Since we do not focus on
images in DL, we further used only four augmentation operators that have been adapted to

signal samples.

Rotation

The first augmentation operator that we used is rotation. We achieved this by applying
Rodrigues’ rotation formula. This formula is used to rotate a vector in an n-dimensional
space in the hyperplane spanned by two orthogonal unit vectors, named u and v. Notice that
for n-dimensional space larger than three, we do not have a unique axis that can be used for
rotations. Different initializations are used for the unit vectors during our experiments every

time a rotation is generated. The resulting rotation matrix R is defined as
R=1, +sin(a)- (vu" —uv") + (1 —cos(a)) - (uu” +w'),
where I, is the identity matrix and ¢ is the angle under which the rotation is made.

Cutout

In general, the cutout transformation selectively zeros out some input data elements. In our
case, the cutout operator refers to a reduced DL problem in which we isolate some features.
More precisely, considering m, the number of features that are going to be further used, with

m, < m, the DL becomes

n

Ys.=Dgx=Y xidy ;=Y xidg;
= jes

where the subscript .#, denotes the restriction of the vectors to the rows with indices in .7.
Notice that when the cutout operator is used, only m, features of each atom are updated,
with respect to the set ... Moreover, the atom normalization stage is achieved at the end of
each atom iteration with respect to all features. This strategy demonstrates that the cutout
operator can obtain more robust dictionaries. In this way, the dictionary focuses more on

the underlying structure of the data representation. Moreover, the cutout operator makes
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y D X
Fig. 6.2 DL with cutout; the grayed out cells indicate features that are ignored during the

atoms update, while the atoms normalization is made using all the features

the dictionary more generalizable, reducing overfitting risks. Figure 6.2 presents a general
illustration of the cutout operator.
Gaussian Noise

Another augmentation operator is the Gaussian noise, which involves creating a noise vector
€ where each element is drawn from a Gaussian distribution .4 (0, 52). The transformation

is simple and is achieved as follows
y=y+g,

where y is the new sample vector, and € is the noise vector centered in 0 and with standard
deviation o. This type of augmentation is trivial for developing robust atoms.
Gaussian Blur

The Gaussian Blur operator is obtained by convolving the sample vector y with a one-
dimensional Gaussian kernel. The kernel k is defined as:

1 i
ki= —— -
V2162 P ( 202)
for i ranging over the kernel size, centered at u = 0, the middle of the kernel, and o the

standard deviation of the blur. The resulting vector after the convolution operator is

Vi=(kxy)i=Y ki yi_j.
7

6.1.4 Applications

In this subsection, we present the main results obtained with the previously introduced

algorithms for classification problems.
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Classification with Incoherent Kernel Dictionary Learning

Here, we include the main results obtained with the Incoherent Kernel Dictionary Learning
(IKDL) algorithm. The datasets used in the simulations are YaleB [22], AR Face [53], and
Caltech 101 [20]. We measure performance through classification accuracy, training time,
and testing time.

All the algorithms were developed in Matlab. The execution time and accuracy are
reported as the average over the three best results. For the methods that require the use of a
kernel function, we used the usual kernels: Radial Basis Function (k(x,y) = exp _H;T_g”%
and Polynomial (k(x,y) = (xTy+ a)P).

For the kernel methods, we have tested multiple configurations with respect to the hyper-
parameters. During the simulations, we performed tests with dictionaries of different sizes
(40, 60, 80, and 100 atoms) having a sparsity constraint equal to 10%, 20%, 50% and 80%
of the number of atoms. Taking into account the training time and the resulting classification
accuracy, we chose to use only dictionaries with 40 atoms and a sparsity constraint of 20.
Increasing sparsity might improve the results, but this will also affect the training time. All
tests were performed on 10 DL iterations. We set the hyperparameters of the optimization
problem following a grid search: y € [0.01,0.1,0.5,1,2,4,6], o € [0.5,1,2,4,5,6,8,10],
o €[0.5,1,2,4] and B € [2,3]. In the case of all datasets, for the IDL problem, we used
Y = 4, while for the IKDL problem, ¥y was set to 0.1. Regarding the kernel functions, we
used the following parameters: ¢ =4, oo =2 and 8 = 2 for YaleB dataset; c =8, @ = 4 and
B =2 for AR Face dataset; and 0 =5, a@ = 4 and 3 = 2 for Caltech 101 dataset.

The main results are summarized in Tables 6.1 and 6.2. The UAK-SVD method usually
improves the classification accuracy, although sometimes only slightly. Regarding the kernel
extension, the introduced nonlinearity does not always ensure an improvement, as we can
see for the YaleB dataset. Still, there is a significant improvement regarding the execution
time. In the case of the YaleB dataset, the training time decreased by 10 times, while for the
AR Face dataset, the training was done 25 times faster. The best improvement is visible for
the Caltech 101 dataset, where training time has been reduced by 200 times. The execution
time is reduced due to the small size of the dictionaries in the kernel version. This property
is valid only for cases where the signal size is much larger than the number of signals per
class; for example, in the YaleB case, the dictionary of a class has size 504 x 40 in the IDL
approach, but size only 32 x 40 in IKDL; it is thus remarkable that the accuracy loss is so
small when kernels are used. This property is also valid for the other datasets, where we have
signals of size 540 for the AR Face dataset and 3000 for the Caltech 101 dataset.

In order to better understand the classification problem, we compute the reconstruction
error and the discriminative term. The results are illustrated in Figures 6.3 (for YaleB dataset),
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Data AK-SVD (IDL) UAK-SVD (IDL) AK-SVD (IKDL) UAK-SVD (IKDL)
rbf poly rbf poly
82 87 6 7 9 9
YaleB 20 20 23 24 26 27
558 560 19 19 24 24
AR Face 27 26 25 25 30 30
14332 14367 62 62 73 73
Caltech101 329 329 403 402 430 428

Table 6.1 Execution time (in seconds)

Data AK-SVD (IDL) UAK-SVD (IDL) AK-SVD (IKDL) UAK-SVD (IKDL)
rbf poly rbf poly
YaleB 94.00% 94.11% 93.88% 94.00% 94.05% 94.07%
AR Face 93.22% 93.33% 93.42% 94.83% 93.50% 94.83%
Caltech101 67.30% 66.98% 70.67% 70.83% 70.12% 71.46%

Table 6.2 Accuracy results

6.4 (for AR Face dataset), and 6.5 (for Caltech101 dataset). Each figure is based on the
exploitation of the two terms, the representation error and the discriminative term. We can
easily see that the reconstruction error achieves good representation for YaleB and AR Face
datasets. In contrast, the discriminative term does not produce the quasi-orthogonality of the
dictionaries. For these problems, the classification obtains good results by taking ¥ small
enough so that the discriminative term does not have an important weight in the objective
function. On the other side, the Caltech 101 dataset does not obtain good error reconstruction,

but the discriminative term is stronger, and thus, classification can be performed.

Classification with Dictionary learning and a distance barrier promoting incoherence

We now continue with the experiments carried out for the IDB and ITDB methods. For our
tests, we used seven datasets. We employed our methods in classification tasks, such as
face recognition (Yale B Face, AR Face, CMU PIE Face), scene category recognition (/5
Scene), object recognition (Caltech101) and action recognition (UCF50 action. The datasets
summary is shown in Table 6.3.

We measured the performance of all methods in terms of accuracy, training time, and
testing time. The results are obtained over 10 independent rounds with different initializations
and dataset split seeds. We compared the IDB and ITDB methods with the standard IDL

problem and three additional competitors, Projective Dictionary Pair Learning (DPL) [25],
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Fig. 6.3 YaleB - UAK-SVD IKDL

Dataset name # Samples # Dim # Classes

YaleB 2414 504 38
AR 2600 540 100
CMU PIE 11554 256 68
15 Scene 4485 3000 15
Caltech101 9144 3000 102
HMDBS51 6766 5000 51
UCF50 6680 5000 50

Table 6.3 Dataset summary

Self-Expressive Locality-Adaptive Latent Dictionary Pair Learning (SLatDPL) [89], and
Low-rank Shared Dictionary Learning (LRSDL) [83]. For the DPL!, SLatDPL? and LRSDL?
methods, we used the original code provided by the authors. We followed the experimental
details provided in [25]. For the proposed experiments, we split each dataset for training and
testing. Depending on the number of available samples per class, we used a fixed number of
samples for training, while the rest were used for tests. For the training stage, we used 32
samples per class for the YaleB dataset and 20 samples for the AR Face dataset, while for the
rest of the datasets, only 30 training samples were used.

For datasets used in the DPL paper, we used the hyperparameters provided by the authors.
For the rest of the datasets, we performed an additional hyperparameter search and used
T =10.05and A = 0.005 (and A = 0.05 for the HMDB51 dataset). For the SLatDPL method,

Uhttp://www4.comp.polyu.edu.hk/ cslzhang/code/DPL_NIPS14.zip
Zhttps://github.com/Daitu/SLatDPL
3https://github.com/tiepvupsu/DICTOL
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Fig. 6.4 AR Face - UAK-SVD IKDL

since the hyperparameters are not provided in [89], we computed a custom hyperparameters
search on our own. We fixed ¥ = 0.5 and proceeded with a grid search with the o and 3
parameters over {0.005,0.05,0.5,1,5,50,5000}. The dictionary sizes and the number of
iterations were taken as in the original papers. For the LRSDL method, we followed the
instructions provided in the paper for three of the used datasets. For the rest of them, we
used 20 atoms per class dictionary and 40 shared atoms; the three A parameters were decided
based on a hyperparameter tuning procedure over {0.005,0.05,0.5,5,50,500,5000}.

For the IDL, IDB, and ITDB methods, we only used dictionaries of size n = 40 with
a sparsity constraint of s = 20. All the training stages were performed over 10 iterations.
The experiments show that 10 iterations are enough for the algorithms to converge. For
the hyperparameter tuning process, we conducted experiments using a grid search strategy;
the evaluated margins are M € {1.2,1.4,1.6,1.8}, for the y and A parameters, we used
combinations of values from {0.005,0.05,0.5,5,50,500,5000}. For the ITDB method tests,
we only used perc = 5% and perc = 10% (depending on the number of training samples) of
negative atoms to construct atom triplets. We provide the used hyperparameters in Table 6.6.

We summarize the main results in Table 6.4, where we present the obtained accuracies
over all the datasets. Moreover, Table 6.5 gives the measured times over the training and
testing stage. The results show the good behavior of the proposed methods. The IDB and
ITDB methods generally overperform the accuracy of the IDL problem, but also that of the
DPL, SLatDPL, and LRSDL methods for several datasets (Caltech101, CMU PIE, HMDB51,
UCFS50 for SLatDPL; the last two for DPL; the last three for LRSDL). ITDB is better than
IDB in all databases except 15 Scene and Caltech101. However, a disadvantage of the
proposed methods is the running time, which is larger. In training, IDB is clearly faster
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Fig. 6.5 Caltech101 - UAK-SVD IKDL

IDL IDB ITDB DPL SLatDPL LRSDL

YaleB 94.28 9435 94.47 97.65 97.25 91.58
AR 93.13 93.07 9392 98.43  98.12 96.83
CMUPIE 90.56 90.60 9198 9325 91.24 90.41
15 Scene 95.62 94.17 9239 95.89  94.57 73.07
Caltech101 69.16 72.18 7042 70.72  62.89 73.61
HMDB51  29.74 29.89 30.81 25.57 19.40 18.40
UCF50 59.94 60.14 60.63 59.87  55.77 60.15

Table 6.4 Accuracy results (percentages)

than ITDB, sometimes up to 10 times; however, testing times are similar because the testing
procedure (6.1) is identical for the two methods.

SimCDL: A Simple Framework for Contrastive Dictionary Learning

For the SimCDL framework, we reproduced some of the results previously obtained for the
IDL, IDB, and ITDB methods. For the experiments, we used all the augmentation techniques,
including cutout, rotation, Gaussian noise, and Gaussian blur. A systematic grid search
was conducted across various parameters: rotation angles were set at o € {0°,1°,2°,3°,4°};
percentages for cutout were {0%,20%,40%,60%,80% }; standard deviations for noise were
{0,0.2,0.4}; and for blur were {0,0.25,0.5}. Batch sizes tested included {16,32,64, 128},
and the dictionary was updated across {5,10,20} iterations. Optimal parameters identified
for most datasets included a rotation angle of 2°, a noise standard deviation of 0.2, a blur

standard deviation of 0.5, and a cutout percentage of 20%. The temperature parameter, 7, was
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IDL IDB ITDB DPL SLatDPL LRSDL
13.97 11.20 81.35 1.35 6.59 36.33

YaleB 3146 3224 3163 028 006 0.81
AR 4270 12740 136158 350 2136  180.13
4124 4227 4178 033 0.15 1.61

2330 1720 56.02 144 437  439.09

CMUPIE 062 41993 42081 050  1.25 69.16
s 9.14 2215 28.192 527 20084 022
CONC 4313 4312 4262 054  3.64 2.63
Caltecho) 50331 88359 254406 40.80 1610.80 33751
47496 471.19 46760 329 7158  78.93

273.60 93.13 103841 59.12 195849  309.73

HAMDBSL 51077 24153 24005 231  27.17  32.07
UCESO 32836 10027 106639 5598 195590 307.16

225.09 22393 22207 2.16 26.10 31.12

Table 6.5 Execution times of the algorithms (in seconds)

IDL IDB ITDB DPL SLatDPL LRSDL
Yy | M v A M v T Y a B Yy | A A 3
YaleB | 0.005 | 1.4 0.05 500 | 1.8 500 | 0.05 0.003 | 0.005 0.005 05| 0.5 0.005 5000
AR 5000 | 1.2 5000 0.5 |14 500 |[0.05 0.005 |0.005 005 0.5| 500 0.005 0.05
CMUPIE | 5 |14 05 500 |14 500 | 005 0.005 0005 005 05| 50 0005 05
15 Scene | 0.005 | 1.4 0.005 0.005 | 1.4 0.005 | 0.05 0.05 | 05 0.005 05| 0.05 500 0.005
Caltech101 | 0.005 | 1.2 0.005 0.5 | 1.4 0.005 | 0.05 0.0001 | 0.005 0.005 0.5|0.005 50 5000
HMDB51 | 50 |12 500 5000 | 1.6 5000 | 0.05 0.05 |0.005 05 05| 50 0.005 05
UCF50 5 |12 500 500 |1.6 5000|001 001 | 05 05 05| 50 005 5000

Table 6.6 Algorithms hyperparameters

Datasets

set to 0.5. All subsequent experiments were conducted with batch sizes of 16 pairs of samples,
resulting in 32 augmented samples in total. The dictionary optimization was completed
over 10 iterations, yielding satisfactory outcomes. The provided results were obtained by
computing the mean results over 10 independent rounds with different initialization seeds.
However, when comparing a standard DL with one that benefits from initialization with
SimCDL, we ensure that both methods have the same starting random dictionary. All
experiments were performed in Python and Matlab.

Dictionary Learning initialization For the general DL problem, we conducted experiments
on a large number of samples. To enhance the understanding of the outcomes, we made two
experiments using the AK-SVD algorithm with two different initializations. The first is a
random initialization, Dy, while the second starts from Dy and is trained with the SimCDL

framework provided in Algorithm 24. We denote Dy, the dictionary obtained by SimCDL.
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Fig. 6.6 YaleB - error evolution

We further include the experimental details for the YaleB dataset. For this experiment,
we only used the training dataset, which consists of 1216 samples and 32 for each of the
38 classes. The dictionary Dy was initialized with a total of 1520 atoms, 40 atoms for each
class. Using this dictionary, we further obtained the dictionary D, by updating it for 10
iterations of SGD following the SimCDL framework. We applied AK-SVD starting with
the two initializations, Dy and D;. For this stage, we set the sparsity constraint to 40, which
is equal to the number of atoms from each class. This constraint will prove useful in future
experiments.

To balance the experimental conditions, we allowed additional AK-SVD iterations when
initialized with Dy to compensate for the time needed for the computation of D;. This
adjustment was essential to ensure that the comparison between the dictionaries was fair. In
general, the computation of dictionary D; is equivalent to two iterations of AK-SVD. For
the YaleB dataset, each AK-SVD iteration takes approximately 1 second, while initializing
D; requires about 2 seconds. The compared results are obtained with a different number of
iterations but the same execution time.

A similar experiment was made for the UCF50 dataset. We provide the obtained results
on these two datasets in Figures 6.6 and 6.7.

We can observe that the error representation is better when the starting point is a dictionary
trained with SimCDL.
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Fig. 6.7 UCF50 - error evolution

Dictionary Learning initialization for classification problems we further reproduced
several experiments, including methods that promote the incoherence of atoms. Just like in
the previous experiments with the YaleB and UCF50 datasets, we trained a general dictionary
using the SImCDL framework and distributed atoms based on the linear sum assignment
algorithm. The results are available in Table 6.7 and demonstrate that, in general, this type of
initialization can slightly improve the accuracy performance. We appended ‘*’ to the name

of a method when the initialization was computed with SimCDL.

6.2 Anomaly Detection

Anomalies, by definition, are samples of data points that deviate significantly from the
normal pattern of the dataset. Since dictionary learning is capable of capturing the underlying
structure of the data, this makes it a perfect candidate for Outlier Detection (OD) problems. In
sparse representation, anomalies might not be well-represented by the atoms of the dictionary.
Therefore, outliers may have higher reconstruction errors compared to the inliers. This
indicates a deviation from the normal data distribution.

A simple strategy for anomaly detection is to compute the representation error, according
to (2.3), and identify the signals that obtain poor representations.
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IDL IDB ITDB IDL* IDB* ITDB*

YaleB 94.28 9435 9447 9448 9450 94.54
AR 93.13 93.07 9392 93.02 92.57 94.10
CMUPIE 90.56 90.60 9198 90.69 90.55 91.93
15 Scene 94.81 94.17 95.63 94.72 94.04 95.66
Caltech101 70.27 72.18 69.94 70.26 72.30 70.07
UCF50 59.94 60.14 60.63 60.26 60.08 60.47

Table 6.7 Accuracy results (percentages)

The anomaly score of signal i is simply the norm ||e;|| of the i-th column of E. The larger
the error norm, the more likely that the signal is an outlier. The underlying assumption is
that signals that are alike can be better represented by the dictionary designed when solving
(2.2) with respect to the whole dataset. Since the number of outliers is much lower than the
number of normal signals, when solving the DL problem, we expect to obtain a dictionary
that captures the representation directions with respect to the inliers. However, the dictionary
size n and the sparsity level s must be taken smaller than usual; otherwise, the representation
may be uniformly good for all signals, and even outliers can be well represented. A small
dictionary favors good representations for signals that are similar, tuning the atoms for this
purpose. A bad representation of the outliers has little effect on the objective of (2.2) since
they are few. This trade-off is naturally obtained during the optimization procedure.

Of course, since sparse representation is linear, similarity and dissimilarity can be thought
of in terms of direction. Normal signals belong to a small number of low-dimensional
subspaces, and the outliers lie in very different subspaces. This is a model that is appropriate
for some anomaly detection problems but not suited for others.

We further present two new perspectives on the Anomaly Detection problem using
Dictionary Learning algorithms. The first one [33] is an adaptation of the general DL
problem and tries to improve the outlier detection capabilities of the dictionary by using a
random selection procedure. This aims to eliminate the outliers from the training procedure.
This method is available for both Dictionary Learning (DL) and Kernel Dictionary Learning
(KDL). The nonlinear version can also take advantage of a reduced kernel that was presented
in Section 5.2. It proves to be useful for problems with large datasets that lead to large kernel
matrices. The second perspective [35] presents an extension of the Angle-Based Outlier
Detection (ABOD) method by combining it with a Dictionary Learning (DL) problem. The
ABOD method benefits from this change by constructing an inlier base with the vector atoms
obtained from the DL problem. This method computes the dictionary D and calculates the
angles between the data points in the feature space and the obtained atoms. We show that
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using a dictionary in the ABOD method can improve the results in anomaly detection tasks.

Generally, the atoms can capture the direction of the inliers, thus better isolating the outliers.

6.2.1 Anomaly Detection with Selective Dictionary Learning

In the standard DL algorithm, during the training procedure, both stages could be affected
by the presence of outliers in the training dataset. The problem of anomaly detection can
be solved more easily if we could train the dictionary only on normal data. By neglecting
the outliers from the training dataset, we expect to obtain higher representation errors for
anomalies. Since we do not have any information about the labels, we want to solve the
problem in an unsupervised manner. This solution was first introduced in [33].

To describe our strategy for eliminating most of the outliers from the training process,
we introduce two new parameters in the DL algorithm: train_perc (training percent) and
train_drop_perc (training dropout percent). The first one represents the percent of data that
is used during the sparse coding stage. At each iteration, we first apply a random sampling
on the training dataset, and only train_perc% of the signals are used for the sparse coding
stage. In the dictionary update stage, we further drop off train_drop_perc% of the signals,
namely those having the worst representations (largest representation errors). Although the
first random selection can eliminate both normal signals and outliers from a training iteration,
the representation of normal signals is less likely to suffer since there are still signals in
the current training set that are similar to them. On the contrary, outliers are more likely
to lack good proxies, so their representation will worsen. The second random selection,
that of signals with bad representation, aims to remove outliers from the training process
directly. The dictionary will be updated to represent better the signals that already have good
representations. Hence, again, the outliers representation will worsen, but the representation
of normal signals not present in the current selection will not be significantly altered.

The DL problem can be formulated by the use of a zero extended permutation matrix P
that is modified at each stage and has the role of randomly selecting the signals

min |YP—DX|%
DX

b

st |xlg <s,d=1:N (6.29)
deH =1,j=1:n

However, this can also be achieved straightforwardly by randomly selecting samples at each
stage. We summarize the steps of the Selective Dictionary Learning procedure in Algorithm
25.
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Algorithm 25: Selective Dictionary Learning

Data: signal samples set ¥ € R”*N
current dictionary matrix D € R"™*"
sparsity constraint s
training percent train_perc
training dropout percent train_drop_perc
Result: updated dictionary D
1 for k=1to K do
2 Randomly select train_perc% of Y to form ¥
3 Compute sparse codes X using OMP with ¥, D, and s
4 Compute error E =Y — DX
5 Sort ¥ based on the column norms ||&;|| in E
6 Drop train_drop_perc% of Y with the largest errors
7 Update dictionary D using Algorithm 8

The anomaly detection problem can also be solved using the KDL problem (5.5). Since
the linear space can usually hinder good representation, the nonlinear space might highlight
interesting patterns. However, the KDL problem becomes difficult when using large datasets
due to the large kernel matrix @(¥) " ¢(Y) that results. The size of the kernel matrix scales
linearly with the amount of data, which leads to a large volume of memory. Therefore, this
strategy might not be tractable for problems with large datasets.

In order to overcome this limitation, we extend the dictionary D to a smaller nonlinear
space by @(Y)A, where ¥ represents a small batch of signals from the dataset. Permuting
the signals such that ¥ = [¥ ¥], we can write

07)=[p7) o(F) [ . ] (630
oY) P

Using the reduced nonlinear space, the KDL problem becomes

: . v, 2
min oY) —o(Y)AX |z

9

st lxelly <s,=1:N (6.31)
o (¥)aj]

=1,j=1:n.
From (6.30) and (6.31) we obtain a new optimization problem of interest

g%llw(Y)(I—PAX)II%- (6.32)
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We denote
E =1—-PAX (6.33)
the representation error and
F=|I-P) aixl-T] (6.34)
i#] 7

i

the representation error without the contribution of the current atom a;; by .#; we denote the
set of signal indices to whose representation a; contributes. In order to solve the optimization
problem (6.31), we update the current atom while the other atoms and the representation are

fixed. Removing the index j for a lighter notation, the atom update problem becomes
. _ TN |12
min [@(Y) (F — Pax" ) ||, (6.35)
Using the trace form of the squared Frobenius norm, the objective function becomes
Tr[(FT —xa" P") " (Y)(Y) (F — Pax")] (6.36)

which leads to
Tr[F'KF| - 2x" F'KPa + ||x|*a’ P K Pa. (6.37)

We compute the partial derivative of the objective function with respect to the current atom

ol
ot) _ 2||x|*PTKPa—2P K Fx (6.38)
aa S—— S~~~
K id
and so the optimal atom is
a=(|x|*k)”" K" Fx. (6.39)

The atom is normalized after each update; note that the normalizing factor is (aTI_(a)% in
order to obtain Haj|| = 1.

We call Reduced Kernel Dictionary Learning using a Sampled kernel (RKDL-S) the
method solving problem (6.31) and summarize its update steps in Algorithm 26. The optimal
representation from step 6 is computed by setting to zero the partial derivative of (6.37) with
respect to x. The sparse representation step, not listed here, is made using the Kernel OMP
algorithm.

RKDL-S achieves good results, but in the training process, there are chances to use
abnormal signals through random sampling extraction. This fact can lead to a decrease in

accuracy and performance. A better strategy that could overcome this problem would be
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Algorithm 26: RKDL-S

Data: reduced kernel matrix K € RP*P
partial kernel matrix K € RV*P
current dictionary matrix A € RV*"
representation matrix X € R™N

Result: updated dictionary A

Compute error E =1 — PAX

for j=1tondo

3 Modify error: F =E 5, +Pa;X; 4,

4 | Update atom: a; = (||x||%1_<)_1 kTFXj,,ﬂj

N -

1
. . ) ) T#,. 2
5 | Normalize atom: a; <—a;/ (aj Ka]>

6 Update representation: X JT g 5 F'Ka j

7 Recompute error: E s, = F —Pa;X ; 5,

to use a trained dictionary instead of ¥ signals. This can be achieved by using a dictionary,

denoted D, obtained from the linear case. The corresponding optimization problem is

. D 2
min [9(Y) - p(D)AX|}

»

st xellg <s,4=1:N (6.40)

|e(D)a;||=1,j=1:n.

We name it RKDL-D, the last letter indicating the use of a dictionary instead of sampled
signals. In order to update the current atom, we rewrite the new optimization problem as

follows
2

min
aj

9(Y) - (D) ;aixf ~¢(D)ajx;
i#]

Expressing the Frobenius norm via its trace form, (6.41) becomes

(6.41)

F

min Tr [((pT(Y )= Y xial ¢"(D) —xja,T-soT(D)>
! #] ] (6.42)

9(Y) - (D) ;aixf —¢(D)ajx]
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Algorithm 27: RKDL-D

Data: reduced kernel matrix K € R?*?
partial kernel matrix Kz € RV*P
current dictionary matrix A € RV*"
representation matrix X € R™N

Result: updated dictionary A

n

Compute sum § = ZX iTal-T
i=1
for j=1tondo
3 Modify sum: R=8—-X jaJT.

4 | Update atom: a; = (Hx||%l_(l-))71 (IA(,g—i—I_(DR)Xj
1

o

(S

. . T © 2
5 Normalize atom: a; <+ a;/ (aj KDaj>
6 Update representation: X IT « (Kp—RKp)a;
7 Recompute error: § = R+ X jaJT

After the substitution of scalar products with the kernel function and neglecting the terms
that do not depend on a;, the final optimization problem is

minTr (2 xa] K(D,D)a;x} +x;a} K(D,D)a;x}

4j i£] \
Kb (6.43)

—2K(Y,D)ax’
\‘A/—/

Kp

Algorithm 26 can be easily modified for solving (6.43), following the same line of
reasoning as above. In particular, the atom update relation is

- —1,T _
a; = (|x|3Kp)  (Kp+KpR)X;
and the representation update is

X; < (kl_) —RI_(D)aj,
where we denoted Kp the reduced kernel matrix k(D,D), Kp the partial kernel matrix
k(Y,D)and R =X TAT _x jajT- the transposition representation product with respect to the
current atom a;. The new method is summarized in Algorithm 27.
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Following the same strategy used in the DL problem, the RKDL methods can easily
be adapted to their Selective form. The Selective Reduced Kernel Dictionary Learning
(SRKDL) problem is solved as the previous one by introducing two additional steps for the
random selection of signals, one for the kernel OMP subproblem and the second one for the
matrix coefficients update subproblem. In both cases, the random sampling selection is made

according to the entire data set (including the abnormal signals).

6.2.2 Angle-Based Dictionary Learning for Outlier Detection

Angle-Based Dictionary Learning [35] is an extension of the Angle-Based Outlier Detection
(ABOD) method that is included in the PyOD framework. The ABOD method benefits
from this change by constructing an inlier base with the vector atoms obtained from the
DL problem. The ABDL method strives to train a dictionary D for all the points from the
whole dataset. After this stage, the ABOD calculates the angles between the data points in
the feature space and the obtained atoms. Using this strategy demonstrates that the ABOD
method can improve the results in anomaly detection tasks. This is due to the fact that the
atoms can capture the direction of the inliers, thus better isolating the outliers.

ABOD is based on the Angle-Based Outlier-Factor (ABOF) method of mining high-
dimensional data to identify outliers. In a high-dimensional space, the distances between
data points become less meaningful. This method demonstrates that the angles between
distance vectors of points in a vector space are more suitable for anomaly detection tasks in
a high-dimensional space. The discrimination between the inliers and the outliers is made
by comparing the angles to other points. The motivation of the ABOF method is that inliers
would be organized in clusters of data points. The angles between the lines formed by joining
an inlier with two other points should have quite different values since other points usually
surround an inlier; this leads to significant variance in the angles. On the other hand, a similar
construction for outliers should lead to more uniform angles since the outliers are positioned
outside clusters. Therefore, we expect the variance of the angles to be small.

The ABOF approach provides a way to quantify the divergence in directions of objects
relative to each other, helping to identify outliers in high-dimensional data based on the
observed angles between distance vectors. The method can be formulated as follows.

Considering 2 C R™, the space of the data points, and three relevant points x;, x5z and
xz, we express the Angle-Based Outlier-Factor ABOF (x3) with respect to the anchor x;

A
as the variance over the angles between the difference vectors of x; to all the other pairs,
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weighted by the distance between the points

T
X;—Xg) (X3 —Xxz
VAR x.co (j‘_ ﬁBl-({_ f)z : (6.44)
x5 — x5/1° - llxz —xz|

Taking into consideration the construction of triplet pairs, the current method has a time

complexity of O(n?). An approximation algorithm named FastABOD can be used to address
this issue. This method approximates the Angle-Based Outlier Factor (ABOF) using only a
small subsample of the available data points. In the FastABOD method, only the points with
the strongest weights are considered for the variance computation. Typically, the k-nearest
neighbors method is used to identify relevant data points. This approximation is more
effective, especially in low-dimensionality datasets, where the distance is more meaningful.
Using nearest neighbors provides a better approximation of ABOF. The FastABOD method is
more suitable for large datasets, reducing the computation to O(n2 + nkz), where k represents
the number of nearest neighbors. On the other hand, the performance of the algorithm
depends on the selected neighbors. Using a large number of neighbors improves the quality
of the results but also affects the time complexity. Given the large nature of the available
datasets, the method used in practice is FastABOD. However, this method is not invariant
to clustered anomalies; Figure 6.8 shows an example of this type of anomaly. Since the
anomalies are structured in a cluster, this might be considered a cluster of standard samples
during detection. In the spirit of the ABOF method, the supposed anomalies will be the
inliers having significant deviation from the center of the inliers clusters. Clearly, these kinds
of points will obtain small variances in terms of angle distances.

This method cannot identify the outliers for scenarios where the anomalies are organized
in data clusters with more than k elements. In this case, the data points within the anomalous
clusters, the angles between them, and other points in the same cluster will have a consistent
variance, similar to the angles between the inliers. Clustered anomalies might not show
low-angle variability.

There are other approximation methods available. For example, in [61], the authors use a
random projection-based technique to estimate the ABOF for the data points. This method
achieves near-linear time complexity and can be easily parallelized. On the other hand, other
adaptations exist, such as the concept of depth L1 [60]. This one only requires a quadratic
time, making it more efficient than the original form. L1 depth can be estimated using a
sampling method named SamDepth. These methods obtain competitive results, significantly
reducing the execution complexity.

The ABOD function can be adapted using different distance metrics. For example, kernel

methods can be used by substituting the scalar product with a kernel function. In this way,
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Fig. 6.8 Synthetic Dataset with Clustered Anomalies

the data points are reprojected into the kernel space. The kernel enables new representation
spaces, which might favor outlier identification. The initial definition of ABOF can be
adapted by extending the distance vectors using a nonlinear function ¢(+). Furthermore, the
formulation is computed following the kernel trick, in which the scalar product ¢(x) @(y) is
changed with a suitable kernel function

¢ (x5 —x5)" (x;{ o)
VAR x.c9 (6.45)
"B”‘c€9<||qo< x;—x5) [P-llo (s —xo) P )
The squared norm || (x; — x5) ||* can be rewritten in the following form
0 (x5 —x5)" ¢ (x7-%5). (6.46)

which also leads to a kernel function k (x; —xz,x; — X5).

For the RBF kernel, since the denominator is equal to 1 (it becomes negligible), we
choose to normalize the cosine distance between the directions of the representation with the
squared norm of the original vectors

¢ (x;—x5)" @ (x5—x¢)
VAR, x.co A_"B 4_"C¢/ (6.47)

x5 —x5]% - [|xz —xz]?
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For any other kernel function, the denominator is computed according to the kernel function,
@ (x; —x3) ||* = k(x5 — x3,%; — x3) We name this method Kernel Angle-Based Outlier
Detection (KABOD).

On the other hand, we propose adapting the kernel version by extending the features into
the kernel space. Compared to the original formulation, the data points are first lifted into the
kernel space. After that, we calculate the distance vectors, which will be further used for the

angle orientation

(¢ (xz) — 0 (x5))" (9 (x3) — 9 (xc))
VAR"E”‘@”(HM )~ 0 (xg) 719 (x5) <p<x5>||2>‘ O4

Since the data points are lifted to an infinite space, we name this method an extension of
the previous Extended Kernel Angle-Based Outlier Detection (EKABOD). A good choice for
the kernel function might be the Radial Basis Function (RBF) k(x,y) = exp (—7||x — y||3) or
the Polynomial kernel (Poly) k(x,y) = (yx”y+ o)B.

For the Angle-Based Dictionary Learning (ABDL) method, we first solve a DL problem

to generate a basis for the ABOF method. Then, we use the atom vectors to calculate the
distance vectors and angle variations. Additionally, the approximation is determined by the
k-nearest neighbors in relation to the dictionary atoms. As the dictionary should capture the
direction of representation of the inliers, we anticipate a small variance for the outliers.
During the optimization process, the dictionary atoms will mostly capture the pertinent
directions in relation to the inliers. It is important to note that we guarantee that the atoms
are aligned with the current anchor for calculating the vector distances. For example, for a

given data point x4 and two atoms d, d, we first align the atoms with the current anchor

ti] = sign(lexA) -d1 (649)
dy = sign(dixs)-d, (6.50)

and after this stage, we compute the ABOF as follows

T
X5 X
) d|A d)A
ABDL(xg) = VARyy sy <de1A||2' de2A||2> , ©>D
where we denote

XdiA = XA — d (6.52)
Xd,A = XA —dAz. (6.53)



122 Classification and Anomaly Detection

This interpretation is in agreement with the kernel versions, which use the atom vectors
reprojected into the nonlinear space. The kernel version calculates the variances on the
basis of the kernel distances relative to the dictionary atoms. The names used previously
are adapted to Kernel Angle-Based Dictionary Learning (KABDL) for the standard form
and Extended Kernel Angle-Based Dictionary Learning (EKABDL) for the extended kernel

form.

6.2.3 Applications

In this subsection, we present the main results obtained with the previously introduced
algorithms. For our examinations, we followed the PyOD framework [90], which is a com-
prehensive anomaly detection toolbox containing 17 real-world datasets from an extensive
collection of outlier detection datasets of different domains (Outlier Detection DataSets -
ODDS)* and ten unsupervised methods for anomaly detection. Table 6.8 presents a summary
of these datasets. Additionally, we generated two synthetic datasets in the spirit of DL
algorithms. Following the framework standard, we implemented all the algorithms in the
spirit of PyOD. In all of our tests, each dataset was divided into 60% for training and 40%
for testing. To measure the performance of the methods, we computed the receiver operating
characteristic area under the curve (ROC AUC) and the precision @ rank n score over ten
independent rounds with different initialization seeds. The presented results are calculated as

the mean of the ten rounds.

Anomaly Detection with Selective Dictionary Learning

We performed tests for the Anomaly Detection tasks with both linear and nonlinear algo-
rithms. For the kernelized versions we used two different kernels: Radial Basis Function
(RBF) k(x,y) = exp (—7||x — y||3) and Polynomial kernel (Poly) k(x,y) = (yx"y+a)P. The
hyperparameters of the kernel functions were chosen according to a grid search. Based on
the average results on all the datasets, they were set as follows: y=1/m, a = 1,and B =3
for the synthetic datasets. At the same time, for the rest, we used ¥ = 0.1/m for the RBF
kernel and y = 10/m for the Poly kernel; we remind that m is the size of a signal.

Since these methods employ DL algorithms, we generated two datasets in the spirit of DL.
The first synthetic dataset was generated based on two different sparse coded sets of signals.
Using two dictionaries, D;, the dictionary for inliers, and D,, the dictionary for outliers,
two sets of signals were generated having the sparsity constraint s = 4. For the numerical
experiment, we set the number of inliers to N; = 512 and the number of outliers to N, = 64,

“https://odds.cs.stonybrook.edu/
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Data #Samples # Dimensions Outlier Perc
arrhythmia 452 274 14.6
cardio 1831 21 9.61
glass 214 9 4.2
ionosphere 351 33 35.89
letter 1600 32 6.25
lympho 148 18 4.05
mnist 7603 100 9.2
musk 3062 166 3.16
optdigits 5216 64 2.87
pendigits 6870 16 2.27
pima 768 8 34.89
satellite 6435 36 31.63
satimage-2 5803 36 1.22
shuttle 49097 9 7.15
vertebral 240 6 12.5
vowels 1456 12 3.43
wbc 378 30 5.55

Table 6.8 PyOD Data Summary

while the dictionary sizes are n; = 50 and n, = 400. The signals size was set to m = 64. For
the outliers signals, we used an overcomplete dictionary since its representation ability is
much more diverse than that of the dictionary for inliers. The second dataset consists of
random samples from two normal (Gaussian) distributions of different mean and standard
deviation. We kept the same number of normal and abnormal signals of size 64 as in the
previous dataset. The two Gaussian distributions were generated so that the distribution of
normal signals clearly overlaps with the distribution of abnormal signals. More precisely the
inlier mean and variance are y; = 0 and o; = 0.5, while the outliers parameters are y, = —0.1
and o, = 0.45.

For the DL methods, we used small dictionaries of size n = 50, while the sparsity
constraint was s = 5. All the dictionaries were trained using K = 20 iterations using the
AK-SVD 8 method. For the SDL method, the train_perc = 0.7 and train_drop_perc = 0.4.
For the RKDL method, the size of the matrices ¥ from (6.31) and D from (6.40) was set
to 10% of the number of signals. The selective version of RKDL used the parameters
train_perc = 0.8 and train_drop_perc = 0.3.

The results show that our algorithms behave well in detecting outliers via sparse coding.
In terms of performance, the DL methods obtain competitive results. The main results are
summarized in Tables 6.9, 6.11 for the public PyOD methods and in Tables 6.10, 6.12 for the
DL methods. In all the tables, we highlight the three best results from both sets of methods,
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Data ABOD CBLOF FB HBOS IForest KNN LOF MCD OCSVM PCA

dl_out 84.50 5227 5882 48.71 5023 5625 5942 8734 51.06 49.16
2gauss_out  0.63 0.00 19.08 47.95 2829 0.00 2636 0.02 36.79  54.26
arrhythmia  76.88 7838 77.81 8219 7996 78.61 77.87 7790 78.12  78.15

cardio 56.92 81.00 58.67 8351 9184 7236 5736 8272 9348  95.04
glass 79.51 84.12 87.26 7389 7498 85.08 86.44 79.01 6324 6747
ionosphere  92.48 89.72  87.30 56.14 8541 92.67 8754 9557 84.19 79.62
letter 8782 7831 86.61 5927 64.01 87.66 8594 80.74 61.18 52.83
lympho 91.10 96.73 97.53 99.57 99.29 9745 9771 91.12 9759  98.47
mnist 78.15 84.04 72.05 5742 80.67 84.81 71.61 86.66 8529  85.27
musk 18.44  100.00 52.63 100.00 9998 79.86 52.87 99.99 100.00 99.99

optdigits 46.67 7692 4434 8733 70.61 37.08 45.00 39.79 4997 50.86
pendigits 68.78 89.31 4595 9238 9496 7487 4698 8344 93.03 93.53
pima 6794 6578 6234 70.00 67.80 70.78 62.71 67.53 62.15 64.81
satellite 57.14 7494 5572 7581 6937 6836 5573 8030 6622  59.88
satimage-2 8190  99.92 4570 98.04 9938 9536 45.77 99.59 99.78  98.22
vertebral 42.61 4331 41.66 32.63 39.28 38.17 40.81 39.16 4431 40.27
vowels 96.06 9222 9425 6727 7597 96.80 94.10 80.76  78.02  60.27
wbc 90.47 92.00 9325 9516 93.07 93.66 93.49 92.10 93.19 91.59

Table 6.9 ROC Performance - PyOD methods

PyOD and DL, taken together. For the synthetic datasets, we noticed that the PyOD methods
do not obtain good results. The DL methods obtain better detection results for the dataset
generated with sparse coding and the dataset with Gaussian distribution. For the ODDS
datasets, the overall results are predominantly better for PyOD methods. However, there
are a few datasets where DL methods stand out as being better. For example, for the cardio
dataset, the DL methods achieve the third place at the top, while for the ionosphere and
satellite datasets, it occupies the second and third place. An interesting dataset is vertebral
where the DL methods are the best, occupying all three positions of the top.

In general, the SDL. method achieves better results than the DL. method, but this is not
always true. Depending on how the random selection of signals is made, there are chances
that abnormal signals to be used during the training procedure. This is possible for the
datasets with a very high percentage of outliers or small datasets. The same statement is
valid for the comparison between KDL and SKDL. On the other hand, when comparing
the standard methods with the kernel methods, we noticed that the second ones obtained
better results. Moreover, the selective strategy improves the invariance of dictionaries to
represent abnormal signals. The RKDL-D and SRKDL-D methods often improve the results.
In general, the trained dictionary, D, is better adapted for the representation of the normal
signals. However, the trained dictionaries likely contain atoms that are beneficial in the

nonlinear representation of all signals, including the outliers.
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Data DL  SDL RKDL-S RKDL-D SRKDL-S SRKDL-D
rbf  poly rbf  poly rbf poly rbf  poly
dl_out 89.67 8534 36.26 3642 39.65 37.28 3221 34.16 38.49 36.03

2gauss_out 91.28 90.27 5.69 243 165 1.19 100.00 82.14 057 0.36
arrhythmia 77.06 77.19 68.56 63.54 70.72 76.36 72.75 7233 72.11 78.03

cardio 70.02 72.88 63.58 92.80 60.37 82.09 69.32 93.75 63.52 89.62
glass 67.48 64.84 7726 65.65 8046 68.71 79.03 68.14 62.14 7252
ionosphere  93.40 93.92 87.10 62.49 8899 8031 8541 60.38 85.78 77.14
letter 82.37 81.98 72.69 33.02 7492 41.02 7286 33.28 71.79 42.63
lympho 91.63 93.62 5473 71.10 78.46 9552 6036 8236 82.79 91.02
mnist 81.03 79.72 6648 80.02 5442 5741 6443 71.68 59.17 57.64
musk 88.57 89.35 69.20 75.75 5520 7049 7795 9375 70.58 82.65

optdigits 40.23 40.84 36.62 41.57 4035 5644 39.18 4393 48.26 61.55
pendigits 62.75 63.38 83.56 91.13 78.03 8828 83.54 92.80 84.15 91.86
pima 56.37 5596 60.60 64.19 61.31 6522 62.01 6357 63.75 65.45
satellite 65.35 64.66 6534 6676 6424 59.87 7720 6825 77.68 69.67
satimage-2 59.44 5549 85.82 97.08 9041 9280 98.00 96.48 98.16 96.46
vertebral 48.26 4690 3947 41.05 48.75 3995 46.18 4048 50.18 38.86
vowels 77.69 80.24 80.88 5190 78.85 66.12 86.52 52.22 84.65 67.80
wbc 81.71 84.74 67.59 88.78 7192 91.67 81.13 89.59 7331 90.85

Table 6.10 ROC Performance - DL methods

The execution time of DL methods is usually larger than that of the PyOD methods.
For example, for the musk dataset, which is among the largest, DL and SDL take about 6
seconds, i.e., not much more than MCD, which needs about 4 seconds; RKDL algorithms
take between 9 and 11 seconds, while SRKDL variants are slightly faster, with 7-10 seconds.
The other PyOD algorithms are at least 10 times faster than the introduced methods.

Angle-Based Dictionary Learning for Outlier Detection

For the ABDL experiments, we performed different grid searches to understand the behavior
of these methods better. We have conducted tests with different numbers of atoms n €
{10,20,50}, sparsity levels s € {2,3,5}, and number of neighbors k € {3,5,8}. All DL
methods involve the AK-SVD 8 method for the dictionary training stage. For the update of
the coefficient matrix, we used the OMP 1 method. During our evaluation, we concluded that
a maximum number of 10 iterations is enough to obtain reasonable results. We conclude that
small dictionaries can better produce the representation directions of the inliers. Moreover,
fewer atoms are favorable for computing an appropriate basis for the Angle-Based Outlier
Detection method. We used ¥ = 1/m for the kernel methods that depend on the number of
features. For the polynomial kernel, we used @ = 1 and 8 = 3. We only include the results
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Data ABOD CBLOF FB HBOS IForest KNN LOF MCD OCSVM PCA

dl_out 47.53 11.88 1958 10.08 7.76 15.68 1953 4747 11.11 9.99
2gauss_out  0.00 0.00 0.00 1090 322 000 040 0.00 2.14 10.62
arthythmia  38.08 4539 4230 51.11 50.00 44.64 4334 3995 46.14 46.13

cardio 23774 4297 1690 4476 49.19 3323 1541 42.08 50.11 60.90
glass 17.02 726 1476  0.00 726  7.26 1476 0.00 17.26 7.26
ionosphere  84.42 7749 70.56 3295 64.74 86.02 70.63 88.07 70.01 57.29
letter 38.01 2397 3642 7.15 883 33.12 36.41 1933 15.10 8.75
lympho 4483  75.17 7517 84.67 87.67 75.17 75.17 56.83 7517  75.17
mnist 3555 4023 3299 11.88 3035 42.04 3343 3462 39.62 38.46
musk 5.08 100.00 2230 97.83 98.07 27.33 1696 98.89 100.00 97.99

optdigits 0.60 0.00 244 2194 271 0.00 234 0.00 0.00 0.00
pendigits 8.12 2397 658 2979 3551 9.84 653 893 32.87 31.87
pima 5193 4838 4480 5424 5023 54.13 4555 49.63 47.03 4943
satellite 39.02 5798 39.02 5690 55777 4995 3893 6845 5346 47.84
satimage-2  21.31 93.76 555 69.39 87775 38.09 555 6481 9356 80.41
vertebral 6.01 3.38 644  0.71 534 238 5.06 0.00 2.38 2.26
vowels 5710 3643 3224 1297 19.60 5093 3551 2186 27091 13.64
wbc 30.60 48.06 51.88 58.17 50.88 49.52 51.88 45.77 5125 47.67

Table 6.11 Precision @ N Performances - PyOD methods

obtained with the RBF kernel function. The hyperparameters for these results are n = 50
atoms, a sparsity level of s = 3, and k = 5 neighbors.

The obtained results demonstrate the excellent behavior of our methods. We successfully
improved the results on both the ABDL and DL anomaly detectors for several datasets. In
Table 6.13, we include the ROC AUC performance for all PyOD methods, including ours.
The precision rank score is available in Table 6.14. We do not include the execution times,
but we conclude that our methods depend on the execution time of the DL problem. Since the
DL problem is computationally costly, most of the time is spent during dictionary training.
Moreover, this depends on the dictionary configuration and the dimensions of the dataset.

The results show that the mix between the ABOD and DL methods is beneficial. ABDL
usually outperforms its ancestor methods by combining their strengths. DL is able to produce
atoms with good representation power for inliers. Furthermore, ABOD can be successfully
applied by computing the angles of the directions between data points and dictionary atoms,
which appears to succeed in identifying many of the outliers.

The most relevant results, compared to the original ABOD algorithm in terms of ROC
AUC performance, are obtained for the following datasets: cardio (improvement with
36%), musk (improvement with 70%), pendigits (improvement with 24%), and shuttle
(improvement with 36%). For several datasets, our methods are efficient enough to obtain
results in the top three of the ranking. For example, KABDL obtains third place for cardio
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Data DL  SDL RKDL-S RKDL-D SRKDL-S SRKDL-D
rbf  poly rbf  poly rbf poly rbf  poly
dl_out 54.12 5381 154 260 143 294 0.39 1.63 1.09 145

2gauss_out 51.05 4921 033 0.00 0.00 0.00 100.00 78.57 0.00 0.00
arrhythmia 42.83 4278 32.06 31.02 35.56 42.64 38.12 37.52 37.50 45.48

cardio 30.47 30.87 22.02 54.16 19.78 35.78 24.37 58.55 18.14 50.13
glass 13.69 476 1226 9.76 1143 726 1476 393 1250 9.76
ionosphere  80.81 81.39 73.02 43.42 78.04 61.62 70.71 4251 72.04 58.19
letter 2795 2623 1753 1.57 20.86 320 1549 242 16.19 276
lympho 49.83 45.67 1250 12.83 25.83 42.83 2233 26.50 26.67 46.50
mnist 37.57 36.15 23.03 35.62 1327 1277 1820 2890 16.70 13.25
musk 40.75 3790 12.87 2335 1047 17.83 21.69 68.52 2692 8.82

optdigits 096 0.70 1.11 0.00 230 490 047 0.00 437 11.43
pendigits 997 957 1658 28.13 1091 27.76 14776 27.51 16.23 2540
pima 41.69 39.68 43.69 47.44 44.03 48.20 4595 4899 47.57 49.29
satellite 46.06 4534 47.05 5142 45.62 4217 61.26 54.73 62.19 55.52
satimage-2 7.12 458 9.13 64.81 33.61 3840 5877 6474 56.21 62.13
vertebral 929 727 620 593 1051 214  5.05 321 790 0.67
vowels 28.15 3033 2252 1020 21.78 18.61 2583 620 2226 11.81
wbc 4191 36.21 1848 55.32 2471 5241 2733 53.01 15.63 51.66

Table 6.12 Precision @ N Performances - DL methods

and second place for pendigits dataset, while ABDL obtains the second place for the wbc
dataset. Regarding the precision rank score, we also observed an improvement in the results.
This shows that the proposed methods are invariant to the imbalanced nature of the anomalies
or the clustered structure.

We performed some specific tests to understand better the roles of the sparsity level
and the number of neighbors in our problem. We first fixed the parameters of our problem
to n = 50 atoms and k = 5 neighbors. We then computed the ROC AUC performance at
different levels of sparsity s € {2,3,5,8,10,15,20,25}. In Figure 6.9, we show the results
obtained on the cardio dataset. We observe here that a sparsity level larger than the number
of neighbors facilitates better identification of the outliers. Since the dictionary basis is
over-specialized in the representation of the inliers, we expect to obtain better results with
large sparsity levels. In this case, we can easily identify a threshold value, s = 10, after which
the results do not improve. Moreover, the DL performance starts to decrease.

Another interesting experiment is shown in Figure 6.10 for the pendigit dataset. This
time, we fixed the sparsity level to s = 5 and performed tests with different numbers of
neighbors k € {3,5,8,10,15,20,25,50}.
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Data CBLOF FB HBOS IForest KNN LOF MCD OCSVM PCA ABOD KABOD EKABOD DL ABDL KABDL EKABDL
arrhythmia 7838  77.80 82.19 79.96 78.61 7786 77.89 78.11 78.15  76.87 71.77 76.74 77.17  75.86 76.62 76.53
cardio 81.00 58.67 8351 9184 7236 5736 81.65 9348 9503 5691 54.94 57.36 67.25 9191 93.17 92.33
glass 84.12 8726 73.88 7497 85.07 86.44 79.00 6323 6747 79.50 78.69 79.88 73.13 6748 67.94 67.43
ionosphere  89.71 87.30 56.14 8541 92.67 87.53 9556 84.19 79.62 9247 92.89 92.12 93.02 83.73 84.07 83.75
letter 78.30  86.60 59.26 64.01 87.65 8593 80.74 61.18 52.83 87.82 90.77 86.44 83.70  60.76 60.66 61.00
lympho 96.73 9752 99.57 99.29 9745 97.70 91.04 9759 9847 91.09 94.11 92.38 96.47 96.43 97.82 92.98
mnist 84.04 7204 5742 80.67 8481 71.60 86.66 8528 8526 78.15 77.70 78.95 80.53 81.47 83.97 82.14
musk 100.00  52.62 99.99 99.98 79.86 52.87 99.99 100.00 99.99 18.44 21.41 17.83 79.48 8491 95.60 89.40

optdigits 76.92 4434 8733 70.61 37.08 4500 39.79 4997 50.86 46.67 46.95 43.39 36.92 4597 41.21 48.01
pendigits 89.30 4595 9238 9496 74.87 4698 8344 93.03 93.53 68.78 66.76 69.13 66.25 92.40 93.78 91.93
pima 65.78 6234 69.99 67.79 70.78 6271 67.53 62.15 64.81 6793 68.32 69.08 56.82  65.41 64.46 65.37
satellite 7494 5572 7581 6937 6836 5573 8030 6622 59.88 57.13 58.29 57.76 38.94 5290 57.92 49.62
satimage-2  99.92 4570 98.04 99.38 9536 4577 99.59 99.78 9822 81.89 81.07 83.21 4744  89.07 95.46 78.55

shuttle 6272 4723 9854 9971 6537 52.63 99.03 99.17 9898 62.34 61.49 62.34 75.11 98.88 98.95 98.76
vertebral 4330 41.66 32.62 3928 38.17 40.81 39.85 4430 4027 4261 36.92 41.22 34.25  40.89 40.67 41.87
vowels 9222 9425 6727 7597 9680 94.10 80.76  78.02  60.27 96.05 95.17 96.29 86.08 67.40 70.45 66.40
wbc 92.00 9325 95.16 93.07 93.66 9349 9210 93.19 91.59 9047 91.86 91.83 88.21 94.83 94.20 94.28

Table 6.13 ROC AUC

Data CBLOF FB HBOS [IForest KNN LOF MCD OCSVM PCA ABOD KABOD EKABOD DL ABDL KABDL EKABDL
arrhythmia ~ 45.38  42.29 51.10 4999 44.63 4334 3995 46.14 46.12 38.07 43.90 37.86 43.11 40.26 42.58 42.09
cardio 4296 1690 4476 49.18 3322 1540 4156 50.11 6090 23.74 22.19 24.76 29.28 47.23 52.84 50.63
glass 7.26 14.76 0 726 726 1476 0 17.26 726 17.02 8.69 8.69 18.69  7.26 7.26 3.92
ionosphere 7748  70.55 3295 64.74 86.02 70.63 88.06 70.00 57.28 84.41 86.01 84.80 80.35 67.07 65.64 66.94
letter 2396 3641 17.15 8.82  33.11 3641 1932 15.09 8.74  38.00 42.53 34.33 30.83  13.63 12.43 11.27
lympho 75.16 7516 84.66 87.66 75.16 75.16 51.83 7516  75.16 44.83 75.16 66.83 7433 71.83 75.16 19.00
mnist 4023 3298 11.88 30.34 4204 3342 3462 3961 3846 3555 36.18 37.74 36.86 34.94 37.93 36.58
musk 100.00 2229 97.83 98.06 27.33 1695 98.88 100.00 97.99 5.07 8.07 4.78 2781 18.72 42.42 22.67
optdigits 0 244 2194 271 0 2.33 0 0 0 0.60 0.73 0.60 0.75 046 0 0
pendigits 2397 657 2979 3550 9.84 652 892 3286 31.86 8.12 5.74 7.75 1041 27.19 27.75 24.69
pima 4837 4480 5423 5023 54.13 4555 49.62 47.03 4942 5192 52.00 52.96 40.80  50.69 48.66 50.35
satellite 5797 39.01 5690 5576 49.94 3892 6845 5345 47.84 39.02 40.61 39.95 2296 39.68 46.96 33.93
satimage-2  93.75 555 6939 87.75 38.08 5.55 64.81 9355 8040 21.30 27.61 25.70 .19 15.02 44.85 0.90
shuttle 2944 697 9551 9508 21.83 1423 7500 9541 9501 19.77 19.00 19.78 29.80 93.95 95.00 90.52
vertebral 3.38 643  0.71 5.33 238 505 142 2.38 2.26 6.00 3.29 6.00 1.00 0 0 0.71
vowels 3642 3224 1297 19.60 5092 3550 21.86 2790 13.63 57.10 57.46 61.73 37.69 11.87 17.08 12.36
wbc 48.06 51.87 58.16 50.87 49.51 51.88 4577 5124 47.67 30.60 44.72 43.04 56.28  64.65 59.95 58.82

Table 6.14 Rank @n score

The results demonstrate that the number of neighbors should be comparable with the
sparsity level. A few numbers of neighbors ensure good results, but the most relevant results
are obtained when the number is near the sparsity level. For ABOD, KABOD, and EKABOD,
it is clear that the best results are obtained when the complete dataset is used for variance
computation; ROC AUC performance improves with the number of neighbors. On the other
hand, for ABDL, KABDL, and EKABDL, it is clear that a small number of neighbors is
sufficient to obtain good results. This demonstrates the excellent behavior of the dictionary
matrix, which captures the inliers representation.

Overall, the mean ROC AUC score for all the datasets is 70% for ABOD, 69% for
DL, and 75% for ABDL. The ABDL has been shown to outperform its rivals in terms of

performance.
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Contributions

7.1 Publications

Journal articles

¢ Ilie-Ablachim, Denis C., and Bogdan Dumitrescu. "Incoherent frames design and
dictionary learning using a distance barrier." Signal Processing 209 (2023): 109019.
WOS:000964485800001

* Ilie-Ablachim, Denis C., Andra Béltoiu, and Bogdan Dumitrescu. "Sparse Represen-
tation With Gaussian Atoms and Its Use in Anomaly Detection." IEEE Open Journal
of Signal Processing (2023). WOS:001134475000016

* Béltoiu, Andra, Denis C. Ilie-Ablachim, and Bogdan Dumitrescu. "Dictionary learn-

ing with cone atoms and application to anomaly detection." Signal Processing 219
(2024): 109398. WOS:001168030000001

Conference articles

* Ilie-Ablachim, Denis C., and Bogdan Dumitrescu. "Classification with Incoher-
ent Kernel Dictionary Learning." In 2021 23rd International Conference on Control
Systems and Computer Science (CSCS), pp. 106-111. 1EEE, 2021.

¢ Ilie-Ablachim, Denis C., and Bogdan Dumitrescu. "Anomaly detection with se-
lective dictionary learning." In 2022 8th International Conference on Control, De-
cision and Information Technologies (CoDIT), vol. 1, pp. 255-260. IEEE, 2022.
WOS:000846862800042



132

Contributions

Ilie-Ablachim, Denis C., and Bogdan Dumitrescu. "Reduced Kernel Dictionary
Learning." In 2022 30th European Signal Processing Conference (EUSIPCO), pp.
2006-2010. IEEE, 2022. WOS:000918827600393

Ilie-Ablachim, Denis C., Andra Baltoiu, and Bogdan Dumitrescu. "Sparse representa-
tions with cone atoms." In Proc. IEEE Int. Conf. Acoust., Speech Signal Process., pp.
1-5.2023.

Ilie-Ablachim, Denis C., and Bogdan Dumitrescu. "Classification With Dictionary
Learning and A Distance Barrier Promoting Incoherence." In 2023 IEEE 33rd Interna-
tional Workshop on Machine Learning for Signal Processing (MLSP), pp. 1-6. IEEE,
2023.

Ilie-Ablachim, Denis C., and Bogdan Dumitrescu. "Angle-Based Dictionary Learning
for Outlier Detection." In 2023 IEEE Third International Conference on Signal, Control,
and Communication (SCC), IEEE, 2023

Other articles

* Ilie-Ablachim, Denis C., Bogdan Dumitrescu, and Cristian Rusu. "Kernel t-distributed

stochastic neighbor embedding." arXiv preprint arXiv:2307.07081 (2023).

¢ Ilie-Ablachim, Denis C., and Bogdan Dumitrescu. "SimCDL: A Simple Framework

for Contrastive Dictionary Learning" (2024)

Software

* Development of Python Dictionary Learning Toolbox

— Package Name: dictlearn

— Purpose: A Python library for dictionary learning, sparse representations, ma-
chine learning, and signal processing

— Date of Release: March 25, 2022
— Version Number: 0.2.1
— Authors: P. Irofti, D.C. Ilie-Ablachim, B. Dumitrescu
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7.2 Detailed contributions

My research activity was mainly guided by my advisor, Professor Bogdan Dumitrescu (B.D.).
During my Ph.D., I also worked closely with my predecessors, Andra Baltoiu, Paul Irofti,
and Cristian Rusu. I am grateful to all of them for their collaboration and experience.

Most of my work is made public on the two Research Projects that I took part, in
Graphomaly and AsyDiL.. However, relevant repositories can be found on my GitHub profile
denisilie94.

Incoherent frames design and dictionary learning using a distance barrier [37] [ had
the idea of using contrastive learning strategies to build more incoherent atoms for dictionary
learning problems. B.D. helped me improve my first proof of concept and also came up with
the idea of using the same strategy for the design of incoherent frames. Together, we worked
on the experiments and wrote the paper. I took care of the DL problem, while B.D. took care

of the incoherent frames design problem.

Sparse Representation With Gaussian Atoms and Its Use in Anomaly Detection [30]
This is an idea proposed by B.D. that has main applications in anomaly detection problems. I
took care of the implementation of one of the two algorithms that are presented in this paper.
The article is the result of a joint work of B.D., Andra Béltoiu, and myself.

Dictionary learning with cone atoms and application to anomaly detection [5] This
is an extension of a previous work proposed by B.D. For this paper, I contributed to the
simulations and experiments.

Classification with Incoherent Kernel Dictionary Learning [32] The idea of applying
incoherence strategies for Kernel Dictionary Learning (KDL) was mine. This was also my
first written article. Since it was my first experience of this kind, B.D. has made a significant

contribution to it. He helped me to understand the ‘baby steps’ of writing a good paper.

Anomaly detection with selective dictionary learning [33] B.D. proposed this idea
during our research regarding anomaly detection strategies that include Dictionary Learning
algorithms. I wrote the Python program for this idea and did relevant experiments. Alongside
B.D. I wrote this paper.

Reduced Kernel Dictionary Learning [34] The idea of building a Reduced (trainable)
Kernel for Dictionary Learning problems was mine. B.D. helped me concretize the main
statements in a paper.

Sparse representations with cone atoms [31] This idea is part of a series of ideas
that B.D. had for anomaly detection problems. For this paper, I had the idea of testing the


https://graphomaly.upb.ro/)
https://asydil.upb.ro/
https://github.com/denisilie94
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proposed method on a cardiac arrhythmia detection problem. This paper is the result of joint
work by B.D., Andra Bailtoiu, and myself.

Classification With Dictionary Learning and A Distance Barrier Promoting Inco-
herence [36] After the first success of building dictionary learning problems with contrastive
learning strategies, I also wanted to try similar ideas that had previously been used in deep
learning, such as triplet loss. This led me to the creation of the current paper, which demon-
strates that contrastive learning can also be applied to classification problems. As usual, B.D.

supervised my work while writing this paper.

Angle-Based Dictionary Learning for Outlier Detection [35] During my research
on Anomaly Detection problems, I had the opportunity to study the Angle-Based Outlier
Detection (ABOD) algorithm. This was the moment I realized that the use of Dictionary
Learning can help the ABOD algorithm in improving its outlier detection capabilities. With
the supervision of B.D. I published this article.

Kernel t-distributed stochastic neighbor embeddings [39] During my research, I had
to make different analytics regarding the used datasets. One of the experiments involves
the dimensional reduction of the dataset to understand the data distribution. Sometimes I
used Principal Component Analysis (PCA), while other times I used t-distributed Stochastic
Neighbor Embeddings (t-SNE). While doing this, I also wanted to research dimensional
reduction algorithms that use kernel methods. This led me to research and write the current
paper. This was written alongside B.D. and Cristian Rusu.

SimCDL: A Simple Framework for Contrastive Dictionary Learning [38] Following
the idea introduced in the SImCLR [12], I wanted to try the development of a similar strategy

in Dictionary Learning problems, in particular for dictionary initialization.
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