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Chapter 1
Introduction

In numerous digital applications, the typical processing chains starts with an acquisition
stage, usually by sampling with a frequency as high as possible, immediately followed by
compression, to reduce the dimensionality of the data and to eliminate redundancy in
the acquired samples. A typical example is that of digital point-and-shoot photo cameras
with internal JPEG compression: the image is spatially sampled with a very high density
sensor chip, consisting nowadays of tens of millions of pixels, but immediately after this
around 95% of the acquired samples are to be removed through JPEG compression, which
preserves only the dominating coefficients resulting after the discrete cosine transform.
This surely seems a waste of all this dense sampling power. This gives rise to the following
question: if we know a priori that an image is compressible through some orthogonal
transform, which holds for the vast majority of natural images, can we use this to reduce

the number of samples that we need to acquire?

The answer to this question is given by the theory of compressed sensing. It shows that
the number of samples needed to uniquely recover a signal is related to the “information
content” of the signal, which can mean degrees of liberty, rate of innovation, number
of non-zero coefficients etc. This can lead to significant dimensionality reduction when

acquiring a signal and when post-processing it.

In this paper we focus on the digitized interpretation of the compressed sensing theory,
where we consider signals that are already digital. If it is known a priori that an n-
dimensional signal x has a decomposition with few significant coefficients in some known
orthogonal basis (the locations and values of these coefficients are not known), compressed
sensing theory shows that the signal is uniquely determined and can be recovered from a
smaller m-dimensional vector of measurements. A measurement means the inner product

of the signal with a vector known as projection vector. As long as the projection vectors



obey an incoherence property with the sparsity basis, the original signal can be found
as the unique solution of a rigorously defined optimization problem. One of the major
practical benefits is that the projection vectors can be random. Signal recovery amounts
to solving the corresponding non-trivial optimization problem, using one of the many

algorithms developed in the literature.

1.1 Motivation

One of the challenges of the future of signal processing is handling extremely large and
high dimensional data. Up to now, compressed sensing seems to bring significant advan-
tages in this respect, reducing the effective dimensionality by exploiting signal sparsity.
As such, compressed sensing, as well as exploiting signal sparsity in general, has rapidly
evolved to become a very large research area, with active research extending from analog
signal acquisition to digital signal recovery and from complex theoretical analysis of the
precise conditions for signal recovery to practical applications in various domains. As
such, many issues have not yet been thoroughly analysed, numerous possible applications
have been overlooked, and there are many practical issues that require consideration.

One of the interesting developments has been the extension of compressed sensing
theory to non-orthogonal bases and overcomplete dictionaries. Although it can be seen
as a natural extension of the orthogonal basis case, this introduces a new set problems:
how do the intrinsic dependencies between the dictionary vectors ((known as atoms)
affect the recovery process? how to design “good” projection vectors for overcomplete
dictionaries? how to find good bases and overcomplete dictionaries for certain classes of
signals in the first place? or even, can we use different a priori information instead of
sparsity in some basis/dictionary?

This PhD thesis focuses on selected developments related to these promising exten-
sions of compressed sensing and to the new challenges they bring, from a general practical-

based perspective.

1.2 Thesis overview

The thesis is comprised of seven chapters, detailed bibliography and one appendix. Apart
from this introduction, the rest of the thesis is structured as follows.
Chapter 2 contains a short introduction to the fundamentals of compressed sensing

theory, which is the larger context of this thesis. We start with introducing the key
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concepts of sparsity and sparse representations of signals. We discuss the central problem
of compressed sensing, i.e. how to adequately recover sparse signals from a small number
of measurements, as well as the multiple formulations of the reconstruction problem. A
large part of the chapter is devoted to some of the most important conditions necessary
and /or sufficient to guarantee accurate recovery. The aim is to introduce the reader to
the basic results, without the burden of detailed proofs. In addition, we also present a
few of the popular reconstruction and optimization algorithms that we use throughout
the thesis.

Chapter 3 presents an alternative sparsity model known as analysis sparsity, that
offers similar recovery guarantees as the classical synthesis sparsity model. We explore
the relation between the two models, based on the idea that the analysis model can be
thought of as a synthesis model with a set of additional constraints. As such, we develop
a series of theorems proving that analysis-based signal recovery can be reformulated as
a augmented version of synthesis-based sparse signal recovery. The practical advantage
of this reformulation is that one can use existing recovery algorithms, designed solely
for synthesis-based recovery, for the analysis-based recovery as well, as we show through
practical simulations. The second part of the chapter consist of an experimental com-
parison of the two models, based on the above reformulation. The simulations reveal a
fundamental difference between the two models in terms of the signals that are adequate

to one or the other, as well as different sensitivity to noise and number of measurements.

Chapter 4 presents an innovative solution for finding improved acquisition matrices
for signals that are sparse in non-orthogonal bases and overcomplete dictionaries. We
first present three existing state-of-the-art algorithms and we propose modifications for
improving each of them, based on the analysis of some unfavourable scenarios. We then
propose a unified approach for finding an optimal acquisition matrix that encompasses all
the three modified algorithms. We formulate the general problem as a rank-constrained
nearest correlation matrix problem, i.e. finding the matrix of minimal distance from a
given correlation matrix, subject to rank, semipositivity and unit-diagonal constraints.
The modified versions of the three algorithms correspond to different ways of choosing
a distance metric. Experimental results confirm superior performance and increased
robustness, particularly for higher compression ratios and with dictionaries that are highly

correlated, e.g. learned from a particular data set.

Chapter 5 presents a surprising result on using correlated projection vectors, i.e.
random vectors drawn from a multivariate probability distribution with a non-unit co-

variance matrix. We develop a series of experiments that show that the covariance matrix



of the reconstruction errors obtained with a number of well-known recovery algorithms
is heavily dependent on the covariance matrix of the random projection vectors: the two
matrices have roughly the same eigenvectors, and we also find a rather precise relation
between the eigenvalues of the two matrices, up to a constant factor. This means that
one can effectively control the “shape” of the error distribution by properly designing the
covariance of the random projection vectors. In this way, one can control the recovery ac-
curacy along some directions in space at the expense of others. This opens the door for a
number of interesting compressed sensing applications, scarcely analysed in the literature
up to now. We validate our assumptions with two practical scenarios: recovering signals
that are sparse in non-orthogonal bases, and recovering signals with unequal atom im-
portance. In both cases, simulations show that using correlated projection vectors leads
to significant improvements over the non-correlated case.

Chapter 6 evaluates the possibility of using the compressed sensing theory in the
practical context of electrocardiographic (ECG) signal acquisition. We start with the
preprocessing of ECG signals, based on segmentation into independent heart beats, and
we investigate the performance of standard wavelet bases and custom learned bases in
terms of sparse representations of the ECG segments. We evaluate the possibility of clas-
sifying the ECG segments into normal/pathological classes using solely the compressed
random measurements. We also investigate recovery using dictionaries of different sizes
and created with different algorithms. We propose a hybrid reconstruction method based
on classifying the acquired measurements in the compressed space, followed by recon-
struction with a dictionary dedicated to the particular signal class. The simulation results
indicate superior reconstruction accuracy compared to the single dictionary scenario.

Finally, Chapter 7 summarizes the conclusions and reviews the main contributions of
the thesis. An additional appendix contains further results for ECG signal classification

in chapter 6.



Chapter 2

Fundamentals of sparse
approximations and compressed

sensing

This chapter provides a short introduction to the main theoretic results in the field of
compressed sensing and sparsity in general. An alternative brief introduction can be
found in [1].

2.1 Signals and sparse decompositions

In the widest sense, a signal x is called sparse if its ¢, norm has a small value, for some
value of p between 0 < p < 1. In signal processing, the £, norm of a signal z € RY,

denoted as ||z||, or as ||x|g,, is defined as:

lell, = (Z) 1)

For p > 1, the function defined in (2.1) obeys the three conditions imposed by the

definition of a norm function of a vector space:
1. [laz|| = al|z|| (homogeneity)
2. ||z +yll < ||zl + ||ly|| (triangle inequality)
3. |jz|]| =0 2=0

For 0 < p < 1, (2.1) defines a function that does not obey the triangle inequality, and

therefore is nor rigorously a norm function. However, these functions are widely used in
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research literature and they are often referred to as norms, and therefore we keep the
same convention and also refer to them as ¢, norms.

For p = 0, one uses a definition obtained as a limit case of (2.1) for p — 0:

el =S e, where e =+ 7" (29)
i 0 ;=0
Basically, (2.2) defines the ¢, norm of a vector x as the number of non-zero coefficients.
Similarly, this function does not obey the first two conditions in the definition of a norm,
but we use the accepted convention in the literature and refer to it as the £y norm
nevertheless.

In general, the two most used values for p in practice are p = 0 and p = 1. In the
strictest sense, the term sparsity implies a small value of the ¢, norm of a signal. If
||z||o = k, meaning that the signal has exactly k& non-zero components, we say that x is
k-sparse. In many cases, however, this definition is too strict, for example when analysing
signals that are affected by noise, where it is virtually impossible for a coefficient to be
rigorously zero. Therefore the definition is usually “relaxed” to £, norms with 0 <p <1,
less rigorous but allowing a more robust analysis.

One observes that for p < 1 the £, “norms” do not satisfy the triangle inequality, which
implies that any optimization problem requiring the minimization of the £, norm over a
set of signals is non-convex, and as such is usually intractable. This kind of optimization
problems are essential in compressed sensing theory, and therefore their non-convexity
is a major disadvantage. On the other hand, the ¢; norm satisfies this condition, and
therefore minimizing the ¢; norm is a convex optimization problem, with efficient solving
algorithms available. As such, the ¢; norm is usually regarded as an optimal tradeoff
between the rigorous measure of sparsity (requiring p as close to 0 as possible) and the
efficiency of solving algorithms (convex optimization for p > 1), and therefore is widely
used both in theory and in practice.

In a larger context, sparsity can be defined with respect to a certain basis or overcom-
plete dictionary. Given a signal x from a vector space and a basis B for this space, we say
that x is sparse in the basis B if the decomposition v of x in the basis B is sparse. This
definition is a generalization of the previous definitions, which constitute a special case
with B being the canonical basis B = I,,. An overcomplete dictionary is a generalization
of the concept of basis, an overcomplete dictionary D being composed of a set of N vec-
tors which span the vector space S, but their number N is larger than the dimension of
the space, N > n (in literature, the elements of a basis or dictionary are usually called

atoms). Any signal x therefore has an infinite number of possible decompositions with
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respect to a dictionary D. We say that x is sparse in the dictionary D if at least one of

the decompositions in D is sparse.

2.2 Compressed sensing

Let us consider the vector x € R™ being a sparse vector in the basis defined by the matrix

B € R™*™_ The vector x can therefore be written as
x = By (2.3)

where 7 is the sparse decomposition vector of x in B.

Let us assume that we acquire a set of m measurements of x obtained by projecting
the vector on a set of m measurement vectors. Considering these projection vectors
arranged as the rows of an acquisition matrix P € R™*" measuring (i.e. acquiring) the

signal z is described by its multiplication with the matrix P:

y=Pxr=PB~=Ay (2.4)
A

If we define the product of P and B as the effective dictionary A = PB, we reach the

standard form of the compressed sensing problem:

Equation (2.5) states that the sparse vector v is acquired with the matrix A.

The question that is central to the compressed sensing theory is the following: under
which conditions is it possible to recover the n-dimensional sparse vector v from the
m << n measurements y? If one can recover -, one can immediately recover the original
signal x through (2.3).

A more robust analysis must take into account the possibility of additive noise z

overimposed on the measurements, and therefore the acquisition system becomes:
y=Ay+=z (2.6)

The above equations remain valid in the general case when instead of the basis B one has
an overcomplete dictionary D composed of N atoms, N > n, the only difference being

that in this case the dimensions of A are m x N and v is N-dimensional vector.
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2.3 Solutions and regularization

The equation system (2.5) is an undetermined system, as the matrix A is of size mx N. As
such, recovering the sparse decomposition vector v is not possible without an additional
regularizing term than ensures the uniqueness of the solution. This regularization term
must reflect an a prior: information known about the vector v or about .

Compressed sensing theory exploits the additional information that the signal is sparse
in a known basis/dictionary. A fundamental result [2, 3] states that, if the decomposition
~ is sufficiently sparse, then, under some conditions on the matrix A that are analysed
in Section 2.4, the vector v is the sparsest solution in the set of all solutions of (2.5). As

such, one can recover v by solving the following constrained optimization problem:
§ = argminla]l,, 5.t y = Ay ()

The problem (P,) consists in finding the sparsest solution of y = Av. For the two
most widely used values of p, p = 0 and p = 1, equation (P,) becomes (Fp) and (P),
respectively:

7 = argmin||y[lo, st. y = Ay (Po)
¥ = arg ngn||7||17 sty = Ay (Pr)

The problem (F), that uses the ¢y norm, is NP-hard [4], which means it has a non-
polynomial solving complexity; NP-hard problems are considered virtually impossible to
solve for moderate sizes. The second optimization problem (P;), that uses the ¢; norm
for enforcing sparsity, is known in the literature by the name Basis Pursuit [5]. This
is a convex optimization problem, that can be converted to a linear programming prob-
lem, which is a well studied optimization problem with many efficient solving algorithms
available; we present it in more details in Section 2.5.1.

Both (F) and (P;) require the constraint y = A7y, i.e. they require an exact de-
composition of y. In practice, however, signals and measurements are always affected by
noise, and a certain degree of error can always be tolerated. As such, a robust analysis
must take into account the possibility of additive noise added to the measurement vector
y, as in (2.6). In this case, the exact condition y = A~y cannot be rigorously satisfied.
A relaxation of this constraint that allows for an approximation error less than a certain
tolerance level given by the estimated noise energy leads to a more robust form of the

optimization problems:
7 = argmin||yllo, s.t. [ly —Aqf[ <€ (Po)

13



y = argminlyly, st [ly = Ay < e (P<y)

The condition ||y — Av|| < € can be relaxed even further by making it part of the

minimizing goal function:
7 = argminlly — Aql[ + A+ [17lo (Po)

¥ = argmin|ly — Ay|| + A - [|vx (P*1)

Equations (Po) and (]3’\1) are unconstrained formulations of the optimization problems.
The parameter A\ controls the tradeoff between the approximation error, expressed by the
first term of the goal function, and the sparsity of the desired solution, expressed by the
second term.

Yet another alternative formulation, known as the LASSO algorithm [6], is given as:
v = argmvin||y —Ay|| st ||y <7 (Plasso)

The goal is to minimize a quadratic functional under the constraint that the ¢; norm
of the solution is bounded by a parameter 7. This problem can be reformulated a a
double-sized quadratic programming problem, for which efficient solving algorithms are
available [7].

All the above formulations represent different ways of expressing the same fundamen-
tal problem of finding the sparsest solution to an undetermined equation system, with
various degrees of robustness against noise and inexact sparsity. Rigorous guarantees
that the solution to some of these problems is close to the original sparse signal are given

in Section 2.4.

2.4 Conditions for sparse signal recovery

In this section we present fundamental results regarding the conditions on the matrix
A of (2.5) and (2.6) that guarantee the uniqueness of the sparse solution -, and thus

guarantee successful recovery by solving the optimization problems presented above.

2.4.1 The spark of a matrix

One of the first recovery conditions relies on the concept of the spark of a matrix, intro-
duced in [2]:

Definition 1 ([2]). Consider the matriz A € R™*"™. The spark o of A is the minimum

number of columns of A that are linearly dependent

14



The spark of a matrix is important because of the following: if some signal has two
sparse decompositions of sparsity k; and ks in the dictionary A, then their difference is a
vector of sparsity at most k1 + k2 that lives in the nullspace of A, meaning that at most
k1 + ko columns of A form a linearly dependent set. Therefore, a high enough value of
o > ki + ko prevents this, effectively guaranteeing a uniquely sparse solution.

The following theorem rigorously states a uniqueness guarantee for (Fp):

Theorem 2 ([2]). Let v be a sparse vector with ||v|lo = k, acquired with a matriz A
as in (2.5). Let o be the spark of A. If k < 0 /2, then v is the unique solution to the

optimization problem (FPp).

Proof. The proof is obvious: if (Fy) had a different (even sparser) solution with sparsity
k' < k, than the difference of the two solutions would yield a vector of sparsity (k'+k) < o
living in the nullspace of A. This, however, means having a linear dependent set of

columns of A less than the spark of A, which contradicts the definition of the spark. [J

Unfortunately, computing the spark of a matrix is known to be combinatorial and

thus NP-hard [8], which limits the practical utility of the spark.

2.4.2 Restricted Isometry Property (RIP)

One of the main research directions is based on the study of some properties of restricted

isometry of the matrix A [5, 9, 10].

Definition 3 ([5]). Consider the matriz A € R™™ having as columns the vectors a; €
R™. For every integer number k with 1 < k < n let us define the Restricted Isometry
Constant (RIC) of order k, with notation 6, as the smallest real value satisfying:

(1 =) [ < 1AV < (1 +6) 17113 (2.7)
for all vectors v having at most k non-zero coefficients (k-sparse).

Let T be the indices of the non-zero coefficients of v, and Ar the matrix composed
only of the columns of A from the set 7. The condition (2.7) expresses that all the sub-
matrices Ar composed of at most |T'| columns of A behave close to orthonormal matrices.
One is reminded that satisfying the isometry condition ||x||y = ||Az||2, Vz, is a necessary
and sufficient condition for a matrix A to be orthonormal. Instead of rigorous equality,
(2.7) allows a tolerance of £d, hence the name “restricted isometry”. A smaller value of

0 implies that the matrices Ar behave closer to orthonormal matrices.
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One property that follows naturally from the definition is that the sequence of RIC
constants d; is monotonously increasing, dp < 1. If the values of the d; constants are

smaller, it is easier to recover sparse signals, as shown in the following theorems.

Theorem 4 ([5, 10]). Let v be a sparse vector with ||v||o = k, acquired with a matriz A
as in (2.5). If the constant do, satisfies 6o, < 1, then the optimization problem (Fy) has

a unique solution and that solution is vy

Proof. Let dor, < 1, and let us suppose that the solution 4 of the problem (F) is actually
different from ~. As a consequence, the sparsity of the solution 4 is at most equal to the
sparsity of v, ||¥]lo < k, because (Fy) searches for the minimum ¢, norm solution. Since
both 4 and «y are solutions of the system in (2.5), it follows that their difference is in the

nullspace of the matrix A:

0= A —7). (2.5)
But 4 — v is a vector of sparsity at most equal to 2k, since it is the difference of two
at most k-sparse vectors. The definition of the RIC constant (2.7) implies that do, > 1,

which contradicts our initial assumption. As such, the solution of the problem is unique

and it is y =~ O]

Theorem 4 shows that one can recover a k-sparse signal v compressively sensed
through an acquisition matrix A if A satisfies dop < 1. In this case we say that the
matrix A satisfies the Restricted Isometry Property (RIP). Intuitively, the RIP property
necessitates that the columns of A are rather dissimilar to each other: indeed, if columns
would be similar, the sub-matrices A7 would be far from orthogonal and thus would have
large values of the RIC constants.

However, the optimization problem (Fp) is NP-hard; in addition, real signals are
affected by noise and thus the sparsity condition ||y||o = k is never rigorously fulfilled in
practice. The following theorems establish sufficient recovery conditions when using the

/{ norm.

Theorem 5 ([10]). Let v be a signal, and let vy be a signal containing only the largest
k of its coefficients (in absolute value), the rest of the coefficients being zero. Let 7y be
acquired through a matriz A as in (2.5). If Sy satisfies 0y, < /2 — 1, then the solution
4 of the optimization problem (Py) satisfies the following:

14 =3Il < Colly — s (2.9)

and

19 = ll2 < Cok™ 2|7 — 1 (2.10)
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Proof. The inequality (2.10) is a special case of the following theorem 6, for the noiseless

case. The inequality (2.9) derives from the same proof. [
The following theorem extends the analysis to noise measurements as well.

Theorem 6 ([10]). Let v be a signal, and let vy be a signal containing only the largest
k of its coefficients (in absolute value), the rest of the coefficients being zero. Let v be
acquired with a matriz A followed by additive noise z over the measurements, as in (2.6).
If 6oy satisfies 6o < /2 —1 then, for ||z||a < €, the solution 4 of the optimization problem
(P<y) satisfies:

17 =2 < Cok™ ||y — w1 + Che (2.11)

Proof. The proof is found in [10] and we do not include it here in the interest of brevity.
O

If v is exactly k-sparse, then v = 7, and Theorems 6 shows that one can recover v up
to a precision depending linearly on the energy of the noise. In noiseless conditions, the
recovery is perfect.

Theorems 4, 5 and 6 prove the fact that a small value of the RIC constant guarantees
accurate recovery of a sufficiently sparse vector by solving the optimization problems
(Py), (Py) and (P<,), respectively. Thus, these theorems constitute a central part of the
foundations of compressed sensing theory.

Unfortunately, finding the precise value of the RIP constant ¢ is also proven to be a
NP-hard problem [8]. This prevents a direct application in practice of the RIP guarantees

for general deterministic matrices.

2.4.3 The Null Space Property (NSP)

Another interesting property, related to the RIP property, is the Null Space Property
(NSP) introduced in [11].

Definition 7 ([11]). Consider the matric A € R™ " and let N'(A) be the nullspace A.
We say that A satisfies the Null Space Property (NSP) of order k with the constant C
in 01 if Yh € N(A) and for all sets of coefficients T C 1,2...n with card(T) < k, the
following equation holds:

[hrlly < Cllhze|ly (2.12)

where hy contains only the coefficients in the set T (the other being zero) and hre contains

only the coefficients not belonging to the set T.
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We typically consider the minimum value of C' that satisfies (2.12). The definition
(7) says that all vectors h € N(A) in the nullspace of A have low sparsity, their energy
being spread rather uniformly over the coefficients instead of being concentrated in a
few coefficients. This is the opposite of sparsity: for a k—sparse vector h all the energy
is concentrated in k coefficients, and thus if we include the locations of all non-zero
coefficients in T" we obtain ||hr||; > 0 and ||hr<||; = 0, implying a constant C' going to
infinity. On the contrary, a vector h that has equal coefficients h; has a minimal constant
C, irrespective of how the set T is chosen. Thus, a low value of C' in (2.12) implies we
are closer to the latter case.

Having the NSP with a constant C' < 1 is a necessary and sufficient condition for the

success of P;:

Theorem 8 ([11, 1]). Consider the matric A € R™*". Let v be a k-sparse signal acquired
with A as in (2.5). Then v is the solution of (Py) for all k-sparse signals 7y if and only
if A satisfies the NSP with a constant C' < 1.

We point out that the NSP is a necessary and sufficient condition for sparse recovery
via {1 minimization, whereas the RIP is only a sufficient condition, but not necessary. As
such, having the RIP implies having the NSP, as shown in Section 2.4.5.

Unfortunately, finding the precise value of the NSP constant for a given matrix A is

also NP-hard, as it was recently proven in [§].

2.4.4 Mutual coherence

An alternative direction in studying the conditions guaranteeing successful recovery of
compressively sensed k-sparse signals is based on the mutual coherence of the matrix A
from (2.5), [12, 3].

Definition 9. Consider a matriz A € R™N with columns a;. The mutual coherence y of
A is the mazimum absolute value of the correlation between any two distinct normalized

columns a; and a; of the matriz.

iz laallllal]

(2.13)

The smaller the mutual coherence is, the more orthogonal are the columns of A (for
an orthogonal matrix p = 0), and the more useful is the matrix in recovering sparse

signals, as shown in the following theorems.
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Theorem 10. [[2, 18, 12]] Consider a matriz A € R™ with mutual coherence p and a
vector v with ||7y||o = k, in a noiseless compressed sensing setup as in (2.5). If condition

(2.14) is true:

1 1
o <5 (1 + m) (2.14)

then the following hold:

1. v is the sparsest decomposition of x in D, i.e. it is the solution of (F).
2. v is recoverable using ¢, minimization, i.e. it is also the solution of (P).

3. v is recoverable using Orthogonal Matching Pursuit [14, 15].
For the noisy case, the following theorem establishes a similar result:

Theorem 11 ([3]). Consider a matriz A € R™Y with mutual coherence p and a vector

v with ||v||lo = k, in a noisy compressed sensing setup as in (2.6), with ||z||a < e. Then:

1. If k < % (1 + %), then the vector 4 obtained as the solution of the optimization

problem (P<,) satisfies:

. +e)?
_ A2 < —(E > 2.1
17 =1z < 1— u(2k—1) Ve>e>0 (2.15)

2. If k < % (1 + ﬁ), then the vector 4 obtained as the solution of the optimization

problem (P<y) satisfies:

2
2 2<& > 21

B lvel?

7, then the vector 4 obtained by the Orthogonal Matching Pursuit (OMP) [14, 15]

algorithm satisfies:

3. Ifk < % (1 + z%) — L. ¢ “where v, is the smallest of the k non-zero coefficients of

2
b= < =g (2.17)

In the above inequalities, € is the accepted tolerance in the optimization problems
(P<y) and (P¢;), and e is the noise energy.

Theorems 10 and 11 imply that small values of the mutual coherence are beneficial,
as they relax the upper bound of the sparsity of the vectors that are guaranteed to be
perfectly recovered.

We point out that the mutual coherence of a dictionary is a sufficient condition that is
very easy to compute, contrary to the spark, RIP and NSP. As such, it provides significant

benefit in practice.
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2.4.5 Relation between spark, RIP, NSP and mutual coherence

Some known relations between the above conditions and constants are summarized in
Theorem 12 from [1].

Theorem 12 ([1]). Consider a matriz A € RN with spark o, RIP constants 6;,, NSP

constant C' and mutual coherence ju. Then the following relations hold:

1.
1
oc>1+—
1
2. A satisfies the RIP of order k with
1
Op = ku,Vk < —
1

3. Suppose A satisfies the RIP of order 2k with 8y, < v/2 — 1. Then A satisfies the
NSP of order 2k with constant

B V20,
1— (14+v2)0y

2.4.6 Random matrices

Considering a given general matrix A, computing the spark or the RIP or NSP constants
are NP-hard problems [8], and thus directly using these properties in practice to check
whether an acquisition matrix is “good” for compressed sensing is not possible. However,
a series of fundamental results have shown that a random matrix in which each element
is an i.i.d random variable with normal, Bernoulli or other probability distributions, has
a very high chance of satisfying the RIP if the number of rows is large enough.

The foundation of these results is the concentration of measure phenomenon, consist-
ing in the fact that, given a fixed vector x € R™, the {5 norm of its projections on random
subspaces is a random variable with the values strongly concentrated around the value
||z||2. The concentration of measure phenomenon is well known in mathematics. For

rigorousness, we use the definition 13 used in [16].

Definition 13. Let r be a random variable in the space 2 distributed with the probability
distribution p. We construct a random matriz ® of size m x n composed of independent
realisations of the random variable r. We say that the probability density p satisfies the

concentration of measure inequality if, for any x € R™ we have:
P (12 1@a]3 — [[2l 3] = el 2]]§) < 2e7), 0 < e <1, (218)
m
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where the probability is taken for the set of all possible matrices ® of size m X n, and

co(€) is a constant depending only on € such that co(€) > 0, Ve € (0,1).

Definition 13 implies that, for any random matrix ¢ composed of independent real-
isations of a random variable distributed with the probability law p, the projection of
any fixed vector x on the subspace defined by ®, ®x, has the norm concentrated around
the initial value of the norm of x, i.e. the probability that the resulting norm varies by
a factor larger than +e is upper bounded by an exponential depending on e. The factor
2 is only needed to normalize the value of the norm, as the norm ¢, of ®x is defined on
the vector space R™ whereas the norm /5 for x is defined in R".

Among the probability distributions that satisfy concentration of measure inequalities
we have the normal distribution and the Bernoulli distribution, as shown in the Theorem
14 from [17].

Theorem 14 ([17]). Let R be a matriz of size m X n composed of independent random

variables r;;, distributed with one of the following distributions:

Tij :N(O,l)

+1  with probability 1/2
—1  with probability 1/2

+1  with probability 1/6
Tij = 40 with probability 2/3
—1  with probability 1/6

For ¥Ye > 0 and for any vector v € R™ the following inequalities hold:
P (||Rv||2 < (1 + €)k/n) < e~ 3273 (2.19)
P (||Rol3 < (1= ek/n) < e 5(/200) (2:20)

For the three distributions above, concentration of measure is satisfied with cq(e) =
€2/2—€3/3
=

For random matrices that have as elements independent realisations of a random
variable with a probability distribution that satisfies concentration of measure, it can be
shown that they obey the RIP with high probability. This is proven in Theorem 15 from
[16].
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Theorem 15 ([16]). Given m, n and 0 with 0 < § < 1, if the probability distribution
that generates the matrices ® satisfies the concentration of measure inequality (2.18),
then there exist the constants ¢y and co depending only on d such that ® satisfies the RIP
with the chosen constant ¢ for all k < cym/log(n/k) with probability > 1 — =™,

Theorem 15 shows that a random matrix created from a distribution satisfying con-
centration of measure allows, with high probability, recovering sufficiently sparse signals.
We can rewrite k < c;m/log(n/k) in the form m > 1/¢; - klog(n/k), which means that
the number of necessary projections (i.e. rows of the acquisition matrix) for recover-
ing k-sparse signals is of order O (klog(N/k)). Thus, we can recover a k-sparse signal
from a measurement vector O (klog(/N/k)) long. This is essentially a tight bound, since
klog(N/k) is the minimum memory requirement if the locations of the non-zero coeffi-

cients would be known in advance.

In practice, the probability of successful recovery of k-sparse signals as a function
of m, n and k via ¢; minimization has been analysed in [18] using extended numerical
experiments. Results show a surprisingly sharp transition between the parameter domain
in which successful recovery is very likely and the domain where it is virtually impossi-
ble, at least in the asymptotic case when the signal dimensions are very large (in finite
dimensional case the transition is less sharp). As the borders of the domain of successful
recovery are rather sharp, one can estimate with a certain degree of accuracy the required

number of measurements, which is very useful in practical applications.

Finally, let us note that random projections have two appealing characteristics in
practical applications: they are (i) universal are (ii) democratic. Universality refers
to the fact that a random projection matrix is, with high probability, incoherent with
any fixed orthogonality basis (alternatively, any fixed orthogonal transformation of a
random projection matrix will likely retain its characteristics); as such, it can be used
with signals that are sparse in any fixed basis, even if this basis is unknown at acquisition
time. Democracy [19] refers to the fact that each measurement carries roughly the same
amount of information, and the measurements are interchangeable and replaceable with
any other random measurements. This is similar in spirit with LT erasure codes [20]
(randomly combining symbols for protection against packet losses on the transmission
channel) and random network coding [21, 22, 23] (randomly combining data packets for

increased throughput in multicast networks).
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2.5 Reconstruction algorithms

In this section we briefly present some of the most used reconstruction algorithms in
the literature for finding sparse solutions of undetermined equation systems. These al-

~

gorithms solve the various formulations of the optimization problems (Fp), (P1), (P¢),
(P<1), (PY) and (P).

The problems that imply minimizing the /; norm are NP-hard, meaning that there
is no known algorithm to solve them in polynomial time. Basically, they are considered
intractable problems. impossible to solve for moderate sizes of interest. As such, finding
the optimal solution of the minimization problems (B,), (P¢%) and (15)‘0) is virtually
impossible in general. Alternatively, there are a number of approaches that find a local
optima. Besides the £y norm, minimization problems involving £, norms with 0 < p <1
are also non-convex optimization problem, and as such are also very difficult to solve.
On the contrary, minimizing the ¢, norm with p > 1 is a convex optimization problem.

with only one local optimum, i.e. the global optimum. As such, these problems are much

easier to solve.

2.5.1 Linear programming (Basis Pursuit)

Linear programming problems are a much studied class of optimization problems that
require minimization of a linear function subject to linear equality and inequality con-
straints. The standard form is [24, page 146]:

N-1

d" = arg ngn Z w, - d, with ¢ = P -d and d; > 0, (2.21)

p=0
but other equivalent formulations are possible. A linear programming problem in stan-
dard form requires finding the vector d, with non-negative elements, that minimizes the
scalar product with a vector of weights w, among all the vectors that satisfy the linear
constraint ¢ = P - d.

In mathematical literature there are well-known algorithms for solving these kind of
problems (simplex, primal-dual or interior point algorithms) and, as such, we will not
enter the details of their functioning.

In the case of compressed sensing, the optimization problem (P;) (known by the
name of Basis Pursuit) can be reformulated as an equivalent linear programming problem
(2.21), of double size, as follows [25, chapter 12]: we introduce the variables u, > 0 and

v, > 0, such that y = u — v, and we use the definitions (2.22) (square parentheses denote
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concatenation).

P = [A7 _A]
w, = 1,Vp
g U (2.22)
p
c=Y

With the parameters defined this way, one solves the linear programming problem (2.21)
with one of the available algorithms in the literature. The solution 4 of the original
problem is obtained as 4 = u* — v*, where u* is the first half of the vector d*, and v* is
the second half. The vector ¥ satisfies the condition y = A -4 since y =c= P -d* =
Auw —A-v=Au —v)=4-%

2.5.2 The Matching Pursuit family

One important family of algorithms widely used in practice for the problems (P¢,) and
(P<,) is the Matching Pursuit family of algorithms, consisting of Matching Pursuit (MP),
Orthogonal Matching Pursuit (OMP), Batch OMP, Compressive Sampling Matching Pur-
suit (CoSaMP) et.al. These algorithms share the same heuristic approach for the problem
of finding a sparse decomposition of a vector in a dictionary. The basic idea is to have a
greedy search, at every iteration, for the best atom from the dictionary. Without guar-
anteeing in general that the rigorous optimal solution is found, these algorithms typically
succeed in finding a sufficiently sparse solution with a reduced algorithm complexity,
compared with other methods.

Every algorithm keeps a list of the coefficients 7;,7 = 1,...N corresponding to the
atoms a; of the dictionary A. The atoms that are not used in the decomposition have a
corresponding coefficient equal to 7; = 0. The approximation error at every iteration k

is called the residual at iteration k:
r®) =y — Ay®), (2.23)

At every iteration the residual is reduced by adding one or more atoms of A in the
current decomposition. Various algorithms differ in the rule used for selecting atoms and
in setting their corresponding coefficients.

The simplest, and also the least effective method, is known as Matching Pursuit
(MP) [26]. At every iteration, it chooses an atom which minimizes the current residual:

it computes the correlation between the current residual *) and all the atoms a; of the
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dictionary A, and it selects the atom a,, with maximum correlation with the residual.
The coefficient of atom a,, is set to the correlation coefficient, and the residual is updated
by subtracting the atom a,, with the corresponding coefficient; the rest of the coefficients
are unchanged. Convergence is guaranteed for every vector y in the span of the dictionary,
although in practice convergence can be very slow.

The main advantage of MP is its simplicity, as it has linear complexity with respect
to the size of y, m, as well as to the number of dictionary atoms N. As such, it can be
used with extremely large signals (e.g. decomposing musical signals of considerable size,
sampled at typical frequencies of tens of kHz, with millions of atoms [27], where no other
method can be used). Compared to other methods, however, the sparsity of the solution
found is poorer.

Orthogonal Matching Pursuit (OMP) [14] is similar, but adds a projection step after
every iteration. In this way, when adding a new atom all the coefficients of the previous
atoms are modified, such that the current approximation is precisely the projection of
the signal on the subspace spanned by the selected atoms. OMP is described in more
detail in the following Section 2.5.2.

Compressive Sampling Matching Pursuit (CoSaMP) [28] is a generalization of OMP
that adds at every iteration the most significant 2s atoms instead of only one. The
signal is then projected on the set spanned by all the selected atoms, and only the most
significant s atoms are retained in the decomposition. The CoSaMP algorithm produces
a decomposition with s non-zero components, the approximation error being bounded
within a linear factor by the ¢; error of the optimal decomposition with s/2 non-zero
coefficients and by the energy of the additive noise [28]. Such a bound on the error is often
the most that can be guaranteed for sub-optimal solutions of NP-hard problems. The
drawback is the requirement that the dictionary A satisfies the RIP for good performance,
making CoSaMP an algorithm dedicated to compressed sensing and less usable for other

applications of sparse signal approximations.

Orthogonal Matching Pursuit

Orthogonal Matching Pursuit (OMP) [14, 15], [25, cap. 12] leads to improved decom-
positions by introducing a Gram-Schmidt orthogonalization after every iteration. Since
the atoms are in general non-orthogonal to each other, adding a new atom in the MP
algorithm introduces new components along the directions of the other atoms previously
selected. Let us denote with T the list of the atoms already selected for the decompo-

sition. Similarly to MP, the OMP algorithm looks for the atom a,, that has maximum
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Algorithm 1 Orthogonal Matching Pursuit (OMP)

1: 7y

2: v < 0,V1

3: repeat

4:  Find a,, € A with maximum correlation coefficient <r(k), am>

5. Add m to the set of indices of already selected atoms, T' <+ T'U {m}

6:  Project x on the set of atoms ayr), obtaining the coefficient vector at step A:

(k+1) _ i
Nry  — Yyt

7. Update the residual r*+1) « z — A . 44D

8: until stopping criterion, e.g. [|r*) ||y < € or fixed number of iterations

correlation with the residual, <7’(k),am>, and then adds a,, to the set ary of selected
atoms, but then all the coefficients ~;,7 € T" are recomputed by projecting the signal on
the set of selected atoms ayry. The difference from MP consists, therefore, in that once
atom a,, is selected at step k, all the coefficients of the current decomposition are updated,
including the coefficients of the previously selected atoms, in order for the new approx-
imation to be the projection of the original signal on the set of selected atoms. This is
described conceptually in step (6) of Algorithm 1, but in practice it can be implemented
with computationally simpler iterative methods .

The particularity of OMP is that after each iteration the signal approximation with
the currently selected atoms is precisely the projection of the signal on the subspace
spanned by these atoms. In other words, the current signal approximation is orthogonal
on the residual, Ay®) L r® or (y — r(k)) 1 #®) Vk. This guarantees that the algorithm
stops in a number of iterations at most equal to the original signal sparsity, and the
solutions found are typically much better than with MP. Basically, if one chooses a fixed
number of iterations, one is able to impose the desired sparsity of the decomposition,
since each iteration adds one and only one atom to the decomposition.

The disadvantage of OMP is that, even with an efficient implementation that smartly
reuses the coefficients v; from the previous iteration to reduce the computing effort re-
quired for the orthogonal projection at the current iteration, the complexity is quadratic
in N, O(N?), and thus much larger than for MP. As a consequence, even if the number of
iterations is small, in general the computing effort for the OMP algorithm is significantly
larger than for MP.

2.5.3 Smoothed /¢,
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Algorithm 2 SLO
1: Initialization: v(©) = argmin||y||y s.t. y = Ay

2: Initialization: fix a suitable decreasing sequence {o;}, 1 <i < N
3: fort=1— N do

4:  Initialization with previous solution: y® « ~(=1)

5. Perform L steepest ascent steps:

6: fork=1,..L do

: : 3 s
Compute negative gradient = [s1e202, ...5,€202

]T

Step towards gradient v — &) — ;4§

Enforce the constraint y = Ay by projecting on the feasible set:
70 = A — AT(AAT) Ay — )

10: end for

11: end for

12: return W(N)

The Smoothed ¢, algorithm (SLO) [29] is an algorithm for solving (F), based on the
idea of replacing the £y minimization with a sequence of non-convex functions that become
progressively closer to the /o norm. The ¢, minimization is replaced with maximization

of the following proxy function:

F=> e (2.24)

i=1
As the variance o — 0, every exponential goes to 0 if the corresponding ~; is non-zero,

but becomes 1 if 7; = 0. As such, the proxy function f () tends to the complement of

the ¢y norm:

2
i

3 -2 — —

}TII% - e 2 n H’}/HU (2.25)

and therefore maximizing the left hand of the equation is equivalent to minimizing the
lp norm. The advantage is that, contrary to the ¢y norm, f(v) is a smooth function
and thus one can standard optimization methods. The authors propose using steepest
ascent. However, for small values of o the function f () is not convex, and thus steepest
ascent only finds a local optimum of the problem. The solution is to start with a o large
enough that the minimization problem is convex, and then repeatedly solve a sequence of
problems with progressively smaller value of o, using the previous solution as the starting

point for the next one. The idea is that, for a small decrease of o, the solution will remain
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in the vicinity of the previous solution.

The complete algorithm is presented as Algorithm 2. It consists of repeatedly maxi-
mizing f () for a decreasing sequence of ¢’s, via steepest ascent followed by projecting
on the feasible set to enforce the constraint y = A~. Each single maximization need not
be very accurate, since it is only used as a starting point for the next one. The goal is to
get in the vicinity of the solution, not to accurately find it. As such, a few iterations of
steepest ascent are enough. As a result, the complete algorithm is very fast, at the same

time being very effective.

2.6 Dictionary optimization algorithms

Numerous classes of signals have a “natural” basis or dictionary adequate for sparse
or compressible representations. For example, natural or medical images are in general
compressible with the cosine or wavelet transforms, i.e. they are approximately sparse in
the orthogonal bases associated with these transforms. However, other classes of signals
do not have these kind of natural bases, or they have certain characteristics which are
not sufficiently exploited in standard bases. For these signals it is desirable to find bases
or overcomplete dictionaries that are adapted to their characteristics. For this purpose,
there have been developed dictionary optimization algorithms, which use a representative
training set to produce dictionaries adapted to the particularities of various classes of

signals.

2.6.1 The K-SVD algorithm

One of the most used dictionary optimization algorithms is the K-SVD algorithm [30].
Having a set of training vectors {d,, }, for a desired sparsity level L and a desired dimension
N of the dictionary, K-SVD produces a dictionary D composed of N atoms ¢; optimized
for the training set, i.e. the atoms ¢; minimize the residual »_ ||d, — D - yz|2 obtained
after decomposing the training signals in the dictionary D with a sparsity level equal
to L (Jlycllo = L). The dictionary obtained with K-SVD is a local optimum, and the
algorithm can be viewed as a generalization of the classic K-Means algorithm for vector
quantization, the difference being that each training vector is approximated not by a
single centroid, but as a linear combination of L vectors from a dictionary.

As K-Means, K-SVD executes two steps for each iteration: (i) sparse decomposition
of the training vectors in the current dictionary and (ii) updating each dictionary atom

to better approximate the training vectors that used that atom in the decomposition.
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Algorithm 3 K-SVD

1: Dictionary initialization D© e R™*N

2: repeat
3:  Step I. Sparse decomposition of every training vector d,, in the current dictionary
D) with L atoms, using OMP. We obtain the matrix of coefficients I'*)

4:  Stage II. Dictionary update:

5. compute the matrix of residuals of every vector R*®) = D — D) . (k)

6. for all atom ¢, € D® do

7 find the set w, of all training vectors that use atom ¢,, in their decomposition

8: restrict R®) only to the columns w,,, Rﬁf"), and add the component of the current
atom to the residuals R;(k) = R,(Zk) + ¢, - row n of TH

9: compute the SVD decomposition of the matrix R;‘Z(k), R;(k) = USVT and update:

10: gb,&kﬂ) + first column of U

11: row n of I' «— first column of V -S(1,1)

12:  end for

13: until stopping criterion, e.g. fixed number of iterations

The first step requires using a sparse decomposition algorithm; the original version of the
algorithm uses OMP, but any other option is possible. As a consequence, the quality of the
produced dictionary depends on the particularities of the sparse decomposition algorithm
used, and the dictionary is better suited for using with that particular algorithm. In the
second step, each atom is updated by replacing it with the most significant singular vector
from the SVD decomposition of the matrix formed by the residuals of every training
vectors that use that particular atom in their decomposition. At the first iteration, the
dictionary can be initialized either with random vectors, a standard basis/dictionary or

with random vectors from the training set.

In the description of Algorithm 3, D is the matrix of the training vectors (the vectors
are aligned as the columns of D), D® is the dictionary at iteration &, T'*) is the matrix
of the decomposition coefficients of all training vectors at iteration k, and as such the
row n from I'®) contains the coefficients of atom ¢, in all decompositions. The matrix
R;‘L(k) contains the residuals of every vector that uses atom ¢,,, plus the component of the
atom ¢, (this is added to the residuals). In other words, R%® is obtained by subtracting

from the training vectors all selected atoms except ¢, itself.

Updating atom ¢,, aims to minimize the Frobenius norm (|| - ||r, extension of the
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{5 norm to matrices) of the matrix R;(k): the atom ¢,, is chosen such that it globally

minimizes the residuals of all vectors that use it:
60 = argminl |, = 6,7l (2:20)

Since ¢, - 7L is a matrix of rank 1 (a column vector multiplied with a row vector), we
may say that we aim to find the best rank 1 approximation of the matrix R;*l(k), in the
sense of minimizing the Frobenius norm of the difference. A classic mathematical result,
the Eckart - Young theorem, states that the best low rank r approximation of a matrix,
in the sense of minimizing the Frobenius norm of the difference, is the matrix obtained
from the most significant singular vectors of the SVD decomposition. In our case r = 1,
meaning that we choose atom ¢, to be the most significant left singular vector (first
column of U from the SVD decomposition R:*) = USVT), while the coefficients of this
atom, y!, are the first row of V7 multiplied with the first singular value, S(1,1).

In the ideal case that all training vectors have an exact decomposition with L atoms
of the dictionary, the decomposition residuals would be zero, so the matrix R;‘;(k) from
step (8) of the algorithm contains only the components of the current atom, R;‘l(k) =
0+ ¢y, - row n of T'®. Therefore the matrix R;(k) itself would be of rank 1, and thus the
minimization of (2.26) would keep the vector ¢,, unchanged.

Increased performance can be obtained in practice by adding various heuristic mod-
ifications (e.g. see the implementation of [31]). After each iteration, if an atom is used
by too few vectors in their decomposition, it can be reinitialized with a vector from the
training set to avoid over-training it on too few particular atoms instead of capturing the
more general features of the signal class. Moreover, if after the update step any two atoms
become too similar (very correlated), one of them is reinitialized, in order to preserves

the generalization capability of the dictionary.

2.7 Algorithms for optimizing the acquisition matrix

The algorithms for optimizing the acquisition matrices aim to obtain an acquisition matrix
P from (2.4) that improves sparse signal recovery, by adapting the acquisition matrix
to the sparsity basis/dictionary of the signals. One fundamental result presented in
Section 2.4.6 shows that random matrices can successfully be used for signal acquisition
when the signals are sparse in orthonormal bases. However, in the case of overcomplete
dictionaries, the existence of correlations between the dictionary atoms can negatively

affect the performance if random matrices with independent elements are being used.
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This effect is worse for dictionaries that are produced with optimization algorithms,
because in this case the atoms can be significantly correlated with each other if the
training signals themselves are grouped around a rather narrow subspace.

Chapter 4 of this thesis is dedicated to improving some existing acquisition matrix
optimization algorithms. As such, we find appropriate to defer the description of existing
state-of-the-art algorithms to that chapter instead of adding them to this survey, since
our contributions in that chapter will make heavy use of the these algorithms and as such

it is more adequate to have their description close at hand.

2.8 Additional topics

We mention here other interesting research directions in the compressed sensing literature,
which we cannot present in more detail due to space constraints.

One important field is exploiting the additional structure of sparse signals. The basic
compressed sensing theory makes no assumption on how the non-zero components are dis-
tributed in a sparse signal. Additional benefits can be gained if some additional sparsity
model is known [32], which is often the case in practice. The block-sparsity model relies
on the fact that the non-zero components of a sparse signals are often clustered together
in blocks [33, 34]. The tree-sparsity model assumes that the non-zero coefficients live on
a connected tree structure where some sub-trees are all zero [32]. A typical example is
a signal that has a sparse representation in a multi-level wavelet decomposition. The
multi-level decomposition coefficients can be naturally aligned in a tree structure with
the coarser coefficients on top and the details at bottom. In such a decomposition, it
is often the case that if one coarse coefficient is equal to zero, all the coefficients in the
corresponding sub-tree below it are also zero. This is a structure that can be exploited
to achieve better recovery performance [32]. Yet a third model is to assume a common
sparsity support of multiple sensed vectors, i.e. acquiring a set of vectors that all share
the same sparsity profile, known as the Multiple Measurement Vectors (MMV) problem
[35, 36]. These models can be exploited in reconstruction algorithms, leading to improved
recovery performance.

Another important field is construction of deterministic matrices guaranteeing the
RIP or equivalent properties [37, 38, 39]. In comparison with random acquisition ma-
trices, explicitly constructed matrices provide tighter recovery guarantees and often lend
themselves to fast implementations. The main drawback is that in many applications the

acquisition matrix cannot be freely chosen due to constructive issues, and thus explicit
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acquisition matrices are sometimes difficult to implement.

A third extensive research area is the development of recovery algorithms. There is
a huge number of algorithms and techniques for sparse signal recovery. A partial list is
available online at [40]. Throughout this thesis we use only a few of the most well known
algorithms.

We conclude by mentioning two of the most important online resources for the inter-
ested reader: the compressed sensing resources page at [41] and the Nuit-Blanche blog

[42] featuring the latest research papers and discussions.
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Chapter 3
Synthesis and analysis sparsity

In this chapter we introduce a different sparsity model used as a prior: information for
recovering signals from few random projections, that offers similar guarantees to the
standard model in the compressive sensing literature. We explore the relation between

the two models, exposing key similarities and differences from a practical point of view.

3.1 The analysis sparsity model

The de-facto sparsity model used in compressed sensing and sparse approximations lit-
erature is the generative model of (3.1), which asserts that a signal x € R"™ can be

decomposed as a weighted sum of a few k atoms from a known set D
xr = Drg, with ||vs]lo = & (3.1)

According with the established terminology, we call this model synthesis sparsity
Recently, a different sparsity model has been proposed [43], asserting that the signal

x produces a sparse result when analysed with an operator €2 of size N x n:
va = Qx, with [|yallo =N —1 (3.2)

The signal x is thus orthogonal to I rows of Q. According to [44], we call this model the
analysis sparsity model, or simply the cosparse model, €2 the analysis operator, and the
quantity [ the cosparsity of the signal x with respect to the operator €.

Both of these models can successfully be used as regularizing terms in various ill-posed
problems. We focus on the problem of recovering a signal x € R™ that is observed only
through a set of m < n random linear measurements, by exploiting the prior information

on the its sparsity. The measurement vectors are aligned as the rows of a m xn acquisition
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matrix P, and the measurements are possibly contaminated by noise e, i.e.:
y= Px+ 2. (3.3)

This is the classic problem (2.6) of compressed sensing, and it is well known [9] that a
sufficiently synthesis-sparse signal can be accurately recovered by solving the synthesis-

based optimization problem (P¢)):
T = Dargrr;isn Vs llo with ||y — PDysl5 < € (3.4)

where € is the estimated noise energy, as long as the measurement vectors satisfy an
incoherence property with the atoms of the dictionary.
A similar result has been proven for analysis-sparse signals [45]. In this case the

analysis-based optimization problem that needs to be solved is:
& = argmin ||Qz||o with ||y — Pz[3 < e (3.5)

The ¢y minimization in (3.4) makes the problem combinatorial, and thus NP-hard, and
we hypothesize that (3.5) is similarly difficult. In addition, using the ¢; norm makes both
problems very sensitive to noise. At the expense of stronger sparsity requirements, the
¢p norm can be replaced with a more relaxed ¢, norm. A value 0 < p < 1 increases the
robustness to noise but still leads to non-convex optimization problems, whereas the ¢,
norm makes the optimization problems convex, and as such has been studied for both
problems [5, 46] and is widely used in practice. Other approaches and related problems
have also been studied, e.g. unconstrained versions [47] or exchanging the goal function
and the constraint in (3.4) [6].

This chapter presents new results on the relation between the analysis and synthesis
sparsity models. The first part of this work deals with an innovative way of performing
analysis-based recovery using synthesis-based solvers, whereas the second part of this work
investigates under what conditions is analysis recovery preferable to synthesis recovery.

The synthesis sparsity model (3.1) describes a signal as the weighted sum of k£ atoms
of a dictionary D, while the complementary analysis model (3.2) specifies instead what
the signal is orthogonal to. Both of them are instances of a general Union-of-Subspaces
(UoS) model [45]. The synthesis model with sparsity k asserts that the signal lives in
one of the (]Z ) k-dimensional subspaces defined by combinations of any k£ atoms of D,
whereas the analysis model with cosparsity [ asserts that the signal lives in one of the
(N ) (d — I)-dimensional subspaces that are orthogonal to any combination of I rows of €.

!
It is usually assumed that € is in general position [44], i.e. any set of n or fewer rows are

34



linearly independent. We follow this assumption in this work as well. In this case the
cosparsity [ is upper bounded by n — 1, since for a non-zero n-dimensional signal one can
find at most n — 1 linearly independent orthogonal signals. No such restriction exists for
the sparsity k, which can as small as 1.

The relationship between the analysis and synthesis sparsity models is investigated
in [43, 45]. One important issue of interest is the relation between the analysis model
with an operator  and the corresponding synthesis model with the dictionary D = Qf,
where t defines the Moore-Penrose pseudoinverse. In this case it is known [43] that for
N < n the analysis and synthesis reconstruction problems are equivalent. However, for
the general overcomplete case N > n the equivalence no longer holds, with (3.4) and
(3.5) leading to different solutions. This is caused by the different geometries of the
defining polytopes, which become more different as the overcompleteness factor of the
dictionary/operator increases. It has also been noted that the vector y4 = Qz can be
viewed as a poor man’s sparse decomposition of x in QF [45], since it implies z = Qy4,
but in general this decomposition is much less sparse than the sparsest decomposition
implied in the synthesis model, hence the differences between the two models.

Another important issue is the representation power of the two sparsity models. It
is observed in [45] that the two models do not vary similarly with & and [. A synthesis-
sparse signal (small k£ in the synthesis model) can live in a low number of low-dimensional
subspaces, but, contrarily, a co-sparse signal in the analysis model (large value of [)
generally implies a larger number of low dimensional subspaces. Based on this behaviour
it is thus argued that, in general, a synthesis model might make it simpler to recover a
signal known to be living in a low-dimensional subspace, since the number of subspaces

in which the signal is sought is also low, contrary to the analysis model.

3.2 Analysis-based Sparse Reconstruction via Least-

Squares Constrained Synthesis Sparsity

3.2.1 Analysis as least-squares synthesis sparsity

Following our recent work in [48], in this work we propose an innovative approach to the
analysis sparsity model and its relation with the synthesis model. One observes than (3.2)
can be considered as a way of finding the least-squares solution 4 to the undetermined

equation system

= Qly (3.6)
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Here, QF is regarded as an overcomplete dictionary of size n x N. The analysis-based
vector v4 is therefore the least-squares decomposition of the signal x in the overcomplete
dictionary QF. Since a least-squares solution is the one solution that is orthogonal to the
system’s nullspace (alternatively, that lives in the row space of QF, i.e. in the column

space of 2), we may write (3.2) equivalently as:

)

where the rows of P72, form any basis for the nullspace of Qf, and thus P, can easily be

Of

YA (37)
P,

found, e.g. with the SVD decomposition. One observes that the upper part of (3.7) is
similar to the synthesis sparsity model of x with the overcomplete dictionary D = QF.
The additional lower constraint enforces that v,4 is the least-squares decomposition, and
thus ensures that it lies in the row span of Qf (column span of ), which is implied in
the definition of the analysis model (3.2).

We obtained in (3.7) a convenient reformulation of the analysis sparsity model as a
least-squares constrained synthesis sparsity model with D = QF, characterised by the ad-
ditional orthogonality constraint on the decomposition vector . This shows that analysis
sparsity can be viewed as synthesis sparsity for the least-squares decomposition only, i.e.
a particular case of synthesis sparsity which requires not just any signal decomposition

to be sparse, but specifically the least-squares decomposition.

From (3.7) one can directly deduce many facts already known on the relation between
the analysis and synthesis sparsity models. Synthesis-based recovery is known to be more
general than analysis recovery [43, 45|, which is obvious here since analysis sparsity is
regarded as synthesis plus an extra constraint. Whenever €2 is square or undercomplete
(N < d), the additional lower constraint from (3.7) vanishes since there exists only one
solution 7, leaving analysis and synthesis recovery equivalent, which is known from [43].
It is also known that analysis and synthesis recovery are equivalent in the case of /s,
minimization [43]. In our approach this follows straightforwardly, since it is precisely the
least-squares minimization that characterizes analysis recovery from the more general

synthesis recovery problem.

From a practical point of view, the above considerations suggest that, for recovering

a signal x from a few linear measurements y, the analysis recovery problem (3.5) can be
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replaced with a modified version of (3.4) in the form:

T = Dargmin ||y|o with:
B!

ly — PD|[; < € and (3.8)
0= ng’Y

where D = QF. Instead of directly finding x as in (3.5), (3.8) first requires finding the
sparsest decomposition vector 74 in the row space of the dictionary D = QFf. This is
merely a synthesis recovery problem with a reduced search space, i.e. with an additional
orthogonality constraint on the solution. This equivalence of (3.8) with (3.5) is formally
stated in Theorems 16 and 17 in the following sections, for recovery with both equality
and quadratic constraints (noiseless / noisy measurements).

The additional constraint 0 = Pgw in (3.8) can easily be integrated in many existing
algorithms for synthesis-based recovery, since it is merely a linear equality constraint
no different from the other equality or quadratic constraints that these algorithms are
required to consider. This opens the way for using existing synthesis-based recovery
algorithms for analysis-based recovery (3.8) in a practical scenario.

Interestingly, in a very recent paper [49] that appeared independently of this work, the
authors investigate the link between Total Variation (TV) denoising and wavelet shrinkage
denoising and reach similar conclusions. TV denoising is based on enforcing a small value
of the ¢; norm of the vector containing the discrete gradients of a signal. In the 1-D case,
for example, this amount to minimizing a regularizing term of the form ||Qz||;, where Q
is an analysis operator composed of Haar wavelets. It is therefore in the framework of
the analysis sparsity model. On the other hand, wavelet shrinkage with cycle spinning
is a denoising method relying on synthesis sparsity, which sparsifies the decomposition
of the signal in an overcomplete wavelet dictionary. Along similar lines to our work, the
authors show that TV denoising (analysis-based) can be achieved by performing wavelet
shrinkage (synthesis-based) with an additional least-squares constraint identical to the
one in (3.8). The difference between our work and theirs is that we use constrained
optimization, appropriate for the task of recovering a signal from a few measurements,
whereas for their denoising task they use unconstrained formulations of the analysis /
synthesis regularizing priors. In addition, we consider a more general problem involving a
general analysis operator (2, while their work deals mainly with Haar-wavelet shrinkage,
stemming from the particular task of TV denoising. Nevertheless, it is an excellent
practical example of performing analysis-based tasks using synthesis-based algorithms

together with an additional least-squares type constraint.
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3.2.2 Exact signal recovery from noiseless measurements

In this section we consider the case of reconstruction with equality constraints, i.e. € =
0 in (3.5), which is appropriate in the case of noiseless measurements. The following
theorem, first introduced in our previous work [48], establishes the equivalence between
analysis recovery with exact constraints and a least-squares constrained synthesis recovery

problem.
Theorem 16. The solution of the analysis recovery problem with equality constraints

T = argmin || Qx||, with y = Px (3.9)
1s identical to the solution of the least-squares constrained synthesis recovery problem

& = Dargmin |||, with j = Ay (3.10)

v
_ Y| x PD | . :
where D = QF, § = ol A= pr with Pp being any basis of the nullspace of D.
D

Proof. We show the equivalence of (3.9) with (3.10), starting from the approach in [43].
Making the notation Qx = =, it follows from QfQ = I, that z = Qfy. We proceed to
substitute the unknown variable x in (3.9) introducing v instead, but in doing that we

must keep in mind that 7 is allowed to live only in the column span of 2, which we can

express as the extra constraint v = QQf~. Therefore we arrive to
& =Qlarg min ||y|, with y = PQ. (3.11)
Y=ty

We rewrite the constraint v = QQfy as 0 = (Iy — QQ7)y. We can join this with the

constraint y = PQf~y and construct a single augmented constraint system

PO
Y= 7. (3.12)
0 Iy — QO
— :
Yy A

Let us define D = Q. The lower constraint 0 = (Iy — QQ7)y is equivalent to ~ living in
the column space of ), i.e. being orthogonal to the nullspace of D = QF; therefore this
constraint can be expressed as 0 = PZ~y with Pp being any basis of the nullspace of D.

Replacing QF with D and rewriting (3.11) with the augmented constraint (3.12) yields

& = Dargmin |||,
Y

with | Y | =
0

which is what we wanted to prove. O

D (3.13)

PD7
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Algorithm 4 Proposed Analysis-By-Synthesis approach for exact reconstruction (ABS-

exact)

Require: Analysis operator {2, measurements vector y, measurement matrix P

Ensure: Recovered signal

& = argmin || Qz||, with y = Pz

1: Define D = QF and compute a basis for the null space of D using the SV D decom-

position, arranging the vectors as the rows of a (N —n) x N matrix denoted as P},

2: Create augmented constraint matrix A and measurement vector §

PD
P}

3: Solve
& = Dargmin |||, with § = Ay
8

using a synthesis-based solver.

Theorem 16 is the straighforward consequence of our reformulation of analysis spar-
sity from the previous section, applied in the context of signal recovery with equality
constraints from a set of fewer exact measurements. It proves that one can perform
analysis-based reconstruction by solving an augmented synthesis recovery problem. Even
though the more general character of synthesis over analysis recovery, as well as the
additional constraints implied by the latter were already known from [43, 45], to our
knowledge this theorem is the first explicit statement of the equivalence of analysis-based
exact reconstruction with an augmented synthesis problem.

Based on Theorem 16, our practical approach for analysis-based recovery with equality
constraints is summarized in Algorithm 4, which we denote as Analysis-By-Synthesis exact
(ABS-ezact). It consists of building the augmented constraint matrix A and measurement

vector ¢ and then solving with a synthesis-based algorithm.

3.2.3 Signal recovery from noisy measurements

In this section we apply the reformulation of analysis sparsity from Section 3.1 to the

context of signal recovery with quadratic constraints, i.e. in the case of noisy measure-
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ments. We first present a theorem similar to Theorem 16 followed by a second theorem

as a way of avoiding having mixed equality and quadratic constraints.

Theorem 17. The solution of the analysis recovery problem with quadratic constraints
& = argmin ||Qz|, with ||y — Px||5 <€ (3.14)

15 identical to the solution of the synthesis recovery problem with quadratic and equality

constraints:
& =D argmin ||v||, with
v

ly — PDy|[3 < ¢ and (3.15)
0="Ppy

where D = QF and Pp is any basis of the nullspace of D.

Proof. The proof is similar to the proof of Theorem 16, with the difference that in this
case we cannot join the two constraints to form a single equation system, since now one

of the constraints is quadratic and the other is equality. O

Theorem 17 parallels the exact reconstruction Theorem 16 in showing that analysis-
based recovery can be conveniently expressed as a least-squares constrained synthesis
recovery problem. It suggests that synthesis-based recovery algorithms can be easily
adapted for analysis recovery by enforcing the additional exact constraint 0 = PLv on
the solution . This requires the algorithms to work simultaneously with both quadratic
and equality constraints, thus possibly requiring some minor modifications of the existing
implementations. These are particularly easy for algorithms which explicitly enforce the
constraints, e.g. by repeatedly projecting on the feasible set. Details about the required
modifications of the algorithms we used in our experiments can be found in Section 3.2.4.
Unfortunately, pursuit and thresholding algorithms do not in general explicitly use their
constraints. Instead, they are tailored for the quadratic constraints they are typically used
with, and do not lend themselves to naturally incorporate additional equality constraints.
As such, they require a problem with quadratic constraints only.

The following Theorem 18 replaces the equality constraint from Theorem 17 with
an arbitrarily precise quadratic constraint, thus obtaining a system with quadratic con-

straints only. However, the equivalence holds only as a limit case.

Theorem 18. The solution of the analysis recovery problem with quadratic constraints
& = argmin ||Qz||, with ||y — Px||5 <€ (3.16)
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View from top:
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Figure 3.1: Geometrical interpretation of Theorem 18. U is the feasible set of analysis
recovery (3.16), V) is the feasible set of (3.17) for some A € R. As A — oo, the set V)
flattens and converges to U, implying that the global ¢,-¢ minimizers over the two sets
become identical.

for p > 0 is identical to the solution obtained as the limit of

lim 2, = D argmin ||y, with
A—00 o

H [z] ) ) (3.17)

< e.
where D = QF and Pp is any basis of the nullspace of D.

PD

A PL T

2

Proof. We first use Theorem 17 to rewrite (3.16) as
& =D argmin |||, with
Y

ly — PDv||5 < € and (3.18)
0= Ppy

We denote the feasible set of (3.18) as U and the feasible set of (3.17) for some A\ as
Vi. We show that V)\_,o converges to U, and, for p > 0, the continuity of the £, norm
implies that the sequence of minimizers over V) converges to the minimizer over U.

The intuition behind the theorem is that as A becomes arbitrarily large, the lower
constraint becomes arbitrarily close to an exact equality constraint as in Theorem 17.
The geometrical interpretation of the theorem in shown in Fig.3.1. The feasible set of
(3.17), V,, is a cylindrical body of elliptical section, such that the projection of any
feasible solution falls inside an ellipse extending by /€ along the M D axis and by 1/€/A
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along the P} axis. We would like the solution to be orthogonal to Pj. The feasible set
of (3.18), U, is orthogonal to P}. As the parameter \ increases to infinity, the ellipse
degenerates into a segment, i.e. the set V) degenerates into U that is orthogonal to P} as
required. As long as the minimization function is continuous (¢,, p > 0), the convergence
of the feasible sets means that the optimal solutions of the two problems become identical
as well.

Inspired by the geometrical interpretation, the rigorous proof is by showing that any
potential solution lying just outside the set U will eventually remain outside of V) for a
large enough value of \: given any potential solution v* ¢ U, there exists \* such that,
for any A > A\, y* € V.

First, if the potential solution is such that ||y — PD~*||3 > ¢, it is automatically
outside V) for any A > 0, since it does not agree well enough with the measurements.

If ||y — PDy*||3 < ¢, since v* ¢ U it follows that Pi~y* # 0. Let us define the two

errors €} (the measurement error) and €5 (the orthogonality error):

e = |ly — PDy*||3 (3.19)
&5 =110 — Py (3.20)
= ||1P5y*13 (3.21)

If we define \* = \/\;?, then we observe that v* lives on the boundary of V), since
it satisfies the constraint 2of (3.17) with equality for A = \*:
&+ (N2 = + ﬁeg =¢
€2
For any A > \*, it follows that €} + A\%e5 > ¢, which means that v* does not anymore
satisfy the constraint of (3.17), i.e. v* & Visax.
Since any v* just outside if U will eventually remain outside of V) for some A large
enough, we conclude that Vy_,,c = U. As any £, norm with p > 0 is continuous, it follows

that the sequence of minimizers over V)

v» = argmin |||, with
ol

I11]-

is converging towards the minimizer over U. Multiplication with D leads us to limy_,, Z) =

PD

AP?

2
d

2

2, which is what we wanted to prove. 0

Although Theorem 18 is rigorously valid only for p > 0 due to the required continuity

of the ¢, norm, the geometric interpretation of the proof suggests that ¢, minimization
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would fail to comply only in very particular cases, e.g. when the feasible set U of (3.16) is
tangent to the hyperplanes of the ¢, “ball”, such that a sparser solution might exist just
outside of, but infinitely close to the set U. In other cases the theorem is also valid for
¢y minimization, albeit it might require impractically large values of A. This motivates
using the theorem in practice with ¢y minimization algorithms as well.

Following the theorems presented above, we propose the two approaches presented
as Algorithm 5 (ABS-mized) and Algorithm 6 (ABS-)) for approximate reconstruction
with synthesis-based solvers. The difference between the two is that ABS-mized relies
on Theorem 17 and assumes that the solving algorithms are capable of handling the
equality constraint 0 = PJ~ alongside the quadratic constraints, whereas ABS-) enforces
the equality constraint as a degenerate case of a quadratic constraint, as in Theorem 18.

Within ABS-mized the solver must handle both equality and quadratic constraints.
Within ABS-X the solvers are given only quadratic constraints, but the equivalence with
analysis recovery holds only as a limit case, thus reducing its practical usefulness. As a
consequence, if a synthesis-based solver is capable of handling both types of constraints,
the preferred method for analysis recovery is the ABS-mixzed approach. ABS-) is use-
ful mostly for pursuit and thresholding algorithms, which cannot easily accommodate

equality constraints.

3.2.4 Adapting existing synthesis-based algorithms for analysis

recovery

In this section we provide details about the required modifications (if any) of synthesis-
based solvers for analysis recovery. We consider the three approaches separately: ABS-
exact for recovery with exact constraints from noiseless measurements, ABS-mized for
recovery from noisy measurements with mixed equality and quadratic constraints, and

ABS-) for recovery from noisy measurements with quadratic constraints only.

ABS-exact

In the case of signal recovery with exact constraints, Theorem 16 shows that analysis
recovery requires only the addition of the extra equality constraint alongside the mea-
surements. Existing synthesis algorithms need not be modified at all, one only has to
provide them the extra constraint, as in Algorithm 4. Therefore any existing algorithm
for £, minimization, Vp, can be used for analysis recovery, albeit in practice the recovery

performance depends on the algorithm. The algorithms that we use in our experiments
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Algorithm 5 Proposed Analysis-By-Synthesis (ABS-mized) approach for approximate

reconstruction with both equality and quadratic constraints

Require: Analysis operator {2, measurements vector y, measurement matrix P

Ensure: Recovered signal

& = argmin || Qx| with ||y — Pz|| <e
€T

1: Define D = Qf and compute a basis for the null space of D using the SV D decom-

position, arranging the vectors as the rows of a (N —n) x N matrix denoted as P}

2: Add the constraint
0= Ppy

to the list of constraints enforced by the solver

3: Solve
& =D argmin ||v||o
2l

with ||y — Pz|| < e
and with 0 = P~y

using a synthesis-based solver.

are presented in section 3.2.5.

ABS-\

The ABS-)\ approach is a formulation using only quadratic constraints for recovering sig-
nals from noisy measurements. Therefore we can use with no modifications, in principle,
any synthesis-based algorithm for noisy measurements . However, Theorem 18 guarantees
equivalence with analysis recovery only in the limit case of a very ill-conditioned optimiza-
tion problem (A — oo). In practice, ill conditioned problems mean at best convergence
problems, and at worst severe numerical imprecisions compromising the result. This ap-
proach is therefore usable only for reasonable values of A, depending on the particular
algorithm, and does not guarantee accuracy. As such, ABS-) is a solution of last-resort,
useful mainly for pursuit and thresholding algorithms which cannot accommodate both
equality and quadratic constraint at the same time.

One of the algorithms we use for ¢, minimization is Smoothed ¢, (SLO) [29]. The
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Algorithm 6 Proposed Analysis-By-Synthesis (ABS-)) approach for approximate re-

construction with implicit extra equality constraints

Require: Analysis operator {2, measurements vector y, measurement matrix P

Ensure: Recovered signal

& = argmin || Qx| with ||y — Pz|| <e
€T

1: Define D = Qf and compute a basis for the null space of D using the SV D decom-

position, arranging the vectors as the rows of a (N —n) x N matrix denoted as P}

2: Create augmented constraint matrix fl,\ and measurement vector y

PD
AP

N =

3: Solve

& = Dargmin ||v|jo with ||§ — Ayz|| < €
8!

for a sufficiently large A using a synthesis-based solver.

original SLO algorithm *

is a steepest descent algorithm designed to work with equality
constraints (i.e. in the noiseless case), consisting of optimizing a sequence of smoother
and progressively more accurate approximations of the ¢y norm. Each descent step is
followed by projection on the feasible set given by the constraints. In our experiments we
modify the SLO algorithm to adapt it to noisy measurements. We modify the projection
step in the following manner: instead of projecting on a subspace defined by the exact
constraints, we project onto the ellipsoid feasible set defined by the quadratic constraints,
while keeping everything else in the SLO algorithm unchanged. Projection on an ellipsoid
is a non-trivial optimization problem in itself, but fast iterative algorithms have been
developed [50], and we use the general algorithm from [50]. While steepest descent
followed by projection on an ellipsoid might not be the most efficient implementation, we
take this approach to maintain maximum similarity with the original SLO implementation.
In particular, this implementation offers better results than Robust-SLO [51], at a higher

computational cost.

lwe use the implementation from http://http://ee.sharif.edu/ SLzero/
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ABS-mixed

For recovering signals from noisy measurements, Theorem 17 and Algorithm 5 require
solving an optimization problem with both equality and quadratic constraints. However,
existing synthesis-based algorithms for approximate recovery typically use quadratic con-
straints only. Enforcing additional exact constraints is not difficult in principle, but it
still requires modifications inside the algorithms.

For ¢y minimization, we use Smoothed ¢, (SL0). The original algorithm implementa-
tion is modified in two ways. First, as explained above, we enable recovery with quadratic
constraints (noisy measurements) by replacing the projection step with projection on the
ellipsoidal feasible set given by the quadratic constraints with the algorithm from [50].
Enforcing the additional least-squares equality constraint requires an additional exact
projection stage. Therefore the full projection step of our modified SLO algorithm for the
ABS-mized approach consists first of an exact projection on the subspace given by the
analysis-based least-squares constraint, followed by projection on an ellipsoid given by
the quadratic measurement constraints.

In principle, this approach is valid for all synthesis-based algorithms that enforce the
constraints by projecting on the feasible set. One only needs to change this projection step
by adding the exact projection required by the additional least-squares exact constraint.

For ¢; minimization, we use the synthesis-based Basis Pursuit algorithm with quadratic
constraints as implemented in the ¢;-magic toolbox [52]. This is an implementation of
a generic log-barrier solver for a second-order cone program, which, in its general form,
can handle both quadratic and exact constraints 2. Our modification amounts to using

the general form of the algorithm that allows equality constraints as well.

3.2.5 Experimental Results

In this section we present experimental results for analysis-based signal reconstruction
using our proposed Analysis-By-Synthesis approaches, for both equality and quadratic

constraints.

Reconstruction with equality constraints

In the exact reconstruction case, we investigate the performance obtained using ABS-
exact with four existing synthesis-based algorithms and compare it with the results of

Greedy-Analysis-Pursuit (GAP) [44], a solver designed specifically for solving analysis

Zsee eq.(8) from [52]

46



0.95
SN
I
0.05
0.05 0.95
0

(a) GAP (b) OMP-¢ (c) TST (d) BP (e) SLO

Figure 3.2: Percentage of perfectly reconstructed signals for analysis-based recovery with
different algorithms: GAP [44] (a) and our proposed ABS-exact approach with four
different synthesis solvers ( (b), (c), (d) and (e) ). White indicates 100% recoverability
and black 0%. SLO is virtually identical to GAP, but all other algorithms also perform

well.

Table 3.1: Total running times for exact reconstruction (x10% seconds)

ABS-ezact:
GAP OMP-¢ TST BP SL.O

36.742  3.844  55.649 90.106 6.044

recovery (3.5) directly. With our ABS-ezact approach we use Orthogonal Matching
Pursuit [14] with stopping criterion being residual error below 1072 (OMP-¢), Two Stage
Thresholding (TST) [53] (a generalization of CoSaMP [28] and Subspace Pursuit [54]), ¢;
minimization using the cvzopt Python convex optimization package ® (Basis Pursuit, BP),
and Smoothed ¢y (SLO) [29] (¢p minimization via optimization of smooth but progressively
more accurate approximations of the ¢y norm).

Following [44], we investigate the perfect recoverability domain of the above mentioned
algorithms. The dimension of the signals is set to n = 200. The analysis operator is
created as the transposition of a random tight frame, having N = 240 rows, thus being
1.2 times overcomplete. We define the parameters § = ™ and p = %l that define the
compression ratio and the relative cosparsity. For every pair (6, p) we generate 100 signals
x; such that ||Qz;||o = N — [ and we project them using a random measurement matrix
P of size m x n, with zero-mean unit-norm normal i.i.d. random elements. We then
attempt reconstruction with the above mentioned algorithms. We consider a signal as

perfectly recovered if the reconstruction error is below 1076.

3available at http://abel.ee.ucla.edu/cvxopt/
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For reconstruction with equality constraints, Fig.3.2 displays the percentage of per-
fectly recovered signals, with white indicating 100% recoverability and black 0%.

Fig.3.2 shows that our ABS-ezact approach is a viable solution to analysis-based
recovery with equality constraints, with SLO performing as good as GAP but with better
running time. OMP-e and BP also provide good results. TST also performs well but
requires more favourable parameters. Interestingly, the transition from success to failure
for TST is much steeper than for other algorithms (very sharp transition from white to
black), something that was also observed in [55] in the synthesis case. This suggests that
the synthesis-based algorithms generally exhibit the same characteristics and performance
as in the usual case of synthesis recovery.

For completeness, we also present the total running times of the algorithms in Table
3.1. The overall experiment consisted in recovering a total of 36100 signals ( 19 x 19 pairs
(0, p) x100 signals for each) on a 2.83GHz Intel Core 2 Quad Q9550 machine running
MATLAB 7.7.0. We find that for our experiments OMP and SLO are the fastest whereas
BP is the slowest, with TST and GAP yielding intermediate times.

Reconstruction with quadratic constraints

In the case of reconstruction with quadratic constraints we also use various synthesis-
based solvers within our two approaches ABS-mized and ABS-A. We compare with the
results of the GAP and NESTA [56] algorithms that solve the analysis recovery problem
directly by ¢y and ¢, minimization, respectively.

With the ABS-mized approach we use the SLO algorithm [29] for ¢, minimization
and the ¢; minimization algorithm from the ¢;,-MAGIC toolbox [52] (denoted as BP). As
detailed in section 3.2.4, both algorithms are modified to enable them to consider the
extra equality constraint as well.

In the ABS-)\ approach we use OMP-¢ and TST, the stopping criterion for both of
them being residual error below ¢, and also SLO and BP with quadratic constraints. To
investigate the convergence implied by Theorem 18, we take a progressive sequence of
values for \: 1,102, 10%.

The analysis operator is created as the transposition of a random tight frame, with
varying overcompleteness factor. The dimension of the signals is n = 50. The parameters
d and p are defined in the same way as for exact reconstruction. For every pair (4, p) we
generate 100 signals z; and we project them using a random measurement matrix P of size
m X n, with zero-mean unit-norm normal i.i.d. random elements. We add random white

noise to the measurements and then attempt reconstruction with the above algorithms.
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We are interested in the distortion of the reconstructed signals. We define the per-

centage RMS error of a reconstructed signal = as

R= Z ('TZZ ;?izf (3.22)

A smaller value of R indicates a better reconstruction, with R = 0 meaning perfect
reconstruction. We compute the average R for every pair (4, p) and we display them in
a suggestive manner, with white indicating R = 0 (i.e. perfect reconstruction) and black
R >1 (i.e. distortion energy higher than signal energy).

Fig.3.3 presents the results obtained with the dimension of the signals is set to 50
and the analysis operator €2 is 60 x 50, therefore being 1.2 times overcomplete. The
measurements are contaminated with SN R = 40dB white noise. For easier comparison,
the contours delimit the areas where R is below R < 0.05, R < 0.2 and R < 0.5.

In Fig.3.4 we increase the overcompleteness factor to 2, with €2 being 100 x 50, and
keep the same SNR value of 40dB for the measurements.

In Fig.3.5 and 3.6 we decrease the measurements’ SNR to 20dB, with the analysis
operator being again 1.2 times and then 2 times overcomplete, respectively.

We observe that in the ABS-mized approach with mixed equality and quadratic con-
straints, the performance of synthesis-based SLO is very similar to the performance of
GAP for ¢y minimization, for smaller or larger noise as well as with an analysis operator
less or more overcomplete. This is also true for /; minimization, the synthesis-based BP
algorithm providing similar performance to the analysis-based NESTA algorithm. This
shows that the ABS-mized approach is a a viable alternative for analysis-based signal
recovery under a variety of circumstances.

The ABS-A approach is also successful under some conditions. For small noise and
small overcompleteness factor, Fig.3.3, all algorithms perform well under ABS-A ap-
proach. As the the operator becomes more overcomplete, Fig.3.4, the performance of
OMP-¢ and TST worsens, especially as A increases, indicating that the algorithms en-
counter problems when the constraint system becomes more ill-conditioned. Higher noise
also affects the results, Fig.3.5 and Fig.3.6, for all algorithms.

We conclude therefore that the ABS-mized approach of solving an augmented synthe-
sis problem with mixed quadratic and equality constraints enables performance almost
similar to dedicated analysis-based signal reconstruction, whereas the ABS-\ approach,
relying only on quadratic but ill-conditioned constraints, is useful mostly with small noise

and for analysis operators with small overcompleteness factor.
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Analysis-based algorithms: ABS-mixed:
GAP NESTA BP SLO

ABS-\:
A

Figure 3.3: SNR = 40dB, 1.2 times overcomplete. Average reconstruction error
for analysis-based recovery with quadratic constraints. White indicates R = 0 (perfect
reconstruction) and black R > 1. The analysis operator (2 is 60 x 50, the noise of the
measurements is 40dB. The contours delimit the areas where R < 0.05, R < 0.2 and
R <0.5.
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Analysis-based algorithms: ABS-mixed:
GAP NESTA BP SLO

ABS-\:

Figure 3.4: SNR = 40dB, 2 times overcomplete. Average reconstruction error for
analysis-based recovery with quadratic constraints, white indicating R = 0 (perfect re-
construction) and black R > 1. The analysis operator €2 is 100 x 50, the noise of the
measurements is 40dB. The contours delimit the areas where R < 0.05, R < 0.2 and
R <0.5..
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Analysis-based algorithms: ABS-mixed:
GAP NESTA BP SLO

Figure 3.5: SNR = 20dB, 1.2 times overcomplete. Average reconstruction error
for analysis-based recovery with quadratic constraints, white indicating R = 0 (perfect
reconstruction) and black R > 1. The analysis operator (2 is 60 x 50, the noise of the
measurements is 20dB. The contours delimit the areas where R < 0.05, R < 0.2 and
R <0.5.
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Analysis-based algorithms: ABS-mixed:
GAP NESTA BP SLO
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Figure 3.6: SNR = 20dB, 2 times overcomplete. Average reconstruction error for

analysis-based recovery with quadratic constraints, white indicating R = 0 (perfect re-
construction) and black R > 1. The analysis operator €2 is 100 x 50, the noise of the
measurements is 20dB. The contours delimit the areas where R < 0.05, R < 0.2 and
R <0.5.



3.2.6 Conclusions

In this section we introduced a new approach to analysis-based signal recovery, reformu-
lating the analysis recovery problem as least-squares constrained synthesis-based recovery.
The foundation of our approach resides in the fact that the analysis sparsity model can
be viewed as a synthesis sparsity model with the additional constraint that the decom-
position vector must lie in the row space of the dictionary, or, equivalently, that it is
also of minimum ¢ norm. This interpretation enables us to adapt for analysis recovery
algorithms that were originally designed solely with synthesis-based sparsity in mind.

Building on this relation between analysis and synthesis sparsity, we developed three
theorems that allow to reformulate the analysis recovery problem as augmented synthesis
problems. In the case of exact constraints, analysis recovery is shown to be equivalent
to synthesis recovery with a set of extra equality constraints. As a result, synthesis
solvers can be directly applied to analysis problems. In the case of analysis recovery
with quadratic constraints, this is shown to be equivalent to synthesis recovery with
mixed quadratic and equality constraints. Some existing synthesis solvers can be easily
modified to include both types of constraints simultaneously, so they can be adapted for
analysis recovery. The extra equality constraint can also be expressed as a limit case of
a quadratic constraint, enabling synthesis solvers that accept only quadratic constraints
to function as well.

Experiments show that this approach is a viable alternative to analysis recovery with
both equality or quadratic constraints, well-known synthesis solvers, most notably SLO,
successfully matching under a variety of conditions the performance of the GAP algorithm

which is specifically designed for analysis recovery.

3.3 Choosing Analysis or Synthesis Recovery for Sparse

Reconstruction

In this section we compare synthesis recovery (3.4) with ¢ = 0 with the reformulated
analysis recovery (3.8), aiming to establish when one is better than the other, for a
general dictionary D. One observes that following our reformulation of analysis sparsity
in Section 3.2.1, the two recovery problems have a very similar form. The difference
is that synthesis recovery (3.4) seeks the sparsest decomposition g of = in D, whereas
analysis recovery (3.8) requires finding the least-squares decomposition 4 of x in D. As

such, analysis recovery (3.8) benefits from having available an additional orthogonality
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constraint, at the expense of seeking a solution which is less sparse, since the co-sparsity
of v4 is upper bounded by [ < n — 1 while no such restriction exists for vs.

Choosing between synthesis and analysis-based recovery implies, therefore, evaluating
the benefits of having an extra orthogonality constraint versus higher sparsity of the
solution. In this section we evaluate this trade-off from a practical point of view, using
numerical experiments to establish when one recovery problem is more successful than
the other, depending on the sparsity and cosparsity of a signal. This kind of empirical
numerical experiments have been presented in compressed sensing literature before [57],
providing insight into the theory as well as significant help for practical applications.

A meaningful comparison requires the synthesis dictionary and the analysis operator
to be pseudoinverses of each other, i.e. using the same D in (3.4) and (3.8). This also
follows naturally from the equivalence of the two models in the complete case. In a
practical application, however, if different dictionary and analysis operator are available,
one must keep in mind that the difference of their inherent quality will correspondingly

make one recovery method preferable.

3.3.1 Bisparse signals

In this work we consider signals that are jointly synthesis and analysis sparse for some
random dictionary, and we perform reconstructions with both synthesis and analysis
algorithms separately, in order to establish which recovery is better, depending on the
sparsity and cosparsity of the signals. We focus mainly on exact-sparse signals, but we
optionally add small non-sparse random components to the signals to also investigate
robustness against non-exact sparsity.

Let us consider a signal z € R" and a dictionary D € R™¥. Denote with vg the
sparsest decomposition of x in D, and with v, the least-squares decomposition of = in
D, with k& = ||vs]|o (the number of non-zero coefficients in vg) and [ = N — ||yal|o (the
number of zero coefficients in v4). We refer to such a signal as a (k, [)-bisparse signal, or
simply a bisparse signal, throughout the rest of this chapter.

We seek to investigate the following question: given k and [, is it better to recover
the signal using synthesis-based recovery (3.4) or using analysis-based recovery (3.5)
reformulated as (3.8)? As k€ 1,2,..nand [ €0,1,...(n — 1), there are n? possible pairs
(k,1) in all. We test every combination and determine in which region of the (k,[) space
is synthesis recovery performing better than its analysis counterpart, and vice-versa.

To generate (k,[)-bisparse signals for some dictionary D, we must first see when is it

possible for such signals to exist. We rely on Theorem 19 that formulates the existence
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conditions.

Theorem 19. Consider an overcomplete dictionary D € R™N and denote M = D'D.
Given any subsets I, J C {1,2,...N} with card(I) =1 and card(J) = k, there exists a non-
zero vector x € R™ having simultaneously a decomposition vs with the non-zero coefficients
on locations in J and a least-squares decomposition vector va with zero elements on
locations I if and only if the rank of the | X k minor matriz My; obtained by keeping only

the rows with indices I and columns J from M s strictly smaller than k.

Proof. The signal z satisfies both (3.1) and (3.2) with Q = D'. Replacing z from (3.2)
with (3.1) yields:

Y4 = D' D g, with ||y4llo = N — [ and [|vs||o = k. (3.23)
M
If there exist v¢ and 74 obeying (3.23), then, if we keep only the rows in I and the

columns in J from M in (3.23), we have
0= Mps, (3.24)

where M;; is a minor matrix obtained by keeping only the rows with indices I and the
column with indices J from M, and ~g, is the restriction of g to the indices J. Since
7s, is nonzero, this means that the k columns of the M;; are linear dependent, i.e.
rank(Myy) < k.

Conversely, if an [ x k minor matrix My; of M has rank smaller than k, it means that
its k columns are linear dependent, and therefore there exists a set of non-zero coefficients
7vs, such as (3.24) is true. One has only to find such a solution of (3.24) and then place
the coefficients on the locations J of vg. The signal x can be then generated as x = D~g.
The least-squares solution v4 = D'z will have zeros at the locations in I.

When generating bisparse signals this way, it is possible for y4 to accidentally have
additional zero coefficients besides the locations in I. Thus, an [ x k matrix My, with rank
smaller than k£ only guarantees that cosparsity I’ of v, is at least [, but not necessarily
equal to it, I" > [. H

Theorem 19 shows that it is always possible to find k-sparse signals that are also
l-cosparse up to | < k — 1, irrespective of where the non-zero coefficients of v5 and the
zeros of 4 are located, since | < k implies that rank(M;;) < k,VI, J.

For [ > k, however, there exist (k,[)-bisparse signals only if the sparsity and co-
sparsity patterns I and J happen to correspond to a rank deficient minor matrix My

of D'D. Thus, such signals are not guaranteed to exist. Their existence is strictly
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Figure 3.7: Ratio of average reconstruction errors obtained with synthesis and analysis
recovery, respectively, for signals simultaneously k-sparse and [-cosparse. On the left side,
the signals are exact-sparse, whereas on the right side a small non-sparse component of
1% energy is added. A small value indicates smaller errors with synthesis recovery, large
values indicate smaller errors for analysis recovery. The dark separation line indicates

the 0.5 frontier (similar performance)

determined by the distribution of linear dependent minors in the D'D matrix. Our
experiments show that the second case is negligible for a reasonable high overcompleteness
factor (about N/d > 1.5), i.e. the vast majority of bisparse signals have [ < k. An in-
depth characterization of this distribution for a general dictionary D would be interesting,

but is outside the scope of the current work.

3.3.2 Results: comparing synthesis and analysis recovery

For each of the n? pairs (k,1) with k = 1,2,..n and [ = 0,1,2,..n — 1 we attempt to
generate 1000 (k, [)-bisparse test signals with a dictionary D. We generate D as a random
tight frame of size 20 x 50. The signals are generated according to the following procedure:
(i) choose random subsets I, J C {1,2,...N} with card(I) = [ and card(J) = k; (ii) check
whether the minor matrix My, has rank smaller than & (Theorem 19); (iii) if yes, find a
random solution to (3.24) and place the coefficients on the locations J of vg; (iv) compute
the actual signal x = Dg, and (v) compute 4 = D'z, count the number I’ of zeros and
assign z to the set of (k,[’)-bisparse signals.

To investigate robustness against approximate sparsity, when generating signals we
optionally add a small non-sparse random component to the exact-sparse decomposition
vs, with energy equal to 1% of vg. Thus the resulting signal z will be only approximately
sparse and cosparse.

We take m zero-mean, unit-norm random linear measurements of each signal and re-

construct independently with synthesis-based recovery (3.4) and analysis-based recovery
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(3.8), respectively. For synthesis recovery we use the Smooth L0 algorithm (SLO) [29].
For analysis recovery we also use a version of SLO adapted to analysis recovery via the
ABS-miuxed approach, as detailed in Section 3.2.4. We define the percentage RMS error

of the reconstructed signal = as

R(z) = Z(xz% (3.25)

A smaller value of R indicates a better reconstruction, with R = 0 meaning perfect
reconstruction. For every pair (k,l) we define the averaged error Rfl’A as the average
R(x) for all the signals of the (k,[) pair, with indices S and A indicating synthesis or
analysis recovery, respectively. The ratio Ry,/Ri indicates which recovery is better: a
value smaller than 1 indicates that synthesis reconstruction achieves lower average errors,
otherwise analysis recovery is the better option.

In Fig.3.7, we plot the quantity

~1
Ry = <1 + g—gl) (3.26)
kl

for exact-sparse signals as well as approximate sparse signals. A value of Ry, = 0.5 indi-
cates similar performance of the two reconstruction algorithms. If synthesis performance
is better, the value of Ry; tends to 0, whereas if analysis is better, it approaches 1. For
each (k,l) pair we attempt to generate 1000 signals. However, for [ > k we cannot
guarantee to find as many, as explained in Section 3.3.1. We use the intensity of the
color to indicate the number of (k,)-bisparse signals actually found in 1000 attempts,
with pure white indicating that no such signal could be found. We show the results for
three different values of the m (3, 11, and 17) to illustrate the influence of the number of
measurements.

One notices first that we could not find any (k,[)-bisparse signals for [ > k, and thus
we have no data for the lower triangular part of every plot. Further experiments confirm
this finding for all other random dictionaries, as long as the overcompleteness factor N/d
remains reasonably large (e.g. N/d larger than about 1.5). Under these assumptions,
the results suggest that the (k,k — 1) main diagonal is in general a maximum limit
for joint sparsity and cosparsity, i.e. a k-sparse signal cannot be in general more than
(k —1)-cosparse at the same time. In other words, a very synthesis-sparse signal x cannot
simultaneously be very analysis-cosparse for the same D, and vice-versa. However, this
does not hold for certain dictionaries which enforce particular relations between the atoms.
For example, if D is an equiangular tight frame, all the off-diagonal elements of DD have

the same absolute value, and it is therefore much easier to find linear dependent minor
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Figure 3.8: Percentage of successfully generated signals that are jointly k-sparse and I-
cosparse, for a random dictionary of size d x N with small overcompleteness factor. White
indicates that no (k,[)-bisparse signals could be generated in 1000 attempts, and black
indicates the all 1000 (k,[)-bisparse signals have been generated.

matrices of DTD of larger size than usual, and thus (k,)-bisparse signals that are more
sparse than usual. This suggests than the (k,k — 1) joint sparsity limit is valid only
in a probabilistic sense. Even though, it can still be useful when working with learned
dictionaries, which generally do not have any particular relation enforced between the

atoms.

When approaching the complete case (N/d approaching 1), the pattern evolves dra-
matically, as depicted in Fig.3.8. Theorem 19 shows that finding a (k,[)-bisparse signal
depends on the rank of the corresponding M;; minor matrix being smaller than k. The
patterns in Fig.3.8 are, therefore, an illustration of the probability of finding linear de-
pendent minor matrices of size [ x k inside the matrix DD, for random dictionaries D
of various sizes. When D is a basis, N/d = 1, the plot concentrates strictly on the first
diagonal. This is because in this case the two solutions v and v, are identical, and
therefore a k-sparse signal is automatically (d — k)-cosparse. Further analysis of these
distribution patterns, although interesting, is however outside the scope of this work.

A second interesting observation is that analysis recovery performs well with suffi-
ciently cosparse signals when the number of measurements is large, Fig.3.7(c), but is less
reliable than its synthesis counterpart for fewer measurements and for approximately-
sparse signals. In Fig.3.7(b), analysis recovery is not accurate even for the most cosparse
signals (lower-right corner), while synthesis recovery works better for very sparse signals
(upper-left corner). In Fig.3.7(d),(e),(f), a small non-sparse component of 1% energy is
added to the test signals. One observes that analysis recovery is significantly more af-
fected by this non-sparse component than synthesis recovery. We conclude therefore that
analysis recovery is less robust to approximate sparsity and insufficient measurements

than synthesis recovery.
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3.3.3 Conclusions

In this section we conducted an experimental investigation into determining when is one
of the analysis and synthesis sparsity models better than the other in terms of recovering
a signal from a few random measurements. Our approach is based on reformulating anal-
ysis sparsity as least-squares constrained synthesis sparsity. We consider (k,[)-bisparse
signals, i.e. signals that are simultaneously k-sparse in a random dictionary and [-cosparse
with the pseudoinverse of that dictionary. We generate bisparse test signals for every pos-
sible (k,[) pair, reconstruct them separately using both synthesis and analysis recovery,
and compare the average recovery errors obtained with the two methods.

The results indicate than the two recovery options perform similarly when recovering
signals that are sparse according to the corresponding sparsity model, when the number
of measurements is sufficient. However, analysis recovery is significantly more affected
than synthesis recovery by a reduction in the number of measurements, and is also less
robust with signals that are only approximately sparse. In addition, we find that for
random dictionaries with reasonably large overcompleteness factor there is a limit of how
much joint sparse and cosparse a signal can be, with a k-sparse signal being in general
at most (k — 1)-cosparse.

As future work, it will be interesting to conduct similar experiments with ¢;-sparse
signals instead of exact-sparse, increasing the practical usefulness of the results. We also
aim to fully investigate the influence of the dictionary size for small overcompleteness

factors.

3.4 Chapter conclusions

Analysis sparsity is a new alternative to the well known synthesis sparsity model, intro-
ducing new opportunities for recovering a signal from a few random measurements with
a priori information. Fundamental theory results indicate similar recovery guarantees as
its synthesis counterpart.

In this chapter we analysed the relation between the two models, starting with the
basic observation that analysis sparsity can be viewed as synthesis sparsity for the least-
squares decomposition of a signal in an overcomplete dictionary. Based on this, the first
part of the chapter introduces an innovative approach for signal recovery in the analysis
model based on algorithms up to now designed solely for the synthesis formulation. The
second part of this chapter constitutes of an experimental investigation that seeks to

answer the question when is the analysis model preferable over its synthesis counterpart.
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Chapter 4

Optimizing projections for

compressed sensing

4.1 Introduction

The choice of the acquisition matrix P is governed by the principle of incoherence with the
sparsity basis/dictionary D: a “good” acquisition matrix has its rows (i.e. the projection
vectors) incoherent with the columns of D [58]. This fundamental result has lead to
two major approaches for choosing acquisition matrices, especially in the well-studied
case when D is an orthonormal basis. The first approach is to use a random matrix
that has as elements i.i.d. random variables from certain distributions e.g. normal or
Bernoulli. Such a random matrix is with high probability incoherent with any fixed basis
or dictionary D. The second approach is to use orthogonal projection vectors taken from
another orthonormal basis, known beforehand to be incoherent with D. This requires
that the sparsity basis / dictionary D is known in advance, but allows more efficient
recovery algorithms if the projection vectors are selected from a basis which has fast
transform algorithms available (e.g. Fourier, wavelet).

In the overcomplete case, however, it is not uncommon that dictionaries exhibit sig-
nificant atom correlation. This is especially true with dictionaries that are learned, i.e.
optimized for a particular class of signals. In this case the acquisition matrix must be
adapted to the dictionary, with the goal of ensuring that the sparse decomposition can
be recovered from the measurements. A number of algorithms for finding optimized
projections for signals that are sparse in overcomplete dictionaries have been developed
[59, 60, 61].

This chapter reviews three well-known algorithms for finding optimized projections,
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proposing modifications for improving the performance of all of them. We show that our
improvements can be unified in a single formulation based on solving a rank-constrained
nearest correlation matriz problem [62].

Throughout this chapter we shall use the following notations. The signal that we
want to acquire is x € R", the sparsity dictionary is D of size n x N. A decomposition of
x in D is typically denoted as 7. The acquisition matrix is P of size m x n. The effective
dictionary is D, = PD, of size m x N. The Gram matrix of D is denoted G = DT D,
while the Gram matrix of the effective dictionary D, is denoted G. and referred to as

effective Gram matriz.

4.2 Acquisition matrices and mutual coherence

A widely used approach to ensure the uniqueness of the solution 4 in (Fp) or (P;) is
by way of the mutual coherence of the effective dictionary D, = PD [2, 13, 12]. We
introduced in Section 2.4.4 the definition of the mutual coherence as well as the sparse
signal recovery guarantees. Theorems 10 and 11 presented in Section 2.4.4 shows that
having a smaller mutual coherence of the dictionary is a desirable property, as it increases
the set of recoverable signals. As such, most optimization algorithms are designed with

the goal of minimizing the mutual coherence of the effective dictionary D, = PD.

4.3 Existing optimization algorithms

4.3.1 The Elad algorithm

The algorithm in [59], which we henceforth call Elad algorithm, aims to reduce the t-
averaged mutual coherence p; of the effective dictionary D., defined as the average of the
largest off-diagonal values of the Gram matrix:
Zlgi,jgk,i;ﬁj (lgi;l > t) - 93]
pe(De) =
Zlgi,jgk,iy&j (lgijl > 1)

The parameter t is either a fixed threshold or a percentage indicating the top fraction of

(4.1)

the matrix elements that are to be considered. The reason for minimizing the t-averaged
mutual coherence i, instead of the coherence p is that the latter is a worst-case scenario
bound. Even under more relaxed conditions than the ones in Theorem 10, in practice
almost all signals can still be adequately recovered, at the expense of a small fraction of
unrecoverable signals. For this reason, [59] argues that the t-averaged mutual coherence

is a better measure for the average behaviour of the effective dictionary.
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Algorithm 7 Elad algorithm
1: repeat

2:  Compute the effective dictionary D, = Pj - D, normalize its columns, and compute
its Gram matrix G = DT . D,

3:  Apply shrinking function to ng), ée(k) =f (ng)>

Find the best rank m approximation of ée(k) using SVD decomposition.

Extract square root Dy, where ée(k) = Dg - Dy,

Find P, as to minimize ||Dy — Py D||p, i.e. P, = DpDT

until Until stop criterion

The algorithm’s idea is to iteratively shrink the off-diagonal elements of the effective
Gram matrix G, while keeping the rank of the matrix equal to m < N. At every iteration
k, a shrinking function f;(u) is applied to the off-diagonal elements of the current Gram
matrix Gék), that will reduce the largest values while keeping the lower values untouched.
However, shrinking leads in general to a full rank matrix that is not semipositive definite
(SPD), whereas the Gram matrix of any m x N dictionary is required to be SPD and
of rank at most m. Therefore the algorithm finds the best rank-m approximation of the
shrinked Gram matrix, then extracts the square root Dy, which presumably is a better
effective dictionary than the initial one. The acquisition matrix at step k, denoted as P,
is then found as the matrix which brings D as close to the desired Dj as possible, i.e.

P = D;.D', (where T denotes the Moore-Penrose pseudoinverse).

The shrinking function is empirically chosen as in (4.2), where the parameter « is the

shrinkage factor.

u [ull < at
filu) =S at - sgn(u) at < |lul| <t (4.2)
s < Jlul

The complete algorithm is summarized in Algorithm 7. The algorithm requires as
input the dictionary D, an initial acquisition matrix Py and the shrinking function f;(u).
The output is the optimized acquisition matrix P.

The algorithm is typically run for a predefined number of iterations. However, conver-
gence is not guaranteed, therefore the recommended stopping criterion is by checking the
resulting t-averaged mutual coherence after each iteration and stopping when a significant

increase is observed.
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Algorithm 8 Xu algorithm
1: repeat

2:  Compute the effective dictionary D, = P - D, normalize its columns and compute
the Gram matrix G = DT . D,
3. Project G, on A* by enforcing:

1 i =]
9ij = \ 9ij 95| < te (4.5)
sgn(u) - pe  19ij| > pe

4:  New solution is between the projection Gp and the previous solution:

Gk:aGp+(1—a)Gk_1,O<a< 1 (46)

5:  Update the acquisition matrix P using QR factorization with eigenvalue decompo-
sition

6: until Until stop criterion

4.3.2 The Xu algorithm

The algorithm presented in [60], which we refer to as the Xu algorithm, aims to make the
effective dictionary D, as close as possible to an equiangular tight frame (ETF), because
an ETF has minimal coherence among all matrices of the same dimensions. Thus, it aims
to solve the optimization problem

G. = min ||G. - G| (4.3)

GGeA;;L

where A7 is the set of the Gram matrices of all m xn ETFs. Since this set is not convex,

they replace it with the convex set A™:

A" ={G e R : G = G", diag(G) = 1,m;?x lgiill < pa} (4.4)
i#j
where pg = % is a lower bound for the coherence of an m x n ETF. The algorithm

itself, presented as Algorithm 8, is based on the method of alternating projections, and
is very similar to Elad algorithm.
One observes that the Xu algorithm is very similar to the Elad algorithm. Projection

on A* is very similar to the shrinking step in the Elad algorithm, only with a modified
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Figure 4.1: Comparison of shrinking functions in Elad and Xu algorithms

shrinking function that hard-limits all the off-diagonal elements larger than ug. The two
shrinking functions are shown in Fig.4.1 for comparison. The only other difference is that
the new solution is selected as an intermediate point between the previous solution and
the result of the projection, in an effort to improve the algorithm stability. Apart from

these two differences, the two algorithms are essentially the same.

4.3.3 The Duarte algorithm

Duarte-Carvajalino & Sapiro introduce in [61] a different algorithm for finding optimized
projections for a given fixed dictionary, as well a a method of jointly optimizing the
acquisition matrix and the dictionary. Since we consider fixed (i.e. given) dictionaries,
we will focus only on the former, which we refer to as the Duarte algorithm for brevity.

The authors seek the acquisition matrix P* that minimizes:

P* = argmin ||DD" — DD*PTPDD"|| (4.7)
P
The problem (4.7) has a closed-form solution in the form
P =A% UL, (4.8)

where A and U come from the eigenvalue decomposition of DDT = UAU?T and the
notation 1., indicates a restriction to the top m rows. In other words, considering an
SVD decomposition of D = USVT, the optimal acquisition matrix is given by the top m
principal components of D scaled with the inverse of the corresponding singular values,
P* =S UL . As a consequence, the effective dictionary is a tight frame defined by the

restriction of V7 to the top m rows:

D,=P*-D=S8.} UL -USVT =Vl (4.9)

65



4.4 Improving existing optimization algorithms

4.4.1 Reformulating as constrained optimization

As a first step towards improving the algorithms, we try to reformulate the algorithms
as constrained optimization problems.

We note that the Elad algorithm can be thought of as a way of robustly solving

min||Ge — In||so

s.t. G =0
(4.10)
rank(G.) =m
diag(G.) =1

by iteratively shrinking the top largest off-diagonal elements of GG, with a custom shrinking
function. Indeed, at every iteration the largest off-diagonal values are shrinked, followed
by enforcing the rank and unit-diagonal constraints. Reducing the largest off-diagonal
values effectively means reducing the ¢, norm of the distance ||G. — Iy||. Thus, Elad’s
algorithm can be thought as an iterative method for constrained /., minimization.

A similar reasoning holds for the Xu algorithm. It is well known that the maximum
correlation of two atoms is minimal for an ETF among all other matrices of same size
(63, 64]. It follows that projecting on the set of ETFs is similar to minimizing the largest
absolute off-diagonal value of G.. As such, the Xu algorithm can also be thought of as a

way of solving the same constrained optimization problem as the Elad algorithm

min||Ge — In||so

s.t. G =0
(4.11)
rank(G.) =m
diag(Ge) =1

by iteratively shrinking the large off-diagonal elements of G, and enforcing the constraints,
only with a custom shrinking function that is slightly different from the Elad algorithm.
The case of the Duarte algorithm is different. The algorithm starts from the problem
of minimizing the distance between the same two matrices, but with the ¢, norm instead
of l:
[y — Gell2,

but then both sides of the two terms are multiplied with D and DT, leading to a relaxed

optimization problem of minimizing

|G — DG.D"||.
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The latter problem is a relaxed version of the former since the “target” matrix G is now
of smaller rank (n) than the original Iy. The reason for this modification, however, is
not explained in the original paper.

As such, we propose an alternative view on the Duarte algorithm. We observe that

the Duarte algorithm is very similar to solving the following optimization problem:

min||Ge — G||2
st Ge =0 (4.12)
rank(G.) =m

i.e. trying to make GG, as close as possible to G under rank and semipositivity constraints.
The justification is as follows. Considering an SVD decomposition of D = USVT, the
solution to (4.12) is obtained by keeping only the most significant m left singular vectors
and values of D

P*D = Sy * Vi,

which leads to the optimal acquisition matrix being
P*=U{,,.

The only difference from the Duarte solution (4.8) is that the projection vectors resulting
from (4.12) have unit norm, whereas the vectors from the Duarte solution of (4.8) are
scaled with the inverted singular values. However, the scaling of the acquisition vectors is
not very important, and in a practical scenario it may actually prove more robust to have
unit-norm acquisition vectors. Thus, one can think of Duarte’s algorithm as essentially

a way of solving (4.12) followed by scaling the projection vectors.

4.4.2 Improving the Elad and Xu algorithms

We analyse the Elad and Xu algorithms in two corner cases that suggest that the shrinkage
of the Gram matrix may be inadequate.

In the first situation, let us consider that the dictionary D contains two identical
atoms d; and d;. While this can be regarded as an extreme scenario, it may happen that
an atom is a linear combination of some very few other atoms, since D is overcomplete.
In any case, since the dictionary D is given as an input to the optimization algorithm and
is therefore out of its control, we would naturally require that the optimization algorithm
is robust to this scenario.

If columns d; and d; are identical, then the effective dictionary D, = PD will also have

two identical columns d, and d.;, for any P. The effective Gram matrix G, will therefore
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have a pair of 1’s outside the main diagonal. The mutual coherence of the effective
dictionary is thus maximal, and both algorithms work to shrink these off-diagonal 1’s.
The reason for which values of 1 outside the main diagonal are bad is that two identical
columns in the effective dictionary leads to ambiguity and non-uniqueness of the resulting
solution vector: if atoms 7 and j are identical, the i* and the j™* coefficients of a solution
vector can be swapped and combined in any way and still yield a valid solution as long

as their sum remains the same.

We observe, however, that the effort of reducing the off-diagonal 1’s in this case is
unnecessary since this ambiguity in the effective dictionary is actually inherited from the
dictionary D. No matter how a recovery algorithm places the i and j™* coefficients in
the solution vector v, when we reconstruct the original signal x as x = D~y we obtain
the same result because the same ambiguity of the i and j** atoms is also present
in D. The correct signal x is generated irrespective of whether the i or the j** are
swapped. Therefore, in this case the optimization algorithm should not worry about
the off-diagonal 1’s of the Gram matrix. We may think of this as a guideline that
correlations in the effective dictionary D, inherited from the original dictionary D are
not bad. Any optimization algorithm shouldn’t try to decrease atom correlations in the

effective dictionary beyond the correlations present in the original dictionary D itself.

In the second scenario, consider that the initial acquisition matrix is simply the full-
size identity matrix I,,. Of course, in this case there is no compression, the measurement
vector y is identical with x, the effective dictionary D, is simply D, and any decomposition
of y in D, leads to a perfect reconstruction of x. In this case there is nothing to be
optimized, as the acquisition matrix is already perfect, irrespective of the coherence of
D. However, both Elad and Xu algorithms fail to notice this fact. They compute the
Gram matrix G, = DI'D, = DT D and proceed to shrink its large off-diagonal values as
usual, aiming to make the dictionary more incoherent or closer to an ETF, respectively.
But since the acquisition matrix is already optimal, the algorithms are clearly pursuing

an overly ambitious goal.

In the view of the two scenarios above we conclude that the goals of the Elad and Xu
algorithms are set too high. Instead of improving the absolute coherence of the effective
dictionary D, by indiscriminately shrinking the large off-diagonal elements of its Gram
matrix G., we propose to take into account the Gram matrix G of the original dictionary
D. While the Elad algorithm tries to make the Gram matrix G, closer to Iy and the Xu
algorithm tries to make G, closer to the Gram matrix of a ETF, our approach is instead

to try and make G, as close as possible to the Gram matrix G of the original dictionary.
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This means reducing the correlations of the atoms of D,., but not beyond the original
correlations of the atoms in D. This is appropriate in the two scenarios above: if there
are two identical columns in D, the algorithm does not try to orthogonalize them in D,
and if G, = G, the algorithm simply stops, as nothing can be further improved.

We therefore propose the modification of the two algorithms in the following manner:
instead of shrinking the matrix G, directly, we propose to shrink the difference matrix
G — G, thus aiming to make GG, progressively closer to G. This amounts to replacing I
with G in (4.10) and (4.11), similar to (4.12). We refer to these algorithms as Elad-G

and Xu-G, and their complete description is given in Section 4.5.

4.4.3 Improving the Duarte algorithm

The Duarte algorithm presented in Section 4.3.3 is choosing the projection vectors to be
the principal components of the dictionary, scaled with the inverse of its singular values.
As mentioned in Section 4.4.1, this can be thought of as minimizing (4.12) followed by a
rescaling of the resulting projection vectors with the inverse of the dictionary’s singular
values. Unlike Elad and Xu algorithms, therefore, it aims to make G, as close as possible
to G, not to the identity matrix. In this respect it is similar to the modifications we
proposed above for the Elad and Xu algorithms.

There is however an essential condition missing from (4.12) as well as the original
Duarte formulation: there is no guarantee that the atoms of effective dictionary D, are
normalized, i.e. diag <C§6> = 1. The resulting effective dictionary, as mentioned in
Section 4.3.3, is a tight frame obtained as the top m rows of the unitary matrix V7,
where D = USV7T is an SVD decomposition of D. This is not, however, a unit-norm
tight frame.

The mutual coherence of a dictionary is equal to the maximum off-diagonal element
of the Gram matrix only if the atoms are normalized. Minimizing atoms’ correlations
without ensuring that they are normalized is not so effective. For example, consider two
atoms whose inner product is 0.5; if their norm is 1, the angle between them equals
60 deg, whereas if their norm is 0.9, their angle is only 52 deg. Thus, minimizing G — G,
without imposing atom normalization will result in the atoms being more coherent than
initially thought. Note that Elad and Xu algorithm explicitly performed a normalization
of the effective dictionary at every iteration.

A worst case scenario for the Duarte algorithm is when V7 = Iy, and restriction to
the top m rows results in an effective dictionary which contains some all-zero atoms. An

an example, consider the case when D is as simple as an orthogonal matrix, but whose
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atoms are not normalized. This may arise, for example, in a practical application with
limited precision. An SVD decomposition of D is therefore D = D, SIy, where Dn is
the normalized D and S is a diagonal matrix containing the norms of the atoms. The

optimal acquisition matrix found by the Duarte algorithm is
pr =S8 D .

However since D is orthogonal, this acquisition matrix is orthogonal to the last (N —m)

atoms of the dictionary, resulting in an effective dictionary with (N —m) all-zero columns
D. = [1,,;0].

Thus, the measurements do not capture anything about the remaining (N — m) atoms,
and thus one can never hope to recover any of these components.
We propose therefore a more accurate optimization problem that constrains the ef-

fective atoms to have unit norm:

min[|Ge — G|

st. Go =0
rank(G.) =m
and diag(G.) =1

(4.13)

As explained in the next section, this problem is a rank-constrained nearest correlation
matrix problem (RCNCM), and can be solved with algorithms developed for robustly
estimating correlation matrices [65, 62]. We refer to this problem as RCNCM.

4.5 Rank-constrained nearest correlation matrix for
optimized projections

The considerations in Section 4.4 lead us to proposing the following class of optimization

problems from choosing the best acquisition matrix:

min||G. — G|,
s.t. Ge =0
(4.14)
rank(G.) =m
diag(G.) =1
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This formulation is a natural generalization of all the three algorithms presented
above. For p = 2, the problem reduces to the Duarte optimization problem with the
additional unit-norm constraint, as introduced in 4.4.3. For p = oo, (4.14) can be solved
with the modified versions of the Elad and Xu algorithms introduced in Section 4.4.2.

The optimization problem (4.14) is a rank-constrained nearest correlation matrix
problem [62]. This family of problems has received much attention in the recent years,
with applications in finance as well as engineering. A matrix X is called a correlation
matriz if X > 0 (i.e. it is semipositive definite) and X; = 1. In many practical scenarios,
the correlation matrix estimated from noisy, unreliable or possibly incomplete data can
turn out to violate the rank and positivity constraints required of a correlation matrix.
In these cases, one needs to find a matrix that fulfils the constraints and is close as pos-
sible to the input matrix using a distance metric. This leads to an optimization problem
formulated as in (4.14).

4.5.1 Solving for p =2

When considering p = 2, the optimization problem (4.14) becomes similar to the Duarte
problem with additional atom normalization constraint. This constraint prevents having
a simple closed-form solution as in the original Duarte problem.

For p = 2 several approaches have been developed for solving (4.14) [65, 62]. In
this paper we use the algorithm presented in [62], based on eigenvalue penalization and
majorization, which we summarize here. First, let us note that in absence of the rank
constraint, the problem would be a convex optimization problem and thus tractable [66].
To enforce the additional rank-constraint, the authors of [62] propose to minimize a

function that penalizes the last (N — m) eigenvalues

N
minimize f(G.) =||G. — G||2 + CZ i

i (4.15)

st. Go =0
diag(G,) =1

where ¢ is a trade-off constant. This is not equivalent to the original problem (4.14),
but for a large enough value of ¢ the solution of (4.15) is arbitrarily close to the solution
of (4.14). Solving (4.15) is achieved iteratively using the majorization technique [65],
which consists in solving a sequence of simpler convex optimization problems: given the
estimate G at iteration k, one constructs a simpler convex function g that majorizes
[, gx(X) > f(X), VX, and minimizes g instead, obtaining the new estimate G The
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Algorithm 9 Elad-G algorithm
1: repeat

2:  Compute the effective dictionary D, = Pj - D, normalize its columns, and compute
its Gram matrix G = DT . D,

Compute the difference ©%) = GW — G, where G = DTD

Apply shrinking function to ©®), @®) = f (@(k))

Compute the estimate matrix by adding back G: ée(k) —0W 4+ @

Find the best rank m approximation of ée(k) using SVD decomposition.

Extract square root Dy, where ée(k) = Dg - Dy,

Find P, as to minimize ||Dy — Py - D||p, i.e. P, = DyDT

until Until stop criterion

sequence of estimates el converges to the solution of (4.15). Further details can be

found in [62].

Once the optimal G, is found, the optimal acquisition matrix P* is obtained, as in
the other algorithms, by first factorizing G, = (D*)TD¥ and then P* = D*DT.

We refer to this algorithm for finding optimized projections as RCNCM.

4.5.2 Solving for p = oo

For p = oo, the problem (4.14) can be solved with the modified versions Elad-G and
Xu-G introduced in Section 4.4.2, by iteratively shrinking the top largest elements of the
difference matrix G, — G. The essential difference to the original algorithms is that we
make GG, as close as possible to G rather than to Iy or the Gram matrix of an ETF. As
such, the modified algorithms behave appropriately in the two corner cases analysed in
Section 4.4.2: if the original dictionary D happens to have identical atoms, the algorithms
do not inadvertently try to orthogonalize them in D,, and if the initial acquisition matrix

is the identity matrix, they stop because there is nothing to optimize.

The complete description of the two proposed algorithms Elad-G and Xu-G, is given
as Algorithm 9 and Algorithm 10. We point our that although Xu-G keeps the same
projection step in the original Xu algorithm, this has little relation with the original
purpose of projecting on the set of ETFs. Instead, we consider projecting on A as
just a different way of reducing large off-diagonal values from the one in Elad-G, by

hard-limiting large values instead of reducing them by a linear factor.
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Algorithm 10 Xu-G algorithm

1: repeat

2:

Compute the effective dictionary D, = P - D, normalize its columns and compute
the Gram matrix G = DT . D,

Compute the difference ©%) = GW — G, where G = DTD

Project ©%) on A* by enforcing:

1 i=j
9ii =\ i 1945 < m (4.16)
sgn(u) - pe  gijl > pa

Add back G: Gp = 6® 1 G

New solution is between the projection G'p and the previous solution:

G, = aGp + (1 — a)Gk,l,O <a<l (417)

Update the acquisition matrix P using QR factorization with eigenvalue decompo-

sition

8: until Until stop criterion

4.6 Simulation results

We test the performance of the three proposed algorithms Elad-G, Xu-G and RCNCM

in four different setups:

. Random dictionary, exact sparse data

. Dictionary is a random orthogonal matrix with slightly different atom norms, exact-

sparse data

. Real dictionary obtained with K-SVD from image patches, exact-sparse data

. Real dictionary obtained with K-SVD from image patches, real image patches

The algorithms under test are: (i) random acquisition matrix with ii.d. normal

elements, (ii) Elad algorithm, (iii) Xu algorithm, (iv) Duarte algorithm, (v) proposed
Elad-G algorithm, (vi) proposed Xu-G algorithm and (vii) proposed RCNCM algorithm.
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Figure 4.2: Random dictionary, exact-sparse data: successful recovery. Per-
centage of successfully recovered exact-sparse signals using various projection optimizing
algorithms. The number of measurements is m = 16, the dictionary is a random matrix
of size 64 x 256.

For reconstruction we use (i) Orthogonal Matching Pursuit [14] with stopping criterion
being the residual error below a certain threshold €, denoted as OMP-¢, and (ii) ¢,
minimization with linear programming (denoted as BP). The OMP residual € is set to
10~ when reconstructing exact-sparse data, and 10~ for data being real image patches
(test 4).

The signal dimension is n = 64 and the dictionary size is N = 256. All the results are
averaged over 10 different random initializations, i.e. we generate 10 optimized acquisition

matrices using 10 initial random matrices for every test.

4.6.1 Test 1: Random dictionary, exact-sparse data

R™N matrix with i.i.d. random

In the first case, we randomly generate a dictionary as a
normal entries, and we generate exact-sparse data as random linear combinations of
atoms.

Fig.4.2 shows the probability of exact reconstruction for test 1, for different sparsity
levels k, when using m = 16 optimized measurements with the algorithms under test, i.e.
a compression ratio of 1/4. One can see that in this case all optimizing algorithms perform
similarly. This is because the dictionary is generated randomly with i.i.d elements, and
thus the atoms have little correlations. As such, there are no significant correlations in the

dictionary that the algorithms could exploit, and therefore the optimization algorithms

perform close to each other.
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Table 4.1: Percentage of successful recovery with orthogonal but not perfectly normalized

dictionary and exact-sparse data

Percentage of successfully recovered signals

OMP-¢ BP
Projections k=2 k=4 k= k=2 k= k=6
Random 871% 47.2% 12.7% | 95.1% 46.7% 8.2%
Elad 99.3%  92% 60.8% | 98.4% 58% 11.2%
Xu 100% 94.5% 63.7% | 100% 60.7% 11.7%
Duarte 59% 0.4% 0.0% | 5.9% 0.4% 0.0%
EladG 99.3%  92% 60.8% | 98.4%  58%  11.2%
XuG 100%  94.7% 64.2% | 100% 60.2% 11.9%

RCNCM 99.2% 86.8% 49.5% | 98.7% 59%  12.2%

4.6.2 Test 2: Random orthogonal dictionary with inaccurate

normalization, exact sparse data

The second scenario illustrates the problem of the Duarte algorithm, simulating a dic-
tionary with imprecise normalization. The dictionary is created as a random orthogonal
square matrix, with the atoms norms randomly selected in the interval (1—1075 1+1079).
The differences between atom norms are therefore very small. We generate exact-sparse
data for this dictionary as random linear combinations of its atoms.

Table 4.1 shows the probability of exact reconstruction of exact-sparse data, when
using m = 16 optimized measurements with the algorithms under test. One observes
that the Duarte algorithm severely compromises the acquisition. All other algorithms
have close performance, since there are no correlations between the atoms that can be
exploited.

We conclude therefore that the Duarte algorithm is not very robust in some common

scenarios such as this one.

4.6.3 Test 3: Learned dictionary, exact-sparse data

In the third scenario, we generate the dictionary from a set of image patches obtained

by randomly selecting 150 patches of size 8 x 8 from each of 37 test images from the
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miscellaneous section of the USC-SIPI image database, resulting in a total of 5550 patches
(there are 47 images in the database, but we removed 10 of them that were too uniform
and affected the dictionary learning algorithm). The patches are reshaped columnwise
as 64 x 1 vectors. The dictionary consists of N = 256 atoms. The K-SVD algorithm is
used to train the dictionary, using all the patches as training set. We then create exact-
sparse test data by finding the best k-term approximation of the patches in the learned
dictionary with OMP. As a consequence, the dictionary atoms are not used uniformly in
the decompositions, thus better modelling a real-life scenario.

Fig.4.3 shows the probability of exact reconstruction for test 3, when using m = 16
optimized measurements with the algorithms under test, for different values of the sparsity
k. In this case, one sees significant differences between the algorithms.

When recovering with OMP, our proposed algorithms significantly outperform all the
existing ones, with RCNCM being the winner, followed by Elad-G' and Xu-G. For ¢;
minimization the improvements over Duarte are smaller, whereas the improvement over
Elad and Xu algorithms remain similarly large. Similar improvements are obtained when
using Smoothed-¢; (SLO) [29] for recovery.

Fig.4.4 shows the histogram of the off-diagonal elements of the effective Gram matrix
G,. It shows that the Elad, Xu and Duarte algorithms are indeed reducing the effective
dictionary coherence, however this does not translate to improved recovery in Fig.4.3.
This constitutes therefore a proof that indiscriminately shrinking off-diagonal elements
of G, as Elad and Xu algorithms achieve, does not constitute alone a guarantee for

improved recovery.

4.6.4 Test 4: Learned dictionary, patches data

In the final scenario the dictionary is created as in Test 3, i.e. learned with K-SVD from
a set of 5550 randomly selected patches from 37 test images, but we use the actual set of
patches as testing data. As such, the data is not perfectly sparse and we cannot consider
successful reconstruction as a performance criterion. Fig.4.5 shows instead the Mean
Squared Error (MSE) of the recovered signals, when varying the number of measurements.

We see that Duarte’s algorithm slightly outperforms our proposed RCNCM for re-
duced number of measurements, Elad-G and Xu-G performing worse than them but still
better than the original Elad and Xu algorithms. However, in this scenario PCA (i.e.
projection on principal components followed by linear reconstruction) actually performs
better than any of the compressed sensing acquisition schemes. This suggests that the

data is not sufficiently sparse in the considered dictionary in order for a compressed sens-
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Figure 4.3: Learned dictionary, exact-sparse data: successful recovery. Percent-
age of successfully recovered signals using projection optimizing algorithms. The number
of measurements is m = 16, the dictionary learned from real patches and has significant

correlations, the data is exact-sparse.
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Figure 4.5: MSE: Learned dictionary, patches data. Average MSE of recovered sig-
nals using various projection optimizing algorithms. The data are random image patches
from the database, the dictionary is learned from random image patches and has signifi-

cant correlations.

ing scheme to be useful, and thus the relevance of this test is limited. The performance
of the Duarte projections can be explained in this case through their similarity with the

principal components, since they only differ in normalization.

4.7 Conclusions

In this section we focus on optimizing the acquisition matrix for compressively sensing
signals that are sparse in overcomplete dictionaries, possibly with high atom intercorrela-
tions. We start by reviewing and improving three existing state-of-the art algorithms, and
we identify corner cases when the algorithms perform sub-optimally. We argue that the
Elad and Xu optimization algorithms can be improved by bringing the Gram matrix of
the effective dictionary progressively closer to the Gram matrix of the dictionary, rather
than to the identity matrix. The Duarte algorithm is based on a similar idea; however, it
does not guarantee that the resulting effective dictionary is normalized, thus estimating
the coherence inaccurately. We propose improving the algorithm by adding an additional
unit-norm constraint to the optimization problem.

All the three proposed algorithms can be viewed as special instances of a single unified
formulation: find the matrix that is of minimal distance from the dictionary Gram matrix,
subject to rank, unit-norm and semipositivity constraints. This is known as the rank-

constrained nearest correlation matrix problem. When the distance metric is the usual
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¢y (Frobenius) norm, the problem is similar to the Duarte optimization problem with
the proposed additional unit-norm constraint. Several algorithms have already been
developed for this optimization problem, and we use an existing algorithm based on a
majorized penalty approach. When the distance metric is £, one can use the modified
Elad and Xu algorithms, iteratively minimizing the largest entries of the difference matrix.

We test the proposed algorithms considering random and learned dictionaries. Re-
sults show significant improvements for learned dictionaries, our proposed approach being
capable of better exploiting the correlations of the dictionary atoms than the Elad and
Xu algorithms. The Duarte algorithm is also surpassed when recovering with OMP, but
performs as good as the proposed algorithms for ¢; minimization. However, it completely
fails with poorly normalized dictionaries, a problem which does not affect any other algo-
rithm. We conclude that our formulation the optimization problem as a rank-constrained
nearest correlation matrix problem is a more accurate and at the same time a more robust

approach to optimizing the acquisition matrix.
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Chapter 5

Compressed sensing with correlated

projection vectors

5.1 Introduction

Recently, the successful use of random projection matrices in compressed sensing theory
was proven without the RIP mechanism [67]. The authors of [67] treat the rows of the
projection matrix as random vectors from some multivariate probability distribution F
and impose conditions on F' rather than on each element of the matrix. They derive
conditions analogous to the Restricted Isometry Property (RIP) conditions by implying,
among others, that the probability distribution is isotropic.

In this chapter, we also treat the rows of the projection matrix as random vectors
from a multivariate distribution, but we consider correlated and distorted probability
distributions, obtained after some linear transformation of the initial space of a set of
uncorrelated vectors. While the vector distribution in [67] is spherical and uncorrelated
(i.e. isotropic, the covariance matrix is the canonical matrix), we consider distribution
that can any real symmetric covariance matrix. In other words, while their random pro-
jection vectors are uniformly pointed in all directions in space, our projection vectors can
point with higher probabilty into some directions in the space (the significant eigenvec-
tors of the distribution’s covariance matrix) and with a lower probability towards other
directions (least significant eigenvectors).

We show that choosing projection vectors from a non-isotropic distribution affects
the covariance matrix of the resulting recovery errors. Surprisingly, we experimentally
establish a precise relationship between the covariance matrix of the projection vectors

and that of the errors, up to a scaling factor. Even more, we find that this relation holds
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unchanged for a number of very different solving algorithms (¢; minimization (Basis
Pursuit, BP) [5], Orthogonal Matching Pursuit (OMP) [14] and Smoothed Ly (SLO)
[29]). Practically, this allows a sort of error shaping, i.e. the possibility of controlling
the covariance matrix of the errors by appropriately choosing the covariance matrix of
the projection vectors. This provides significant benefit in applications like compressed

sensing with non-orthogonal bases or with unequal atom importance.

5.2 Problem statement

We describe below in Section 5.2.1 two scenarios that require some sort of error shaping
mechanism, i.e. a way of controlling the energy of the errors along some critical directions
of the space. A first approximation of the shape of a distribution is given by its covariance
matrix. The covariance matrix of a distribution specifies the estimated variance of the
random vectors along a set of mutually orthogonal directions. For the two examples
below, controlling the error along orthogonal directions is enough; therefore one only
needs to find a way of imposing a desired covariance matrix on the errors. We point out
that the controlling the covariance matrix may not be enough in more complex scenarions,
e.g. non-orthogonal bases with unequal atom importance, which need controlling the
variances along a set of non-orthogonal directions.

In this work, we focus on shaping the covariance matrix of the reconstruction errors.
In addition, we deal here only with compressed sensing in the absence of noise. Under
these assumptions, the problem we investigate can be stated as follows: given a CS

acquisition system as
y = Ay, (5.1)

where A is the acquisition matrix and 7 is a sparse vector (in the canonical basis), and

defining the recovery error
€y =7 — :)/7 (52)

where 7 is the recovered vector, how can we control the covariance matrix of the errors
e,? If one has a way of controlling the covariance matrix, one can impose smaller or
larger variances along an arbitrary set of orthogonal directions by properly choosing the

eigenvectors and eigenvalues.

5.2.1 Motivation and applications

We provide here some practical scenarios where error shaping is highly beneficial.
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Atoms with unequal importance

Consider the problem of recovering a sparse vector v when the coefficients +; have un-
equal importance. As an example, consider the problem of recovering an image that is
sparse in the Discrete Cosine Transform (DCT) basis. Because of the characteristics of
human visual perception, some spatial frequencies can tolerate less noise and errors than
others. Therefore, it is desirable that some components are reconstructed more accu-
rately (typically the lower frequencies), whereas larger errors can be acceptable for other
components. As another example, v can be an estimated sparse error vector that affects
an underlying signal of interest, and recovering ~y is similar to denoising (low-rank matrix
estimation [68, 69]). In this case, there often exists a region-of-interest (ROI) consisting
of a critical part of the undelying matrix that one would like to estimate more precisely.
We can encompass these scenarios by associating a cost ¢; associated with coefficient
v;, that describes the cost of misestimating that coefficient. Assuming that ~ is the
original sparse signal and ¥ is the recovered estimation, the goal is to minimize the total
estimation cost:
minimize C = ¢’ (y —4) = cle, = Z cieq (1) (5.3)
i
In order to minimize the total cost, we need a way to make the recovery process more
accurate for coefficients with higher error cost ¢; at the expense of the coefficients with
lower costs. This is the same as saying that we desire a covariance matrix of the errors
CY as
C = ¢ diag(c; ?), (5.4)
where c is a scaling factor, i.e. C) is a custom diagonal covariance matrix depending on

the values of the misestimation costs.

Non-orthogonal bases

A second scenario is with signals that are sparse in non-orthogonal bases. Suppose the

signal z is sparse in the non-orthogonal basis B
z =By, [yllo =k (5.5)
and we acquire it with an acquisition matrix P

y = Px = PB . (5.6)
A

The matrix A = PB can be viewed as an equivalent sparsity dictionary for y, as y has
the sparse decomposition v in A, or it can be regarded as an equivalent projection matrix

for the sparse vector . In this chapter, we favour the second approach.
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Let us assume that the matrix A has strong RIP characteristics, i.e it is adequate for
compressed sensing. For simplicity, let us consider that A it is a random matrix with
i.i.d. normal elements (meaning that the original acquisition matrix P was defined as
P = AB™'), which has the RIP with high probability. This guarantees that the recovered
sparse vector 4 is as accurate as possible.

The recovered signal in the original signal space, is found as
T = By, (5.7)
and the signal reconstruction error is

e, =2 — 2 = B(y—%) = Be,, (5.8)

~

where e, denotes the error e, = v — 4.

As B is a (possibly highly) non-orthogonal matrix, the non-linear transformation from
the decomposition space to the signal space & = B7 enlarges the direction corresponding
to the most significant right singular vectors of B, and compresses the directions of the
least significant vectors. In other words, if B = USV is a singular decomposition of B,
whenever e., happens to lie along the significant vectors of V' (corresponding to the larger
singular values in S), it will result in higher error e, in the signal domain, whereas if
e, lies along the least singular directions, the error will be reduced. As a result, when
considering a large number of reconstructions, the average error in the signal space can
actually be higher that in the decomposition space.

This effect of the non-linear transformation induced by the non-orthogonal basis B
is illustrated in Fig.5.1 and Fig.5.2. In the decomposition space (figure on the right),
the vectors e, are drawn from a multivariate random distribution with unit covariance
matrix. Since B is non-orthogonal, some of the errors are increased in the signal space
whereas others are decreased. This affects the optimality of the average error, since, in
the average sense, an n-fold increase of a signal error weights more than a n-fold decrease
of another one.

Intuitively, a better scenario would be the one depicted in Fig.5.2. The distribution
of the error vectors in the decomposition space is such that the resulting errors in the
signal space are isotropic. Thus, when recovering a signal, we require smaller errors
(better recovery precision) along the critical principal components of B, since they will be
enlarged after the transformation. Conversely, it is acceptable to have larger errors along
the least significant components of B, since they will be compressed by the transformation

to the signal space.
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Signal space Coefficient space

Figure 5.1: Illustration of the non-orthogonal transformation from the decomposition
space (right) to the signal space(left) induced by the non-orthogonal basis B. The average

error of the resulting signals is increased.

Signal space Coefficient space

Figure 5.2: To achieve better average signal error in the signal space after the transfor-
mation induced by the non-orthogonal basis B, the error in the coefficient space must be

non-isotropic.

Considering the error vector e, as a random variable from a multivariate distribution

with covariance matrix

Cz = E{eWez}v (59)

the covariance matrix of the errors in the signal domain is
C? = E{Be,(Be,)"} = BE{e,e]} B" = BC)B". (5.10)

The above arguments suggest that we would like the error distribution in the signal space

to be isotropic, i.e. have unit covariance matrix (up to a scaling factor c):

C* =c- I, (5.11)

e

Therefore the errors in the decomposition space should have a desired covariance matrix,

up to some scaling factor ¢, of

Cl=c-BYB)  '=c (BBt =c- VSV, (5.12)

e

where V and S are from the SVD decomposition B = USVT. Equation (5.12) guarantees
that after the transformation with B the distribution will be isotropic.
Extension to overcomplete dictionaries. We can think of sparsity in overcom-

plete dictionaries as an extension of the case with non-orthogonal bases. If x is a signal
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sparse in some dictionary D of size n x N
x = D, (5.13)

we are typically not interested in the decomposition error along any direction in the
nullspace of D, since any component living in the nullspace of D will be annihilated
when reconstructing & = D#4. As such, similarly to (5.12), the desired decomposition

error covariance matrix in the overcomplete case is
Cr=vsST, (5.14)

where S is a diagonal N x N matrix containing the n real values of the SVD decomposition

D =USVT as well as (N — n) unspecified values for the nullspace

Sy = (5.15)
V n<i.

5.3 The general approach

Our approach relies on the fact that the error vectors are always orthogonal to the
projection vectors, since both the original decomposition v and the reconstructed 4 satisfy

the same acquisition system:
0=PB(y—1.) = Ae, (5.16)

Let us consider that the projection vectors are drawn from a multivariate normal distri-
bution with covariance matrix Cp. Intuitively, if the projection vectors are agglomerated
along some direction u;, the resulting e., being always orthogonal to the projection vec-
tors, will be less inclined along this direction. On the contrary, if uy is the direction where
the vectors are least likely to be drawn from, the e, will agglomerate along it. Thus, it
seems natural that the principal directions of the projection vectors are the same as those
of the resulting e,, with the eigenvalues being in reversed order. We can formally state

this as the following proposition:

Proposition 20. Assume that the projection vectors p; are multidimensional random
variables drawn from a multivariate distribution F with covariance matrix Cp. Assume
that the error vector e, is a multidimensional random variable distributed in the nullspace
of the acquisition matriz P with a probability density function that is isotropic in that

nullspace, i.e. it is uniform along all directions (rotationally invariant in that subspace).
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Denote the distribution of the e, with I' and its covariance matriz with CJ. In this
case, the eigenvectors of C) are identical to the eigenvectors of Cp. The corresponding

eigenvalues are different, but in reversed order, i.e. o} < O']P — o] > 0;7.

Proof. Let u, be the least significant eigenvector of C'p. This means that the direction
of u,, is the least likely direction of the projection vectors p;, i.e. the direction which the
p; are least aligned with. Since the vectors e, are always orthogonal to p; and uniformly
spread along the directions in the nullspace of P, it follows that u; is the most likely
direction of the e,’s. Thus, w, is the leading eigenvector of C7, and it corresponding
eigenvalue is the highest. Naturally, the second most significant eigenvector of C7 is
the second least significant eigenvector of Cp, u,_1, and so on, with the corresponding

eigenvalues decreasing in reversed order than those of Cp. O]

Proposition 20 asserts that, under some mild conditions, in order for the decompo-
sition errors to have the desired covariance matrix C] one must draw the projection
vectors from a distribution with the same principal directions and inversely ordered vari-
ances (their precise values are unknown yet). We experimentally check the condition that
e, is distributed in the nullspace of P with a rotationally invariant probability density

function in Section 5.4, and find that is holds in practice.

5.4 Establishing isotropy

In this section, we investigate the assumption that the distribution of the error vectors is
isotropic when the projection vectors are themselves isotropic.

We generate a set S of 1000 sparse signals with a predefined sparsity k, and project
each onto 1000 random projections matrices with i.i.d. normal elements. We then recon-
struct with each of the BP, OMP, and SLO algorithms, thus obtaining the set of error
vectors E = {e | e = x — 2,2 € S} for each algorithm.

We project the error vectors of E onto the n vectors of the canonical basis, as well
as on a set of 1000 unit-norm vectors uniformly selected on the ¢5 ball and compute the
projection variances along each vector. The results are presented in Fig.5.3.

The results in Fig. 5.3 indicate that for all of these algorithms (BP, OMP, SL0)
the expected variance of the error is almost the same along any direction in space, i.e
the distribution is almost isotropic. This is to be expected, since there is no reason any
direction in space should get a different treatment. The projection matrices are randomly
selected from an isotropic distribution, the error vectors lie uniformly in their nullspace,

and thus considering the whole set of possible projection matrices we can choose, their
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Figure 5.3: Variance of error vectors projected onto randomly oriented unit-norm vectors.

nullspaces are uniformly oriented in the space. Therefore, it is not a surprise that, in
average over a large number of randomly selected projection matrices, the error vectors

are uniformly oriented in all directions.

5.5 Using correlated normal projection vectors

In this section we experimentally investigate the distribution of the recovery errors when

the projection vectors are selected from a non-isotropic multivariate random distribution.

5.5.1 A revealing experiment

We design an experiment to reveal the relation between the variances of the distribution
of projection vectors and the variances of the resulting error vectors.

Consider a set X of 100 sparse signals of size n = 20 obtained by randomly placing
k = 4 non-zero coefficients. We project them on 5000 projection matrices F;j, with
the projection vectors drawn from multivariate random distributions with 50 covariance
matrix C;; obtained by combining 5 random vectors of eigenvalues A; with 10 random

orthogonal matrices of eigenvectors Uj:
Cij = Uj . dlag(Az) : Uj_l‘ (517)

The vectors A; of eigenvalues consist of n = 20 random variables selected from the interval
(0.1,1.1), normalized such that their product equals 1. The restriction to the interval
(0.1,1.1) ensures that the ratio of any two eigenvalues is between (1/11,11), therefore

avoiding extremely large or small values.
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For each covariance matrix C;; we create 100 projection matrices Pjj; by randomly
selecting multivariate normal vectors with this covariance matrix. We acquire the signals
with every projection matrix and then we reconstruct with various reconstruction algo-
rithms. Then we compute the average variances of the reconstruction errors along the
directions of the eigenvectors Uj.

We are interested in how the ratio of two variances in the projection vectors’ distribu-
tion influences the ratio of the corresponding variances of the error vectors along the same
directions. We are interested only in the ratios of variances, not their absolute values,
since the absolute values are dependent on multiple factors (signal sparsity, number of
measurements).

Fig.5.4, Fig.5.5 and Fig.5.6 show the ratio of the variances of error vectors depending
on the ratios of the variances of the projection vectors. The three graphs reveal two

surprising conclusions:

1. There is an accurate relation between the variances of the projection vectors’ dis-
tribution and the variances of the resulting error vectors. If the projection vectors
have a covariance matrix C'p with eigenvalues A\’ the resulting error vectors have

a covariance matrix C with eigenvalues ] such that:
)\—Ey ~ ()\—}) , (5.18)
J J
i.e. the ratio of any two eigenvalues of C7 is approximately a power function of the

ratio of the corresponding eigenvalues of Cp.

2. Different algorithms (¢;-magic, OMP, SLO) exhibit virtually identical behaviour in

this respect.

5.5.2 Proposed solution

In view of the above considerations, we propose the following solution to the problem
stated in Section 5.2:

Objective: find a projection matrix for sparse vectors such that the covariance of
the reconstruction errors is C) (up to a scaling factor c).

Solution: Consider an eigenvalue decomposition
Cr =UANIU, (5.19)
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Choose multivariate random projection vectors from a distribution with covariance matrix
Cp=UANDU, (5.20)

where
(A

AP — (AP)UO'Q . (5.21)

Practically, we draw projection vectors from a correlated distribution whose shape

“extends” proportionally in the directions for which we want a higher accuracy.

Extension to sparsity in bases

When working with signals that are sparse in some basis B, on must keep in mind that
(5.20) refers to the equivalent projection vectors, i.e. the rows of the effective dictionary
A = PB, since they are the equivalent projection vectors that “measure” the sparse
decomposition directly. In this case, the covariance matrix of the real projection vectors
P must satisfy

E{(PB)'PB} = B'CpB =UANPU, (5.22)

therefore the covariance matrix of the projection vectors must be

Cp= (B 'uAPy-tB— (5.23)
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Extension to overcomplete dictionaries

As argued in Section 5.2.1, the case of overcomplete dictionaries can be considered as
an extension of the case of non-orthogonal bases, and the desired decomposition error
covariance matrix has the form in (5.14). In this case, there is a natural extension of
(5.23) that accounts for overcomplete dictionaries as well.

For non-orthogonal bases, the desired covariance matrix is (5.12)
Cr=VvS2T, (5.24)
and thus (5.23) particularizes to

Cp = (BT)—1VS2/0.42VTB—1 _ (U(ST)—lvT) V §2/0.42y,T (VS—lUT) _ [ §2/042—2p T
(5.25)
This can naturally be extended to the case of overcomplete dictionaries of size n X N,
as the quantities involved in (5.25) only imply the dimension n of the dictionary (if we
consider the “economy size” SVD decomposition of D, in which case S' is of size n X n;
otherwise S should be the restriction to the square matrix). Therefore, for sparsity in
an overcomplete dictionary D = USVT, the projection vectors should be selected from a

multivariate distribution with covariance matrix equal to
Cp = USY042=2yT, (5.26)

where U and S come from the SVD decomposition D = USV7T.
Alternative interpretation. Equations (5.23) and (5.26) lend themselves to an
intuitive interpretation, if the value 0.42 would be rounded to 0.5. In this case, the

desired projection covariance matrix becomes
Cp =USY5 2yt =ys?uT, (5.27)
which is exactly the covariance matrix obtained if we define the projection matrix as
P = P,D", (5.28)
where P is a random matrix with i.i.d elements of size m x N. Indeed in this case
E{PTP} = DE{P{ P} D" = DD" = US?*U", (5.29)

i.e. identical to (5.27).
Defining the acquisition matrix as in (5.28) means selecting projection vectors as

random combinations of the atoms, instead of selecting random projection vectors directly.

92



In this case, the covariance matrix of the projection vectors is the same as the covariance
matrix of the dictionary atoms, which is also the covariance matrix of the sparse signals,
if we assume that the decomposition vectors are themselves isotropic (all atoms being
used uniformly).

We find therefore the intuitive conclusion that the projection vectors should have
the same covariance matrix as the signals they are applied to. This agrees with the
intuition that if the signals/atoms are agglomerated along particular directions in space,
the projection vectors should lie mostly along the same directions, in order to capture
the most of the signals. The more accurate exponent we find in our experiments of
0.42 instead of 0.5, indicates that we should actually draw projection vectors from a

distribution slightly more pointy along the interesting directions.

5.5.3 Particular cases

When we are not interested in reducing the error along some particular direction, and all
directions in space have equal importance, the desired error covariance is C) = ¢ [,,, and
(5.21) yields a unit covariance matrix for the projection vectors. Our approach reduces
therefore to drawing projection vectors from a distribution with unit covariance matrix,
which is the same as creating a random matrix with i.i.d. random scalar elements. This
is the usual scenario in compressed sensing, and the fact that it leads to isotropic error
distribution is validated experimentally in Section 5.4.

When we are not interested in any control of the error along some particular direction
or directions, i.e. the error can extend arbitrarily along those directions, the correspond-
ing eigenvalues of the desired error covariance matrix may have very large values (virtually
oo ). Accordingly, the projection vectors covariance matrix has 0 covariance along those
directions, meaning that all the projection vectors will be orthogonal to the uninteresting
subspace. This agrees with the intuition: if some subspace is of no interest, the projection
vectors should be orthogonal to it, capturing no information regarding this subspace.

On the contrarily, if we would like absolute precision (zero error) along some direction,
(5.21) suggests a infinite eigenvalue in the projection covariance matrix, i.e. a degenerate
distribution extending infinitely and narrowly along the specified direction. This is clearly
not appropriate, as it would suggest that all the projection vectors should be collinear,
along the same specific direction of interest, making them redundant. The problem
resides, in fact, in the probabilistic model that assumes that all vectors are drawn at
random from a multivariate distribution. The correct solution in this case would be to

fix one of the projection vectors along the specified direction, and use a probabilistic
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model only for the remaining projections, in accordance with the desired error variances
along the remaining subspace. The resulting errors will always be orthogonal to the fixed

direction of the first vector, i.e. having zero error along that direction.

5.5.4 Relation with signal foveation

From a practical point of view, choosing random vectors from a multivariate distribution
with covariance matrix
Cp=UANU"! (5.30)
can be achieved by multiplying a random matrix F, with i.i.d normal elements with
M = AV
P = F,M. (5.31)

Indeed, in this case the covariance matrix of the projection vectors is
E{PTP} = MTE{P{ P\YM = M"M = Cp, (5.32)

since E{PI' Py} = Iy (vectors with i.i.d. normal elements have unit covariance).
Signal foveation [70] is an interesting technique that bears resemblance with this
approach. Signal foveation is a way of enhancing a region of interest of a signal in a

transform domain. For example, consider a signal x sparse in some basis B

xr = By (5.33)
that is acquired using some acquisition matrix Fy:

y = bz (5.34)

A foveating approach would be to use instead an acquisition matrix defined as P =

PyBM B!, resulting in an acquisition system defined as:
§j = Px=PBMB 'z (5.35)

where M is a diagonal matrix. The idea is that x is transformed in the sparsity domain
with the operator B!, a mask M is then applied in the transform domain that enhances
specific desired components known a priori (M is a diagonal matrix with high values for
the interesting components and small values for the uninteresting ones), then brought
back into the original domain and projected on F,. Thus, comparing with the non-
foveated approach, the interesting components are artificially increased compared to the

uninteresting ones. After recovering the signal, the effect of mask is undone and the
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components are scaled back to their original level. The overall effect is that the enhanced
components will have better reconstruction accuracy, at the expense of worse accuracy
for the rest.

The covariance matrix of the foveated projection vectors in (5.35) is
E{PTP} = (BY'MB"E{P] P,}BMB™". (5.36)
Assuming that E{P{ Py} = Iy and B is an orthogonal matrix, this reduces to
E{P"P} = BM*B™, (5.37)

which is similar to (5.20). This means that using correlated projection vectors can essen-
tially be thought of as signal foveating with an orthogonal transformation.

However, what is essential in our work is that we determine an accurate relationship
between the amount of foveation (the degree of enhancement with the masking matrix M)
and the variance of resulting errors in the context of compressed sensing, for some very
different algorithms. Previously, signal foveation was typically considered with classical

linear processing applications (e.g. transform signal compression in wavelet domain [70]).

5.6 Applications

5.6.1 Unequal atom importance

Consider employing compressed sensing for recovering 8 x 8 grayscale image patches that

are approximately sparse in the Discrete Cosine Transform (DCT) basis:
xr = By (5.38)

where we consider x and 7 as column vectors (by concatenating columns) and correspond-
ingly B is the 64 x 64 2D-DCT matrix. We would like to recover the image patches from
a number m of random projections that form an acquisition matrix P of size m x 64.

It is well known that the human eye has different sensitivity to spatial frequencies
[71], which is used in image compression (e.g. JPEG) to set different quantization steps
on the DCT coefficients. In the JPEG standard, quantization steps are defined by a
quantization table (). Each element of the 8 x 8 DCT coefficient matrix is divided by
the corresponding element in ) and then rounded. A general typical QQ matrix for the
luminance component is defined as in Fig.5.7 [72], however in practice different matrices

can be used according to the desired compression ratio. A higher value indicates coarser
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Figure 5.7: Typical JPEG quantization table for the luminance component.

quantization. As can be seen in Fig.5.7, lower frequencies (upper left corner) tend to
have finer quantization and thus smaller quantization noise.

It is desirable, therefore, to have less noise in the lower frequencies and allow for larger
noise in the higher frequencies. We can enforce such a behaviour when reconstructing
image patches from random projections by using correlated projection vectors, drawn
from a multivariate normal distribution with an appropriate covariance matrix.

The elements of the quantization matrix () can be interpreted as the cost of distortion
for a certain spatial frequency, e.g. a quantization error of 99 for the (8,8) spatial fre-
quency component is as acceptable as a quantization error of 11 for the (1,2) component.
Therefore the square of the elements of () indicate the acceptable relative noise variance
for every component. As such, when reconstructing from compressed measurements, we
would like the error variance of the coefficient of the (7, j) component to be proportional

to qu, i.e. the desired error covariance matrix of the sparse decomposition is
C, = diag(q})). (5.39)

where B is the orthonormal basis matrix of the 2D-DCT transform.
According to (5.23), we propose drawing the projection vectors from a multivariate
normal distribution with covariance matrix Cp defined as

_2 2
Cp = (B")™! diag(q;;"")B™" = B diag(q;"")B. (5.40)

Fig.5.8 shows the reconstruction of the Lena image, each 8 x 8 block being recon-
structed independently from m = 16 random projections. Fig.5.9 is similar but with
m = 32. The random projection vectors are drawn from multivariate normal distri-
butions with a) unit covariance matrix (i.i.d. random elements) and b) the covariance
matrix C'p defined in (5.40). Different projection vectors are drawn from the distribution

for every 8 x 8 image patch. Reconstruction is done with Orthogonal Matching Pursuit
(OMP) [14].
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Reconstruction of 8x8 patches from 16 random projections: PSNR = 16.7626 Reconstruction of 8x8 patches from 16 correlated projections: PSNR = 30.4072

(a) Isotropic projection vectors: PSNR=16.7dB (b) Correlated projection vectors:
PSNR=30.4dB

Figure 5.8: Sparsity in orthogonal basis with unequal atom importance. Re-
construction from correlated projection vectors is significantly better than from isotropic
vectors. Every 8 x 8 image patch is reconstructed independently from m = 16 random

projections.

Reconstruction of 8x8 patches from 32 random projections: PSNR = 28.4718 Reconstruction of 8x8 patches from 32 correlated projections: PSNR = 37.0972

(a) Isotropic projection vectors: PSNR=28.5dB (b) Correlated projection vectors:
PSNR=37.1dB

Figure 5.9: Sparsity in orthogonal basis with unequal atom importance. Re-
construction from correlated projection vectors is significantly better than from isotropic
vectors. Every 8 x 8 image patch is reconstructed independently from m = 32 random

projections.
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The improvements are significant: with isotropic projection vectors the PSNR is
16.7dB (m = 16) and 28.5dB (m = 32), whereas with correlated vectors it is 30.4dB
and 37.1dB, respectively.

We point out that that other factors may have contributed as well to the improvements
seen in Fig.5.8b and Fig.5.9b. In natural images, it is expected that the significant
coefficients are concentrated in lower spatial frequencies, and thus the sparsity pattern is
not uniform, whereas in our fundamental experiment in Section 5.5.1 we assumed uniform
sparsity pattern (all atoms are used uniformly). As such, the lower spatial frequencies
are not only the components for which we desire less noise, but they are also more
likely to appear in the sparse decompositions than the high frequency components. As a
consequence, shaping the projection vectors distribution along the directions of the lower

frequencies will likely provide an additional benefit.

5.6.2 Sparsity in non-orthogonal bases / overcomplete dictio-

naries

Let us consider a similar scenario as before, but now consider the 8 x 8 image patches
to be sparse in a learned basis/ dictionary instead of the 2D-DCT basis. We use all
the overlapping 8 x 8 image patches from the image as a training set (a total of 255025
for a 512 x 512 image), and we use the dictionary learning algorithm from [73, 74] to
learn a better sparsifying basis B or overcomplete dictionary D. We then reconstruct all
the distinct non-overlapping image patches of the image (a total of 4096) from random
projections, assuming sparsity in the basis/dictionary learned before.

For the basis case, as detailed in Section 5.2.1, we would like an error covariance

matrix in the decomposition equal to (up to a scaling factor)

C)=B 4B '=(B'B)'=Vvs*VT, (5.41)

e

where V and S come from the SVD decomposition B = USVT.
According to (5.23), we draw projection vectors from a distribution with covariance

matrix equal to

CP _ (BT)flvs2/O.42vTBfl _ Us2/0.4272UT. (542)

This equation holds for the overcomplete case as well. As such, the two cases can be
treated identically, the overcomplete case being a natural straightforward extension of
the basis case.

Fig.5.10 and 5.11 show the reconstructions of the Lena image from 8 x 8 reconstructed

patches, using a learned basis, when the projection vectors are drawn from multivariate

98



Reconstruction of 8x8 patches from 8 random projections: PSNR = 25.8466 Reconstruction of 8x8 patches from 8 correlated projections: PSNR = 29.329

(a) Isotropic projection vectors: PSNR=25.8dB (b) Correlated projection vectors:
PSNR=29.3dB

Figure 5.10: Sparsity in learned basis (64 x 64). Reconstruction from correlated
projection vectors is significantly better than from isotropic vectors. Every 8 x 8 image

patch is reconstructed independently from m = 8 random projections.

normal distributions with a) unit covariance matrix (i.i.d. random elements) and b)
the covariance matrix Cp defined in (5.42). Fig.5.12 and 5.13 are for the overcomplete
dictionary of size 64 x 128. Different projection vectors are drawn from the distribution

for every 8 x 8 image patch. Reconstruction is done with OMP.

Again, our approach leads to significant improvement over the isotropic case. With
a basis, with isotropic projection vectors the PSNR is 25.8dB (m = 8) and 27.4dB
(m = 16), whereas with correlated vectors it is 29.3dB and 33.3dB, respectively. For the
overcomplete case we have similar values: with isotropic projection vectors the PSNR is
25.8dB (m = 8) and 28.2dB (m = 16), whereas with correlated vectors it is 29.4dB and
33.2dB, respectively. Interestingly, using a learned dictionary instead of a learned basis
does not improve the results, suggesting that the number of significant components is

actually far lower then 64 and additional atoms don’t bring notable advantages.

The learned basis and dictionary are presented in Fig.5.14. In this test, we work with
zero-mean patches, because the high DC component in natural image patches is suscep-
tible of misleading the dictionary training algorithm. The DC component is typically
the single largest component present in all the patches, and for this thing it is some-
times treated differently (e.g. the JPEG coding standard [72]). For dictionary learning,

if the training data have DC component, it is distributed among all the resulting atoms,
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Reconstruction of 8x8 patches from 16 random projections: PSNR = 27.0475 Reconstruction of 8x8 patches from 16 correlated projections: PSNR = 33.4706

(a) Isotropic projection vectors: PSNR=27.4dB (b) Correlated projection vectors:
PSNR=33.3dB

Figure 5.11: Sparsity in learned basis (64 x 64). Reconstruction from correlated
projection vectors is significantly better than from isotropic vectors. Every 8 x 8 image

patch is reconstructed independently from m = 16 random projections.

Reconstruction of 8x8 patches from 8 random projections: PSNR = 25.8888 Reconstruction of 8x8 patches from 8 correlated projections: PSNR = 29.4346

(a) Isotropic projection vectors: PSNR=25.8dB (b) Correlated projection vectors:
PSNR=29.4dB

Figure 5.12: Sparsity in learned dictionary (64 x 128). Reconstruction from corre-
lated projection vectors is significantly better than from isotropic vectors. Every 8 x 8

image patch is reconstructed independently from m = 8 random projections.
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Reconstruction of 8x8 patches from 16 random projections: PSNR = 28.2192 Recons

ion of 8x8 patches from 16 correlated projections: PSNR = 33.2258

(a) Isotropic projection vectors: PSNR=28.2dB (b) Correlated projection vectors:
PSNR=33.2dB

Figure 5.13: Sparsity in learned dictionary (64 x 128). Reconstruction from corre-
lated projection vectors is significantly better than from isotropic vectors. Every 8 x 8

image patch is reconstructed independently from m = 16 random projections.

preventing them from converging to other particular features and interfering with the re-
construction. As such, for this test we remove the mean from all the patches and re-add
it at the end with no errors, i.e. assuming perfect acquisition and reconstruction of the

DC component.

5.6.3 ECG signals

Section 6.7.1 presents another example of using correlated projections for acquiring elec-
trocardiogram (ECG) signals that are sparse in a highly non-orthogonal basis. In that

case, the projection matrix is defined as
P = P,B" (5.43)

where P, is a random matrix with i.i.d. normal elements, i.e. vectors with isotropic

distribution. Therefore the covariance matrix is
E{PTP} = BE{P]P}B" =US*U", (5.44)

which is similar to (5.42), only with the exponent 0.42 replaced by 0.5. Nevertheless, as

shown, the results still outperform the results obtained with isotropic projection vectors.
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(a) Learned 64 x 64 basis (b) Learned 64 x 128 dictionary

Figure 5.14: The learned sparsity basis/dictionary of 8 x 8 image patches.

5.7 Conclusions

In this chapter we experimentally show that a number of popular CS reconstruction
algorithms (BP, OMP, SL0) exhibit the property that, when using with correlated random
projection vectors from a distribution with covariance matrix Cp, yield reconstruction
errors with a covariance matrix having the same eigenvectors and a power law of the
original eigenvalues. This allows for accurate control of the covariance matrix of the
decomposition errors by properly choosing the covariance matrix of the projection vectors,
thus permitting more accurate signal recovery along some desirable directions. This
enables us to optimize the projection vectors in interesting non-standard CS scenarios
involving bases with unequal atom importance and non-orthogonal bases/dictionaries.
Further work should expand the investigation to other reconstruction algorithms,
as well as develop a probabilistic model that explains the precise relation between the

variances of the projection vectors and of the resulting errors.
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Chapter 6

Compressed sensing of ECG signals

6.1 Introduction

ECG signals are electric signals related to the activity of the heart, obtained by measuring
the electrical variations of the skin due to depolarization of the heart muscle during a
heart beat, and used in medicine to diagnostic various abnormalities and heart-related
conditions. The ECG acquisition procedure typically requires multiple sensors in various
locations on the body. For the purposes of this work, we refer to single-channel ECG

signals only, i.e. acquired through only one sensor.

We investigate two main applications of ECG signal processing: compression and clas-
sification. One of the typical applications of signal processing for ECG signals concerns
their compression. ECG recordings can span tens of hours, especially when considering
portable wearable devices attached to the body of a patient. In addition, a portable de-
vice imposes specific constraints on power usage and size of the device. As such, efficient
compression techniques have been researched in the literature, e.g. [75, 76]. Our goal
is to evaluate a compression technique based on random projections, according to the
compressed sensing theory. This has the benefit that the acquisition stage is extremely
simple, and thus it is potentially adequate for ECG acquisition with battery-powered,

low complexity portable devices.

The second application that we investigate is that of ECG heart beat classification.
Automatic classification of heart beats from an ECG signal provides an important aid
for diagnosis of heart-related abnormalities, and as such has also been an active research
domain [77, 78]. In this work we focus on estimating the possibility of classifying random
measurements of the signals rather than the original signals themselves, with the goal of

reducing dimensionality and thus the power requirements of the application.

103



Sample ECG signal Sample ECG signal
T T T T

1250

1200 -

1150 -

1100 -

1050 -

1000

950 -

SN ~

I I I I I I I I I 01 I I I I I
100 200 300 400 500 600 700 800 900 1000 0 50 100 150 200 250 300

900 -

850
0

(a) Sample portion of a ECG recording (b) Sample ECG segment after preprocessing

Figure 6.1: Sample ECG signals

6.2 ECG signals and pre-processing

The ECG data used throughout this work come from 24 recordings of the MIT-BIH
Arrhythmia database [79, 80|, widely used in the research literature. The signals were
acquired at a sampling frequency of 360Hz, with 11 bits / sample, and include annota-
tions containing the position of the R wave, as well as normal/pathological heart beat
classification done by trained cardiologists [79, 80].

We apply an initial preprocessing stage for the ECG recordings, consisting of the
following: (i) remove glitches in the signal (samples of extremely low value, possibly due
to equipment malfunction), (ii) segment the ECG recording at every midpoint between
two consecutive R waves, i.e. isolating heartbeats, (iii) extract mean and normalize
each heartbeat segment, (iv) resampling the first and the second half of every segment
independently up to a length of 128 samples each. The final ECG segments are therefore
256 samples long and with the R wave aligned on the middle of the segment. The
reason is that the QRS complex accounts for large part of the signal’s energy and is of
essential importance for visual diagnosis as well; having a known precise alignment of
it will be a helpful clue for signal compression/classification/reconstruction. The mean
of each segment as well as its energy is of little importance for diagnosis, therefore we
have chosen to bring the segments to zero mean and unit norm to avoid unnecessary
complications.

An illustration of an ECG segment as resulting after the pro-processing step in given
in Fig.6.1.

The heart beats of the signals from the MIT-BIH Arrhythmia database that we work

with are annotated into 13 different classes, one normal class and 12 abnormal classes
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corresponding to various heart related diseases and abnormalities. Out of these, in classifi-
cation applications we typically exclude 5 classes because they are too under-represented
(“Unclassifiable beat”, “Ventricular escape beat”, “Aberrated atrial premature beat”,
“Nodal (junctional) escape beat”, “Supraventricular premature beat”), keeping only 8
classes of beats with enough representation: “Normal beat”, “Left bundle branch block
beat”,“Right bundle branch block beat”,“Premature ventricular contraction”,“Fusion
of ventricular and normal beat”,“Paced beat”,“Fusion of paced and normal beat” and
“Atrial premature beat”. For compression applications, we keep all the data available.
The preprocessing stage results in a number of over 50.000 ECG segments, each
grouped according to the corresponding heart beat class. We split the data of each
class into a 80% training set (to be used in training compression/classification schemes)

and a 20% test set used to validate the proposed techniques.

6.3 Investigating sparsity bases and dictionaries

The key condition for successful signal reconstruction from few random measurements is
undoubtedly the sparsity of the ECG segments in the considered dictionary. The efficiency
of various dictionaries for compressively sensing of aligned and centered ECG segments
has previously been studied in [81, 82]. It has been determined that better performance
is achieved when using custom dictionaries composed of other ECG segments, rather
than using standard wavelet bases typically used in literature [83, 70]. This is due to the
similarity of ECG segments, especially since they are all aligned with the R wave in the
middle.

In this section we recreate partially the experiments in [81, 82|, with the aim of
determining the best sparsifying basis.

We investigate sparsity in most of the orthogonal wavelet bases available in the Wave-
lab 850 Matlab package [84]: Haar, Beylkin, Coiflet 3, Coiflet 4, Coiflet 5, Daubechies
6, Daubechies 8, Daubechies 10, Daubechies 12, Daubechies 14, Symmlet 5, Symmlet 6,
Symmlet 7, Symmlet 8, Symmlet 9, Vaidyanathan, Battle 1, Battle 3, Battle 5.

We evaluate sparsity by computing the average error of the best k£ approximation
of the signals in each of the above bases, with k£ varying from 1 to 25. As the wavelet
bases are orthogonal, we compute the best k-term approximation by simply applying the
transform and restricting the result to the first k& significant coefficients.

Besides the standard wavelet bases, we use three methods of generating custom bases

from the ECG segments training set:
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Figure 6.2: Average best k-term approximation error for different bases

1. Randomly selecting n ECG segments from the training set (RNDDICT).

2. Learning a basis using the ODT dictionary learning algorithm from [73, 74].

3. Learning a basis using the K-SVD dictionary learning algorithm [30].

These custom bases are not orthogonal and as such we use Orthogonal Matching Pursuit
(OMP) [14, 15] to select the best k atoms of the signal decomposition.
The average error of the best k-term approximation for the most relevant wavelet

bases and for the custom bases is displayed in Fig.6.2. More detailed results for all bases
are in Table 6.1.

The results clearly show that custom bases significantly outperform the standard
wavelet bases for approximating the ECG segments with few atoms. The explanation lies
in the preprocessing of the ECG segments. The preprocessing makes the segments have
the same length and aligns the peak (the QRS complex) at the middle of the segment,
and thus significantly increases the similarity of the segments. As such, custom bases can
exploit this similarity much better. Even a custom basis created by randomly selected
ECG segments provides much better approximation error than the standard bases, due
to the similarity of the segments. As such, we focus on using custom bases rather than

standard orthogonal wavelet bases.
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Table 6.1: Average best k-term approximation error for different bases

Basis Sparsity
Wavelet k=5 k=10 k=15
Haar 13.80  4.83 2.21
Beylkin 11.96  4.36 1.80
Coiflet 3 11.89  3.08 1.11
Coiflet 4 9.95 2.88 1.05
Coiflet 5 11.27  3.26 1.19
Daubechies 6 11.91  3.02 1.17
Daubechies 8 8.81 3.03 1.16
Daubechies 10 12.85  4.33 1.46
Daubechies 12 12.67  3.87 1.46
Daubechies 14 10.66  3.41 1.33
Symmlet 5 9.39 3.13 1.14
Symmlet 6 11.96  3.12 1.10
Symmlet 7 9.94 2.92 1.09
Symmlet 8 9.99 2.90 1.06
Symmlet 9 10.96  3.22 1.14
Vaidyanathan 11.81  4.67 1.95
Battle 1 11.28  3.03 1.02
Battle 3 9.90 2.99 1.19
Battle 5 9.93 3.45 1.42
Custom

Random ECG segments - RNDDICT  1.15 0.67 0.46
Learned - ODT 0.69 0.43 0.34
Learned - K-SVD 0.57 0.32 0.26
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6.4 Compressed sensing with a single custom dictio-

nary

Compressed sensing can be advantageous for portable ECG devices due to its capability
of fast and efficient compression with simple linear projections, the burden of complex
processing being shifted at the decoding side. As such, compressed sensing for ECG ac-
quisition has been proposed in the literature [83], typically in conjunction with orthogonal
wavelets. In our setup, having custom bases that are significantly better than wavelet
bases means that we should obtain better recovery performance for compressed sensing
of ECG segments.

A straightforward approach is to use a single custom dictionary. The optimal number
of atoms is difficult to estimate: a larger number of atoms means better representation
power and thus reduced signal sparsity, however it also implies a larger decomposition vec-
tor. The number of measurements required for successfully recovering an N-dimensional
sparse vector is of order O (klog(N/k)) (see Theorem 15 from section 2.4.6), therefore
increasing logarithmically with V. Therefore the optimal value of N derives from a trade-
off between good representation power (larger N) and good recovery possibilities (smaller
N).

In the following, we evaluate the recovery accuracy of preprocessed ECG segments
from m random measurements, considering custom dictionaries of size 256 x N where N
is 256, 320, 384, 448, 512, 640 or 768. The dictionaries are created with the three methods
from the previous section that provide the best sparse representation: RNDDICT, ODT,
K-SVD. We are interested in the average PRDN of the ECG segments, defined as

|z — 2[5

| = palf3

PRDN (z,%) = x 100 (6.1)

where i, is the DC component of z.

We also test three methods of creating the acquisition matrix:

1. using i.i.d. random normal elements (RNDPROJ)

2. using correlated projection vectors as explained in section 6.7.1 (CORRPROJ-0.5)
3. using correlated projection vectors as in section 5.5.2 (CORRPROJ-0.42).

As explained in the alternative interpretation in section 5.5.2, the difference between
CORRPROJ-0.5 and CORRPROJ-0.42 lies in the fact that the former uses a coefficient

of 0.5 instead of the more accurate value of 0.42 determined from the experiment in 5.5.1.
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Average PRDN of ECG segments vs. compression ratio
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Figure 6.3: Comparison of different types of projection matrices. The dictionary is 256 x
768 and created with the ODT learning algorithm. The CORRPROJ-0.42 method, using
correlated projection vectors as in section 5.5.2, provides the smallest average PRDN

eITors.

Reconstruction is done with ¢; minimization from the ¢;-magic Matlab package [52].

We first analyse which method for creating the projection matrix leads to the best
recovery results. For a dictionary of size 256 x 768 created with the ODT algorithm, the
three types of projection matrices lead to the results presented in Fig.6.3. Similar results
are obtained for the other dictionary algorithms and sizes. The best results are obtained
using CORRPROJ-0.42, i.e. correlated projection vectors as proposed in section 5.5.2.
Using the slightly modified value of 0.5 leads to a small performance decrease.

Second, we turn our attention on the best dictionary learning algorithm and dictionary
size. In Fig.6.4 we present the average PRDN obtained with dictionaries of different sizes,
created with all three dictionary learning algorithms. The projection matrix is created
with CORRPROJ-0.42, which we determined above to be the best. In these conditions,
the ODT algorithm provides the best dictionaries, i.e. leading to smallest reconstruction
errors. For ODT, the size of the dictionaries seems not very importance in this case:
larger dictionaries bring only a marginally improvement.

We conclude, therefore, that the best results are obtained using preferably large dictio-
naries learned with the ODT training algorithm, with significant improvements brought

by using correlated projection vectors to exploit their non-orthogonality.
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Average PRDN of ECG segments vs. dictionary size
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Figure 6.4: Comparison of dictionary learning algorithms for different dictionary sizes.
The ODT learning algorithm leads to the smallest average PRDN errors. Larger dictio-
naries lead to slightly better results.

6.5 Classification in compressed space

Besides signal compression, another interesting application of signal processing for ECG
signals is that of classification of heart beats into normal / pathological classes, with the

aim of aiding the medical staff in detecting and diagnosing heart-related anomalies.

In [85] it is shown that smaller measurement vectors obtained with random projections
can be used instead of the original signals for signal classification with linear kernel
SVM, leading to little loss of performance with high probability. The reason is that
random projections, due to the concentration of measure phenomenon, have the property
of almost preserving linear products of signals. Similarly, in [86] it is argued that random
projections can be considered a kind of universal features, almost as good as particular
features (e.g. principal components) except in the case of very few measurements.

We investigate the possibility of classifying the ECG segments into normal and patho-
logical heart beat classes directly in the compressed space, i.e. working only with random
projections of the segments. Similar results were first published in our paper [87].

We investigate classification of compressed ECG segments in two scenarios: (i) with
only two signal classes, normal vs. abnormal heart beat and (ii) with all 8 classes, one

normal and the seven distinct abnormal classes. The signal are projected on random
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vectors with 1.i.d normal elements. We use two classification methods:
1. k-Nearest-Neighbour (kNN) classification

2. Multilayer perceptron (MLP) neural network with one input, one output and one
hidden layer. The output layer is composed of 2 or 8 neurons, respectively, each

one firing for one corresponding output class.

For 2 classes classification, we use equal training sets of 5000 randomly chosen ECG
segments from each class and 3000 segments from each class for testing. The confusion
matrices for kNN classification are presented in Table 6.2, whereas with MLP classification
are in Table 6.3. Class 1 designates “normal” and class 2 designates “abnormal”. As we
can see, using random projections for classification reduces the classification accuracy by
merely a few percent.

For classification with 8 distinct classes, we use equal training sets of 599 segments per
class and 150 segments from each class for testing (the number of segments is given by
the minimum class size among the 8 classes). The confusion matrices are presented
in Table 6.4 and Table 6.5. In this case class 0 designates “normal” and classes 1
to 7 designate the abnormal classes: “Left bundle branch block beat”,“Right bundle
branch block beat”, “Premature ventricular contraction”, “Fusion of ventricular and nor-
mal beat”, “Paced beat”, “Fusion of paced and normal beat” and “Atrial premature beat”.

The results for 8-class kNN classification are in Table 6.4, whereas with MLP clas-
sification are in Table 6.5. One can see that MLP classification is significantly poorer,
especially with the original signals; this is caused by the small number of training data
available, leading to poor training of the neural network. kNN classification, on the other
hand, provides good results. Similarly to the 2 classes scenario, using random projections
for classification leads to only a few percent loss in classification performance.

Using random Bernoulli projection matrices (with either 0/1 or +1/-1 i.i.d elements)
yields results similar to random normal projections. The corresponding confusion matri-

ces are provided in Appendix A.

6.6 Reconstructing with specific dictionaries

In this section we propose an enhanced reconstruction technique for ECG segments,
based on having specific dictionaries for each class of normal/abnormal signals, and re-
constructing each segment using the corresponding dictionary of its class. The decision

of the appropriate dictionary is taken by classifying in the compressed space using the
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kNN method analysed above. Having a dedicated dictionary for each class means that
the characteristics of each class are better captured than with a single general dictio-

nary, and as such we can expect better reconstruction if the signal class can be correctly

12 12

1/9883% 1.17% 19823% 1.77%
2| 1.10% 98.90% 2| 1.8™% 98.13%
(a) Original signals (b) m = 17 normal projec-
tions

Table 6.2: Confusion matrix for normal/abnormal classification with kNN

1 2 0 1
11]96.80% 3.20% 1]95.70% 4.30%
2| 4.70% 95.30% 2| 5.43% 94.57%
(a) Original signals (b) m = 17 normal projec-
tions

Table 6.3: Confusion matrix for normal/abnormal classification with MLP

determined from the compressed measurements.

Our proposed approach can be summarized as follows:

1.

4.

The performance of this scheme depends on the accuracy of the classification, and we
have seen in Section 6.5 that we can expect a classification accuracy almost as good as
with the original signals. We create the dictionaries by simply randomly picking signals
from the specified class. The reason is that some classes do not have enough signals to
advocate using a dictionary training algorithm, and in addition we saw in Section 6.3 that

custom dictionaries created this way are close to the performance of learned dictionaries.

Create dictionaries for each class, fix an acquisition matrix and set-up the training

set

. Acquire a test signal

Determine the signal class by classifying the compressed measurement vector with

kNN

Reconstruct the signal using the dictionary of that class
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(b) m = 17 normal projections

1 2 3 4 5 6 7 8
1/89.33% 0.00% 0.00% 1.33% 533% 0.67% 1.33%  2.00%
2| 0.00% 98.67% 0.00% 0.00% 0.67% 0.00% 0.67% 0.00%
3| 067% 0.67% 98.67% 0.00% 0.00% 0.00% 0.00% 0.00%
41 0.67% 0.00% 1.33% 94.00% 2.67% 1.33%  0.00%  0.00%
5| 0.00% 1.33% 0.00% 2.00% 95.33% 0.00% 1.33%  0.00%
6| 0.00% 0.00% 0.00% 0.00% 0.00% 99.33% 0.67%  0.00%
71 0.00% 0.00% 0.00% 0.00% 0.00% 2.00% 98.00% 0.00%
8 | 4.00% 0.00% 0.67% 1.33% 0.67% 0.00% 0.00% 93.33%

(a) Original signals

1 2 3 4 5 6 7 8
1]8333% 067% 0.00% 1.33% 6.00% 0.67% 4.00% 4.00%
2| 067% 98.67% 0.00% 0.00% 0.00% 0.00% 0.67% 0.00%
3] 0.00% 0.67% 98.67% 0.00% 0.00% 0.00% 0.67%  0.00%
4] 2.00% 1.33% 1.33% 91.33% 2.67% 1.33% 0.00%  0.00%
5| 0.00% 1.33% 0.00% 4.00% 92.67% 0.00% 1.33% 0.67%
6| 0.00% 0.00% 0.00% 0.00% 0.00% 99.33% 0.67%  0.00%
71 067% 0.67% 0.00% 0.00% 0.00% 3.33% 95.33% 0.00%
8| 467% 0.00% 1.33% 0.00% 2.00% 0.00%  0.00% 92.00%

Table 6.4: Confusion matrix for 8-class classification with kNN
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(b) m = 17 normal projections

1 2 3 4 5% 6 7 8
182.00% 0.00% 3.33% 333% 6.00% 0.67% 1.33% 3.33%
2| 267% 44.67% 0.00% 0.67% 49.33% 0.67% 0.00% 2.00%
3| 200% 0.00% 96.67% 0.00% 1.33% 0.00% 0.00% 0.00%
4| 1.33% 0.67% 1.33% 80.67% 3.33% 0.67% 0.67% 11.33%
5| 4.00% 0.00% 0.00% 5.33% 89.33% 0.00% 0.00% 1.33%
6 | 0.00% 067% 067% 0.67% 2.00% 96.00% 0.00% 0.00%
71 333% 0.00% 0.00% 0.00% 82.00% 5.33% 8.00% 1.33%
8| 467% 0.67% 4.00% 0.67% 2.67% 0.00% 1.33% 86.00%

(a) Original signals

1 2 3 4 5 6 7 8
1] 80.00% 0.00% 2.00% 0.67% 6.00% 0.00% 6.67% 4.67%
2| 0.00% 97.33% 0.00% 0.67% 0.00% 0.00% 2.00% 0.00%
3] 333% 0.00% 95.33% 0.67% 0.00% 0.00% 0.67%  0.00%
4] 2.00% 0.00% 2.00% 80.67% 2.67% 0.00%  3.33%  9.33%
5| 6.67% 0.67% 0.00% 2.00% 87.33% 2.00% 1.33%  0.00%
6| 0.67% 0.00% 0.00% 2.00% 0.00% 97.33% 0.00% 0.00%
71 6.67% 2.00% 2.00% 2.00% 0.00% 3.33% 81.33% 2.67%
81 933% 1.33% 1.33% 0.67% 0.00% 0.00% 1.33% 86.00%

Table 6.5: Confusion matrix for 8-class classification with MLP
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Figure 6.5: Average PRDN of ECG segments with class-specific dictionaries

The dictionary size is 599 for each class (599 is the size of the training set of the smallest
class).

Fig.6.5 presents the average PRDN of reconstructed ECG segments with (i) class-
specific dictionaries. For comparison, we also present the results with (ii) perfect clas-
sification, using a priori class knowledge and (iii) using a single general dictionary of
same size (600 atoms), consisting of an equal number of atoms from each of the 8 classes.
We observe notable improvements with class-specific dictionaries over the scenario with
one single general dictionary. In addition, having perfect signal classification in the
compressed space does not lead to any further improvements, which means that sig-
nal classification in the compressed domain with our kNN approach provides sufficient

accuracy.

6.7 Robust reconstruction

6.7.1 Using correlated projection vectors

Two further improvements have been proposed in our paper [88]. First, given that the
bases or dictionaries created by choosing ECG segments from a training set are highly
non-orthogonal (due to the similarity of the atoms), using correlated projection vectors is

more adequate than using isotropic projection vectors. This provides increased robustness
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against the fact that the ECG segments are only approximate sparse in the considered
dictionaries.

We propose choosing the projection vectors from a multivariate normal distribution
with covariance matrix equal to BT B. In [88] we compare three methods for choosing
the acquisition matrix for compressed sensing of a vector that is sparse in a highly non-
orthogonal basis or overcomplete dictionary.

The first approach is to simply select a matrix with random i.i.d. normal elements R.
We denote this kind of acquisition matrix as P;.

A second approach is to choose an acquisition matrix as P, = RB™!, i.e. as a random
matrix R multiplied with the inverse of B. In this case B~! cancels out the effect of the
non-orthogonal matrix B, leaving the sparse decomposition vector being sensed directly
with the random matrix. In this case the reconstruction is affected by the non-orthogonal
transform as explained in Section 5.2.1. Even though the sparse vector may be accurately
reconstructed, moving into the signal domain may dramatically increase the error. In
addition, in case that B is badly conditioned, it is not possible to accurately compute its
inverse; to avoid numerical errors, in our experiments we do not actually compute B,
but rather we compute the decompositions v using OMP and project v directly on the
random matrix R, thus avoiding the intermediate multiplication with B~'B. This would
not be possible in a real scenario, but we only use it in order to be able to safely attribute
any reconstruction error to the effect of the transform z = B4 and not to numerical
imprecisions.

A third alternative is to use a projection matrix defined as P; = RBT, i.e. the
projection vectors (rows of P3) are random linear combinations of the atoms, resulting in
an acquisition equation system y = RBT Bv. In our experiments, this results in the best

reconstruction errors among all three alternatives.

Reconstructing with nonorthogonal bases

In the first experiment we create a basis B for ECG representation by randomly picking
300 atoms from the training data. We compare the performance of the three projection
matrices Py, P», P; created as above; in all three cases we start from the same 20 x 300
random matrix R with i.i.d elements drawn from a zero-mean, unit norm normal distri-
bution. We perform reconstruction under identical circumstances using ¢; minimization
with linear programming. The average error in all three cases is reported in Table 6.6.
All the signals and atoms are normalized to 1 in the preprocessing stage, so the error

is defined as ||z — Z||2/||x||2. One observes a large reconstruction error for the second
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Table 6.6: Average ECG reconstruction error

Projection matrix P,=R|P,=RB! | P; =RB?
Avg. error (basis) 15.488 108.143 9.506
Avg. error (overcomplete dict.) 12.83 106.52 8.5

matrix; the third matrix is providing the best results.

For further investigation of the three types of projection matrices we create artificial
testing datasets of 1000 signals of exact sparsity k in the considered basis B, by randomly
combining £ atoms with random weights. We set the number of measurements to m = 40
and we test the average reconstruction error for increasing values of k. The results are
the continuous-line graphs presented in Fig.6.6. For the second matrix, as expected, we
obtain perfect recovery up to a certain sparsity level ko (ko = 4 here); further on, the
reconstruction error of the coefficient vector 4 leads to very fast increasing error of the
reconstructed signal B%. On the contrary, when using the other two projection matrices,
perfect reconstruction stops at a higher sparsity, but later on the signal reconstruction
is much more robust to the non-sparsity of the signal. It is also clear that the third
projection matrix is better than the first at every sparsity degree. We conclude that the
third projection matrix trades inaccurate reconstruction at high sparsity for improved

robustness when the signal is not sparse enough.

Reconstructing with overcomplete dictionaries

The same considerations hold when considering overcomplete dictionaries instead of bases
for sparse signal representation. In this experiment we use all the 1000 atoms of the
training set to form the overcomplete dictionary D. We create the projection matrices
starting from a random 20 x 1000 matrix R with normal distributed elements. We define
in the same way P, = R and P; = RD”; however we cannot define P, using the inverse of
D since D is not square anymore. For the sake of comparison we define P, = RD' using
the pseudoinverse of D instead, even though in this case we have no guarantees about
perfect recovery as in the complete case. The average error for all three cases is reported
in Table 6.6. We observe a reduction of the average error due to the better representation
capability of the overcomplete dictionary compared to the basis.

Investigating the reconstruction error for the same exact-sparse datasets in the over-
complete case yields the dashed graphs in Fig.6.6. As in the previous case the second

matrix leads to fast-increasing errors, while the third projection matrix outperforms the
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Figure 6.6: Average reconstruction error for decreasing signal sparsity in basis and over-
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other two.

6.7.2 Averaging multiple reconstructions

A second improvement is based on the observation that since we create the dictionaries
by randomly choosing atoms from a training set, a second dictionary created in the same
way has approximately the same representation power as the first. Therefore we propose
to perform multiple independent reconstructions of a signal with multiple dictionaries
created in the same manner, followed by averaging the reconstructions. The idea is that
large, characteristic features of the class are present in most of the ECG segments of the
dictionaries and as such they will appear in every independent reconstruction, whereas
the errors due to the artefacts and noise of the individual atoms of the dictionaries will

be smoothed out by the averaging process.

Fig.6.7 from [88] presents the average ECG segment error after averaging multiple
reconstructions. The improvements are more visible for the first 2-3 independent recon-

structions.
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Figure 6.7: Average PRDN of ECG segments with class-specific dictionaries

6.8 Conclusions

In this chapter we investigate the application of compressive sensing to ECG signals. We
consider preprocessed ECG signals that undergo segmentation and reshaping to a fixed
size. We investigate the best bases for sparse representations of the ECG segments and
find that custom and learned bases are much better than standard orthogonal wavelet
bases for sparse approximation with few coefficients, as they are capable of much better
exploiting the similarity of the ECG segments. This leads to better accuracy when
recovery from compressed measurements with a high compression ratio.

We establish that classification into normal and pathological classes in the compressed
domain, using significantly fewer random projections of ECG segments, is almost as
successful as using the original signals themselves. This is highly beneficial in a diagnosis
application.

We propose an improved system for ECG segment recovery based on compressed
classification followed by reconstruction with class specific dictionaries. Each of the heart
beat classes (“normal” and seven “abnormal” classes) has a dedicated dictionary. When
an unknown ECG segment is acquired, we use a kNN classifier to determine its likely class,
and then reconstruct the signal using the dictionary associated with its class. Simulations

show notable lower errors compared with the case of using a single general dictionary.
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Chapter 7
Conclusions

Compressed sensing is an exciting new research area in signal processing, focusing on
recovering sparse signals from a number of measurements far fewer than suggested by the
classical Nyquist theorem. The fundamental theoretical issue is that a sparse signal can be
uniquely represented by a set of incoherent projections, their number being proportional
to the “information content” of the signal (number of non-zero coefficients, degrees of
liberty, rate of innovation). This can lead to significant dimensionality reduction when
acquiring a signal and when post-processing it.

In the digital world, when considering already digitized signals, compressed sensing re-
volves around the idea that sparse solutions to undetermined equation systems are unique
and can be found. Therefore, a sparse vector is uniquely determined by a measurement
vector of smaller dimension, albeit the recovery process (finding the sparse signal associ-

ated to the measurement vector) is non-linear and in some cases even NP-hard.

7.1 Thesis review and future work

7.1.1 Analysis and synthesis sparsity

One of the interesting recent extensions of compressed sensing theory is the development
of the analysis sparsity model as an alternative to the synthesis sparsity model, which
we focus on in Chapter 3. The analysis sparsity model specifies that a signal produces a
sparse output when analysed with a frame operator, whereas the synthesis model asserts
that a signal is generated as a sparse combination of the atoms of a dictionary. Theoretical
research in the literature established similar recovery guarantees for analysis sparse signals
as in the synthesis case, virtually putting analysis sparsity on an equal foot with synthesis

sparsity.
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Our contribution focuses on the relation between the two models. The fundamental
idea of our approach is that the analysis sparsity can be viewed as synthesis sparsity
applied only for the least-squares decomposition of a signal in an overcomplete dictionary.
We show that the analysis model can be reformulated as a synthesis model plus a least-
squares constraint. The advantage is that now we can think of analysis sparsity as a more

constrained version of synthesis sparsity.

The practical benefit that we derive from this interpretation is that we can adapt a
variety of algorithms designed for synthesis-based recovery to analysis-based sparse signal
recovery as well. We introduce three theorems asserting that the analysis-based signal
recovery problem is equivalent to an augmented synthesis-based recovery problem. When
considering exact constraints (noiseless case), we show that analysis recovery is equivalent
to synthesis recovery with a set of extra equality constraints. As a result, synthesis solvers
can be directly applied to analysis problems. The case of analysis recovery with quadratic
constraints (i.e. with noisy measurements) is shown to be equivalent to synthesis recovery
with mixed quadratic and equality constraints. A number of existing synthesis solvers
can be easily modified to include both types of constraints simultaneously, and thus can
be adapted for analysis recovery. Synthesis solvers that accept only quadratic constraints
can be adapted as well, by expressing the extra equality constraint as a limit case of a

quadratic constraint.

Experiments show that this approach is a viable alternative to analysis recovery with
both equality or quadratic constraints. Some well-known synthesis solvers, most notably
Smoothed ¢y, successfully match the performance of the Greedy Analysis Pursuit algo-
rithm specifically designed for analysis recovery under a variety of conditions. Good
performance is also obtained with Orthogonal Matching Pursuit and ¢; minimization

algorithms.

A second benefit of reformulating analysis sparsity as constrained synthesis sparsity is
that we can easier compare the two models, since both of them are instances of dictionary-
based sparsity, only with different conditions on the sparse decomposition. We conduct
an experimental investigation for determining when is one of the models better than the
other in terms of recovering a signal from a few random measurements. Our approach
is based on generating bisparse signals, i.e. signals that are simultaneously k-sparse in
the synthesis model and [-cosparse in the analysis model with the same dictionary. We
generate bisparse test signals for all (k,[) pairs, reconstruct them separately using only
synthesis or analysis recovery, and compare the average recovery errors obtained with the

two methods.
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One of the interesting conclusions of this experiment is that, for sufficiently over-
complete dictionaries, in general there are no bisparse signals for which both sparsity
models are very adequate simultaneously. This suggests a fundamental difference of the
two models: a signal is either sparse or cosparse (or neither) in some dictionary, but
the two models cannot simultaneously be very good. Another conclusion is that the
two recovery options perform similarly when recovering signals that are sparse accord-
ing to the corresponding sparsity model, when the number of measurements is sufficient.
However, analysis recovery is significantly more affected than synthesis recovery by a
reduction in the number of measurements, and is also less robust with signals that are
only approximately sparse.

As future work, there are interesting new research avenues for the analysis model.
Dictionary learning algorithms for the analysis model, for example, are not as advanced
as in the synthesis case, and this impacts negatively its practical applications. In addition,
rigorous guarantees for analysis-bases recovery algorithms adapted through our proposed
approach are yet to be established. Moreover, regarding the comparison between the
two models, it will be interesting to conduct similar experiments with ¢;-sparse signals

instead of exact-sparse, as a way of increasing the practical usefulness of the results.

7.1.2 Optimized projections for compressed sensing

Another contribution of this thesis is in the problem of finding optimized acquisition
matrices for signals that are sparse in non-orthogonal bases and overcomplete dictionaries,
which we explore in Chapter 4. We propose a new framework for finding optimized
acquisition matrices by solving a rank-constrained nearest correlation matrix problem.
This formulation is provides increased accuracy and robustness by better exploiting the
correlations between the dictionary atoms.

We start from three existing state-of-the-art algorithms (proposed by Elad et al, Xu et
al, Duarte-Carvajalino and Sapiro) based on the idea of minimizing the mutual coherence
of the effective dictionary, and we propose modifications for improving each of them after
analysing particular corner cases where they perform sub-optimally. We argue that the
first two optimization algorithms can be improved by making the Gram matrix of the
effective dictionary progressively closer to the Gram matrix of the dictionary, rather
than to the identity matrix, whereas for the third one we propose adding an additional
unit-norm constraint to the optimization problem. All the three modified algorithms
can be viewed as special instances of a general unified problem: find the matrix that

is at minimal distance from the Gram matrix of the dictionary, subject to rank, unit-
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norm and semipositivity constraints. Moreover, for the case when the distance metric
is the Frobenius norm (¢3), we can use an existing efficient algorithm for solving the
optimization problem.

We test the proposed algorithms with random and learned dictionaries. The results
indicate significant improvements especially for learned dictionaries, where the inherent
correlations of the atoms are much better exploited by our proposed algorithms. More-
over, we have better results than the state-of-the-art algorithms when the number of

measurements is smaller.

7.1.3 Compressed sensing with correlated projection vectors

In Chapter 5 we investigate in more detail the effect of choosing correlated projection
vectors for compressive sensing of sparse vectors. Our experiments reveal a very inter-
esting phenomenon: when recovering sparse signals acquired with multivariate random
normal projection vectors, with a number of popular compressed sensing reconstruction
algorithms (Basis Pursuit, Orthogonal Matching Pursuit, Smoothed ¢;), the covariance
matrix of the resulting reconstruction errors depends very strictly on the covariance ma-
trix of the projection vectors. If the projection vectors are drawn from a multivariate
normal distribution with covariance matrix C'p, the covariance matrix of the resulting
reconstruction errors has the same eigenvectors, while the eigenvalues are a power law
of the eigenvalues of Cp. Specifically, every eigenvalue of the error covariance matrix is
proportional to the eigenvalue of the projection vectors covariance matrix raised to the
power of approximately —0.42 (experimentally determined).

This property allows to accurately control the covariance matrix of the decomposition
errors by properly choosing the covariance matrix of the projection vectors. Thus, it
permits better signal recovery along some desirable directions in space, at the expense
of larger errors along others. This opens the door to exciting non-standard compressed
sensing applications.

One of the applications is compressive sensing of signals that are sparse in non-
orthogonal bases. When considering non-orthogonal bases, we would like the recovery of
the sparse decomposition vector to be more accurate along the significant components
of the basis. Using correlated projection vectors allows exactly this, by properly choos-
ing the projection vectors. This is particularly useful when considering bases that are
learned with dictionary learning algorithms, as the typically are highly non-orthogonal
since atoms are often rather similar. Our experiments show significant improvements in

recovery of image patches with learned bases and dictionaries by considering correlated
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projection vectors, resulting in PSNR increases of several dB.

Another possible application is with orthogonal bases where the atoms have unequal
importance. As an example, consider image patches that are sparse in the 2D-DCT basis,
where the human visual system has different tolerance to noise and errors for different
spatial frequencies. Our experiments show much better visual quality when image patches
are acquired with correlated projection vectors, such that the errors are smaller along the
sensitive low frequency components at the expense of higher frequencies, much more
tolerant to noise and errors.

There is much further work possible for exploring this phenomenon in greater depth.
The investigation should be expanded to include other reconstruction algorithms that
exhibit the same phenomenon. Moreover, a probabilistic model that explains the precise
relation between the variances of the projection vectors and of the resulting errors has

yet to be developed and explained.

7.1.4 Compressed sensing of ECG signals

In Chapter 6 we put to use many of the compressed sensing techniques with the aim
of compression and classification of electrocardiographic (ECG) signals. The ECG sig-
nals first undergo a preprocessing step involving segmentation into heart beats, resizing
and aligning the peak of the beat at the center of the segments. This allows for much
better characterisation of the segments using learned bases/dictionaries rather than stan-
dard wavelet bases typically used in literature. Using learned bases allow reaching high
compression ratios (e.g. 15:1) with random projections, with acceptable errors. For clas-
sification of pathological ECG beats, we propose using bases and dictionaries specific to
each pathological class, with the aim of capturing the characteristics of each pathology.
(Classification in the compressed space indicates which class the signal belongs to, then

the signal is reconstructed using the dictionary of the specified class.

7.2 Contributions

The main contributions of this thesis are listed below.

e Proving the equivalence between analysis-based recovery and augmented synthesis-
based recovery, with practical validation by adapting synthesis-based recovery al-

gorithms for analysis-based recovery.
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Investigating the relation between the two models based on the above relation,

revealing key differences.

Proposing improved versions for three state-of-the-art algorithms for finding opti-

mized projection vectors, with practical validation.

Proposing a novel unified approach for optimizing the projection vectors, based on

the rank constrained nearest correlation matrix problem.

Proposing the use of non-isotropic multivariate distributions of the projection vec-
tors as a way of accurately controlling the covariance matrix of the errors, with

relevant practical applications validated through simulations.

Proposing an efficient technique for ECG signal acquisition based on preprocessing,

acquisition with random projections and recovery with overcomplete dictionaries.

Proposing an improved method for reconstruction of compressively sensed ECG
signals, based on initial classification in the compressed space followed by recon-

struction with class-specific dictionaries.
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Appendix A

Further classification results

This appendix contains the classification results (confusion matrices) for classification of
compressively sensed ECG segments, when the acquisition matrix is a random matrix
with Bernoulli i.i.d. entries, as explained in Section 6.5.

When using random matrices with Bernoulli +1/-1 entries, the results for classification
with two classes are presented in Table A.1 and Table A.2, and with eight classes are in
Table A.3 and Table A.4.

For random matrices with Bernoulli 4+1/0 entries, the corresponding results for classi-
fication with two classes are presented in Table A.5 and Table A.6, and with eight classes
are in Table A.7 and Table A.8.

1 2 1 2
119883% 1.17% 119823% 1.77%
2| 1.10% 98.90% 2| 1.97% 98.03%
(a) Original signals (b) m = 17 normal projec-
tions

Table A.1: Confusion matrix for normal/abnormal classification with kNN

134



\ 1 2
1]96.80% 3.20%
2| 470% 95.30%

(a) Original signals

\ 0 1
1]9517%  4.83%
2| 6.40% 93.60%

(b) m = 17 normal projec-

tions

Table A.2: Confusion matrix for normal/abnormal classification with MLP

(b) m = 17 normal projections

1 2 3 4 5 6 7 8
11]89.33% 0.00% 0.00% 1.33% 5.33% 0.67% 1.33% 2.00%
2| 0.00% 98.67% 0.00% 0.00% 0.67% 0.00% 0.67%  0.00%
3] 067% 0.67% 98.67% 0.00% 0.00% 0.00% 0.00% 0.00%
41 0.67% 0.00% 1.33% 94.00% 2.67% 1.33%  0.00%  0.00%
5| 0.00% 1.33% 0.00% 2.00% 95.33% 0.00% 1.33% 0.00%
6| 0.00% 0.00% 0.00% 0.00% 0.00% 99.33% 0.67%  0.00%
71 0.00% 0.00% 0.00% 0.00% 0.00% 2.00% 98.00% 0.00%
8 | 4.00% 0.00% 0.67% 1.33% 0.67% 0.00% 0.00% 93.33%

(a) Original signals

1 2 3 4 5 6 7 8
182.00% 067% 067% 1.33% 8.00% 0.00% 2.67% 4.67%
2| 0.67% 98.00% 0.00% 0.00% 0.67% 0.00% 0.67%  0.00%
3| 067% 0.67% 98.67% 0.00% 0.00% 0.00% 0.00% 0.00%
4| 2.67% 0.00% 0.00% 92.67% 2.67% 0.00% 1.33% 0.67%
5| 0.00% 0.00% 0.00% 0.67% 96.67% 0.00% 1.33%  1.33%
6| 0.00% 0.00% 0.00% 0.67% 0.00% 99.33% 0.00% 0.00%
7| 0.00% 0.00% 0.00% 0.00% 0.00% 2.67% 96.67% 0.67%
8| 333% 0.00% 067% 0.67% 0.67% 0.00% 1.33% 93.33%

Table A.3: Confusion matrix for 8-class classification with kNN
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1 2 3 4 5 6 7 8
182.00% 0.00% 3.33% 333% 6.00% 0.67% 1.33% 3.33%
2| 267% 44.67% 0.00% 0.67% 49.33% 0.67% 0.00% 2.00%
3] 200% 0.00% 96.67% 0.00% 1.33%  0.00% 0.00% 0.00%
41 1.33% 0.67% 1.33% 80.67% 3.33% 0.67% 0.67% 11.33%
5| 4.00% 0.00% 0.00% 5.33% 89.33% 0.00% 0.00% 1.33%
6 | 0.00% 0.67% 067% 0.67% 2.00% 96.00% 0.00% 0.00%
71 333% 0.00% 0.00% 0.00% 82.00% 5.33% 8.00% 1.33%
8| 467% 067% 4.00% 067% 2.67% 0.00% 1.33% 86.00%

(a) Original signals

1 2 3 4 5 6 7 8
1| 74.67% 2.00% 0.00% 3.33% 4.00% 0.00% 10.67% 5.33%
2| 0.00% 96.00% 0.00% 3.33% 0.00% 0.00% 0.67% 0.00%
3| 200% 0.00% 94.67% 0.00% 0.00% 0.00% 2.67% 0.67%
4] 267% 0.00% 0.00% 82.67% 4.00% 1.33% 4.00% 5.33%
5| 3.33% 0.00% 0.00% 1.33% 86.00% 0.00% 4.00% 5.33%
6| 0.00% 0.00% 0.00% 0.67% 0.00% 98.00% 1.33%  0.00%
71 067% 067% 0.00% 2.00% 1.33% 2.67% 92.67% 0.00%
8| 5.33% 0.00% 2.67% 2.00% 0.67% 0.00% 1.33% 88.00%

(b) m = 17 normal projections

Table A.4: Confusion matrix for 8-class classification with MLP

1 2 1 2
1]98.83% 1.17% 1]97.67% 2.33%
2| 1.10% 98.90% 2| 1.97% 98.03%
(a) Original signals (b) m = 17 normal projec-

tions

Table A.5: Confusion matrix for normal/abnormal classification with kNN
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\ 1 2
1]96.80% 3.20%
2| 470% 95.30%

(a) Original signals

\ 0 1
1] 96.40% 3.60%
2| 533% 94.67%

(b) m = 17 normal projec-

tions

Table A.6: Confusion matrix for normal/abnormal classification with MLP

(b) m = 17 normal projections

1 2 3 4 5 6 7 8
11]89.33% 0.00% 0.00% 1.33% 5.33% 0.67% 1.33% 2.00%
2| 0.00% 98.67% 0.00% 0.00% 0.67% 0.00% 0.67%  0.00%
3] 067% 0.67% 98.67% 0.00% 0.00% 0.00% 0.00% 0.00%
41 0.67% 0.00% 1.33% 94.00% 2.67% 1.33%  0.00%  0.00%
5| 0.00% 1.33% 0.00% 2.00% 95.33% 0.00% 1.33% 0.00%
6| 0.00% 0.00% 0.00% 0.00% 0.00% 99.33% 0.67%  0.00%
71 0.00% 0.00% 0.00% 0.00% 0.00% 2.00% 98.00% 0.00%
8 | 4.00% 0.00% 0.67% 1.33% 0.67% 0.00% 0.00% 93.33%

(a) Original signals

1 2 3 4 5 6 7 8
1/8533% 0.00% 0.67% 0.00% 6.00% 0.67% 5.33%  2.00%
2| 067% 98.67% 0.00% 0.00% 0.67% 0.00% 0.00%  0.00%
3| 067% 0.00% 98.67% 0.67% 0.00% 0.00% 0.00% 0.00%
4| 0.67% 0.00% 0.00% 93.33% 2.00% 0.67% 0.00% 3.33%
5| 2.00% 2.00% 0.00% 1.33% 94.67% 0.00% 0.00%  0.00%
6| 0.00% 0.00% 0.00% 1.33% 0.67% 97.33% 0.67%  0.00%
71 0.00% 067% 1.33% 0.00% 0.00% 1.33% 96.67% 0.00%
8| 467% 0.67% 0.00% 2.67% 0.67% 0.67% 0.00% 90.67%

Table A.7: Confusion matrix for 8-class classification with kNN
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1 2 3 4 5 6 7 8

0 N O O kW N

82.00% 0.00% 3.33% 3.33% 6.00% 0.67% 1.33% 3.33%
2.67% 44.67% 0.00% 0.67% 49.33% 0.67% 0.00% 2.00%
2.00%  0.00% 96.67% 0.00% 1.33%  0.00% 0.00% 0.00%
1.33%  0.67% 1.33% 80.67% 3.33% 0.67% 0.67% 11.33%
4.00% 0.00% 0.00% 5.33% 89.33% 0.00% 0.00% 1.33%
0.00% 0.67% 0.67% 0.67% 2.00% 96.00% 0.00% 0.00%
3.33%  0.00% 0.00% 0.00% 82.00% 5.33% 8.00% 1.33%
4.67% 0.67% 4.00% 0.67% 2.67% 0.00% 1.33% 86.00%

(a) Original signals

1 2 3 4 5 6 7 8

0 N O O kW N -

82.67% 0.67%  0.00% 2.67% 3.33% 0.00% 7.33%  3.33%
0.00% 96.67% 0.00% 2.67% 0.00% 0.00% 0.67%  0.00%
3.33%  0.00% 96.00% 0.00%  0.00%  0.00% 0.67%  0.00%
0.67% 0.67% 0.67% 79.33% 4.67% 0.67%  0.00% 13.33%
267% 0.67% 0.00% 2.00% 90.67% 0.00% 3.33% 0.67%
0.00%  0.00%  0.00% 2.00% 0.00% 98.00% 0.00%  0.00%
1.33%  3.33% 0.00% 0.00% 0.00% 4.00% 91.33% 0.00%
6.00%  0.00%  1.33%  1.33%  0.00% 0.67%  0.67% 90.00%

(b) m = 17 normal projections

Table A.8: Confusion matrix for 8-class classification with MLP
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