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Abstract of the Dissertation

Causal Inference from Time Series: Methods
for Discovering, Explaining, and Estimating

Causal Relationships
by

Kurt Butler

Doctor of Philosophy
in

Electrical Engineering

Stony Brook University

2024

Across various fields of engineering and science, there is great in-
terest in studying causal relationships between time series. Dis-
tinguishing cause from effect is difficult in practice for many rea-
sons, including limited access to data, unknown functional rela-
tionships, and unobserved confounding factors. Due to these chal-
lenges, modern causal inference requires methods that can perform
robust detection and estimation, quantify uncertainty, and explain
how model’s inputs contribute to its predictions. These challenges
are further compounded in time series settings, where autocorrela-
tion and temporal patterns can skew inference.

This thesis introduces several contributions to the field of causal
inference that aim to address these concerns. The first part of the
thesis examines approaches to causal discovery and the detection
and estimation of causal relationships, with a focus on time-series
data. The second part of the thesis considers the explanation of
causal models and proposes methods that quantify the strength of
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causation, detect interactions between multiple causes, and quan-
tify the extent to which a variable contributed to a particular out-
come. The proposed analyses are validated through experiments
using both synthetic and real datasets.
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Chapter 1

Introduction

Causality is a central concept in human life. Our behavior and decisions
are constantly informed by our beliefs about cause and e ect. We invest in
relationships because we believe that this will foster reciprocation. We take
care of our health, expecting it to lead to longer, happier lives. Whether
consciously or unconsciously, we act in ways we believe will bring about desired
outcomes. However, our decisions only matter if our actions have some causal
relationship with the outcome of interest.

Despite the fact that causality is so fundamental to how we understand the
world, understanding causality is not always straightforward. First, without
prior information, it's often hard to determine what caused a particular event.
Much of our ability to infer causality comes from the wealth of previous ex-
periences that we accumulate throughout our lives. Second, we often assume
that the cause and the e ect have been observed, setting aside the possibility
that both events were arranged by some unseen third factor. Finally, even if
we can identify cause and e ect, we might not understand the mechanism by
which they are related.

Problems like these make causality, as a rigorous mathematical subject,
very challenging. Still, treating causality as a mathematical subject is impor-
tant in many applications. In healthcare, doctors need to decide which medical
interventions will help a patient and predict their success rates. In arti cial in-
telligence, a robotic agent needs a causal model of the world to make informed
decisions. Without mathematical models of causality, we cannot measure risk
or provide statistical guarantees when making decisions.

In this thesis, we consider the problem of learningausal models of time
series In some sense, time series are easier to work with than other types of
data, but still come with unique challenges. Time-varying patterns, sampling
rates, and propagation delays can skew causal inference with time series. The
design and estimation of time series models can be challenging as a result.



Even if one obtains an accurate causal model of time series, it is also not
obvious how to interpret it, or to explain how information of the past is being
used by the model to predict the future.

1.1 Major Themes

A causal model should describe how, given the knowledge of all variables that
are causesof a particular event, what outcome will result. In real life, such
relationships are rarely deterministic, and the role of chance in deciding the
nal outcome of an experiment is inevitable. Therefore, causal reasoning is
intrinsically related to probabilistic reasoning and causal models are often
speci ed in the form of a probabilistic model.

Because our perception of the world is subjective, it is also appropriate to
consider causal models as subjective hypotheses. In this case, we build a natu-
ral bridge with Bayesian inference In the Bayesian framework, the investiga-
tor can encode their subjective beliefs or assumptions in terms of probability
distributions, and therefore they can be combined with the causal modeling
framework in a simple and elegant manner. This becomes very important
when we discuss the explainability of causal models, which we introduce in
the next section.

There are two fundamental challenges in causal inference. First, one must
detect when there exist causal relationships between variables, which is called
the problem of causal discovery . After detection, the investigator must es-
timate the mathematical form of these relationships using statistical inference
techniques. Estimation and discovery of causal models form the bulk of the
research in causal inference. Many of these approaches are based on ideas from
statistics and machine learning. In many cases, \causal estimation” problems
are formulated as a joint problem of causal discovery and traditional estimation
(or supervised learning).

After obtaining a causal model, we can use it to make predictions. However,
if a causal model is represented using a complex machine learning model, it
may be di cult to explain to a non-expert how several causes combined to
produce an e ect. The eld of Explainable Machine Learning (XML) 1
asks how we can derive insight from a model and explain how the model makes
predictions. In the speci c context of causality, we use the XML framework
to question what insights can be gained from a causal model. Together, some
authors call the intersection of these eldsexplainable causal inferenceThis
topic is especially important in applications such as healthcare, because XML

1Also known as explainable arti cial intelligence (XAl).



techniques allow us to interrogate a potentially complex causal model and
identify how each input feature or variable contributed to the outcome of
a patient. This allows us to understand the relative e ectiveness of various
treatments and to mathematically quantify how much past actions contributed
to a past outcome.

In this thesis, we are chie y concerned with approaches that are designed
to handle time-series data. In one sense, this is easier than the static case
because we may assume ttegrow of time: a cause always precedes its e ects.
However, time series come with their own challenges and set of assumptions,
which we discuss at several points throughout this work.

1.2 Contributions

We now provide the general structure of the thesis. The work in this thesis can
be organized broadly into two categories: methods for causal discovery/esti-
mation and methods of explainable causal inference (or XML more broadly).
We have organized the chapters according to this dichotomy.

" In Chapter 2, we provide a background on Bayesian and causal inference,
which form the theoretical foundations of this work. We additionally
introduce Gaussian process regression, which is a key tool used at many
points in this work.

In Chapters 3, 4, and 5, we consider contributions to the problem of
causal discovery. Chapter 3 studies how observational and interven-
tional data sets can be treated together in a uni ed learning framework.

In contrast, Chapters 4 and 5 consider a radically di erent setting where
interventional data is unavailable and causality can only be inferred by
passive observation. In these chapters, we study a very specialized ap-
proach to causal discovery, calledross mapping Chapter 4 considers
challenges to cross-map analysis and proposes methods to improve the
general e cacy of the cross-map approach. Chapter 5 proposes a novel
algorithm for cross-map analysis.

Chapters 6, 7, 8, and 9 are concerned with XML and explainable causal
inference. Chapter 6 introduces the dierential causal e ect (DCE),

a nonlinear approach to measuring the strength of causal interactions.

Chapter 7 extends the DCE frame to consider joint causal e ects, where

the impact of two or more causes is irreducible and the causal strength

of each variable on the outcome are codependent. In Chapter 8, we con-
sider the feature attribution approach to XML, which provides a solution



to measure the contributions of each cause to an outcome. Finally, in
Chapter 9, we combine the insights of the previous two chapters to study
joint feature attributions.

" In Chapter 10, we conclude the thesis and close with brief comments on
future work.

Although causal inference is a large and active eld, there is still a need to
produce methods that are principled and explainable. Many of the proposed
approaches in this work are not just algorithms, but rather principles that can
be further developed and expanded upon. We anticipate that these principles
may be of interest not only to causality theorists, but also to practitioners and
applied scientists more broadly.



Chapter 2

Background

In this chapter, the fundamentals of Bayesian inference and causal inference
are introduced. Bayesian inference is a sub eld of statistical inference and is
often our preferred framework for modeling unknown functional relationships,
which is a problem that occurs frequently in this work. Causal inference is a
specialization of the problem of statistical inference to models that additionally
contain information about the directions of causal relationships. The Bayesian
and casual inference perspectives are mutually compatible, and work together
well for our purposes. A major class of Bayesian regression models, called
Gaussian process regression models, are also introduced.

2.1 Bayesian Inference

In statistical inference, the goal is often to nd appropriate representations of
a data setD using probability distributions. In this framework, the data setD
could represent many things. In the supervised learning settin®, could be a
set of observed input-output pairs of the fornf (x,;yn) : n = 1;::Ng, where
we expect some unknown functional relationship to describe hguy is obtained
from x,. Unless otherwise speci ed, the entries of, andy,, are real numbers.
In the unsupervised setting, we may nd thatD contains only the inputsf x,g
and the corresponding labelg,, are unknown. Finally, there is also a notion of
semi-supervised learning, where the data set contains both types of samples.
As is typical in practice, the measured inputx, do not contain every variable
in the universe required to perfectly predicty,,, so there is room for chance to
play a role in determining the outcome. For this reason, we typically think of
the input-output relationship in terms of the general model

y = F(x;") (2.1)



whereF is an unknown function, and' is a noise variable with some probability
distribution p("). Alternatively, in some problem formulations, we may skip
the functional notation and directly work with the conditional probability
distributions p(yjx).

Generally, there is no requirement that data sets need to be organized in
these simple forms. However, it is useful to consider the basic problems of su-
pervised, unsupervised, and semi-supervised learning because more complex
problems are often broken into smaller, more manageable pieces by things
about these types of sub-problems. In certain parts of this thesis, the origi-
nal data will be more complicated, and part of the inference procedure is to
organize data into smaller, more manageable, data sets that take on these
forms.

To nd a model that adequately describes a data seD, it is prudent to
select a family of models that is indexed by a vector of parameters In this
case, we may rewrite (2.1) to include,

y =F (x"):

The conditional distribution of y then also depends upon, which we write
as

p(yix; ): (2.2)
In turn, by making additional assumptions about how the various data points
(Xn;yn) are related to one another, we obtain a probability for the data set in
it's entirety,
p(Dj ): (2.3)

Viewing (2.3) as a function of , often call it the likelihood function of the
given data setD.
In the Bayesian framework, we are permitted to treat the parameter vector

as a random vector. The probability distribution p( ) that describes is
called the prior distribution . Philosophically, the prior distribution is used
to encode our beliefs about what values of are more or less likely, before
D has been observed. After we observe the data d@f our beliefs about
may change, and we obtain a new probability distributiorp( jD), called the
posterior distribution . The posterior distribution can be related to the

1We are being vague intentionally to make the statement general. Common assumptions
include the i.i.d. assumption, which assumes that X,;yn) is statistically independent of
(Xm;Ym) whenevern 6 m. Additionally, one might also have probabilities on the inputs,
Xn. There is no limit to how complex a model can be, or how may one decide to design the
model, so we do not consider speci ¢ modeling assumptions very deeply here.



prior distribution as well as the likelihood function using Bayes' theorem:

p(Dj )p( ).
p(D)

The posterior distribution encodes how our beliefs about the model param-
eters should update as new data is received. When making predictions based
on the data, the posterior distribution should be used in place of the prior. In
the case of supervised learning, this amounts to predicting the distribution of
y corresponding to a new input vectorx , using the posterior model. This
leads to theposterior-predictive distribution ,

z

p(y jx ;D)= p(y jx; )p( jD)d ; (2.5)

p( D) = (2.4)

which can be seen as an update of (2.2) to include the information obtained
from D.

2.1.1 Bayesian Linear Regression

To give a concrete example of Bayesian inference in action, we consider the
Bayesian linear model [2, sec.11.7]. Bayesian linear regression is a supervised
learning problem of fundamental importance. We use the Bayesian linear
model at several points throughout this thesis, because it is simple to inter-
pret and yields intuition that is useful to understand more complicated models.
Additionally, the Bayesian linear model is a speci c instance of Gaussian pro-
cess regression, which we introduce in Section 2.2.

In the Bayesian linear model, we consider an input-output of the forfn

y= “x+" (2.6)
where x are the model input variables," is a noise variable, is a vector
of constant coe cients, and y is the regression output. In Bayesian linear
regression, we assume that the vector is unknown but that we can place
a prior distribution over it to encode some belief. It is convenient to use a

2Technically, this model is a linear function. In practice, we are also interested in so-
called a ne functions ~x + ¢ which include an additional constant o that models the
o set (or y-intercept in the 2D case). It should be noted that a ne models can always be
represented in the linear model framework if we augmenk to becomez =[x~ ;1T . In this
case, the model is again linear: ["; o]z.



Gaussian distribution for this purpose,
N (5 ) (2.7)

where and are the prior distribution's mean vector and covariance matri-
ces, respectively. Both and can be considered aByperparameters 3.
The noise variable is also assumed to be Gaussian distributed, with zero
mean,
" N (0; ?):

Now, let us suppose that we have observed a previous set of d@a=
f(Xn;Yn) : n=1;::; Ng with which we would like to update our beliefs about
. We assume that the data points arendependent and identically dis-
tributed (i.i.d.) , so thaty, is independent ofy,, whenevern 6 m. To derive
expression, it is convenient to represent the data set in a compact form using
two matrices:
2 3 2 3

X7 Y1
X:Q;gZRN b, yZQEEZRN: (2.8)
XN YN
In this case, we can derive the posterior distribution for . Although we
do not provide details here, the calculation only represents some familiarity

with algebra [2, sec.11.7]. The result is that the posterior distribution is also
Gaussian, and it is given by

X;y NS 9; (2.9)
1 1
0_— 1 > .
= + SXTX (2.10)
1. .
0= 0 Y+ SXy (2.11)

Given the updated beliefs about , we can now make predictions using the
model. If x is a new input vector, we would like to obtain the probability
distribution that describesy . We can start by writing out the predictive
formula again,

y= "X +"

3The di erence between parameter and hyperparameter is subtle in machine learning.
Usually, a parameter is a variable that is tuned or calibrated during the training process of
a model. In contrast, hyperparameters are assigned values prior to training, because they
are used to control not the model, but rather the learning process itself.



In this formula, we observe that both and " are Gaussian random variables,
soy is also a Gaussian random variable [3, p.179]. Given that we know the
forms of the posterior distribution p( jD) and the noise distribution p("), we
may show that

yjix;D N ( ; ?; (2.12)
=x> ¢ (2.13)
2=x> % + 2 (2.14)

Of course, the dependence on the data sBtis hidden within the variables °
and ° It is sometimes instructive to expand out the expressions in (2.12) to
study the dependence of our predictions oD, but this is as far as we analyze
the model for now.

2.2 Gaussian Process Regression

In this section, we brie y review the basics of Gaussian Process Regression
(GPR) and establish our notation. Unless otherwise stated, the notation used
throughout this dissertation should be consistent with this section. The for-
mulas in this section are referenced at many points in the dissertation.

The basic GPR model assumes that the data to be predicteg,;n =
1;::;; N, can be represented by an unknown functioR of known input vectors
X, for each point, with a constant additive noise:

Yo = F(Xn) + "n; "N (0; ?); n=1;::;N: (2.15)

The goal of GPR is to infer the functionF in a non-parametric and
Bayesian manner, given the set of training dat® = f(x,;yn);n =1;::;Ng.
To learn the function, one must rst put a prior distribution over F. Gener-
ally, the prior is used to encode qualitative properties of the function such as
continuity, di erentiability, or periodicity [4]. In GPR, the prior for F is taken
to be a Gaussian processvith a mean function m and a covariance function
k, denoted as

F GP (m;k):

The function F(x) is a GP if for any nite set of inputs x,, the function's
valuesF (x,) have a jointly Gaussian distribution speci ed bym and k, that



2F( )3 02 ( )3 2k( ) " )31
X1 m(X1 X1; X1 X1; XN
: g N %ﬁ : EQ : : gg : (2.16)
F(Xn) m(xn)  K(XniX1) K(Xn;XN)
It is conventional to introduce some notation here. We write
2 3
m(xy)
m=94 : &
m(Xn)
2 3 2 3
K(X1;X1) K(X1;XN) K(X1;X)
k=8 L kw=3 : &,
K(Xn;X1) K(XnjXN) K(Xn ;X)

to make the equations more concise.

To learn functions using GPR, we consider what happens when we augment
(2.16) with a new data pointx , separate from the data used during training,
and we attempt to predict F(x ), the value of the function at this location.
From (2.15) and (2.16), we may write that

y m K+ 2y k(x)
Fo) N ome) k) kexoxy 0 @A)
wherey =[y; yn]” andly isthe N N identity matrix. Since the values
of y were already observed, we can condition on this data to obtain a posterior
probability distribution for F(x ), which is again Gaussian,

F(x)jy N D2 (2.18)
=m(x )+ k(x ) (K+ 2ly) Yy m); (2.19)
Z=k(x ;x) k(x) K+ 2) k(x): (2.20)

We omit the derivation of these expressions, as they can be found in several
standard references [2, p. 84].

Viewing (2.18) as a function ofx , we gain the ability to reason about the
function F in a Bayesian manner. An important fact about these expressions is
that the posterior expected value of the functionE(F (x )jy), can be expressed
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as a weighted sum of kernel functions,

E(F(x)jy) = k(x )" (K+ Z2Iy) 'y m) (2.21)
X
= K(X ;Xn) n; (2.22)
n=1
where 2 3
1
-9 : !Z:.:(K + 2y) Yy m): (2.23)

N

The weighted sum in (2.23) is in particular useful for analyzing the GPR model,
allowing us to perform calculations that would otherwise be intractable.

GPR is highly exible and has many surprising use cases beyond regres-
sion, including metric learning [5], graph topology inference [6], and anomaly
detection [7].

2.2.1 Covariance Functions

In this section, we review and discuss several important kernel functions that
appear frequently in practice.

Squared Exponential covariance function (SE). In many applications,
the default kernel used in GPR is the SE kernel function [4], given by

!
X (xi  x))?

so (2.24)

kse(x;x% = 2exp
i=1

where™ and § are hyperparameters. A minor modi cation that improves the
tting power of the SE kernel is to let each input dimensionx; have its own
length-scale parameter;, in which case we have the SE kernel with Automatic
Relevance Determination (ARD-SE) [8]:
|
X (xi  xD)?
2'2

i=1 I

Karo-se (X;x) = 2exp (2.25)

Both the SE and ARD-SE kernels arestationary , meaning that they are
invariant under translations applied to both arguments,

k(x + ¢;x°+ ¢) = k(x;x9; 8c 2 RP:

11



An interesting corollary of this fact is that every stationary covariance function
can be thought of as essentially function of the displacement between the points
x and x°

k(x;x9 = k(x x%0)= (x x9; (2.26)
where the function : RP ! R is de ned by this equality. The analysis of

the function turns out to be interesting, and in Section 2.2.3, we use the
function to justify the random feature approximation to GPR.

Maern kernels In cases where only functions of limited di erentiability
are of interest, it is common to consider the Maern class of kernels [9, 10].
The general class of Makrn kernels is given by

!
p2_r P

1
22 K - ; (2.27)

()

kMatern (I’) =

wherer = jjx xGj is the Euclidean distance betweenx and x° and K
is a modi ed Bessel function. The hyperparameters 2 and * are positive
numbers. When using a Maern kernel, a functior sampled from the kernel is
only k-times di erentiable if and only if k < . As a result, twice-di erentiable
functions can be modeled by selecting = 5=2, leading to the Maern 5/2
kernel, I I

P_ : p_
5r  5r2 5r
kMatS/Z (r) = f2 1+ —+ ? exp __ (228)

where now" and ? are the only hyperparameters.

Linear kernels.  The linear kernel may be written as
kin(x;xY =(x c¢)>diag( )(x° c¢); (2.29)

where 2 RP andc 2 RP are parameter vectors. It turns out that if the
linear kernel is used for GPR, the resulting distribution over the models is
equivalent to the Bayesian linear regression model [11, pp.9-16]. However, it is
usually more e cient to perform Bayesian linear regression directly, using the
approach described in Section 2.1.1, rather than to use the GPR expressions
to obtain the model.

Periodic kernels. ~ We say that a kernel functionk is periodic if there exists
a vectorv 2 RP such that k is invariant when we translate by multiples ofv

12



in either argument. In notation, that means
k(x + v;x% = k(x;x9% = k(x;x°+ v):

Frequently, the vectorv is not arbitrary but is a multiple of one of the unit
vectorse; associated with the variablex;.

An interesting property of kernel functions is that samples from GPs with
periodic kernels also inherit the periodic property [11].

A commonly used periodic kernel is MacKay's kernel [12, p.545],

1
1% sir?(fy(xq X9
keer(x;%9 = Fexp 3 Folls X))
d=1 d
where 2, 4, andfq, for d = 1;:::;; D, are hyperparameters. MacKay's kernel
is frequently called theperiodic kernel in practice.

Time-varying kernels. Since a major focus in this thesis is on modeling
time series, it is worth mentioning the time-varying kernels. Suppose that we
are trying to use GPR to learn a function of the form,

yi = F(Xi; )+ "

wherexy;y; are multivariate time series and'; is a random process. Since the

function F also depends on time, using GPR to model the relationshig 7! y;

will perform suboptimally. Instead, when a model of this form is suspected to

be the ground truth, it is advisable to use @&ime-varying kernel  for GPR.
There are two ways in which one may attempt to make the kernel function

vary with time. One simple way is to augment our input vector; to include

time,

Xt

t

Then, a function x; 7! y; will implicity model a time-varying relationship
betweenx; and y;. In practice, this approach can fail if the model is allowed
to allocate all its explanatory power tot. This occurs in the simple case of
using an ARD-SE kernel, where it is dicult to stop the GPR model from
setting the length scales for all thex; inputs to in nity, which forces the
kernel to only depend ort. This type of model collapse is a form of over tting
and sometimes it is not useful for understanding the relationship between
and y, it suggests a just-so explanation of how the system evolved with time.
This problem should be mitigated in either the kernel design (one can treat

Xt =

13



t specially) or during training (penalize models that over-depend upot).
Despite these complaints, it is still common and useful to model a time series
as a GP indexed in time. This is particularly useful in the forecasting of time
series [13, 14] and imputation of missing data [15{17].

A second way to model a time-varying process to allow the hyperparameters
of the stationary GPR model to vary over time. If one de nes a random walk
in the space of hyperparameters, the GPR model can vary in time as these
hyperparameters change [18]. This approach is even more simple in the cases of
certain GPR approximations, such as RFGPs [19], where the model parameters
more directly control the form of the function that changes over time.

2.2.2 Dierentiation and Integration of Gaussian Pro-
cesses

At several points in this work, we need to compute the derivatives or integrals
of functions sampled from Gaussian processes. As a general principle, the
functions sampled from a GP will be di erentiable when the GP mean and
kernel functions are also su ciently di erentiable [20]. Since these functions
are also necessarily continuous, de nite integrals can also be computed. We
now provide a generic expression for what the partial derivatives and line
integrals of GPs look like.

A natural framing of the question of di erentiation is to ask what is the
probability distribution of @F=@xwhen F GP . The answer is actually
quite straightforward: @F=@ xs also distributed according to a GP:

Lemma 2.1 (Derivatives of GPs) If F GP (m;k), wherem 2 C'(RP) and
k2 C3(R® RDP), then

@F @m @k
@x @x @@}

This result is well-established in the literature [21, 22], although we derive
it again in the Appendix B.2.

In a similar spirit, the integral of a GP is also Gaussian, but we should
be careful to clarify what type of integration we are considering. In one di-
mension, the inde nite integral of a GP requires taking a limit that may not
be well de ned, depending on the mean and covariance functions of the GP.
However, we can de ne the de nite integral fairly easily, which turns out to
be a nonstationary GP.

GP

Lemma 2.2 (Integral of a GP). Supposd GP (m;k), wherem 2 C&(R) and
k2 CR R),andleta2 R be xed. The de nite integral F(x) = axf (t)dt

14



is a GP in x, Z,
F(x)= f(t)dt GP (M;K);

a

where

Z X

M (x) = m(t)dt;
Z* Z o
K(x;x9% = k(s;t)dsdt:
a a
The integral of a GP could be established more generally, but the one-

dimensional case is all we require in the current work. Nonstationarity arises
from the fact that when x = a, the integral is exactly O, but otherwise the
integral can accumulate variance as the distance betwea&nand a increases.
As before, we prove this lemma in Appendix B.2.

2.2.3 Random Feature Gaussian Processes

For a large number of training pointsN, using a GPR model as presented
becomes prohibitive since the evaluation of the likelihood function requires
the inversion of anN N matrix. There are several approximations to GPR
that are readily available [10, 23{27], which are very useful to make GPR
generally applicable.

In this section, we will focus on approximations obtained when one at-
tempts to sparsify the spectral representation of the GP [28, 29], because they
lend themselves to a rather straightforward analysis.

Recall from (2.26) that wheneverk is stationary, there is an equivalent
function such that (x x9 = k(x x%0). According to Bochner's the-
orem, this function can be represented as the Fourier transform of a nite
positive measure [30]. When this positive measure has a spectral denSiy
the Wiener-Khintchin theorem [4, Chapter 4] states that and Sy are Fourier
duals: Z

(x) = eV XS (v)dv: (2.30)
RD
Since the measure represented I8 is nite and positive, it can be normalized
to yield a probability density function py(v):

Sk(v) = gpk(v)

Combining all of these results together, we achieve an interesting representa-
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tion of the kernel function k:
Z

k(x;x9= (x xy= V&) Zp(v)dv
— SEV 0. e2iv>(x x9)
= 3E, p €'V e 21V (2.31)

The Random Feature Gaussian Process (RFGP) model proposed by [28]
samples from this probability distribution to generaterandom featuresused
to approximate the full GP kernel. Under this approach, we yield the approx-
imation

k(x;x)  (x)> (x%;

using M samples from the power spectral density of the covariance function,

where 2
sin(x” vy)
cosk” V1)
(x) = : :
sin(x”vy)
cosk” v )
and

Vin '@ p(V): m=1;::M:

The Wiener-Khintchin theorem is particularly useful because it allows us to
explicitly compute the densityp in a number of cases. For example, the Fourier
dual of a Gaussian function exp(x>K !x), where K is a positive de nite
matrix, is again a Gaussian. Thus, we can produce random features from
SE and ARD-SE kernels by sampling from Gaussian distributions. Having
this sparse approximation of the kernel function, we can derive the predictive
model for RFGPs. From [28], the predictive model is given by

EF(x )= (x)A 'y, (2.32)
and
Cov(F(x );F(x%) = 2 (x)YA ' x%; (2.33)
where we have de ned the matrices
2
A= Mg, =L () () 5 (xw)]2 RMON:

0

for convenience. According to the Wiener-Khintchin theorem, the frequency
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vectors for an ARD-SE kernel, (2.25), can be sampled as
Vm N 0;diag(’) ? ; m=1;:;M:

where” =["; "p]”. This approach leaves us with dimX) + 2 hyperparam-
eters in this model, 3

S:

ONS N

2
= 4

~

We close this section by noting that there are other variants of the RFGP,
taking di erent approaches to sample random features. In general, RFGPs
are not generally optimal, because the particular sample of frequency vectors
Vi strongly determines the quality of the approximation. Additionally, other
approaches may yield feature-based GP models in the same form as (2.32). In
particular, Hilbert space approximations to GPR have a form similar to that
of RFGPs, but these models see improvements in performance because their
features are optimally selected rather than randomly sampled [31, 32].

2.3 Causality

Causal inference has become a mainstay of both statistics and machine learning
in recent years [33, 34]. Causal models are important for several reasons.
Causal knowledge is the end goal of many scienti ¢ pursuits, and causality
is a fundamental concept in research areas such as medicine [35] and physics
[36]. Machine learning models that are causally aware are likely to be more
robust than models that are ignorant of causal relationships, since they model
the world in terms of invariant modules or components that remain the same
across environments [37, p.400], [38], [39, p.536]. Finally, causal reasoning
is important for arti cial intelligence, in part due to the above reasons of
robustness and modularity, but also due to the fact that a rational agent
should choose actions based on the outcomes they cause, not based merely on
association [40]. As a natural result of such widespread interest in causation,
there have been a number of di erent theories and approaches to de ning
causality in practice.

In this thesis, we typically* work within the Pearlian framework of causal
inference [41], introduced in the next section. The framework of potential out-
comes of Rubin [42] is also briey introduced. Granger causality [43, 44] is

4The exceptions are in Chapters 4 and 5, which are based on a dierent notion of
causality. See Section 4.2.
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considered in it's own section, due to its overwhelming popularity and histori-
cal signi cance. In the following sections, we discuss a few important topics in
causal inference: time series, interventions, counterfactuals, and confounders.

2.3.1 Theories of Causality

The two most popular frameworks in modern causal inference are the graphical
framework of Pearl [41] and the potential outcomes framework of Rubin [42].
Although they approach problems di erently, the frameworks of Pearl and
Rubin are often interpreted to represent a common de nition of causality,
calledinterventional causality [41, p.243-245].

In the latter half of this thesis, we consider methods for explaining causal
relationships. Our theory is best understood using the concept of Gausal
mechanism [45], that is, a functionF that takes in a vector of cause variables
X = (Xg;:5;xp) and a noise variable” and assigns a value to a response
variable y, denoted asy := F(x;"). As we discuss in later chapters, measured
guantities like causal strength, joint causation, and feature attributions are
then properties of a particular causal mechanism that is under study. To
relate our approach to the existing schools of thought, we propose de nitions
of causal mechanisms in the frameworks of both Pearl and Rubin, so that way
our methods are not misinterpreted as depending on a particular theory.

Causal graphs

In the Pearl framework, one models the causal relationships between a set
of random variablesXq;:::;; Xp using aDirected Acyclic Graph (DAG)
G which encodes the conditional dependencies between variables [41]. Such
DAGs are often visualized, as seen in Figure 2.1.

A Structural Causal Model (SCM) extends the DAG model by pro-
viding an explicit description of how eachX; obtains its value [46]. Namely,
eachX; is determined by a functional assignment

Xi = Fi(Pai;");

wherePa; = [Xj,; :::;X,-Ki] are the parents ofX; in G, K; = dim( Pa;), and "
IS an exogenous noise term.

In this setting, each F; is a causal mechanism, wherBa; are the input
causes andX; is the response variable. In our analysis, we want to measure
how strongly each parentX; 2 Pa; inuences X;, as viewed through the
particular mechanismF;. This approach measures the causal strength of a
parent-child relationship in the DAG, which we refer to adlirect causal e ect
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X1

NN
N

Figure 2.1: A simple example of a DAG representing causal relationships.
There is a bijection between nodes in the graph and variables in our causal
system. If a variable is conditioned on by it's parents, the resulting conditional
variable is independent of other parts of the system. For exampl¥,; and X 4
are conditionally independent, when conditioned oX; and X.

We distinguish this from total causal e ect, where the e ect of X; on X; is
calculated by summing over every possible path in the DAG [47, 48]. The total
causal e ect thus considers that many causal mechanisms may be composed
to go from cause to e ect [49].

Potential outcomes

In the Rubin framework, we work with a vector ofD possible causea =
[a;::5;ap], and a potential outcome functiony,(a) for each instance of the
response variable [50]. Our goal in this framework is to characterize the dis-
tribution of Y,(a) for every possiblea.

To express the potential outcome function as a causal mechanism, we let
X = a, and we use the reparameterization trick [51] to express the random
variable Y, (x) as a functionF (x;",) of a noise variable",,.

Other theories

There are many other causal theories that may be of interest, but a compre-
hensive review is beyond the scope of this chapter. That said, we note that
since many other theories of causality are not de ned using the concept of
intervention or some equivalent, other causal theories might be thought of as
incompatible with the interventionalist framework. Two cases that appear in
this thesis are Granger causality (Section 2.3.6) and cross map theory (Chap-
ters 4 and 5).

We are optimistic about the future use of these tools in causal research,
even when assuming an interventional framework. Although these alternative
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theories pose notions of causality that are generally neither necessary nor suf-
cient to imply interventional causality, they are not logically unrelated. For
example, in some models it can be seen that Granger causality is a su cient
condition for interventional causality to hold [46, 52]. That said, there is a
need to unify the ever-growing causality literature into a common understand-
ing. Care should be taken when combining approaches from multiple causal
frameworks, but when done carefully, the result may be a powerful approach
to causal inference.

2.3.2 Interventions

In the Pearlian framework, a causal model might be described as either a joint
probability distribution with an associated DAG, or as a SCM (which can
induce a corresponding DAG and observational probability distribution). A
key insight of this framework was thatinterventions upon a system, where an
experimenter can manipulate, control or remove variables, can be formalized
in terms of mathematical operations on the causal DAG or SCM as formal
objects. In this framework, thedo-operator is a mathematical operator that
acts on DAGs and SCMs in a way that relates the statistics of the system
before, during and after intervention. This inference approach, calledo-
calculus [41, p.85], has proven to be a seminal contribution to the eld of
causal inference [53].

Let us consider a causal model of a set of variablgsg; x,; :::; XN . Without
loss of generality, we assume that the variables are ordered so that causation
only goes forward with the indey; that is, if x; causesx;, theni<j . We may
write down a generic SCM for this system,

X1 = Fa("1); (2.34)
X2 1= Fa(X1;"2); (2.35)
(2.36)
Xi = Fi(Xy; X 13"); (2.37)
(2.38)
Xn = P (X, xXn 1 'N); (2.39)

where the"; are noise variablesF; are functions, and the symbol := denotes
the direction of causality. We permit the case thatF; might be a constant
function with respect to one or more of it's inputs, so that this model can

5In other words, we assume that the ordering of the variables is a topological order with
respect to the DAG structure.
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represent any SCM ovelN variables.
For a chosen variablex;, the do-operator modi es the SCM to replace the
function F; with a new causal mechanism ;:

X1 = F1("1); (2.40)
X2 = Fa(X1;"2); (2.41)
; (2.42)

Xi = i(Xe o 5Xioniui); (2.43)
(2.44)

XN = Fn(Xes XN 13 "'N); (2.45)

where u; is a random variable controlled by the experimenter, and is inde-
pendent of the variables in the system. In symbols, it is common to use the
notation do(x; := ;) to reference this intervention. When discussing the
probability distribution of a variable z after intervention, it is traditional to
write p(zjdo(x; := )).

Under this de nition, we can classify two distinct types of interventions. A
hard intervention  upon X; is an assignment in which the function ; is not
a function of xy;::;; xn, Or ", indicating that the causal links in the original
system are severed [54]. In this case, the new assignment would take on the
form

Xi = i(w); (2.46)

so that the intervened variablex; can be controlled freely by the experimenter.
The role of the variableu; is to describe randomization, which might also be
desirable as part of the intervention. For example, in system identi cation
theory, an intervention in which one drives white Gaussian noise through the
input of a linear time-invariant system is a useful technique to identify the
spectral properties of the component [55]. Alternatively, soft intervention
would permit ; to depend on the existing variables in the system, as in (2.43).

Interventions and the do-calculus allow us to treat data obtained from dif-
ferent scenarios in the same framework. Data that we record while performing
an intervention are calledinterventional data , contrasting with observa-
tional data data that we record while not altering the system under study.
Mathematically, observational data corresponds to samples from the original
SCM, thought of as a generative process, and interventional data corresponds
to sampling data from the SCM after applying the ado-operator.
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2.3.3 Counterfactuals

One of the most important aspects of SCMs is their ability to answer coun-
terfactual queries [41]. Acounterfactual prediction is a prediction about
the system under a hypothetical intervention, which disagrees with what was
observed in a given realization.

Consider an SCM ovemlN variables,

X1 = Fa("1); (2.47)
X2 = Fa(X1;"2); (2.48)

(2.49)
Xn = P (X, xXn 1"'N); (2.50)

where the notation and meaning is the same as in (2.40). We may compactify
this SCM into a more concise format,

X = F(X;"); (2.51)

where x; F;" are N-dimensional vectors with entriesx;;F;; and "; respec-
tively. If an intervention is applied to this system, by applying thedo operator
do(xi := i), then the compact form of the interventional SCM is given by

X:= (x;";u);
where is F with the entry F; replaced by ;.

Thinking about the SCM as a generative model fox, it becomes apparent
that given a particular value for", the resulting value ofx is determined. The
idea of a counterfactual query is that assuming that = ", and having unob-
servedx under" = ", what would be the distribution of x under intervention,

given the same'y? In equations, this means that given data from
X = F(X;"0);
predicts the new outcome
x%:= (x%"o;u):

The meaning behind counterfactual queries is that represents the cir-
cumstances and conditions of the environment when a certain experiment was
conducted. When we ask “what-if' questions, we consider afternate uni-
verse or timeline in which these environmental conditions are the same, but
our choices were di erent. The use of an SCM is important for asking such
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guestions because, by incorporating into the model, we obtain a representa-
tion of the environment and the external conditions that in uence the system.
Having a concrete mathematical representation of this form then allows us to
make explicit statements about the counterfactual timeline.

2.3.4 Confounders

Confounders are unobserved variables that causally in uence two or more
variables in our causal system simultaneously [41, p.12]. When there are con-
founders in the true generative process that created our data, no SCM or causal
model over the variables is su cient to describe the system in a causally cor-
rect manner. The reasoning is that because the true system contains causal
links that our model does not, there will exist interventions which we could
perform in which the interventional distributions of the model and the real
system will disagree.

While performing any causal inference, it must be assumed that there are
no confounders excluded from the model. Confounders can be included in the
model as latent variables [49], but this naturally requires us to make assump-
tions about the mathematical form of possible confounding relationships.

The Reichenbach common cause principle  says that if X and Y are
correlated random variables, thenX causesY, X is caused byY or a third
variable Z is the common cause oK and Y [56]. If X and Y are the only
two variables in the random set, then the common cause principle says that
a common cause confounder exists that describes the relationship betw&en
and Y. It should be noted that the scenarios implied by the common cause
principle are not mutually exclusive: casessuchas) Y andX ( Z) Y
are not invalid.

The puppet-master scenario. In the extreme case, we might observe a
set of variablesX;:::;; Xy that might be statistically correlated but have no
causal relationships between any of them. The common cause principle then
says that some unobserved confounder variable is the common cause of
all the X; variables. To make an analogy to Plato's allegory of the cave, the
variablesX; are like the shadows on the cave wall. They are re ections of some
unobserved causal system, which might in truth behave di erently than the
shadows suggest, and the shadows themselves have no actual causal in uence
on each other.Z then represents the puppet master responsible for creating
the shadows and dictating their motions. When performing causal inference
in practice, it is implicitly assumed that this situation is not occurring in the
system under study.
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2.3.5 Time Series and Causality

When studying causality with time series data, one needs to be aware of the
potential autocorrelations that link a signal with itself across time. To study
time series in the Pearlian framework, we must de ne a DAG. This is usually
done by treating each time instance of the time series as separate random
variables.

Consider the case of two-scalar time serigsandy;. A common assumption
is that the processes represented by time series are continuous in time, and as
a result x; is caused byx; ; andy; is caused byy; ;. Furthermore, x; may
cause changes iy, but since information cannot ow backwards in time, if
Xs causes changes ig;, then necessarilys t. If x; causes changes i,
during the same time instance, it is called amnstantaneous relationship
In principle, no relationships of this form exist in nature, but rather appear in
time series because the sampling rate is of insu cient resolution to represent
the propagation delay fromx to y. We show an example DAG that describes
the time seriesx; andy; in Figure 2.2.

> Xt 2 > Xt 1 > Xt > Xt+1 >
> Yt 2 * Y1 > Yt > Yia1 >

Figure 2.2: A DAG describing two time seriex; and y;.

Interventions with time series. Interventions in the context of time series
are de ned exactly the same way as they were previously. The only caveat here
is that in real life, it may not always been realistic to intervene at exactly one
moment in time. As such, it is more natural to consider interventions de ned
over segments or intervals of time. Mathematically, instead of considering
do(x; := ), at a speci c moment, we prefer to consider an intervention over
a certain duration

do(X; := tjtstar  t  tend) (2.52)

However, since there is a nite number of variableg;, in the time range
betweentg,r andteng, the intervention in (2.52) is easily de ned as a compo-
sition of do-operators for eaclt in the duration of the intervention: do(x:, :=

), doXe, == 1,); ;do(Xy, = 1), Wherety;:;; tx is an enumeration of
ft: tstar t tengg. We visualize the e ect of such an intervention on the
time series DAG in Figure 2.3.
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> Xt 2 > Xt 1 > Xt > Xt+1 >

™ NN

— Yt 2 Vi 1 Vi > Yt+1 >

Figure 2.3: The DAG describing the system in Figure 2.2 after a hard inter-
vention do(ys := st 1 s t).

2.3.6 Granger Causality

In the previous section, we discuss Pearl's interventional framework in the
context of time series. However, Pearlian causality is neither the rst nor
most widespread notion of causality in the study of time series. Granger
causality [43, 44] is potentially the most popular approach to causal inference
with time times, and it is well-established in many elds such as econometrics
and neuroscience [57].

The fundamental idea of Granger casual inference is thatx; and y; are
time series, and ifx; causesy; with some time delay, then conditioning on the
history of x; should yield information abouty; that is unique to x; and not
found in any other variable in the system. This is encoded in an assumption
called separability , which posits that the information needed to predict the
future behavior of the e ect is not contained in the e ect itself. Granger
causality is also interesting in that it formalizes the notion of thearrow of
time, that is, the idea that a cause must always precede its e ects [58]. The
mathematical basis for this approach was originally put forth by Wiener [59],
who argued that causation could be inferred if the history of the cause provides
unique information about the future e ect. Wiener's ideas were later made
practical and popularized by Granger [43], for whom this approach to causal
inference is now named aftér

Supposex; and y; are time series (discrete time signals). We say that the
signal x; G-causes the signaly; if conditioning onfxs : s tg improves the
prediction of y;, even after conditioning on other available information, such
asys for any s < t, or the value of another signak,. Several algorithms based
on this principle have been proposed, but in Granger's approach this is done

6Some authors still prefer to call it Wiener-Granger causality [57].
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by comparing two autoregressive models

X

M1y = ayr kt W (2.53)
k=1
X X

My = ayt k+ bBoxe k + wi; (2.54)
k=1 k=0

wherew; is a white Gaussian noise process and the coe ciengg; b are con-
stants. If the model t of model M, is better than M, (often measured by the
log ratio of the residual variances [60]), we conclude that G-causesy;. The
model orderK is preselected using a criterion such as the Akaike information
criterion [61]. Of course, this pairwise test is incomplete, since it makes no
statement about the potential for a common cause of botk; and y, to exist
that explains the observed predictability improvement. As such, a necessary
assumption for G-causation to relate to the causation that we discuss in the
rest of this work is that there are no common causes of this nature. If addi-
tional signals are available, G-causality is better tested for after conditioning
on these other signals. This leads to a new set of hypotheses,

X X

My = &Ye kT CeZt kt W (2.55)
k=1 k=0
X X X

Maiyr= &y v+ bXe k+ CRz kW (2.56)
k=1 k=0 k=0

wherez; is a multivariate time series containing of all the other signals in the
network, andcy are vectors of constants again. This modi ed approach, called
conditional Granger causality [57], is a more appropriate tool for causal
discovery when considering a network of variables. However, it is still necessary
to suppose that aside from the variables ig;, no common causes of; and y;
exist. The reasoning is that the detection of G-causality is strongly dependent
on which variables we have available to perform the regression analysis. This
is e ectively the same problem that occurs in Simpson's paradox, which we
discuss in Section 6.1.1.

Nonlinear versions. In additional to the time domain approach shown
here, Granger also considered spectral versions of these tests, which exploit the
linear time-invariant problems of the linear models shown above [43]. However,
both temporal and spectral Granger approaches are based on the assumptions
of linear functional relationships. To generalize to nonlinear systems, several
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extensions have been proposed, including alternative tests such as transfer en-
tropy [62], and various nonlinear stand-ins for the linear models that Granger
used [63{65].

Connections to interventional causality. It should be noted that G-
causality and Pearlian causality are not equivalent notions. However, tests
based on conditional independence are indeed a popular approach in main-
stream causal inference [66]. As a result, Granger causal inference is not
completely unrelated to the Pearlian theory [52, 67], and there are cases in
which G-causality is su cient to infer causation in the Pearlian sense [46,
pp.203-208].

Non-separable systems.  The separability assumption of Granger causality

is justi able in many situations, but not universally. In particular, separability
fails in deterministic [68{70]. This has led many authors to adopt alternative
approaches to causal discovery in dynamical systems [70{72]. In Section 4.1,
we further discuss this topic. Chapters 4 and 5 consider methods for time
series causal discovery in systems with deterministic dynamics, speci cally
those with attractors.
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Chapter 3

Causal Model Learning with
Interventional Data

In this chapter, we consider the problem learning a set of unknown casual
mechanisms which generated a time series data set. In this case, we assume
that we have both observational and interventional data available, and the
goal is to then perform inference of the observational SCM, using this the
information available across data sets, based on a joint regression scheme.

The content of this chapter is based largely on the work presented in [48].
We additionally build upon several ideas introduced in [49] and [73].

3.1 Observational vs Interventional Discovery

There are two major types of causal discovery algorithm. The rst type is
called observational causal discovery, which attempts to infer the correct causal
model using only observational data. The second type, called interventional
causal discovery, allows for interventions to be performed, and as a result there
is both observational and interventional data that is available.

While it is sometimes possible to detect causalities without intervention,
observational approaches often require strong assumptions that are di cult
to verify empirically or are otherwise restrictive. For instance, identi cation
of a linear causal model from only observations is ill-posed if the noises are
Gaussian [46, pp.50-51]. Methods based on predictability, such as Granger
causality [43], can deliver false positives when not all relevant variables are
included in the model. Other methods may require strong assumptions; for
example, convergent cross-mapping [70] requires the existence of a dynamical
attractor, which is di cult to test on small data sets (see Chapter 4).

In comparison, when it is possible to perform interventions, causal infer-

28



ence becomes considerably simpler, with several standard algorithms [66],[74].
Under ideal conditions, when experiments can be carried out perfectly and
there are no hidden processes, all causal relationships in systenNovariables
can be detected withN single-variable interventions [75].

In real life, there may be some interventions that are possible but others
that are not. Thus, it is appealing to have a framework that can represent
both types of data in the same setting. The work of this chapter considers this
problem from rst principles in the setting of linear autoregressive models.

3.2 Inference of Causal Models

In this section, we introduce the problem of causal model estimation for time
series. We focus on the particular case of the causal Vector Autoregressive
model (VAR), interpreted in a causal setting. The advantage of considering
the causal VAR model is that it is analytically tractable and produces insights
that can be extended to more complicated models.

3.2.1 Causal VAR Model

We consider the problem of modeling causal relationships from a multivariate
time seriesx; = [Xyy; ::5; Xpt 7. For each node and time instant t, we assume

that the value of x;; is determined by a function of the values of the system at
previous time stepsX: 1;:::; Xt o, Up to some orderQ, as well as a separate
independent noise ternw;; . As a simple example, we examine the VAR model:

x
Xt i= BoXt g+ Wy; (3.1)
g=1

where theB, are matrices of linear coe cients, andw; N (0;C), for some
given noise covarianc€. The notation := expresses the direction of causality,
where we consider (3.1) as a causal generative process.

According to (3.1), the components ok; 1, X; 2, and X; o exert causal
in uences onx;. In Section 2.3.5, we discuss how DAGs can be used to rep-
resent these causal dependencies between time series. However, in the current
approach it is more convenient to treat the entire system as one multivariate
time series and to treat each instance in time as a separate vector-valued causal
variable. In Figure 3.1, we visualize this graph for the purpose of understand-
ing the temporal dependencies of the VAR model. The compact graph of 3.1
is useful to simplify the calculation and prediction of counterfactuals in the
causal VAR framework.
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Figure 3.1: A causal graph obtained fronunfolding the causal relationships

in (3.1) to show their dependencies in time, in th& = 2 case. Each vertex
represents a random vector, and each edge represents the presence of a cause-
e ect relationship.

Instantaneous E ects. We assume that there are no instantaneous e ects
in the causal model, which greatly simpli es the inference of causal mecha-
nisms. This is because the absence of instantaneous e ects in a time series
model implies that all causal interactions are directed forward in time, and
so the requirement of acyclicity in the causal graph, which usually must be
checked for, is automatically satis ed. Figure 3.1 shows that, for the particular
case of the causal VAR model, the graph is automatically a DAG.

It could be theoretically argued that instantaneous causation is possible
and with su cient temporal resolution all causal in uences are directed for-
ward in time. While we agree with this theory, the assumption that a given
time series is sampled su ciently often is not always justi ed, and so in practice
there may be times when instantaneous e ects are desired for modeling. In this
case, acyclicity over the learned graph must be enforced. Often, this requires
a combinatorial search over candidate graphs; acyclicity can also be achieved
using methods such as NOTEARS [76], DAGMA [77] or DAGMA-DCE [73]
that propose a continuous optimzation objective for structure learning.

Interventions in the Causal VAR model. A major feature of causal
models is that they are modularized, meaning that we may think of them as a
set of individual components that can be changed or modi ed. In our example,
each variablex;; receives a value according to the formula

Xt 1= baiXt g+ Wit; (3.2)
g=1

Whereb;;i is the i-th row of By, and w;; is the i-th element ofw; in (3.1). An
intervention at node 1 and time t is a modi cation to the causal model
which replaces the function that assigns a value t®;; with a new one. For
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example, we may intervene by replacing the function in (3.2) with:

Xt = B;;ixt gt @V i+ B (3.3)
g=1

whereB; are modi ed linear coe cients, ;. is a signal injected by the exper-

imenter, ande 2 [0; 1] is a parameter that may be used to control the level of
noise. Under ideal conditions, the experimenter's intervention perfectly con-
trols the value of x;; by tuning the parameters in (3.3) to achieve a desired
e ect.

We assume that all interventions are able to perfectly control the value of
the node intervened upon, so thak;; satis es (3.3) whenever an intervention
onx;; is being performed. While intervening on a nodk it is assumed that the
functions governing other nodes in the system remain unchanged, which is a
form of modularity of the system. In real life, there might be some uncertainty
in the values ofB4; and g when the intervention is performed, due to imperfect
experimental conditions. An intervention can be applied for a period of time
during which we can actively observe the behavior of the rest of the system,
i.e., the unperturbed nodes. We illustrate this process visually in Figure 3.2.

Data that we record while performing an intervention are callednterven-
tional, contrasting with observationaldata that we record while not altering
the system under study. While performing an experiment with multiple inter-
ventions, we allocate recorded data into separate data sets according to the
type of intervention being applied (cf. Figure 3.2). In Section 3.2.2, we in-
troduce a method to leverage multiple data sets to improve the estimation of
B, over purely observational data. The caveat is that this approach is only
possible when obtaining interventional data is feasible.

The problem of counterfactual prediction. Recall from Section 2.3.3
that we de ned a counterfactual query to be one in which we consider the
what-if situation had an intervention been applied at a previous point in time.
This counterfactual is a hypothetical intervention, and in this hypothetical
experiment we suppose that all conditions of the experiment remain the same,
except the intervention has been applied. If the world were like a video game,
a counterfactual query could be answered by modifying the program of the
game and then running the program again with the same initial conditions.
Since the real world is not so easily controlled, counterfactual reasoning in real
life requires careful inference based on the information that one has access
to. However, even if we have only witnessed one realization of the system
under study, it may be possible to answer counterfactual queries by using
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Figure 3.2: Interventions applied to a multivariate time series. The underlying
causal model is a VAR model, (3.1), withQ = 2 and D = 5. Two separate
interventions were performed during the experiments in which we drove a node
in the system with a sinusoidal stimulus. Fot = 101, :::; 200,X1.; (black curve)
was forced to take on the value 4sit€2), and fort = 301, :::;400, X2 (red
curve) was set to 4sinE2). After recording, we partitioned the trial into
three data sets,Ty; Tq; T, according to the intervention periods. Explicitly,
T, = 102 :::;20Qg, T, = 301 :::;400g, and To = f1;:::;50Q n(T. [T 2)

the observed data to infer the causal model and to contemplate the potential
e ects of the hypothetical intervention.

Now that the necessary causal background has been introduced, we can
state the primary problem of this work. Consider an experiment in which we
observe a multivariate signalx; until a certain time T, and suppose that we
have assumed a particular SCM fok;. Now assume we are interested in a
hypothetical intervention that would have occurred in the past and want to
predict what we would have observed in this hypothetical scenario. That is,

Given: A patrticular realization fxjt=1;:::;Tg;
and an SCM forxg; (3.4)
Predict: ®y; (3.5)

wheregr,; are the signals in the case that we performed a hypothetical interven-
tion upon x;; for somet in the range 1<T; t T,<T, andfora xedi.
Here we make an important assumption that all conditions of the experiment,
such as the particular realization of the noise proces#, remains the same in
both cases. This is necessary because in considering the counterfactual prob-
lem, asserting that all other conditions were the same implies that the noise,
too, should have the same realization.

In general models, the values ofi; need to be estimated before counterfac-
tual analysis can be performed. However, this estimation is straightforward in
any additive noise model sincev, enters the formulas additively. In our ap-
proach, we exploit linearity of the system to circumvent the need to estimate
w; at all because the in uence of the noise will cancel out.
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3.2.2 Least-Squares Solution

For clarity in presentation, we will rst describe the case of one lagQ@ = 1),
and from there we extend to the multiple lag case.

Single Lag. The goal is to learn the linear coe cient matrix B of the true
causal model jointly across datasets by minimizing the following objective,

X .o X [
rYI]BII’l IXe  BXy gjja+ )Xt
t2To i=1 t2T;

T By, 4jj2 (3.6)

where the operationAl I removes rowi from the matrix A.

Using the identity jjxjj3 = x5+  + x3, we can simplify this optimization
task considerably. Recall that, whenever we intervene on a particular variable,
all other linear coe cients remain unchanged. Thus, the function that assigns
a value tox;; is given by

Xit = By Xy 1+ Wy

whenevert 2 T;, or equivalently, whent 2 T ;. These considerations lead us
to propose the following objective, which is equivalent to (3.6):

. w X - ..2
min jiXie  BYXe i3 (3.7)
i=1 t2T

where, again,B; is the i-th row of B.

The revised objective in (3.7) has multiple advantages. Firstly, it can be
solved for each variabld separately as a distinct subproblem. Secondly, it
makes it clear that minimum mean squared estimate d@ can be obtained
using classical methods. If we assume some level of sparsitBinthen we can
use LASSO[78], or; regularization, to get a sparse estimate:

. p X . > ..2 e ..
min IXie  BiXe diz+ JiBljs; (3.8)
i=1 t2T
where is a regularization parameter. When the causal graph is of particular

inference, the use of sparsity constraints can be important to obtain a clearer
estimate of the causal graph topology [79].
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Multiple Lags. To generalize to the case in whicl@ > 1, we only need to
modify the approach slightly. Consider the model in (3.1). If we de ne

= B, Bo ; (3.9)
and
Xt = Xt 1 Xt Q (310)
then we can express (3.1) as
Xt = X+ Wql (3.11)

Now we can formulate a similar optimization task as before, giving us the
multiple lag version of (3.6):

min Xt XilJ2 + Xt
t2To i=1 t2T;

T Uiz,

which can again be split into tractable sub-problems. Considering sparsity,
the multiple lag version of (3.8) is given to be

min o Txdig* i i (3.12)
i=1 t2T
where [ is thei-th row of . The use of sparsity constraints becomes in-
creasingly relevant when considering multiple lags, since strongly autocorre-
lated signals can have multiple distinct models with similar predictive power
[79].

3.2.3 Estimation of Total Causal E ects

We now consider the problem of estimating the e ects of a past counterfactual
intervention. Suppose that we have observed; up until some time T. For
somet < T , consider an intervention that modi esx;; to take on a new value
X Ifwe dene X = Xy X, then we can reason about the hypothetical
intervention as an additive change irx;. :

Xi;t ! Xi;t + Xi;t:

Since the VAR model is linear, the additive change in;; induces an additive
change in all variables \downstream" from it in the graph. For example, if we
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move one step in the future, therxy+; changes according to
Xis1 ! Xt+1 + B1€  Xit;

where g; is the i-th unit vector in R®. We observe that the linear model
coe cients in B; measure the sensitivity ofx+; to changes inx,, and can be
interpreted as a measure of the strength of the causal relationship, called the
Average Causal E ect (ACE) [80]. In Section 6.1, we more deeply consider
the interpretation of the ACE and its use as a tool for explainability.

If we perform an intervention at timet and attempt to predict its e ect at
time t + k, we need to propagate the changes through the graph in Figure 3.1,
that is, through each intermediate time step. WhenQ > 1, the path in the
graph from x; to X+ IS not unique, and the total sensitivity of X, to X; IS
given by a sum over all the paths in the graph [47, 49]. Since the VAR model is
time-invariant, the total sensitivity is a matrix T, which only depends upon
k. We refer to this matrix as atotal causal e ect matrix.

To compute the total causal e ect matrix for the VAR model, we can
exploit recursion. Suppose thak > Q. Any path from x; to X{+x must go
through a node between:,x o andX+x 1. As a result, the total causal e ect
decomposes according to the same rule:

Tk: B]_Tk 1+ Bsz 2+ + BQTk Q- (313)

If kK Q, then a similar rule holds, but we de neT, = | to be the identity
matrix, and T = 0 for any k < 0, since causation can only move forward in
time.

3.3 Experiments

3.3.1 Time-Series Causal Model Learning

We simulated a time series of lengtil = 390, and system dimensiorD =5
with lag Q = 2. Each elementh;; in the matrix coe cients B, was generated
ashyi; U ( 0505), forq=1;2. We set about 30% sparsity for each
matrix. The dynamics were perturbed with Gaussian nois&/y N (0;C),
where the covarianceC is a Toeplitz matrix with C; = 1, C; = 0:5 if ji
jj =1, and 0 otherwise. We intervened on the nod&;. within the interval

2 102170y and the nodex,. in the interval 2 f201270Q. For this
example, we let the intervened nodes be driven by a sine wave, speci cally
X;; = B, whereg;; = 10sin(3), for i = 1;2 in their respective time intervals.
The rest of the nodes i( = 3;4;5) were left unperturbed. We learned theB
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coe cients in two ways: i) by using only the observational (unintervened data
To), and ii) using intervened data as well - the proposed method. To insure
a fair comparison, we opted to use the same number of data poirig = 250

for learning in both i) and ii), where in the case of i), 140 of those points are
the interventional dataset. With the current setup, the proposed method is
at a slight disadvantage in regards to amount of data used, since we lose 140
points for learning the coe cients bg; fori = 1;2, q=1;2. However, those
same 140 points of intervention allow us to better estimate the coe cientb;
fori =3;4,5.

In Figure 3.3, we show the true matrice®8, for g = 1; 2, their estimate
using Tp only, and their estimate with the proposed method, i.e., using inter-
ventional data as well. We can see there is a drop in MSE when using the
proposed method, which is also re ected visually in the heat maps. The e ect
becomes even more prominent when learning larger systems.

Figure 3.3: Learning the causal model of a small system. The performance
is clgjanti ed by the MSE of the estimated entries ofB 4, de ned by MSE =
1

D2 ij (B ﬁq;i;j)z-
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3.3.2 Predicting the E ects of Counterfactual Interven-
tions

In this experiment, we consider the problem of predicting the e ects of a
counterfactual intervention in the past. Consider a multivariate time series
of length T = 100 and dimensionD = 2. We assume that the causal model
is given by a VAR model, (3.1), withQ = 2, whose parameters are known
from prior investigation. Let us consider a counterfactual situation in which,
at times t = 40 until the end of the experiment, the experimenter intervenes
upon X1 by driving the signal with a new signal,u(t) N (1;1).

In Figure 3.4, we predict the e ects of the counterfactual intervention on
X1t, as perceived by another variable,:. We plot the signal x,; that we
observed originally alongside its variant in an \alternate universe," in which the
counterfactual intervention is performed. For timed < 40, both the observed
time series and the counterfactual one coincide, since no intervention has yet
occurred. For 40 t, we see that the counterfactual intervention begins to
make the two time series diverge due to the e ects of the intervention. Again,
the model is able to well anticipate the counterfactual universe.

Figure 3.4: Predicting the e ects of a past counterfactual intervention. We
consider a counterfactual (hypothetical) intervention in which, starting at time
40. We visualize three curves: the original observed signal; (black), the sig-
nal which would have been observed if the hypothetical intervention upaxy
was performed (blue), and our prediction of what would have been observed in
the counterfactual situation (red). The black and blue curves were generated
precisely by simulation of the system, and the red curve is produced by making
predictions using the observed realization.
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Chapter 4

Cross Map Causal Discovery

Approaches to time series causal inference that consider causal graphs and
interventions are the most direct way to extend our notions of Pearlian causal
inference to the time series setting, which we explore in Chapter 3. Surpris-
ingly, causal inference with time-series data actually predates the approaches
championed by Pearl and others. This is due to the work of Clive Granger,
who popularized causal inference with time series [43, 44], as we discuss in
Section 2.3.6. Granger causality is known to be an imperfect method, and
among the work that emerged to try to cover Granger casuality's blind spots,
the Convergent Cross Mapping (CCM) algorithm proposed by Sughiara et. al.
has become a popular method [70].

One of the interesting aspects of the Pearlian theory is that it describes
causality in terms of generative processesA SCM provides an explicit de-
scription of how an e ect variable is generated, conditional on it's causes.
The analogue of the generative model in time series is a dynamical system.
Dynamical systems use mathematical functions (in the discrete-time case) or
ODEs (in the continuous setting) to describe how a system evolves in time,
and how its various components interact. The most compelling alternatives to
the Pearlian theory of causality, for analyzing time series, should then build
themselves around the language of dynamical systems.

CCM is only valid as a causal inference approach when the dynamical
system that generated a given data set satis es certain constraints. Most
importantly, there should be a dynamical attractor in the state space of the
dynamical system. Thus, CCM should only be applied when one has good
reason to believe a dynamical attractor can be reconstructed from the data
set, which is a highly nontrivial assumption.

The subject of this chapter is about how one may obtain evidence for the
presence of a dynamical attractor in a time series data set. This presentation
is based on the work conducted in [81], and partially based on ideas discussed
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[82] and [83].

Because this chapter uses an arguably non-Pearlian approach to causal
inference, we spend some time framing the historical development of this sub-
ject, and introducing the key ideas underpinning the work. This chapter re-
quires the concept of an embedding, which is studied in advanced calculus and
topology. We include background on topology, manifolds and embeddings in
Appendix A.

4.1 Historical Development

In Section 2.3.6, we introduce the concept of Granger causality. This approach
has received criticism because it is based on statistical correlation and temporal
precedence , and not on structural models or interventions [84, 85]. Granger
causality has persisted as an important and useful tool for a few reasons, but
the most important is that it is an observational approacho causal inference,
meaning it does not require interventional data (cf. Section 3.1).

Granger causality and related approaches that are based on similar princi-
ples [62], are especially e ective in stochastic systems, but several authors have
noted the challenges of applying Granger causality to systems with nonlinear
or deterministic dynamics [70, 86, 87], and notably systems with attractors
[68]. This is due to the violation of the separability assumption. Interestingly,
violation of separability appears to be a corollary of Takens' theorem. Thus,
Granger causality may be inadequate for analyzing signals that arise from
many physical systems, and this has motivated the exploration of alternative
approaches.

An interesting line of work in this direction emerged with the discovery of
Takens' theorem [88], which allows an experimenter to reconstruct a latent dy-
namical system from a single measurement signal. When there exists a causal
link between dynamical systems, it turns out that there exists a special math-
ematical function, called a cross map, that relates their reconstructions. Cross
mapping, as a tool to detect synchronization and interdependence, has been
known in the chaos theory community since the 1990s [72], where particular
interest has been given to applications in neuroscience [89{91]. Later still,
in the 2010s, Sugihara et al. [70] proposed the Convergent Cross Mapping
(CCM) algorithm, which popularized cross maps as a tool for causal discov-
ery. The CCM technique has been applied in several elds, including ecology
[70], chemical engineering [92], informatics [93], cardiocartography [94], and
neuroscience [95, 96].

While cross mapping methods like CCM can detect causation in cases
where Granger causality fails, a number of concerns have been raised about
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the cross map approach [97{99]. However, the cross map approach to causal
discovery was never intended to be perfectly general, and the original works on
cross mapping were deeply aware of the necessary assumptions and limitations
of the approach [72]. For this reason, proper application of CCM requires
that we make assumptions. Most importantly, we assume the existence of
an underlying dynamical attractor or manifold. Checking this assumption is
nontrivial and is the focus of the current chapter.

4.2 Notation and Background

We now introduce some basic concepts and notation that apply to this chapter
in particular. Cross map based causal discovery is a bit di erent from the
standard intervention-based causal inference used in other parts of this thesis.
For this reason, we discuss what is meant by causality in state spaces, which
di ers a bit from the discussion in Section 2.3.

In the second subsection, we de ne the concept of an attractor of a dy-
namical system. This concept plays a central role in cross map analysis, sSo we
discuss it in detail here.

4.2.1 Causality in Dynamical Systems

For us, a state space model of a system consists of a latent stat@ RP, an
observationa 2 R! that is a function of the latent state, and equations de-
scribing how these quantities evolve in time. In conventional signal processing
and control, the observation signal can be multivariate, but one dimension will
su ce for this discussion and will simplify the notation later. Given an initial
state xo, the system may evolve in discrete time by iterating a function

Xt+1 = Fx(Xt); (4.1)

wheret is a discrete time index, or in continuous time according to a di erential
equation

X= 0 = B (4.2)
where in either case we requirE, to be a smooth function. We can represent
continuous-time systems as discrete-time systems by sampling the signals and
approximating the evolution of the di erential equation by a function as in
(4.1), and in general this case will be our focus throughout the paper. The
observation signala is assumed to be a function of the system state, i.e.,

a="FfX)+ " 4.3)
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for some smooth functiorf . The term "; represents zero-mean additive noise.
We will assume that our systems aréeterministic , meaning that the latent
state x; is not a random quantity after specifying an initial conditionx.

We say that x causes y, or x drivesy, if yi+1 depends onx; in the
dynamical equation,

Yirr = Fy(Xe;Y1); (4.4)

whereF, is some function that is not constant inx. If y;,; only depends on
Vi, theny is calledautonomous .

Given two statesx and y, we may form a joint state by concatenating
the vectors. We write (;y) to mean the vector x> y> ~. If the state y is
driven by an autonomous systenx, then their joint state (x;y) forms another
system:

Xte1 _ Fx(Xt)
Yi+1 Fy(Xt; Yt

Note that by joining y with its drivers x, the new system X;y) is an au-
tonomous system. This fact will lead us to the notion of a cross map in later
sections.

We introduce the notationx ) y to mean that x causesy. If both x) vy
andx ( vy, then we write x , y. If there is no causation, we will say thatx
andy are (causally) independent, denotea ? .

) = Fyy (Xt;Y1): (4.5)

4.2.2 Attractors

Attractors are subsets of the state space which both attract and trap trajec-
tories. Given an autonomous system with latent state;, a closed subseA of
the state space is called aattractor if three axioms are satis ed [100]:

1. Attraction : There is an open selU containing A such that if x; 2 U
then dist(A; x;) tendsto O ast ! 1

2. Trapping: If x; 2 A,thenx; 2 Aforallt t.
3. No proper subset ofA also satis es these conditions.

If X; is inside the attractor A at any point, then the trapping axiom implies
that we may model the future behavior o, entirely within the set A, without
considering the rest of the ambient spad@®. Since attractors tend to be lower-
dimensional subsets of the state space [102], the dynamics in the attractor
region may sometimes be much simpler than what the state-space dimension
would suggest. We show some famous examples of attractors in Fig. 4.1.
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Figure 4.1: Some well-known low-dimensional attractors that arise from sys-
tems of ordinary di erential equations. In each plot, we show a trajectory in

a state-space that starts at the dot. (A) A limit cycle is a one-dimensional
attractor that corresponds to an asymptotically periodic behavior [100](B)

An attracting xed point is an example of a zero dimensional attractor.(C)
The Lorenz attractor appears in the well-studied Lorenz system [101], and
is known to have fractional dimension [100](D) Limit tori correspond to a
superposition of asymptotically periodic signals [102], where the dimension of
the torus is the number of fundamental frequencies in the superposition.
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Figure 4.2: A demonstration of SSR and the e ect of the embedding delay
parameter . (A) An attractor in the Lorenz system [101]. The complete
system state is latent, but we observe a signal = x;. (B) The autocorrela-
tion function (ACF) of the signal a. The values of the ACF at 1, 10 and 40
are marked by the orange dots(C) Shadow manifoldM , produced by SSR
whenQ =3 and =1. Since the ACF at this is close to 1, the coordinates
of mg are highly correlated andM , is compressed to a line(D) SSR result
whenQ =3 and =10. We see the shadow manifold appears to reconstruct
the shape of the latent attractor in (A). (E) SSR result whenQ = 3 and

= 40. Although M , embeds the latent attractor, the embedding becomes
more complicated as increases. The ideal value of for reconstructing the
latent attractor lies between the extremes of (C) and (E) [103]. However, the
shadow manifolds in (C-E) are equivalent to the original attractor in (A) up
to nonlinear transformation.

4.3 State Space Reconstruction with Takens'
Theorem

A smooth function from a higher-dimensional space to a lower-dimensional
space is never one-to-one, but a function from a low-dimensional space to a
higher-dimensional one will usually be one-to-one if the di erence in dimen-
sions is big enough. Takens' theorem [88] exploits this idea by “extending the
dimension' of an observation signal by considering lagged copies of the signal
as new observations. There are actually quite a few interesting versions of
Takens' theorem available in the literature [104{106], justifying the use of this
approach across many di erent settings. Here we state one version based on
[107].

Theorem 4.1 (Takens' theorem) Let X1 = Fy(X;) be an autonomous de-
terministic system with a one-dimensional observatioa, = f (x;) and suppose
that there is an attractorA  RP such thatx, 2 A. Let Q and be xed pos-

itive integers whereQ > 2dim(A). Then the Q-dimensional delay embedding
of a, de ned by

>

mi= a (@ 1 a a 2R° (4.6)
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is a smooth embedding ! RQ for almost-everyF, and f .

Several remarks are in order. Embedding means that the attractor and its
image under theQ-dimensional delay embedding are related by a di eomor-
phism (see Appendix A). Since each; = f (X;), the delay-embedding in (4.6)
corresponds to a smooth function ,

f(F< Q@ D (x, )) @)

( X¢)= me; 4.7)

2
f (Fs >(xt» § f(xt
f (X¢) f (Xt)

which Takens' theorem states to be di erentiable and invertible (herg=( ¥

denotesF ! composed with itselfk times). The image of the attractor under
the di eomorphism is called the shadow manifold and is denotedM , [70].
The reconstruction of latent statesx; from the observationsy; is called state-
space reconstruction(SSR) [108].

The parameter Q is called the embedding dimension If we pick a large
enoughQ, Takens' theorem implies that we can embed the latent attractor.
The parameter is called the embedding lagand it is used to improve the
reconstruction by adjusting for the time scale of the signal. We discuss our
preferences for parameter selection in Section 4.9, and more discussion on the
matter can be found in [103, 109]. In Fig. 4.2, we demonstrate how SSR is
a ected by the parameter .

The phrase \almost-every" in the statement of Takens' theorem is also im-
portant. One may fabricate systems that do not satisfy Takens' theorem when
specic F, and f are picked. A noteworthy example occurs in the Lorenz
system, (4.22), when the observation function is taken to be the-coordinate
projection (see the supplemental material of [70] for more discussion). How-
ever, this type of counterexample may be rare in natural systems [99]. If one
perturbs the functions F, and f by a small amount, then reconstruction is
guaranteed [107].

4.4 Cross Maps

A cross mapis a special function that maps between shadow manifolds that
can provide evidence for causality. In short, ik ) Yy, then there is a smooth
mapM , M for almost every pair of signals; bthat are functions ofx and

1Despite the terminology, shadow manifolds are not usually topological manifolds.
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Figure 4.3: Visual explanation of the cross map. We consider a two dimen-
sional statex 2 R? with an attractor A,. We then suppose thatx causes
y 2 RY, and the joint state (x;y) has an attractor A, . The signalsa; and h
are functions ofx; andy;, respectively. The projection (X;y) = X mapsAyy
onto Ay,. The mappings ,; , are di eomorphisms which exist by Takens'
theorem. The colors of points on each attractor and shadow manifold corre-
spond uniquely to points inA,. Using the colors to map points irM , to points

in M , describes the cross map between the two shadow manifolds. Sincey

is invertible, we see that the cross map is de ned by(m) = ,( ( ,*(m))).

y, respectively [86]. The reason that the cross map arrow goes in the opposite
direction of the causality is explained below.

Suppose we observa; from an autonomous latent systenx; and b from
a latent systemy, that is driven by x;. As noted previously, (4.5) shows that
(x;y) is an autonomous system. If the X;y) system has an attractorA,y ,
then the x system also has an attractoA, obtained by projecting A,, onto
the x coordinates. The reasoning is that the dynamics of depend only onx
itself, so attraction/invariance behavior in the joint system ;y) imply that
the x system behaves the same. If we denote tixecoordinate projection by

, then the function is a smooth function fromA,, to Ay, shown in Fig.
4.3.

The existence of the smooth function is uninteresting on its own, but
it becomes more powerful with Takens' theorem. Sinca observes the state
X, Takens' theorem says that there is a dieomorphism 5, : Ay ' M ..
Sincex ) vy, bis an observation of the joint systemX;y), and so there is a
di eomorphism : Ay, ! M . Given these functions, we de ne thecross
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map to be the function
My!'M a
(m)=a( ( p*(M)):
By construction, satis es the time-invariance property,
(mp) = mg; (4.8)

for all t. The time-invariance property encodes the notion that the two shadow
manifoldsM , and M , are dynamically synchronized. In the case of no causal-
ity, X ? y, the shadow manifoldM , reconstructs they state space, but con-
tains no information about x. Thus, if both systems have attractorsA, and
Ay, it is unlikely for a cross map betweerm, and A, to exist. Hence, the
existence of a cross map suggests thatand y are dynamically coupled by
some mechanism.

4.5 Convergent Cross Mapping

Since a cross map typically only exists if the underlying latent systems are
coupled, several authors have proposed to use cross maps to infer causation
[72, 89{91, 111]. The CCM method proposed by Sugihara et al [70] tests for
causality by detecting if a cross map between shadow manifolds exists. Namely,
if x) vy, thenacross mapM , M , exists in the opposite direction.

Proving that a cross map exists, using a nite set of data points, is a delicate
procedure. The CCM method aims to do this by learning the cross map in
an online manner. Sugihara et al. proposed to learn the cross map using
the simplex projection method [70] (which is essentiallk-nearest-neighbor
regression), although other regression techniques may be useful as well [112].
Brie y, simplex projection will interpolate f (x;) as a weighted sum of data
f (Xq), Wwherexq are the Q + 1 nearest neighbors tox; and the weightsw, are
obtained by normalizingwy = exp( jj Xi, Xjj?). Given two signalsa; and h,
the basic CCM test thata) bhas three steps:

1. Perform SSR by delay embedding the signal to produce SSR vectors
mP=(h; ;h @ y)

2This principle has a similar spirit to Reichenbach's common cause principle [56]. We
could theoretically violate this principle by designing two causally independent systems to
produce periodic signals with the same frequency, but such situations are najeneric [110],
meaning that they require a particular tuning of the system, which is unlikely to occur
naturally.

46



2. Estimatea, as& = g(mP), where the functiong is learned using simplex
projection.

3. Repeat steps 1 and 2 sequentially as new data are received. If the \skill"
of the cross map, measured by the correlation coe cient betweesm and
a;, convergesto a nonzero number, then we conclude that causesh.

To test for the reverse causalitya (b, we repeat these three steps again with
the roles ofa and b reversed.

CCM approximates the cross map by estimating one of its coordinates,
sinceg; is the rst coordinate of m& by (4.6). The estimator & is expected to
improve if and only if the cross map between the shadow manifolds exists. In
general, the estimator can improve or degrade in performance with additional
data depending on the ground truth. However, as we increase the number of
observations we also increase the number of points that are sampled along the
shadow manifold. If new points on the manifold agree with old points in how
they map between the shadow manifolds, then it indicates that the cross map
is real and not just a statistical anomaly. If there are nearby points which do
not make nearby predictions, then the cross map does not exisgnd we will
see a degradation in the cross map performance. We show a case in which
CCM detects the correct causality in Fig. 4.4.

4.6 Challenges of CCM

The applicability of cross-map-based tests for causality rests primarily on
whether or not the SSR result contains a shadow manifold, that is, a recon-
structed attractor or invariant set. If there is no underlying shadow manifold,
CCM and other cross map methods cannot be guaranteed to be accurate.
Even when the shadow manifold exists, it can be distorted, by noise, trends
and other e ects. Furthermore, there are a few cases where even with long,
clean time series, cross mapping may not be an e ective solution. We now
discuss some of the reasons that cross map analysis may face di culties in
practice.

Small observation windows Convergence is an important consideration

in CCM. While some pairs of signals may converge faster than others, even
randomly generated signals may feign convergence when observed over a short
time window. In Fig. 4.4, we notice that thea) c¢ cross map skill is good

3This technically means that the cross map does not exist for the particular pair of
reconstructed manifolds,M ; and M 4.
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Figure 4.4: Given a triplet of signalsa;;h;c, we use CCM to testa) b
anda) c. (A) Observed signals.a;hy;c are the x;;x, and y, coordinates
respectively of the Ressler-Lorenz system in (4.26), with zero couplin@ (= 0).

(B) The signala, is estimated usingn®totesta) b. Similarly, we estimatea,
fromm{totesta) c. (C) Fora) b, the cross map skill, ; = corr(as; &),
improves over time. Since the cross map skill converges to something near 1,
we conclude thata; causesh. In contrast, the asymptotic cross map skill for
a) cis poor, so we conclude that, doesn't drivec,. Ast! 1 | the cross
map skill should tend to 0, but it may take some time for the cross map skill
to decay su ciently.
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initially, but this performance deteriorates as more data are observed. An
opposite issue occurs when the shadow manifold does exist, but the current
data set was insu cient to explore the whole manifold. In the best case, we
should have enough data to resolve the entire shadow manifold and determine
if it is structured enough for analysis. The number of samples required to make
a statistically meaningful conclusion depends upon the sampling rate and the
complexity of the signals.

Distortions ~ Sometimes, the signal of interest might be superimposed with
noise or external in uences to the measurement. These e ects could cause
trends, seasonalities or noisy residuals which obscure the observation signal
and distort the results of cross map analysis [99].

SSR failure  As noted in Sec. 4.4, Takens' theorem holds for "almost-every'
attractor system. When producing synthetic data, one should be careful not
to pick an observation function with any special symmetries or properties
[99, 107, 110]. SSR failure could also occur due to improper selectiorQobr

Generalized synchrony A major issue with all cross map methods is the
problem of generalized synchrony [70]. Synchrony occurs when the strength
of a unidirectional relationshipx ) vy is so strong thaty does not show
independent behavior fromx. As a result, the cross map : My, ' M 4,

is actually reversible, and the inverse function *: M, ! M ,is a cross-
map that goes in the anti-causal direction, and one will mistake unidirectional
causationx ) y as bidirectionalx , .

When synchrony occurs, the underlying causal structure of the latent sys-
tem becomes non-identi able. Although detecting a cross map in this case
can be useful as a way to rule out independence, any further deductions would
require prior knowledge about the speci c system under investigation. The
detection of synchrony is addressed in [113, 114]. Ye et. al. proposed a partial
solution to the problem of synchrony within the CCM framework in [115] by
studying the time delay of causal interactions.

4.7 When can we use CCM?

Suppose that we have a pair of signals which we suspect to arise from nonlinear
deterministic systems and the known distortions have been removed. We want
to know if cross map analysis is applicable. Since cross mapping attempts to
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detect if two shadow manifolds are synchronized, a natural requirement is to
check that the SSR actually produces a shadow manifold, i.e., a reconstructed
autonomous system. If a signal observes an autonomous system, then the
shadow manifold produced by SSR should be useful to predict future observa-
tions [116], which will be our rst condition. This kind of predictability should

be possible since we can de ne a dynamical system on the shadow manifold:

mi = ( Fx( *(mP)) = F(mg); (4.9)
a+1 = 0 0 1mg, (4.10)

where and Fy are de ned as in Takens' theorem (Section 4.3). We elaborate
on this in the supplemental material. If a functionF = Fy 1 can be well-
approximated, at least on shorter time frames, then we will say that the signal
a; is auto-predictable (sincea; is predicted from its own history). Exploiting
(4.9) to usem? as a proxy for the latent statex;, we recognize that an auto-
predictable signal represents an approximately deterministic system by this
construction. This provides evidence that the observed shadow manifold is
not just a statistical anomaly, but a true reconstruction of the states that
produced the signal [103].

Our second condition is intended to mitigate the small observation window
problem. The problem with small windows is that we cannot be certain that
we have explored the attractor enough to conclude that there is a cross map.
As we receive new data, and hence new points along the shadow manifold
which we use to make cross predictions, we can either learn that the current
model is predictive and it continues to be useful, or we may nd that the
additional data prove that our model is wrong. In the latter case, CCM will
eventually show non-convergence, but it takes time to do so, as seen in Fig.
4.4,

One reason for this is that when we have few data, our cross map model
is over- tted to the sparsely sampled manifold, but as we receive more data
and more dense samples along the shadow manifold, our cross predictions are
forced to reconcile with more and more data. Similarly, if we attempt to mea-
sure auto-predictability and make self-predictions about how the state changes
on the shadow manifold, we are forced to reconcile how multiple trajectories
had evolved when they were at a similar point in space. Unless there are
other trajectories nearby, when making a cross prediction, we do not have any
con dence that our cross-prediction is not over tted to only the local data.
Thus, an important condition is that after enough time has passed, we return
to previously sampled locations on the shadow manifold, so that we observe
more than one trajectory at each location. This property, called theecur-

50



rence property, provides a condition on the data set that is important for
cross mapping to have statistical signi cance.

We summarize our two conditions for asserting that a signal, or speci cally
the shadow manifold produced by a nite set of samples from the signal, is
appropriate for cross mapping analysis:

1. Auto-predictability. If a reconstructs a shadow manifold, then the
signal a; should be auto-predictable, that is, it can be well-predicted by
its own history.

2. Recurrence. At every point in the shadow manifold, there should be
nearby points from another trajectory, i.e., that are not nearby in time.

While we are primarily concerned about studying the SSR result, it has
also been suggested that additional analysis should be done to validate the
statistical signi cance of the CCM result [69, 117]. Methods, such as surrogate
analysis [117] or the comparison of cross and self-predictions [116], have been
proposed to measure the con dence of a cross map result.

4.8 Proposed Methods

In the previous section we proposed the auto-predictability and recurrence

conditions to provide evidence that the observed signals are appropriate for

cross map analysis. We propose the AF and RF statistics, respectively, to

test for these conditions. We use a procedure based on GPR (Section 2.2) to
estimate these statistics from data.

4.8.1 Preprocessing

The rst step in any causal analysis should be to isolate the signal of inter-
est, by denoising, detrending and otherwise removing any distortions that are
known or expected. Since attractors represent stationary behavior, the cleaned
signal should look somewhat stationary for cross map analysis. Furthermore,
the nonlinearity of the resultant signals should also be checked. If the signals
are linear, in the sense that they are well-described by a linear autoregressive
model, then Granger causality [43, 44] is readily applicable.

4.8.2 Testing for Auto-Predictability

Generally a random signal is more challenging to predict than one arising
from a deterministic system, because there is no latent state that can be re-
constructed from the history of the signal. Thus, if we use a regression model
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to predict the future of a random signal, we would expect a larger prediction
error than for a non-random one. These observations are not perfectly justi-
ed, since the amount of time for which auto-prediction is possible is limited
for deterministic systems with positive entropy [118]. Despite this, for many
systems of interest there may be a reasonable period of time for which auto-
prediction is possible, and is markedly more accurate than auto-prediction for
a corresponding random signal. The prediction error is de ned to be the out-
of-sample mean-square-error (MSE) of the estimate of the functiéh in (4.9),
which we estimate using GPR?

Suppose that we have constructed a number of SSR vectong' for times
t=1;::;T. Let us partition the set of all such points into a training setT and
a validation setV, e.g.,T = f1;::;;t gandV = ft +1;::;; Tg. Using GPR, we
may produce a non-parametric estimate of the functiof by training on the
points in T. As discussed in Section 2.2, GPs give us an explicit predictive
probability distribution for each a;.+ ,t2 T,

a. jmd N ( (md); *(md)); (4.11)

where and 2 are functions ofm? given by (2.19) and (2.20). Predictions
are then given by the mean,

&+ = E(as jm) = (m?);

and the prediction MSE (PMSE) is estimated by

1 X )
PMSE= —— (a. & )% (4.12)
JVJ t2v

The PMSE measures how predictable the signal is in an interpretable
way [103]. When the PMSE is very small compared to the energy of the signal,
then auto-predictability can be concluded. However, when the PMSE is not
close to zero, the statistical signi cance of the gure is not obvious, and so
we need a way to understand how probable it is. To this end, we introduce
surrogate data analysis.

A surrogate is a random signal which is desired to share common traits
with the original signal, such as the ACF or power spectral density (PSD),
but is otherwise random in nature [119]. The ACF, or equivalently the PSD,
does not identify the dynamical system that produced it [120]. As a result, two
signals may have the same PSD but only one of them produces a shadow man-
ifold with dynamical structure. Surrogate analysis has been used extensively

4Technically, we will estimate the -th iterate of the function, F( ).
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in nonlinear systems theory to bootstrap the signi cance of analytically in-
tractable test statistics [121]. To sample surrogate signals, there are a number
of candidate methods. A popular technique is to convert the observed signal
to the frequency domain, and to apply random phase shifts [121]. We include
this algorithm in the supplemental material. This approach preserves the ACF
and spectrum of the signal, but the surrogates are usually not dynamical in the
sense of the AF. The random phases approach is particularly e ective when
the signal spectrum is broadband, as is the case in many chaotic systems [102];
for periodic or quasiperiodic signals, other methods may be needed.

To use surrogates to improve our understanding of the PMSE measure,
we can sampleK surrogate signals, repeat the GPR analysis above, and
compare the histogram of the surrogate PMSE with the observed signal's
PMSE. If the observed signal is deterministic, then the surrogates should
be less predictable because they are random, and so the probability that
PMSE(surrogate> PMSE(observed) is high. Based on this observation, we
de ne the auto-predictability fraction (AF) of the signal a; to be

1 X
AF = —  #; (4.13)
K
k=1
where
1; if PMSE(s!Y) PMSE(a)
#He = . ;
0; otherwise
and sﬁk) is the k-th surrogate signal. AF measures the probability that the
observed signal is more predictable than a surrogate signal. If the signal is
auto-predictable, then AF 1. In Figs. 4.5a and 4.5b, we demonstrate the
surrogate predictability test with Lorenz and random signals, respectively. The
accuracy of the AF measure depends dd. We note that parallel computing
can be used to compute PMSE{")) more e ciently since each surrogate can
be independently processed.

Bayesian Analysis.  Finally, we remark that a surrogate being detected as
less auto-predictable than our observed signal is a Bernoulli random variable.
As a result, #¢ can be regarded as samples from a Bernoulli process, and
AF can be interpreted as an estimate of the Bernoulli process parameter. In
symbols,

X
#e  (4.14)

k=1: K

1
AF = Prob(PMSE qpserved PMSESUFFOgate) = E(#) E
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where#, = 1 if the PMSE of the observed signal is less than or equal to the
PMSE of the k-th surrogate.

If we place a prior on AF, then we can treat the estimation of AF as a
Bayesian problem and obtain a posterior distribution given the data. For
convenience, we place a uniform prior over;[0] on AF. Since the observations
are Bernoulli distributed, the posterior distribution p(AF jf #,g) can be shown
to be a Beta distribution [122]. From Bayes' rule we have,

Prob(#1; :::; #« JAF)Prob(AF)

Prob(AFj#,; :: #x ) = Prob(#y; - ¢ )

= Beta(AFj; );

P
wherg Beta distribution parameters are given by 1=, # and 1=
K Kk #k.

4.8.3 Detecting Recurrence

The recurrence condition says that we observe points in the shadow manifold
that are nearby in space but not in time. In order to detect pairs of nearby
points in the shadow manifold, we automate the interpretation of recurrence
plots [123], a widely known tool in behavioral sciences [124] and dynamics
[125].

For every pair of pointsm¢; m;”} on the shadow manifoldM ,, we de ne

Dj = jim?  mdjj (4.15)

to be the pairwise distances between points iNl 5, which we organize into a
matrix D.

Given a parameterr which we call themasking radius we say thatm{ and
m¢ are neighbors ifDj  r. If one thinks of the entries ofD as the pixels of
an image, as in Fig. 4.6, then the recurrence matrix is a mask of the image.
Points that are nearby in time will be neighbors, but these are not useful for
checking the recurrence condition. Thus, we de ne the recurrence matriy;
to record when neighbors are more than samples apart in time, i.e.,

B ( 1; Dj randjt;  tj>
Rij -

) (4.16)
0; otherwise

We de ne the recurrence fraction (RF) to be the fraction of points in the
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(a) The surrogate test with a Lorenz sig- (b) The surrogate test with a random sig-
nal. The prediction MSE of the observed nal. The prediction MSE of the observed
signal is signi cantly less than any of the signal accumulates quickly as the forecast
surrogates produced from it, indicating lag is increased, and it does so as fast as
that the observed signal is much more the surrogate signals, so it is unlikely that
predictable that a randomly generated the observed signal arose from a deter-
signal. ministic system.

Figure 4.5: Two demonstrations of the surrogate predictability test. (A)
Observed signal.(B) Surrogate signals produced by randomly phase shifting
the power spectrum of the observed signal(C) Empirical autocorrelation
functions of the observed signal and its surrogateD) Prediction MSE of
8. as a function of the prediction lengthk. The red vertical line marks
k = . In both cases, the surrogate time series demonstrate high predictability
for small k; indeed, an autocorrelated random signal will be predictable for a
short period into the future. However, we observe that the deterministic signal
exhibits a noticeably slower accumulation of error ak is increased.
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shadow manifold that have at least one neighbor of this form,

1 X
RF = T maxRj; : (4.17)
. i
i=1

Ideally RF = 1, but it is not strictly required for most data sets. In Fig.
4.7, we show a simple system where the CCM's accuracy depends noticeably
on RF. In Alg. 1, we summarize the algorithm.

Algorithm 1 Computation of RF

1: input: Matrix M whose rows areri?)”, parametersr;

2: T = number of columns inM
3:Dj = jimg  mgjj

4. Rij =1 ifDDij r and jti tjj >
5: RF= 1" [ max R;

6: return RF

The e cacy of the RF measure depends on the choice of masking radius
r. If r exceeds the diameter ofl , i.e.,r > maxs jjm2 mbjj, then RF = 1.
Similarly, RF = 0 wheneverr < mingjjm2& mbjj. There are several ways
one may select a value for, but we now introduce a method based on the GP
model learned when we computed AF.

To learn a masking radiug in a more interpretable manner, we can exploit
the GP kernelk that was used during the autopredictability test. The ARD-
SE kernel of a Gaussian process can be interpreted as a Bayesian metric learner
[5]. SinceKj = k(mf‘i;m?j) encodes the covariance betweem . and a;+ ,
the entriesK;; encode a notion of recurrence from the perspective of the GPR
model used to detect auto-predictability. Suppose that we want to conclude
that two points are neighbors when their correlation exceeds a threshold
ie.,

_ n Ki :
K'ij = P : (4.18)
Kii Kj
The resulting parameter selection depends on the kernel in use. The default
kernel choice is often the squared exponential kernel [10],

(m_ m)(m m?

k(m;m9% = Zexp >z ;

(4.19)

where ¢;  are parameters. When using this kernel, (4.18) may be expressed
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Figure 4.6: Visualization of the matricedD ;K ;K andR (c.f. equations (4.15),

(4.18) and (4.16)) for a signal obtained from a Lorenz system. The matrices

D;K;K and R are de ned to have the entriesD; ; Kj ; Kj; and R, respec-

tively. To obtain covariances, we trained a GPR model to predicin?, from

mg, using an SE kernel. To obtairR, we used the kernel-based threshold with
=0:5, as in (4.21).

as
o}
K =exp 2 ; (4.20)
and this is equivalent to
p___
Dj r = 22In(1=): (4.22)

The range of values 2 (0;1) can de ne anyr > 0, and so the distance
or covariance-based recurrence measures are equally expressive. However, the
kernel-based approach allows us to use a more intuitive notion of threshold to
de ne our measure of recurrence and relates directly back to our predictability
analysis. Additionally, kernel-based analysis is not costly since the covariance
matrix K is already computed when we t the GPR model.
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Similar to AF, the RF can also be analyzed probabilistically. RF represents
the probability that an arbitrarily chosen point has a spatial neighbor who is
not a temporal neighbor, under the given choice af and . In this case, the
test statistic ; = max; R; would play the role of that #, played in (4.14).

4.9 Experiments

To verify our approach, we implement several systems and consider the perfor-
mance of CCM in comparison to the AF and RF measures. We brie y outline
the generative process and true causality for each pair of signals, and we show
the resulting CCM, AF and RF results in Table 1.

In each example, we use standard approaches to infer theand Q param-
eters for SSR. To get the embedding lag, we de ne to be the rst value of
the autocorrelation function (ACF) to drop below a threshold [126], which we
will take to be 0.5 for the time being® Given , we selectQ using the method
of false-nearest neighbors [109]. Both approaches are standard, and we refer
to [103] for more discussion. It might be noted that in some cases there may
be numerical diculties in selecting the embeddingQ. As observed in the
addendum of [102], taking a larger than necessary value @f may be useful
to avoid under-estimating the complexity of the shadow manifold. MATLAB
code to reproduce these examples is made available in the repository for this
paper at https://github.com/KurtButler/2023-CCM-paper

4.9.1 Lorenz System

The Lorenz system [101] consists of a latent state= (Xy;X»;X3) 2 R® and a
system of di erential equations,

Xot = alXat  Xut);
X2t = X1t(C Xat) X (4.22)
X3t = XutXe2  DXar;

where we use the initial conditionxy = (10;0; 5).

In scenario Ly, we observe thex;; and X, coordinates of the Lorenz sys-
tem, i.e.,, & = X3t and bh = Xy, for 500 time steps. Botha; and by were

5Some authors prefer using 0 as the threshold [126], which is potentially more principled
but also in ates the value of . Since the number of delay vectors that we can produce from
a xed size data set decreases as increases, we might prefer the smaller produced by our
heuristic.
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Figure 4.7: Demonstration of the recurrence principle with a pair of sinusoids.
(A) Two sine wavesa; and ky signals are observed with frequencidg and f .
The true causality isa? b. (B) The CCM convergence coe cient is observed
against time. CCM asymptotically detects the true causality, but for a shorter
time series (e.g., the rst 200 samples), we would erroneously infer that{ b.
The vertical lines mark one period of the sinusoids in (AXC) The recurrence
fraction RF as new data are received, for a particular choice of masking radii
ro andr,. We observe that the convergence coe cients begin to decline shortly
after when RF begins to increase.
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normalized prior to processing. Since all variables in the Lorenz system inter-
act, the true causality isa, b. The sampling period was 0.02. Simulation
of each trajectory was completed using the MATLABode45solver. The SSR
parameters were selectedto b®@ =5and =5for aa andQ=5and =6
for by.

In scenario Ly, we observey = X, but & is now a surrogate signal sampled
from the PSD ofx,.. The surrogate has no causal relationship to the original
system, so the true causality ia ? b. The SSR parameters were selected to
beQ=5and =6 for both a; and hb.

CCM detected the correct causality in scenario {.but not L,. In scenario
L., we note that RF, = 0:57 suggests that almost half of the reconstructed
points do not have neighbors, indicating that a spurious cross map due to
non-recurrence is possible. Since both the Lorenz signal and its surrogates are
generally continuous (see Fig. 4.5a), their shadow manifolds are continuous
and so the existence of a spurious cross map is possible. Additionally, AF
indicates that the observed predictability is within-distribution, and so our
signal is likely a random process with no latent attractor structure.

4.9.2 Dirift Processes

Based on [97], we consider two systems that combine a linear drift with
bounded signals. In scenario B we observe signalg; andh, fort = 501, :::; 1000
from the following system:

Xiv1 = 3:82 (1 Xy);

Yirr = 3:74:(1 W), (4.23)
a; = 0:01%; +0:0003;
b= yi;

where x;y; 2 [0;1]. The initial conditions for x;y; were sampled from a
uniform distribution U(0;1). The SSR parameters were selected to 6= 3
and =33 for & (due to the large linear trend) and =1 for k.

The signal & is largely driven by the linear trend in time, so its shadow
manifold is expected to not be recurrent. The signd} settles into a periodic
cycle with period 2, and so the shadow manifolt , is asymptotically a two
point set. However, it sometimes takes time for the stateg, to converge
onto their attractors, so we burn the initial 500 samples to ensure that our
trajectories reside on their attractors. The true causality in scenario Bis
a?hb

Scenario B is similar to B, but now the logistic proces; is substituted
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for a noise process. In scenario,Bwe have

Xq i:i:d:U (0; 1);
Yirer = 3:140(1 W), (4.24)
=2+ 500 1 + 0:1x;;
b= yi:
The SSR parameters were selected to lig = 4 and = 1 for both signals.

The true causality in scenario B is againa? b.

While CCM detected the correct causality for both scenarios, we note that
a; in scenario B is not a signal arising from a deterministic system, and so
the use of CCM would be unjusti ed if the ground truth was known. In
practice, this would be evidenced by the low auto-predictability (AE = 0:63).
In scenario B, the dynamics are deterministic, but the latent dynamics are
uncoupled, and no cross map was detected.

4.9.3 Coupled Autoregressive Processes

In scenarios K and K;, we consider the following system for di erent values
of the coupling parameterC based on [98]:

usve N (0;1);

Xt+1 = 0:5%¢ +0:2y; + P 0:1uy;

Visr = CX¢ +0: 7y + pﬁvt; (4.25)
o = X,
b= wi;

for t = 1;:::;500. We randomly sample the initial conditions as;;y;
N (0;1). In scenario K, the coupling is unidirectional € = 0), and so the
true causality isa ( b. In scenario K, the coupling parameter isC = 0:6,
and so the true causality isa, b. The SSR parameters were selected to be
Q =4 inall scenarios, and = 1. In practice, exploratory data analysis should
reveal that these processes are linear and stochastic, and hence appropriate for
Granger causality. We analyze this case anyways to better understand what
happens under a model mismatch.

In scenario K;, CCM detected no causality between the coupled autore-
gressive (AR) processes. Both AFand AF, are suspect in this case, which
indicates that the CCM result may be highly unreliable. Since AR processes
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are stochastic, they do not have attractors, and rightfully the GPDM strug-
gles to nd a dynamical rule on the shadow manifolds. In scenarioXwe also
found small AF values, but CCM still detected that the signals were coupled
because the strong coupling between the latent systems induced a large corre-
lation between the two signals. Thus, scenario Ksuggests that strong forcing
between systems could permit CCM to detect bidirectional coupling even in
stochastic systems. Although CCM obtained the correct result in the K2 case,
the low predictability indicates that we cannot trust the CCM result, because

it may have only been obtained by chance.

4.9.4 Ressler-Lorenz System

For scenarios Kk and K4, we consider a composite system where a Ressler
systemx in uences a Lorenz systeny. The system from [98] is de ned by

>$l;t = 6()(2;t + X3;t);
Xo:t = 6(X1:t) + 0:2X24;
X3t = 6(0:2 + Xz1(X1x  57); (4.26)

Vit = 10(y2  Y1u);
Yor =28Y1t Yot YutYst t Cx5y
Yot = YitYr2  8ys=3;

o = Xoi,

b= ya;

where we observe the system fdr= 1;:::;1000. The sampling period was
0.025, and the initial conditions were given byX1.o; :::; ¥a:.0) = (0 ; 0; 0:4; 0:3; 0:3; 0:3).
Simulation of each trajectory was completed using the MATLABde45solver.
The SSR parameters were selected to ig=4 and =5for aandQ =8
and =3 for b. The coupling parameterC controls the strength of the causal
interaction. In scenario Kz, we setC = 0 so the true causality isa ? b. In
scenario K, we setC = 3, so the causality is unidirectional. However, it is
noted in [98] that general synchrony for this system occurs wheéh = 3, and
so the cross map is invertible. Thus, the detected causation should ae b,
even though this does not re ect the true causality.

In both scenarios Kk and K4, the AF and RF metrics detected enough
structure for the application of cross mapping. Upon applying CCM, we de-
tected the expected cross maps in both scenarios.
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Scenario Ground truth CCM AR, RF, AF, RF, Test passed?

L, a, b a, b 100 1.00 1.00 1.00 Yes
L, a?b a, b 076 057 1.00 1.00 No
B1 a?b a?b 100 100 1.00 1.00 Yes
B, a?b a?b 063 1.00 1.00 1.00 No
Ky a( b a?b 039 1.00 0.72 1.00 No
Ky a, b a, b 028 1.00 0.77 1.00 No
Ks a?b a?b 100 1.00 1.00 0.99 Yes
K4 a, b a, b 1.00 1.00 1.00 1.00 Yes
E; a, b a, b 100 081 1.00 0.87 Yes

Table 4.1: A comparison of CCM results and the proposed metrics for a few
systems. Test passed indicates that the data has been deemed appropriate for
use with CCM. Incorrect CCM results are highlighted. The * denotes that
due to generalized synchrony, only bidirectional causation can be detected.

4.9.5 Electricity Data

To test our approach on a real data set, we used the Electricity Load Diagrams

2011-2014 data set from the UCI Machine Learning Repository [127], which
records the electricity consumption of 370 households in a Portuguese city.
The data show a daily periodic behavior, which we expect to be consistent
across the city. To study these data, we partitioned all households into two

groups, and we averaged the electricity trends in each ground for each time.
The average daily electricity usage for each group de ned two signads and

k. Since both signals observe the same latent process (the city's collective
electricity usage), we expect that the signals are synchronized aad, h.

To study the synchronization, we observed; b fort = 500; :::; 1500 (roughly
100 days), which we call scenarioEin the table. Prior to processing, each
signal was smoothed by a Savitzky-Golay Iter to remove daily noise. The
SSR parameters were selected to lig =5 and = 6 for both signals. With
our analysis, we found that the smoothed signals are both recurrent and pre-
dictable, which agrees with other work that has found limit cycle behavior
in this data set [128]. Performing CCM on these signals, we deduced that
a; , h, indicating that their behavior is indeed synchronized.

4.9.6 Bifurcation of the Rassler-Lorenz System

In the previous analyses, we considered the Ressler-Lorenz system in (4.26)
for somewhat extreme values o€. However, any value ofC between 0 and
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3 also produces a valid dynamical system with attractors, and as long as
C > 0 the causalityx ) vy is present. Thus, an important question is what
happens for intermediateC, where the coupling is weak but still non-negligible.
The transition between theC = 0 regime and the C = 3 regime requires
a bifurcation of the system's attractor, but since this transformation occurs
continuously, the distribution of test statistics for the cross map (e.g., the
CCM convergence coe cient) will also vary continuously.

In Fig. 4.8, we compare the situations whe& = 0;1 and 3. For each plot,
we consider 1,000 possible trajectories of 2,000 samples, where we discarded
the initial transient (the rst 1,000 samples) of each realization, so we have only
the remaining 1,000 samples. The sampling period of the observation signal
was 0.025, and the initial conditions were distributed according to a Gaussian:
(Xo;Y0) + 0:01In, where Ko;yo) = (0;0;0:4;0:3;0:3;0:3) and (n); N (0;1)
i.i.d. Simulation of each trajectory was completed using the MATLABode45
solver. We estimated the SSR parameters for each realization. Their values
varied across realizations, but the typical values for were between 4 and 6.
We usedQ =4 and Q = 8 for the signalsa and b, respectively.

We observe that forC = 0 and C = 3, the distributions agree with what we
would expect a cross map causality test to produce in this situation. However,
whenC = 1 we see that the distribution corresponding tea  bis centered at
0.5. If one uses a threshold of 0.5 to decide if there is or is not causation, then
the probability of making an error (given a random trajectory) is 50%, and thus
CCM is completely unreliable in this situation. Even for a di erent threshold
value, one may continuously varyC to nd a value where the distribution
average is on top of the threshold. In general, any system de ned using a
coupling parameter will likely undergo a bifurcation as the coupling parameter
is varied, and so this behavior could be generally expected for systems with
weaker coupling (i.e., near the bifurcation point).
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Figure 4.8: Histogram of the CCM convergence coe cient across 1,000 tra-
jectories with randomized initial conditions, visualized for di erent values of
C in the Ressler-Lorenz system. Somewhere betweén= 0 and C = 3 the
attractor of the total dynamical system undergoes a bifurcation.
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Chapter 5

Tangent Space Causal Inference

In the previous chapter, the CCM algorithm was introduced as a method for
causal discovery in the context of dynamical systems. Since CCM makes a
nontrivial assumption, namely that the signature of a dynamical attractor can
be recovered from the given data set, methods to quantify the suitability of a
given data set for cross map analysis were proposed in the previous chapter.
However, even with these improvements, the CCM test statistic is not neces-
sarily the optimal test statistic for detecting causation. For example, the CCM
test statistic is di cult to interpret and does not admit a simple decision rule.
Also, CCM does not explicitly learn a cross map function.

In this chapter we propose the Tangent Space Causal Inference (TSCI)
method as an alternative to CCM. In TSCI, we learn a function represent-
ing the cross map and explicitly test for the time-invariance property. As
a detection algorithm, TSCI can be seen as a drop-in replacement for the
CCM test, providing an interpretable and principled alternative. This addi-
tionally allows us to exploit the many extensions of CCM. Furthermore, the
proposed method is model agnostic, meaning that it can be adapted to any
method used to learn the cross map function, including multilayer perception
(MLP) networks, splines, or Gaussian process regression. The only major as-
sumption of this approach is that the time series under study were generated
by continuous-time dynamical systems, but this assumption is standard in a
number of physical systems [38]. As a result, the proposed approach may be
broadly applicable in many of the same domains that CCM has been applied
in, including ecology [70], neuroscience [129], and cosmology [69].

The work in this chapter is based on ideas introduced in [81] and [83].
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5.1 Notation

CCM is a technique for inferring causation between time series generated by
dynamical systems [70], as seen in the previous section. The basic motivation
for CCM is that given an observed time series(t), one can construct a vector
x that acts as a proxy for the latent statesz, that generated it. Given two
constructions, x and y, we may detect if there is a mapping between them,
which provides evidence of a causal relationship. From (5.7), sirgein uences
z, unidirectionally, the e ect y(t) contains more information than the cause
time seriesx(t), and as a resulty generally contains enough information to
reconstructx. With this in mind, we can frame CCM as a two-steps procedure
[112]. In Step 1, we construct representations and y that are proxies forz,
and z,, respectively. In Step 2, we detect a mapping between reconstructions;
if there is a mappingy 7! x, then the reverse causality holdsx ) .

To reconstruct the latent state space, as in Step 1, multiple approaches
could be employed. However, in the basic CCM methodology, one uses a
so-calleddelay embeddingf x(t), which is a linear Iter of the form

2 3
x(t)

x(t) = . : ) ; (5.1)

x(t (Q 1))

where and Q are parameters called the embedding lag and embedding di-
mension, respectively. The justi cation that x is a good proxy forzy is given
by Takens' theorem [88], which states that¢ and z, are equivalent up to a
nonlinear change of coordinates.

Theorem 5.1 (Takens' theorem [107]) Let M be a compact manifold of di-
mensiond. Let z2 M evolve according talz=dt = f(z), let  be the mapping
that takesz; to z;. , and let x(t) = h(z(t)). If Q 2d+ 1, then for almost-
every triplet (f;h; ), the map .

2
h(z)
h
th (2) = E ( (Z)) z (5.2)
h(

(Q' 1 (2))

1Several version of Takens' theorem exist, and they make useful, but mathematically
distinct, statements about how common such embeddings are. The version presented here
says that functions that do not produce embeddings live on a measure zero set, in the sense
of prevalence [107, p. 584].
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is an embedding oM into R°.

There are many di erent proofs and versions of Takens' theorem. This
version is proved by Sauer, Yorke and Casdagli [107], and is beyond the scope
of this appendix. Other noteworthy variations of this theorem are proved by
Takens [88], Stark [104] and Stark et al. [105].

Since ¢4 (z4(t)) = x(t), Takens' theorem tells us that ifz, lives on a
manifold M , then the pointsx lie on a manifoldM , which is called theshadow
manifold of x [70]. Despite the number of assumptions in the statement of
Takens' theorem, many generalizations of the statement exist, allowing us to
justify the use of delay embedding to systems with strange attractors [107]
and systems with noise [105]. If a system satis es the conditions for Takens'
theorem, in the sense thaMM  is a valid embedding ofM , then we say that
the system isgeneric

Since onlyz, in uences x(t), Takens' theorem implies thatx is equivalent
to z, up to nonlinear coordinate change However, due to the appearance
of z, in (5.7), both z, and z, are responsible for generating(t). As a result,
Takens' theorem suggests thay is equivalent to (z4;z,) as a concatenated
vector [104]. Since 4x;z,) clearly can be mapped ontaz,, the equivalence
between the delay embeddings and the latent states suggests that there is a
mapping y 7! x, called across map Thus, cross maps encode the idea that
the e ect time series contains information about its cause. This is encoded in
the following corollary to Takens' theorem.

Corollary 5.2. Suppose thatx ) vy for a generic system. Then there exists
a function F such that x(t) = F (y(t)) for all t.

The proof of the corollary is provided in Appendix B.1.

Step 2 of CCM is then to detect ifx ) y by checking if a cross magy 7! x
exists. To this end, Sugihara et. al. [70] propose to check the predictability
of the time seriesx(t) given y(t). They use a form ofk-nearest neighbors
regression to produce an estimate(t) of x(t) given y(t), and then they de ne
a test statistic

reey = corr(X(t); (1)); (5.3)

where corr is the Pearson correlation coe cient. To test the reverse causal
direction, x (y, one simply performs Step 2 again with the roles of and y
reversed.

2That is, up to di eomorphism.
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5.2 \ector Fields on Manifolds

We begin by considering the inference of a causal relationship between two
time series,x(t) and y(t). Our starting assumption is that both time series
were generated by a latent dynamical system whose behavior is governed by
a set of ordinary di erential equations (ODE). For motivation, we consider a
particular case with a unidirectional coupling between the latent states:

X(t) = hx(zx(1)); (5.4)
y(t) = hy(zy(1)); (5.5)
9x _ ¢ (2): 5.6
c?_t = fu(zx); (5.6)
= 1(22) (5.7)

where hy; hy; fy; fy, are assumed to be di erentiable functions, and, and z,
are state vectors. A causal relationship betweex and y is evidenced by the
appearance o, in the equation fordz,=dt. The state vectorsz, and z, could
possibly have redundant information, but by writing the system in this form,
we obtain an asymmetry betweex(t) and y(t) which will inform our inference
of causation. In our notation, ifz, appears in the equation foidz,=dt, we will
write X ) .

TSCI operates by checking if the ODE on one manifoldyl ,, corresponds
to the ODE on another manifoldM ,, meaning that the two dynamical systems
are coupled together. To understand how this works, we need to reframe our
discussion of ODEs in terms of vector elds. Recall that given an ODE of the
form,

— = u(®); (5.8)

we may interpret the vector-valued functionu to be a velocity vector eld on
the manifold. When evaluated,u(x) is a tangent vector on the manifoldM ,,
existing in the space spacé.M 4. From calculus, we know that tangent vectors
in TM , can be mapped to tangent vectors iifg (x)M by the Jacobian matrix
Je (x) at the point x. By checking if the tangent vectors can be mapped in
such a way, TSCI provides an alternative to the CCM causality test. A visual
motivation for the TSCI methods is depicted in Fig. 5.1.

Before we can map vector elds from one manifold to another, we need to
check that meaningful vector elds exist on the shadow manifolds. As usual,
this is also a corollary of Takens' theorem.

Corollary 5.3. There exists a vector eldu on M 4 such that the embedding
t-h: IN Takens' theorem is a time-invariant mapping. If we de ne (0) =
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Figure 5.1: Visual motivation for the TSCI method. Observed time series are
related to latent states evolving on some manifolds. Given observed time series
x(t) and y(t), we reconstruct latent states«(t) and y(t) that reside in manifolds

M x and M y, respectively. Ifx and y are causally coupled, there should exist
a function F that maps between these manifolds. Using the Jacobian matrix
Jr, we can map the velocity vector eld onM , to a vector eld on M, and
use the angle between velocity vectors as a measure of their similarity.

t-h: (zx(0)), and if we let (t) to be the ow of a point (0) under the vector
eld u, then .. (z«(t)) = (1), for all times t.

The proof of the corollary is provided in Section B.1.

The corollary guarantees that we can learn ODEs that describe the dy-
namics ofx and y, once we have obtained valid reconstructions of the latent
states. Letu and v be vector elds such that

dx _

? = u(x); (5.9)
y _ )

i v(Y): (5.10)

Because the cross map is a mapping between the two shadow manifolds, the
Jacobian matrix of the cross map relates the vectons and v. We state this
formally in the following Lemma.

Lemma 5.4. Let M 4 and M , be manifolds with respective vector elda and
v that de ne their dynamics. If there exists a cross mag : M x !'M , then
for every pointx 2 M ,, we have thatv(F (x)) = Jr(*¥)u(x), whereJg (%) is
the Jacobian matrix ofF at x.
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The proof of the lemma is given in Section B.1.

While the cross mapF : M x ! M is a mapping between points on the
manifolds, the Jacobian matrixJg (x) induces a mapping between the tangent
spaces at< and y. We show this visually in 5.1. Since the velocity ok can
be represented by a tangent vectou(x), the Jacobian matrix Jg allows us to
map these vectors to tangent vectors iM . If there is a cross map, then the
vector eld v and the push forward vector eldJru should match exactly. In
the absence of causation, there should be no correlation between the two. The
degree of alignment betweer and Jsu can be used as a test statistic for the
presence of a causal link. We therefore propose the TSCI test statistic,

riscy =corr(u; Jev): (5.11)
Because the tangent vectors are centered in their respective tangent planes,
we can geometrically interpret the TSCI test statistic as the expected cosine
similarity between the vector eld u and the push forward vector eldJgv,

TSC - u(F ()~ Je (y)v(y)

DY T B G E ) I (VI (5:12)

In practice, the estimation quality of the cross map also depends on the lo-
cation in the reconstruction space, and so the cosine similarity takes on a
distribution of values (5.2).

5.3 TSCI Algorithms

Having introduced the principles behind TSCI, we may now introduce algo-
rithmic principles for computing the TSCI test statistic.

CCM is sensitive to the quality of the reconstruction of the latent states
because an improperly constructed shadow manifold can sabotage the method
[81], and similarly TSCI requires that the shadow manifold be properly em-
bedded. Because of this, for the algorithm to work we must assume that
the embedding vectors¢ and y and the estimates of their vector eldsu(x)
and v(y) are well-estimated. To untangle this from the algorithm that is in-
tended to do just the TSCI test, we assume that embedding vectors and their
velocities at each point are supplied as inputs to the algorithm. This is ad-
vantageous because it means that the TSCI test can be combined readily with
other methods.

Estimation of points along the shadow manifold can be performed using
the linear lIter in (5.1). Of course, there are many other options that could
be used to learn a shadow manifold, such as GPLVM [112] or ODE learning
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[130]. A variety of methods could be used to estimate the vector elds on the
shadow manifold, but the simplest approach is to use nite di erences,

2 dxtt) 3 2 x(t+1)  x(t)
dx ol 1 xt+1 ) x(t )
0= gt = : o 5 !
Xt Q1) x(t+1 (Q 1)) x(t (Q 1))

dt

where t is the sampling rate of the data. Finite di erences are known to be
sensitive to noise, so in real scenarios a more careful approach to obtaining
the time derivatives is necessary. For a practical implementation, we propose
using the central nite-di erences, which are second-order accurate [131], or
the derivatives interpolated by a Savitsky-Golay lIter for noisy data [132]. Itis
also straightforward to use GPR to estimate velocity vectors, as seen in 2.2.2,
given a suitable choice of kernel function. By modeling(t) = F(t), where

F GP (m;k), one may obtain derivative estimates

() _ @F o @m Gk
dt @t @t @t@t

according to Lemma 2.1.

Algorithm 2 Tangent Space Causal Inference

Require: Embedding/vector eld matricesX;U 2 RT % andY;V 2 RT <
Ensure: Scorery, v

1. Learn a di erentiable function F such that X, = F(Y) for all t

2. fort=0;2,:::;T 1do

3:  Compute the Jacobian matrixJs (Y) 2 R® @ of the function F at
location Y,

Push forward the tangent vector by computingd, = VJIZ(Yy)

end for
- Dene ryx, v =corr(0;U)

o gk

The cross mapF in the TSCI algorithm can be learned using any reason-
able regression approach, including multilayer perceptron networks (MLPS),
splines, and GPR. Depending on the approach, derivatives can then be es-
timated from the model, either using automatic di erentiation or analytical
derivatives (Section 2.2.2 for GPR).

Since regression can sometimes be a computationally tasking procedure,
in Algorithm 3 we also provide a version of TSCI that is based on th&-
nearest regression, in analogy to CCM. Algorithm 3 can be seen as a discrete
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di erential geometry approach to TSCI. For clean and dense data, this simple

approach can yield accurate results, but it is generally unsuitable for noisy or
sparse data. In the latter case, it is preferable to combine the TSCI approach
with other methods of denoising time series, or learning of latent dynamical

models of the observed time series. In particular, the learning of a latent
ODE learning [130] can be combined with the TSCI test to yield accurate

causal inference. Additionally, Bayesian methods based on GPR can work
with irregularly sampled data naturally [133].

Algorithm 3  Tangent Space Causal Inference with K-Nearest
Neighbors

Require: Embedding/vector eld matrices X;U 2 R"T % and Y;V 2

RT @, regression parameteK > max(Qx; Qy)

Ensure: Scorery, v

1. fort=0:;2;:::;T 1do

2: Find the indices 1;:::; g of the K-nearest neighbors of ,

3 Compute the local displacements ix-space: Xy = X, X
4: Compute the local displacements ity-space: Y=Y , Y,
5
6

Compute the least-squares solution to Y J = Xy
Compute 0 = VJ

7: end for

8: Dene ry, y =corr(0;U)

5.4 Advantages and Limitations of TSCI

Scalability. ~ The TSCI approach, using theK -nearest neighbors algorithm,
retains the scalability and lightweight implementation that CCM enjoys. The
only additional computational complexity arises from solving a local linear
system of equations, and from the estimation of derivatives. Since thes linear
systems have a xed siz& , and since derivative estimation can be done using

a linear lter, the additional cost is minimal. The general version of TSCI will
scale depending on the choice of the regressor used to learn the cross map,
and on other design decisions made to improve the e cacy of the method,
but this is not unlike the situation if CCM were to be augmented with other
customization options.

Model agnosticism. Because a TSCI test can be formulated for any di er-
entiable regression model used to learn the cross map, the approach is highly
exible and model agnostic. Additionally, because there are many potential
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ways in which reconstruction of latent states and learning of the velocity vec-
tor elds can be improved, the TSCI method can be incorporated into a wide
variety of inference frameworks.

Quality of reconstructed states. In both CCM and TSCI, there are a few
assumptions that warrant some justi cation before use, since their violation
may Yyield to misapplication of cross map methods. The rstissue is that while
Takens' theorem implies that embeddings are plentiful, not all embeddings are
equal in quality or useful. Shadow manifolds that are sparsely or incompletely
sampled, time series with trends, or otherwise data that do not accurately
capture the latent manifold can lead to dubious results using CCM [81]. While
TSCI is less likely to produce a false positive in these case, the assumption
that a latent manifold is well-represented by a given embedding is nontrivial
and critical to ensuring solid performance of the method.

General synchrony  is a problem that plagues all cross map-based methods
[70]. The issue is that when the causal strength of the relationship) vy is
very strong, the in uence ofz, dominates the dynamics ok, and z, cannot
exhibit its own independent behavior. As a resultM , will look similar to M y,
and the cross map will become an invertible function. As a result, a strong
unidirectional relationship is detected as a bidirectional causal relationship.
In 5.3, the Ressler-Lorenz system enters general synchrony near= 3 [81].
The TSCI method appears more resistant to the e ects of general synchrony
than CCM, but it is a topological fact that as C grows synchrony becomes
inevitable.

5.5 Experiments

We validate the performance of TSCI on two datasets that are popular in
the literature. The rst arises from a coupled Ressler-Lorenz system, where
the ground truth causality is known and the causal in uence can be smoothly
modulated. The second example was proposed in [130] and uses sporadic
time series from coupled double pendulums, and illustrates the applicability of
TSCI to extensions of CCM. Code implementing TSCI is available dtttps:
/[github.com/KurtButler/tangentspaces . All comparisons to CCM use
the skcemmaodule in Pythor®. Experiments were run on a 6-Core Intel Core

i5 and NVIDIA Titan RTX.

Shttps://github.com/nickc1/skcem , MIT License
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5.5.1 Unidirectionally-Coupled Ressler-Lorenz System

A common toy system used for studying coupled dynamic systems is a unidirectionally-
coupled Ressler-Lorenz system [134], which we de ne in (5.13). In this system,

the rst three coordinates (z;; z»; z3) describe a Ressler system, and they are
unidirectionally coupled with a Lorenz-type system 4,; zs; zs). The strength

of the coupling is controlled by the parametelC. When C = 0, the two sys-

tems are disconnected, but fo€ > 0 there is a causal in uence frone;; z,; z3

to z4; z5; Z6.

2 3 2 3
Z3 6(Zz;t + ZS;t)
Z> 6(Zl;t) +0 :222;t
dz  dRz4 _ 6 (0:2 + z34(z1x  5:7))
dt B dt Zy B 10(25;t Z4;t) (5.13)
Zs5 2824;t Zst Zg1Z6y t ng;t
Zg ZatYi2 826173

In 5.2, we visualize the TSCI method forx = z, andy = z4. First, we
show the shadow manifoldM , and M y with a set of tangent vectors on
each manifold. The delay embedding dimension paramete(@, and Qy, were
selected using the false-nearest neighbors algorithm with a tolerance of 0.005
[109]. Time lags for the embeddings,x and ,, were selected by picking the
minimal delay such that the autocorrelation function drops below a threshold
[126]. Additionally, we show the histograms of cos), where is the angle
between the tangent vectors at each point. FoX ! Y direction, which is
the true causal direction, the distribution is centered near 1. For the/

X direction, the distribution of tangent vectors is centered on 0. The test
statistics, rx, vy andry, x, correspond to the means of each distribution, and
visibly correspond to the correct causality.

We show the e ects of varying the coupling strengtiC in 5.3a, where TSCI
clearly shows better separation across varyin@. We see the e ect of increasing
the library length (i.e., the size of the training set in nearest neighbors) for
C = 1:0in 5.3b. Here,rx: v increases at similar rates for TSCI and CCM,
suggesting similar data e ciency of the two methods.

5.5.2 Double Pendulum System

To illustrate the generality of TSCI within CCM-like frameworks, we applied
the TSCI methodology to the latent CCM framework, where CCM is applied
to a state-space reconstruction obtained via neural ODEs [130]. One reason
to favor this approach is when the observed time series are irregularly (i.e.,
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Figure 5.2: Shadow manifold$1 , and M  from the unidirectionally coupled
Ressler-Lorenz system (5.13) witlC = 1, and the corresponding histograms of
0> u and ¥~ v. The test statistics,ryx, y andryx v, correspond to the means
of these distributions.

with a non-uniform sampling rate) or sporadically (i.e., any given observation
only measures a subset of states) sampled. Notable for TSCI is the fact that
ground-truth derivatives are available, as they are directly learned in the neural
ODE reconstruction.

We replicate an experiment in the latent CCM paper where a network
of unidirectionally coupled double pendulums is simulated, and observations
sampled irregularly and sporadically. The authors' source cotlavas used
to generate data and apply latent CCM. For more information on the data
generation, see Appendix A of [130].

For TSCI, we learn a cross-map using an MLP between the reconstructed
state spaces. To avoid tuning learning rates for every network, the parameter-
free COCOB optimizer [135] and networks were trained for 50 epochs. Results
can be found in 5.1.

5.5.3 Varying Embedding Dimension

One of the key parameters in both CCM an TSCI is the embedding dimension
parameter Q used during reconstruction of the shadow manifold. Takens'
theorem suggests that onc@ reaches a certain value, the manifold is embedded
and the improvement of the results should saturate in principle. Of course,
in real life there is a curse of dimensionality associated with inference, so it is

“https://github.com/edebrouwer/latentCCM , MIT License
Shttps://github.com/bremen79/parameterfree , MIT License
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Figure 5.3: Comparison of TSCI with CCM for the Ressler-Lorenz system
(true causationX ) Y). The plotted lines show the median test statistic over
100 trials for both CCM and TSCI, and the shaded region indicates the 5th and
95th percentiles when (a)C is varied from 0 (no coupling) to 3 (approximate
general synchrony), and (b)C is xed to 1:0 and the library length is varied.

Table 5.1: Double Pendulum Experiments. Entries denote the mean one

standard deviation across 5 folds. Bolded directions indicate ground truth

causality.
Fx,1 X,
Direction Latent CCM Latent CCM (MLP) Latent TSCI (MLP)
Xy 0:011 0:009 Q015 0:009 Q021 0:010
X! z 0:044 0:008 Q055 0:011 Q077 0:013
Y! X 0:003 0:008 0:005 0:009 0:010 0:004
Y! Z 0:003 0:006 0:002 0:004 0:008 0:013
Z! X 0:737 0:019 Q747 0:015 Q915 0:006
zZ!' Y 0:475 0:043 0578 0:030 0612 0:053
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interesting to check how well the results behave as the embedding dimension
is chosen to be higher than necessary. We consider the e ect of varying the
parameter Q using data from the Ressler-Lorenz system in 5.4. Performance
of both methods improves as the dimension of the putative e ect (if we are
testingx ) Y, then this is Qy) is increased, until saturating after the manifolds
are fully embedded.

Figure 5.4: Comparison of TSCI and CCM for the unidirectionally coupled
Ressler-Lorenz system (5.13) withC = 1. Here, x(t) = z,(t) and y(t) = z4(t),
and the true causality isx ) y. The red lines indicate the values o€, and
Qy selected by false-nearest neighbors with a tolerance of 0.01.

5.5.4 Corrupted Signals

Generally, there are many nontrivial ways in which the state reconstruction
can be poor, e.g., presence of periodic trends [117] and underexploration of
the shadow manifold [81]. We consider two scenarios that deteriorate the
state reconstruction quality on the Ressler-Lorenz system: additive noise, and
a periodic trend.

Results for additive noise are presented in 5.5. We xe@ = 1:0 and varied
the signal-to-noise ratio (SNR) from 0 dB to 60 dB by adding Gaussian noise
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to the observed signals. When estimating derivatives, a Savitzky-Golay lter
[132] was used with a window length of 5 and order 2.

Overall, we nd the performance relative to SNR to be similar between
CCM and TSCI, suggesting that inference of the vector eld from noisy data
is not a limiting factor in the presence of additive noise.

Figure 5.5: Comparison of TSCI with CCM for the Ressler-Lorenz system
(true causation X ) Y) with additive noise. The plotted lines show the
median test statistic over 100 trials for both CCM and TSCI, and the shaded
region indicates the 5th and 95th percentiles when (af is xed to 1:0 and
the signal-to-noise ratio is varied.

An alternative way to corrupt signals is with a deterministic periodic trend;
we used a sine wave with a period of 2and varied its power with respect to the
true signal. Results are presented in 5.6. Our takeaways are relatively similar
to the additive noise experiment: TSCI seems to degrade similarly to CCM,
but its increased separation between cause and e ect makes this degradation in
performance less problematic. Notably, TSCI seems signi cantly more robust
to false claims of strong causation when the relative power of the confounder
is large.

5.5.5 Using the Mutual Information for Scores

One interesting alternative to the cosine similarity score is the mutual infor-
mation (MI), which provides a nonlinear quanti cation of how relatedu and

Jev are. One immediate concern with using Ml is that estimates from nite
samples are di cult; we use the classical estimator of Kraskov, S®gbauer, and
Grassberger [136], which has shown relevance even in the era of deep learning
[137].
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Figure 5.6: Results of the Ressler-Lorenz system wit6 = 1 corrupted by an
additive sine signal of varying amplitude. The amplitude of the signal, relative
to the sine wave, is plotted in decibels on the horizontal axis.

Results on the Ressler-Lorenz test system while varying the coupling pa-
rameter C are presented in 5.7. We nd that Ml typically shows less separation
than TSCI, which brings into question its viability when the ground truth is
unknown. Another issue is in the interpretation of Ml estimates: it is not en-
tirely clear if an MI estimate of, for example, 1 nat indicates strong in uence,
and MI estimates are not easily normalized in the continuous setting.

5.5.6 Comparisons to Other Causal Discovery Methods

As argued earlier, cross-map-based methods such as TSCI and CCM approach
causal discovery in a rather particular setting, where more mainstream meth-
ods do not apply. We empirically verify these claims on the Ressler-Lorenz test
system, using a variety of values of. We compare against Granger causality,
as well as various bivariate causal discovery methods.

We rst compare against Granger causality in 5.2. As expected from the
theory, Granger causality incorrectly infers bidirectional causality for alC >
0.

We also compare against various methods from the bivariate or pairwise
causal discovery literature. These methods typically assume the existence of a
mapy = f (x) that is either deterministic or subject to additive noise, which
does not exist in all but the most trivial dynamical systems. This includes
RECI [138], IGCI [139], and ANM [140]. Results are presented in 5.3 and 5.4.

We nd that IGCI consistently fails to detect a causal edge, with weak
coe cients. RECI consistently chooses the directionX ! Y, but does so
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Figure 5.7: Results of the Ressler-Lorenz system using the cosine similarity
and mutual information while varying C. Compare to Figure 5.3a.

even whenC = 0, which suggests that the results are not actually detecting
causality, but rather some other anomaly of the data. To this end, the variance
ratios as described by Blobaum et al. [138] are typically large, indicating little
con dence. Finally, for all C > 0, ANM detects bidirectional causality.
Comparisons with Granger causality use the implementation atatsmodels ©
[141]. All comparisons to RECI and IGCI used the implementations ofdt
7 [142], with a minor bug- x for RECI. Comparisons with ANM used the
implementation of 8 [143].

Table 5.2: Granger Causal Results for Ressler-Lorenz System. Entries denote
the median, 5th, and 95th percentile p-values across 50 trials. All p-values are
from the F-test implemented instatstools

C p-valueX! Y p-valuey! X

0:0 0:003305 0:16&505

0:75 Q00(:%9 0:00¢:9%

1:5 0:00¢:560 0:0005:500

2:25 Q0099 0:00¢:9%

3:0 0:00¢500 0:0005:560
®https://github.com/statsmodels/statsmodels/ , BSD-3-Clause License
"https://github.com/FenTechSolutions/CausalDiscovery Toolbox , MIT License
8https://github.com/py-why/causal-learn , MIT License
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Table 5.3: Bivariate causal discovery results for Ressler-Lorenz System. For
all models, a negative score indicated ! Y and a positive score indicates
Y ! X. All scores are based on the implementations @fdt. Entries denote
the median, min, and max over 10 trials.

C RECI IGCI
00  0:021 39%7 0:03%:972
0:75  0:.025 333 0:0349%.
1.5 0028 59533  0:016"%3,
225  0:029 3% 0:04@:3:2
30  0:036 001 0:03@:3%2

Table 5.4: ANM causal discovery results for Ressler-Lorenz System. Entries
denote the median, min, and max-value over 10 trials. All scores are based
on the implementation in causal-learn

C Xy Y! X

0.0 050746 0:45C553
0:75 Q00i2l  0:00(H:%43
1:5 00020 0:00(:9%
2:25 00020 ;009
30 000G 0:00¢500

5.6 Related Work

Causal representation learning. The primary function of Takens' theo-
rem in the CCM method is to yield a representation of a system's latent state
so that it may be used for cross mapping. For this reason, Takens' theorem saw
many generalizations appear in the following decades [105, 107, 144]. Causal
representation learning aims to learn hidden variables from high-dimensional
observations [145], and a principle task is to decipher the causal relationships
between many, possibly redundant, observations of a system [146]. In such
cases, methods of dimensionality reduction can be applied to extract causal
variables from the raw observations [147]. This is particularly important in
the processing of large, spatio-temporal data sets [38, 148]. Some authors
have proposed that CCM can be improved by aggregating data from multiple
sources into the reconstruction of the latent states [149, 150], which requires an
awareness of how the observation data relate to the causal variables of inter-
est. Since coordinates in a latent space are more often than not unidenti able,
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approaches to learning causal representations must take care to preserve prop-
erties such as temporal precedence or the hierarchy of causal upstream and
downstream variables.

Other cross map methods. CCM has popularized the use of cross maps
as a tool for causal inference, and many variations and improvements of the
basic CCM methodology have been proposed. Some of these works have pro-
posed to improve the reconstruction of latent states in these models, by using
a Bayesian approach to latent state inference [151], by adapting the approach
to use spatial/geographic data [152], or by adapting the approach for spo-
radically sampled time series [130]. Additionally, several improvements have
suggested changing the way that a cross map is detected. Some authors have
recommended varying the library length [153] or time delaying the cross map-
ping [115] to yield re ned information. The k-nearest neighbor regression,
which is used in the original CCM algorithm, can be swapped out for a radial
basis function network [154], or for a Gaussian process regression model [112].
Other approaches have not directly learned the cross map at all; instead they
have examined other aspects of the reconstructions such as their dimension-
ality [155] or used pairwise distance rankings as a signature of the mapping
[156].
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Chapter 6

Causal Strength

In this chapter, we consider the problem of quantifying the strength of a causal
relationship. That is, given a variable that considered the output of a causal
mechanism with several input causal variables, how can we measure the rel-
ative strengths or importance of each of the input variables. This problem,
of measuring the strengths of multiple causes, is naturally related to concepts
such as feature importance, and sensitivity, in machine learning.

Our approach to measuring the strength of causation will be based on
the concept of a Di erential Causal E ect (DCE). The DCE is a nonlinear
analogue to the Average Causal E ect (ACE), which is commonly used in
practice. We show that the DCE has many interesting properties and that it
is a useful tool for explaining the behavior of causal models.

The content of this chapter uses ideas from several works, which we de-
veloped in collaboration with my peers. We rst introduced the DCE in
[80] and expounded upon the concept signi cantly in several following works
[49, 73, 157{159].

6.1 Causal E ects

When one considers the causal e ect of an input cause variable on a given
output (a ected) variable, there are two related notions which one may use.
The rst notion focused on de ning the sensitivity of y due to a change inx,
viewing x as independent of the other parents of in the underlying DAG.
When there is a causal mechanism that relates an input vector to an
output variable vy, it is desirable to quantify the strength of each variable's
inuence ony. A rst measure of this could be achieved if one approximates
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the causal mechanism using a linear model,
y=ax+"

in which case we would like to interpret the regression coe cients; as the
strength of the causal relationshipx; ) y. This measure is usually called the
Average Causal E ect (ACE) . It is important to recognize that de ning

the ACE in terms of a regression model is awed because it generally depends
on our choice of regression inputs, which is an issue familiar to those who study
Granger causality (Section 2.3.6). Instead, the proper way to de ne the ACE
is to consider a regression model that is de ned in terms of an intervention
[46, p.216]:

ACE,, , = SEWidolx = 9); 6.1)

If the ground truth causal mechanism is linear, then the ACE will be a constant
and equal tog;.

The reason that (6.1) is the proper de nition is because it allows us to
disentangle the causal mechanism ) y from other causal relationships in
the system that could bias our regression approach. If we were to di erentiate
the conditional mean, @(yjx; = s)=@sinstead of the interventional mean in
(6.1), we would still be subject to possible biases due to the behavior of the
rest of the system, as we see in Simpson's paradox (Section 6.1.1).

It is possible that sometimes one can estimate the ACE without perform-
ing an intervention despite the de nition. If the relationship x; ! vy is un-
confounded, then regression can be used to obtain the correct ACE measure
Alternatively, clever techniques like instrumental variables can be useful to
derive the causal strengths [160].

6.1.1 Simpson's Paradox

Simpson's paradox [161] demonstrates that the existence of unobserved vari-
ables can critically change the causal e ect that we measure. We illustrate
Simpson's paradox by considering the following generative model:

Wy ; Wy AN (0;2); (6.2)
z"u (f1;:::;59);
X =27+ Wy,
y:=4z X+ w,

1This is an untestable assumption without interventions, however.
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where N (; 2) denotes a Gaussian distribution with mean and variance
2 and U(A) denotes the uniform distribution over a nite setA. In Figure
6.1, we draw 100 samples from this model and compare two models tted to
this data set. We nd that knowledge of the common cause variable will
a ect the detect sign and magnitude of causal e ect ok ony. The dilemma
presented by Simpson's paradox is di cult and well known within the causality
literature [46, 162]. As a result, when we say the \causal e ect of ony,"” we
mean the causal e ect ofx ony in the assumed model

Figure 6.1. Simpson's paradox [162] demonstrates that a measurement of
causal e ect depends critically on what features are included in the regres-
sion model. Left: A set of samples of pointsX;y) from the generative model

in (6.2). Fitting a regression model := ax + " yields an ACEa > 0. Right:

We show the same set of samples colored by the valuezofA joint regression
modely := ax + bz+ " now revealsa < 0.

6.2 Dierential Causal E ects

The goal of ACE analysis is to measure the strength of causation between
two variables. However, when the causal mechanisms that relate variables are
non-linear, this causal strength may vary with the state of the system. As
such, the ACE might be an oversimpli cation in some situations.

In the ACE, we consider the linear model coe cient as the strength of
causation. The natural nonlinear analogue of the linear model coe cient is the
derivative. Suppose that the value o¥/ is determined by a causal mechanism

y = F(x;");
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where x is a vector of inputs. We de ne the Di erential Causal E ect
(DCE) of x; ony to be the partial derivative of the causal mechanism

@Rx;")
@x

Note that we de ne the DCE as afunction of the current system state X;").
When the causal mechanism is linear, the DCE and ACE coincide. Other-
wise, the DCE is a function that can represent the sensitivity of the e ect to
continuous changes in the cause as dependent on the current state.

The current de nition of the DCE, in terms of a causal mechanism, is
convenient because it makes the meaning of the DCE apparent. It is the
sensitivity of the e ect to the input with respect to a given modedf F. As a
result, the complication of applying DCE in practice is not its de nition, but
rather the identi cation of causal mechanisms and their estimation. Since the
DCE is de ned with respect to the model, uncertainty in the model should also
carry over to induce uncertainty in the resulting DCE predictions. In Section
6.3, we propose an approach to estimate the DCE using GPR. Since GPR can
quantify its uncertainty, it allows us to additionally produce uncertainty in
our DCE predictions.

In (6.3), we considerx; to be an immediate case of. It is thus appropriate
to call this quantity in (6.3) the direct DCE . We distinguish this from the
total DCE , where one uses the chain rule from calculus to consider the total
causal strength over multiple paths from cause to e ect in the graph [49].
The total DCE is the nonlinear version of the total ACE, which was discussed
brie y in Section 3.2.3.

DCEy: y(x;") = (6.3)

6.2.1 Dierential vs Average Causal E ect

For many systems of interest, the spatial average of the DCEKX;")=@X
will equal the ACE (that is, the linear regression coe cient). Suppose that

is a continuously di erentiable function and (x;") is distributed according to
a multivariate normal distribution. Using Stein's lemma [163], one may show
that the following identity holds

@F _ 2z @Kx;")

By m) @y T @y POGTdxd”
_ Cov(xi;F(x;")) .
- Var(x;) (6.4)
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Interpreting this causally, we yield the equality
E(X;") p(x;")(DCE) = ACE :

Since generalizations of Stein's lemma to exponential families [164] and el-
liptical distributions [165] have been proposed, the result may be fairly general,
requiring only weak regularity conditions.

The extent to which this result holds empirically for the estimated DCE
will depend on how well the functionF (x;") was estimated. If one bootstraps
the estimate of E(@F=@)xby averaging the DCE evaluated at the observed
data points, we nd that this typically coincides with the ACE.

6.3 Estimation of DCEs with GPs

To estimate the DCE from data, we employ GPR. Given a vector of covariates
X = (X1;X2; 1 Xp) and a target quantity y = F(x), GPR estimates the func-
tion F by placing a Gaussian process prior over the space of possible functions
F : RP I R. For convenience, we that this GP prior has zero mean and a
covariance functionk(x;x) which is twice-continuously di erentiable. After
receiving a data seD = f(Xn;yn) : N = 1;::;Ng, the GPR estimateF of the
function is given by the posterior mean and can be expressed in closed form,
as derived in [4], by

F(X) = Er ep (F(X)jD;X) (6.5)
=k (x)"(K+ 2) 1ty (6.6)

X
= k(X;Xn) n (6.7)

n=1

wherey is a vector of training observationsx is the test point corresponding
to the value F (x) that we would like to predict, and |, is the n-th entry in the

vector (K + 21) ly. K is the Gram matrix of the kernel functionk evaluated
on the training points, i.e.,

[Klnm = K(Xn;Xm):

The DCE of x; ony is simply the derivative of the unknown. From Section
2.2.2, we know that ifF GP , then the partial derivatives @F=@>are also
distributed according to a GP. In this case, we are interested of the deriva-
tives of the function F modeled by the GP posterior over=. According to
Lemma 2.1, ifFjD GP (mp; kp), where m, and k, are the posterior mean
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and covariance functions respectively, then

@Rx) .., _ @mpKx) _ @ .
= @x Dix = @x @xE(F(X)JD’X)
Substituting (2.23), we obtain
@frx) - _ X @Kx;xn)
= Tax O T ., @x 7 (©8)

As a consequence, the feasibility of estimating the DCE using GPR depends
primarily on whether @k x; x(™ =@xcan be easily evaluated. In the following
section, we show that this is easy for many common kernels.

6.3.1 Common Kernels

The default kernel in many GPR applications is the squared-exponential (SE)
kernel [4]: !
X xH?

s (6.9)

kse(x;x) = Zexp
=1
where™ and ; are parameters. The derivative ok(x;x(™) shown in (6.8) is

straightforward to compute, i.e.,

|
x; x(M X (xi xM2 oy x™
@ke xixT &4 57 )% AR (6.10)

@x

_ 2
= fexp

j=1

A popular extension of the SE kernel is th&SE kernel with automatic rel-
evance detectiofARD-SE) [8]. The ARD-SE kernel modi es (6.9) to let the
parameter” vary for each input dimension,

!
Xo(x x0?2

: (6.11)
27

Karp-se (X; X% = fZeXp
j=1

As a result, the ARD-SE kernel may automatically weight the importance
of each input dimensionx; by varying the parameter ;. The corresponding

modi cation to the derivative is also immediate
I
@Mkro-se X;xM = Zexp X (% Xj(n))z Xj Xi(n), (6.12)
= h i . _
@x o 27 :
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Another common choice of kernel is the Magern kernels. Maern Gaussian
processes are used because they can impose a restriction on the di erentia-
bility of the GP posterior samples [4]. The SE, ARD-SE and Matrn kernels
are all universal kernels, meaning that they can be used to approximate any
continuous function [166]. The Maern 3/2 and 5/2 kernels are known to be
once and twice continuously di erentiable respectively, and they are given by

the following equations:
!

p§r p§r
Kmazz (X;xM) = 1+ ——" exp LU (6.13)
| |
— : p_
2
s (GXM) = 1+ 274 20 exp 20 (6.14)

wherer, = jix  xMjj is the Euclidean distance of the test poink from the
n-th training point. The corresponding derivatives can again be computed,

p_
@’ﬁat3/2 _ 3rn 3rn Xi Xi(n) .
ax 2 exp . — (6.15)
p_ ! p_ ! -
5 5 5r2 5 e
—@g‘i’z - 3\2” 3\;” exp \r” Xi rx' : (6.16)
n

We note that the current list of kernels is by no means exhaustive. Similar
results can be derivative for a large variety of kernels. If derivative of the
analytic derivative is considered tedious, estimation of the kernel derivative
can also be performed easily via automatic di erentiation [167, 168].

6.3.2 Random Feature GPs

The DCE can be easily computed for RFGPs [169]. From (2.32), we can
deduce that for a functionF modeled using RFGPs, the posterior mean DCE
is given by

@fx) _ @ ()

E Al 6.17
@x @x Y (6.17)
and the posterior covariance is given by
@Rx). @RxY) _ ,@(x)7, .@ (X9,
Cov ax ' @x _ " @x A ax (6.18)
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Since the coe cients are the same as the RFGP predictive, all that remains is
to calculate £, which is given by

V1 COSK” Vq)
Vi SIN(X” V)
= : : (6.19)
Vi COSK™ Vi)
Vi SIN(X” Vi)

@ (x)
@x

From (6.19), it can be seen that@ (x)=@4xis linearly proportional to . Since

2 3 2
V1 COSK” V1) sin(x” vy)
Vi SiN(X” V1) 0 1 cosk”Vvq)
: = diag(V ) 10 : ; (6.20)
Vm:i COSK™ V) sin(x”vy)
Vi SiN(X”Vy ) cosf” vy )
where is the Kronecker product, andV @ = (vyi;vai;  ;Vu;) it follows
that @ (x) 0 1
X .
= V7 =d (i) .
a@x diag(Vv ") 10 (x): (6.21)

Depending on the representation of the RFGP model, other expressions for
the derivatives are available [49, 169].

6.4 Simulations

To validate our approach, we study three synthetic data sets. Each model is
intended to highlight di erent aspects of the DCE approach, and the utility
of GPR as a tool for estimating the DCE in a data-driven manner.

6.4.1 Linear Model

First, we demonstrate that the GPR-based estimate of DCE can reproduce
the coe cients of a linear model. In Figure 6.2, we consider 200 data points
sampled from the following model:

Xi N (0;2); I=1;:54
" N (0;1);
Y= X1 +2X,+3X3+4X4+ " (6.22)
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We estimate the di erential causal estimate by regressing on Xi; :::; X.

We observe that the average GPR-estimate coincides with the least squares
model coe cients for each covariate and each kernel. However, we did not
assume the functional form of the relationship in (6.22) during inference, which
suggests that the average DCE will generally reproduce the ACE. We include
in the supplemental material some results suggesting that this behavior is
typical, even when the generative process is nonlinear.

Figure 6.2: DCE recovers the linear coe cients for the linear model in (6.22).
Using three di erent kernels, the DCE estimated from 200 data points aver-
ages on the correct values. The black dots represent the mean values of each
distribution, and the white crosses on top of each dot represents the corre-
sponding estimate obtained using ordinary least squares.

6.4.2 Nonlinear Model

Next, we consider a system in whick andy are related by a nonlinear function.
We observe 500 samples from the following model:
x;z U (©;5);
" N (0;1);
f (x) = sin(x) + cos(2x) + sin(3x) + 0:1x?;
y = f(x)+cos(z)+ " (6.23)

The DCE @y=@iz only a function ofx in this model.
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In Figure 6.3, we show the result of regressing on x using GPR with
an SE kernel, and then we show that the estimated DCE is close to the true
causal e ect as we vary the inputx. Visualizing the ACE on the same plot,
we see that it is close to zero (about 0:2), indicating that the ACE will not
detect any causal in uence fronx to y because the distribution of DCE values
has mean zero. However, the DCE is only zero in mean, and on average the
magnitude of the DCE is about 2.1. Hence, the DCE encodes information
about the causal strength that is more di cult to detect using the ACE.

Additionally, in Figure 6.3, we compare the estimates of the DCE using
the SE, Mat3/2 and Mat5/2 kernels. The ARD-SE kernel performed indistin-
guishably from the SE kernel, and so it was not plotted. We observe that while
all kernels provided appropriate estimates, the Mat3/2 was more oscillatory
than the other kernels. This is possibly due to the Mat3/2 kernel's limited
di erentiability, which suggests that kernel design may be important to re ne
a DCE estimator.

6.4.3 Modulated Causation

As a nal example, we consider an example where the causal strengthxaf y

is modulated by a third variablez. This situation can occur quite generally in
practice, but this particular example is inspired by models of thalamocortical
projections in the brain [170{172]. We consider the following generative model:

Wy ; Wy i'i'd'N (0;2);

X(t) :=sin E + cos p—2 + Wy
2 6
2(t) = 1 + exp(15 sin({t=20))’
y(t+1):=0:9y(t)+( + z(t))x(t) + wy; (6.24)

where we selected = 0:1. Note that z(t) varies smoothly between 0 and 1,
and x(t) is just a superposition of sinusoids in noise.

The DCE of x(t) ony(t+1) is given by + z(t). Hence, the next observation
y(t + 1) depends strongly on both the currentx(t) only when the modulation
signal z(t) is high (near 1).

We observe 1000 samples from this model and attempt to estimate the
DCE of x(t) on y(t + 1) by regressingy(t + 1) on x(t) and y(t). In Figure
6.4, we show that our estimated DCE tracks the true modulation signai(t)
in time. We see that DCE is approximately linear inz(t), indicating that the
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Figure 6.3: DCE for the nonlinear model in (6.23). Top: The Gaussian
process posterior mean and one standard deviation of variation for the data
in the gure is shown, learned using the SE kernelMiddle: The DCE is
estimated using the GPR model in the top plot. The ACE is also shown, and
is approximately zero. Bottom: Comparison of DCE estimates for several
kernels.
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underlying process is likely to be bilinear. Fitting a line to the scatterplot
yields a slope of 1.007, close to the true value.

Figure 6.4: DCE in a time series model. The signak evolves according to
Vier = ay; + ( + z)X; + ", where zz smoothly toggles between 0 and 1.
Top: The signalsx(t); y(t) that are observed. Middle: The true DCE of
X(t)yony(t+1)is @@t +1)=@K) = + z(t). The GPR estimate tracks the
true value closely in time. Bottom: We plot the estimated DCE against the
corresponding values of(t). The strong linear trend suggests that a bilinear
model may accurately capture the dynamics.

6.5 Experiments with Macaque Data

In this section, we consider an application of DCE analysis to the study of the
prefrontal cortex, based on work from [157] and [173].

95



Since this investigation is part of a broader e ort to study the brain in
humans and macaques, we have included some discussion to help frame the
purpose of this investigation and the signi cance of these particular experi-
ments.

6.5.1 Functional Connectivity

Cognitive control is our ability to exibly adapt behavior according to goals
and context. Cognitive control is considered hierarchical [174] in the sense that
when we plan and perform actions, we often start with an overarching/abstract
goal like \make co ee," which can be broken down into more concrete subgoals,
e.g., \grind beans" or \get a cup.” The frontal lobe of the brain, particularly
the prefrontal cortex (PFC), is vital for cognitive control. The PFC is com-
prised of 47 areas [175] di erentially contributing to cognitive control, but how
information ows between areas of PFC and its hierarchical causal network
structure overall, is unclear. This question takes on added importance because
perturbed cognitive control characterizes several neuropsychiatric disorders,
including schizophrenia and depression.

Neuroscientists have studied the PFC extensively to discover how it is
connected and how information ows from one part to another. However, de-
termining functional connectivity and the direction of information ow within
the large-scale organization of brain networks, and PFC in particular due to
its dense recurrent bidirectional connectivity, is a critical challenge in neuro-
science. At present, functional connectivity metrics have only been coarsely
applied to PFC. One can divide current methods of functional connectivity
based on whether they are directed (vs. non-directed) and model-based (vs.
model-free)[176]. Directed models try to identify the cause and e ect, while
non-directed models only show statistical interdependence. Cross-correlation
and Granger's causality are examples of a directed model where cause precedes
the e ect[43, 177]. Model-based approaches assume a relationship between two
signals (Pearson correlation, for example).

In contrast, model-free approaches (such as mutual information) speak
only to signal transmission between regions but can specify the direction of
signal transmission (i.e., with transfer entropy [62, 178]). The PFC is aston-
ishingly complex, with innumerable bidirectional connections with the rest of
the brain, leading to di culty in creating tractable models. Nonetheless, some
large-scale organizational principles have been proposed with the assistance of
functional connectivity-based models. Koechlin and colleagues [179] proposed
an anterior-to-posterior gradient wherein higher-order control is imposed by
the frontal pole. Low-level sensory feedback is implemented at more posterior
regions, such as the premotor cortex [179]. The authors of [179] used a lin-
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ear model of blood ow patterns to support this view, which parcellated the
prefrontal cortex into relatively large regions and assumed linear relationships
between activity in these regions. Badre and Nee extrapolated this and other
data into a general model of antero-posterior gradient organization of PFC,
based on studies that largely rely on similar approaches [180]. A related pro-
posal by Shenhav and colleagues suggests that the medial parts of the frontal
lobe compute the expected value of control signals needed to optimize be-
havior and transmit these signals to the lateral parts of the frontal lobe for
implementation[181]. This model, however, also depends on studies that only
coarsely identify causal in uences in the PFC.

In this experiment, we investigate an approach based on using the DCE to
guantify the strength of causation between two time series recording signals
from the frontal lobe. The underlying hypothesis of the experiment in question
is that the PFC is hierarchically organized, which we describe next.

6.5.2 Hierarchical Organization of the Cortex

Information about the external world is transmitted from our sensory organs
to the occipital, temporal and parietal lobes of the brain, and there is a well-
studied hierarchical organization of sensory processing across these lobes. In
contrast, the hierarchical organization of the frontal lobe is unclear. One major
theory suggests that PFC, along its anterior-posterior dimension, is broadly
organized according to the level of abstraction of behavioral goals. Here, ante-
rior PFC, at the top of the hierarchy, represents abstract goals/rules, whereas
posterior PFC, more concrete goals/rules [179, 182]. Another major theory
suggests that PFC, along its medial-lateral dimension, is broadly organized
according to its role in mediating exploration-exploitation trade-o s which are
central to our daily decision-making. Here, medial PFC enables exploration of
new options, whereas lateral PFC enables exploitation of the current option
[183]. These theories derive from functional MRI and brain lesion data, and
higher spatiotemporal resolution of intracranial neural recordings and meth-
ods to measure causal in uences are required to resolve PFC organization, in
conjunction with cognitive control tasks that activate PFC.

6.5.3 Description of the Macaque Data

Our neural time series data are multi-channel, LFP signals (sampled at 2kHz)
derived from intracranial EEG recordings in 10 patients evaluated for surgical
treatment of epilepsy. Recording sites, based on clinical requirements, included
extensive coverage of the frontal lobe. We ltered data from 4-200Hz, removed
artifacts/ictal activity, and analyzed bipolar derivations of LFPs (di erence
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between two adjacent channels, to remove shared noise across channels). An
important way to implement cognitive control is to apply rules which map
cues to actions according to context. During recordings, patients performed
a hierarchical rule task requiring switching and application of abstract and
concrete rules. The abstract rule cue speci ed the relevant dimension (shape
or orientation) of the subsequent concrete rule cue, which speci ed the rele-
vant feature to report (rectangle/oval/bowtie or N/'SW/SE). Preliminary data
herein focus on medial (anterior cingulate cortex, ACC) and lateral (dorsolat-
eral PFC, DLPFC) frontal lobe during the working memory period after the
abstract rule cue.

6.5.4 Time-Series Model

We propose to learn the structure of the frontal lobe by analyzing the strength
of causation between brain regions as represented by the LFP signals. To
illustrate this process, consider two time series; and y;, where we suppose
that y; is "downstream’ in the network hierarchy. We use a nonlinear additive
noise model to represent the interaction of; andy;, i.e.,

Y= F(Ve 150 i Xe 155X @) + Wi (6.25)

wherew; represents noise due to unobserved in uences and other background
brain activity, and F is an unknown nonlinear function. Themodel order
parameter Q controls how much of the signals' history is used for prediction,
and Q should be larger than the propagation delay of a signal from to y; for
the model to accurately describe the interaction [126]. For no® is assumed
to be xed, but later we consider the behavior as the parameter is varied.

6.5.5 Double-Averaged DCE

We recall from the previous sections our estimator of the DCE that exploits
the GPR posterior predictive distribution:
|

DCEy y(y;x)= E %}(U D;x;y

:W @QKY;X;YniXn) .

ox : (6.26)

n=1

where the coe cients |, are obtained from (2.18) andn is ranging over the
set of training vectorsx,;y, that we produce from observed signals. Often
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times, the kernel functionk can be di erentiated easily, and there are simple
expressions available for common kernels [21, 80]. The estimator in (6.26)
is again a function of the test point {;x), and it can be averaged over the
input space, just as we did fotDCE,;, yi. Since the probability distribution
p(y:; X¢) is not usually available, we can resort to a bootstrap estimate by
substituting the observed values of the signal. Thus, we have an estimator for
the averaged magnitude of the DCE,

XN @y XmYniXe)
HDCE,, i = N ax N (6.27)

m=1 n=1

If desired, the posterior uncertainty in (6.27) can also be derived from the GP
posterior.

As mentioned in Section 6.5.4, the precise input features that strongly
in uence y; may vary from trial to trial. We thus require an approach that
can average across time lags, but still retains the ability for us to ascertain
what time lags are important. To this end, we consider several di erent values
for the model order parameterQ. For eachQ = 1;:::; Qmax, Where Qmax IS
speci ed beforehand, we t a GPR model and we estimatéDCEy,, ,i using
the GP posterior. We then de ne thedouble-averaged DCEo be the average
of the averaged magnitude of the DCE over each within a model with xed
order Q, i.e.

) 1 X° .
hiDCE,, ,ii (Q) = o hDCE,,, yi: (6.28)

i=t 1

The measurentbCE,, yli compensates for the fact that the propagation delay
from cause to e ect varies from trial-to-trial by averaging over the observed
lags. By consideringhtbCE,, yil as a function of Q, one can study how
changes to the time window change the causal strength measurement, without
concern that the resulting measurements are distributed across several lags in
time.

6.5.6 Experiments

In this section, we perform several analyses of the LFP data using the double-
averaged DCE. Before performing DCE analysis, we rst applied linear cross-
correlation analyses to explore the data set. Peaks in the cross-correlation
generally occurred well within 15ms, and thu®mn.x = 30 was selected after
considering the 2kHz sampling rate. To emphasize the relationship of model
order to the timing of the brain activity, we often specify the model order in
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terms of milliseconds.

In Fig. 6.5, we visualize how the causal strength between ACC and DLPFC
varies across sensor locations. In the proposed method using double-averaged
DCE, we observe patterns in which some groups of adjacent channels detect
more causal strength than other regions. In contrast, we also computed the
corresponding cross-correlations and pairwise Granger causalities, to observe
how other pairwise analyses fared. The Granger causality method use linear
models with the same model order as the double-averaged DCE approach.

Figure 6.5: Comparison of the cross-correlation, pairwise Granger causality
[57], and the double-averaged DCE across pairs of channels from the ACC and
DLPFC, respectively. The cross-correlation and Granger causality analyses
are suggestive of a relationship between ACC and DLPFC, but the resulting
plots do not show recognizable spatial structure across channels. The double-
averaged DCE detected causal strength which was more spatially organized
than the two linear measures. In all three plots, the matrices were computed
using 212 trials of the hierarchical rule task, where each channel recorded 1,000
samples of data per trial.

In Fig. 6.6, we consider how varying the model orde® allows the double-
averaged DCE approach to discover the time delays of interest for the ACC
to DLPFC mechanism. We observe that by varying the model orde®, the
largest values of the double-averaged DCE typically corresponded to a time
window of 6-8 ms. The rising causal strength a® increases, whileQ 6,
may correspond to the arrival of increasing relevant information as the model
important time lags are added to the model. Before the lags, are available,
e.g., Q = 2 ms, the causal strength is low but not zero, which is expected
because even if a more delayed copy of the ACC signal was omitted from the
model, the autocorrelation or smoothness of the signal ensures that nearby
lags are still statistically meaningful. WhenQ 8, increasingQ appears
to decrease the average causal strength, which indicates that the most useful
information has already been included in the model and the time window has
already captured the true lag.
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Figure 6.6: Double-averaged DCE vs. the model order. In black, we show the
average across all pairs of channels (in a pair, one channel is from ACC and
the other from DLPFC) and trials, with one standard deviation in the shaded
region. The colored curves correspond to the results for xed pairs of chan-
nels, but we still average over trials to produce each curve. The most strong
in uence appears when the model order (interpreted as a window length) is
around 6 to 8 ms.
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In Fig. 6.7, we examine the trial-to-type variation of the DCE measures.
We see that individual trials vary signi cantly in their behavior, and thus, to
get a generalized assessment of the strength of causation between the ACC
and DLPFC, one must either aggregate over trials, or nd a way to explain
the variability in terms of a measurable variable. Despite the trial-to-trial
variability, the measured causal strength responds comparably @; for small
Q, the causal strength is low, and foQ exceeding some trial-speci ¢ threshold
the causal strength is larger, which agrees with the trends seen in Fig. 6.6.

Figure 6.7: Heatmap illustrating how the double-averaged DCE varies from
trial to trial, for a xed pair of channels (one from PFC and one from DLPFC)
and a subset of the total number of trials. There is noticeably variability from
trial to trial, but in general all trials show the behavior that the causal strength
is small for smallQ, and the measured causal strength of the ACC on the
DLPFC increases noticeably wherQ passes some trial-dependent threshold.

6.5.7 Discussion

Our DCE analyses suggest that medial PFC (ACC) causally in uences lateral
PFC (DLPFC) during a cognitive control task. This in uence was maximal at

a time lag of around 7ms, indicating the signal transmission time from ACC
to DLPFC. Although the time lag varied from trial-to-trial of the task, it was
consistently between 6-10ms, which is within the expected physiological range.
The medial PFC's in uence occurred during processing of the abstract rule cue,
which speci es the subset of subsequent relevant concrete rules to complete
the task. Hence, the medial PFC in uence on lateral PFC is consistent with
a shift from exploration to exploitation of the relevant task rules. This pro-
vides support for the theory of medial-to-lateral PFC interactions mediating
exploration-exploitation trade-o s [183].
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6.6 Related Work

Approaches to measuring causation based on multivariate calculus have ap-
peared before in several other disciplines [184, 185], and in [46] the idea of a
nonlinear causal e ect is brie y mentioned. Despite this, there has been com-
paratively little work on non-parametric approaches to measure a nonlinear
causal e ect until very recently. [186] proposed a kernelized version of the in-
strumental variables approach to causal e ect estimation, which parallels the
application of GPR investigated here. Other works attempt nonlinear instru-
mental variable analysis through the use of deep learning [187{189] and the
method of moments [190]. Very recent work [191] proposed the notion of a
“causality eld' as a measure of nonlinear causal e ect, where the sign of DCE
is used to partition the con guration space into positive, negative and null
causal e ect regions.

Other related notions of causal e ect exist as well, which di er greatly from
the ACE and DCE analysis proposed here. Pearl [41] de nes the causal e ect
of x ony to be the mappingD from the set of possible values of to the set
of probability measures orny, where the mapping is given by

7!t p(yjdox = )):

Alternatively, Rosenbaum and Rubin [192] consider causal e ect as the di er-
ence in expected outcomes as a function of pairs of valuesof.e.

(; 97! E(yidox = )) E(yjdox = 9):

We note that in both cases, the causal e ect is not a scalar quantity, but
rather some function dependent on the value of the intervention. Addition-
ally, notions of causal e ect (also called treatment e ect) based on Bernoulli
random variables are employed in epidemiological [193] and clinical research
[194]. We point out that our discussed ACE and DCE measures are physically
meaningful, and they have a physical unit de ned by the units oy and x;,
respectively, and both can be interpreted as measures of the sensitivityyofo
small changes irx;.
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Chapter 7

Joint Causation

In the previous chapter, we introduced the di erential causal e ect (DCE) as
a nonlinear measure of the causal strength in a causal mechanism. In general,
causal mechanisms have several inputs, and the overall causal strength of one
variable may depend on the state of another variable. We refer to this as the
situation of joint causation, the situation in which a causal mechanism is not
reducible to a sum of smaller mechanisms that isolate the contribution of each
input variable. To study this formally, in this chapter we introduce the study
of mixed di erential causal e ects (MDCES).

The content in this chapter is based on work [159] conducted in collabora-
tion with my coauthors.

7.1 Interactions in Statistics

Many scienti ¢ experiments study problems of causality, where one or more
causal variables or factors combine to produce an e ect. To describe cause-
e ect relationships rigorously, we employ statistical models [195]. Linear mod-
els are often a rst choice for modeling, but linear models alone cannot describe
interactions within a causal model, i.e., they fail to accurately describe sit-
uations in which the mechanism that one causal variable uses to produce an
e ect is moderated by the value of another causal variable [196]. In this case,
the causal mechanism that produces the e ect can only be understood when
causes are considered jointly, and one cannot decompose the causal mechanism
into independent pieces that separate the contributions of each causal variable.
Causality, as a rigorous statistical subject, has seen numerous di erent
interpretations by di erent authors [41{43]. Interactions in causal models, as
its own topic, has also received continuous interest throughout the past century
[197{199]. This interest is also clearly seen in the applied sciences, including
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neuroscience [196], environmental science [200], psychology [201], economics
[202], and epidemiology [203]. However, the wordteraction has a plurality

of possible meanings [204], many of which do not align with our discussion here.
For this reason, we sometimes prefer the terfoint causation to express the

idea that multiple causes produce an e ect jointly,n an irreducible manner.

In statistics, the most popular approaches to modeling interactions use
parametric models, including bilinear models [205], generalized linear models
[206], ensembles [207], or Volterra series [208, 209]. While parametric models
are easy to analyze, each parametric family describes a di erent notion of in-
teraction, which might di er from the notion produced by using another family
of models. Additionally, the accurate estimation of joint causation depends
on the expressiveness of the model class and preprocessing techniques, such
as centering [196, 210]. A number of methods based on analysis of variance
(ANOVA) have also been applied to discover interactions [211]. The ANOVA
approach has a particular usefulness in that it can describe categorical causal
variables. However, ANOVA also can be formulated as a linear regression
model [212]. A more properly non-parametric approach is the Sobol' method
[213], which considers an orthogonal decomposition of the function of inter-
est into pieces, each utilizing a subset of the input variables. The amount of
variances contributed by a set of variables can then be used as a measure of
joint sensitivity, called Sobol' indices [214]. These indices are powerful as they
can quantify interactions in a model-free manner. However, being a global
method, this approach cannot provide local information about the model.

7.2 Mixed Di erential Causal E ects

To begin, consider a causal mechanism that assigns a value to the response
variable y,

y = F(Xgmixp) + 5
where x = [Xy;::;;Xp] IS a set of observed cause variables aridis a noise
variable, which we now assume to be additive. The symbol := is used to
indicate the direction of causality [46]. Typical examples of this model include

the linear model
o
y = ax;+ " (7.1)

i=1

1Additive noise is not required for de ning causal strength, but it is a convenient as-
sumption. Every model that we consider in this dissertation assumes additive noise.
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and the bilinear or quadratic model,

X o
y:= axXi+ by xix; + " (7.2)

i=1 i =1

wherea;; by, are constants in each model.

As seen in Section 6.2, when the functioR is continuously di erentiable,
the partial derivatives @ F=@ guantify the sensitivity of the e ect variable to
local changes in each causg. For this reason, we de ned the DCE ofX; on
y to be the partial derivative,

@RX1; 5 Xp) |
@x '

From calculus, we know that it is possible for DCE, , to be a function ofx;
(i 8 j), meaning that the causal strength ofx; ony is being moderated by
another variablex;. We introduce the shorthand notation

_ ©@
@x

to make some of the expressions more concise.

Inversely, one notion of independence of multiple causes is that the DCE
of eachx; ony only depends uporx;; i.e., @F is only a function ofx;. As a
result, the mixed second-derivatives of are zero,

@F _ @ @Rxyi;Xp)
@x@x @x @x

The quantity @@F in (7.4), which we will call the mixed di erential causal

e ect (MDCE), thus describes the manner in which; moderates the strength
of causationx; ! y. The sign of the MDCE can describe whether the inter-
action of x; and x; is “synergistic' or "antagonistic' [199]. We may also denote
the MDCE by @y=@@x or @@y When the causal mechanisrk is implicitly
understood. Note that since

DCEy1 y(X1;::5Xp) = (7.3)

=0; 6] (7.4)

@QF = @@F (7.5)

wheneverF has continuous second derivatives [215], the joint causation is
usually symmetric, i.e., the ordering of;] does not matter.
We say that x;; X; are separablecauses ofy if the function F admits an
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additive decomposition that separates; and X;:
FXi XX g ) = Fa(Xisx ) + Fa(xj;x ) (7.6)

where the vectorx ;. ; contains all the variablesx, exceptx; andx; (similarly,
X i and x ; represent the vectors excluding; and x;, respectively). When
F has continuous second derivativess; and x; are separable if and only if
@QF = 0. Otherwise, we say that the pairx;; X; jointly causesy if @@F is
not identically zero. Whenx; andx; jointly causey, it is impossible to discuss
the causal e ect ofx; on y without also consideringx;, and vice-versa. For
example in the bilinear model (7.2), the mixed derivatives are

GF iy
@ax

We see immediately that the mixed derivatives for the bilinear model are
constants, and unchanged if we switch and j. The magnitude of @Q@F
quanti es the extent to which x;; x; are interacting when they drivey.

Similarly to the case for DCE, we can employ GPR to obtain a convenient
estimator for the MDCE when the functionF is unknown. We describe this
procedure in Section 7.3, but for the remainder of this section, we examine
some interesting properties of the MDCE.

7.2.1 Higher-Order Joint Causation

To discuss the joint causation of three or more causes, we extend the analysis in
an obvious way. We de ne the higher-order mixed derivative® @ @ F to

be theK -th order MDCE, which describes the joint causation oX;, ; Xi,; :::; Xi
ony.

Since@ @ F is only nonzero if@ @QF 6 O, for all i,ip 2 fis;:ikg
s.t. i, 6 ip, pairwise joint causation is a necessary condition for higher-order
joint causation. An analogous statement can be made using multi-indices [216,
p.236]. IfD = dim( x), we de ne amulti-index to be a vector of nonnegative
integers, =( 1, 2; ; p). When used to describe di erential operators,
multi-indices describe the number of times that eacl@®=@xvas applied. In
notation, this means

K

- @ @ @ °

Q@x Q@x @y
which is possible explicitly due to the symmetry property of higher-order
derivatives. Thus, multi-indices provide a simple method for describing higher-

(7.7)
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order MDCEs.

The purpose of introducing multi-indices here is to provide a compact for-
mulation of the following simple statement. If and are two multi-index
vectors, and i for all i, then

@F(x)=0) @F(x)=0; (7.8)

for any function F and point x.

7.2.2 Change of Variables

We have already noted some elementary properties of the MDCE, such as
symmetry (7.5) and the additive decomposition formula (7.6). Some additional
important properties arise when considering a change of variables.

Joint causation is not invariant to nonlinear transformations at the output;
that is, we can expect the joint causation to di er if we change the output
guantity of interest. As an elementary example, consider the following causal
system:

X1 U (0;1)
X2 U (0;1)

y = ax; + bx
¥=y%

wherea; b > 0. For the sake of causality, we regarg and y-as di erent rep-
resentations ofthe same variablan the system, so that we are not discussing
chains of causal interactions; ! y ! y An analogy would be that stan-
dard deviation and variance are equivalent quantities, described in di erent
coordinates.

The joint causation ofx; and x, ony is zero, since the functional relation-
ship between the three is linear. However, we observe that because

¥ = a’xi + Px5 + 2abxxy;

the joint causation of x; and X, on y is non-zero, since the MDCE is the
constant function 2abh We remark that this example not only applies to the
MDCE, but also to traditional measures of interaction as well.

To understand this phenomenon in general, consider the situation in which
y ;= F(X1;Xy) is a causal mechanism, and we have a nonlinear transformation
at the output, ¥ = g(y). Ordinary calculus tells us how to relate@@y and
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QQ@y:

@y _0@revay, @ @y 79)
@2y  [QVgxOx Oy @x2y
Transformed MDCE Bias term Original MDCE

The second term in (7.9) contains the original MDCE, scaled by a function
@=@yanalogous to the chain rule for the rst derivative. However, the bias
term in (7.9) will distort the MDCE estimate when we transformy nonlinearly.
As a result, joint causation is not invariant under reparameterization, and
the previous example shows that while we may nd no joint causation (or
interaction) in one coordinate system, there may be a nonzero interaction in
a di erent coordinate system.

For transformations of the cause variables, the situation is much more tame.
If X1 = g1(¢1) and X, = g(3%¢2), for some appropriate functionsy;; g, then the
MDCE is only scaled according to the coordinate change,

@ _ @y @x@x.
@1 @ @x@x% @ @

As a result, if the joint causation ofx; X, ony is zero, it remains zero for any
reparameterization of these variables.

(7.10)

7.2.3 Confounders

When studying causal systems in the real world, we must be cautious about
the presence of unobservecbnfounders variables that exert a causal in uence

on multiple observed covariates (Section 2.3.4). In our discussion so far, we
have focused on the analysis of individual causal mechanisms. However, con-
founders distort our inference because they a ect multiple causal mechanisms
simultaneously. A basic confounding scenario is the \common cause" situa-
tion, in which a vector of unobserved variableg exerts a causal in uence on
both x andy. To describe the situation in a model, we would need at least
two causal mechanisms,

X:=G(2)+ "x; (7.12)
y:=F(x;z)+"y: (7.12)

When the confounderz in uences both x and vy, it becomes impossible
to distinguish when a change iny is directly due to the change inx, or if
both changes were due the common cauge As a result, the presence of a
confounder can sabotage our measurements of causal strength. In particular,
the two issues are that (1) confounders could prevent us from accurately es-
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timating the mechanismF, and (2) the DCE or MDCE could depend on the
value ofz. Simpson's paradox demonstrates that due to confounders, the true
causal strength could be dramatically di erent from what we measure [80].

Although confounders can create very challenging scenarios for measuring
causal strengths, under certain assumptions it may be possible to estimate
MDCEs.

In Section 7.4.3, we study a system where the MDCE can still be estimated
e ciently despite the in uence of a so-called ‘linear confounder." While this
experiment is curious, we leave a more systematic study of confounder bias for
future work.

7.3 Estimation of the MDCE with GPs

As before, we assume that we have previously obtained a data &ethrough
which we can study the GPR posterior over function§ .
We saw in Section 2.2.2 that if

F GP (m;k); (7.13)
then @F is also a Gaussian process [21],

QF ., ©@m @k

@x @x @x@R ’
for certain choices ofm and k. We recall that a necessary and su cient
condition for (7.14) to hold is that m and k are once and twice di erentiable
functions, respectively [217].

So far, this is the same discussion as Section 6.3. However, since the MDCE
is a second-order derivative, estimation of the MDCE using GPR proceeds
exactly in the same manner. Thus, we must nd the posterior distribution of
@QF . To do this, we simply apply (7.14) twice to yield the posterior

@F Xy GP @m, @k, )
@x@x @x@x @@f@x@f

wherem, and k, are the mean and covariance functions of the GP posterior
distribution p(F D).
Due to the general form of the GPR posterior predictive mean, (2.23),

(7.14)

(7.15)
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computing these quantities is straightforward. In particular,

@F _ @m, _ X @k (x;xn)

@aa@x <Y T @@x @y n; (7.16)

E

is an estimator of the mean of the MDCE.

7.3.1 Expressions for Speci c Kernels

The quality of the estimator depends on the data seD and the choice of
kernelk. As usual, the kernel functionk of the GP prior can be used to confer
certain properties onto our predictions of , such as continuity, di erentiability

or periodicity [217, 218]. Naturally, these can also extend to properties that
the MDCE estimates will inherit. Therefore, the question of kernel design
can be extended to considerations about the derivatives Bf if one wishes to
impose additional design constraints on the kernel function.

In this section, we provide expressions for popular kernels. For more com-
plex kernels, we note that the use of computational tools, such as automatic
di erentiation [219] or symbolic di erentiation, can greatly simplify the imple-
mentation of MDCE estimators in practice. These approaches are particularly
interesting because they circumvent the need to derive precise analytical ex-
pressions. That said, in the current work we prefer the analytical results so
that we may gain insight into the behavior of our methods.

SE and ARD-SE kernels. The default kernel is often the squared-exponential
(SE) kernel [4],

I
X X))

5o (7.17)

kse(X;x) = Zexp
j=1

where ¢;  are hyperparameters and are called signal variance and length-

scale, respectively. A useful and simple generalization over the SE kernel is

the SE kernel with automatic relevance determination (ARD-SE) [8],
!

X X2

A (7.18)
2§

Karp-se (X; X9 = fzexp
j=1

where each input dimension receives its own length-scale parametey.
The SE and ARD-SE kernels can be di erentiated easily. To make the
calculation straightforward, notice that karp.se and ksg can be expressed as a
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product of 1-dimensional SE kernels. As a result, whearg j, it can be shown

that
|

@Karp-se (X;X9 _ 2exp X (Xq X8)2
@@ * o 2a
. 0 X X-O
R . (7.19)

[ j
Using the same trick, we may compactly express the higher-order mixed deriva-
tives as

— . Xi, Xi0| .
= Karo-se (X;x9 — 3
1=1 i

@Kkaro-se (X;x9
@x @x

whereiq; ;i is a list of indices with no repeats.

Periodic kernels.  As noted earlier, other kernels are often of interest to
enforce speci c properties on the learned functions. The periodic kernel is
sometimes used to enforce periodicity of the learned functions along each input
dimension [12]:

!
1% sin(fa(xq  x°
Kper ;X9 = Zexp 5 (d(‘zd ) ; (7.20)
d

d=1

where ?Z;r;;f; are again hyperparameters. The mixed derivative is again
straightforward to compute, although the expressions get a bit more unwieldy,

!
1® sif(fu(xs  x3)

@kper (X; X9 _ 2 exp X
@x@x 2 d=1 d
fisinfi(x x9)cosffi(xi  x9)
N2
fysinfj(x;  x9)cosff;(x;  xP)
b
Maern kernels. The SE, ARD-SE and periodic kernels are smooth func-

tions, meaning that they are in nitely di erentiable, and as a result the GP
posterior will model F as an in nitely-di erentiable function. In cases where
only functions of limited di erentiability are of interest, it is common to con-
sider the Maern class of kernels [4, 9]. The general class of Maern kernels is
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given by !

Kmatern (r) =

K R (7.21)

wherer = jjx xIj is the Euclidean distance betweenx and x° and K
is a modi ed Bessel function. The hyperparameters 2 and * are positive
numbers. When using a Maern kernel, a functior sampled from the kernel is
only k-times di erentiable if and only if k < . As a result, twice-di erentiable
functions can be modeled by selecting = 5=2, leading to the Maern 5/2
kernel,
P 5r 5r2! P 5r |

Kvatsiz (1) = f2 1+ —+ 32 exp —— (7.22)
where now' and ? are the only hyperparameters. For studying pairwise joint
causation, at least two derivatives are required to compute the MDCE. The
kernel (7.22) can be di erentiated to yield
!

@Kyase ;X9 _ 5p 52 5y P B
@@x | 33 "3z P
(xi xJ(x; x0)
rrz) ~ |
, 2% 55 5
* {3 3 32
p_ !

which is somewhat less elegant but nonetheless tractable.

Combining old kernels to make new ones. The power of GPR comes
not only from the wide number of kernels, but also from the ability to design
new kernels through the summation and multiplication of existing kernels [218].
When kernels are added together, the resulting GP estimate also admits an ad-
ditive decomposition. For example, ik(x1; X2; X9;X9) = ky(x1; X9)+ Ka(X2; X9),
then a function F sampled from the GP posterior will admit an additive de-
composition as well; in this caseF (x) can be expressed aB;(X1) + Fx(X>)
[4].

The additive kernel in [220] combines several SE kernels together to produce
such an additive decomposition of functions. The SE additive kernel f@
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input features may be summarized as

X
Kaga(X; X9 = kse(Xi; X7)
i=1
X
+ kse(Xi; Xj 3 X0 X}
i=1 j=i+l

+ kS-E(x;x(b: (7.23)

By linearity, any derivative of the additive kernel can be obtained by individ-
ually di erentiating each of the kernels in the sum. Since we are using SE
kernels in this model, the MDCE estimator given by this additive kernel can
be directly obtained using (7.19).

7.3.2 Bayesian Detection of Joint Causation

In this section, we consider the problem of deciding wheq; X; do not jointly
causey. To formulate the problem using decision theory, we consider a
Bayesian multiple hypothesis testing framework [221]. Aside from decision
making, knowledge of which joint causalities are detectable can be leveraged
in kernel design to re ne the GPR model.

Suppose that we have a set of candidate modéls,; ;M o 1 to describe
a data setx;y, and we assign prior probabilitiesP(M ¢); ;P(M g 1) to
each model. Assuming thak andy were generated by one of the models, the
minimum probability of error detector will select the model with the highest
posterior probability [221]. Mathematically, we decide modeM , is the best
model if

P(Mjx;y) >P (M ¢x;y); 896 r: (7.24)

To decide if a given pair,X;; X; jointly causey, a binary test will su ce. In
modelM o, we suppose that the joint causation is null@@F 0. According
to (7.6), the function F admits a factorization that separatesx; and x;. To
encode this assumption into the model, we can enforce this constraint through
the kernel function. Thus, under modeM ,, we have that

FiM o GP (0;k); (7.25)

k(x;x9 = ka(xi; % x5 %9 + Ka(x; 5 %; X% x9; (7.26)
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where x again representsx with x; and x; omitted. Under the competing
modelM 4, joint causation is permissible, and so we permit the use of a kernel
that can model the joint causation:

FiM 1 GP (0;ka): (7.27)

The kernelskg; ky; ks are typically chosen from the same family, e.g., ARD-SE
kernels. If priors over the hyperparameters are given, we may marginalize over
the hyperparameter space and perform the model selection in a fully Bayesian
manner. As an alternative, a hybrid approach in which we separately optimize
the hyperparameters for each kernel under each model from training data,
and then perform the comparison using the “best' hyperparameters for each
model on test data. In the latter cases, we use the training data to obtain
a posterior of the hyperparameters that is approximated by a Dirac delta
function located at the best values of the hyperparameters. In either case, the
posterior valuesP (M 4jx;y) are obtained via Bayes rule and modelling the
data x;y by GPs based on the kernels of each model. When the prior over the
models is uniform, the comparison of posterior simpli es to be a comparison
of the model likelihoods [221].

When more speci ¢ models or hypotheses are of interest, the multiple hy-
pothesis testing approach can be invoked to produce the corresponding direct
tests, but still, a separate GPR model must be constructed for each test. Since
the procedure of computing individual GPs and their likelihoods can also be
parallelized, this approach can be implemented e ciently. However, the num-
ber of possible competing hypotheses grows exponentially with the dimension,
so this approach is not scalable without modi cation.

A greedy approach to detect all the interactions is to repeatedly sift through
each pair of features and to run the corresponding binary test. For each
i=1;:;Dandj =i+1;:::;D, we assume thar GP (0; k) for two possible
cases: in the rst case, we propose no change to the kerrkel and in the
second case we modifi to ensure that @k=@@x = 0.2 This approach
would require D(D  1)=2 comparisons and two models to be learned per
comparison, so it requires us to trairdb (D 1) GPR models. However, as the
complexity of the kernels increases, training the GPR models may potentially
become prohibitive after many iterations. The number of comparisons could
be reduced if we decide to proceed only with binary tests of the variables that
produce @@F close to zero.

By symmetry of the covariance function, this also means that@k=@@3{ = 0.
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7.3.3 RFGPs

As in the case of the DCE, we can also estimate the MDCE using RFGPs by
di erentiating the expression in (2.32). Through this process, we obtain

@F(x) . _ @ (x)’

E D = Aly: 7.28
@@y ” "~ ewex " Y (7.28)
As in Section 6.3.2, we then may compute that
2

V1V SiN(X”Vq)

@ () V1V COSK” V1)
= : : (7.29)

@x@x

Vi Vv SIN(X” V)
VM:i VM;J' COSQ(>VM )

In Section 7.4.4, we compare the performance of sparse spectrum GPR to exact
GPR when estimating the MDCE.

7.4 Experiments

We now explore various aspects of the MDCE approach through several ex-
amples and experiments. We include results for both synthetic and real data
sets.

7.4.1 Comparison of Kernels

To compare the performance of multiple kernels, we considered the general
problem estimating the MDCE of x;; X, on y in a nonlinear additive noise
model:

X1;X2 U (1 22) (7.30)
" N (0; ?) (7.31)
y:= F(Xy;x2) + ™ (7.32)

The noise variance ? was selected such that the resulting signal-to-noise ratio
(SNR), de ned to be E(F?)= 2, was either 5dB or 20dB (we considered both
cases). To try a variety of examples, we used three functioks

1. A \local interaction" function,

F (X1; X2) = sin( X,) + cos(2x1) cos(X2) (X1); (7.33)
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where (x) = 1=1+exp( 5x)) is a sigmoid function. Due to the pres-
ence of the sigmoid function, interactions in the model are only signi -
cant whenx; > 1. We show the local interaction function and its MDCE
function in Fig. 7.1.

2. An \egg box" function,
F (X1; X2) = sin(2Xxy) sin(2xy):

This function displays periodic behavior in both arguments, and has a
spatially-varying MDCE function.

3. A sum of the egg box function and a bilinear term,
F (X1; X2) = sin(2X1) Sin(2x;) + 4 X1X5:

This function modi es the previous example to enforce an MDCE with
nonzero mean. Additionally, the bilinear term has the potential to mask
the in uence of the eggbox function due to the di erence in magnitude
between the two summands.

In Fig. 7.2, we compare the estimates of the local interaction function with
various kernels: the SE kernel, ARD-SE kernel, the additive kernel, Maern 5/2
and the periodic kernel. After observing 300 samples of the original function
immersed in white Gaussian noise (SNR = 20dB), we compare the various
estimates of the MDCE. In practice, we might use any combination of the
given kernels to improve our estimates, but we show each kernel separately
to get a sense of the properties of each individual kernel. We also show the
predictive mean-square-error (MSE) for each case, measured as the averaged
di erence betweenF and F averaged (numerically) across the grid.

In Table 7.1, we systematically compare the results for each function and
SNR combination, averaged across 100 randomly generated data sets.

7.4.2 Time Series Example

To demonstrate our approach on a time series example, we consider the Volterra
model used in nonlinear system identi cation [208, 209]. In the second-order
bilinear Volterra model the output signal y; is modeled as a bilinear function
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Kernel
Function SNR SE ARD-SE Additive Maern 5/2 Periodic

Local interaction 5dB | 1.082 1.480 1.556 1.293 2.202
Local interaction | 20dB | 0.252 0.258 0.252 0.382 1.144
Egg box 5dB | 0.377 0.385 0.385 0.844 0.128
Egg box 20dB | 0.023 0.024 0.024 0.108 0.004
Egg box + Bilinear | 5dB | 7.053  7.250 7.234 6.625 17.179
Egg box + Bilinear | 20dB | 0.656  0.713 0.710 0.971 12.4738

Table 7.1: Mean-square-errors (MSE) of the GP mean as an estimator of the
MDCE, for various functions with two inputs. The signal-to-noise ratio (SNR)
is also shown for each example.

Figure 7.1: Local interaction functionF (X1; X»), as given in (7.33), and its cor-
responding MDCE @@F , visualized as functions ok; and x,. Observations
of the function immersed in white Gaussian noise are shown as black dots.
The signal-to-noise ratio is 20dB. Given noisy observations &f, the goal is

to use GPR to model@@F , which is unobserved.

of another signalx; and its lags,

Vi = F(XoXe 15 X 1)+ W
X X X
= aXe i+ by Xe iXe j + W (7.34)
i=0 i=0 j=0

wherew; is white Gaussian noise. The variance of; was chosen such that the
signal-to-noise ratio, de ned as the power ratio of the signal := F(X;; ;X 1)
to wg, is 20 dB. In our simulation, we letx; be an autoregressive process,

Xi =0:85%; 1+ Vi (7.35)
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Figure 7.2: We use heatmaps to visualize how di erent kernels produce dif-
ferent estimates of the MDCE, given the observations of the local interaction
function in (7.33). The posterior means of the MDCE are shown for each
choice of kernel. All kernels demonstrated the ability to interpolate within the
region in which data were observed, but the additive kernel yielded the lowest
tting error.

wherev; N (0;1). To pick coe cients for the Volterra model, we sampled
a N (0;1) independently and we xedb; 2f0; 1g. In Fig. 7.3, we show a
realization of this process.

119



Figure 7.3: A realization of the Volterra model in (7.34). The time series;
is generated as an autoregressive process, via (7.35). The signails then
generated as a function ok, according to (7.34). Given only observations of
X¢ andy;, we then study the input-output relationship using the methods in
Fig. 7.4.

In Fig. 7.4, we compare the Hessian matrixH¢); = @@F of the model
obtained to the averaged MDCE, the coe cients of a tted Volterra model
with bilinear kernel, and the Bayes detector. To estimate the averaged MDCE
using GPR, we averaged the estimate of ead®@F over the sampled points.
The GPR estimates of the averaged MDCE are comparable to directly tting
a Volterra model, but GPR did not require us to assume the relationship
Xt ! y; to have a bilinear form. The Bayes detector, with a uniform prior
over models, is also evaluated, and we found that it detected the location of
the nonzero interactions fully. Combining the Bayes detector with the MDCE
regression estimates can yield a better model of the Hessian matrix, with only
weak assumptions.

7.4.3 Linear Confounders

In this experiment, we consider a situation in which the MDCE estimator is
robust to the presence of a certain class of common-cause confounder. Recall-
ing equations (7.11) and (7.12), we consider the following probabilistic causal
model with a confounder variablez:

z N (0; 2); (7.36)
X = az+ Wy; (7.37)
y:=(X"Bx)(1+ z)+ I"x+5z+ wy; (7.38)

where 2 is the variance of the confoundeg, the constantsa; B are xed, and
wxy N (0; 2I)andw, N (0; 2) are independent Gaussian noises. The
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Figure 7.4. Study of a Volterra system using MDCE. Time series; and y;
were generated as in Fig. 7.3. The Hessian matrix of the Volterra model,
(7.34), is depicted, and is shown to be accurately estimated by the MDCE
(averaged across the input space). The Hessian matrix is interpreted as a
measure of joint causation between features. A parametric approach, using a
bilinear Volterra model of the data, yields a similar pattern. Finally, we can
also employ the Bayes detector, (7.24), to decide which entries of the Hessian
are zero, which yields the correct joint causalities in this case.

parameter is a control parameter that modulates howz can in uence the
MDCE. In particular, consider that under this model the MDCE ofx; and x;

ony is given by
@y

@xQ@x

whereBj; are the entries of the matrixB. When =0, the confounderz is
‘linear' and does not in uence the MDCE, and as a result we anticipate that
one will be able to accurately the MDCE when the signal-to-noise (SNR) rafio

:(Bij + Bji)(1+ Z),

3Here, we are considering the signal to be” Bx + 1% x and the noise to be & + wy.
If the SNR is too low, we cannot obtain clean information about the x ! vy relationship.
However, for moderate values of the SNR, we should be able to learn a model! vy that
preserves the joint causalities.
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is reasonable. When 6 0, we expect that the MDCE estimates will be dis-
torted depending on the strength of the confounder, in particular, depending
on the magnitude of ,.

Figure 7.5: Demonstration of the MDCE's robustness to linear confounders.
We plot the median estimation error across repeated trials, where in each trial
we compute the mean-square error of the MDCE estimate for a randomly
generated data set. as a As the strength of the confounder,, increases,
the MDCE accuracy should theoretically degrade. However, in the case that
the confounder is ‘linear," and does not a ect the second derivatives of the
relationship, then the MDCE estimator is signi cantly more robust to the
presence of the confounder.

In Figure 7.5, we consider estimation of the MDCE in the cases of=0
and = 0:5. Additionally, in each case, we vary , from 0 to 1. For each
value of and ,, we performed 300 trials, where in each trial we generate
a random data set, and then we estimate the corresponding MDCEs. The
parameter matricesa and B were randomly selected in each trial, whera had
values sampled fronN (0; 1) and B had entries sampled fromN (0; 1), with an
additional thresholding operation to induce sparsity irB. We use dimk) = 3
in all the experiments.

Figure 7.5 shows that for systems of the form of (7.38), two dierent
paradigms of behavior are possible depending on In the “linear confouder'
scenario, when = 0, the magnitude of the confounder does not signi cantly
a ect our ability to estimate the MDCE. This is contrast to the general situa-
tion in which any common cause confounder can negatively impact the study
of causal strength. Thus, the MDCE as a measure of joint causation is robust
to certain types of confounders.
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7.4.4 Sparse GPR

We consider the following model to evaluate the sparse GP estimate of the
MDCE:

X1 X2 U (22)
y:= F(Xy;x2) + " (7.39)

where

F (X1;X2) =sin(2xy + 2X3)X, + 3c0os(X1) + sin( X3);
" N (0; );

and 2 is selected so that the SNR is 20dB.

In Fig. 7.6, we compare estimates of the function and the MDCE using both
exact GPR, and sparse GPR approximations. The base GP model assumed
an SE kernel. In this case, the SE kernel hyperparameters were selected to be
T =0:9275and ; =2:6226. For the sparse GPR, we uséd = 200 frequencies
from the power spectral density of this kernel. Under these conditions, the
exact and sparse GPRs were able to obtain nearly indistinguishable models
of the original function F. In comparison, the sparse GPR estimates of the
MDCE were more erroneous near the boundaries of the square. However,
within the interior of the square, we observed that the sparse GPR estimate
of the MDCE was largely accurate. Naturally, standard GPR outperformed
the sparse GPR using the same number of samples.

7.4.5 Real Estate Valuation in New Taipei City

In our last experiment, we demonstrate how to analyze joint causation in a
real data set. We used the New Taipei City housing data set from the UCI
Machine Learning Repository [222]. This data set has 7 input features that
are used to predict the price of a house in New Taipei City, and under the
potential outcomes framework we can interpret this predictive model as a
causal hypothesis. There are 414 samples in the data set, of which 364 were
randomly selected to be used for training, and the remaining 52 were used to
validate the model by checking the prediction error. We t a GPR model with
ARD-SE kernel to predict the house priceg as a function of the input covariate
vector x. We cross-validated our model by randomizing the data set several
times, con rming that our MDCE predictions are consistent as we change the
training data.

In Figure 7.7, we visualize our model. The normalized prediction MSE is
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Figure 7.6: Comparison of MDCE estimates using exact GPR and sparse
approximation. The function F and its MDCE @Q@F, as given in (7.39), are
estimated using exact GPR and sparse GPR, respectively. The SNR in this
example is 20dB. The exact GPR is able to accurately reproduce the function
and its MDCE. The sparse approximation produces a reasonable estimate, but
the error blows up near the boundary of the square.

0.252, so the GPR is able to explain the majority of the variance in the housing
price using the given features. Since the model proved itself to be predictive,
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Figure 7.7: Experimental results for the New Taipei City housing data set.
(A) We show the out-of-sample prediction abilites for two models of the hous-
ing price: the rstis a GPR model, and the second is a Volterra model using
a bilinear Volterra kernel. The GPR model yielded a lower out-of-sample pre-
diction mean-square-error (MSE).(B) The average MDCE under the GPR
model, Ex px):E pFjxy) (@@QF (X)), after averaging over both the input loca-
tion x and the model posterior uncertaintyp(F jx;y).

and it passed cross-validation, we nd it appropriate to interrogate it with
MDCE analysis. When viewing the MDCE, we can see that House Age and
Distance to the MRT (metro) are both positive interacting features, which
indicates that a house with both features together make a house perceived
as more valuable than either feature does alone. Feature pairs with negative
average MDCEs, like (Number of) Convenience Stores and Distance to the
MRT, indicate that evaluators of the house are making tradeo s when they
assess the house's value. The ARD-SE kernel assigned a very low importance
to the Longitude feature, so it was not important to the predictions, and this
is re ected in the lack of joint causalities between Longitude and the other
features.

7.5 Related Work

Potentially the most popular family of interaction-based models are Volterra
models [208, 209, 223]. Volterra models are restrictive in the sense that spec-
i cation of the Volterra kernel also speci es the notion of interaction under
study, and changing the Volterra kernel changes the notion of interaction. An
advantage of our di erential approach is that it is straightforward to compare
the MDCE estimated via GPR to what we would expect under a particular
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Volterra model. Furthermore, the notion of MDCE also provides a natural
way to compare the results obtained using distinct Volterra kernels.

Designing a GP kernel to account for interactions has also been proposed
before [4, 220, 224]. These approaches invoke an additive decomposition of
the GP kernels to produce a GP predictor that is a sum of interacting and
non-interacting parts. Support vector ANOVA [225] provides a separate but
related framework to produce a similar decomposition. Like Volterra model-
ing, the kernel decomposition also speci es the notion of interaction, but the
interpretation is less straightforward because distinct kernels can approximate
the same function. However, we show that additive kernels can be combined
with the MDCE approach in Section 7.4.
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Chapter 8

Attribution Theory

In this chapter, we study the theory of feature attributions in the context of
Gaussian process models. While the subject of this thesis is on causal modeling
and time series, we present our analysis of attributions in a general form, since
attributions can be applied to predictive models in general. As such, we frame
this work primarily using ideas from explainable machine learning (XML).
This chapter uses work that has been developed [226] in collaboration with
my coauthors.

8.1 Explainable Machine Learning

The goal of XML is to explain how a predictive model leveraged the infor-
mation in the data it was given to make a prediction. Due to the generality
of this goal and the myriad of possible interpretations of what it means to
explain a prediction, a wide variety of distinct notions of explainability exist

in the literature [227]. Many XML approaches can be described as being ei-
ther model-speci ¢ or model agnostic. Model-speci c approaches attempt to
formulate explanations by exploiting the known architecture of a ML model.
In the context of neural networks, this includes methods that interpret activa-
tion weights [228, 229], graphs [230], or attention mechanisms [231] to explain
how predictions were made. Model-speci ¢ approaches also include the use
of models that are inherently interpretable, including decision trees [232] and
kernel machines with Automatic Relevance Determination (ARD) [8].

In contrast, model-agnostic approaches seek notions of explainability that
can be applied to a wide range of models, with only generic assumptions
about the type of data or properties of the model. Explanations of this type
might measure the sensitivity of the prediction to perturbations at the input
[233, 234] or measuring changes in the model prediction after masking or per-
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turbing input features [235, 236]. In prediction tasks where images are inputs,
a popular tool of this type is that of saliency maps, which are images that
visually highlight the relevant features in a prediction [237]. Another class of
methods attempt to explain a prediction by showing relevant similar examples
that were observed in the training set, sometimes called example-based ex-
planations [238]. Reverse image searching approaches attempt to nd similar
training examples to a given prediction and have been of particular interest
in the eld of image di usion models [239]. Finally, many XML methods can
be understood through the invocation of an approximate, interpretable model,
as seen in Local Interpretable Model-agnostic Explanations (LIME) [240] and
SHapley Additive exPlanations (SHAP) [241].

Many XML methods attempt to explain a prediction by associating a nu-
merical score with each input feature. A natural approach to assigning this
score is to attempt to measure the contribution of each feature to the output,
that is, how much of the resulting prediction do weattribute to each input
feature. This approach to explainability, calledfeature attribution, was popu-
larized by [242], who introduced Shapley values to XML. Shapley values were
proposed by [243] as a method for determining what fraction of the total pro t
each player is owed in a coalitional game. In the context of XML, this was
reinterpreted to quantify how much each feature contributed to a numerical
prediction. Since then, several other feature attribution approaches have been
proposed, which we review in the next section.

8.2 Feature Attributions

Consider the setting of multivariable regression. Given observationg, for
n=1;:: N, of an unknown function with corresponding input feature vectors
Xn in RP, the goal is to estimate a functionF : RP ! R that approximates
the data, that is, y, F(xn). Once we have learned a particular moddt for
the data, we can make new predictions, and we may be interested to know how
each of theD input features contribute to a given prediction. For example, if
the function F is supposed to represent a clinical prediction, such as the time
needed to recovery from an injury, then we may be interested to know what
features in the prediction model are the most important for determining the
patient's outcome. The goal is that by understanding the relative importance
of features used for prediction, we may be able to explain how the model
leverages this information to make predictions.

As stated, the explainability problem is still vague, and there have been
various interpretations of this idea that make the problem more concrete. In
the baseline attribution problem [244], one “explains' a predictior (x) at a
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location x by measuring how it di ers from the prediction at a baseline location

x (a reference point) and allocating a fraction of the observed di erence to
each input featurex;. Generally, the attributions to each feature should add

up to the di erence between the predictionF (x) and the reference prediction

F (%), which is called the completenessproperty. Many feature attribution
approaches use a similar approach, most notably approaches based on Shapley
values [243]. We will focus on the baseline attribution problem.

Notation: Let F : R° I R be a function representing a regression model,
x 2 RP be a feature vector from which we are interested in making a predic-
tion, and x 2 RP be a reference point. The attribution of the prediction to
the feature x; is denoted byattr;(xjF). When the function F is understood,
we may suppress it from the notation and write simplyattr;(x). Using this
notation, the completeness property can be written as

X
F(x) F(x)= attr(xjF): (8.1)

i=1

Given a set , we use the notation C*() to denote the set of all k-times
continuously di erentiable functions ! R, wherek 2 Z.oork = 1. We
may write CK when the functions' domain is clear from context. When we say
that a function F is smooth we mean thatF 2 C! .

8.2.1 Bayesian Linear Regression, Revisited

To motivate our work in this paper, it will be instructive to revisit the problem
of Bayesian linear regression [2, sec.11.7]. Our reasons are twofold: Firstly,
linear models provide a canonical notion of attribution which is generalized
by the IG method, and second, it demonstrates how uncertainty in the model
space gives rise to uncertainty in the resulting attributions.

Consider the typical Bayesian linear regression model, in which predictions
y at a point x are given a model of the form

yix;w N (w”x; 2):

where the noise (or residual) is tacitly assumed to be zero-mean, antlis its
variance. Predictions from this model are made using the expected value, so
our predictive function is simply F(x) = E(yjx;w) = w”Xx. After choosing
an appropriate baseline pointx, the di erence of a given prediction to the
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baseline can always be expressed as a sum over the feature index

X
F(x) FOO=w(x x)=  w(x x):
i=1

In this way, the quantity attr;(x) = w;(X; ) is the canonical choice for the
attribution to the x; feature. Attributions of this form satisfy the completeness
property, and are straightforward to interpret. The challenge of attribution
methods for nonlinear models is to generalize this notion in a manner that is
consistent with the linear case.

Now let us consider the situation in which the model parameters are
random variables, and not xed unknown parameters. In this way, attributions
in a Bayesian setting should account for the uncertainty in the model. The
proper way to do this is to take the attributions above, and to use the posterior
distribution over w to quantify our uncertainty in attr;(x). We now do this
for a simple example.

Suppose that we have a data séd = f(X,;yn)jn = 1;:::;Ng, which we
compactly represent in matrix form:

2 3 2 3

>

X1 Y1
X=9;%2RND; y:Q;EZRN:

XN YN

If we assume a Gaussian prior for the model weights,

w N (; ) (8.2)
for some xed hyperparameters ; , then the posterior distribution for w is
also Gaussian and given by,

wiX;y N (% 9 (8.3)
1 1
0_— 1 > .
= + —X7X ; (8.4)
0— 0 1 1 > .
= + =X"y (8.5)

With the posterior distribution in mind, and observing that attr(x) =
wi(Xj ) is just a scaled copy ofy;, it becomes easy to see thet the marginal

130



distribution for each attribution is given by
attr;(x)jX;y N ( 2xi %); P %)9): (8.6)

From this expression, we can immediately observe two important facts: the
variance or uncertainty in the attribution comes from uncertainty in the model,
and this uncertainty scales based on the distance from the baseline in the
coordinate. In Section 8.3.1, we obtain similar results for the GPR model,
which is a Bayesian nonparametric regression method. We note that the GPR
case parallels the basic results shown here.

8.2.2 Integrated Gradients

Consider a functionF : R® ! R that we use as a predictive model and
suppose we want to compute its attributions. The Integrated Gradient (IG)
method de nes theattribution of the prediction to the ith input feature, given
a specic input x, to be

Z
P@Rx+ t(x %))
dt:
0 @x
The expression in (8.7) can be motivated from two perspectives, one using

geometric ideas and the other using axioms. Both perspectives are useful for
gaining insight into how we interpret IG attributions.

attri(xjF) = (xi %)

(8.7)

Geometric Interpretation

The fundamental theorem of line integrals states that the line integral of a
gradient equals the di erence of the function evaluated at the endpoints [245,
p. 291]. For a continuously di erentiable functionF : R° ! R,

z

rF dx=F( @) F((0);

where
r = @ @ >
@x @x»
is the gradient operator, and is a path in RP parameterized by (t) for
0 t 1. The left-hand side of the equation can be expanded to be expressed
in terms of the partial derivatives, which reveals that the integral may be
expressed as a sum of path integrals. In particular, if we de ne the path
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(t) = x+ t(x %), then we may write

z Z 1y 2y
_ @K (1)d; . _ @K (1)
r F dX - o _ Tadt— o - T(X| X‘I)dt (88)
»® BRCLE0)
= i j ——==dt: (8.9
xS ode (69

The terms in the sum in (8.9) are precisely the IG attributions in (8.7). This
perspective allows us to see that the completeness property, (8.1), is automati-
cally satis ed for any attributions that are de ned by a path, glthough we must
pick a speci ¢ path to yield the IG attributions. The integral 01 @F=@dt mea-
sures the average value @@ F=@ between the baselines and the prediction
at x, and acts as a nonlinear analogue to the weights of a linear model.
If the function F has constant partial derivatives,@F:@ﬁ w;, for each
i, then F is a linear function. In this caseattri(x) = (X; X) 01 @QF=@Qdt =
wi(Xi %), which agrees with what we de ned for the linear model. For non-
linear functionsF, the IG attributions generalize the linear case by considering
the average value of the gradient between the baseline and the new prediction.
Since the fundamental theorem of line integrals is not exclusive to di er-
entiable models, but also applies to any continuous, piecewise-di erentiable
model, one can apply IG attributions to a much wider family of models
and maintain the same geometric motivation. This includes ReLU networks
[246, 247], splines [248], and GPs with deep kernel learning [249].

Axiomatic Interpretation

In the geometric approach to de ning the IG attributions, we arbitrarily chose
(t) to be the straight-line path x+ t(x x). In principle, any path (t) that
connectsx and x could de ne a set of attributions, but a di erent choice of
path can yield di erent values for the attributions. To this end, [250] and [244]
investigated the uniqueness of IG attributions. Building upon earlier work by
[251], they proved that IG attributions, with  (t) = x+ t(x x), are uniquely

determined by the seven axioms listed below.

We note that several of these axioms are related to those that de ne Shap-
ley values [252]. However, Shapley values were originally de ned for discrete
covariates, and additional axioms are required to uniquely extend Shapley val-
ues to the continuous setting. If a di erent set of axioms are selected, then
the resulting attribution operator may be di erent and represent a di erent
attribution theory. [253] further discuss how di erent axioms induce di erent
theories of feature attribution.
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1. Sensitivity(a). If x andx di er in one coordinate (X; 6 %; and X; = X;
forj 6 i), and alsoF (x) 6 F(x), then attr;(xjF) 6 0.

2. Sensitivity(b) , also known as Dummy [251]. IF is a constant function
with respect to x;, then attrj(xjF) = 0. In particular, this means that if
@F=@x 0 everywhere, then the attribution is zero.

3. Implementation invariance. The attributions should depend only
on the mathematical properties of the predictive model, and not on a
particular architecture or implementation. If F; G are two models such
that for all x, F(x) = G(x), then attr;(xjF) = attr;(xjG):

P
4. Linearity . If F can be expressed as a weighted suR{(x) = mzl W Fm (X),
then the attributions of F are also a weighted sum:
hd ' hd
attrj(xjF) = attr; X WnFn = W attr (XjFm):

m=1 m=1

5. Completeness . The attributions sum to the di erence between the
prediction and baseline,

X
attr{(xjF) = F(x) F():

i=1

6. Symmetry-preserving . For a xed pair (i;j), dene j (x) to be x
but with the entries x; and x; swapped. We say thatx; and x; are
symmetric w.r.t. a function F if F( j (x)) = F(x). An attribution
method is symmetry-preservingif

attr(xjF) = attr; (xjF);
wheneverx; = X;, X = %;, and X; and x; are symmetric w.r.t. F.

7. Non-decreasing positivity . A path (t) in RP is calledmonotonefor
eachi = 1;::;D, we have that eitherd ;(t)=dt > 0 ord (t)=dt < O
for all t. Non-decreasing positivityasserts that if F is non-decreasing
along every monontone path fromx to x, then attr;(xjF) 0 for all
i=1;:5D.

Given these seven axioms, uniqueness can be claimed whea C*(RP), that
is, when F is continuously di erentiable [244]. Whether or not a machine
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learning model satis es requirements likd= 2 C! depends on the model ar-
chitecture. The di erentiability requirement is often automatically satis ed
when using GPR, which we discuss in Section 2.2.2.

8.2.3 Linear Operators

The basic motivation for feature attribution so far has focused on the case
in which we have a xed input x from which we want to make a prediction.
However, as we vary the pointx continuously throughout the input space,
the attributions attr;(x) also change continuously. For this reason, it may
be fruitful to not only consider attr;(xjF) as a xed quantity, but rather as

a function of the input x. Under this perspective, it becomes apparent that
attribution is a process that takes a functionF and yields a new function
attrj(xjF). As we will now see, this process admits a functional analytic
description.

Suppose thatF lives in some function space. For convenience, we will
assume thatF 2 C! (RP), but other choices work as well. If we view the
attributions as functions, x 7! attr(xjF), then the process of computing the
attribution function can be represented in terms of a linear operatoA;:

Ai:CH(RP)! C!(RP) (8.10)
F()7! attri(jF); (8.11)

or more compactly,
AiF (x) = attr(xjF):

Linearity of the operator A; is an immediate consequence of the linearity axiom
for IG attributions. The fact that A;F 2 C! (RP) can be veri ed by direct
calculation.

The attribution operators preserve smoothness, sineidtr ; (xjF) 2 C! (RP)
wheneverF 2 C! (RP) holds! Changing the baselinec will yield a di erent
set of attribution operators, but they share the same properties regardless of
the particular choice of%. For this reason, the baselinee may be considered as
a hyperparameter. Using attribution operators, the completeness property can
be restated as a decomposition of the functioR(x) into component functions
AiF (x),

X
F(x)= F(x)+ AiF(x): (8.12)

i=1

1To see this, notice that IG attributions in (8.7) can be de ned in 4 steps: taking a
derivative, precomposing with a path (t) = x + t(x x), integrating against t, and then
scaling by x;  x;. All of these operations preserve theC! property.
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In Section 8.3.1, linearity of the attribution operator is the main property
needed to derive results for GPR models. While we only analyze IG attribu-
tions in detail, the operator theoretic perspective could be similarly applied to
other attribution theories.

8.3 Attributions of GPs

In this section, we study the attributions of Gaussian processes. First, in
Section 8.3.1, we provide the major result that asserts that attributions of
a GP are themselves GPs. Then, we provide exact results for a number of
common models. This includes SE and ARD-SE kernels (Section 8.3.2), and
random feature Gaussian processes (Section 8.3.2).

To make some of these results more compact, it will be useful to have
notation to compute the attributions of a vector-valued function F(x) =
[Fi(x) Fo(X)]”. In this case, we de ne the attribution vectorsattr ;(xjF)
by computing the attribution for each component off:

2 3
attr; (xjFy)
attr ;(xjF) = 2 : % ; i=1;::;D: (8.13)
attri(XjFQ)

8.3.1 General Theorems

In this section, we introduce our main theorem: GP models produce GP at-
tributions. We then apply this theorem to several common GPR models to
derive explicit expressions for their attributions.

Theorem 8.1 (Integrated gradients preserve Gaussianity)lif F GP (m; k),
where we assume 2 C}(RP) andk 2 C?(RP RP), then the IG attributions
follow a GP:

attri(xjF) GP ( i; i); i=1;:,D; (8.14)
where
Z
)= (X %) ol@m“@t(; XD . (8.15)
Z .
GxXY =(xi k)XY %) 01 01 @h(x + sl @);)@);H(XO X))dtds:
(8.16)
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Furthermore, the attributions satisfy a GP version of the completeness axiom:

X
attri(xjF)= F(x) F(x) GP (m;Kk); (8.17)
i=1
where
m(x) = m(x) m(x); (8.18)
R(x;x9 = kO:xY+ ke %) k(%) k(x%x): (8.19)

The basic motivation for this theorem is that sinceattr; is a linear opera-
tor, it preserves Gaussianity [21]. The proof is given in Appendix B.2. Here
we decompose the attribution operator into a sequence of operations through
which we can compute the form of the GP. Other attribution theories, formu-
lated in terms of linear operators as mentioned in 8.2.3, would admit proofs in
a similar manner. It should be noted that the attribution functions are always
heteroscedasticmeaning that their variance is location-dependent. This can
be seen by observing that;(x; x) generally grows ax; X increases, but also
that Var(attr;(x)) = i(x;x) =0 wheneverx; = ¥;.

Knowing the expressions for the mean and covariance of the GPR posterior
predictive distribution, we may derive expressions for the attributions of a
GPR model. For a bit of notation, recall from (8.13) that the attribution vector
attr ;(xjk(x)) is a vector-valued function whose entries are the attribution
operator applied to each entry ok(x), that is,

2 3
attr; (xjk(x:; x1))
attr ;(xjk) = :
attr ; (Xjk(x; xn))

Using this notation, we present the attributions of the GPR predictive poste-
rior model in (2.18) via the following corollary.

Corollary 8.1 (Attributions of the GPR Posterior-Predictive). If F is dis-
tributed according to the GP posterior-predictive distribution (2.18), (2.19),
and (2.20), then the IG attributions attr ;(x) are GPs such that

E(attr;(x)) = attri(xjm) + attr ;(xjk)” (K + 2In) Xy m); (8.20)

136



and

Cov(attr ;(x); attr  (x%) = S, 5 (8.21)
T 1 @k0e+ s(x %) x+ t(x0 %))

0 0 @?@R
attr ;(xjk)” (K + 21) tattr ;(x9k);

xi k) x) dsdt

The tractability of the expressions in the corollary depends precisely on the
choice of mean and covariance functions used in the GP prior. In the following
subsections, we compute these results for some noteworthy GPR models.

8.3.2 Results for Speci c GPR Models

In this section, use Theorem 8.1 to calculate the attributions of various GP
regression models.

SE and ARD-SE Kernels

The attributions for the GPR model can be derived in closed form when we
assume an ARD-SE kernel (2.25), although the derivation can be somewhat
tedious. Assuming a zero mean prior ovef with ARD-SE kernel, the attri-
butions of the GPR model are given by

X
E(attr;(x)) = nAni (X); (8.22)
n=1
DA\
Var(attri(x)) = Bi(x) nm Anii (X)Amii (X); (8.23)
n=1 m=1

where we have de ned

a b c
ez P_— ean? b 2a+ b
An;i (X) = W 2e =& erf Ep?a erf EPE (bd 2af )

+aPad & 1 ;

Op__ P 1
2erf »5 (AW+V) 20 3 &2 1 (aw+ 2V) A .
232 a2 ’
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where erf() is the error function and

a=(x x)°L 2x %) L =diag('s; :'o);
b=2(x %)°L 2(¢ Xun); V= SM
c=(x X)L 20  Xn); W= —§
a= g% X =k 2
f= 2l I*')\(;(i Xni), [ nl=(K+ 31 ty;

are constants which implicitly depend uporx, x, x, andi. The derivation of
these expressions is provided in Appendix C.1.

RFGPs

Based on (2.32), it is easy to see that IG attributions for the RFGP model can
also be derived. The mean attribution and variance can be given as

Eattri(x)) =(xi %) (X)A 'y ; (8.24)
Var(attri(x)) = (xi %)% 2 x)”A 1 (x);

where for clarity, we introduced the notation
2 S 3
5 ‘(’j( 5 (cosfix) cosf3x))

V1 . .
V;()l(—*x)(sm(vi X) sin(v] %))

(x) = : 2 RM L

- :
v (MX" o cosyy X)  cosfry x)
VM - .
= (“j(" 5 sin(vy x)  sin(vy, %)
and M 2
A= 7+ 2n |2|\/| .

0
The derivation of these expressions is provided in Appendix C.2.
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Other GP Models

We now comment brie y on other GP models, which might also be of interest
to consider in this framework.

Additive GPs. In GP kernel design, it is common to add and multiply
kernels to produce new composite kernels [254, p.19], [255]GP(m; k) and
GP(m% k9% are two GPs, then the direct sum GP is de ned to beGP(m +
m®%k + k9. Using Corollary 8.1, analytical expressions for the direct sum GP
can be obtained whenever the component kernedsand k® are tractable. [220]
de nes the full additive kernel by summing over all possible combinations of
kernels that one may obtain through including or exclusion of features. Given
a choice of base kernd{; for each input featurex;, the full additive kernel is
de ned to be

X
kadd(X;X(b = 5 Ki (Xi; Xp);

d=1 1 i< <iq D i=iq;unig

where Z;d=1;::;D; are hyperparameters. Because of the linearity property
of the attribution operator, attributions can be written in closed form for the
full additive kernel whenever the integrals of the base kernel are tractable.

Nonstationary GPs are GPs whose covariance functions are not translation-
invariant, and thus may exhibit di erent amplitudes, length scales and other
properties depending on one's location in the input space. Several approaches
to using nonstationary GPs for inference exist: scaling the kernel by parametric
functions to introduce heteroscedasticity [254, pp.16-18], deep kernel learning
[249] and deep GPs [256]. Theorem 8.1 applies to directly nonstationary GPs
with no modi cation.

8.4 Experiments

In this section, we validate our theory of GP attributions using several real
world and simulated data sets. The gures have been reproduced from [226]
with permission of the authors.

8.4.1 Breast Cancer Prognosis

In this case study, we consider the breast cancer prognostic data set of [257],
available through the UCI Machine Learning Repository. In this data set,
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there 30 features (10 measurements from 3 di erent recording sites) obtained
from digitized images of nucleation sites in breast tissue. The goal of analyzing
this data set is to predict either the recurrence time, or the disease-free time, of
a patient after being screened. To this end, we trained a GPR model with an
ARD-SE kernel to predict the disease-free time of patients in this data set. The
goal of XAl in this setting is to understand, given our GPR predictive model,
what features were contributing to the prediction, or in other words, which
measurements at which recording sites best informed our prediction. We de ne
the baselinex to be average feature vector across all patients. In practice,
feature attributions are sensitive to the choice of baseline point, and careful
consideration is required to select a meaningful reference. As an example, we
adopt the relatively simple approach of de ning the baseline to be the average
patient, and thus the IG method will attribute the change of a patient's disease-
free time according to how an individual patient's measurements di er from
the average patient.

In Figure 8.1a, we visualize all attributions for a single patient. In Fig-
ure 8.1b, we visualize how two of these attributions vary across 50 di erent
patients. Attributions in this case measure how variations in each feature
contribute to the di erence between the prediction for a given patient versus
a reference patient with the baseline features. Thus, the value of a feature
could contribute positively or negative towards this di erence from the base-
line. We observe that the GPR model with ARD-SE kernel prefers to attribute
its predictions to only a few features, because the ARD-SE kernel automat-
ically performs feature selection. Across patients, we observe that a feature
might contribute strongly or weakly to a prediction. As the magnitude of an
attribution increases in a particular feature, so too does the uncertainty in the
attribution, which is something we observed in the Bayesian linear regression
model of Section 8.2.1

8.4.2 Simulation: Heteroscedasticity of Attributions

In this experiment, we examine how the variance of an attribution grows as we
move farther away from the baseline. To visualize this in a controlled manner,
we introduce a synthetic data set to validate our theory. Consider the following
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(a) For 6 patients, we computed the feature attributions and their uncertain-
ties. Feature names are only shown for consistently signi cant contributors
to the prediction. The shaded region expresses the mean attribution and
the error bars show one standard deviation in uncertainty.

(b) Two features are selected to visualize how con dence and mean attribution
vary across 50 patients. As in Figure 1, the midline represents the mean and
the height of the cross is one standard deviation ofttr j (xjF) for each patient.

Figure 8.1: Feature attribution for patients from the breast cancer data set.
Predictions were made using a GPR model with ARD-SE kernel.
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generative model, where inputX; and X, combine to produce an outputY:

X1 U (0;10); (8.25)
X, U (0;10),
Ny N (0;1);

. . 1
Y =sin(Xy)sin(2X,) + éNY:

We sample 500 input-output pairs to train a GPR model with ARD-SE
kernel. The mean predictions of this model are visualized as a functionXf
and X in Figure 8.2. To study attributions, we will consider the line segment
parameterized by

(t) = t 1; 0 t 10 (8.26)

As we increasd, (t) moves along the diagonal of the square;[00] [O; 10].
If we setx = 0, then the distance between (t) and x increases witht, and
we expect that the attributions will increase in variance as we move farther
away from the baseline.

In Figure 8.2, we plotattr;( (t)jF) againstt, fori =1;2. We observe that
for both attribution functions, the variance of the attribution increases with
t. Ast! 0, both the mean and variance of the attributions tend towards
zero. The rate at which the variance of the attribution grows depends on the
uncertainty of the GPR predictive model.

8.4.3 Wine: Comparing RFGPs and Exact GPR

In this experiment, we compare how the attributions of the RFGP model
compare to the attributions of the GP model that they are intended to ap-
proximate. In this case, we consider the RFGP approximation to the GPR
kernel function.

In Figure 8.3, we consider a prediction from the wine quality data set, and
we visualize the distribution of the attribution to a feature using the exact
GPR result, and then how the RFGP approximation compares. We observe
that as M increases, the individual samples from the RFGP model become
more similar, but often there is still a bias in the RFGP attributions, although
this bias appears to decrease as we ad frequencies to the model. In addition
to individual RFGPs, we consider a marginalized RFGP model, under which
we averaged the distributions of 500 separate RFGP models.
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Figure 8.2: A demonstration that the uncertainty in an attribution grows with
the distance from the baseline, using data simulated with the model in (8.25).
The baseline isx = 0 and we compute attributions for predictions along the
path (t) = t[1; 1} .

8.4.4 Taipei: Demonstrating A ne Scale Invariance

In this experiment, we consider real estate data in New Taipei City obtained
from the UCI Machine Learning Repository [222] in order to demonstrate a
property of IG attributions called a ne scale invariance (ASI). In this data
set, there are 6 features used to predict the value of a house. After training
a GPR model with ARD-SE kernel to predict the house value, we wish to
attribute these predictions to each of the input features to understand how
this information contributed to the predicted value. We take the baselines
to be the average across all houses, and consider a prediction for a new house
excluded from the training set.

As in many ML applications, we normalized the input data before training
the GPR model. However, we would like to know if this procedure has distorted
our predicted attributions. Fortunately, the ASI property says that the 1G
attributions are invariant to scaling and translations in the input feature space
[244]. To formalize this statement, let us consider a mapping(x) = X+V,
where represents a Hadamard (entrywise) product of vectors and al| 6 O.
The mapping T scales each coordinate; by ; and then translates byv;. ASI
asserts that

attr ((T(x); TCO)JF T 1) = attr;(x; %jF); i=1;:;D;
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Figure 8.3: Attributions to alcohol in the Wine quality data set. As the
number of frequencies used in the RFGP approximationyl, increases, the
densities of the RFGP attributions more closely align with the exact GPR
attributions. We show both individual realizations of the RFGP model (the
blue and red curves), and a marginalized model which integrates over 500
independent RFGP models (the red shaded region).

for any such transformationT.

An important note about this result is that while the attributions do not
theoretically depend upon normalization, the training of a ML model still may
bene t from normalization, and this is especially true when using GPR. Thus,
the ASI property suggests that normalization doesn't distort attributions by
itself, but rather any change in the resulting attributions will be due to the
change in how the ML model tunes it's parameters.

In Figure 8.4, we consider the attributions for a particular house both
with and without normalization. We observe that although the input feature
vectors appear noticeably di erent, the resulting attributions are identical.
The normalized model also retains a degree of interpretability; we see that the
given house has an above average distance to the MRT (subway station), and
as a result this contributed negatively to the house value.

8.4.5 Wine: Approximating the Integral in IG Attribu-
tions

In this experiment, we used the wine quality data set of [258], available through
the UCI Machine Learning Repository [259]. The goal of feature attribution
with this data set is to attribute the predicted wine quality to the 11 phys-
iochemical features that were used to make the prediction. Wines are scored
on a scale of 1 to 10, with 5 being an average quality wine. Prior to infer-
ence, the data set was randomly shu ed, the input features were normalized,
and the baselinex was chosen to be average of all wines which had average
guality. We consider prediction for a particular instancex, whose quality was
above-average, which we omitted from the training set.

We examine the e ect of approximating the integral in the IG attribution
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Figure 8.4: Feature attributions for a prediction using the Taipei Housing
Data. The invariance of the attributions under normalization is a feature of
a en scale invariance.

formula (8.7) using numerical integration. [250] do not compute this integral
directly, but rather they approximate it using a summation:

Cremertx ®) (6 ) @Rt ()X %)
0 @x L @x '

=1

(xi %)

(8.27)
This technique is known as theight-hand rule for numerical integration. There
exist other approaches for numerical approximation of the integral, called
guadrature rules [131], which we compare to the right-hand rule in Section
8.4.6. Similarly to the exact result, the approximation yields a Gaussian dis-
tribution for the attribution [260]. This approximation closely approximates
the distribution of the exact result in Theorem 1. The quality of the approxi-
mation depends on the number of partitiond. used to compute the sum.

In Figure 8.5, we visualize the convergence of the approximation to the
exact GPR result asL is increased. We consider the wine quality example
as well as simulated data generated by (8.25), to assess how this convergence
might depend on the data set and the learned model. When using the right-
hand rule, L is also the number of function evaluations needed to compute
the approximation. In general, the exact result only needs to be evaluated
once, so using a largé to compute the attribution might become expensive
if computed naively. How largeL should be to obtain a good approximation
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(a) Results from the Wine quality (b) Results from the simulated
data set. system, (8.25).

Figure 8.5: Convergence of attributions with the approximated integral, (8.27),
to the exact attributions, as the number of partitionsL increases.

will depend on the data set and the complexity of the learned model. We
also note that the approximation quality depends on the proximity tox, as
points farther from the baseline will require more partitions to achieve the
same resolution as points close te.

8.4.6 Wine: Comparison of Quadrature Rules

In this section, we provide some additional gures to analyze the convergence
of the approximated integral. First, we visualize the convergence of the ap-
proximated integral to the true 1G attributions, for the Wine data set in Figure
8.6, as only one feature was shown in Figure 8.5a. Figure 8.6 shows that the
rate of convergence is similar across all input features, and does not obviously
correspond to the magnitude of the exact attribution. The ARD-SE kernel
also provides a measure of feature importance, where relevance of a (normal-
ized) feature is de ned to ber; = 1=". In this case, we observe that for
features with relevance, their attributions converge much more quickly. This
is expected since a low feature relevance indicates that model training has
preferentially underused a given feature in making predictions.

Second, we visualize the impact of di erent quadrature rules. The formula
in (8.27) uses the right-hand rule to approximate the integral of a function
on the interval [0; 1], but there exist other quadrature rules, or methods for
numerical integration, that may achieve noticeable improvements in perfor-
mance with only changes to the weights in the sum used to approximate the
integral [131]. In Figure 8.7, we compare the application of the right-hand rule
with two other quadrature rules: the trapezoid rule and Simpson's rule. Each
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