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disparate approaches to signal separation are drawn together in a unifying framework. This
is followed by a review of signal separation techniques based on ICA.

Second order statistics based output decorrelation methods are employed to try to solve
the challenging problem of separating convolutively mixed signals, in the context of mainly
audio source separation and the Cocktail Party Problem. Various optimisation techniques
are devised to implement second order signal separation of both artificially mixed signals and
real mixtures. A study of the advantages and limitations of decorrelation methods is made
and some theoretical insights are drawn into a major identifiability problem associated with
convolutive source separation using second order statistics only.

Motivated by the fact that many signals in real life, especially audio signals, exhibit large
degrees of non-stationarity, decorrelation algorithms that take into consideration aspects of
non-stationarity are devised.

Next, a model based approach to source separation is considered. The problem of non-
stationary ICA (nsICA) is addressed, where the mixing system is scalar but time-varying.
The density of the sources are modelled as finite mixtures of Gaussians. Simulation based
Bayesian methods, notably Markov Chain Monte Carlo (MCMC) techniques, are employed
to separate both synthetic and real data that have been mixed by non-stationary mixing
matrices. Satisfactory results have been obtained with very few data points, using batch
methods, such as Gibbs sampling. The techniques of Sequential Monte Carlo (SMC) methods,
or particle filtering, are employed to this problem as well, in the context of both blind and
semi-blind signal separation, which involve tracking the time varying mixing system.

The thesis concludes with an overview of the main contributions and possible directions

for future research.
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x : scalar.

x : vector.

[|x|| : norm of vector.
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M:matrix.
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SOME NOTATION CONVENTIONS

From chapters 1 to 6, unless stated otherwise, the original source signals are denoted by s(t),
the mixed sensor signals are denoted by x(t) and the source estimates are denoted by y(t).
The mixing system (which is a matrix) is denoted by A for the scalar case, and H(z™!) for
the convolutive case. The unmxing system is denoted by matrix W for the scalar case, and
W (z~1) for the convolutive case.

Chapters 7 and 8 have a different notation, regarding the sources and sensors, in deference
to the convention adopted by the Bayesian statistical community. The sources are denoted
by a(t) and the mixed sensor signals are denoted by y(t). The time-varying scalar mixing

system is denoted by Hj.






The problem of signal separation is a very broad and fundamental one, and so it is classified
according to various criteria, such as the level of prior knowledge of the sources, the source
model, the mixing system and the number of sources and sensors. A term that often crops
up is “Blind Signal Separation”. Such a term is slightly a misnomer, in that we make mild
assumptions about both the sources and the mixing system, although our assumptions on the
characteristics of the sources are more detailed. The word “blind” is used more in relation to

the level of ignorance of the mixing system.

One of the most fundamental assumptions that is invariably made in the field of source
separation, is that the sources are statistically independent of one another. This implies that,
in order to recover the sources by unmixing the sensor signals, we need to look for components
that are independent of one another, so that each of these components corresponds to exactly
one of the sources in some sense. This is known as Independent Component Analysis (ICA),
and can be regarded as an elegant generalisation of Principal Component Analysis (PCA). In
view of this assumption, virtually all signal separation techniques involve an implementation

of ICA in many of its diverse forms.

The applications of signal separation include attempting to solve the Cocktail Party Prob-
lem [22] in human acoustics, the separation of biomedical signals and Adaptive Noise Can-
cellation (ANC). Cross-talk removal between adjacent channels and sonar signal processing

are amongst the other applications.

In this thesis, the theoretical aspects (and derivation) of ICA are examined, from which
disparate approaches to source separation are drawn together in a unifying framework. The
problem of scalar, or instantaneous mixing of signals has already been dealt with to a large
extent with considerable degrees of success, but the considerably more challenging problem

of separating convolutively mixed signals has been addressed to a lesser degree. Second order



statistics based output decorrelation methods are employed to try to solve this problem, in
the context of mainly audio source separation. Various optimisation techniques are devised
to implement second order signal separation. A study of the advantages and limitations of
decorrelation methods is made. Motivated by the fact that many signals in real life, especially
audio signals, exhibit large degrees of non-stationarity, algorithms that take into consideration

this fact, are devised.

In a marked change of direction, the rarely addressed and challenging problem of non-
stationary ICA (nsICA) is addressed, where the mixing system is scalar but time-varying,
with the density of the sources modelled as finite mixtures of Gaussians. Simulation based
Bayesian methods, notably Markov Chain Monte Carlo (MCMC), are employed to resolve
this problem. Satisfactory results have been obtained with very few data points, using batch
methods, such as Gibbs sampling. The re-emergent technique of Sequential Monte Carlo

(SMC) methods, or particle filtering, is applied to this problem as well.

The thesis concludes with an overview of the main contributions and possible directions

for future research.

1.1 PROBLEM STATEMENT

The problem of signal separation is a very general and fundamental one. A generic description

of the signal separation problem is illustrated by Figure 1.1.

The mixed signals z;(t) are some function of the sources s;(¢) for 1 < ¢ < m; the func-



to various criteria, including prior knowledge of the source signals, the nature of the mixing
functions and the relationship between the sources. In addition, the number of sources and

measured signals is a crucial factor in the separability of the measured signals.

When there is little or no prior knowledge of the sources and the mixing system, the
problem is classified as blind signal separation. Here the assumption— that is almost invariably
used by researchers in this area — is that the sources are mutually independent of one another
i.e. the joint density of the sources is equal to the product of their marginal densities. As a

result, the problem can be alternatively regarded as Independent Component Analysis (ICA).

With regard to the mixing functions, they can be either linear or non-linear, scalar or
convolutive. Also the mixing functions can be either time invariant or time variant; it is
considerably more convenient to assume time invariance during the period of analysis and
this is done by nearly all researchers. Almost always, linear mixing functions are considered
and no exception is made in this thesis. Nevertheless, it is worth noting that K. Abed-Meraim
et al [2] examine a linear-quadratic mixture of the sources. Other more exotic forms of mixing
include linear mixing followed by a set of non-linear functions applied to each of the linearly

mixed signals [127].

Assume m sources and n measured signals (or sensors) are considered. The following

equations hold for the linear time-invariant scalar, or instantaneous, case :



rn\v) — J Yn3og\v)

=1
(1.1)
where a;; € R ,i € [1,2,...,n] ,7 € [1,2,...,m] are the mixing parameters, s;(t),j €
[1,2,...,m]| are the sources and x,(t),7 € [1,2,... ,n| are the measured signals at the sensors.

This can be represented in vector and matrix form:

x = As (1.2)

where x = [z1(t), 22(t),... ,z,(t)]7,

A € R"™™ s the matrix containing elements a;; and s = [s1(¢),... ,s,(¢)]T. The above
equation implies that in order to recover the sources perfectly, the matrix A must be invertible.
This means that the sources must be spatially resolvable, given that A depends on the physical
location of the sources. Furthermore, the number of sources must be less than or equal to the
number of sensors ( m < n) so that the system is not underdetermined.

For m =mn: s = A7'x = Wx where W = A1 is the unmixing matrix.

For m < n: s = A#x = Wx where W = A~7 is the unmixing matrix, and A~7 is the
pseudo-inverse. It is better to have an over-determined system ( m < n) as this introduces
robustness to the system, but most researchers consider the case of the number of sources

equalling the number of sensors.

For a general linear convolutive case, the corresponding equations for an order L mixing



2a(t) = DD ani(@)si(t = q)

j=1g=0
(1.3)

From the above equations, an m sources n sensors convolutive mixing matrix A would be a

matrix of vectors, and take the following form:

ajp Qa2 -+ Alm
a1 QA2 -+ A2m
A= (1.4)
_anl an2 - anm_

where ajj is a row vector of length (L+1), containing the FIR filter coefficients. An alternative
way of viewing the mixing matrix is to regard it as a polynomial matrix with respect to the

1 so that element (4,7) of the matrix is the polynomial a; ;(2~1). Note

delay operator z~
that the order of the FIR filters is restricted to be the same for all matrix entries for ease of

analysis.

If the mixing system is invertible or has a left inverse, which corresponds to the case of
n > m (more or equal number of sensors relative to the number of sources) and the mixing
matrix is not singular for the square case, the problem is better tackled by directly estimating
the inverse or pseudo-inverse of the mixing matrix. The requirement for a non-singular matrix
can be physically interpreted as the fact that the sensors are spatially resolvable. This is the
most common approach in blind source separation. Under the further assumption that n = m,

the unmixing system corresponding to scalar mixing (see Eq.(1.2)) will take the form:

y = Wx (1.5)
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WA = DP (1.7)

where D and P are diagonal and permutation matrices respectively. The idea of recovering

a scaled version of the sources is known as waveform preserving [130].

The unmixing matrix for convolutive mixing is more subtle. A true unmixing system, or
inverse, would be IIR, so long as the determinant of the FIR polynomial matrix is minimum-
phase. This would result in perfect source recovery. However, if priority is given to signal
separation, the adjoint of the polynomial matrix can be calculated. The adjoint of an m x m
FIR matrix with filter order L will also be FIR, but of order (m — 1)L [33]. The sources
recovered will be filtered versions of the true source, analogous to the scaling ambiguity of

scalarly mixed signals. Thus

W(:HAGTY) = AP (1.8)

For non-invertible mixing matrices (which do not possess a left inverse), such as a more
challenging case involving more sources than sensors, the task involves jointly estimating both
the sources and the mixing system. This requires greater knowledge of the sources, and is

hence less “blind”.

An important issue to address is the degenerate solution, where the unmixing system
is simply the zero matrix of scalars/polynomials. In order to avoid this solution, various
constraints are put on either the mixing system or the sources, as in [33|. These constraints
include the fixing of all diagonal elements of the unmixing matrix to unity, known as the

constant diagonal constraint. In the convolutive mixing case, such a constraint may be deemed



where n is the vector of noise signals.

1.2 MOTIVATIONS AND APPLICATIONS

One of the prime (or at least commercially most lucrative) motivations for signal separation
(through Independent Component Analysis (ICA)) lies in trying to solve the Cocktail Party
Problem in the field of human acoustics. Here, where there are competing speakers or sources
of speech signals, the human listener using binaural hearing— which is the equivalent of a
multiple sources but only two sensor problem— can focus in on one of the speakers. When
hearing in one ear is lost, or the subject relies on hearing aids, this ability is lost, as the
hearing aid simply reproduces the acoustic environment where the sources from the speakers
are mixed and does not provide any form of speaker selectivity. The mixing function is
determined by the source locations, orientations and the acoustic environment, and is better
modelled by a linear convolutive mixing system rather than scalar or instantaneous mixing.

This is because of the multipath propagation of sound.

Signal separation is useful in biomedical systems, such as the separation of various com-
ponents of the electrocardiogram (ECG), and the detection of important signals embedded
in electroencephalogram (EEG) signals emitted from the brain [33]. Another use lies in
determining the firing patterns of neuronal signals from electromyograms (EMG), which are
measured noninvasively at various points by electrodes on the skin [131|[14]. The neuronal
signal is modified as it passes through various tissue to the skin. The passage of these signals

from their source could be modelled by some transfer function, re-casting the problem into



receive a superposition of radar signals. In [36], E. Chaumette, P. Comon and D. Muller use
Independent Components Analysis (ICA) with monopulse radar for air traffic control, where
a mixture of messages from several aircraft are separated. As aerial traffic becomes greater,
it is likely that several aircraft will be located in the same radar beam; as a result, messages
from such aircraft will be mixed.

Adaptive Noise Cancellation (ANC) is a special case of the 2 sources, 2 sensors separation
system. ANC has diverse applications, including the removal of engine noise from an aircraft
cockpit [104], as well as general speech enhancement and the removal of cross-talk between
adjacent communication channels. Speech enhancement techniques are not only useful to
humans, but also to artificial speech recognisers that may be used in a noisy office environment
for taking dictation or responding to voice commands. Noise removal in general can be
considered a signal separation problem.

Signal separation is playing an increasing role in feature extraction, in almost the same
way as Principal Components Analysis (PCA). In [83|, ICA is compared with PCA for the

removal of artifacts from EEG signals.

1.3  SYNOPSIS

The thesis is organised as follows:

Chapter 2 The theory of source separation and its statistical basis in the source indepen-
dence assumption is examined. Measures of statistical independence are reviewed, including
the minimisation of mutual information. The equivalence between the minimisation of mu-

tual information and the maximum likelihood and infomax approach is shown. Separability



based or frequency domain methods. Other, more model based approaches, include Maximum
likelihood methods that use the Expectation Maximisation (EM) algorithm, prediction error
methods and Bayesian methods. For the case of more sensors than sources, subspace methods
can be used, and these are examined. Related areas are discussed, including adaptive noise

cancellation, beamforming, blind deconvolution and Principal Components Analysis.

Chapter 4 Output decorrelation methods, that are based on second order statistics, are
employed for the separation of mainly convolutively mixed auto-regressive (AR) and audio
signals for the 2 x 2 case. Some identifiability issues are discussed. Computationally efficient,
state of the art optimisation techniques are used, notably the Conjugate Gradient algorithms
and pseudo-Newton algorithms. The effect of size of data and extent of signal spectral overlap

on the quality of separation is examined.

Chapter 5 Newton based output decorrelation separation methods are devised, and the
separation method is extended to deal with N x N mixing systems, where N can be more
than two. Various constraints on the unmixing filters are examined, and the phenomenon of
‘hyper-decorrelation’ is examined, where the source estimates have even less cross-correlation
than the original sources. Various other issues are discussed, including the consideration of
sensor noise. Simulations that include both synthetic and real mixing of audio signals are

presented.

Chapter 6 Source non-stationarity is considered. Approaches to the separation of non-
stationary signals are briefly reviewed. Quasi-stationary signals, where the signals are made
up of blocks of approximately stationary data, are separated by using output decorrelation
across all the blocks. Comparison is made with not taking into account non-stationarity by
utilising the smoothed correlations across the entire data. Simulations including the synthetic

mixing of synthetic sources, scalar mixing of real sources and a real mixture are presented.



are synthetically mixed, are presented.

Chapter 8 The problem outlined in chapter 7 is solved using sequential Monte Carlo
(SMC) methods, also known as particle filtering. Fixed-lag smoothing as well as filtering
is examined, and results involving synthetic mixtures of both synthetic and real sources are
presented.

Chapter 9 In this chapter, conclusions are presented as well as possible directions for
future research.

Appendix A shows the equivalence between Kullback divergence/distance and mutual
information. Appendix B defines some of the relevant statistical moments. Appendix C re-
views matrix diagonalisation procedures, while Appendix D contains the various derivations
required in chapter 3. Appendix E contains all derivations and algorithms relevant to the
Bayesian chapters (chapters 7 and 8). Separation performance assessment techniques are de-
scribed in Appendix F. A list of some audio tracks in the accompanying CD that demonstrates

signal separation can be found in Appendix G.



2.1 INTRODUCTION

This chapter aims to elucidate on the theoretical aspects that underpin source separation. As
the independence assumption of the sources is fundamental to source separation, a detailed
examination of Independent Component Analysis (ICA) will start as a basis for reviewing
approaches to source separation. There are diverse approaches to the separation of sources,
but there is one principle motivating virtually all of these approaches- that of source inde-
pendence. By examining ICA, a unified framework can be drawn. What appear to be quite
varied approaches to source separation turn out to be particular implementations of ICA,

with differing assumptions about the statistical nature of the sources.

2.2 INDEPENDENT COMPONENT ANALYSIS AND SOURCE

SEPARABILITY

Stated simply, Independent Component Analysis (ICA) can be defined as follows:

Given a set of n measured signals, ICA is the process of decomposing these into

m mutually statistically independent components.

In the context of signal separation, the measured signals are linear mixtures of the sources,
which are assumed to be independent. If the sources are Gaussian then the measured signals

will be Gaussian and no separation is possible. Nevertheless, it is often possible to separate
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where s;Vj are independent , then ¢y pcoy # 0 implies sy, is either Gaussian or deterministic.

This theorem is proved in [43]. The consequence of this theorem is that if there exists a vector
of independent signals s € R™ with at most one signal being Gaussian, and if y = Cs where
C is an orthogonal N x N matrix, then the following relations are equivalent [40]:

e The components y; are pairwise independent.

e The components g; are mutually independent.

e C—=DP

where D is a diagonal matrix and P is a permutation matrix. Thus, if the following mixing

and unmixing systems are considered:

x = As (2.2)

y = Wx (2.3)

where 8,x,y € R™, W € R™*™ are the vector of sources, mixed signals, source estimates and
the unmixing matrix respectively, then the global system, which relates the original sources

to the source estimates will take the form (see Fig 2.2).

y = (WA)s =Cs (2.4)



Figure 2.1: The global system

So long as the components of s are independent of each other with at most one Gaussian
component, as are the components of y, matrix C (which is the unmixing system times the
mixing system, or the global system) will be of the form described in Eq.(2.2) and signal
separation will have occurred. Examining Eq.(2.2), note that, in general, C # I, so that
the sources are recovered to within a scaling and ordering ambiguity. This is the ambiguity
inherent in blind source separation. An interesting point to note is that pairwise independence
is a sufficient condition for all (> 2) sources to be mutually independent. Therefore, in order
to separate the sources it is required that the unmixing system render the source estimates
as independent as possible. A cost function (y) needs to be devised that penalises any
deviation from independence. The properties of this cost function must include:

e The minima of the cost function should coincide with the set of separating solutions, i.e.
Y(ys) < Y(Ay,) V invertible A ¢ DP where y, = DPs for arbitrary D, P
e (y,) = ¢Y(DPy,)V¥ invertible D and P.

An ideal property would be if the entire set of minima of ¥(y) coincided with the set
of separating solutions. However, in practice, this is often not the case. Instead the set of

separating solutions usually form a subset of the set of minima.
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way to characterise how close the signals are to independence. The Kullback-Leibler (KI.) [92]
distance/divergence is one such measure, although, strictly speaking it is not a distance, as

it is asymmetric:

i=1 " [To(y:)
=1

KLp(y), | [ptv:) =0 (2.7)
with equality to zero holding only when the signals are independent.

Theorem 2.3.1 The K-L divergence is invariant with respect to permutation and scaling.

Proof Let y = PDy, then

e [[pm) — [ o 1py,>) §(3)3
: _ z 1|da(z| p( )
SR IPIIDIHZ Gy Ty PPy

= [ sty iy
~ KL(p(y), Hp(yi))

where o(7) is a permutation operator.




H(y) = — / mp(y) log p(y)dy = —E{log p(y)} (2.9)

H(y;) = — /R p(yi) log p(y:)dy = —E{log p(y) } (2.10)

are the joint and marginal differential entropies respectively. (The differential entropy is
different from Shannon’s entropy, which does not generalise for continuous distributions. For
the sake of brevity, future reference to entropy will omit the word differential.) Assuming that
the signals y are source estimates from the unmixing system in Eq.(2.3), then the mutual

information can be expressed as:

I(y) =Y H(y:) — H(x) = log |W| (2.11)
i=1

using the fact that H(y) = H(Wx) = H(x) + log|W|. As the data x is fixed, so will
be its corresponding entropy term H(x). In the context of signal separation, the sources
can be constrained by fixing their variances to some constant, such as unity, without loss
of generality. If we further assume that the sources are zero mean, this corresponds to a
fixed power constraint. Under the constraint that the sources have zero mean and fixed
variance, the distribution that has the highest entropy is the Gaussian density. Denote as
H(v;) and H(v) the entropies of Gaussian distributed random variables v; and v whose first

two statistical moments are identical to y; and y respectively, so that

1
H(v;) = §(log o? +log2m +1) (2.12)

1(log|2| + mlog2m + 1) (2.13)

H(v) = 3

(2.14)



J(yi) = H(vi) — H(y:) (2.16)

is defined as the megentropy, which can be regarded as the distance of a distribution from
the Gaussian density. Like the KL divergence, negentropy is greater than or equal to zero,

equality holding only when y; is Gaussian.

2.3.1 Other measures of statistical independence

There exist other measures of statistical independence that, although lacking the theoretical
rigour of the mutual information, are nevertheless much easier to implement. Assuming that
the sources are all zero mean, with a symmetric density function:

o Efs;(t)s;(t =)} =0Vil,i#j

o B{s](1)s5(t — 1)} = 0Vl,i# j,p,qodd

q

{(t)} = 0 (p+ q)th order cross-cumulant

o cum{s; (t)s’

where the cross-cumulant is defined in Appendix B. For practical reasons, p, ¢ are restricted
to lie in the range 1 to 3. What is interesting to observe is the fact that the expectation
operators above are solutions of the stationary points of Fq.(2.25), the derivative of the
mutual information with respect to the unmixing matrix, in the off-diagonal entries of the
matrix. This implies that the above correlation tests implicitly assume the form of the source
densities, or conversely, there exists a specific form of the cross-correlation E{ f(s;)s;}, where
f(-) is the score function, that should be zeroed. Yellin and Weinstein [142] show that
cancelling the following measure of dependence, known as the cross-bispectrum, is sufficient

to separate signals using [CA. The cross-bispectrum is defined as the Fourier Transform of



2.4 MINIMISING THE MUTUAL INFORMATION

In order to achieve source independence for separation, the mutual information must be
minimised. This is equivalent to maximising the aforementioned measure of non-Gaussianity,

the negentropy. If source estimate y is prewhitened to signal y = Vy ! such that

E{yy"} =1 (2.18)

the first term on the right hand side of Eq.(2.15) becomes fixed, while the third term disap-
pears. As a consequence, minimising the mutual information is equivalent to maximising the
individual negentropies of the sources. This is of fundamental importance in both the sep-
aration and deconvolution of non-Gaussian signals, as the mixing/convolution process tends
to make the resulting signals more Gaussian by virtue of the Central Limit Theorem. In-
tuitively, source separation is achieved by making the signals as “non-Gaussian” as possible
by negentropy maximisation. As prewhitening has already taken place, the unmixing matrix
will be orthogonal. This can be viewed geometrically as rotating the data so as to restore the
non-Gaussianity of the signals, by aligning the axes of the data set along various ‘interesting’
orientations. This is also known as projection pursuit [67|. It is worth mentioning that, as
the Gaussian density is rotationally invariant, separation of multiple Gaussian signals will be
impossible.

In order to be able to practically implement signal separation, expressions approximating
the negentropy are derived in [40| by representing the source densities using an Edgeworth

W = L1 where Ry, = LL, so that L is a Cholesky factorisation of correlation matrix Ry; after prewhiten-
ing, the unmixing matrix will be orthogonal



ry— Ay, f \&ea1)

If the densities are assumed to be symmetric, then the skewness disappears, and the
negentropy is simply proportional to the square of the kurtosis.

L o

J(yi) = R (2.22)

For a symmetric distribution, the magnitude of the kurtosis can be intuitively regarded as how
non-Gaussian a signal is. Signals that possess positive kurtosis have densities that tend to have
heavier tails, whereas lighter tailed densities are characterised by negative kurtosis. Shalvi

and Weinstein use the absolute value of the kurtosis as a criterion for deconvolution [123].

Regarding techniques used in the estimation of the unmixing matrix, Comon [40| uses
prewhitening, followed by the estimation of the orthogonal matrix, by computing the angle
of rotation analytically for size two submatrices (pairwise processing of the signals) in terms
of cumulants of y;. This is possible due to the sufficiency of pairwise statistical independence.
In 74|, Harroy expands the density of the whitened signals using a Gram-Charlier density
expansion of the fourth order, and obtains a maximum likelihood estimate of the rotation

angle for the 2 x 2 mixing case.

An interesting consequence of signal separation through maximising the negentropy is
that the signals can be extracted one at a time, using a deflation algorithm [46], where the
kurtosis squared is maximised. Thus, the estimation of the unmixing matrix can be evaluated
one row at a time, which can be computationally much cheaper than trying to estimate the
entire unmixing matrix. In [46], it has been proved that separating solutions occupy local

maxima of the kurtosis squared.

Alternative approaches to minimising the mutual information include novel approxima-
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by finding stationary points of the negentropy. Under the assumption that the sources have
non-zero negentropy, the stationary point of the negentropy should coincide with those of
E{G(y;)} —E{G(v;)}. Also, when G(y) = y*, the cost function is proportional to the Comon
approximation in Eq.(2.22). Hyvarinen uses a deflation approach, and to prevent the same
source from being recovered twice, a decorrelation constraint is employed between the recov-

ered sources.

2.5 GRADIENT DESCENT ALCORITHMS

It is possible to differentiate the mutual information in Eq.(2.11) with respect to W. This

can be derived as:

8;‘(5) =W - aiW;E{log p(yi)} (2.24)

The second term on the right hand side of Eq.(2.24) can be further simplified, so that, it

becomes:

OY) W By (2.25)

where f(y) is a R™ column vector whose ith element is —%%7117:(”, which is termed the esti-
mating function by Godambe [68]. A more common name for this nonlinear term is the score
function. Many researchers assume some arbitrary static expression for this function, as, in

the spirit of “blind signal separation”, the density functions of the sources would be unknown.
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garded as nuisance parameters. A better strategy would be to assume a generic form of the
score function, with parameters that are estimated from the unmixed data. This is done in,
for example [56], where a generalised exponential density is assumed for the sources, whose

parameters are updated along with W. Estimation of the unmixing system involves solving

Eq.(2.25) for 88[‘({,) = 0. This can be achieved in either a batch or sequential manner.

On-line stochastic gradient algorithms (examples of which include the ubiquitous Least
Mean Squared (LMS) algorithms [76]) can be applied to minimising cost functions that take
the form of an expectation of a function, by applying the gradient of the instantaneous value

of the function. Thus, the stochastic gradient descent change in W becomes:

AW = n(W™T — f(y)x") (2.27)

= - f{y)yH) W' (2.28)

where 7 is a positive step length. The unmixing matrix can be updated sequentially as:
Wi = Wi+ (I — f(ye)y] )W, (2.29)

Fq.(2.29) is central to ICA, because it expresses in the purest sense the minimisation of a
fundamental measure of statistical independence by the application of a linear (unmixing)
transformation. We can call this the ICA wupdate I. Furthermore, slight modifications of this
update are the basis of nearly all neural network approaches to source separation; the update

in Eq.(2.28) bears a strong resemblance to the adaptation of a recurrent neural network, when
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assuming that the sources have even zero centered distributions, E{y’y;} = 0 if sources y;

and y; are independent.

In [5] a stochastic natural gradient descent based algorithm is used to minimise the mutual
information, where AW is post-multiplied by WTW, to yield the natural gradient. The

algorithm in Fq.(2.29) becomes:

Wi =T +nI— f(y)yi) W, (2.31)

which is the natural gradient ICA update. Note that the update is covariant, that is the units
of the update ((AW)WTW) match those of the matrix W. Furthermore the adaptation
in Eq.(2.31) is computationally much cheaper than that of Eq.(2.29), as there is no matrix
inversion (W;T). The use of the natural gradient has been justified from an information
geometry point of view by Amari in [6]. Amari approximates the densities by an eleventh
order Gram-Charlier expansion, leading to odd score functions f(y) which are eleventh order
polynomials in y. Both sides of the Eq.(2.31) can be post-multiplied by the mixing matrix. As
a result, the update is no longer dependent on the conditioning of the mixing matrix. This is
the principle of equivariance, whereby the separating algorithm’s performance is independent
of the mixing system, so long as there is no additive noise. In [93] a similar update, termed the
relative gradient, was obtained. According to proponents of the natural gradient technique,
convergence rate is increased considerably, and, in the vicinity of local minima, can match the
rapid speed of Newton type algorithms, with far less computational cost. This can be seen
from the fact that the natural gradient can be regarded as an approximate Gauss-Newton

algorithm.

Eq.(2.29), Eq.(2.30) and Eq.(2.31) can be collectively called the ICA updates.
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Supposing that each source signal s;(1 : T') is stationary, ergodic and i.i.d. As the mix-
ing/unmixing system is scalar and memoryless, both y;(1 : T) and x;(1 : T) are stationary,

ergodic and i.i.d as well. This leads to the log likelihood:

log p(x(1: T)W) = Tlog W]+ 3" logp(y(1) (232
= Tlog W]+ 30 Y logp(ui(t) (239
i—1 t=1

where the second line arises from the assumption of source statistical independence. By the

strong law of large numbers, as T — oc

T
1
7 > logp(yi(t)) — Eflog p(y: (1))} (2.34)
=1
Thus, asymptotically, from Eq.(2.11),(2.33) and (2.34) we have
1
7 logp(x(1:T)|W) — —I(y) — H(x) (2.35)

Given that H(x) is a constant, maximising the log likelihood with respect to W' is equivalent
to minimising the mutual information. The stochastic gradient descent rule for minimising

mutual information is identical to the stochastic gradient ascent rule for maximising the

likelihood.

We can derive the ICA update rule from a Bayesian perspective, where the aim is to find



so that

/p(x|s, Wp(s|W)ds o / 5((x — W1s)T(x — W—1s))p(s|W)ds

and by the ICA assumption,

where we also assume that the sources s are independent of the unmixing matrix W. Thus

Eq.(2.36) becomes
§WI) o (W)W [ powi)

and the log posterior is

log p(W1x) = log p(W)+log W/ + )~ log p(wix) + ¢

i=1

If we assume a non-informative prior for W, the log posterior becomes the log likelihood. For

the case when there is noise at the sensors

Xx=As+n
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2.7 INFOMAX APPROACH

Recall that the mutual information is the sum of the marginal entropies minus the joint en-
tropy for a set of signals. If the random variables have a uniform distribution, the minimisation
of the mutual information will be equivalent to the maximisation of the joint entropy [87].
This lies at the heart of Bell and Sejnowski’s infomax approach to source separation [15][16].
In their set-up, the source estimates y = Wx are passed through a non-linear function g(-)
which acts on each element of the vector, so that z = g(y) possesses a uniform distribution.
Thus, by maximising the joint entropy of z with respect to W, they achieve source separation,

using a stochastic gradient ascent algorithm. By the law of transformation of probabilities,

=
=

p(z) = |8g(y) | (2.38)
dy

This implies that g(y) is the joint cumulative density function of y. In addition,
Oz W
o = {IT9 YW (2.39)
i=1

where ¢'(y;) = 8%%” = p(y;) So that, given

p(z) = Tt (2.40)



2.8 SEPARABILITY OF (GAUSSIAN SIGNALS

So far we have assumed that multiple Gaussian signals are non-separable. This is indeed the
case if they have no temporal correlations and can be observed by the fact that, for unity
variance zero mean Gaussian signals, the score function f(y) = y, which is linear. As a result

Fq.(2.24) will (at the equilibrium point) satisfy:
I=WR,W! (2.43)

where Ry is the spatial correlation matrix for mixed signals x. However, there is no unique
factorisation, and so W will be only identifiable to within an orthogonal rotation. If however,
we assume that the sources are both Gaussian and temporally correlated, as in the case of

autoregressive (AR) signals, the source estimates should be of form:

Zal Jyi(t — k) 4 e;(¢) (2.44)

then (for large T' >> p) the log likelihood of the source estimates approximate to

log p(y;(1:T)) Zlogp (e;(t (2.45)

where we ignore the effect of the initial samples on the likelihood evaluation [20], and the score
function is f(y;) = f(yi(t) + > %_ ai(k)yi(t — k)). Under these conditions, so long as the AR
parameters for each source has unique roots, it has been shown that the signals are indeed

separable using only second order statistics [7] [44|. Thus, temporally correlated multiple
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where
P
dij =B{(s;(t) + > _ai(k)s;(t — k))*} (2.47)
k=1

It was conjectured that there exist no other equilibrium points of the log likelihood apart

from the separating solutions. A proof of this conjecture follows.

Theorem 2.8.1 The equilibrium points of the log likelihood expression for independent Gaus-
sian AR signals all correspond to separating solutions, so long as any two sources do not have

the same AR parameters.

Proof Let there be m sources and sensors. Without loss of generality assume all sources
have unity variance Gaussian excitation. Further, assume that all sources are AR processes

of order p. From Eq.(2.33) the log likelihood is

logp(x(1: T)[W) = Tlog|W|+logp(y(l:T)) (2.48)
— Tlog|W|+ Zlogp(yi(l :T)) (2.49)
but,
m 1 T
> logp(yi(1: T)) ~ -3 > e()'e(t) (2.50)
=1 =1



e(t) = Cs(t) + > A(k)Cs(t — k) (2.52)
so that Eq.(2.49) can be expressed as:

1
~loap(x(1: T)|C) = log|C| ~log |H

T p
5D ISCTOs() — 25()7CT ST AMCs(t — k)

k=1

- i i s(t —k)TCTA(K)A(D)Cs(t - 1)} (2.53)

k=1 1=1

Differentiating Eq.(2.53) w.r.t. C and invoking the strong law of large numbers for the right

hand side we have asymptotically:

1 9logp(x(1: T)|C)
T aC

Q

cT_ CR4(0) — QXP:A(k)CRS(k’)
k=1
— zp:zp:A(k)A(l)CRs(k —1) (2.54)
E=11=1
where

Rs(r) = B{s(t)s(t + )T} (2.55)

For an equilibrium point of Eq.(2.54), the differential must equal zero, so that the following
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i+ Z G pdie =1 (2.58)
kot

where ¢; ; denotes the 7, jth element of C, the global matrix, and d; ; is defined in Eq.(2.47).
Note that d;; = 1 because of the unity variance assumption of the source excitations. If all
sources have distinct AR parameters, then d; ; > d;; for j # ¢ because, for source ¢, the AR
coefficients that would yield the excitation with the least variance would be its true coefficients
a;(k). Thus, from Eq. (2.57) the 2 x m matrix is full rank. This implies that ¢; zc;, = 0 for
1 # 7, which implies that no more than one entry in any column of C can be non-zero. On
the other hand, Eq.(2.58) implies that there must be at least one non-zero element in any
row of C. The only matrix that can satisfy such conditions is the diagonal times permutation

matrix. This is the separating solution.

If, however, sources ¢ and j have identical AR parameters, d; ; =d;; =1 and d; ;, = d; .
This means that the 2 x m matrix in Fq.(2.57) has rank 1, so that there are an infinite number

of solutions for C.

Although seemingly obvious, the above proof is quite special because we can show that
(under certain conditions) the maximum likelihood (ML) formulation for separating AR sig-
nals with Gaussian excitation leads to no spurious non-separating equilibrium points. We
have proved global convergence. This is in contrast to ML formulations using non-linear

score functions, where only local convergence is proven. In addition, the requirement that no



been to simply derive equivalent update rules to the ICA updates. In the case of convolutive
mixing, we have a matrix of FIR polynomials in z~!. Denoting the matrix of FIR polynomials

as W(z™1), we can express this alternatively as
+oo
W)= ) W(g)z? (2.59)
g=—00

where W (q) denotes the matrix coefficient of 277 so that the source estimates y(¢) are related

to the mixed signals x(t) as follows
+oo
y(t) = D Wlgx(t—q) (2.60)
g=—cc

In practice only causal FIR systems can be considered with a finite number of non-zero terms

for the filter taps.
W) =) W(g)z™ (2.61)

So that, using ICA update 11(Eq.(2.30)), which corresponds to a recurrent neural network

structure, the update for the [th matrix coefficient W (1) is:

W(l)ip1 = W) +n(8 I — f(ye)yet) (2.62)

where y; is a more concise notation for the term y(¢). However, care has to be taken when the
source estimate signals at time ¢, y; are operated on by filter W, ;(z71). Issues of causality
need to be addressed, especially for the natural gradient update case, where the Hermitian

transpose of the unmixing matrix leads to the need for future samples of a signal. Examining



From the right hand side of Eq.(2.63), yf W,(z7!) is anti-causal, because u] = yfW;(z71)

takes the form

I
w =Y Wi(g)fy(t+q) (2.65)

g=0
so that future values of y are required. As in [8| this can be remedied by delaying the samples

by the longest length of the unmixing FIR filter, assumed L, so that Fq.(2.66) becomes

w =Y W(L—q)jy(t—q) (2.66)
which leads to the following (natural gradient)update rule for the [th matrix coefficient

W()er1 = W +n(W(l)e — f(ye—r)ui_) (2.67)

In [129] the convolutive analogue of ICA update IT is employed to speech separation.

Although rigorous theoretical analyses of scalar mixing have been made so far, for convo-
lutive mixing the situation is more complex. Many of the aforementioned derivations showing
equivalence between maximum likelihood and minimisation of mutual information cannot be
easily extended to the convolutive case. Pham, in [110], has examined theoretically how the
separation of convolutive mixtures can be achieved by minimising the mutual information.
He argues that in order to show that minimisation of mutual information can result in source
separation, the sources have to be stationary and the result of passing i.i.d. signals through
a linear system. The basis of his approach depends on the following identity. If the source

estimates are related to the mixed signals as in Eq.(2.60) then the entropies of the signals are



1y) < ) Hlye) =)+ | log|det] ) WLe"™ || (2.69)
k=1 -

[——o0

Pham defines a convolved version of the kth source estimate, v, as
() = ) oDyt — 1) (2.70)

such that the entropy of g is the infimum over all sequences b (l). The mutual information

based cost function becomes

- g R oo dw
mf{ng—/ log | det[ W(z)eﬂwng} (2.71)
k=1 -

i [=—00

For practical implementation, the unmixing filter is assumed to be causal and with a finite
number of non-zero terms. This results in the second term in Eq.(2.71) becoming simply

log | det W(0)| because

L

L
T o d ™ o d
/ log | det E W(l)d“ﬂ% = / trace{g W(l)e]l‘”}i
o 1=0 - 1=0

= trace{W(O’)i}

= log|det W(0)]

The cost, function becomes
inf {ng —log | det W(O)|} (2.72)
k=1

whose minimisation results in not only the separation of the convolutively mixed sources

but their deconvolution as well. The consequence of this approach is that convolutively



2.10 NUMBER OF SOURCES AND SENSORS

Signal separation is much easier if the number of sources is less than or equal to the number of
sensors, because of the indeterminacy that would result were there less sensors than sources.
Under certain circumstances it is possible to have more sources than sensors, especially when
the signals are non-Gaussian. This is because higher order moments (defined as E{s"} r > 2)
can be used, increasing the number of known parameters for a given number of sources [25].
For Gaussian sources, moments with order greater than two are completely defined by the
first and second order moments, so that it will be impossible to solve for more sources than
sensors. However, if temporal second-order correlations of the sources and sensors are used,
as well as spatial correlations, then a different criteria for separability emerges. Consider
scalar mixing, x(t) = As(t), where x is an n length sensors vector, [xq(t), z2(t), -+, 2, ()|,
A is an n x m matrix and s(t) is an m length sources vector [s;(t), so(t), - , $m(t)]". Thus

there are m sources and n sensors. Then:

E{x(t)x(t + )7} = AE{s(t)s(t + 7)T}AT
= R,(1) = AR, (1)AT

(2.73)
where

R.(7) = E{x(t)x(t + )T} (2.74)
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will be m(n + 1) unknowns. If, however, ¢ lags are considered then the number of known
parameters will be %nq(n + 1), while the number of unknowns will be m(n + ¢), assuming
the elements of A are time-invariant for the g lags. Then, by varying the number of lags, the

system can be made to be over-determined, if the following inequality is satisfied:

2mn

2
m fOI' T +n—2m7£0

lq| >
(2.76)

Note that n2 +n —2m # 0, as ¢ will be infinity. Now as the number of lags must be positive,

the following must hold:
n? 4+ n>2m (2.77)

Eq.(2.77) places the constraint on the number of sources and sensors, for second-order cor-
relation analysis, where the sources are assumed to be Gaussian, so that decorrelation is a
sufficient condition for independence. Thus, for 2 sensors, there cannot be more sources than
sensors, unless Higher Order Statistics are used, which means that the sources must be non-
Gaussian. However, for 3 sensors, there can be up to 5 sources. Implicit in the analysis is the

assumption that the sources have a sufficient number of non-zero correlations i.e.

2mn

E{si(t)si(t+7)} £ 0 for 7 < (2.78)

n2 +n—2m

otherwise the mixing system will not be identifiable. It must be emphasised that such con-
ditions are necessary to identify the mixing system; recovery of the sources is another issue

altogether.



(MDL) to detect the number of sources with additive white Gaussian noise. They form a
likelihood function of the measured data vectors x(t) given the parameter vector ©, which
contains the eigenvalues (A1, Ao, -+, A,) and eigenvectors (Vq,Va,---,V,,) of R,(7) and the
noise variance o2, denoted by p(x(t1),--- ,x(tn5)|©). The AIC is then expressed in terms of

the log likelihood, and then minimised:
AIC = —2logp(X|O) + 2k (2.79)

where k is some bias correction term, and © is the maximum likelihood estimate of ©. The
AIC is minimised with respect to m, to find the number of sources. The advantage of such
a method is that there is no need to set an arbitrary threshold for the eigenvalues to be
larger than. However, performance degrades with decrease in SNR, and general coloured

noise cannot be handled.

Other, more recent, schemes deal with coloured noise. In [37], the noise is assumed to be
correlated over a limited spatial range. Two sets of sensor arrays are used, one array of size

p sensors, denoted by X, another of size ¢ sensors, denoted by Y:

x(t) = Ags(t) +nu(t)
y(t) = Ay®s(t) + ny(t)

(2.80)

where x(t) is a p x 1 and y(¢) is a ¢ x 1 sensors vector, A, is a p X m matrix, A, is a ¢ x m
matrix, s(t) is a m x 1 sources vector and ® is a diagonal matrix size m x m, whose entries
are complex numbers corresponding to the phase shift of the signals at array Y relative to

array X; n, and n, are the noise vectors. With the spatial noise correlation assumption,



‘1he crucial part of the algorithm hes i the structure ot ¥, which 1s of the torm ¥,, —
diag(p1, p2, - , Pm, 0, -+ ,0). Here, the elements p1, p2,- -+ , pm are the canonical correlation
coefficients of the sensor arrays X and Y. By calculating the number of significant canon-
ical correlation coefficients from the measurements z(t), and by using various hypothesis

tests to determine the threshold, the number of signals is determined. From N samples of

z(t),z1,22, -+ ,zn, the maximum likelihood estimate of R, is calculated,
1 & 1
3 Z H S11 S
Rz = Z;Z; — |:S; S;;} (282)

i—1

The canonical coefficients are obtained as singular values from the Singular Value Decompo-

sition of Sn_%SlQ(Sgg)H. This algorithm is known as the Canonical Correlation Test (CCT)
algorithm.

In [140], determination of the number of signals in unknown noise environment is achieved

by the parametric detection (PARADE) algorithm. The CCT is utilised, and the Direction

of Arrival (DOA) estimation is combined with the signal number detection.

2.11 CRITERIA FOR SIGNAL SEPARABILITY

As has already been noted, for signals that have no temporal correlations, the fundamental

Darmois’ theorem stipulated that, at most, there should be one Gaussian signal.

There are several criteria for signal separability, and they are as follows :
e The number of sources and sensors must satisfy the constraints previously discussed, notably

that, in general, the number of sources must not be greater than the number of sensors.
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The above equation stipulates that the autocorrelation functions of the sources must be
linearly independent. Given that the Fourier Transform of the autocorrelation function is
the Power Spectral Density (PSD), by the Wiener-Khintchine theorem, then, for signals to
be separable, their PSD must not have the same waveform, i.e. be related by a scalar value.
This is a milder condition than the requirement that the signals have disjoint spectra, which
is necessary for perfect separability. Nevertheless, the extent to which the spectra of signals
overlap gives an indication of the difficulty in separating signals using second order statistics.
3. For non-Gaussian sources the following must be true, where uncorrelatedness is not a

sufficient condition for independence:

E{si*}
Efs;?}

E{s;"}

BT Vi j (2.84)

4

Alternative criteria of separability depend on the local stability of the stochastic gradient
ICA updates in Eq.(2.29) to Eq.(2.31). Here, if the natural gradient ICA update is examined,

and both sides are post-multiplied by A, the mixing matrix, we have:

Cip1 = T+ pI - f(y)y")Ci (2.85)

where C = WA and it is possible to derive local stability conditions around a separating

solution [1] for the ICA algorithms. These are that the matrix

OH
E _
{ oG, }ctI

where H = —(I— f(y)y")C; has eigenvalues with positive real parts. Cardoso and Laheld [29]



processes,

Ki = 0% — 072 (2.87)

1% T

where afj is the variance of the excitation that would result if signal y; was passed through
an MA filter with AR coefficients of the ith source, and o7 is the variance of the excitation
of the ith source. Note that ; will always be greater than zero, if sources i and j have AR
parameters with different roots. We have already been shown that this condition is sufficient
for global stability (see Section2.8).

A consequence of Eq.(2.86) is that the appropriate score function f;(y;) should be chosen
to extract a particular pair of sources. Therefore, some knowledge of the statistic of the
sources is required. In the case f;(y;) = y2, sources ¢ and j should have kurtoses that sum to
a negative number. Should this condition be violated, the sign of f;(y;) can be reversed as a
remedy. This strategy is adopted in [67]. An alternative approach is to use a different score

function.

2.11.1 Separating more sources than sensors

Using second order statistics, it is possible to separate several stationary sources from just
one sensor provided the signals are spectrally disjoint. That is, they occupy non-overlapping
regions in the frequency domain. This requires prior knowledge of the frequency support of
each signal, and frequency selective filters whose number equals that of the sources can be
utilised to extract all the sources.

Non-stationary signals that are temporally disjoint, i.e. at a time instant only one of the
sources is active, can be separated using a switch. Provided one knows the times at which each

source is active, using just one sensor, each of the sources can be extracted by a particular



mutual independence amongst the separated signals. This holds so long as no more than one
of the signals is Gaussian.

A test for statistical independence is required. One such test is the Kullback-Leibler
divergence between a joint density and the product of its marginals; this is equal to the
mutual information. Minimising the mutual information is equivalent to maximising the
negentropy, which is measure of a random variable’s deviation from Gaussianity.

The mutual information can be differentiated with respect to the unmixing system, leading
to the stochastic gradient descent Independent Component Analysis rules, or ICA updates
for the (scalar) unmixing matrix. Similar updates are obtained from a maximum likelihood
derivation and information theoretic principles, notably infomax.

The condition of identifiability for scalar mixing requires that no more than one signal is
Gaussian. However, implicit in this assumption is the fact that the sources are not temporally
correlated. If the signals are modelled as autoregressive with Gaussian excitation, then, in
the ICA framework, the signals are separable. Furthermore for this case, we have proven that
the equilibrium points of the log likelihood function correspond to only separating solutions,
so long as no two sources have identical AR parameters. As for general non-linear score
functions f(y), local stability depend on the type of ICA updates used, especially the nature
of the score function and the true distribution of the sources.

The issue of the number of sources and sensors is discussed.

For convolutive mixing, by direct analogy to the scalar case, the ICA updates can be
applied to a matrix of FIR filters. However, from a rigorous theoretical analysis, the minimi-
sation of the mutual information results in not only separation but deconvolution.

Finally, several criteria for signal separability are discussed.



3.1 INTRODUCTION

In this chapter the main approaches to signal separation using the sources’ independence
assumption are reviewed. There are many approaches to signal separation and Pope and
Bogner give an excellent overview of approaches to signal separation [112] [113]. Cardoso
gives a thorough insight into the statistical principles of blind signal separation in [28]. What is
common to all the reviewed techniques is the assumption that the sources are all independent
of one another. In addition, there is a diversity of ways in which these approaches can be
classified, such as whether higher order statistics (HOS) or second order statistics (SOS) are
used (or both), or whether the algorithm is sequential or batch mode. Here, the approaches

are classified according to the mixing system (scalar or convolutive).

Within scalar mixing, there are three main approaches:
e analytic: a one-off solution is obtained in a batch manner.
e optimisation based: the unmixing system is found by minimising a cost function.

e adaptive: the unmixing system is found in an on-line manner.

Regarding convolutive mixing, there are three approaches:
e block based: sufficient statistics are obtained from a block of data, and are incorporated into
a cost function that penalises deviation from source statistical independence; the unmixing
filters are estimated by minimising this cost function.
e time-domain adaptive: these are mainly stochastic gradient algorithms that take the form
of the ICA updates in chapter 2.

e frequency domain: useful for convolutive mixing mainly, the signals are separated in the



other approaches are examined in 3.4.

3.2 SCALAR MIXING

As already mentioned, there are three main approaches to source separation of scalarly mixed

sources. These will be examined in turn.

3.2.1 Analytic solutions

For the case of an n X n mixing system, there exists an elegant analytic solution in the
temporally correlated second order moments case. Molgedey and Schuster [101]| were one of
the first to note this and their derivation follows. Assume we have a vector of mixed signals

at time ¢, x(t). Then the spatial correlation matrix for lag zero is:

E{x(t)x(t)"} = Rx(0) (3.1)

and for lag 7,

E{x(t)x(t + )"} = Rx(7) (3.2)

Also the correlation matrix of the mixed signals is related to that of the sources and mixing

matrix as:

Rx(7) = AR4(1)AT (3.3)
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columns of A~T which is equivalent to the corresponding rows of the unmixing matrix W.

An alternative approach (again using only second order statistics) was proposed by Tong

et al [132], where they prewhitened the sensor signals x(t), denoted by z(t) = Tx(¢). Then

R,(0) =BB' =1 (3.5)
R, (1) = BRg(7)B” (3.6)
(3.7)

and as matrix B is orthogonal, it will be yielded by an eigendecomposition of R,(7). The

unmixing matrix will be equal to BTT.

So far noiseless systems have been dealt with. However, if there is additive white noise at

the sensors
x=As+n (3.8)

then correlation matrices Rx(71) and Rx(72) are dealt with, where lags 71,7 # 0. This is

because Rx(7) = ARs(7)AT + §(7)Rn(7), where Ry, is the noise correlation matrix.

For the case of higher order statistics, a 4th order moment matrix is computed [131]:
Ryt = B{xx"xx"} (3.9)
After prewhitening, (for the noiseless case) the corresponding 4th order moment becomes

R,* = BRy2diag{r1, - ,kn}Rs? BT (3.10)



Cardoso in |24| prewhitened the mixed signals and computed their fourth order quadrico-
variance R, — E{|z|2zzT}, whose eigendecomposition yielded the orthogonal unmixing matrix

columns.

Historically, most approaches to scalar source separation have been with the use of higher
order statistics, because of the non-separability of white Gaussian signals. It was Comon
in [39] who first obtained a closed form solution for the angle of rotation of the orthogonal
separating matrix for the prewhitened signals in the 2 x 2 case. In such a case, the relationship

between the whitened signals and the original sources is:

z1 cos —sind $1

29 sinf cos@ S9

so that the cumulants of z (see Appendix B) in terms of those of s will be:

K, = k5,cos®0sin@ — kS, sin® 0 cos 0 (3.11)
K2, = kSysin®0cos® — kS, sin 6 cos® 0 (3.12)
T cos? 0 sin? O(k50 + Koy) (3.13)

From which the following equation can be derived:

tan?6 4 ptanf —1 =0 (3.14)

K% +RY
where p = =315—13 50 that
22

P p?
tan§ = -5 T sign(p) 7t 1 (3.15)



COIILPlEX represerrauions

(s1,82) = 51+ jsg = re??’ (3.17)
(21,22) = 21 + jza = rel? (3.18)
where
¢=¢' +0 (3.19)
Defining
¢=E{(=n +j22)4} = €j4€E{(S1 +js92)} (3.20)

and noting that 2% + 23 = s7 + s3 = r2, they obtain an expression for §

0 = %angle{C - sign(B —8)} (3.21)

where
B =B{r*} = &5 + k3, (3.22)

and ( is identical to the right hand side of Fq.(3.16)

3.2.2 Optimisation based criteria

Although more computationally intensive relative to the analytic case, optimisation based

approaches to signal separation are much more robust.



matrices. Note that the maximisation of the kurtosis squared is the same criterion used by

140].

JADE can be applied to a set of second order correlation matrices at different time lags,
for separating temporally correlated Gaussian processes [17]|. In [17], using the perturbation
results for the joint diagonaliser (Section C.2 in Appendix C), and the deviation of correlation
estimates of a finite number of samples from their true value, Belouchrani et al have given
asymptotic results for the algorithm’s performance. They note that, in the limit of zero
additive noise, the algorithm is equivariant. Furthermore, perfect separation is possible if the

sources are spectrally disjoint.

Dapena et al [42] either maximise the kurtosis or minimise it depending on whether the
sources all have positive kurtosis or negative kurtosis respectively. To their cost function
is also added the sum of squares of the cross-correlations at different lags, so that no two

identical sources are extracted simultaneously.

Using novel approximations of the mutual information, Hyvarinen in [77] has developed
fast converging fixed point algorithms for the separation of zero mean non-Gaussian by ex-
tracting the signals one by one (a deflation approach), regardless of the sign of the kurtosis of
the signal and so long as the kurtosis is non-zero. The following function, which is a measure

of negentropy (see chapter 2, section 2.3), is maximised

J(yi) = [B{G(y;)} — E{G(v;)}]? (3.23)
under the constraint that source estimates y,; have unit power

E{y?} =1V (3.24)



wiRxw; = 1 (3.26)

where Ry is the spatial correlation matrix of the mixed signals, Ry = E{xxT}. The stationary
points of J(y;) = [E{G(y;)} — E{G(v;)}|* will occur at the stationary points of j(\y7) =

[E{G(y;)} —E{G(v;)}] so long as E{G(y;)} —E{G(v;)} # 0. For the case G(y;) = y}, J(y;) is

the kurtosis and the Lagrangian takes the form
C = E{(wix)"} = BE{(wx)2}% + A(1 — wIRyw;) (3.27)

from which the Kuhn-Tucker condition can be obtained by setting the differential of the

Lagrangian with respect to w; to zero. This results in the following update rule for w; for
iteration k:

(k—1)

i

w; = RI'E{x(wlx)’}—3w
() Wi

Z e (3.28)
To provide more robustness to outliers, the non-linearity G takes the form of a bounded

function, such as the tanh function. Hyvarinen generalises the update in Eq.(3.28) for a

general non-linear function G:

Wi = RYE(C (w0} - B G (0)Rew V)

k) Wi

' VWIRw; (329
where G’ and G denote the first and second differential of the non-linearity. Details of the

derivation can be found in [78|.
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Figure 3.1: The mizing and signal separating structures

The mixed (sensor) signals 21(¢) and zo(t) are defined by :

21(t) = s1(t) + aq282(t)
xa(t) = sa(t) + a2 s1(t)

(3.30)

where a19 and ao; are the scalar mixing parameters. The separating system is implemented

as follows :

y1(t) = 21(t) +wioza(t)
yo(t) = x2(t) + worz1(t)

(3.31)



Using Eq. (3.30), (3.31), (3.32), Van Gerven and Van Compernolle derive the cross-correlation
of y1(t) and y2(t) in terms of the mixing and unmixing parameters and the source autocorre-
lations:

Pyryo (D) = (a21 +wa)(1 + anwiz)rs, s, (1) (3.53)

+ (a12 +w12)(1 + ajpway )rs,s, (1) VI

Note that rs,5,(1) =0 V [ as the sources are independent. In order to separate the sources
Tyyyo (1) must be zero VI, i.e. decorrelation must have occurred. Thus, from equation 3.33

there are two solutions:

(wiz, wa1) = (—a12, —ag) and (wiz2,wa) = (=5, —75)

Since the mixing parameters are unknown, Van Gerven and Van Compernolle obtain the
estimates of the separating coefficients by minimising the following cost function with respect

to w12 and waor:
q
C=2 ryu)? (3.34)

=0

The cross-correlation of the separated signals can also be expressed in terms of the correlations

of the measured signals (note that ry,.,(l) = re, 2, (—1)):

Ty1y2 (l) - (1 + wl?w?l)rml’z (l) T WaTg 2y (l) + W12Tgyz, (l) (3'35)

IThis is opposite to the conventions used in this thesis, where r, (1) = E{z(t)y(t + 1)}



Canagarajah considered a slightly modified cost function:

. 1 a
C = —§ Pyrys (D)2 (3.37)
2 Y1y2
(1 + wigwy ) £

Canagarajah defines wys () 2 and woq (1)

= (Hw% 7 the modified cost function

_ wa]
(I4wiawa1

becomes:

q
C= [Tl’ﬂ?z (l) + w21 (t)rlf1131 (l) + wl?(t)rl’zl’z (l)]Q (3'38)
1=0
The reason for introducing woq () and wi2(t) is to linearise the system. The resulting adap-

tation algorithms are:

oC
oC
(3.39)
and are guaranteed to converge if #(j(t) = 0 and ﬁ?@ = 0. At each iteration of the

adaptive algorithm, wis and ws; are estimated from a quadratic solution. To reduce the

computational burden, wys and wsy can be updated directly. This requires the calculation of
ac aC .
Do s and Boar

ac 2 ac

Bwia _ 1 1 —Wy Ow12(t) (3 40)
ad 1 4+ wyigwoy )2 2 ac )
dwa1 ( 12w21) —Wi2 1 Awoy (t)



3.2.3 Adaptive algorithms

Adaptive algorithms can be regarded as implementations of the previously discussed IC'A up-
date adaptation rules, where the aim is to minimise the mutual information. Such approaches

have been classified as either neural networks based or maximum likelihood.

The Herault-Jutten (H-J) Algorithm

It is generally acknowledged that Jutten and Herault were one of the first to use ICA in the
field of signal separation of scalarly mixed sources. A detailed exposition and analysis of
their algorithm (known as the H-J algorithm) is found in [84] [85] [126|. What emerges is
that they found a signal separation algorithm almost by accident, while experimenting with
recurrent, neural network structures.

Motivated by biological systems, they implemented a neuromimetic architecture for signal
separation where the number of sources equalled the number of sensors. This is shown in
Fig.3.2, where the inputs are the mixed signals, and the outputs are the separated signals,

i.e. estimates of the sources.

The neural network in Fig.3.2 achieves signal separation by altering c;; to the desired
values, and the architecture constrains the unmixing matrix to be W = (I + C)~! where C
has zero diagonal, and elements ¢;;. Thus, mixing matrix A is implicitly constrained to be

unity diagonal. The mixed signal is modelled by:

x(t) = As(?)

[A],; = ai; (3.41)

(4]
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Figure 3.2: Neuromimetic architecture

where x(t) is the n x 1 vector of measured sensor signals [x1(t), z2(t),--- ,2,(t)]7 at time ¢,
and s(t) is the n x 1 vector of independent sources [s1(t), s2(t), -+ ,5,(t)]" at time ¢, and A
is the n x n scalar mixing matrix. The separated signal y;(t) € y(t) where i = 1,2,--- ,n is

given by:

yi(t) = 2i(t) = Y _eiu;(t) (3.42)
#3

Now, since the sources are independent, separation will be achieved if the cross-cumulants of

the signals y;(t) are cancelled. The cross-cumulants are some function of sensor signals x;(t).

With the restrictive assumption that the sources are non-Gaussian with zero-mean and an

2p+1

J } will be zero, for integer p. Thus, for separation

even probability density function, E{s
to be achieved, all odd order moments E{y?p 11 must vanish. This implies that if f(-) and

2p+1y]2»q+1} will expand to be a

g(+) are any odd functions of y; and y; respectively, then E{y;
function of the cross-cumulants between y; and ;. This leads to the following cross-cumulant

cancelling update rule for the network coefficients ¢;;, where p is the adaptation gain :

dcij (t)
dt (3.43)
= ci(t) + pf (Wi®)gly; (1) i #j

cij(t +1) = cii(t) + p

The choice of functions f(-) and g(-) were rather arbitrary according to Jutten and Herault,



SUULCE UCLIBILICS 1lave LDULLL LISl Kul'tuses Zilealel ulldall 21U, 1115 uled 111 wiltll ulle sepalabilivy
criteria mentioned towards the end of section 2.11, and as a result, the H-J algorithm can

only separate light tailed densities.

Bell and Sejnowski used ICA update 1
Wi =Wt nI— f(y)y )W, " (3.44)

with f(y) = tanh as the score function. Their algorithm was able to separate scalar mixtures
of heavy tailed signals, such as speech signals, and while their theoretical justification of the
algorithm can be found in [15], a briefer explanation is in section 2.7. Referring to 2.7, if
the non-linearity g(-) = tanh(-), then the score function is also the tanh function. The exact

relationship between the score function f and the Bell-Sejnowski nonlinearity ¢ turns out to

be

fy) = 8‘%) (3.45)

Amari [5] uses the natural gradient version of the adaptive algorithm, where the non-

linearity f(-) is derived by approximating the source densities as a Gram-Charlier expansion.

There are a diversity of other approaches using adaptive methods based on ICA updates.
Our review is by no means exhaustive, but aims to show underlying common features between

apparently different approaches to source separation.



These include the approach by Lindgren and van der Veen [96], who use second order statistics
only. They consider a 2 x 2 mixing system with constant diagonal constraint, and the column
vectors wy; Vi # j € 2 contain the FIR coefficients of unmixing filter W;;(271). Then the

vector of cross-correlations between the source estimates is
rio = Uw (3.46)
where r1o = [r12(q — L) - - r12(¢)|T and w is
w' = [(wi2 @ wa)" Wiy wiy 1] (3.47)

and where U is a rank-deficient matrix containing correlations of the mixed signals. The aim

is to find w such that rio = 0.
Uw =0 (3.48)

If a singular value decomposition (SVD) is applied to U, all the singular vectors vi, va, --,v,

corresponding to the null space of U should be related to w as

q
W = Z)\lvl (349)
=1

The task is therefore to find the values of A; that satisfy Eq.(3.49). This is achieved by

re-parameterising each vector in Eq.(3.49) to a matrix, so that w becomes a rank 1 matrix

W12

W = [ wl 1 } (3.50)



jointly diagonalising matrices Vy,---, V, (which are assumed to be square) followed by some
optimisation procedures. One of the major problems of analytic methods is the sensitivity of
the unmixing filter estimates to the error in correlation estimates. Nevertheless, the analytic

solution could serve as a starting point for an adaptive/optimisation algorithm.

3.3.1 Adaptive algorithms

The first approaches to separation of convolutive mixtures of signals were based on FIR matrix
analogues to the ICA updates where scalar mixing was considered. Thus, in [55] 2 X 2 speech

separation used updates similar to the H-J algorithm for off-diagonal unmixing filter taps:

Aw; j(p) = =filyi(1)g;(y;(t —p)) i # j € {1,2} (3.52)

where ¢ denotes time, and p the filter tap number. The diagonal elements of the filter were
fixed at unity.

The problem of separating convolutive mixtures was also addressed by Thi and Jutten

[129].

In [94] speech separation was achieved by Lambert, who used an FIR extension of the
Bell-Sejnowski algorithm. Techniques borrowed from blind deconvolution were utilised, as
well as natural gradient updates for equivariance. Fast filtering techniques were implemented

in the FFT domain.

Second order based methods for adaptive convolutive separation (also with the constant
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Figure 3.3: Thi and Jutten’s two separation architectures

diagonal constraint) were devised by Van Gerven and Van Compernolle in [64]

Awii(p) = —yi(ty;(t —p) i #j € {1,2) (3.53)

Their algorithm is known as the Symmetric Adaptive Decorrelator (SAD) algorithm, and has
been motivated by the fact that, in conventional Adaptive Noise Cancellation (ANC), the
part of the signal that is coupled with the noise is removed as well as the noise. Note that, for
p = 0, which is the first tap of the unmixing filters, updates for filter w; 2(0) and ws 1(0) are
identical. This causes an identifiability problem, and can only be resolved by setting either
or both of the first taps of the cross-filters to zero— a condition known as strictly causal. If,
however, non-stationarity is taken into account, as in the adaptation by Kawamoto [88], this

condition need not hold, because, now,

By (p) = = Ot =) i £ 5 € {1.2) (3.51)

where ;(t) and 3;(t) are different valued on-line power estimates of sources ¢ and j that vary

with time.



by Amari et al in |8]. Here, the adaptation of the deconvolving filters are analogous to
Fq.(2.31).

In order to improve the performance of adaptive algorithms, some preprocessing can be
applied to the mixed signals. In [103], each of the mixed signals are individually prewhitened

by a deconvolution process before the separation stage.

3.3.2 Block based methods

Weinstein et al [137] used decorrelation for separating convolutive mixtures of 2 sources, with
unity diagonal constraint. They devised elaborate algorithms, using exponentially weighted
windows on the sensor data, to track non-stationarity. However, their algorithms are compu-
tationally intensive and require the calculation of intermediate values of the source estimates.
Also, the number of cross-correlation lags over which to decorrelate is fixed at the number of

unmixing FIR filter taps.

Chan [33] has also utilised decorrelation, but with other constraints as well as the constant
diagonal one. These include the extended constant diagonal constraint, where only one of the
unmiximg diagonal filter elements is fixed, and the constant power constraint, where the source
powers are fixed to unity. Using various iterative techniques, he minimises a cost function
that is the sum of squares of cross-correlations at various lags. The cost function is expressed
in terms of the unmixing filters and the sensor correlations (which need be computed only
once). Unlike in [137], intermediate values of the source estimates need not be computed.
His algorithms have very good performance on the basis that the number of cross-correlation
lags over which decorrelation occurs is set independently (and in excess of) the order of the
unmixing filters, i.e. the system is over-determined. Also, sources and sensors in excess of

2 have been considered. As the separated sources, which are predominantly audio signals,



In [41], a Gauss-Newton algorithm is implemented for separating non-Gaussian signals by

minimising a cost function that is the sum of squares of third order cross-cumulants.

The separation of multi-channel Moving Average (MA) processes driven by mutually in-
dependent i.i.d. input signals has been examined by Tong et al [130] [131] using HOS. Tong
et al define an MA(q) process by:

y(t) =Y H(k)w(t — k) +v(t) (3.56)

where:

y(t) is an n length sensor (mixed) signals vector,

H(0),--- ,H(k) are full rank n x m matrices,

w(t) is an m length vector whose elements are stationary and zero-mean non-Gaussian com-
ponents,

v(t) is an n length vector whose elements are stationary and zero-mean Gaussian components,
independent of w(t).

They consider the third-order cumulant 7 x n matrices of the stationary n-variate process

y(t), defined as:
Ci(mla m?) = E{y(t + ml)yT(t)yl(t + m?)}a i = 17 27 sy M. (357)

By using singular value decomposition (SVD) and eigenvalue decomposition (EVD) analyses
on these third order cumulant matrices, they derive a finite-step global convergence algorithm
that identifies the MA coefficients. Results indicate that this computationally efficient algo-
rithm is stable, and guarantees a solution to the third-order Cumulant Based Identification

(CBI) equations.
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smaller problems. Let the frequency power-spectrum matrix of sensor signals x(t) at time ¢

and frequency w be defined as:

N-1

1
Ra(w,t) = z% X(w,t +nT)X(w,t 4+ nT)H (3.58)
where
T—1
e~ T x (t+7) (3.59)
=0

By virtue of the convolution to product mapping from time domain to frequency domain,
at each frequency bin the sensor power spectrum matrix R, (w,t) is related to the diagonal

source power spectrum R (w,t) as follows:

Rx(w,t) = A(w)R (w,t)A(w)H

S

where A(w) is the frequency response of the mixing matrix of filters. The task of identifying
A(w) (assumed to be LTT/stationary) seems only to be feasible for non-stationary signals, and
can be solved as an unsymmetric eigenvalue problem, for two sets of power-spectrum matrix
R.(w,t1) and R, (w,t2). This approach is adopted by [54], where speech separation is used for
improving recognition rates for automatic speech recognisers. However, there exists a serious
permutation problem for each frequency bin, so that some of the spectral components in one
source may be exchanged with those of the other source. In [54], a 2 x 2 system is considered
with unity diagonal constraint to resolve this, and the process of identifying A(w) is followed
by a second step in the time-domain. In this step, the estimated A(w) is reconstructed in the

time domain and is further adapted to ensure time-domain decorrelation. In [119], Schobben



which diagonalises Ry to unity (ideally, the true source power spectrum matrix would be the
target, but this is unknown). This is equivalent to whitening the entire source, by equalising
the powers at all frequencies. Motivated by the fact that, in speech, most of the energies are

concentrated in the lower frequency bands, W(w) is normalised:

v W)
W T (3.1

This also ensures that the filter has around equal energies at all frequencies. Schobben assumes
that the unmixing filters are constrained to be of short length in the time domain (relative to
the number of frequency bins). By carrying out an IFFT on W(w), the non-zero coefficients
beyond a certain length are zeroed. This, however violates the frequency domain constraint
of diagonalisation, and so an adaptation of the filter in the frequency domain is required. By
alternating between the time and frequency domains, the unmixing filters are estimated. It is
worth noting that, contrary to a previous statement, source non-stationarity is not necessary
for this algorithm. The crucial aspect is the short length of the filters, which also resolves the
permutation problem. Parra [107] also utilised the short filter length assumption to resolve the
permutation problem in separating sources with additive noise. He achieves source separation

by minimising the following cost function:
C =Y IRs(w, 1) = W(w) (R (w, ) — Ru(w, £)) W(w)"||? (3.62)
w,t

where Ry (w, 1)) is the additive noise power spectrum matrix, assumed diagonal. A steepest
descent algorithm is used to minimise Eq.(3.62) with respect to the unmixing filters, the source

and the noise power spectrum matrices. Also, note that non-stationarity is exploited within



Although frequency domain methods are clearly attractive because of their low computa-
tional complexity, the problem posed by the permutation ambiguity is quite serious. Various

regularisation methods have been proposed.

3.4 OTHER APPROACHES

3.4.1 Maximum Likelihood using the EM algorithm

The Expectation Maximisation (EM) algorithm has been used for source separation and is

described next.

The EM algorithm

The Expectation Maximisation (EM) algorithm, which was originally devised by Dempster,
Laird and Rubin [48|, is an iterative procedure for finding the maximum likelihood (ML)
estimate of certain parameters. To be consistent with the notation so far, let x denote
the observations, and s be the hidden variables (which, for source separation, would be the
sources.) Also, the complete data set can be denoted as z = (x,s). Furthermore, let § denote
the parameters that are to be estimated. The aim is to maximise the likelihood p(x|6). It is
often the case that the maximisation of p(z|0) is easier than that of p(x|#). The conditional

density p(z|@) can be expressed as

p(z]0) = p(s|x, 0)p(x[0) (3.63)
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where

U0 = / (log p(z|0))p(s|x,0)ds (3.65)
V(0,0) = / (log p(s|x, 0))p(s|x,0)ds (3.66)

The expression V(@,OA) is bounded from above by V(g, ) using Jensen’s inequality. This means
that if @ is chosen such that U(0,0) > U(6,0), then log p(x|0) > log p(x|0). The EM algorithm

consists of two steps:

e The E (Expectation) step, where U(#,0) is computed.

e The M (Maximisation) step, where 0/¥t1 the value of § which maximises U(Oﬁ), is

estimated.

Source separation using the EM algorithm

The approaches in [59] [60] [58] [121] [138] make use of the Expectation Maximisation (EM)
algorithm.

The parallels between the EM algorithm and signal separation can be drawn by designating
the incomplete data as being the sensor signals, and the complete data being the sources, the
sensor signals and the mixing system. Thus, if we consider the following mixing system with

additive noise at, the sensors

x(t) = As(t) + n(t) (3.67)



f being the parameters of the source models. The posterior density of the sources given the
sensors and mixing parameters is given by p(s|x, A,g) where 0 is fixed. As for the M-step, this
will involve maximising U/(6,0) with respect to the mixing system A and the parameters 0.
Theoretically, the case of more sources than sensors can be dealt with, as the mixing matrix

A and the source model parameters 8 are jointly estimated.

Feder and Weinstein [59] consider the case where there is one sensor at which there is a
superposition of sources and Gaussian noise. They have used the EM algorithm successfully

in multiple source location and multipath time delay estimation.

Segal and Weinstein [121] proposed a separation of the attenuated superposition of Gaus-
sian random processes using an array of sensors, by estimating the spectral parameters of the
sources (assuming the sources can be modelled as AR processes), the source locations and
their attenuations at the sensors. They proposed using a Cascade EM (CEM) algorithm,
which decomposes the multi-parameter optimisation associated with the parameter, location
and attenuation estimation, into a set of optimisations of smaller dimensional subspaces. In
this way, the computational cost is considerably decreased. Wiener filters are used for the

source parameter estimation.

The problem of ML noise cancellation using the EM algorithm was addressed by Feder et
al [58]. Here, the convolutive cross-coupling of 2 sources is considered, one being the signal,
modelled as an AR process, and the other being white Gaussian noise; 2 sensors are used.
A frequency domain Wiener filter is used to separate the signals from the noise by jointly
estimating the parameters associated with the signal, i.e. the AR parameters, the noise
variance and the mixing system. Weinstein et al address the problem in the time-domain
in [138|, where the Kalman smoother is used for the block based algorithm. By replacing

the Kalman smoother by the Kalman filter the algorithm can be made sequential and the



mixed ARMA processes for a 2 x 2 system, as shown in Fig. 3.4. The excitations are assumed
to be Gaussian, so that this algorithm is effectively a second order model based approach. The
estimation of the mixing channels and the source AR and MA parameters are carried out in
order to recover the sources, by minimising the variance of the excitations e (t) and es(t) w.r.t
these parameters. Under the assumption of Gaussian excitation, the PEM is asymptotically

equivalent to a maximum likelihood estimator.

| sa®)
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Figure 3.4: Mixing system for signal separation using Prediction Error Method.

3.4.3 Bayesian Methods

Bayesian methods in source separation rely on the setting of prior densities on the unknown
parameters of interest and evaluating their posterior densities (which are proportional to

the prior times the likelihood). These unknown parameters would be the sources and the
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By assuming some prior density on the mixing matrix, Knuth has developed a Bayesian

update rule for the ICA update I (which is Eq.(2.29)) in [91]
AW =W T ¢ fly)x" - W TMWT (3.71)

where M is a matrix whose elements are functions of the mixing matrix A = W1,

Simulation based Markov Chain Monte Carlo (MCMC) methods have been used to sep-
arate convolutively mixed discrete signals in [12] by Andrieu et al, and convolutively mixed
AR signals in [69] by Godsill and Andrieu. Here, using MCMC, samples of the desired pa-
rameters, which include the mixing system, the sources and the source models are generated

from the posterior density, so that various inferences can be made.

3.4.4 Subspace Methods

If there are more sensors than sources, then it is possible to use the subspace method to solve
the mixing system. This approach is adopted in [71] with regard to convolutive mixing, which
we examine next. Assume we have a 1 x M system, (1 source, M sensors). The model is as

follows:
x(t) = T (h)s(t) + w(t) (3.72)
where

x(t) = [21(t), - ,xar(t), -+ a1t — N), - xpr(t — N)|T e RVTDM = (3.73)



is the vector of additive noise,

h(0) h(1) h(L) O 0

T(h) - 0 h(0) h(1) --- h(L) .  RMOVHDX(N L1
. ) ) ) ) 0
K 0 h(0) h(1) h(L) |

is the Sylvester matrix, and
h(7) = [h(7), ha(7), -, har(7)] € RM (3.76)

is the mixing system . From FEq.(3.72), the system is identifiable if matrix 7 (h) is tall, i.e.
(N +1)M > N + L+ 1. Also, Eq.(3.72) implies the following relation:

Rx = 7T (h)RsT (h)" + 0T a1 (3.77)

where Ry = E{x(t)x(t)T} etc. If additive noise has non-zero variance (¢? > 0), matrix
R is positive definite with smallest eigenvalue o2. The eigenvectors corresponding to these
eigenvalues are all orthogonal to the span of 7 (h), and form the noise subspace of dimension
(M —1)(N +1) — L. The signal subspace of Ry has dimension N + L+ 1. The mixing system
estimate h is obtained by satisfying the condition that:

17 (h) =0 (3.78)

where IT is an M (N +1) x M (N + 1) projector onto the noise subspace. This method can be

regarded as the convolutive extension of the famous MUSIC (Multiple Signal Classification)
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which the problem reduces to finding an orthogonal unmixing matrix. The evaluation of the
orthogonal matrix is almost invariably achieved through Higher Order Statistics. If, however,
the signals are temporally correlated with linearly independent autocorrelations, then second
order methods are indeed suitable, or even preferable, especially for short lengths of data.
This is because the variance of estimators for higher order statistical parameters tends to
be much greater than those for second order statistical parameters. Furthermore, for higher
order statistics, the number of cross-moment terms that need to be zeroed to achieve source

independence increases exponentially with the order of the statistics.

3.6 RELATED AREAS

Signal separation can be regarded as the generalisation of a variety of techniques/research
fields. These include Adaptive Noise Cancellation, or noise removal in general, beamforming
and blind deconvolution, as well as Principal Components Analysis (PCA). The Kalman filter

can be regarded as a signal separation technique of sorts.

3.6.1 Adaptive Noise Cancellation

The problem of Adaptive Noise Cancellation (ANC) is a much celebrated one and one of the
first to address this problem was Widrow [139]. Here, a desired signal s(t) is corrupted by
noise n(t), which is assumed to be statistically independent of the signal. The set-up is shown

in Fig. 3.5. A reference sensor is placed near the noise, where it is assumed that there is no
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Figure 3.5: Adaptive Noise Cancellation setup.

signal leaking. At the primary sensor the received noisy signal is:
x(t) = s(t) +n(t) (3.79)
but after the adaptive noise canceller (assumed to be an FIR filter H), the signal becomes:
x(t) = s(t) +n(t) — H xn(t) (3.80)
Let n2(t) = H «n(t), where x denotes the convolution, so that the noisy output power becomes
E{x(t)”} = E{s(t)*} + E{(n(t) —7(1))*} (3.81)

By minimising this output power with respect to the filter H (which acts only on the noise),
the second term on the right hand side of Fq.(3.81) is minimised, thus achieving noise can-
cellation. However, if there is significant leakage of the signal into the reference sensor, the
current strategy will fail. Remedies to this should include techniques to remove the signal
leakage into the reference sensor as well the noise leakage into the primary sensor, as is done
in [4]. An alternative is to consider a 2 x 2 signal separation structure, that uses both primary

and reference channels.
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Figure 3.6: Constrained beamforming.

3.6.2 Beamforming

The aim of beamforming is to maintain a desired frequency response to a signal emanating
from a particular location by performing temporal-spatial filtering [134]|. Thus, signals that
may overlap in the frequency domain can be separated, so long as they are spatially resolvable.

Beamforming requires partial knowledge of the propagation environment, most notably
the location of the desired signal source. In the traditional delay and sum beamformer, the
signals at the sensors are delayed, multiplied by weights and added. Under the assumption
that the source location is fixed, the delays and weights are modified to compensate for the
propagation delays arising from the signal at that location, so that the signal is synchronously
added to itself. Signals from other locations do not undergo such a process, resulting in a
boost in SNR for the desired signal.

In practice, the location of the desired signal is not exactly known, and may vary with time.
Adaptive beamforming techniques need to be exploited. Such techniques include constrained
beamforming, where the beamformer is an array of multichannel FIR filters (see Fig. 3.6).
The size of the array is determined by the resolution of the angle of the direction of arrival of
the signals. The beamformer is adapted to minimise the output power of the signal under the
constraint that there is a fixed response to signals coming from the desired location. Assume

that the sensor signals are denoted by z;(t) and the output of the constrained beamformer is



where

w = [w1(0) - w1 (L = 1) wp(0) -+ wp (L — 1)]* (3.84)
Ry = E{x(t)x(t)"} (3.85)

where
x(t) =[xy (t) - x1(t =L+ 1) ap(t) 2 (t = L+ D (3.86)

and A is the Lagrange constraint. The matrix Cy is the constraint matrix which is dependent
upon the source location. The cost function Eq.(3.83) can be minimised adaptively using a

constrained steepest descent approach.

An alternative to the constrained beamformer is the Side-lobe Canceller, where, in a
preprocessing step, a main beam and several auxiliary beams are formed. These are designed
so that the desired signal passes through the main beam only. Thus, an unconstrained power
minimisation can be implemented on the auxiliary beams. Implementation of the Side-lobe

Canceller can be achieved using multichannel FIR filters.
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are observed, and, by directly estimating the inverse convolution process, the sources e(t)
are recovered to within a delay and scaling ambiguity. Convolutive signal separation can be
regarded as a multichannel extension to blind deconvolution. If the sources are assumed to
be white i.i.d. processes, then convolutive signal separation is identical to multichannel blind
deconvolution.

It must be mentioned that, for non-minimum phase systems, stationary Gaussian processes
cannot be deconvolved, due to the phase ambiguity inherent in the Gaussian distribution.
Thus, it is usually assumed that the sources are non-Gaussian in blind deconvolution.

If the sources are temporally correlated, and are the result of passing stationary i.i.d. sig-
nals (known as excitations) through an ARMA filter, for example, at first sight, a distinction
can be made between blind deconvolution and signal separation. Examining Fig. 3.7, which
shows a 2 x 2 mixing system, deconvolution aims to recover the excitations ey (t) and es(t),
whereas signal separation involves estimating sources s1(t) and so(t) to within a filtering am-
biguity. However, the filtering ambiguity itself could include the deconvolution of the sources,
resulting in the recovery of the excitations. This is a major identifiability problem with the
convolutive mixing of temporally correlated stationary sources, and is usually resolved in an

ad hoc manner by limiting the length of the FIR unmixing filter.

3.6.4 Principal Component Analysis

Principal Components Analysis (PCA) is a major tool for data analysis and feature extraction.
It is also useful for reducing the dimensionality of multivariate data, denoted by x(t) €

R™. In essence, PCA involves the eigendecomposition of the data correlation matrix Ry =
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Figure 3.7: Mixing system to differentiate between multichannel blind deconvolution and
convolutive signal separation.

E{x(t)x(t)T}. The eigenvectors that correspond to the m < n highest eigenvalues are selected
to approximate the data.

PCA can also be regarded as a subset of ICA, where, examining Eq.(2.29), the score
function f is assumed to be linear. This assumes that the sources have a zero mean Gaus-
sian distribution. During the analysis of the separability of Gaussian signals in Section 2.8,
Fq.(2.43) was derived, where it was assumed that the variance of each source was unity. If

this assumption is relaxed, we have
diag{c},--- 02} = WRyWT (3.88)

where ¢7 denotes the variance of the ith component. Eq.(3.88) expresses the eigendecom-
position of the correlation matrix Ry, where the columns of W are the eigenvectors. This
implies that W is orthogonal, as the eigenvectors of a symmetric matrix are orthogonal to

one another.

3.7 SUMMARY

In this chapter, some of the major ways in which signals are separated in the ICA frame-

work are reviewed. Separation algorithms are classified by the nature of the mixing, the



separation. Block based algorithms, optimising some cost function, are examined. Since a
linear convolution in the time domain can be approximated by a product in the frequency
domain, many block-based techniques for source separation operate in the frequency domain
on each frequency bin, which is computationally far cheaper when very long unmixing filters
are considered. However, there is a permutation problem that affects every frequency bin.
Various strategies to deal with this are reviewed.

Other approaches to source separation include the use of the EM algorithm, where explicit
models are assumed for the sources. Simulation based Bayesian methods have been used for
signal separation. In the case where there are more sensors than sources, subspace methods
can be used. Such a method is reviewed.

Finally, other related research areas are examined. The problem of Adaptive Noise Can-
celling (ANC) is examined, which is a subset of the 2 x 2 mixing system. Beamforming
approaches are a simpler problem than signal separation in that some knowledge of the prop-
agation medium, such as an acoustic environment, is incorporated to separate signals based
on their spatial location. Similarities and differences between blind deconvolution and con-
volutive signal separation are examined. The relationship between Principal Components

Analysis (PCA) and ICA is finally examined.






4.1 INTRODUCTION

Output decorrelation methods involve the minimisation of a cost function, which is the sum
of the squared cross-correlations (of the source estimates), for an arbitrary number of lags.
The minimisation is done with respect to the unmixing filters. In this chapter, a novel
block based separation algorithm which utilises computationally efficient state of the art
optimisation techniques is developed. A 2 source, 2 sensor noiseless system is considered,
with unity diagonal constraint, and convolutive mixing. Some identifiability issues associated

with second order decorrelation are examined.

4.2 WHY BLOCK BASED OUTPUT DECORRELATION?

From a statistical viewpoint, single lag decorrelation is an insufficient condition for source
independence. However, if temporally correlated signals are considered that satisfy previ-
ously discussed identifiability conditions, notably that the sources have linearly independent
autocorrelations, then multiple lag decorrelation is sufficient to ensure source independence.
Many signals, notably speech/audio, possess temporally correlated structure. A vindication

of this is the fact that speech signals can be modelled reasonably well by AR processes with



Experimental results for audio signal separation using methods that involve output decor-

relation are quite favourable.

Also, the output decorrelation criterion leads to the principle of parsimony, where there
is the least number of unknown parameters to solve. This is in contrast to approaches where
there is some modelling of the sources by various parameters, so that one needs to estimate

both the unmixing system and the source model parameters.

Block based approaches usually result in better solutions than adaptive techniques. This
is because, in the batch mode, each sample or data point is used iteratively several times via

a sufficient statistic. In the sequential case, each data point is used only once.

4.3 PROBLEM STATEMENT

The mixing system is represented as:

1(t) si(t)|  |hL hiy| |si(0)
z2(1) s2(1) hi; hiy| [s2(t)

Il
as
X
\

(4.1)

where 21(t) and x5(t) are the signals at the two sensors, H is the overall mixing matrix, con-
taining hi1, hio, ho; and hoo, which are vectors containing the FIR mixing filter coefficients.

Denoting the filter order as L, so that the length of these vectors is (L + 1):

hl’j = [h”(O), h”(l), e ,h”(L)]T for 4,5 € [1, 2] (42)



hy; and hsy will be fixed row vectors, with the value:

hll - h22 — [170707 to 7O]T (44)

Thus, the mixing matrix H is of size 2 x 2(L + 1), where L is the mixing filters’ order. Given
that there are two sources and two sensors, the separation system involves FIR unmixing

filters w1, w12, wo1 and wog with the same order as the mixing filters:

n0] o [a0] [wh owh] [ s
(0 o) |[wh wh] [

where y1(t) and y2(t) are the two source estimates and vectors x1(t) and xo(¢) are the vector

of the two sensor signals:

x1(t) = [z1(t), 21 (t = 1), 20 (t — L)|"
xa(t) = [wa(t), x2(t — 1), -+, 22(t — L)]"

(4.6)

In a manner similar to the mixing matrix, the diagonal constraint forces the FIR coeflicient

vectors w1y and wags to be fixed:
Wil — W22 — [170707"' 7O]T (47)

Also, the sizes of mixing and unmixing matrices, H and W respectively, are identical.



involves inverse filtering the separated sources by the filter
Waer(z7h) =1 —wia(z7Hwar (z7) (4.11)

So long as the roots of W (271) lie within the unit circle, a sufficient condition of which is
that the roots of wia(z™!) and wo;(2z7') both lie within the unit circle, then the sources are
recoverable. In many cases Wge;(271) may have roots outside the unit circle. If the signals
to be recovered are audio signals, which are insensitive to phase, then the roots outside the
unit circle can be reflected inside the circle.

Having defined the mixing and separating system, the next stage involves deriving the
second order correlations of the source estimates in terms of the measured sensor data and
the unmixing matrix coeflicients. Before this, it is worth mentioning the issue of second order

separability of convolutively mixed Gaussian signals.

4.4 IDENTIFIABILITY ISSUES

In Section 2.9, it was implied that Gaussian sources that have been convolutively mixed are
not identifiable. An elaboration of this fact can be found in an interesting paper by Loubaton
and Simon [125]. In this paper, two Gaussian sources s and ss that have been convolutively
mixed are considered. The sources are assumed to be spectrally rational, that is they admit
the form

S Z_l e
v Jiz=") 0 1 (4.12)

59 0 fa(z1) €2



matrix, or rotation. Denote the estimated excitations as €] and é3, so that

el cos 6 sin @ el
= (4.14)
€3 —sinf cosf ey

Denote the above orthogonal matrix as ©. But from the mixed signals in Eq.(4.13) we have

el z~H~1 0 1 wia(z71 T
_ 91( ) 12( ) 1 (4'15)
€5 0 ga(z=1)~! wor(z71) 1 o

[y

3]

where g;(z71) and go(271) are the estimates of f1(z~1) and fo(z~!) and wy2(z 1) and wo (z71)
are the unmixing filters. The signals €7 and e are related to the estimates of the original
excitations €7 and é5 by a scaling factor. The orthogonal matrix can be expressed in terms
of the mixing and unmixing system and the filters g1 (z71), g2(z71), f1(z71) and fo(z7!) as

follows (omitting the z=! term for brevity)

gt 0 1 w12 1 hig fi O

1 (4.16)
0 9o wop 1 hor 1 0 Jfo

From Eq.(4.16) the unmixing filters wis and we; are derived as

wig = hia(z= ) fa(z7h) = tfi1(z7h) (4.17)

tfi(z=Hho1(271) — fa(z71)
 —thzT) —ha( ) AETY
v tfo(z7)hia(z71) + f1(271) (4.18)

where ¢t = tan §. The above equations suggest that there is an infinite number of IIR solutions

to the separation of convolutively mixed signals using decorrelation, as t can vary according



this restriction, the above true solutions are indeed possible. Note that as ¢ — oo the channel

flip solution occurs:

w1l — —ﬁ (4.21)
war (1) — —ﬁ (4.22)

Thus, for the 2 x 2 constant diagonal mixing case, if the unmixing system is restricted to be
FIR with the same order as the mixing system then the number of possible solutions collapses
to a much smaller set, which includes the true solution. We cannot guarantee that the true
solution is the unique solution. As a matter of fact, Van Gerven and Van Compernolle show
that a non-separating ‘phantom’ solution exists as well [64], by considering the solutions to

the cross-spectral density:

P1o(z7) = (1 —wia(z"Dhar(z7))(ha1(z) — wa(2))@1(z71)
(1= wan (2 YAz (7)) (haa(z™Y) — wia(z7) a2

~ 0 (4.23)

where the spectral density of s; is ®;(z~1) = fi(z~1)fi(2) for ¢ € {1,2}. Note that both
terms of the right hand side of Fq.(4.23) equal zero when the true solution is reached. The

‘phantom’ solution is

1 1 D1(z71) + hia(z7Hhia(2)Pa(z 1)

wiz(z) " hig(z7Y) @o(z71) o+ hoy (271 )hay (2) @1 (271) (4.24)
oL @z thar(z Dhai (2)@a (271

wm(z ) h21(2_1)‘1)1(2 1)+h12(2 1)]112(2)‘1)2(2 1) (4'25)



Despite these identifiability problems, empirical results using decorrelation have been quite

promising.

4.5 CORRELATION DERIVATIONS

Once the mixing and unmixing systems have been defined, the second order correlations
of the measured signals and the source estimates can be computed, for estimates of the
unmixing matrix. Defining the correlation between two signals x;(t) and z;(t 4 q) (of length

N samples)as:
Tai;(q) = E{ai (D)2 (L +q)} (4.27)

which can be estimated from the data:

N—lq|

> @it + q) (4.28)

=1

1
N —|q|

T:L’i:l}j (q) -

the correlations of the source estimate can be expressed in terms of the correlations of the
measured sensor data and the unmixing filter coefficients that comprise the unmixing matrix

W, in the following manner:

Ry (q) = WRy(q) (4.29)



T
R(0) = [1x0(@) Ta(@ 1) - T+ L) ray(@) Teal@t1) - Tlg+ L)
(4.30)
where
T
I'Xl(q k) = [7“1:11;1(61 + k) o rem (@t kL) roa(qtk) oo ree(qgtk—L)
(4.31)
and
T
I'X2(q k) = [Tarzm(q k) o T (@t k= L) Tepa(qt k) oo Taye(qgtk—L)
(4.32)

Thus vector Ry(q) has length 4(L+1)2. It is worth noting that as we estimate the correlations
from the data, the quality of separation will be dependent upon the quality of our estimates
of the correlations of the data. Factors such as the length of data, i.e. the number of samples,
will play an important part in the quality of separation. The longer the data, the better the

correlation estimates, hence the better the separation.

From Eq.(4.29), the cross-correlations of the source estimates at the gth lag, which are
the second and third elements of vector Ry (q), can be expressed as the product of the second

and third rows of matrix W and vector Rx(q):

(4.33)



The cross-correlation cost function to be minimised (with respect to the unmixing filters)

takes the form:

M
C= Z (Ty1ys (9)? +Ty2y1(q)2) (4.34)

g=—M

with M, the number of cross-correlation lags, being set independently of the filter order, L. If
M is made to be more than L + 1, better results will be obtained due to the over-determined
nature of the equations. The choice of M is usually done on a heuristic basis, as there seems
to be no rigorous guideline on how to choose the value of M. However, there are a few
cases where the number of lags over which to decorrelate can be determined. These include
the separation of scalarly mixed AR signals, where the number of lags is equal to the AR
order (see Fq.(2.54), where the differential of the log likelihood is considered). In other cases,
source signals, such as those generated by a moving average (MA) process, may possess non-
zero autocorrelations for only a finite number of lags. For such cases, the number of lags to
decorrelate over would be a finite as well assuming that the mixing system is FIR.

The cost function is differentiated with respect to wia and way (as wii and wag are
fixed, by the constant diagonal constraint). The expression can be found in Appendix D.

Having derived the gradients of the cost function with respect to the parameters, a steepest
descent algorithm can be employed to minimise the cost function, resulting in the following

update rule :

ocC
wia* T = wyp®) — L)
OW iy
ocC
war PP = wy ) — L)
W

(4.35)



algorithms need to be considered to improve the convergence rate. Such algorithms can be

found in [98].

4.6.1 Conjugate Gradient Methods

Conjugate gradient (C-G) methods are based on the optimisation of quadratic functions.
However, if we assume that any convex cost function can be approximated by a quadratic
in the vicinity of the (local) minimum, the use of the C-G algorithm can be justified on the

cross-correlation cost function C', which is quartic.

Given that the basis of conjugate gradient methods lie in the optimisation problem for

the quadratic cost function, a generic quadratic cost function can be examined:
Lor T
q(v) = §{v Qv —b'v} (4.36)

where b, v € R™*! are vectors (with b fixed) and Q € R™*™ is the symmetric positive definite

Hessian matrix. The minimiser of Fq.(4.36) will be a solution to the linear equation

Qv—b (4.37)
Now, there exists a set of vectors d; for ¢ € {1,--- ,n} such that, for ¢ # j
diQd; =0 (4.38)

As a result, the above vectors are termed Q-orthogonal and are linearly independent, so that

the optimal solution of the quadratic cost function, Vv, can be expressed in terms of these



So that the optimal solution ¥ can be expressed as

n—1
. dTb
=Y d 4.41
v £ dTQd, (4.41)

The above expansion of v can be found by an iterative process of n steps where at the kth
step aidy is added. The vector dg is termed the conjugate direction, and «y is obtained from
the equation

gy
d;Qd,

A =

(4.42)

where g = Qv;, — b, which is the gradient of the cost function (see [98] for details). This
implies that after just n steps, it is possible to find the optimal solution of the cost function.

The conjugate gradient method involves sequentially finding the conjugate direction at
each time step by evaluating the current negative gradient vector and adding it to previous
direction vectors so as to obtain a new conjugate direction vector to move along. For the

quadratic cost function of Eq. (4.36), the conjugate gradient algorithm is as follows:

Conjugate Gradient Algorithm
Starting at any vg € R™*! define dg = —gy = b — Qv

1. V1= vitagdg

T4
2. Q. — _d%flbgk
3. diy1 = —8r+1 + Brdi

O = 81 Qdk
d7Qd,

N



optimal value for step size g can be derived analytically as a solution to a cubic polynomial,

and is shown in Appendix D. The conjugate gradient algorithm follows:

The Conjugate Gradient Algorithm

ac T ocT
Owiz Owan

Define vector w = [wly, wh|T, and Vi, C(w) = | ]T. Also denote the cost function as

C(w). The steps are:

1. Set initial values of parameters and gradient of cost function

w(® =10,0,---,0,0" d©¥ = —v,C(w?) (4.43)

2. Stop if | VC(w#)) ||< €, where ¢ is a small number, else proceed

3. Choose optimal step length a(*):

a® ¢ argmin C(w® +ad®) (4.44)
a€R

4. Set;

Wk — W ®) 4 40 q®)

[V C(w* D)) = Vo O(w*)| TV C(w D)
| Ve C(w®) |12

d(k:+1) _ _vwc(w(k+1)) + 6(k+1)d(k)

6(k+1) _

(4.45)

5. Update iteration number: &k =k + 1
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rithm. This algorithm belongs to the family of quasi-Newton methods, where an approxima-

tion to the inverse of the Hessian matrix is calculated. An outline of this algorithm follows:

The Quasi-Newton BFGS Algorithm

Using the same notation for parameters and gradient of cost function used in the previous algo-
rithm, and defining a square matrix, D**1_ of size equal to the length of w, the following steps

are involved:

1. D& —1

2. Stop if || VwC(w®) ||< ¢, where ¢ is a small number,else:

s — _D®Y,C(wk)

3. Choose optimal step length a*):

a*) e argmin C(w® + ad®) (4.46)
HER

4. Set;

Wt — W ®) 50 gk
o) (k) g (k)
q(k) - vWC((VV(I{:JFD) - VWC(W(k))

(4.47)
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It is worth mentioning that a spectrum of local optimisation techniques exist, ranging
from the computationally simple (but poorly convergent) steepest decent algorithm, to the
computationally intensive Newton'’s algorithm, which achieves convergence in around the
fewest number of iterations possible (exact convergence in one iteration is achieved for a
quadratic cost function). The C-G and BFGS algorithms lie somewhere in the middle of this
spectrum, not being too computationally intensive, but providing an adequate convergence
rate.

The problem of multimodality in our problem is a serious one, and various strategies have
been devised to deal with this. These include constraining the elements of the mixing filters
hi> and hy; to have a magnitude less than unity, and setting the initial values of wqs and

wo, to be zero element vectors.

4.7 SIMULATIONS

The CG and BFGS algorithms were implemented, however not much difference in performance
was observed between these algorithms. Methods for assessing the algorithms’ performance

are detailed in Appendix F.

4.7.1 Separating synthetically mixed AR signals

Two unity variance, Gaussian excitation, AR sources of length 5000 samples were considered.
The AR order of both signals was two. Source s; had poles at 0.9e%7%-2™ while source sg

had poles at 0.9e7937 A fourth order mixing system was considered. The mixing taps,



various pole locations of source sy (keeping the poles of s; fixed), ranging from 0.9e%70-37
to 0.9e*70-227  The quality of separation in dB was averaged over the sixty Monte Carlo
runs for each pole location, as was the estimate of the unmixing filters. Table 4.2 shows
how the quality of separation deteriorates as the source poles come closer, where there is a
large spectral overlap between the two sources. In Fig. 4.2, the mixing filters hjs and hoy
are plotted as well as the estimates of the unmixing filters w12 and wo;. Table 4.3 shows the

numerical values of the mixing and unmixing filters.

his -0.0611 0.8487 -0.9091 -0.1885 0.2591
hoyy  -0.1172 0.8612 -0.9091 -0.0938 0.4201

Table 4.1: Fourth order mixing filters for AR sources

s1 poles s9 poles channel 1 (dB) channel 2 (dB)

0.9¢+70-2m () 9eEs030m 93 (1] 19.994
0.9¢+70-2m () 9e*s0-287 91 131 19.220
0.9¢+70-2m () 9eE10-26m 90 448 19.107
0.9eT7927 () 9e+i0-24 19 43() 17.736
0.9eT7927 () 90227 17 632 16.796

Table 4.2: Separation quality for both channels, with so having varying pole locations,
averaged over sixty Monte Carlo runs.

Next, the poles of s, and s, were fixed at 0.9e7927 and 0.9e*7%37 regpectively. As in the
previous set of simulations, the mixing system was the same. The number of samples of the
signals were varied from 1000 up to 10000 in steps of 1000. For each number of samples, sixty
Monte Carlo runs of the algorithm were implemented. Fig. 4.3 shows how separation quality

(averaged over the sixty Monte Carlo runs) improves as the number of samples increase.
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Figure 4.1: The elements of FIR matriz W = H, Jth order filter mizing of AR sources.

4.7.2 Separating synthetically mixed audio signals

The two sources used were 20,000 samples of a female voice and a piece of classical music,
both sub-sampled at 11.025kHz from a CD sampling frequency of 44.1kHz. Initially, scalar

mixing was considered, which is equivalent to a zero order filter. The mixing matrix was

1 0.9091
H - (4.49)
0.9091 1

Both BFGS and C-G algorithms had very similar performance. The cross-correlation cost

function chosen was for lags ranging from -15 to +15. Convergence was achieved in 5 itera-
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Figure 4.2: Values of his,hoy,—wia,—wWaoy , 4th order filter mizing of AR sources. Unmizing

filters averaged over sizty Monte Carlo runs, for sq pole location 0.9e*19-2™ and s5 pole location
O‘Qeﬂ:jo.?ﬂr‘

tions, resulting in the separation matrix

1 —0.9092
W (4.50)

—0.9094 1
To monitor the convergence of the algorithm, the elements of matrix W x H were plotted
against iteration. For separation to have occurred, either the diagonal or the off-diagonal
elements should be much smaller than the off-diagonal or the diagonal elements, depending
on whether the solution has switched. Fig. 4.4 clearly shows that separation has occurred,
with the separated sources occurring in the same order as the original sources, because the
off-diagonal terms are zero. For channel 1, the separation performance was quite high at

64.79dB, while for channel 2 the number is 55.23dB. Such results are quite impressive, and
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Figure 4.3: Separation quality for both channels, as number of samples vary from 1000 to
10000, averaged over sixty Monte Carlo runs.

separation was verified by listening tests. Also the power of the algorithm can be appreciated
by the fact that the cross-correlation squared of the source estimates fell from 5.5782 x 1012
to 8.9948 x 10° in the first iteration, eventually reaching around 60 in the fifth iteration. The

graphical results showing the two sources, two mixtures and the source estimates are shown

in Fig. 4.5.

A first order mixing system was implemented, with minimisation over cross-correlation

lags -15 to +15 where:

1 0 —0.9091 —0.4408
H - . (4.51)
0.9091 —0.4662 1 0



post-processing was not required, as the sound quality appeared satisfactory. The elements of
W x H are shown in Fig. 4.6. The drop in cross-correlation squared with increasing iteration

is shown in Fig. 4.7.

A 10th order mixing filter was used, and the mixing and unmixing coefficients, hys, haq,
—w1o and —wgy are presented in Fig. 4.8. Ideally, wio = —hjs and wo; = —hgy. The
convergence of the algorithm, via the evolution of W x H, is shown in Fig. 4.9. In figure 4.9
note the large changes at around iterations 25, 40 and 80. This could be the solution switching
phenomenon. The SNR improvement was 37.55dB in channel 1, and and 16.64dB in channel

2. Listening tests revealed some interference in one of the channels.

The effect of increasing cross-correlation lags on the SNR improvement of the two channels
with the source estimates, is shown in Fig. 4.10, for a 5th order filter mixing. The sources are
the audio signals. What can be noted from Fig. 4.10 is that there seems to exist an optimum
number of cross-correlation lags. Also note that increasing the number of lags in excess of

the filter order brings about considerable improvement in separation quality.

4.8 MULTIMODALITY

Recall that there are two possible solutions for the system, depending on the ordering of the
outputs. This can be interpreted as bimodality of the cost function, and for the scalar mixing
case, the two solutions w2 = —hq2,wo; = —ho; and wis = —h—;,wgl = —% are equally
valid. So, there are two local minima. For example, the mixing matrix H = (_{ ;%) has
two possible solutions, Wy = (. 797) Wy = (_;150 4*). This was experimentally

verified, and Fig. 4.11 shows a contour plot of the log of the cost function, showing the two



From the experiments, there were situations where there was no separation, especially for
higher order filter mixing. In many cases this was remedied by simply increasing the number
of cross-correlation lags in the cost function. Other strategies involved using different initial

values of the separating filter coefficients.

4.9 COMMENTS

The algorithm devised is based on advanced optimisation techniques and had comparable
performance with Chan’s algorithm [33]. A theoretical analysis of the computation cost of
this algorithm reveals that, for each iteration, there are M (21 + 6(L + 1)(3L + 4)) multiplica-
tions, where M is the number of cross-correlation lags and L is the mixing filter order. The
corresponding figure for Chan’s algorithm is 8M (2L + 1)(L +1). However, Chan’s method re-
quires matrix inversion, unlike in this algorithm. The matrix inversion involves computations

to the order of (L + 1)3.

4.10 SUMMARY

In this chapter state of the art optimisation techniques are utilised to separate a 2 x 2 sys-
tem by output decorrelation. The optimisation algorithms include the Conjugate-Gradient
(C-G) methods and pseudo-Newton methods which are not very computationally intensive.
Although the optimisation algorithms were originally designed for quadratic cost functions,

by assuming that any convex function can be approximated by a quadratic function around



o o
5 [

Absolute value
o
»

— diagonal terms
-— - off-diagonal terms

e ety 1

5 10
lteration number

Figure 4.4: The elements or terms of W x H, scalar mizing

15




-1000 ' ' ' -2000 ' ' '
0 0.5 1 1.5 2 0 0.5 1 1.5 2

x 10* x10*

Figure 4.5: Results: sources in the top row, mized signals in the second row and separated
signals in the third row, scalar mizring




15

Iteration number

Figure 4.6: The elements or terms of W x H, first order filter mixing

Cross-correlation squared

A

w
0
T
I

W
T
I

N
0
T
I

N
T
I

a
o
T
I

o h ’ T . .
o B a 6 a8 10 12 14
lteration number

Figure 4.7: Drop in cross-correlation squared, first order filter mizring




Value

Value

Figure 4.8:

6 7 8
Coefficient

Values of hio,—w12,—hoy,—woy , 10th order filter mizing




I — Jlayulidl 1elliis
‘ - offt=diagonal terms ‘

o
©

Absolute Value
(]
»

0.4

0.2 i

lteration number

Figure 4.9: The elements or terms of W x« H, 10th order filter mixing




20 ,
./'
15 K
_/
;
10}
K
5 , . \ \ , . \ \
10 15 20 25 30 35 40 a5 50

Number of cross—correlation lags

Figure 4.10: SNR improvement in dB for the two channels, 5th order filter mizing

1.5F
4
0.5r
3 o
3 0
-0.5
1
-1.5r
> ‘ ‘ ‘ ‘ ‘ ‘
-2 -15 -1 -05 0 05 1 15 2

wi2

Figure 4.11: Contour of the log cost for scalar mizing, showing the two possible values for
w12, W21




5.1 INTRODUCTION

In this chapter, a fast converging second-order based method for the separation of convolu-
tively mixed audio signals is devised. The method is block-based. A cost function, which is
the sum of the squares of the cross-correlations of the source estimates for an arbitrary number
of lags, is minimised with respect to the unmixing parameters. By expressing the cost func-
tion in a quadratic form, we resort to quadratic optimisation techniques. Newton’s method is
used because, although it has high computational complexity, the algorithm converges very
quickly. For a quadratic cost function, the solution is reached in one step. However, the
Hessian matrix in the cost function specific to our problem is itself a function of the unmixing
parameters. An iterative strategy is employed to estimate the unmixing parameters, by fixing
some of the parameters. Also, by using Newton’s method, the need for tuning parameters,

such as step size for steepest descent algorithms, is dispensed with.

5.2 PROBLEM STATEMENT

Assume there are N sources, and N sensor signals. Denote the sources by s;(t), for j €

{1,2,--- , N}, and the mixed signals by z;(¢), fori € {1,2,--- ,N}and t € {1,2,--- ,T}. The



[21(t) - - 25 (¢)|F respectively. As there are N sources and sensors, we can refer to the overall

mixing system as an N X N system and represent it as the following matrix

’Vhl,l hl,M-‘

H=|: P
\‘hM,l hM,M‘

We initially consider a subset of the above mixing system, where the filter h;; is constrained
to take the form [1 0---0|T fori = 1,..., N. In the context of the Cocktail Party Problem, this
situation corresponds to the case where each sensor receives a particular dominant source,
given that it is close to that source. The constraint is known as the Constant Diagonal
Constraint, in that the mixing matrix has constant diagonal elements. The unmixing system

takes the form of a FIR system:

N P
yit) =YY wii(@)zi(t — q)

7=1¢=0
where y;(t) are the source estimates. The filter order P of the unmixing filters w;; =
[w;;(0) - - - w;; (P)]* is related to the filter order of the mixing filters L by the formula (N —1)L,
assuming the number of sources and sensors are both equal to N. This is a consequence of
inverting a matrix, whose elements (in the ¢th row and jth column) are polynomials repre-
senting the filters h;;. In the process of inversion, the adjoint matrix will have polynomials

of order (N — 1)L, as each element is a cofactor of the element transposed [33].



332(75) = Jr Z h21 81 t — q) (53)

where s1(t) and so(t) are the sources and z1(t) and zo(t) are the mixed signals. The corre-

sponding unmixing system will take the form:

3
yi(t) = 2(t) > wia(q)ra(t — q)
g=0
3
yalt) = 2o(t) + > wa(q)zi(t — q)
g=0

The unmixing parameters are estimated by minimising the following cost function:

K

C= Y ruw@? (5.4)

g——K
where 7,,,,(q) is an estimate of the cross-correlation of the source estimates E{y; (t)y2(t +q)}

T—|q|
Ty1y2(q) _| | Z y1(t)y2(t +q)

If, in the cost function, the number of cross-correlation lags is set independently of the mixing
filter order, and exceeds the filter order (‘over-determined’ case), it has been shown that
improved separation results are obtained [33] compared with Weinstein et al [137]. In [137] the
number of lags over which decorrelation occurs is fixed to the number of taps of the unmixing
filter. However, an excess number of cross-correlation lags could lead to a deterioration in
separation quality. This is because the quality of the estimates of cross-correlations at higher

lags will be poorer, and the accumulated errors resulting from taking into consideration these
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where w; = [wh;wh|T and w;; = [1 0---0]F. The matrix R,(g) is of the block Toeplitz form

R
R.(q) =
R

where the submatrices Ry« (q) € R EADXEAD take the form:

Ta:izj (C]) U Ta:izj (q - L)
Ro(@) = | R (5.5)

Ta:izj (q + L) e Ta:izj (C])

Given the above derivations, the cost function in Eq. 5.4 can be expressed solely in terms of

the correlations of the mixed signals and the unmixing parameters that are to be estimated:

K
C= W'{ Z Rx(q)WQW;RI(q)T Wi (56)
g=K

The cost function can also be expressed as:
K
C=wiq Y Ra(@)"™WiwiRa(q) p wo
g=K
The cost function has thus been expressed in a quadratic form where the Hessian is a func-

tion of the unmixing parameter. However, given that wy and wq are linearly independent,

otherwise the mixing matrix would be singular, these unmixing parameters can be de-coupled



function is convex. The minimum number of vector outer product terms to be added to
ensure this is 2(L + 1). If the cost function is differentiated with respect to wy and wo, the

following is obtained:

ocC
vy 2P(wy)w,
ocC
Sws 2Q(w)w,

In order for the cost function to be minimised, the above differentials should equal zero, and
so a Newton based fixed point algorithm can be used. By fixing alternately w1 and wo, and
adapting wo and wy respectively, the cost function can be minimised. Thus, an alternate

variables iterative method is employed. Recalling that vectors w1 and wo have a fixed part

Wi = woo =[10---0"

due to the Constant Diagonal Constraint, P(w,) can be partitioned as:

Pii(wa) Pia(ws)
Pyi(wg) Poo(ws)

P(w,) =

where P; ; for i.j € {1,2} are square matrices of size L + 1. Matrix Q(w,) can be simi-
larly partitioned. With such a partition, we can formulate an iterative Newton optimisation

algorithm:

Newton-based Decorrelation Constant Diagonal Algorithm, 2 x 2 system

1. lteration index k = 0



4. If |ng:+1) - ng)| <e¢and |w§k+1) - ng)| < & where £ some arbitrary threshold, stop

Else k = k + 1, Goto (3).

An alternative partitioning of the matrices P(ws) and Q(w1) can be considered:

P(w,) = [Pl(WQ) PQ(WQ)}

Qw) = | Quwi) Qa(wy) |

where P;(ws), Qi(ws) are tall matrices of size RZLHD*AD - This results in a modification

of line 3 of the algorithm to

Wittt (Po(wi) TPy (W) T (Po(wi ) TPy (WS ) wis
wit — (@uw )T W) T QW) TQa(w ) W

Such a strategy is fraught with numerical problems, in that matrices PQ(ng))TPQ(ng)) and

Ql(wgk))TQl(wgk)) can be very ill-conditioned.

5.4 EXTENSION TO MULTIPLE SOURCES AND SENSORS

The algorithm can be extended to more than 2 sources and 2 sensors. Assuming we have

N(> 2) sources and N sensors, where the (N x N) mixing system is also constrained to be



C = Z wi{ Z Z Rx(q)ijr;RI(q)T}wi (5.8)

i#ji=1  jtij=le=——K
where the unmixing filter vector, that relates the NV sensor/mixed signals x1(t), 22(t),.., 2N (1)
to the source estimate y;(t) is:

Wi — [W% W?Q T W}'N]T (5.9)

and the correlation matrix R.(¢q) has the structure:

(5.10)

The square submatrices of R,(q) take the form in Eq.(5.5), with one important difference.
Assuming that the mixing filters are of order L, then the unmixing filters will be of order
P = (N —1)L, as previously stated. The size of the submatrices will thus be (P + 1), leading
to the fact that R,(q) will be of size N(P + 1).

In a manner analogous to the 2 x 2 system, the cost function can be differentiated with

respect to the unmixing filter vectors w;, yielding:

oC
(‘?Wi

where the size N(P + 1) Hessian H;(wj;) is a function of all the unmixing filter vectors

except w;, and the matrix R, (q):



Bearing in mind the Constant Diagonal constraint, we can use Newton’s method for optimi-

sation:

Newton-based Decorrelation Constant Diagonal Algorithm, N x N (N > 2)

system

1. lteration index: k =0

9. Initialise: w'® for i — 1,.,N

i

3. form=1to N,

e calculate H,,(wy,) by evaluating

k+1 k+1 k k
H;(w; + ), ..,Wgnjl),wfnll,..,wgv))

eletr=(m—1)(P+1)+1lands=r+ P

e form matrix H,,(W;tm)_(rs) by removing rows and columns r to s inclusive from
H,, (Wjitm).
e form submatrix H, ) from columns 7 to s, but with rows r to s removed

Eﬁ)_ (m) be kth iterate estimate of vector wg,]i) with subvector w,,,,,, removed

k _
Wl(‘nth)n) - _(Hm(wjfm)_(ns)) 1H(T75)Wmm

e update wg,]i) to wgfﬂ)

o letw



The algorithm derived so far has many similarities with Chan’s NSNT algorithm [33], where an
iterative decorrelation algorithm is devised. The major difference lies in the manner in which
the Hessian is created. In [33], large matrices are created to formulate the Hessian. Here, we
only add outer products of smaller vectors. As a result, less storage space is required using this
algorithm. The efficient manner in which the Hessian is created leads to less computational

burden relative to Chan’s algorithm.

5.6 OTHER CONSTRAINTS

The Hessian of the quadratic formulation of the cost function derived in the previous sections
can be partitioned in a different manner for less tight constraints on the unmixing system
as noted by Chan in [33]. One such constraint is the extended constant diagonal constraint
where only filter tap w;(0) is fixed at unity, as opposed to the entire vector wy. The mo-
tivation for this lies not only in greater flexibility for signal separation, but in estimating
unmixing matrices for constant diagonal mixing systems where more than 2 sources/sensors
are considered. In such a case, the unmixing matrix will no longer be constant diagonal. The
modifications to the algorithm above are minor, in that, in line 3 of the Newton-based Decor-
relation Constant Diagonal Algorithm N x N (N > 2), the index of the rows and columns of
the Hessian to be removed is just » = (m — 1)(P + 1) + 1.

Another constraint commonly used is the Constant Power Constraint, where the only
restriction is that the sources have fixed (or unity) power or variance, as the process is zero
mean. In this case, a Lagrange constraint is required as in [33]. Using the alternate variables

scheme, and assuming that vector w; is to updated with all the other vectors fixed, the
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So that
R.(0) "Hi(w, ,;)w, = Aw; (5.16)

This implies that w; is an eigenvector of R, (0) ™' H;(w ;i) with corresponding eigenvalue A.
Note that the matrix R, (0) 1H;(w ;i) is positive definite, so that all the eigenvalues are
strictly positive. In order to minimise the cost function W'{Hi(w#i)wi, the fact that wy; is
an eigenvector of R, (0) ™ 'H;(w ;1) allows us to expand the cost function as:

C = WIRL(0)R.(0) " Hi(w, ,)w,

= AW R, (0)w;

= A (5.17)

Thus, in order to minimise the cost function, the eigenvector of R, (0) ™ 'H;(w ;) correspond-

ing to the smallest eigenvalue is chosen as w;. To ensure the unity power constraint, w; is
re-scaled by dividing by /wIR,(0)w;.

An alternative, computationally less intensive approach is to use the constraint that

wlw; = 1, so that there is no need to compute R,(0)7!, as the eigendecomposition of
just H;(w,_,;) will yield w;. We can call this constraint the constant unmixing vector norm

constraint, or simply the constant norm constraint.

The iterative algorithm for implementing the constant power/(unmixing vector norm)

constraint can be implemented using the following algorithm




3. form=1to N,

e calculate H,,(w;,,) by evaluating

Hm(wngrl), v WESjP,WESZLl, v WS\];))

e Either eigendecompose RI(O)_le(w#m) and find eigenvector w,, that corresponds
to smallest eigenvalue, for constant power constraint, or eigendecompose H,,(w;_,,) and
find eigenvector w,,, that corresponds to smallest eigenvalue, for constant norm constraint

(k+1) W

o (k+1)  ~
e re-scale w,, = —2m _____ for constant power case, else w;, = W,
VWL R (0)Wo,
(k) (k+1)

e update w,;,” to wy;,

4. If parameters have converged stop, else set k = k + 1 and goto (3)

For zero order filtering, which is scalar mixing/unmixing, the above algorithm performs
a joint approximate diagonalisation of a set of matrices. Unlike the JADE algorithm (Sec-
tion C.2), it does not require at least one of the matrices to be positive definite. This is useful

for the additive noise scalar mixing model

x(t) = As(t) + n(t) (5.18)

where the elements of vector n(t) are i.i.d white noise samples. Thus, sensor correlation
matrices Ry (7) for 7 # 0 can be jointly diagonalised to estimate the unmixing system. In the
JADE algorithm, where we need at least one positive definite matrix, matrix Rx(0) must be

considered, as there is no guarantee that Rx(7) for 7 #£ 0 will be positive definite.



5.7.1 Theoretical analysis of the Cost Function

The algorithms devised so far are non-linear optimisation algorithms. An alternate variables
version of Newton’s method is used, where some of the parameters are fixed at a time while
others are updated. Despite high computational complexity, the rate of convergence of Newton
based algorithms is high enough to justify the use of such algorithms. The main source of
computational complexity is the inversion of the Hessian matrix.

Analysis of non-linear systems is a difficult task. Here, we examine in detail the nature
of the cost function for a 2 x 2 system under the constant diagonal constraint, where the
mixing/unmixing filters are of order L. This will help us identify at least some of the local

minima of the cost function.

Recall that one form of the cost function for a 2 x 2 system is in Fq.(5.6):

K
C=wi Z R.(q)wawiR.(q)" p wi (5.19)
g=K

Now, the correlation matrix of the mixed signals is related to that of the sources and mixing

system as follows
R.(q) = HRs(q)H" (5.20)

where H € RELTD*22L+1) g 4 block Toeplitz matrix

H H
H _ 1,1 1,2 (521)

Ho1 Hao



Rs(q) = (5.23)
0 Ra(q)

where

[ a0 < run(a=20) ]

Ri(q) (5.24)

\‘ Ts;s; (q + 2L) s Tsss (C]) ‘

The cost function can therefore be expressed in terms of the true source correlations as
wiH {ZR YH wWow i HR 4 (q)" }HTW1 (5.25)

where the Hessian {Zq HR(q)H " wowIHR, (q)THT} has rank greater than (2L + 1). Define

the following vectors

ci = H'wy (5.26)

co = H'wy (5.27)

so that the cost function can be expressed in terms of the global system as well as the source

correlations

{ZR )each R ( )}cl (5.28)
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where * denotes the convolution of two vectors. Similarly, vector ¢; = HTw of size R2(2L+1)x1

has the following form
T T T
C1 = [C1,1C1,2]
where c;; € REZLHDX1 and

cl1 = [wizxhy]" +[105x27]

clo = [wi2 01xz]" + [h]501x 1]

Furthermore, Rs(g)ce = Vors(q) where

Vo = Var 0 € R2(LA1)x2(4L+1)
0 Va2
[ Cg,i 0 O -‘
Voi=10 0 c RELADXAL+)
{ 0 0 ¢y,

and

rs(q) = [ri(qg —2L)---ri(q) - r1(q + 2L)ra(q — 2L) - -~ 72(q) - - - m2(q + 20)[*

(5.31)

(5.32)

(5.33)

(5.34)

(5.35)

so that ry(g) € RX4EHDX1 - Given these rather long derivations, the Hessian of the cost



source correlation vectors ry(q) is positive definite. This leaves the matrix Vo as the one that
determines the rank of the Hessian. The rank of Vs, hence the Hessian, becomes 2L + 1 (so

that the null space is of dimension 1) when either of the following two conditions are satisfied:

C;,l = [WQTl O1xz] + [h3; 01x] =0 (5.37)

Co = [war xhp]" +[101x2z] =0 (5.38)

For the sources to be recovered in the same order they appeared (the true unmixing system),

Eq.(5.37) should hold. This implies that
wo1 = —ho (5.39)
This in turn imposes the solution
wi2 = —hyo (5.40)
The channel flip solution is approximated by a truncation if Eq.(5.38) holds, in which case
war = —(HiaHa2) " Hiafl Opsp]” (5.41)

where H is a Toeplitz matrix of size RELADX(AD) with vector hY, in the upper left corner

and zero elsewhere. This in turn imposes the solution
Wi = —(H£1 Hgl)_lH% [1 01><2L]T (542)

Such a solution is undesirable.



which is greater than the dimension of the Hessian, 2(L + 1). The implications of this are
that i.i.d Gaussian signals that have been convolutively mixed using the constant diagonal

constraint are separable.

5.7.2 Sensor Noise

At the sensors where the mixed signals are received there exists additive noise in many

practical situations, so that the mixed signal at the ith sensor becomes

N T
zi(t) = N hij(@)s;(t — q) + ni(t) (5.45)
j=14g=0
and Eq.(5.20) becomes
R (q) = HR(q)H" + Ra(q) (5.46)

where R,,(q) is the correlation matrix of the sensor noise signals with an identical structure
to the sensor correlation matrix R.(q) . If we can estimate noise correlation matrix R,,(q),
the matrix R,(q) — R, (q) can be used in the cost function (FEq.(5.8)) instead of R.(q), for
an unbiased estimate of the unmixing matrix. Although signals that have passed through the
mixing system will be separated, the noise at each sensor will be shaped by the unmixing
filters. Regarding the estimation of the noise correlation matrix, this can be achieved by
considering (at a particular sensor) time intervals of the mixed signals where only the noise is
active and estimating the correlation matrix from this interval of data. Other strategies are
based on the assumption that there are more sensors than sources, so that subspace methods
can be used to estimate the noise variance as in [34|. The assumption made here is that the

noise at each sensor is i.i.d and statistically independent from the noise at the other sensors.



The cost function in Eq.(5.6) can be expressed in a quadratic form with respect to the Kro-

necker product of the unmixing vectors w = w1 @ wo as follows:
C =w'R,RIw (5.47)
where (assuming we are considering +k correlation lags)
R, = [vec{Ry(—k)"} - - vec{Ry(0)"} - - vec{Ry (k)" }| (5.48)

Note that R, € RYEFD**(@41)  Denote as R, (=R,RI) the 4(L + 1)? x 4(L + 1)? matrix so
that Eq.(5.47) is

C = w'R,w (5.49)
The rank of this matrix is constrained by the number of distinct rows of R, (or, equivalently,
the number of distinct columns of RT). This implies that the rank of R, increases with the
number of correlation lags taken into account up to a certain point. The number of distinct
columns of R! is 4(2L + 1). This is a direct consequence of the block Toeplitz nature of the
sensor correlation matrix R;(q), which is due to the wide sense stationarity assumption on

the sources. Examining the expression for vec{R,(k)T}, we have:
vec{Ry (k)" = [r1(k)---ri(k + L) vo(k) - ro(k + L)]* (5.50)
where

rl(k) - [Tl’ﬂn (k) © Ty (k - L) Tz (k) © Tz (k - L)] (S {17 2} (5'51)



have almost zero cross-correlation, the following should hold

47.2

i=1

where ~y; are scalar constants. In the context of separating real sources, where there is a
residual amount of cross-correlation between the sources, the estimated sources have even
less cross-correlation. This is known as ‘hyper-decorrelation’, and may not result in the
separation of the sources. This phenomenon will be borne out in simulations that occur
later on in this chapter and occurs mainly for the constant power and, to a lesser extent,
for the extended constant diagonal constraint. The longer the unmixing filters, hence w, the
greater the chance for ‘hyper-decorrelation’ to occur. This is because the filters have more
parameters, hence more degrees of freedom. Also as the order of the unmixing filters tend to
infinity, the proportion of the range space of R, that correspond to the null subspace will be

unity leading there to be an infinite number of hyper-decorrelating solutions.

We conjecture that hyper-decorrelation is intimately linked to the problem of separat-
ing convolutively mixed wide sense stationary Gaussian sources. As the measure of statistical
dependence for such processes is the cross-correlation, decorrelation should result in source in-
dependence. However, stationary Gaussian processes can be completely characterised by their
power spectral density. Furthermore, the cross-correlation is the inverse Fourier transform
of the cross-spectral density between two signals. For signals that are spectrally disjoint,
there will be zero cross-spectral density, and hence zero cross-correlation for all time lags.
Conversely, applying unmixing filters so that decorrelation occurs will result in source esti-
mates that are spectrally disjoint. Thus, sources that are spectrally disjoint will be separable.

For sources with overlapping spectra, the spectrally disjoint source estimates will contain
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subspace of matrix R,. This is vindicated by the fact that, for this specific case, Lindgren
and van der Veen [96] obtain unique analytic solutions for the unmixing filters by solving the

equation
RIW = 0 (5.53)
where, due to the constraint,
w = [1wi[" @ [wi 1] (5.54)

and matrix fiu;f, is formed by removing the appropriate columns of RY. It is worth noting that
obtaining the analytic solution is practical for only very short filters, because of the explosion
in the number of terms as a result of the Kronecker product. Even then, it is necessary to
have near perfect estimates of the correlations, hence matrix RI, if reliable estimates of the

T

unmixing filters are to be derived.

To better understand what is going on, we can resort to the frequency domain, where the

time-domain convolutions can be approximated by a product
Y(w) = W(w)X(w) (5.55)

where Y(w) = [Y1(w), -+, Y (w)|T is the vector of FFT of the source estimates, and X(w) =
[X1(w), -+, Xo(w)]T is the vector of FFT of the measured signals at frequency w. Unmixing
matrix W(w) has element W; ;(w) in the ith row and jth column. We define the frequency
support of a filter as the set of frequencies over which the filter has non-zero/significant

magnitude response. It is equivalent to the passband of a filter. Thus any solution that



the unmixing filters in another row, hyper-decorrelation will occur. For the 2 x 2 mixing
case, it is observed from simulations using relatively short unmixing filters of length 10-20
taps, that, for each row of the unmixing matrix, the frequency support of the two unmixing
filters are coincident. In addition, one of row of the unmixing system has filters that are low
pass, while the other has high pass filters. This could be due to the fact that short filters
have smooth frequency responses. Under this smoothness constraint, for the filters to have

spectrally disjoint responses their passbands or frequency support must be continuous.

What the above analysis shows is that decorrelation can result in lots of different unmixing
solutions; a regulariser or constraint is required on the structure of the unmixing filters, so
that the these filters are as ’all-pass’ as possible. Schobben in [118], who uses computationally
efficient frequency domain methods, normalises the unmixing matrix at each frequency bin so
that the energy gain at each frequency bin is approximately constant. The constant diagonal
constraint implicitly provides us with a regularisation, and, although it is restrictive, it can
be used for very long unmixing filter taps (512 taps or more) to successfully separate audio

signals, as shown by Parra in [107].

An interesting point to note, is that, using the constant power/norm/ extended constant
diagonal constraints, as we end up with spectrally disjoint source estimates, separated audio
signals will sound quite distorted, especially the signals which occupy the high frequency
regions only. This was noted by Chan [33]|, who employed some post-separation processing
to try to remedy this. Here, the source estimates are inverse filtered by the corresponding

diagonal (estimated) unmixing filter

(5.57)



and extended constant diagonal constraints. As a result the time-varying spectra of the signals
are marginalised out when computing the correlations of the mixed signals, and the resulting

correlations are used in the cost function.

5.7.4 Computational Complexity

The algorithms devised so far are non-linear optimisation algorithms. An alternate variables
version of Newton’s method is used, where some of the parameters are fixed at a time while
others are updated. This is a computationally intensive algorithm, but its rapid convergence
can result in a scenario where the overall computation cost is not too high.

For an NV x N system, where the mixing filter orders are all L, the unmixing filter order
was seen to be of order P = (N — 1)L. The size of the Hessian will be N(P + 1). The main
source of computational complexity is the inversion/eigendecomposition of the Hessian matrix,
depending on the constraint used. For the constant diagonal and extended constant diagonal
constraints, the Hessian is partitioned to matrices of size (N — 1)(P +1) and N(P +1) — 1
respectively. For the constant power/norm constraint the entire Hessian is eigendecomposed.
As aresult, the main computational burden of the algorithm is of the order O((N—1)3(P+1)3)
for the constant diagonal constraint, O((N (P + 1) — 1)3) for the extended constant diagonal
constraint and O(N3(P + 1)3) for the constant power/norm constraint. The formation of
the Hessian involves computations that linearly depend on the number of correlation lags

considered. For ¢ lags, the computation burden is g(2N?(N — 1)(P + 1)2).

5.7.5 Order of the unmixing filters

When there is prior knowledge of the order of the mixing system, which is assumed FIR, and

the number of sources, the filter order of the unmixing system can be easily derived. However,



large FIR filters of tap lengths in the order of several thousand. This is because the impulse
response of typical acoustic environments, such as office rooms, can be very long due to the
high number of reverberations. In such cases, selection of the correct number of filter taps
for the unmixing system is an open problem and is done empirically using informal methods;
usually it is fixed to an arbitrary value. Frequency domain methods, that are computationally
far more appropriate when considering large unmixing filters, select the number of taps as
a power of two to take advantage of the Fast Fourier Transform (FFT) [118]. If, however,
the geometry of the acoustic environment and the speed of sound is taken into account,
and simplifying assumptions are made on the impulse response of the propagation medium,
such as that they are nearly anechoic, it is possible to separate signals using relatively short
unmixing filters. It is observed that impulse responses of many acoustic environments decay

very quickly, so that a large number of taps are very close to zero [118].

5.7.6 Convergence issues

Although it is possible set a threshold for the stopping condition of the algorithm, such as the
difference between the nth and (n + 1)th iteration estimate of the parameters, in practice, it
is found that running the algorithm for a few times the unmixing filter order usually leads to
satisfactory results. However, for the case when there are more than 2 sources and sensors,
the number of iterations required rises quite sharply. Also, more local minima are encountered

because the permutation problem becomes more acute for more than 2 sources and sensors.



filter tap number

Figure 5.1: Mizing and unmizing filters for white Gaussian sources, constant diagonal con-
straint.

5.8  SIMULATIONS

In this section some of the extensive number of simulations carried out are presented, that

validate the performance of the algorithms and the theory of hyper-decorrelation.

5.8.1 Synthetic mixing

Two white Gaussian signals with unity variance and 20000 samples were mixed by a unity
constant diagonal matrix, with the off-diagonal filters modelling a single non-zero delay tap.
Fig. 5.1 shows the values of the taps of mixing and unmixing cross-filters, from which it can
be noted that the unmixing filter order is greater than the true unmixing filter order. Despite
this, the constant diagonal constraint algorithm was able to estimate the unmixing filters to
a reasonable degree, where a filter order of 19 is used (20-tap filter), decorrelating over +60
lags, with 50 iterations. As we know the mixing system, the separation performance is easily
calculated. The SNR for channel 1 is 12.9dB, and for channel 2 it is 11.7dB.

To investigate the constant power constraint algorithm in terms of the phenomenon of
hyper-decorrelation, a 5-tap constant diagonal 2 x 2 mixing system was considered, decorre-
lating over £45 lags, for 20 iterations. The sources were two audio signals, a female voice track
and a music track. The magnitude response of the two off-diagonal mixing filters, and all four
unmixing filters are in Fig. 5.2 where it can be seen that the unmixing filters corresponding

to each row have frequency supports that are marginally disjoint from those of the other



diagonal constraint and unmixed using the constant power constraint using 4+ 45 lags, 30
iterations. The corresponding magnitude response of the two off-diagonal mixing filters, and
all four unmixing filters are in Fig. 5.3. From this figure, note that the unmixing filters of the
different rows of the unmixing matrix are completely spectrally disjoint, while the magnitude
response of the filters within each row have virtually the same shape and frequency support.

Separation does not occur.

Four audio sources are mixed by unconstrained 4 tap filters, so that the 4 x 4 unmixing
matrix comprises 10 tap unmixing filters. Under the constant power constraint, decorrelation
is applied over £60 lags at 60 iterations to estimate the unmixing filters. The plots of the
magnitude responses of the unmixing filters are in Fig. 5.4 from which it can be observed
that the unmixing filter for each row has around the same frequency support and the filters
for different unmixing filter rows have approximately disjoint passbands. Separation does not

occur as the sources have large regions of spectral overlap.

Next a 3 x 3 synthetic mixing system with real audio signals is considered, with the 3-tap
mixing filters as in Fig. 5.6. Source 1 is a female voice track, source 2 is a classical music track
and source 3 is a male voice track. The extended constant diagonal constraint algorithm is
employed, decorrelating over +20 lags, for 30 iterations. The 5-tap unmixing filters occur in
Fig. 5.7. The sources, mixtures and source estimates are in Fig. 5.8. The unmixing system
is convolved with the mixing system, and the resulting global FIR matrix is used to evaluate
separation performance. The norm of each entry of the global matrix occurs in table 5.1.
Note that each source estimate occurs in the same order as the original sources. Using the
performance index measure in Appendix F for convolutive mixing, the separation performance

of the three channels is also shown in table 5.1.

The first two sources used in the previous simulation are convolutively mixed by 30-
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1.5720 | 0.0186 | 0.0440 || 30.3
0.0517 | 1.3411 | 0.0292 || 27.1
0.0565 | 0.0089 | 1.3149 || 27.2

Table 5.1: Table of norms of each element of C = W x H (unmixing times mixing system)
for 3 x 3 synthetic mixing system. Right column: separation quality in dB for the three
channels.

tap filters, with the constant diagonal constraint. The mixing filter taps are generated by
sampling from a uniform distribution with a maximum absolute value of 0.9091; the mixing
filters are non-minimum phase. Decorrelation is over £90 lags, for 60 iterations. Fig. 5.9
shows the sources, mixtures and the source estimates. Fig. 5.10 shows the estimate of the
unmixing filter taps, along with the negative of mixing filter taps. Separation quality for the

two channels are 21.5 dB for channel 1 and 10.2 dB for channel 2.

5.8.2 Real Mixing in anechoic room

We considered two audio sources (of duration 4.26 seconds at 11.025kHz) that were recorded
by DAT machines in an anechoic chamber by Chan et al [33]; they were separated using the
extended constant diagonal constraint with 30-tap unmixing filters, decorrelating over +120
lags, with 60 iterations. The sources were an orchestra track and a piano track. Fig. 5.11

shows the two mixtures, and the separated sources. The phenomenon of hyper-decorrelation
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occurred, where one of the sources occupied high frequency regions, and the other signal
occupied low frequency regions. This is shown in Fig. 5.13. Source separation occurred and
this could be due to the fact that the sources are, on the whole, spectrally disjoint. As a
result, post-separation processing is applied to the high frequency signal, as it sounded less
natural. This is not surprising as most of the energy of audio signals are located at the lower
frequencies. The post-separation processing involved inverse filtering by the corresponding
diagonal filter, with the poles outside the unit circle reflected back inside. Such a strategy is
sensible in that audio signals are not sensitive to phase. As only the mixtures are available,
listening tests are appropriate to show the degree of separation. Tracks of the mixtures and
sources are therefore included in the accompanying CD. Fig. 5.12 shows the unmixing filters
and their corresponding magnitude responses. For the purposes of comparison, the results of
the frequency domain approach by Schobben [118] are included in the CD as well, where 128

tap unmixing filters are used.

Next another real mixture of two signals is considered, downloaded from website

hitp : / Jwww.s2.chalmers.se/ salle/anechoic.html

The signals (11.25 seconds duration at 8kHz sampling frequency) were recorded in an anechoic
room. Full details of the recording process can be found in [116]. The sources were a speech

track obtained from the TIMIT database and artificially generated noise. The microphones
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Figure 5.4: 4 x 4 mixing system, 4-tap mixing filter, 10-tap unmixing filters. Magnitude
response of unmixing filters plotted against frequency (w).

were located on a mobile phone. The location of the noise source was 180° behind the location
of the speech source relative to the microphone location. Twenty tap unmixing filters are
used under the constant diagonal constraint, decorrelating over +60 lags at 50 iterations; the
mixtures and sources occur in Fig. 5.14. Estimates of the unmixing filters wqs and w1o are in
Fig. 5.15. The tracks of the mixtures and sources are included in the accompanying CD. For
the purposes of comparison, the results of the frequency domain approach by Schobben [118]

are included in the CD as well, where 128 tap unmixing filters are used.

5.9 SUMMARY

In this chapter, fast converging Newton based output decorrelation algorithms are devised.
By fixing some of the unmixing parameters, an alternating variables method is employed,
and the cost function can be expressed as a quadratic whose Hessian matrix is compactly
evaluated as a sum of vector outer products. The algorithm can be used to separate more than
2 sources/sensors. Satisfactory separation results using both synthetic and real (anechoic)

mixtures of audio data are achieved.

A theoretical examination of the cross-correlation based cost function reveals that there

exist non-separating solutions that render the source estimates spectrally disjoint but not
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Figure 5.5: Power spectral density: Top row: original signals, middle row: output from
unmizing systems, bottom row: output signals after post-separation processing.

separated. This occurs for less restrictive constraints on the separation system, most notably
the constant power constraint, and when long unmixing filters are used under this constraint.
This leads to the phenomenon of ‘hyper-decorrelation’ where the source estimates have even
less cross-correlation than the original sources. This appears to be a consequence of the sta-
tionarity assumptions on the signals and manifests itself for convolutive mixing. Simulations

vindicate this phenomenon.
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Figure 5.8: Sources in top row, miztures in middle row and source estimates in the bottom
row, 3-tap mizing 5-tap unmizing filters.
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Figure 5.11: Miztures recorded in an anechoic chamber and source estimates.




6

40 7
8

s 6
30 R 4 s
4

20 3
4 3

2
10 > 2
1 1

ANA

Figure 5.12: Unmizing filters (a) wiy (b) wia (¢)wa1 (d) Wao, (e)-(h): corresponding mag-
nitude response: frequency w on z-azis

Spectrogram of source estimate 2

Frequency

Spectrogram of source estimate 1: before post-separation processing x10*

Frequency
o
o

05 1 15 2

Spectrogram of source estimate 1: after post-separation processing ©10°

Frequency

Figure 5.13: Spectrograms of unmized sources, showing hyper-decorrelation and remedy.




separated speech separated noise
1

0.5

x 10

Figure 5.14: Miztures recorded in an anechoic chamber and source estimates.

L L L L
2 a4 6 8 10 12 14
tap number

L
2 a4 6 8 10 12

tap number

Figure 5.15: Unmizing filters (a) wia (b) woy







6.1 INTRODUCTION

In this chapter, we modify the decorrelation algorithm introduced in the previous chapter
to take into account non-stationarity. In its original form, the algorithm minimises a cost
function, which is the sum of the squares of the cross-correlations of the source estimates
for an arbitrary number of lags, with respect to the unmixing parameters. By assuming
that smaller blocks of the sources/signals are approximately stationary, we modify the cost

function so that we decorrelate across cross-correlations of all the blocks.

6.2 APPROACHES TO NON-STATIONARY SIGNAL SEPARATION

In order to achieve source separation by output decorrelation, we estimate the unmixing
systems by minimising the squared cross-correlations of the source estimates for an arbitrary
number of lags. The cross-correlations of the source estimates are related to the correlations
of the mixed signals via the unmixing filters. Now, if we assume stationarity for the entire
block of data, the correlations of the mixed data need to be computed only once. In reality,
many signals exhibit various degrees of non-stationarity. Somehow this needs to be taken
into account so that the quality of separation can be improved. We next describe some signal
separation approaches adopted by various researchers that rely on the signals being non-
stationary. These strategies can be divided into two categories: adaptive/sequential methods

and batch methods.
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where the unmixing system is

I

() = 2(t) + > wia(Daa(t — 1) (6.2)
=0
I

ya(t) = () + > war(Da(t — 1) (6.3)
=0

with xz; denoting the mixed signals and y; the source estimates. Non-stationarity is incor-
porated via the time-varying parameters ;(t) and (3;(¢), which are different valued on-line

power estimates of y; and y;:

Bi(t) = aBi(t — 1) + (1 — a)y;(t)? (6.4)

where a is the forgetting factor, assumed to be 0.9 usually. Note that for filter taps wj 2(0)
and ws,1(0), the updates will be different if 51(¢) # [2(t) so that a sufficient condition for
separability is that the two sources must have different instantaneous powers. Kawamoto has

successfully used this algorithm for separating speech signals for two sources/sensors.

Jones [82] minimises the following novel cost function to separate scalarly mixed signals:

C =) E{ry,,(0,7)%} (6.5)
i#]

where r,,,.(0,7) denotes the short-term zero lag cross-correlation between source estimates

y; and y; at time 7. Computation of this parameter involves windowing the data from time



B{ryy; (0,7)} =1 Vi (6.7)
The constraint is included within the cost function in Eq.(6.5) to yield a modified cost function

C =Y E{ry;(0,7)°) £ A (E{ry,y, (0,7)} — 1) (6.8)

i35 i
where A is an arbitrary weighting factor. As the cost function (FEq.(6.8)) takes the form of an
expectation of various parameters, an LMS type stochastic gradient algorithm is employed

by Jones to minimise this function with respect to the unmixing parameters.

From the adaptive approaches discussed so far, it is worth noting that decorrelating the
short-term correlations at just one (more precisely the zeroth) time lag but over the entire
non-stationary data, i.e. achieving r,,.(0,7) = 0 V7, is sufficient to estimate the unmixing
system. Thus, non-stationary data with no temporal correlations can be separated using
just second order statistics, so long as they have finite (time-varying) power. For temporally
correlated non-stationary data both non-stationarity and the temporal correlations can be

exploited, as will be seen later.

6.2.2 Batch methods

In the batch mode the property of non-stationarity has been used, in conjunction with fre-
quency domain second order statistics methods by Parra [107], where each mixed signal has
additive noise. Here, the data is split up into several quasi-stationary blocks, so that there

is frequency domain decorrelation across all blocks. Defining the frequency power-spectrum



a least squares algorithm is used to minimise

C = IRs(w,1) = W(W)(Ry(w, 1) = Ra(w, 1)) W(w)"||? (6.11)

where W(w) is the response of the unmixing matrix for frequency w, Rg is the power-spectrum
matrix of the sources and R,, is the power-spectrum matrix of the noise. Due to the source
independence assumption, Ry is diagonal. By the least squares minimisation, parameters
W (w), Rs and Ry, can be estimated. Issues about permutation ambiguity for each frequency
bin are addressed in Section 3.3.3 in chapter 3. We simply note that decorrelation is per-
formed over all the blocks, so that non-stationarity is exploited. Unlike the adaptive methods

discussed above, this algorithm can still operate if the signals are stationary.

More sophisticated usage of non-stationarity has been made by Belouchrani and Amin [18]
in the context of scalar signal separation using the time-frequency distribution (TFD) [38|.
A set of spatial time-frequency distribution (STFD) matrices are jointly (approximately) di-
agonalised to yield the unmixing matrix. Here, the STFD of the vector of mixed signals x(¢)

is defined as

+o0
Dyx(t, f) = Z ¢(m,l)x(t+m+l)xﬂ(t+m_l)e—j47rfl

I,m——oo

where the kernel ¢(m, ) characterises the TFD and ¢t and f are the time index and frequency
index respectively. The STFD of the mixed signals can be expressed in terms of the STFD

of the sources and the mixing matrix as:

Dxx(ta f) - ADss(ta f)AH



6.3 CONSIDERING NON-STATIONARITY

When calculating the correlations of the mixed signals, a large block of data is normally
considered. This is because the variance of the estimates of the correlation sample estimator
reduces as the number of data increases. Furthermore, sources that are independent of one
another and have zero mean, are asymptotically uncorrelated with one another as the number
of samples tend to infinity. If the signals are non-stationary, such that they consist of smaller
stationary blocks, then the calculation of the data correlations will smooth out any non-
stationarity. Signals that are made up of shorter stationary blocks are termed quasi-stationary,

and include many types of real world signals, such as speech.

6.3.1 Separability of Quasi-stationary signals

It is quite possible for signals to be separated by smoothing out the non-stationarity when
calculating the correlations. In such cases, the aim is to exploit the non-stationarity present
in the signals to obtain better results. However, there exist quasi-stationary signals that are
not separable when the correlations are calculated over the entire data, but are separable
when the correlations are evaluated for each stationary block. Examples of such signals are
illustrated by spectrograms in Fig.6.2. Here, both the sources are made up of two equal length
stationary blocks of second order AR processes with unity variance i.i.d. Gaussian excitation.
From left to right, we label the two blocks of each source by numbers 1 and 2. Examining
Fig.6.2, for the same time interval, each block of the sources is spectrally disjoint but block

1 of source 1 has an overlapping frequency support with block 2 of source 2, and vice versa.



6.3.2 Segmentation lssues

In the context of audio source separation where we often have access to only the mixed signals,
such as acoustic recordings, we often do not know which segments of the data represent regions
where the sources are spectrally/temporally disjoint. As a result of this ignorance, the data
is often segmented in an arbitrary manner. However, it is possible to segment the data into
approximately stationary regions. An easy way of doing this is to examine the spectrogram of
the mixed signals and look for regions along the time axis that are in some way homogeneous.
For example, a continuous region with high energy concentrated in the formant frequencies,

which is characteristic of voiced speech, can be regarded as an approximately stationary block.

Quasgi-stationarity implies that between the stationary blocks making up the data there
will be a sharp change in signal structure. Change-point detection algorithms can be used to
segment the data, using, say, various frequency bands in the spectrogram. Bayesian methods
for change-point detection can be found in [105], where a piecewise linear model is assumed.
This assumption is reasonable for energy changes at particular bands of frequency, where,

within each stationary block, the energy is constant, but changes abruptly for the next block.

The problem of the choice of the quasi-stationary blocks suggests that some prior knowl-
edge is required of the sources. A wrong choice of blocks, where the spectra of the sources
could be strongly overlapping, could result in worse performance than not taking into account
non-stationarity. However we propose a novel method for determining which blocks to con-
sider and where based on the source being temporally disjoint. The principle underlying this
resides in the methods for determining the number of signals present at an array of sensors,
which is outlined in section 2.10 in chapter 2. Examining a 2 x 2 mixing system involving
quasi-stationary signals, we can assume, for some signals, that there exist times when only

one signal is active. Let the short term spatial correlation matrix of the sensor signals, R(t)
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determinant can be evaluated along the length of the data. The continuous regions along the
data where the determinant is small can be selected as the blocks over which to decorrelate.
More sophisticated threshold schemes can be implemented to detect where the determinant
is small enough to indicate that only one signal is active. The short-term correlation matrix

can be updated recursively in time as
1
R(t) = (A= 7OR(t = 1) + -(x(Ox(1)" = (A =R - 1)) (6.13)

where 0 < A < 1 is a forgetting factor, which is related to the average length of a stationary

block NV, in the following manner
A=1—— (6.14)

and 0 < v < Ais a small positive constant to help eliminate the effects of the initial transients.
In order to test the validity of our approach, two synthetic signals possessing regions where
the sources are temporally disjoint are generated, and mixed convolutively by 10-tap filters.
The two sources are shown in Fig. 6.1. The magnitude squared of the on-line estimate of
the determinant of R(t) plotted here as well, and, ignoring the initial transients, the regions
where the signals are disjoint seem to coincide with the region where the determinant has low

values.

6.3.3 Block length limitations

There is a trade-off when the data is broken up blocks. The smaller the blocks, the greater the

variance of the estimates of the correlations of the mixed signals. This will especially cause
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Figure 6.1: Plot of two disjoint sources and the determinant squared of the short-term
correlation matriz of their mixtures.

unreliable estimates of correlations at higher lags. In addition, the cross-correlation between
the smaller blocks of the original sources will not exactly equal zero due to the effect of the
small sample size. This will adversely affect the quality of separation. On the other hand, if
large blocks are chosen, the cross-correlation between the blocks of the original sources will be
closer to zero. The variances of the correlation estimates will be smaller, but non-stationarity
will be smoothed /marginalised out. This has the potential of rendering signals non-separable
as discussed above because the smoothed out spectra of the sources may no longer be disjoint.

A good heuristic would be to decorrelate over a few lags using a large number of blocks.

6.4 MODIFYING THE COST FUNCTION

We assume that there are NV sources and sensors. The mixing system is given by
N L
zi(t) =Y hij(@)si(t —q)
j=14¢=0
and the unmixing system is given by

N P
yit) =YY wii(@)zi(t — q)

7=14¢=0
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Figure 6.2: Spectrograms of synthetic examples of two quasi-stationary sources, where block
1 of source 1 and block 2 of source 2 are spectrally overlapping.

where P = (N —1)L. We also assume that the data is divided into M quasi-stationary blocks.
For each block we can calculate the correlations of the mixed signals, so that for the mth

block, the following sensor signal correlation matrix is computed:

|VR“31“31 (q)(m) cee Rl’lIN (q)(m)“
R.(q)"™ = : : (6.15)
where
Ta:ﬂ:] (C]) (m) Ta:iz] (q - L)(m)
R:L’Zl’j (q) (m) — :

so that the new cost function that takes into consideration the M blocks is

M K
C=>"3"3 {ryy, @™} (6.16)

i£j m=1g=—K
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Figure 6.3: Two quasi-stationary sources that are temporally disjoint.

where 4,5 € [1,2,.., N|. In terms of the correlations of the mixed signals the cost function is

N

C= > T{Z Z Z R, (q) ™ w;wiR,(q) ™" }w; (6.17)

i#g,i=1 m=1 j#i,j=1g=—

The problem of ‘hyper-decorrelation’ where the source estimates are even more uncor-
related than the original sources (and spectrally disjoint) still exists for the constant power
constraint algorithm. This can be seen by analysing the cross-correlation cost function for a
2 X 2 mixing system using the Kronecker product formalism used in Section 5.7.3 in the pre-

vious chapter. The cost function in Eq.(6.17) (across all M quasi-stationary blocks) becomes

M
C=w' { > R$m>R$m>T} W (6.18)

m=1

where
RO = [veci{ Ry (—K) ™} - vee{ Ry (0) ™7} - vee R, (K) ™7 (6.19)

and w = w1 @ wa. Given the Toeplitz nature of the correlation matrix for each stationary

) R&m)T

block, as we assume that the signal is quasi-stationary, the matrices Rg,m are rank defi-

cient, as they are of size 4(L + 1)2 but rank 4(2L + 1). In addition the term S RMRIT



6.5 SIMULATIONS

6.5.1 Synthetic mixing of synthetic sources

Two 20000 sample long synthetic sources were created. Fach source consisted of five blocks,
each block being 4000 samples long. For each block, unity variance white Gaussian excitation
was passed through a 10th order AR filter with real coefficients, whose poles are located at
random angles, but at a radius of 0.9. Thus, each block is stationary with its corresponding
AR parameters (see Fig. 6.4). Note that the sources appear to be virtually disjoint in the
time domain. The mixing system was a pair of 5-tap FIR filters, with the aforementioned
unity diagonal constraint (Fig. 6.5). Initially, the Constant Diagonal Constraint Newton
based decorrelation algorithm (see [3| and last chapter) was run without considering non-
stationarity. Decorrelation is over +15 cross-correlation lags of the source estimates, and 15
iterations of the algorithms was run. Then, the mixed signals were broken up into 5 equal
length blocks of 4000 samples; the algorithm was run with the same number of correlation lags
and iterations, but decorrelating over 5 blocks, using Fq.(6.16) and Fq.(6.17). To compare
the performance between using one block and the 5 blocks, 60 different realisations of the
excitation were used to generate the sources (keeping the AR parameters and mixing filters
fixed). The unmixing filter was estimated for each realisation of the excitation. The negative
of the mean of the unmixing filters for both the one block and 5 block case are plotted with
the plot of the mixing filter in Fig. 6.6.

For separation to have occurred, the estimate of the unmixing filters should be related to



applying the mean of the unmixing filters for the 1 block and 5 block cases to the mixed
signals. The experiments were repeated using 2 blocks, each 10000 samples long, but keeping
the same non-stationary structure. The results also show marked improvement against when
using just the 1 block. In order to see the effect of varying the block length, the number of
samples used per block was varied from 1000 to 10000, keeping the number of blocks fixed
at 2. In addition, the starting points of the blocks were fixed at the beginning of the data
and the mid-point of the data. Fig. 6.8 shows the variation of the variance of the estimates
of the unmixing filters wio and wo; against block length. The results indicate that the
variance generally falls as the number of samples increases from 1000 to 3000, but as the
block length increases, the variance increases. This could be due to the smoothing out of any

non-stationarity, considering that we are using only 2 blocks.
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Figure 6.4: The two synthetic sources




Figure 6.5: The two miztures: 5-tap FIR mizing
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Figure 6.6: The negative of the mean of the unmixing filter taps for 60 realisations, with the
mizing filter taps

6.5.2 Scalar mixing of real sources

Four audio sources!, of length 200000 samples, sampled at 44.1kHz were mixed using the

following ill-conditioned mixing matrix

A - (6.20)
1 1 111

1 1 1 1.1

The sources occur in Fig.6.10, while one of the mixed signals is in Fig.6.11. Initially, the

unmixing system was estimated by decorrelating over +30 lags using the constant power

Habelled ‘Vega’,“Oboe’, ‘Sax’ and ‘Male’



Figure 6.7: J(a),4(b): source estimates using 1 block, 4(c),4(d): source estimates using 5
blocks
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Figure 6.8: J5(a): Variance of estimate of filter taps of wis against block length. 5(b):
Variance of estimate of filter taps of wo1 against block length.

constraint algorithm for the entire block. Only one of the sources was clearly recovered in
three sensors, while a mixture of the other sources was recovered in the one remaining sensor.
This is not surprising given the smoothed out normalised power spectral densities of the four
sources in Fig. 6.9. Three of the sources have almost completely overlapping spectra, whilst
one of the sources has a peak at a higher frequency. Next, the decorrelation algorithm was
applied over six blocks of data, also using +30 lags. The result was recovery of all the sources
with separation quality ranging from 8.63dB up to 41dB. The recovered sources are shown in
Fig. 6.12. The signals were also separable using the HOS-based JADE algorithm, where the
squared kurtosis of the source estimates is maximised. This leads us to speculate that the

heavy tailed nature of speech signals is a consequence of its non-stationarity.
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Figure 6.10: The four audio sources.

6.5.3 Results for real mixtures

The Constant Diagonal Constraint decorrelation algorithm was applied to real microphone
recordings, downloaded from website http://www.sarnoff.com/career /movetech/papers/BSS.html.
The recordings were originally made at the Salk Institute?, and were mixtures of two speech
signals sampled at 16 kHz, and of duration 7.43 seconds. The speech signals were generated by
a male speaker counting the digits 1,2,3,.. ,10 in Fnglish, and another male speaker counting
the corresponding digits in Spanish. Unmixing filters of 60 taps were applied, decorrelating
480 lags; 200 iterations of the algorithm were run. In a similar manner to the synthetic
case, 1 block of the entire mixed data was considered, followed by 5 equal length blocks.

Fig. 6.13 shows the mixed signals (we have no access to the original sources), followed by the

http://www.cnl.salk.edu/~tewon
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Figure 6.11: One of the four miztures, ill-conditioned scalar mizing.

separated signals using 1 block, then the corresponding results using 5 blocks. The choice of
blocks is arbitrary in this case and was partly motivated by the fact that in [107] a similar
number of blocks is considered. Listening tests reveal a good degree of separation for the 5
block case, almost as good as the results in [107]|. It is worth bearing in mind that we use
very short unmixing filters (60 taps). There is also some separation for the 1 block case, but
there was severe distortion in one of the sources (the English digits), where a high frequency
component was present. This seems to arise from the fact that, when decorrelating with the
(one) entire block, we implicitly assume that the signal is stationary. Two stationary signals
will have exactly zero cross-correlations if they are disjoint in the frequency domain. In such
a scenario, the unmixing filter produces a high frequency signal, whose spectral components
are disjoint from the other low frequency signal. It is also found that the cross-correlations of
the audio source estimates are even lower than the residual cross-correlations of the original
audio sources. The mixtures, source estimates and Parra’s [107] results are included in the

CD.

6.6 SUMMARY

There are a variety of ways in which non-stationary signals can be separated. Adaptive algo-

rithms based on second order statistics exclusively rely on the non-stationarity of the signals



Figure 6.12: Separation of the four sources using six block decorrelation, ill-conditioned
scalar mizing.

in order to achieve source separation. Batch mode algorithms exploit the extra degree of free-
dom which non-stationarity offers and assume that a section or block of data is approximately
stationary. Such signals are known as quasi-stationary signals.

It is shown that signal separation can either be improved upon, or made feasible for a
particular type of quasi-stationary signal, when non-stationarity is considered. By modifying
the decorrelation algorithm, so that it is possible to decorrelate for all the blocks of the data, it
is possible to take into account the non-stationary nature of the signals. Issues of segmenting
the signals are also discussed.

There is, however, a tradeoff when choosing the size of the blocks. If the block size is too
small, the correlation estimates will have higher variances. This will result in the estimates of
the unmixing filter having higher variances. If the block size is too large, useful non-stationary

information is lost.
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7.1 INTRODUCTION

Most approaches to source separation assume that the mixing system is time invariant, and
that the sources are generated from a unimodal distribution, usually zero mean (although
n [13] Gaussian mixture densities are considered). However, in reality the mixing system
may vary. Examples of such a scenario include the case of a moving sound source, where
the mixing system from source to sensor will change according to the source motion. This
problem is known as non-stationary ICA (nsICA), a term used by Everson and Roberts [57].

In this chapter, we use a Bayesian approach to solve the problem of the time-varying
mixing problem. We model the sources as a mixture of Gaussians, with first-order temporal
correlations. Sensor noise is considered, with unknown covariance matrix.

The motivation for modelling the sources as Gaussian mixtures lies in the fact that such
a density can be used to approximate a wide variety of distributions [53]. Furthermore,
the Gaussian mixture model has been used successfully in the separation of speech signals
and speaker identification [141] [115] as well as in the separation of communications type
signals [102]. Knuth [91]| has also noted that many biomedical signals, such as EEG and
MEG signals, possess multimodal distributions. It must be stressed that, except for certain
cases, such as clustering of data, the choice of mixture models is not based on any physical
considerations of the system that is being modelled. The main motivation lies in accurately

representing the distribution of the sources in the most parsimonious fashion. Furthermore,



This allows us to obtain estimates of the sources.

Applications of our algorithm could include separation of adjacent noisy communication
channels, with varying degrees of cross-talk, modelled as linear instantaneous mixing, and the

analysis of biomedical signals.

7.2 'THE BAYESIAN APPROACH

In this section a brief overview of the Bayesian approach and simulation based methods is

given. The reader is referred to [32] for a more detailed treatment of the subject.

The posterior distribution p(x|y) lies at the heart of Bayesian inference, where y denotes

a set of observations and x denotes a set of unknown parameters. Using Bayes’ theorem

p(yx)p(x)

»(y) 1)

p(xly) =

where the normalising constant p(y) is obtained by integration

p(y) = | / p(y[x)p(x)dx

and where p(y|x) denotes the likelihood and p(x) denotes the prior distribution. Given the
posterior distribution, a variety of estimators can be obtained, most notably the minimum

mean squared error (MMSE) estimate of x:

XMMSE = /Xp(x|y)dx (7.2)



sensitive to local minima. Instead Monte Carlo methods can be used, where variates from

the posterior are used to obtain estimates of E,,){f(x)} and the maxima of p(x[y).

Simulation from p(x|y) can be quite complex, as p(x|y) is typically non-standard, mul-
tivariate and usually only known to within a constant. Whereas deterministic integration
approaches suffer from the curse of dimensionality, Monte Carlo methods get around this
problem by cleverly exploring the distribution according to the importance of the regions of
the density. Assuming that N >> 1 samples {x(?;4 = 1,--- , N} have been generated from

the posterior p(x|y), a Monte Carlo approximation of density p(x|y) is given by
| X
pldx) = D b (dx) (7.4)
i=1
and an approximation to [,y ){f(x)}, denoted by fN, is given by

Py = 5 S0 re) (75)

Regarding the optimisation problem (for the MAP estimate of x), the idea is to generate
samples from a density whose support is the set of global maxima of the distribution to

maximise. Next, the problem of sampling from the densities is discussed.

7.3 SIMULATION TECHNIQUES

There exist a variety of ways of simulating from a density of interest (which is the posterior

in our case). We discuss two main approaches here, Importance Sampling (IS) and Markov



distribution is
1Y .
pn(dxly) = + D w(xD) ) (dx)
i=1
where

T(x) = pxOly)  ply[x?)p(x®)
m(xOly)  #(xO]y)p(y)

and is termed the importance weight. The normalising constant p(y) is typically unknown,
and so it is impossible to evaluate wW(x®). To resolve this the Bayesian Importance Sampling

(BIS) method is adopted. The following Monte Carlo approximation of py(dx) is constructed:

S w(x)d o (dx)
S w(0)

pn(dx) =

where the importance weights are evaluated only up to a normalising constant

p(xDy)

(@)
W) o ly)

Using the Monte Carlo approximation of p(x|y), an estimate of E,xy){f(x)} can be calcu-

lated as

S w(x®y) £(x)
S w(x)

ﬁ/ﬂmmwm (7.6)

The Bayesian Importance Sampling method is easily implemented and can be adapted to
on-line processing, as will be shown in the next chapter. It is inefficient for large dimension



P(x,A) £ Pr{x; 1 € Alx; = x}

=
»n
o

P*(x,A) 2 Pr{x, € Alxo = x}

marginally according to p(dx).



irreducible.
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The algorithm is as follows:

Gibbs sampler

2. lteration 7, 7 > 1
x ~ plxax

@) @) )

Xy ~ p(xalx;

(@) )
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M-H algorithm

2. lteration ¢, ¢ > 1
e Simulate: x ~ g(x0~1 )

e Evaluate acceptance probability:




M-H one-at-a-time algorithm

2. lteration 7, 7 > 1
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e Evaluate acceptance probability:



Model for the Observations

Win,t.

Model of the Evolving Mixing Matrix

H into a vector
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Model of the Sources
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prior, as in the previous case.
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other parameters are unknown.

7.5.2 Estimation Objectives
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Initialise:

to random values at iteration » = 0

2. lteration r,r > 1

e Sample

e Sample:



Gibbs sampler algorithm above.

their full conditional simplifies to:

=
—_

3



where:

Sampling from p(ﬂ(i) |Zi,1.7)

p(pij) = D(pijlvi; + Nij)






where

and J € {1,....,n}.

we sample as follows:

ZT:m,t ~ p(zlzm,t|y1:n,ta®)



=1

There are two cases to consider:



In such a case:

where

=
—_



where 4,7 € [1,---

variables zj.., ¢.

3 qz] and



to unity

signals.
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the results are quite good.
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7.7.2 Experiment 2
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7.7.3 Experiment 3
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Plot of true sources and MMSE estimates, Source 2
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Plot of true sources and MMSE estimates, Source 1
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8.2 BAYESIAN MODEL

previous chapter):



the smaller the drift.

The indicators are Markovian:
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if it contributes to the observation y;.

.2.1 Problem Statement
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probability mass function.

8.3.3 Particle Filter Algorithm

Monte Carlo particle filter

Sequential Importance Sampling Step



Selection Step

MCMC Step

SD ‘ ‘

8.3.4 Implementation Issues
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Proof For any 7 (0;|y1.4,01.4-1)
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The prior importance function is
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8.3.5 Selection
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filtering distribution
at time (t)




Forward Step
For k=t—L+1,...,t,

to a normalising constant.




taken to be

q(0r) < p (01411 01) p (k| Or—1) .

with the acceptance ratio given by



8.4 SIMULATIONS

8.4.1 Synthetic Sources

the source and noise signals.

o2 = 0.0025



in Figs.8.5 and 8.6 respectively.
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Figure 8.7: Fstimate of E{H;|y}




Source 2, MMSE estimate of Source 2
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Figure 8.8: Fstimate of E{a;|y}
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9.1 CONCLUSIONS

of the signals is Gaussian.
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9.2 FUTURE RESEARCH
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a similar approach to Parra in [80].
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could be used.
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stationary then:

where 7 — to — t1.
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function ®(w)




that,

WM, WT = A, Vi

the matrix pencil, and is as follows:
W(M, + AM)W' = A

We now have



C.2 JADE
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where it can be checked that

+j(c; — by) sin 26 sin ¢
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is a diagonal matrix, i.e.

||

where E has elements:
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the relationship:






D.2 OPTIMAL STEP SIZE

the step u:

(D.4)
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the cost function should be selected.
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St (olzt) = Cov {yt| Yit—1, olzt}

elements of matrix B (6;) to zero.

1,--+,1 (omitting @ for brevity)

filter has been run.



thus, for K = 1,...,nm

respectively. Also let:

EndFor
then:

|



Hence,

Using notation consistent with [52]

Conventions:

Initialising:

Forward Procedure:



Store:

EndFor

Backward Procedure:

Fort =T to 1

Simulate:



Ift > 1,

EndFor

EndFor

Simulate:



At time i =1:
1For = 1,2,-" s Z%’i
i=1
I
1EndFor

1For t =2,....,T:

oFor any j € {1,2,.., Z%’}:
i=1

evaluate:

2EndFor
1EndFor

¢ Backwards sampling

m

Forj=1,.....> ¢
i—1
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the regions of high posterior density.
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Therefore (assuming kpeq¢ exists):



where

The expression for p(@},|0x_1) is

m 4i m

=1 r=1 i—1

m
=1
m
=1
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pnum

Pden

where
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that the indicator variable
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with time, but is a random variable.



assessed. A few of these are included.

is calculated as:



the ith source, the initial distortion is
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